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ABSTRACT 

Context. Big Data and Cloud Computing nowadays require large amounts of storage that are 
accessible by many servers. To overcome the performance bottlenecks and single point of 
failure distributed storage systems came into force. So, our main aim in this thesis is 
evaluating the performance of these storage systems. A file coding technique is used that is 
the erasure coding which will help in data protection for the storage systems. 

Objectives. In this study we investigate the performance evaluation of distributed storage 
system and understand the effect on performance for various patters of I/O operations that is 
the read and write and also different measurement approaches for storage performance. 

Methods. The method is to use synthetic workload generator by streaming and transcoding 
video data as well as benchmark tool which generate the workload like SPECsfs2014 is used 
to evaluate the performance of distributed storage systems of GlusterFS and Compuverde 
which are file based storage. 

Results. In terms of throughput results, Gluster and Compuverde perform similar for both 
NFS and SMB server. 
The average latency results for both NFS and SMB shares indicate that Compuverde has 
lower latency. 
When comparing results of both Compuverde and Gluster, Compuverde delivers 100% IOPS 
with NFS server and Gluster delivers relatively near to the requested OP rate and with SMB 
server Gluster delivers 100% IOPS and Compuverde delivers more than the requested OP 
rate. 

Conclusions. We concluded that Compuverde performs better when compared to gluster 
even though a low performance hardware is used. We recommend to use cache drive in the 
Gluster storage nodes for the better performance to avoid bottlenecks. 

Keywords: Distributed storage, Erasure coding, 
Performance, Streaming 
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1 INTRODUCTION 
 

In this document, we present a thesis report on performance evaluation of distributed storage 
systems. The document is partitioned into varies chapters. Chapter 1 gives the background study 
which includes information about cloud computing, Big data, distributed storage systems, 
CONVINcE, aim, objectives and finally research questions involved in this thesis. The second chapter 
includes the detailed related work of the previous researches. Chapter 3 deals with the methodology 
that is used to perform the performance evaluation and used to solve the research questions. Chapter 4 
deals with the results obtained from the experiment and the analysis of the performance results. 
Chapter 5 deals with the conclusion part of the thesis and Chapter 6 deals with the future work that can 
be done. 

1.1 Background 
Big Data and Cloud Computing nowadays require large amounts of storage that are 

accessible by many servers. Previously they used simple shared storage systems. They often 
experienced performance problems and were a single point of failure. To overcome this drawbacks 
nowadays more advanced Distributed Storage Systems (DSS) are being used.  

1.1.1 Cloud computing 

Cloud Computing is a model used for providing computing resources i.e., for storing data 
and accessing it over Internet. It allows sharing of hardware and software resources for both industries 
and people across the world with scalability, security and elasticity. It includes different services such 
as network, storage, applications and database [1][2][3].   

 
Figure 1 View of Cloud Computing [1] 

The above figure 1 shows the mobile, user, Data Center, Desktop, Laptop, storage 
database’s, storage nodes and SAN can access the Cloud Computing Systems directly. 

According to NIST, cloud consists of four deployment models and three services. The 
deployment models include private cloud, public cloud, community cloud and hybrid cloud and where 
the services include Platform as a Service (PaaS), Software as a Service (SaaS) and Infrastructure as a 
Service (IaaS). [3][2][1]. 

Service Models: 
The three service models are explained in the following [2][3][1] 
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a) PaaS: Customer is provided with hardware, network and operating system where the 
customer has to deploy the application that is created on a cloud infrastructure which is 
created using libraries, programming and tools. Example: Databases 

b) SaaS: It helps the customer to use the business applications on a cloud infrastructure 
where the customer is provided with hardware, operating system, application and 
network. Example: mails and virtual desktops. 

c) IaaS: Customer is only provided with the hardware and network where customer has to 
develop or install application or operating system. Example: virtual machines or 
lightweight containers. 

1.1.2 Big Data 

Big data is a data analysis method where the information is characterized by volume, 
velocity and variety. Volume is related to the size of the data (e.g: GB or TB), velocity indicates how 
fast data that is created and changed and variety captures the different formats used for storing data 
[4]. 

1.1.3 Why Cloud Computing for Big Data? 
Cloud computing enables small and medium businesses to implement big data methods 

which will help in reducing the cost of hardware and processing. One of the cloud computing services 
called Platform as a Services (PaaS) helps in reduction of hardware costs. Big data promotes a 
technology called distributed storage which is not depended on the local storage of the computer and 
which is based on cloud computing. [5][6]. 

1.1.4 Distributed Storage Systems 
Distributed Storage Systems consists of a distributed collection of storage nodes that provide 

data redundancy by replicating data among the nodes. This approach avoids data loss in case of 
hardware failures. When a node becomes unavailable other nodes can serve replicas of the data from 
the missing nodes. These type of storage nodes are reliable, scalable and are better solutions to the 
Cloud Computing in the future. The main advantage with the distributed storage system is that they 
are very effective and reliable storage for large amounts of data. Few examples of distributed storage 
systems are Ceph, Gluster, Openstack, Hadoop and Sheepdog [7]. 

Below you find a list of keywords that are central to the terminology used for 
distributed storage systems: 

a) Data center:  
A data center is a facility which helps in maintaining the information technology (IT) systems, where 
it stores and manages the data. It is the home to the storage systems, servers, applications, 
telecommunications and databases [8][9]. 

b) Storage Nodes: 
A storage node (SN) often can be a physical server with one or more storage disks i.e., Hard-Disk 
Drive (HDDs) or Solid-State Drive (SSDs), and Network IPs [10]. 

c) Structured Storage: 
Structured storage refers to a single file of data that will be saved in a structured or standardized 
format which is also known as the file-based storage systems. 

d) Unstructured Storage 
Unstructured storage refers to the data that doesn’t remain in a structured format or not having any 
pre-defined model. Object-based storage systems come under unstructured storages. 

e) Object copies:  
Object copies helps in creating duplicate copies of files during storage operations. It ensures that the 
files with the data are replicated to two or more storage nodes with no overhead. 
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f) Erasure Coding:  
Erasure coding is a technology which helps in data redundancy and protection of data where erasure 
file encoding adds a bunch of parity blocks to the original data using complex math. This results in a 
robust protection scheme that can be tolerate high levels of failures.   

g) NFS protocol: 
NFS is the “Network File System” which is distributed file system protocol used for both Unix and 
Linux operating systems where it allows files to be shared between servers, desktops, etc.  
It is a client/server application that allows users to access the files on a remote desktop as they were on 
their own computer. By using this NFS protocol, the user or a system administrator can mount a file 
system [11]. 

h) CIFS/SMB protocol: 
SMB is the Server Message Block which is previously known as the TCP/IP network file system 
mainly used by Microsoft systems. SMB helps in allowing the applications and clients to access 
shared files across the network [12]. 

i) File-based storage: 
File-based storage is otherwise known as file-level or file storage which is commonly used for storing 
data in a hierarchical structure. The data that is stored is accessed by using an industry standard 
protocols known as Network File System (NFS) and Server Message Block (SMB). NFS is used for 
accessing data in UNIX/Linux and SMB is for windows. File storage helps in storing files and folders 
where both the clients that are accessing and the system that is storing can visible the same data 
[13][14]. 
 
1.1.5 CONVINcE  

BTH participates in CONVINcE, which is a European research project that addresses the 
challenge of reducing the power consumption of IP based video transmission over internet. This will 
help the European Industries to develop new technologies by reducing the energy footprint of video 
delivery networks [15][16]. 

Among other things, the project investigates the use of distributed storage systems for 
storing the video data that is required for transcoding and streaming. The transcoding will generate the 
read and write operations towards the distributed storage systems while converting the high definition 
video data into low definition video streaming. The hypothesis is that doing transcoding in the cloud 
rather than on the terminals (e.g., smart phones or tablets) will reduce the overall energy consumption. 

Here we are mainly considering two distributed storage systems: Gluster and Compuverde. 

a) Gluster: 

Gluster is a structured distributed storage system which was bought by Red Hat in 2011. Gluster 
provides a file-based storage system called GlusterFS. It is a scale out network attached storage 
(NAS). This storage system supports only Linux, Mac OS, Open Solaris and NetBSD.  

It ensures better performance, scalability and reliability because of its no-metadata server 
architecture. These servers can be accessed by using the industry standard access protocols for file 
storage known as NFS and SMB and is designed for the high performance virtualized cloud 
environments.  

GlusterFS supports both copies of files and erasure coding. It uses off-the-self hardware 
where you can create large distributed storage solutions for data analysis and media streaming 
services. GlusterFS is an open source software which can be installed freely on both physical and 
virtual servers [17][18].  
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Figure 2 Gluster distributed storage system [17] 

 
The below figure 2 shows that the users can access the Gluster Cloud Storage through 

the NFS and CIFS protocols. The glusterd is the gluster daemon that takes care of the storage files, 
where and how to store the files in the storage nodes. The files are stored in the bricks. The 
administrator controls the Storage cloud through the command line interface [17][18]. 
 

b) Compuverde: 

Compuverde is both structured and unstructured distributed storage system which provides a unified 
solution and no single metadata server with extreme performance and scalability. It provides scale-out 
network attached storage (NAS) which is completely hardware agnostic and massively scalable, 
making it the idea choice for both enterprise and storage solutions.  

Compuverde supports both object copies and erasure coding for maintaining data 
redundancy. and ensures that the performance doesn’t degrade as it is designed with no single point of 
failure. These servers are accessed by industry standard protocols known as NFS and SMB. This 
storage system only supports Linux and Windows operating systems [19][20]. 

RAID is not required, as redundancy lies within the system through cache replication, 
object copies and erasure coding. Performance is mainly achieved by the balanced architecture, no 
master node and nodes working in parallel. RAID can still be used to improve performance or 
redundancy in the following way: 

Cache drives: Normally, one high speed SSD is sufficient. Otherwise, RAID 0 can be used for 
improved performance. RAID 1 can be used for improved redundancy within the node; in case of 
failure to one cache drive, the node will then continue to operate by using the remaining drives. To 
keep the cache safe in case the entire node goes down, use Compuverde cache replication (available 
through the Management Tool). 
Storage drives: Normally, Just a Bunch of Disks(JBOD) is sufficient, as the cache is keeping the 
latency down. 
JBOD refers to the collection of HDD’s that haven’t been configured to accomplish as a RAID array. 
Compuverde takes care of data redundancy by using Object Copies or Erasure coding. 
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Figure 3 Compuverde Distributed Storage System [19] 

1.2 Aim of the Thesis 
The aim of my thesis is mainly to focus on different distributed storage systems (Gluster and 

Compuverde) and to evaluate the performance under the load. 

1.3 Objectives 
a) Detailed study on Distributed Storage Systems (Gluster and Compuverde) 
b) Evaluating the performance of different Distributed Storages Systems. 
c) Understanding the effect on performance for various patterns of I/O operations: read and 

write. 
d) Detailed study on benchmark tools and measurement approaches for storage 

performances. 

1.4 Research Questions 
The research work mainly focuses on evaluating the performance of different storage systems. The 
below are the research questions which are related to this research. 

1. What is the performance of different distributed storage systems (Gluster and Compuverde) 
for different types of load? 

2. What are the various performance metrics to use when comparing different storage systems? 

1.5 Split of work   
This section gives the detailed information about the split of work between me and my 

project partner. 
 

Sections Topic Name of the 
Contributor 

Section 1.1.1, 
1.1.2, 1.1.3, 1.1.4, 

1.1.5 

Cloud computing, Big Data, 
Why Cloud Computing for Big 

Data, Distributed Storage 
Systems and CONVINcE 

Poojitha Rajana 
Samuel Sushanth Kolli 

Section 1.2, 1.3, 
1.4 

Aim of the Thesis, Objectives 
and Research questions 

Poojitha Rajana 
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Section 2 Related work Poojitha Rajana 
Samuel Sushanth Kolli 

Section 3.1, 3.1.1, 
3.1.2 

Method Used, Why 
SPECsfs2014?, Description of 4 

workloads 

Poojitha Rajana 

Section 3.2, 3.2.1, 
3.2.1.1, 3.2.1.2, 
3.2.1.3, 3.2.1.4, 
3.2.1.5, 3.2.1.6 

Experimental setup, Gluster and 
Compuverde setup, Architecture 
of GlusterFS and Compuverde, 

Internal architecture of GlusterFS 
and Compuverde, Distributed 

Disperse Volume and File coding 
techniques in Compuverde 

Poojitha Rajana 
Samuel Sushanth Kolli 

Section 3.3, 3.3.1, 
3.3.2, 3.3.3 

Testbed with SPECsfs load 
generator for performance 

evaluation, Internal structure of 
SPECsfs2014, Gluster and 

Compuverde test configuration, 
Evaluation procedure 

Poojitha Rajana 

Section 3.3.3.1, 
3.3.3.2, 3.3.3.4 

Installation of GlusterFS, 
Installation of CompuverdeFS, 

Mounting the File system 

Poojitha Rajana 
Samuel Sushanth Kolli 

3.3.3.5, 3.3.3.6 SPECsfs2014 workload 
generation, Test configuration of 
Gluster and Compuverde using 

SPECsfs2014 

Poojitha Rajana 

Section 4, 4.1, 
4.1.1, 4.1.2, 4.1.3 

Results and Analysis, Analysis 
from Results, Test results for 

total throughput, average latency 
and IOPS using NFS 4.0 and 

SMB 1.0 

Poojitha Rajana 

Section 5 Conclusion  Poojitha Rajana 
Section 6 Future Work Poojitha Rajana 

 
Table 1 Split of work 
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2 RELATED WORK 
In this chapter we have discussed about the information about the previous researches that 

has been done before which is related to the storage systems. The early works have been focused on 
different aspects of distributed storage systems. 

The below are the related work that we have been came across before conducting our 
research. 

Ping Chen et.al [21] proposed a new storage architecture which is based on distributed file 
system. The authors address the issues such as availability, scalability, reliability of data transmission, 
file read/write when using traditional filesystem to manage massive resources in network systems. A 
performance comparison was done between two filesystems Google filesystem (GFS) and the Moose 
file system (MFS). They found that MFS is better file system when compared with GFS because GFS 
has a single point of failure and the file performance comparison says that MFS only supports smaller 
files whereas GFS supports larger files. 

 Songlin Bai et.al. [22] studied the concept and features of distributed file system  and 
evaluated it on different systems such as Hadoop, MosseFS and Lustre. During the experimentation, 
the authors observed file backup Whereas in MosseFS, it sets copy numbers to a single folder it means 
that number of times that a file is copied to a single folder. This functionality is not supported in 
Lustre. For data redundancy, multiple copies were used for Hadoop and MFS. One storage node break 
will automatically copy the lost data to the remaining nodes. Whereas Lustre separated OST (Object 
Storage Target) and OSS (Object Storage Server) where OSS is managed by OST in Lustre storage 
system. For data balance, to store the data Hadoop and MFS choose the storage servers. Automatic 
data balance is not supported in Lustre. For scale-out and data blocks, Hadoop MFS and Lustre were 
supportive. 

              In order to check the reliability and cost effectiveness of storage systems Lars et.al [7] had 
evaluated four large distributed systems. Authors compared two unstructured storage systems 
(Compuverde Unstructured and Openstack’s Swift) and two structured storage systems (Compuverde 
Structured and Gluster) for cloud computing. Distributed Hash Tables (DHTs) were taken to track the 
distributed data and multicasting were taken to access the stored data. Performance measurements 
were taken for read/write/delete and also time taken to recover if a node goes down were 
noted. Through the experiments observed that performance of Compuverde was superior to the other 
two. They observed that the performance is high when there were a number of client requests for 
simultaneous access. Recovery tests also showed that Compuverde performs better than the other two. 
Finally, authors concluded that multicasting performance was better than DHT. Our results states how 
the performance is varied when a video is stored in a storage cluster when the same metrics are 
considered as this author has taken, but the main difference was observing performance and saying 
which is having better performance with VDA environment. 

             In order to identify the bottlenecks, Paulo Maciel et.al [23] evaluated the performance and 
capacity of Sheepdog storage systems. To identify the bottlenecks, they measured write and read 
throughputs by increasing the number of nodes and copies of the data in the cluster. Bonnie++ 
benchmark was used for analysing the performance of Sheepdog storage system. Their results showed 
that the best possible performance for read operations can be observed by using a system having small 
cluster sizes where cluster size in this environment is considered as the number of nodes present inside 
the Sheepdog cluster. For performance benefits, system with small clustered sizes should run VM 
inside cluster rather than outside the cluster. And for frequently write operations, opposite to the read 
operations was preferred – that is large clusters performed better. Their results also showed that the 
increase in number of nodes didn’t have much impact on performance degradation of the write 
throughput. Although, they observed performance loss due to increase in data redundancy. 

Giacinto et.al [24] studied about several distributed filesystems for supporting the HEP 
experiments analysis and compared HDFS, Ceph and GlusterFS. Iozone was the testing benchmark 
tool that is used here to test all the HEP experiments. The results from Iozone says that HDFS is more 

http://et.al/
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reliable and stable storage system which performance good but the other two that is Ceph and Gluster 
support cloud based technologies where HDFS can’t support. 

Zhang et.al. [25] studied Ceph architecture on Openstack cloud and performance was 
checked by using different benchmarks such as Bonnie ++, DD, Rados Bench, OSD Tell, IPerf and 
Netcat. These benchmarks were used to check the copying speed of data and read/write performance 
of Ceph. The results indicated good performance and scalability of Ceph in Openstack cloud. As the 
number of client requests increased, authors observed a slowly decline in performance which is good. 
The Performance Study on Several Distributed File Systems. 

Lars et.al [26] studied the fault tolerance of cache and the two-step evaluation approach that 
makes it possible to quantify how different design decisions affect the performance of different 
workload cases. In this study, they have two version of cache implementation. For the experimentation 
purpose, they have taken 3 cases i.e. private, shared and mixed. Results showed that there is an 
increase in the performance for the first version of cache implementation in the case of private and 
mixed. But the increase in performance was limited in for shared case. With the final version of the 
cache, authors have observed performance improvements for all cases. Compared to the case with no 
cache, throughput was improved with as much as a factor of 50-75. Authors also quantified how 
different design decisions affect the performance of different workload cases with the use of workload 
transparency and two-step evaluation approach. 

 
 

 

http://et.al/
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3 METHODOLOGY 
 

3.1 Method Used 
The method is to use synthetic workload generator by streaming video data as well as 

benchmark tool which generate the workload called SPECsfs2014 is used to evaluate the performance 
of Gluster and Compuverde storage systems. 

3.1.1 Why SPECsfs2014? 
SPECsfs2014 is the latest version of Standard performance evaluation corporation 

benchmark tool that measures the efficiency of the storage which is a file based benchmark tool. It is 
different from other file based benchmark tools because it provides standard methods for comparing 
the performances across different vendor platforms and gives the effective results whether a particular 
storage system is suitable to run a specific environments such as videos, databases etc.,  [27].  

These methods are standard because it provides the results for four workloads with three 
main metrics of the storage systems such as IOPS, total throughput and average latency where any of 
the other benchmark tool can’t produce. 

SPECsfs2014, Standard Performance Evaluation Corporation, is a benchmark tool for the 
measurement of file server performance using two industry standard protocols called the NFS and 
SMB protocols.  SPECsfs2014 will run on any version of these protocols.  

It measures the maximum throughput and the response time of a storage system where 
SPECsfs2014 is a protocol independent and the performance is measured under application level.  

The operating systems that are supported by SPECsfs2014 are Linux, Windows 8, Windows 
7, Windows Server 2003, Windows Server 2008, Windows 2012, MAC OS, BSD, Solaris and AIX 
and can be used for testing any types of file system that are offered by these systems.   

SPECsfs2014 represents a real data processing file system environments which has multiple 
workloads that run independently.  

The below figure 4 shows the example topology of SUT (Solution under Test) where it 
should have at least one load generator client and any one of the protocol i.e., NFS, SMB etc., 
[28][29]. 
 

    
Figure 4 Example Test SUT [28] 

The above figure 4 depicts that when the SPECsfs is installed on the Load 
generators/Hardware, the main loadgen called Prime Client is connected to the storage servers/nodes 
through the network along with the other loadgens called Non-prime clients using the network 
accessing protocols like SMB and NFS.      
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SPECsfs2014 consists of four different workloads which represents specific application 
areas. The following are the four different workloads [27]. 

1. VDA (Video Data Acquisition) 
2. VDI (Virtual Desktop Infrastructure) 
3. SWBUILD (Software Build) 
4. DATABASE (Database workload) 

With SPECsfs2014 performance is measured in metrics such as STREAMS, DESKTOPS, 
SWBUILD and DATABASES which are related to any of the four workloads that are tested. The 
below figure 5 shows the entire topology of the test configuration.  

The entire Solution Under Test (SUT) consists of storage servers that is the file based server, 
the network and the load generator. Where each SUT should have at least one load generator client 
and any one of the protocol i.e., NFS, SMB etc.  

SUT was both Gluster storage cluster and Compuverde storage cluster optimized for 
streaming environments and each storage server is mounted with NFS and SMB protocols. 

 A single load generator is used to install the operating system and SPECsfs2014 ISO file. 
All the Gluster and Compuverde nodes were connected to a 1 GbE network switch [27][28]. 
 

 
Figure 5 Entire SUT [28] 

SUT (Solution Under Test): 
Solution Under Test (SUT) means that all the software components and the hardware components 
which provides the file services to the benchmark and it includes both the physical components and 
the virtual components of storage server or storage systems, load generators [28]. 

3.1.2 Description of Four workloads 
1. Video Data Acquisition (VDA): 

The business metric or the load parameter for VDA is STREAMS. The workload here 
commonly promotes the applications that store data which is captured from a temporary source such 
as from the Surveillance camera. Stream refers to the particular application that is receiving data from 
a single source that is single video feed. This consists of two workload objects. 
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Workload Object Type 

VDA1 Data Streams 
VDA2 Companion Application 

Table 2 Types of workload objects in VDA 

In VDA1 each stream roughly corresponds to 36Mb/s bit rate, which is the high definition 
video [27]. 

VDA2 is a companion application. The Companion Application can also be described as 
application providing User Access. The Companion application is connected to the stream as it 
provides the stream with protocols intended for publishing of live stream data to the web page or 
user’s device from the server where the video is hosted. Since this is a simulation of real world video 
stream, the VDA2 takes the place of the software application (Companion Application) [27]. 
This VDA2 has 84% random write operations, 5 % read, 3% readdir, 2% read-modify-write, 2 % 
access, 2 % stat, 1 % create, and 1% unlink operations. 

2. Video Desktop Infrastructure (VDI): 
The business metric or the load parameter for VDI is DESKTOPS. This workload mainly 

promotes in the VDI environments where it can be observed in hypervisor and the storage when they 
run VMs on the hypervisors such as KVM, ESXi, Hyper-V and Xen environments [27]. 

3. Software Build (SWBUILD): 
The business metric or the load parameter for Software Build is SWBUILD. This workload 

is a classic meta-data intensive build workload which is copied from the analysis of software build and 
the traces that are collected on systems [27]. 

4. Database workload (DATABASE): 
The business metric or the load parameter for Database is DATABASE. This workload 

refers to the behaviour of the database which is a combination of both DB_LOG and DB_TABLE 
workload [27].  

Workload Type 

DB_LOG Log writer component of a database operation 

DB_TABLE Database component 

Table 3 Types in Database Workload  
The above all gives the description of four different types of workloads that are 

considered in SPECsfs2014. We have considered VDA (Video Data Acquisition) workload as our 
load parameter because our focus is mainly how distributed storage systems gives the performance in 
terms of IO when it stores the high definition video data [28]. 

3.2 Experimental setup 
This section deals with the experimental setup of both GlusterFS and Compuverde on bare metal.  

3.2.1 GlusterFS and Compuverde setup 
Below are the hardware specifications to setup GlusterFS and Compuverde in the data center 

on bare metal nodes. 
Hardware Specifications: 
CPU: Intel® Atom™ Processor D525 Processor 
RAM: 2x 2GB 
Motherboard: SuperMicro X7SPE-H-D525 
RAID Adapter: Adaptec RAID ASR-51645 09 ROHS 
Network Card: 1Gbit 
Boot disk: SS-DM016-Phi 16GB 



Thesis Report 
 

19 
 

Cache disk: Intel 330 60 GB SATA (Connected to motherboard SATA) 
Data disks: 4x WD Green 2TB SATA (connected to chassis backplane -> RAID Adapter) 
Chassis: Promise 16 slot 

3.2.1.1 Architecture of GlusterFS setup: 

The below figure 6 shows the Gluster setup. It is deployed on the bare metal nodes. The 
network interface between the storage nodes and the clients is 1Gbit. The detailed explanation about 
the setup is given in the below sections [17]. 

 

 
Figure 6 Gluster setup 

The figure 6 shows the interconnection between the storage nodes, switch and the 
management and gateway VM. They have a 1Gbit network interface. 

3.2.1.2 Internal Architecture of Gluster nodes 

The below figure 7 shows the internal architecture of GlusterFS. There are ‘N’ number of 
servers in a single storage cluster where each server consists of multiple number of bricks (which are 
commonly known as the Hard disk drives) based on the required configuration. All the bricks together 
known as the volume. 

In our experimental setup we have considered the scale-out storage system as shown in the 
below figure. All the Gluster storage concepts that are included in the below figure are clearly 
explained in the following list [18][17]: 
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Figure 7 Internal structure of Gluster nodes [18] 

a. Brick: 
Brick is the basic storage unit of gluster that is defined on a server by a directory called 

export directory which is in the trusted storage pool. 

b. Volume:  
All the operations in the Gluster storage will take place on the volume which is a collection 

of bricks. 

c. Translator: 
Connection between one or more subvolumes which is offering a subvolume collection is 

known as the translator. 

d. Subvolume: 
At least one translator that has been handled by a brick. 

e. Server: 
Server may a physical (Bare metal) machine or the virtual machine that hosts the 

filesystems in which the required amount of data is stored. 

f. Glusterd: 
Glusterd is a gluster management daemon which has to be run on all the servers in the trusted storage 
pool.  

g. Metadata: 
Conventional systems use metadata server but gluster storage does not require a metadata 

server, and finds documents algorithmically utilizing an elastic hashing algorithm. 

h. Trusted storage pool:  
A storage pool is a trusted network of storage servers. When you begin the first server, the storage 
pool will have that server alone. To add more storage servers to the storage pool, you can utilize the 
probe command from a storage server that is in trusted network. 

i. Client: 
Client is a machine that helps in mounting a group of servers or the volumes. 

j. Filesystem: 
A filesystem is a set of methods and data types used to store, create and formulate the data 

of all the files on a storage device. 
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3.2.1.3 Distributed disperse volume 

Now coming to the below figure it show how the distributed disperse volume which are 
based on erasure coding that helps in protection of data against disks which is used in gluster storage 
system [29].  

 

 
Figure 8 Distributed Disperse Volume [29] 

 
In above figure 8, the distributed dispersed volume it contains multiple sets of bricks 

present per server as shown in the above figure which is also called the subvolume where the data is 
stored with erasure coding. The files that are stored or created will be distributed over sets of bricks or 
subvolumes with erasure coding. 

 In this method if you have lost stored data in the redundant number of dispersed 
subvolumes or bricks there will be no loss of data because the data that is stored will be present in the 
remaining bricks so that the data will be more protected with the erasure coding subvolume [30].  

The distributed dispersed volume in gluster only supports the following configurations in 
the erasure coding. So, below gives the recommended brick configuration for creating a distributed 
disperse volume [30][29]. 

In our setup we have considered 24 HDD chassis based on our hardware availability and 
the maximum number of bare metal nodes we have considered is 6 and used the erasure coding 4+2 
for the entire setup. As the brick configurations for the erasure 4+2 is shown in the above table with 
the storage that consists 24HDD chassis and the remaining configurations are that are supported by 
Gluster storage is mentioned in the Appendix. All the configurations are made in the Linux terminal 
where gluster doesn’t have any GUI [31].  

The below table shows the configuration for 12 HDD’s chassis: 
 

12HDD Chassis  
Supported configuration 4+2 

Redundancy level 2 
Nodes that can be loss 2 

Nodes that can be increased 6 
Table 4 Supported configuration for 12 HDD's [29] 

The table 4 shows the supported configurations, redundancy level, bricks per server, nodes 
that can be loss etc ., So if the configuration is 4+2 that implies that the redundancy is up to two 
nodes.  

From the above all erasure coding types we have considered Erasure (4+2) with a total of 
six bare metal nodes. 
For example: 
For Erasure (a+b), 
b = maximum number of nodes that can be lose in a stoarge cluster 
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a + b = the maximum number of nodes you must have in your cluster 
a = nodes that contain data after the lose of nodes in a storage cluster 

 Where, 4+2 represents we should have total of 6 nodes where each node should consist of 
four bricks with redundancy 2. It means if we loss data in 2 bricks still the data will be remained in 
other 4 bricks. 

3.2.1.4 Architecture of Compuverde setup 

The below figure shows the Compuverde setup. It is deployed on the bare metal nodes or 
the physical servers where the network link that is interconnected between the storage nodes 
and the clients is 1Gbit network interface. The detailed explanation about the setup is given in 
the below sections. 

 

 
Figure 9 Compuverde File System Architecture [32]  

This Figure 9 shows the setup for the Compuverde storage nodes right from the storage 
nodes and cloud nodes to the client which has the Compuverde management tool.  

3.2.1.5 Internal Architecture of Compuverde nodes: 

Compuverde has a web-scale architecture since it scales in any direction e.g., vertical, 
horizontal which enables storage flexibility that is critical to the future of any business and the rise of 
Internet of Things [32].  

Through Compuverde support native protocols such as NFS/SMB where this solution is 
tightly integrated and highly manageable, thus providing greater support for the requirements. The 
filesystem created available throughout all the nodes and ensures a reliable service [32]. 
Compuverde Cluster: 

The Compuverde cluster is a group of storage nodes as shown in the below figure [32]. 
Both Storage cluster and Compuverde cluster are same where Compuverde had named it as the 
Compuverde cluster. 

The below Figure 10 shows internal architecture of the Compuverde nodes how the 
Compuverde architecture stores the files in the spinning drives and SSD’s. This figure here shows that 
all the storage nodes including every storage disk are collectively forming a storage solution. 
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Figure 10 Internal structure of Compuverde nodes [32] 

Compuverde Node: 
The Compuverde node can be a physical (Bare metal) or virtual computer system that is 

installed with the Compuverde software. A node typically has sufficient storage drives such as hard-
disk drives (HDDs) and solid state drives (SSDs), which are used as storage data and cache drives 
[32]. 

All the nodes in the storage cluster are connected to each other through a shared network 
interface and create a filesystem which is spanning over all the storage nodes in the storage cluster. As 
it supports the web-scale architecture, since it scales in any direction e.g., vertical, horizontal. The 
architecture is not based on Hyper-converged, but we may run in a Hyper-converged setup [32].  

The properties of these storage ensures that all the nodes in the storage cluster have 
identical roles by eliminating the performance bottlenecks. It is designed to automatically rebalance 
data from time to time where this automation ensures that the data is evenly distributed among the 
nodes and there won’t be any storage disrupt [32]. 

Compuverde provides GUI-based management tool   which is an easy-to-use and manage 
application with optimized control functions which help to manage underlying Compuverde solution 
effectively.  

It has built-In functions to configure, monitor and administrate the storage cluster of 
Compuverde with easy-to-use dynamic control functions such as reading statistics, changing 
configurations, monitoring logs etc.,  [32]. 

3.2.1.6 File coding technology in Compuverde 

Following gives the information about how Compuverde uses erasure coding for 
protecting the data that is stored in a server. [32]. 

Supported erasure coding by Compuverde: 

Type of erasure coding used Number of nodes Nodes that can be lost 
Erasure (4+2) 6 Two storage nodes 

Table 5 Supported Erasure codes [32] 
The remaining supported erasure codes are tabulated in Appendix. From the above all 

erasure coding types we have considered Erasure (4+2) with a total of six bare metal nodes. 
For example: 
For Erasure (a+b), 
b = maximum number of nodes that can be lose in a stoarge cluster 
a+b = the maximum number of nodes you must have in your cluster 

                     a = nodes that contain data after the lose of nodes in a storage cluster 
So now for Erasure (4+2), It should have totally of six storage nodes in a cluster and it 

can lose two nodes in a storage cluster and still allow for the original data to be reconstructed from the 
remaining nodes [32]. 
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With Compuverde, losing a disk is not as same as losing a node in the entire storage 
cluster. A node may compose of more than one disks, in this case, upon losing a single disk of the 
node, you can still recover data from the remaining disks. So if we have six nodes, each having four 
disks and with Erasure (4+2) applied on the file share, then upon losing three disks may not effect the 
data recovery if the required data can be reconstructed from data that is present in the other disks of 
the nodes. However, of cluster loses three nodes then the data cannot be recovered [32]. 

3.3 Testbed with SPECsfs load generator for Performance 
Evaluation 
As we have discussed in sectiom 3.1.2 about the SPECsfs 2014 in detail here we have 

configured two distributed storage systems which are file based storage systems. The below below 
fingure shows the testbed with SPECsfs load generator that is configured with the following two 
distributed storage systems: 
1. GlusterFS storage 
2. Compuverde storage 
Hardware requirements of SPECsfs load generator: 
1. CPU: Intel ® Xeon ® Processor E5-2620 
2. RAM: 16 GB RAM 
3. Motherboard: SuperMicro X9SRi-F 
 

 
Figure 11 Testbed with SPECsfs Load generator 

The above Figure 11 shows the overall setup of the Performance Evaluation for the storage 
systems. The management and gateway VM’s are used for controlling all the nodes. They also have an 
important role as they have two network interfaces they serve for important files transfer between 
networks.  

The workload generator is the SPECsfs2014 workload generator. The six Gluster and 
Compuverde nodes are also shown. All of these are connected to each other through a BTH private 
switch.  

The SPECsfs2014 is basically a software. It needs to be installed on a Hardware  
(Workload generator’s). The workload generator is also called a client. If we have multiple workload 
generators then all of them are made a network of workload generators or clients. The one load 
generator is made Prime Client.  
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Basically the SPECsfs software can also be installed on multiple workload generators. 
There is configuration file called sfs_rc on the prime client or client (if only one load generator). The 
configuration file needs to be edited according to the experiment. As we have one such client. So this 
becomes our work load generator.  

In our setup we have used  only one load generator client as shown in the above figure, 
where it is used to load simulation for the performance measures  and the load configuration that have 
been used for both Compuverde and Gluster are similar.  As we have discussed in section 3.1.2 it has 
four different workload conditions where we have considered workload as VDA with metric as  
STREAMS [27]. 

3.3.1 Internal structure of SPECsfs 2014: 
The below figure 12 shows how performance measurements to the storage applications with 

workload type VDA that metric as STREAMS.  
 

 
Figure 12 Internal structure of Load generator [27] 

Load generator has a multiple clients distributed load which supports for both UNIX 
based and Windows based testing. 

NFS and SMB protocols are enabled in SPECsfs2014 benchmark tool to run over the 
storage system and to observe the performance based on the configuration.  In the following you can 
see the benchmark modifying parameters that are used in the configuration of the benchmark 
execution[27][28]: 

a) BENCHMARK: 
Benchmark name that need to be run in the configuration. Here we have considered VDA. 

b) LOAD: 
Each workload has its own load parameter (metric) where the VDA has STREAMS as the load 
parameter as a unit of workload’s business metric. In our case it is STREAMS. STREAMS is the 
workload parameter VDA. When the workload is increased, the number of video streams is increased. 
If a load consists of a single value, it is used in conjunction with the INCR_LOAD and the 
NUM_RUNS whereas with multiple values, load will not be used in conjunction with the 
NUM_RUNS and INCR_LOAD. 
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c) INCR_LOAD: 
The load is increased for successive data points in a benchmark run for example if the initial load=1 
then the Incremental increase of load is also equal to 1, it means that the number of streams from the 
workload generator is increased by 1.  
This parameter can be used only if you have chosen the LOAD as a single value where both the 
LOAD and INCR_LOAD values must be equal. 

d) NUM_RUNS: 
If INCR_LOAD point is specified, then the NUM_RUNS for which the load points has to run and 
measure has to be specified. NUM_RUNS is nothing but the iterations it means number of times the 
experiment has to be executed. 

e) CLIENT_MOUNTPOINT: 
It is used to specify the shares, local directories and the local mount points in which the test has to be 
run. 

3.3.2 Gluster and Compuverde test configuration 
Minimum number of nodes that should be present in the Gluster is 6 nodes and Compuverde should 
contain 3 nodes. The server IP address are free to choose where we have considered 192.168.12.11/24 
to 192.168.12.16/24 for Gluster and 192.168.12.17/24 to 192.168.12.22/24 for Compuverde. Even the 
Management IP address can also be considered as our own where we have used 192.168.12.9/24 
(172.168.12.9 to reach externally). 

Gluster has been installed on Ubuntu 14.04 LTS server with latest version of gluster i.e., 
version 3.8 which is released in June 2016, Gluster can be installed on either Ubuntu or CentOS. The 
Erasure coding used for Gluster is Erasure (4+2) only and Compuverde has been installed on CentOS 
7.0 with latest version of Compuverde i.e., version 1.3.203 which is released in July 2016 where 
Compuverde Storage System is available by default on the CentOS operating system as an ISO file. It 
doesn’t really matter if we have used an Ubuntu system also for Compuverde storage system. And an 
ISO file is much easier to install, than installing Compuverde on Ubuntu OS.  

At the brick level the distributed disperse volume (4+2) is used and is set in way such that it 
is equal to the Erasure (4+2) in Compuverde. The hardware used in this configuration is discussed in 
section 3.2.1 where the storage system consists of 6 storage nodes which consists of four disks for 
each node. Each disk capacity is of 2TB i.e., a total of 8TB for each storage nodes. The 
communication protocol that has been used between the proxy servers and the load generating clients 
is NFS protocol. 

The key goals of setting a file coding that is Erasure (4+2) and distributed disperse volume is 
considered on a file system is to either achieve reliability, capacity, performance or availability of data 
stored on the file share. The selection of the file encoding highly influences the aforementioned 
factors.  

3.3.3 Evaluating Procedure 
We configured six Gluster nodes and Compuverde nodes, one workload Generator, one 

Windows 10 virtual machine, a Management VM and Gateway VM. We used Management Virtual 
Machine (VM) to SSH and Tunnel a connection through Putty to our nodes in our private network 
from the Compuverde Internal network. Each Node is configured with 4 spinning drives (HDD’s) and 
1 Cache Drive (SSD).  

3.3.3.1 Installation of Gluster file system 

For installing Gluster FS, the Nodes should have an operating system on it. So, we installed 
an Ubuntu OS 14.04 server on each of the Gluster node. Then we formatted the spinning drives using 
Parted to xfs/ext4. 

Then installed the latest version of Gluster FS server to the Ubuntu server Operating System, 
the latest version of Gluster server available at the time of the experiment was Gluster FS 3.8 Server. 
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So in order to eliminate the bugs mostly found in the early versions of Gluster FS servers tar file, we 
used latest version. The tar file of gluster server is extracted. The py-complie file and the configure file 
are removed beforehand from the extracted gluster server folder.  

If these files are not removed from the Gluster folder, the installation will not run properly 
and cause errors. Then the necessary packages for the gluster server are installed to the OS. The list of 
packages to be installed are clearly mentioned below in the Appendix.  

Now make sure that the Firewall is turned off between the nodes or any ufw firewall must be 
disabled. You even configure each node so that it allows the pool of servers you use for the storage 
nodes.  

Again make sure the py-compile is not formed, and start the installation of the gluster server 
from folder to the operating system of the node. After the folder installs, also download and install the 
repositories from the gluster 3.8 server as shown in appendix. Both of steps are important for gluster, 
the installation must be done from the folder and also the repositories.  

The folder contains some important packages necessary for the server to run. Now start the 
daemon of Gluster FS then check for the latest version getting installed on the system. 

Now for Gluster FS, a brick is a spinning disk (HDD). So a general replicated volume is then 
formed from a set of bricks. The general volume has a brick from each node. As we have a total of 24 
bricks, 4 bricks on each node and we have 6 nodes, 4 volumes are formed. Each volume is formed 
such that it has 6 bricks in total and one brick for each node. 

The volumes are then changed from general replicated volumes to Erasure Coding volumes 
(4+2). (This is also a bug in Gluster FS, first a general volume needs to be formed and then Distributed 
disperse volume is formed). The Gluster Volumes are then added with read write option and no root 
squash option in the exportfs, the folder containing the local physical file systems on an NFS server 
that are accessible to NFS clients. The gluster has root_squash ON by default and it causes errors and 
doesn’t allow a remote client connection, so the no_root_squash eliminates this by allowing diskless 
clients access on to the node. Now restart the nfs-kernel-server and save exportfs file for the changes 
to take place. 

Then mount each volume once anywhere on the local Linux OS server on any node and then it 
is mounted to the any remote client from this mount point on local server. (This is a bug in Gluster it 
cannot be directly mounted to a remote client). 

3.3.3.2 Installation of Compuverde file system 

For installing Compuverde FS, the nodes need not have any operating System. We choose to 
install the Compuverde software through the ISO file that is available by Compuverde to avoid the 
complexities of Bugs (Keeping Time in concern). The Compuverde ISO has a CentOS 7.0 operating 
system.  

After the installation of the Compuverde ISO file to the node, interface shows up and it needs 
to configure as in appendix. It is necessary to setup a (Just a Bunch of Disks) JBOD for the spinning 
disks on the Compuverde nodes in order for them to be seen in the management tool on the client. We 
had a windows 10 virtual machine in the same network for the installation of the client of Compuverde 
(Management tool). Using win 10 is better than win 8 or win 7 as it allows the installation of latest 
client of Compuverde (As tool automatically installs the version which is supported by the OS only 
and if OS is not Win 10, Client software doesn’t install latest version of management tool.). 

The network interface is adjusted in the Compuverde management tool for Compuverde by the 
user itself and then the spinning disks are configured for storage and the SSD’s for the cache drives. 
The erasure (4+2) is selected and then NFS or SMB file system is created from the management tool 
in the file system. Then from the loadgen the respective protocol is mounted. 
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3.3.4    Mounting the File systems  
In order to mount on to the loadgen, install all the necessary NFS 4.0 and SMB 1.0 packages, 

servers and clients to all Gluster and Compuverde storage nodes and loadgen. The versions we have 
used were the latest versions which were compatible to both the storage systems when the experiment 
was conducted. 

Now for gluster, the 4 volumes are mounted with NFS and SMB protocols once at a time to 
the loadgen and load is generated by SPECsfs2014.  

Now for Compuverde, all the 6 nodes were mounted from the server to the loadgen using 
SMB or NFS protocols. Since the Gateway is tested all the nodes all mounted to the loadgen.  

3.3.5 SPECsfs2014 Workload Generation 
The SPECsfs2014 Load generator is installed on the CentOS server through a series of steps 

as stated in the appendix.     

We have conducted the experiment using the SPECsfs2014 benchmark tool which creates a 
simulation of the real world video streaming data (surveillance camera or an online streaming movie 
etc.,). The SPECsfs2014 calls the video data streams as VDA with metric as STREAMS. The VDA 
workload has two workloads in it. The VDA 1 as live data stream and the VDA 2 as a companion 
application.  

The need for companion applications is stated clearly in Section 3.1.2. So if VDA workload is 
set to two then the data streams are two and the companion applications are two.  Each data stream has 
a bit rate of 36Mb per second (like a stream for a HD video, a 1080-pixel video to be accurate). The 
VDA 1 is basically a set of high bitrate sequential writes. 

The Standards of SPECsfs2014 are set by SPEC and SFC communities and they are accepted 
by industry wide storage systems. As we have seen in section 3.1.2 that each of VDA 1 and VDA2 has 
some certain file operations, the following work is done by the SPECsfs2014 on the Storage systems 
in order to satisfy the file operations standard put forward by the storage standards community.  

The operations performed per second are 10 ops/sec (9 VDA1 ops/sec and 1 VDA2 ops/sec). 
The custom file size is 1048576 Kbytes or 1GiB. The Run time or Warm-up time can be changed in 
the configuration file sfs_rc but a minimum of 5 minutes is compulsory as the successive workload 
increment requires at least 5 minutes. The total number of workload generators we used is 1. So the 
prime client itself is the client or the single workload generator.  

3.3.6 Test Configuration of Gluster and Compuverde using SPECsfs2014 
In this case, SPECsfs2014 performance evaluation benchmark tool is used where we have 

configured the tool to take numbers for performance metrics Average latency, I/O Operations per 
Second (IOPS) and the total throughput. The I/O Operations per Second gives the requested and 
achieved OP Rate.  

All the below test configurations is automatically set by the SPECsfs2014 tool based on the 
load we have set. 

On the Prime client (Work load Generator), when VDA workload is set to 1 where the number 
of streams is equal to load condition (load 1= 1 Stream). The custom file, not an executable, it is data 
of 1GiB with which write, rmw, stat, access, unlink, randread, read, create, readdir operations are 
performed. 2 copies of custom file are run on 1 prime client with a total memory of 1024 MiB of 
memory and 512MiB of memory per process and client data set size is 22528 MiB. Each prime client 
has 2 processes (Process names are Test client 0 and test client 1). The Test client 0 is the VDA1 
stream and the Test client 1 is the VDA2 application. The Test client 0 process (VDA1) has 9 ops/sec, 
the Test client 1 (VDA2) has 1 ops/sec. The total number of requested IOPS is equal to 10 when 
streams load 1 generates 1 stream.  
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 For all the load conditions duration of the run is set automatically in the configuration file as 5 
minutes and the warm up time is 5 minutes. In both the cases of warmup time or test run time, 5 
minutes is the minimum time required in between successive load increments of VDA workload, 1 
stream. In the warm up time the workload is put on the storage system.  

When VDA workload is set to 2 where number of streams is equal to load condition (load 2= 2 
Streams). 4 copies of this custom file is run on 1 prime client with total memory of 1024 MiB and 256 
MiB of memory per process and client data set size is 45056 MiB. Each prime client has 4 processes 
(Process names are test client 0, test client 1, test client 2 and test client 3). Since here there are 4 
process here with two VDA1 streams i.e., Test client 0 and Test client 2, the other two process are 
VDA2 applications called Test client 1 and Test client 3. In this case, The VDA1 has an ops rate of 18 
ops/sec. The VDA2 has an ops rate of 2 ops/sec. The total number of requested IOPS is equal to 20 
when streams load 2 generates 2 streams. 

When VDA workload is set to 6 where number of streams is equal to load condition (load 6 
= 6 Streams). 12 copies of this custom file is run on 1 prime client with total memory of 1024 MiB 
of memory and 87 MiB of memory per process and client data set size is 135168 MiB. Each Clients 
has 12 processes (Process names are Test client 0, test client 1, Test client 2, Test client 3, so on and 
Test client 11). Since here there are 12 process here with six VDA1 streams i.e., Test client 0 and 
Test client 2, Test client 10. The other six process are VDA2 applications called Test client 1, Test 
client 3. Test client 11. In this case, The VDA1 has an ops rate of 54 ops/sec. The total number of 
requested IOPS is equal to 60 when streams load 6 generates 6 streams.  

So above we have seen how the workload is generated and put on the system, in all the cases (Load 1 
to Load 6) when the VDA1 and VDA2 workloads. The benchmark run time depends on the load that 
is requested and the speed of the storage system. All the performance results are generated in a XML 
file format. 

3.4 Performance Metrics (RQ2) 
Here we have considered three key performance metrics to do the analysis of the two distributed 
storage systems where these metrics helps in identifying the best storage systems. The below are the 
performance metrics: 

a) Latency: 
Latency is defined as the amount of time that has been taken to complete one I/O operation, that is 
how much time that a storage systems are taking to process a single data requests.  
The unit that is generally used to measure latency is Milliseconds (ms). To avoid the bottleneck 
problems every storage system should aim for the less latency value. 

b) Throughput: 
Throughput is defined as the capability of a particular storage system takes to transfer the fixed 
amount of data in a particular time or the transactions per second that a storage system can handled. 
Generally, the units that is used to measure the throughput is megabytes per second (MBps). 
In our test we have considered the overall throughput. 

c) IOPS: 
IOPS is nothing but the Input / Output operations per second, it means number of read and write 
operations that a storage system can do in one second of time individually. 
In or test we have considered two different OP rates that is Requested OP rate which is fixed by the 
benchmark based on the workload we have chosen in the SPECsfs2014 and the other one is Achieved 
OP rate which is based on the storage system efficiency.   
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4 RESULTS AND ANALYSIS (RQ1) 

The following section shows the results that are obtained from the tests that has been conducted on 
different storage systems and the performance analysis for the test are discussed. 

The performance tests between Gluster and Compuverde are conducted on two different 
identical clusters with 6 nodes for each cluster. All the tests are conducted using a synthetic 
benchmark tool SPECsfs2014.  

The hardware used is for testing environment not the production environment hardware and 
considered video streaming as the data that is stored. Below analysis gives the answer for research 
question 1 it means which storage systems are performing better when there is an increment in load on 
the test environment servers. As we have considered testing environment hardware the results below 
show all the test environment analysis with graphs. 

4.1 Analysis from results 
The below graphs show the performance evaluation of Compuverde and Gluster in terms of 

Average latency, I/O Operations per Second and Total throughput with respect to NFS and SMB 
servers. All the results from the SPECsfs2014 benchmark tool provides a summary file at the end of 
the test run for VDA workload. 

4.1.1 Test results for total throughput using NFS 4.0 and SMB 1.0 
The below table 6 and table 7 shows all the total throughput results for both Gluster and 

Compuverde using NFS 4.0 and SMB 1.0 protocols to view and access the files from Windows and 
Linux machines. 
 
Business Metr ic 

(VDA) 
1 2 3 4 5 6 

Total Thr oughput 
(KBps) Gluster  

4597.51 9171.69 13722.77 18193.83 22813.49 27658.93 

Total Thr oughput 
(KBps)Compuverd e 

4634.58 9328.54 13945.96 18298.77 23379.25 26423.67 

Table 6 Total Throughput Results using NFS 4.0 
 

Business Metr ic 
(VDA) 

1 2 3 4 5 6 

Total Thr oughput 
(KBps) Gluster  

4689.23 9067.01 13663.38 18396.80 22685.69 27581.81 

Total Thr oughput 
(KBps) 
Compuverde 

4771.87 9240.21 13861.07 18507.92 23225.09 26134.27 

Table 7 Total Throughput Results using SMB 1.0 
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Figure 13 Comparison between Gluster and Compuverde_Total Throughput for NFS 4.0 and 

SMB 1.0 using SPECsfs2014 
 
Figure 13 shows the comparison of total throughput results between Gluster and 

Compuverde for both NFS and SMB shares.  

The above results are the average of all the 10 iterations that is taken from the 
SPECsfs2014 evaluation tool. In the above graph ‘X’ axis represents the business metric (VDA) with 
metric as STREAMS and ‘Y’ axis represents the total throughput in terms of KBps for both Gluster 
and Compuverde storages using NFS 4.0 and SMB 1.0. 

 We have considered the up to 6 Streams for both Compuverde and Gluster in the above 
results because, Gluster can only handle up to load point 6 which is equal to 6 streams in total with 
load increment as 1 in the VDA environment and drop down to 0 from load point 7 when the streams 
are equal to 7 which is an Invalid Run. But, Compuverde can handle up to load point 10 and above 
when the number of streams is equal to 10 and above. 

When comparing these results from the above plotted graph it shows that as the number 
of streams increases with load increment the data transfer rate increase.  

But, the total throughput values are increasing from Stream 1 to Stream 5 for both 
Gluster and Compuverde with shares SMB and NFS but at load point increased to load 6 when the 
number of streams is equal to 6 the total throughput slightly decreased for Compuverde when 
compared to Gluster. 

We predict that the reason for decrement in the total throughput for Compuverde when it generates 6 
streams is because of the network bandwidth at that particular load point exceeded the limit or it can 
be problem of the application itself where it can’t handle more data transfer rate when the load got 
increased to 6 with number of streams is equal to 6. 

4.1.2 Test results for Average latency using NFS 4.0 and SMB 1.0 
The below table 8 and table 9 shows all the average latency results for both Gluster and 

Compuverde using NFS 4.0 and SMB 1.0 protocols to view and access the files from Windows and 
Linux machines. 
 
Requested IOPS 10 

 
 

20 30 40 50 60 

Latency (ms) 
Gluster 

55.24 
 

 

131.52 138.38 160.29 144.70 188.30 

Latency (ms) 
Compuverde 

9.11 
 

 

10.62 11.32 12.33 12.86 14.44 

Table 8 Average Latency Results using NFS 4.0 
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Requested IOPS 10 
 

 

20 30 40 50 60 

Latency (ms) 
Gluster 

51.21 
 

 

53.24 53.95 57.08 61.72 73.26 

Latency (ms) 
Compuverde 

8.92 
 

 

8.78 8.55 9.41 9.58 11.00 

Table 9 Average Latency Results using SMB 1.0 
 

 
 

Figure 14 Comparison between Gluster and Compuverde_Average Latency for NFS 4.0 and 
SMB 1.0 using SPECsfs2014  

Figure 14 shows the comparison of average latency results between Gluster and 
Compuverde for both NFS and SMB shares. The results are the average of all the 10 iterations that is 
taken from the SPECsfs2014 evaluation tool. In the above graph ‘X’ axis represents the requested 
IOPS in terms of seconds and ‘Y’ axis represents the latency in terms of ms for both Gluster and 
Compuverde storages using NFS 4.0 and SMB 1.0. 

The Average latency that is the time to complete I/O operation is 188.30ms and 14.44ms for 
Gluster and Compuverde for NFS share. For SMB share the average latency is 73.26ms and 9.58ms 
for Gluster and Compuverde. The load = 1, 2, 3, 4, 5, 6 with number of streams generated for each 
load is equal to 1, 2, 3, 4, 5 and 6. In VDA environment SPECsfs2014 itself generates the Io rate 
depending on the test configuration we have set. Refer section 3.3.6.  

In the above table8 and table 9 says initially our test configuration to run the performance 
test is set to load = 1 with increment of load is equal to 1 where the number of streams is equal to load 
(Load = 1 stream). At this particular load point SPECsfs2014 tool generates 10 IOPS for each stream. 
That is 1 stream = 10 IOPS, 2 streams = 20 IOPS, 3 streams = 30 IOPS, 4 streams = 40 IOPS, 5 
streams = 50 IOPS and 6 streams = 60 IOPS.  

Now from the above figure14, when comparing the results for both NFS and SMB shares 
Compuverde have the lower latency values   when compared to Gluster. The reason for Gluster was it 
has the performance bottleneck problems. 

 Compuverde uses cache which helps in giving low latency number than gluster where 
gluster doesn’t use cache drive. 

These cache drive will hold the data we use often in the memory or prefetching which in turn increases 
the speed of the data transfers and decreases the delay in latencies. As Compuverde environment uses 
the cache drive support. This is the reason behind the having less latency number for Compuverde.  
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4.1.3    Test results for IOPS using NFS 4.0 and SMB 1.0 
The below table 10 and table 11 shows all the IOPS results for both Gluster and Compuverde 

using NFS 4.0 and SMB 1.0 protocols to view and access the files from Windows and Linux 
machines. 

 
Request ed IOPS 10 

 
 

20 30 40 50 60 

Achieved IOPS 
(Gluster) 

9.97 19.85 29.82 39.58 49.70 59.50 

Achieved IOPS 
(Compuverde) 

10 20 30 40 50 60 

Table 10 IOPS Results using NFS 4.0 
 

Request ed IOPS 10 
 

 

20 30 40 50 60 

Achieved IOPS 
(Gluster) 

10 20 30 40 50 59.94 

Achieved IOPS 
(Compuverde) 

10 20.01 30.01 40.01 50.01 60.01 

Table 11 IOPS Results using SMB 1.0 
 

 
 

Figure 15 Comparison of Gluster and Compuverde_IOPS for both NFS 4.0 and SMB 1.0 
using SPECsfs2014 

Figure 15 shows the comparison of IOPS results between Gluster and Compuverde for both 
NFS and SMB shares.  

The results are the average of all the 10 iterations that is taken from the SPECsfs2014 
evaluation tool. Gluster and Compuverde meets number of requested IOPS for 10 to 60.  

With NFS server when the requested IOPS increases, Compuverde delivers 100% IOPS and 
Gluster delivers relatively near to the requested OP rate.  

With SMB server Gluster delivers 100% IOPS and Compuverde delivers more than the 
requested OP rate. 
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 The reason for getting more IOPS than the requested OP rate is because the tool is sending 
load and expecting to have at least same outcomes (IOPS) at every load condition there are 100's of 
operations put on the storage system and also 100's are increased every time the load increases. 

So here only 10 operations among the 100's are requested then we observed that a few more 
than 10 are seen at the output of Compuverde. However, which is rounded off to get the same value. 
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5 CONCLUSION 
 

We have taken two distributed storages which are both structured storage systems i.e., 
Gluster and Compuverde storage systems. Gluster and Compuverde both uses the same file coding 
that is erasure coding with redundancy two where two nodes can lose.  

All the results are compared using a synthetic benchmark tool known as SPECsfs2014 
which has different workloads where we have considered VDA (STREAMS) as the workload and 
compared the results. We have considered both NFS and SMB to mount the file share and to get 
access of the files. 

5.1 Conclusion from Graphs 

From the results and analysis section we have analysed results with graphs for latency, 
throughput and IOPS which gives some conclusions for performance evaluation of DSS. 

From the graphs we have concluded that Compuverde performs better than Gluster storage 
system in terms of IOPS and average latency. Whereas, the total throughput that is the combination of 
read and write throughput are more similar for both storages. 

We conclude that when the load is increased and set more than VDA workload 6 for gluster 
it is an invalid run which is not a publishable result as per SPC storage standards. This must imply that 
Gluster was not made for storing the video streams. As it stored only up to 6 streams and at the 7 
stream as the load increased (load=7) gluster results goes down (dropped to 0) and Compuverde could 
perform more than 10 Streams. Storing only 6 streams gives the product less value in the storage 
market.  

Here we conclude that as Gluster did not have values for more than 6 streams (in graphs) we 
can say Compuverde performed better with performance at higher VDA workloads. 

5.2 Conclusion based on Hardware Agnostic 
Although Compuverde is a hardware agnostic built-in software the performance seen here 

may vary when you use production servers.  Since the processors used were of a test environment 
server (Which are relatively slow hardware). 

The environment we used was a typical testing environment, the values may differ from 
that of a production environment. On the test environment the Gluster couldn’t perform well for the 
workload as VDA (STREAMS). This type of performance is considered a normal for a usual storage 
system which is not Hardware Agnostic. As Compuverde holds the feature of hardware agnosticism, 
the performance can be expected to perform better. 
But in case of gluster the performance was a bit unsatisfactory as it was not hardware agnostic where 
gluster has particular hardware requirements to setup the storage cluster for testing environment.  So 
one probable solution can be by increasing the hardware quality even for the test environment for a 
better performance. 

5.3 Conclusion based on Architecture  
       Compuverde does not have a centralized meta data server or a master node or a lock 

manager or a dedicated gateway node to control the storage nodes. So the applications are able access 
the cluster through any point, all the nodes are able to self-sustain and self-balance.  

So the performance increases linearly when a new node is introduced to the cluster. 
Compuverde plays a very efficient role in eliminating the bottle necks of performance by successfully 
distributing the load across multiple nodes or clusters evenly. 
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GlusterFS has a centralized metadata server which causes the problems of load balancing 
between the nodes from the release version of 3.7.           
The last reason was, Compuverde uses cache drive for each storage node which leads to have the 
better performance than the Gluster. 

Cache drive will hold the data we use often in the memory or prefetching which in turn 
increases the speed of the memory transfers, which is very advantageous over the traditional storage 
systems. The cache drives increase the Throughput values and decreases the delay in latencies. The 
Compuverde environment we used to be having a cache drive support. This is the reason behind the 
increase in performance for Compuverde. Thus Gluster did not have the cache support when the 
experiment was conducted. But a usual storage system must have a Cache drive support for better 
performance number so we included that for Compuverde. 

It is concluded that Compuverde performs better when compared to gluster even though a 
low performance hardware is used. We recommend to use cache drive in the storage nodes for the 
better performance to avoid bottlenecks. 

5.4 Summary for Research Questions 
5.4.1 For Research Question 2 

The summary answer for research question 2 is: The performance metrics that we have used 
to compare the DSS are Average Latency, Total Throughput and Input / Output Operations per 
second. Refer Section 3.4 

5.4.2 For Research Question 1 
The summary answer for research question 1 is: Based on RQ2 we have evaluated the 

performance for both Gluster and Compuverde storage systems using SPECsfs2014 benchmark tool 
by increasing the load points. Therefore, the performance of these two DSS are evaluated as follows: 

In terms of throughput results, Gluster and Compuverde perform similar for both NFS and 
SMB server. 

The average latency results for both NFS and SMB shares indicate that Compuverde has 
lower latency as Compuverde uses Cache. 

When comparing results of both Compuverde and Gluster, Compuverde delivers 100% 
IOPS with NFS server and Gluster delivers relatively near to the requested OP rate and with SMB 
server Gluster delivers 100% IOPS and Compuverde delivers more than the requested OP rate. For 
more information, refer section 4.1. 
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6 FUTURE WORK 
Future work includes all the tests that can be done in future to know the performance 

evaluation of different DSS in different conditions: 
1. Performance evaluation of different DSS with both testing environment servers and 

production environment servers by using both low and high hardware’s (processors). 
This type of comparison helps the storage system users to know how the 
performance may vary between test and production environment and also helps them 
to choose a better hardware. 

2.  Comparison of performance results by using two different file coding techniques 
that is both copies of files and erasure coding. This type of comparison helps the 
users to know which file coding techniques can give good performance values. 

3. Compare different distributed storage systems Ceph, Lustre, Gluster and 
Compuverde storages for different environments that is VDI, Database and Software 
build. This comparison will observe whether it has better performance and supports 
those environments by those storages or not. 
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APPENDIX 
Steps followed to install Gluster physical nodes: 
a) Steps to setup Hardware to install new Gluster nodes 

1. Allocate a chassis to modify the setup of the system. 
2. Make sure ONLY the SATA DOM module is connected to one of the first SATA ports, no 

other SATA devices must be connected at this point. 
3. Power on the machine and install Ubuntu on every physical server. 
4. When the machine is ready with installation, power off and unplug it. 
5. Install Adaptec Raid Adapter 
6. Make sure only 4 disks are connected to the enclosure. 
7. Connect a 60GB SSD, preferably to the last SATA port. 
8. Power on the machine and boot Ubuntu on every physical server. 
9. Install arcconf to configure disks where all the 4 disks are configured to JBOD 
10. Install Gluster storage on all the physical nodes then the setup is Ready. 

 
b) Commands to setup the JBOD (Just a Bunch of Disks) for Gluster  

sudo su 
mkdir /opt/arcconf 
scp bth@192.168.12.11:/opt/arcconf/arcconf /opt/arcconf/arcconf 
chmod +x /opt/arcconf/arcconf 
/opt/arcconf/arcconf delete 1 logical drive all noprompt 
/opt/arcconf/arcconf create 1 jbod 0 0 0 1 0 2 0 3 noprompt  
Note: The controller Id’s (0, 1, 2, 3 ,… which are highlighted in the above command) depends on 
the HDD allocation of the physical server. So the command that is used to identify the controller 
Id “/opt/arcconf/arcconf getconfig 1” 
   

c) Steps to install Gluster storage on the physical nodes 
The below are the prerequisites before installing the Gluster storage. The necessary packages for 
building GlusterFS server on the physical machine are as follows: 
 GNU Autotools:  

o Automake 
o Autoconf 
o Libtool 

 lex (generally flex) 
 GNU Bison 
 OpenSSL 
 libxml2 
 Python 2.x 
 libaio 
 libibverbs 
 librdmacm 
 readline 
 lvm2 
 glib2 
 liburcu 
 cmocka 
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d) Install the above all packages as follows: 
apt-get purge libav-tools libavcodec-dev libavformat-dev libavutil-dev  sudo apt-get install libav-tools 
libavcodec-dev l6 nnibavformat-dev libavutil-dev 
rm -fr py-compile 
apt-get install autoconf 
apt-get install build-essential libtool 
apt-get install Flex 
apt-get install Bison 
apt-get install libssl-dev 
apt-get install uuid-dev 
apt-get install libuuid1 
apt-get install uuid-runtime 
apt-get install libuuid-perl   
apt-get install sqlite 
apt-get install libacl1-dev 
apt-get install libsqlite0-dev 
apt-get install sqlite0-dev 
apt-get install sqlite3 
apt-get install libsqlite3-dev 
apt-get install libxml2-dev 
apt-get install libxml 
apt-get install liburcu-bp 
apt-get install liburcu-dev 
apt-get install python-dev  
 
e) Packages needed for other purposes 
apt-get install lvm2 
sudo apt-get install make automake autoconf libtool flex bison pkg-config libssl-dev libxml2-dev 
python-dev libaio-dev libibverbs-dev librdmacm-dev libreadline-dev liblvm2-dev libglib2.0-dev 
liburcu-dev libcmocka-de 
To remove the previous, configure file  
rm -rf configure 
 
f) Then make sure the firewall is turned off or (the ufw also incase of Ubuntu server) 
From each node to every other node 
iptables -I INPUT -p all -s 192.168.12.12 -j ACCEPT 
iptables -I INPUT -p all -s 192.168.12.13 -j ACCEPT 
iptables -I INPUT -p all -s 192.168.12.14 -j ACCEPT 
iptables -I INPUT -p all -s 192.168.12.15 -j ACCEPT 
iptables -I INPUT -p all -s 192.168.12.16 -j ACCEPT 
 
iptables -F 
iptables -X 
iptables -L -n –f 
 
ufw status 
ufw disable 
 
g) And follow these steps in an order to start the installation of glusterfs server: 
rm -fr py-compile 
make clean 
ls 
rm -rf configure 
./autogen.sh 
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./configure (or) 
To enable debugging 
./configure –enable-debug 
 
make 
make install 
 
To start the deamon  
Service glusterd start 
Check glusterfs version for the installed version 
glusterfs --version 
 
If error occurs after, make then use below command and continue 
make clean 
 
h) Then the basic setup to install gluster with: 
sudo apt-get install python-software-properties 
sudo apt-get install software-properties-common 
sudo add-apt-repository ppa:gluster/glusterfs-3.8 
 
sudo apt-get update 
Sudo apt-get install glusterfs-server 
 
Then for gluster each brick is each spinning disk  
mkdir-p /export/sdb1 
mount /dev/sdb1 /export/sdb1 
mkdir -p /export/sdb1/brick 
or 
To auto mount into the fstab file 
To auto mount on boot up -echo “/dev/sdb1 /export/sdb1 xfs defaults 0 0” >> /etc/fstab 
rm -rf /export/sdc1/brick 
mkdir -p  /export/sdc1/brick 
 
After creating bricks and mounting them we will have 24 bricks in total on all 6 physical servers that 
is 4 bricks per each node (each physical server). Then create the Volume (We created the gluster 
volume with erasure coding which is known as the distributed dispersed volume in Gluster 
terminology)  
So, 4 volumes in total are created.  
Commands for creating Gluster Volume  
Replica 2 Volume: 
gluster volume create test-volume replica 2 192.168.12.11:/export/sdc1/brick 
192.168.12.12:/export/sdc1/brick 192.168.12.13:/export/sdc1/brick 192.168.12.14:/export/sdc1/brick 
192.168.12.15:/export/sdc1/brick 192.168.12.16:/export/sdc1/brick force 
 
Distributed dispersed volume: 
gluster volume create test-volume disperse 6 redundancy 2 192.168.12.11:/export/sdc1/brick 
192.168.12.12:/export/sdc1/brick 192.168.12.13:/export/sdc1/brick 192.168.12.14:/export/sdc1/brick 
192.168.12.15:/export/sdc1/brick 192.168.12.16:/export/sdc1/brick force 
 
For the info regarding the volume and starting the volume: 
gluster volume info 
gluster volume start test-volume 
 
Testing the volumes and Bricks: 
Below you can see the screenshots of the volumes and bricks that are created in our setup. 
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i) Commands to mount nfs server 

mounting the nfs volume  
service nfsd status 
service nfs-kernel-server status 
service nfs-kernel-server start 
mkdir /mnt/glusterfs 
mount.glusterfs 192.168.12.11:/test-volume /mnt/glusterfs/ 
df –h 
On each server add rw,no_root_squash 
and rw,no_root_squash 
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exit 
sudo exportfs -ra 
/etc/init,d/nfs-kernal-server restart (This is very important command) 
service systemctl restart 
systemctl status rpcbind 
 

j) On the client to check the mount 
mount -t nfs4 192.168.12.11:/mnt/glusterfs /mnt/glusterfs 
 

k) Commands to mount smb server 
mounting the smb shares gluster 
sudo apt-get install samba  
apt-get install smbclient 
sudo apt-get install cifs-utils 
sudo service samba status 
sudo service samba start 
vi /etc/samba/smb.conf 
sudo service samba reload 
ip a 
sudo smbpasswd -a root 
mount -t cifs \\\\192.168.12.11\\glusterfs /mnt/glusterfsc11cifs/ -o user=root,pass=C0mpuverde! 
 

l) Test volume memory status 
The below screenshot shows the information of memory status in test volume 
 

 
 

m) Client connections and status for volume  
The below screenshot shows the information about client connections 
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The below screenshot shows the status for the volume 
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Steps followed to install Compuverde physical nodes: 
 
n) Steps to setup Hardware to install new Compuverde nodes 

 Allocate a chassis to modify the setup of the system. 
 Make sure ONLY the SATA DOM module is connected to one of the first SATA ports, no 

other SATA devices must be connected at this point. 
 Install Adaptec Raid Adapter 
 Make sure only 4 disks are connected to the enclosure. 
 Connect a 60GB SSD, preferably to the last SATA port. 
 Install arcconf to configure disks where all the 4 disks are configured to JBOD 

Steps to install Compuverde storage node using CD 
Step 1: Insert the CD  
Turn on the node and insert the installation media in your source drive. 
Step 2: Reboot to start the installation  
Boot the node from the source drive. Typically, nodes are not set up to automatically boot 
from an external source drive. Pressing F10 or F12 during initial system start-up, will 
normally allow you to enter a onetime boot menu. This will give you options to boot from 
external drive. 
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Step 3: Set a hostname for each node  
Set the hostname for the node and press Enter. Hostname is a label assigned to the node that 
will later be used to identify it in the Compuverde Management Tool. 
 

 
Step 4: Select system disk  
The installation wizard will list all available disks in the node. Select the disk that should be 
used as a boot / system disk for the Compuverde installation, and press Enter. 
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The installer proceeds to install the packages of the Compuverde solution. At this point, no 
further user input is required until all packages have been installed. The time required for the 
installation depends on the number of packages and the speed of the hardware. 
 

 
 

After the installation is completed, the node will automatically reboot and bring you to the 
login screen. There is no need to log in, you can leave the node as it is, or power down. Repeat 
the procedure for all nodes you want to install. 
 

 
 
o) Commands to setup the JBOD (Just a Bunch of Disks) for Compuverde 

sudo su 
mkdir /opt/arcconf 
scp bth@192.168.12.17:/opt/arcconf/arcconf /opt/arcconf/arcconf 
chmod +x /opt/arcconf/arcconf 
/opt/arcconf/arcconf delete 1 logical drive all noprompt 
/opt/arcconf/arcconf create 1 jbod 0 0 0 1 0 2 0 3 noprompt  
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Note: The controller Id’s (0, 1, 2, 3 ,… which are highlighted in the above command) depends on 
the HDD allocation of the physical server. So the command that is used to identify the controller 
Id “/opt/arcconf/arcconf getconfig 1” 

 
p) Installation Compuverde management tool and setting up the storage cluster  

The Management Tool should be installed on a Windows system connected to the same back-end 
network as the storage cluster.  
Step 1: Run the '.exe' file of the Compuverde Management tool (CompuverdeSetup.exe) to start 
the installation wizard. 
Step 2: Start the Compuverde Management tool through one of the shortcuts created. Step 3: 
Compuverde Management tool requires a network interface to communicate with the Storage 
cluster.  

 
 
The tool discovers the network devices on the system and, in case there is only one active 
network interface connection existing on the host, selects the existing network interface. This 
configuration will be used as the default interface to communicate with the storage cluster. 
 
This brings up a Compuverde Management tool. To setup the storage cluster one need to have a 
Compuverde License. 
Step 1: In the Compuverde Management Tool, right-click Compuverde in the upper left corner of 
the tree view and choose Create Cluster. 
 

 
 

Enter a name for your new cluster, e.g. BTH. Cluster names should not exceed 25 characters. 
Copy and paste your license token into the License key field and click Activate. 
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Once you have provided your license token, Compuverde verifies it and displays the cluster type 
and the feature list allowed by your license. Click OK and Close. 
Step 2: The new cluster is now visible in the left column of the Tool.  
Adding nodes to your cluster  
Before a cluster is ready for use, all its constituent nodes have to be added into it and configured. 
In the tree view provided to the left, click Storage clusters > Maintenance tab. Here you see a list 
of all nodes that have been installed with the Compuverde software. Before continuing, make sure 
that the nodes you want to add to the cluster appears in the list Unconfigured Compuverde nodes. 
The nodes that have an IP address in the Cluster column already belong to a cluster, but you do 
not have a license for that cluster. The nodes that do not yet belong to any cluster are marked as 
“Unconfigured”. 
 

 
 

Step 1: Add a Node to the Cluster Select the cluster to which you wish to add the node to and 
click Next. This will assign your node to the selected cluster and the node will be updated with 
the Compuverde cluster settings. 
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Step 2: Set IP Address 
Public IP Select a network interface from the available list, set the node’s public IP address, 
subnet mask and NTP server. If you are configuring only the Public address, the default gateway 
and DNS must be entered. If you are also going to configure the Private address, they can be 
omitted here and set in the Private address configuration instead. 
 

 
 
Private IP Click Private and select Use protocols network interface. Select a network interface 
from the list of available interfaces. Fill in the desired IP address, subnet mask, default gateway 
and DNS. Make sure that the Private address and the host computer where you run the 
Compuverde Management Tool are on the same subnet. If there is no separate private network, 
skip this part. The default, public network will then be used for all traffic. 
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Step 3: Disk Configuration Compuverde detects a list of disks available in the node and lists them 
as un-configured (left side). 
 

 
 

Select one or more disks to be used as cache disk (usually the fastest and smallest). Drag and drop 
to the Cache box. 2. Select one or more disks to be used as storage disks (usually the larger ones). 
Drag and drop into the Storage data box. Below figure shows the how node looks on the left side 
of the tool after the configuration is done. 
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Creating a File system 
Make sure all the nodes in the management tab are in Online state. The Compuverde File System 
ensures that all nodes in the cluster have a synchronized view of the stored data. 
Prerequisites: 
To create a file system, it is required that the following pre-requisites are met:  

o The storage cluster contains at least three nodes that are online 
o All disks in the storage nodes are online. 

 
Using the Configuration Wizard  

Step 1: Verifying prerequisites Select Storage clusters, the name of the cluster you wish to 
configure (here, "BTH") and go to the Wizard tab. The Configuration Wizard confirms the 
minimum requirements to configure a file share, and then makes the Next button active. Click 
Next to proceed. 
 

 
 
 

Step 2: Select protocols  
Protocols will be listed that are permitted by your license. Select one or more protocols that you 
wish to activate for the file system to mount the test run and click Next. Here we have taken 
both NFS and SMB shares. 
 

 
 

Step 3: Give a name / Set file encoding: 
Give a name to a File share through which the root of your file system can be accessed, e.g. 
"share". This is the name you will navigate to in order to access your files, e.g. \\public-
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ipaddress\share. Select a File encoding method. The selected file coding method will be the 
default method. For further information on Coding Type, Click Next. 

 
 
Step 4: Domain name and user  
Allocate a domain name, username and password for your file share and click Finish. The 
domain name, username and password are used for accessing the file share. Password must be at 
least 6 characters. 
 

 
 

 
A successful configuration creates a file system and a file share on the cluster. Files can be 
created and accessed immediately through any of the nodes in the cluster and the supported 
protocols. 
 
Step 5: Filesystem is created. Now we can start the test runs using both NFS and SMB shares. 
The below screenshot shows the Compuverde log file. 
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Steps to setup SPECsfs2014 Benchmark Tool on Centos7:  
 
q) First change the mount points file to latest mount points after the IP of the load gen  

and then change the sfs_rc and mention the parameters need to run spec tool only the load 
increment load and the number of runs to run the SPECsfs tool  
run the following command with mentioning the file name for the results to display  
cd results and there we can find all the results for the run  

 
python SfsManager -r sfs_rc -s vda-run01 
 
SpecSFS Installation on hardware (Load Generator) using ssh: 
 
-- Master (Runs on Master) 
 
#!/bin/bash 
 
# First run following commands 
mkdir .ssh 
rm -f .ssh/id_rsa.pub 
rm -f .ssh/authorized_keys 
ssh-keygen -t rsa 
 
# Once done run the rest of the following commands 
cat .ssh/id_rsa.pub >> .ssh/authorized_keys 
chmod 700 .ssh 
chmod 600 .ssh/* 
 
-- Slave/Nodes  
 
#!/bin/bash 
 
# Only the client hosts (not prime client) 
hosts="192.168.0.157 192.168.0.158 192.168.0.159 192.168.0.160 192.168.0.161" 
 
# Run following commands 
for host in $hosts 
do 
        ssh root@$host 'ssh-keygen -t rsa' 
        ssh root@$host 'cat .ssh/id_rsa.pub' | cat - >> ~/.ssh/authorized_keys 
done 
 
# Once done run the following commands 
for host in $hosts 
do 
        scp .ssh/authorized_keys $host:.ssh 
        ssh root@$host 'chmod 700 .ssh ; chmod 600 .ssh/*' 
done 
#exit 

 
Configure hosts under /etc/hosts 
192.168.12.200 BTHLG01 
 

####################### 
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# if required 
curl -O https://www.python.org/ftp/python/3.4.4/Python-3.4.4.tgz 
wget https://www.python.org/ftp/python/3.4.4/Python-3.4.4.tgz 
tar -zxvf Python-3.4.4.tgz 
 
http://www.lfd.uci.edu/~gohlke/pythonlibs/#matplotlib 
easy_install pip 
pip install six-1.10.0-py2.py3-none-any.whl 
pip install python_dateutil-2.5.0-py2.py3-none-any.whl 
pip install pyparsing-2.0.7-py2.py3-none-any.whl 
yum install numpy python-matplotlib 
cd SPECsfs2014_install 
python SfsManager --install-dir=/root/SPECsfs2014 
cd ../SPECsfs2014 
vi netmist_license_key 
LICENSE KEY 4545 
 

chmod a+x * 
chmod a+x /root/SPECsfs2014/binaries/linux/x64/netmistll 
 
client_name:/mount_point_path 
if use mountpoints_file 
client1 /mnt 
client_name /mount_point_path for nfs 
 

192.168.12.17 /mnt/nfs 
192.168.12.18 /mnt/nfs 
192.168.12.19 /mnt/nfs 
192.168.12.20 /mnt/nfs 
192.168.12.21 /mnt/nfs 
192.168.12.22 /mnt/nfs 
 

mkdir /mnt/nfs 
yum install nfs-utils 
mount -t nfs4 -o minorversion=0,soft 192.168.12.200:/specsfs /mnt/nfs 
 
client_name /mount_point_path for smd 
 
192.168.12.17 /mnt/smb 
192.168.12.18 /mnt/smb 
192.168.12.19 /mnt/smb 
192.168.12.20 /mnt/smb 
192.168.12.21 /mnt/smb 
192.168.12.22 /mnt/smb 
 

On the client to check the mount 
mount -t nfs4 192.168.12.11:/mnt/glusterfs /mnt/glusterfs 
 
Commands for nfs mount for both Gluster and Compuverde 
mount -t nfs4 192.168.12.17:/share01 /mnt/share01 
 
Mounting the smb shares gluster and Compuverde: 
 
sudo apt-get install samba  
apt-get install smbclient 
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sudo apt-get install cifs-utils 
sudo service samba status 
sudo service samba start 
vi /etc/samba/smb.conf 
sudo service samba reload 
ip a 
sudo smbpasswd -a root 
mount -t cifs \\\\192.168.12.11\\glusterfs /mnt/glusterfsc11cifs/ -o user=root,pass=C0mpuverde! 
Compuverde (from every node to the client) 
mount -t cifs \\\\192.168.12.17\\share01 /mnt/share01/ -o user=Administrator,pass=C0mpuverde! 
(Or) 
mount -t cifs \\\\192.168.12.17\\share01 /mnt/share01/ -o 
noserverino,vers=1.0,user=Administrator,pass=C0mpuverde! 
 

The final Command used to run the test using VDI for both Gluster and Compuverde: 
chmod a+x binaries/linux/x64/netmis 
python SfsManager -r sfs_rc -s vdi-run01 
 

Distributed Dispersed Volume – Brick Configuration: 
Recommended Brick Configurations for Gluster are as follows: 

 If a storage that consists of 12 HDD Chassis: 
 

12HDD Chassis  
Supported configurations 4 +2, 8+4, 8+3  

Redundancy level 2, 4, 3 
Bricks per server (Sub volume) (2,1), (1,2 or 4), (1,2)     

Nodes that can be loss (1,2), (1,2,4), (1) 
Maximum brick failure counts within a 

sub volume 
(2,2), (4,4,4), (3) 

Nodes/servers that can be increased (3,6), (3,6,12), (6) 
Minimum number of sub volumes (6,12), (3,6,12), (6) 

 
 If a storage that consists of 24 HDD Chassis: 

 
24HDD Chassis  

Supported configurations 4+2, 8+4 
Redundancy level 2, 4 

Bricks per server (Sub volume) (2,1), (1,2 or 4)  
Nodes that can be loss (1,2), (1,2,4) 

Maximum brick failure counts within a  
sub volume 

(2,2), (4,4,4) 

Nodes/servers that can be increased (3,6), (3,6,12) 

Minimum number of sub volumes (12,24), (6,12,24) 

 
 If a storage that consists of 36 HDD Chassis: 

 
36HDD Chassis  

Supported configurations 4+2, 8+4, 8+3 
Redundancy level 2, 4, 3 

Bricks per server (Sub volume) (2,1), (1,2 or 4), (1,2)  



Thesis Report 
 

58 
 

Nodes that can be loss (1,2), (1,2,4), (1) 

Maximum brick failure counts within a 
sub volume 

(2,2), (4,4,4), (3) 

Nodes/servers that can be increased (3,6), (3,6,12), (6) 

Minimum number of sub volumes (18,36)), (9,18,36), (19) 
 

 If a storage that consists of 60 HDD Chassis: 
 
60HDD Chassis  

Supported configurations 4+2, 8+4, 8+3 

Redundancy level 2, 4, 3 

Bricks per server (Sub volume) (2,1), (1,2 or 4), (1,2)  

Nodes that can be loss (1,2), (1,2,4), (1) 

Maximum brick failure counts within a 
sub volume 

(2,2), (4,4,4), (3) 

Nodes/servers that can be increased (3,6), (3,6,12), (6) 

Minimum number of sub volumes (30,60), (15,30,60), (32) 

 
Supported Erasure codes by Compuverde: 

  
Type of erasure coding Number of 

nodes 
Nodes that can be lost 

Erasure (2+1) 3 One storage node 

Erasure (2+2) 4 Two storage nodes 

Erasure (4+1) 5 One storage node 

Erasure (4+2) 6 Two storage nodes 

Erasure (6+1) 7 One storage node 

Erasure (6+2) 8 Two storage nodes 

Erasure (8+1) 9 One storage node 

Erasure (8+2) 10 Two storage nodes 

Erasure (9+3) 12 Three storage nodes 

Erasure (10+1) 11 One storage node 

Erasure (10+2) 12 Two storage nodes 

Erasure (10+6) 16 Six storage nodes 

Erasure (12+1) 13 One storage node 

Erasure (12+2) 14 Two storage nodes 

 


