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Abstract
In this study, we investigate how lead time is affected during development of a large-scale telecom product. We
collected raw data from the product’s Gerrit repository which were later processed with statistical analysis. When
we analysed the various areas, we concluded that a method to divide the lead time into different sequences would be
the preferred method. We therefore chose to analyse lead time for different parts of the development. We found that
on average lead time is roughly 3,4 days for the areas we investigate. The results indicated that lead time for
reviewing increases with the years. The results also indicated that the lead time decreases for developers as they
become more familiar with the product however the overall lead time for implementation did not. This can be as
developers switch tasks internally or decides to change employment. The results also indicated that there is no
relation between the amount of submitted LOC and lead time.
Keywords: lead time, analysis, software development, case study
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1.Introduction
Software development can be a complex and resource demanding set of processes but it can also be very easy.
Creating a large product usually requires experienced and dedicated developers but could also require structured
work and many man hours. In the past years’ agile development has become more and more popular among
developers [14]. Agile development is based on the belief that better customer contact, teamwork and continuous
delivery is important to improve the work and is said to give better results in these areas [1,13]. Companies that do
not adapt with the market risks a market-lockout which is a dire consequence of long lead time [17].
Some companies work continuously to improve the understanding of what the customers want and how to deliver
the correct product. Product development can be divided into several different phases, the total time spent on these
phases is call lead time. Reducing the lead time could increase the productivity and lower the production costs.
In this study, we investigate how lead time is affected during different circumstances in various areas. We do this by
extracting information from the product’s Gerrit repository to build images representing developers and sites. The
collected data is then analysed in different combinations. These combinations reveal different information on how
the lead time is affected by different variables such as development on a remote location or years’ of product
experience. We also take consideration to occurrences that we know have happened during the analysed timespan.

1.1.Area of focus
In the study we will focus on how the lead time is affected for developers and sites. The research questions (RQ) we
have investigated are as following:
RQ1: What is the average lead time for a developer and site?
The purpose of this question is to find out what the average lead time for a developer and site is. This is important to
know when budgeting a new feature.
RQ2: Does lead time decrease when the amount of merged changes increases?
With this question we wanted to find out if the lead time decreased when the number of merged changes increased
as this can be a presumption that many people do. We also wanted to see how many merged changes it would take to
see a remarkable difference in lead time if there were one.
RQ3: Does lead time decrease when the experience increases for a developer and site?
It is easy to conclude that an experienced developer would produce results faster than a junior developer, but is this
the case?
RQ4: Does lead time increase when the product is developed on a remote site?
Ericsson exist on several locations around the world and the telecom product we have based this study on is
developed on several of those. It is therefore interesting to know if development on a remote site has an impact on
the lead time.
RQ5: Is there any relation between lead time and LOC committed for a developer and site?
The efficiency of a developer is dependent on several factors and among them are the ability to produce code. Since
it easy to conclude that when producing a large amount of code it takes a longer time we wanted to investigate if this
was the case.
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1.2.Study context
This study will follow the development of an Ericsson telecom product that has been in development for 20 years
with hundreds of developers in multiple teams and a variety of development locations around the world. Ericsson is
a large international company with a range of services from cloud services, mobile broadband to network design and
optimization and is one of the industry’s strongest patent holders.
The management changed version control system from ClearCase to Git in 2011. Later they moved the platform to
the code reviewing tool Gerrit. Gerrit is closely integrated with Git which is a version control system. With Git and
Gerrit being used simultaneously during the last six years the tools have created useful information that we will use
to analyse their lead time.
Gerrit is intended to provide a lightweight framework for reviewing every patch before it is accepted into the code
base [5]. When submitting a patch to Gerrit the change is uploaded but will not become a part of the project until it
has been reviewed and accepted by a person with that privilege. Gerrit enables a developer to review, comment and
capture notes about changes and can trigger a discussion regarding the patch.
This is how the Ericsson employees use the software. Developers introduce a new change by submitting it to Gerrit
were designated reviewers and other developers that have insight into the work reviews the change. They leave
feedback if something is out of order and the developers updates the change with a new patch. They work back and
forth until the change is up to standard and works correctly. They also use a tool called Jenkins for tests and code
review that is started automatically for every new patch submitted to Gerrit.

1.3.Definitions
A change in Gerrit refers to either an atomic feature, configuration, or some type of bug fix in the product. It is
related to a commit in git but can also be amended with multiple commits.
Lead time is defined as a change in the process of where a developer commits its code with git and then uploads it to
the Gerrit code review/repository for review. Then a reviewer and the developer go back and forth, reviewing and
updating until it is ready for a merge.
A site in this context refers to a country where development of the product occurs.
A patch refers to an updated or amended commit, a change can consist of multiple patches. A patch might also be
referred to as a revision.
Experience is defined as years worked on the product which means that 0.5 experience translates to half a year
working on the product.
Lines-of-code (LOC) is defined as the amount of code submitted to Gerrit. It includes all types of rows including
whitespace. Git distinguishes between insertions and deletions. Some tables will include both insertions, deletions
and the total amount.
Cherry-pick refers to getting a single change from a development branch to another. Typically, the user merges a
branch to its own for keeping up with changes that others has done. With cherry-picking, only a specific change is
retrieved from the upstream instead of the whole branch.
Development lead time is the update and patch-to-patch sequences together.
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2.Related work
Mujtaba et al. [15] describes their way of analysing lead time on an Ericsson telecom product using a Value Stream
Map (VSM). Part of their intention was to give a suggestion for waste-removal. Given our non-existing experience
with LEAN-thinking and much less with a Software Product Customization (SPC) process of a large-scale software
product this would then be hard to do. Regardless, Mujtaba et al. looks at both different problems and areas from
what we do. They review different stages in development whereas we are only looking at implementation and not
only at one SPC but customer requests, trouble reports and general improvements without a customer request.
Chan [16] looked closer to how application familiarity, age and level of deterioration of a system and the complexity
of a task could affect the lead time when doing maintenance. They found that factors such as system age and
deterioration did not necessarily prolong the lead time. However, they do say that application familiarity that was an
important driver does not improve the service or lead time if the staff was overloaded.
When investigation the lead time it is important to not only look at time spent but also on what has been done. So
how can productivity be measured among developers? In software development, productivity can be measured using
source lines-of-code (SLOC) [2,3,4]. This is the code that is either added to or deleted from the final product and
excludes tests, comments, white-spaces and other code lines that are not deemed important for the product’s
functionality. We found two different algorithms to determine the productivity [3]. The first one
  




 

Figure 1. Line of code calculation

has, according to Maxwell et al. [3], been the basis to many different software estimation methods. The method
measures the lines of code altered (added, deleted, updated) in the source code. But they also refer to a newer
method created by L.H. Putnam and W. Myers
  















Figure 2. Process productivity calculation

where more factors are included. B represents the skills factor which is a function of system size, and Time
represents the time spent working in months or years. Both algorithms can be used to estimate the productivity in
different ways. Figure 1 would be useful to estimate how fast the code is written while figure 2 would estimate the
process productivity from start to end best.
How much can we then expect a developer to deliver in terms of LOC per month? These numbers are not
universally acceptable as no project is another one alike but something between 40 LOC/man-month when working
with modification of existing code [2,4] to 250 LOC/man-month when creating new code [2,3] could be expected.
Different variables will alter these numbers variously and some will have greater impact than others. Some say that
the company itself and the code language used will affect the productivity greatly [3,7] while others argue that
clarity and complexity in the assignment could be a major factor [6,7].
M.Mahally et al. [6] brings up several barriers and enablers in software development where they say that much of
the problems lies with overhead and missing information. They bring up a problem regarding verification where
they say that the lack of established verification process hinders progress when there is a frequent release of new
software. They say that establishing a proper verification process in all steps during development would reduce the
number of errors in the final product. Earlier we mentioned problems regarding clarity and complexity where they
also brought up different solutions to the problems as for example to divide functions into sub-functions and to
frequently review the system to see that the functions match the requirement list. Doing this would give a more
understandable system, reduce overhead and remove faults in stages later on. The assumptions that this could
prolonging the lead time is also confirmed by Host et al. [7] where they provide a list of 10 factors that can affect the
lead time.
3

Other than problems that can occur during the development there are some who argue that there are different
problems with using LOC as measurement and that it can cause people to misinterpret the data. Jones [8] argue that
there are three deficiencies when using LOC as measurement:
1. There is no international standard for what a line-of-code should be interpreted as;
2. Code can be generated using programs and will then lower the validity of LOC produced;
3. More advanced and powerful code languages will appear less productive since they might take longer to
implement.
This means that measuring an advance language such as C or Ada against Java or Python would make it seem like
working in C or Ada would lower the productivity when the language itself might perform the assignment it was
created for much better and therefore the validity of using LOC can be questioned. The problem also lies in the nonexisting international standard for measuring LOC. How people measure LOC can vary between projects and this is
a problem. If you pushed the following code to Ericsson’s Gerrit repository it would be counted as 6 rows. This code
clearly does not need all rows to perform the functionality it was created for and the code standard used also adds
additional rows.
     

 

    


  

If you instead used the same standard as Maxwell et al. [3] does it would only be counted as 3 rows and could look
like the following:
     
    


  

Jones [8] also brought up a problem with generated code. If a program can generate a great amount of code the
measurement LOC will be invalid to. If you take app development as an example Android Studio will let you drag
and drop the visual layout and then generate the needed code. Even though it might not be an extreme size of
generated code this will still make it look like the developer implemented more code than he or she did. Another,
perhaps better, example would be WordPress. WordPress is a software used to create and maintain websites. It
works like the drag and drop in Android Studio but WordPress lets you create the functionality to. With this
software almost anyone can create a decent website in a short timespan which will make it seem like anyone who
creates a similar website but without WordPress would seem unproductive.
These are not the only challenges software developers has to deal with. In large projects people from different parts
of the world work together to create the best possible product. This will then have different impacts on the projects
since not all developers are located at the same location. According to Sepulveda [10] there are both positive and
negative aspects of remote teams. Sepulveda says that the lack of face to face interactions can be a negative
downfall since the people cannot read the body language of the one speaking. This can lead to misinterpretations
that could be harmful and put the team in an internal conflict which happened to his team. But he also brought up the
positive aspects and says that since they could not interact face to face, the meetings would not be prolonged by
other disturbances. He also said that it sometimes could be awkward during group meetings when using a
speakerphone. They started to cut down on meetings since it would be harder to have and instead focus on pair
programming which both the product and the developers gained on. Sepulveda also talks about how the adjustment
could affect people differently, how some adjusted fast and how some had a harder time to do so.
In another study, Zhang et al. [9] talks about how remote employees has different obstacles that arise as an effect of
the remote location. They talk about how delegating and recognising employees is a source to motive and how
important it is to delegate authority to remote employees so that they can go about their daily work without reporting
4

to management. They also point out the importance to have an understanding for the remote employees, their work
environment and practices so that trust can be built without misunderstandings. Zhang et al. also brings up an issue
that remote employees must put up extra hours to prove that they are equally competent as locally located
employees, they say it is an effect from lack of face to face interactions.
Competent employees are a great resource to any company, but exactly how do you measure an employee’s
experience and competence and how do you define it? Weinert [11] defines competence as “the existing of learnable
cognitive abilities and skills which are needed for problem solving as well as the associated motivational, volitional
and social capabilities and skills which are needed for successful and responsible problem solving in variable
situations”. This means that competence does not necessarily has to be things you know but could also be how you
can adapt and learn new things.
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3.Research method
3.1.Case study
In this study we wanted to get a deeper analysis of the product. According to Runeson et al. [12] case studies are
used within psychology, sociology and social work and that they are conducted with the objectives to increase
knowledge about individuals, groups and about social phenomena. They say that it is reasonable to compare
software engineering to case studies within other areas since the goal is the same.
We decided to do a case study to analyse the actual lead time for changes in a product to see how developers and
sites behaved. According to Runeson who refers to three other definitions of case study there is one thing they have
in common. That is that a “case study is an empirical method aimed at investigating contemporary phenomena in
their context”. With the data we have collected we can draw conclusions on how developers generally perform and
what the management can expect from developers working on the product.
We also used case study since it is flexible and can be change during execution [12]. This was crucial for us since
we did not know what type of data we would be able retrieve from Gerrit. The raw data that we could collect from
Gerrit gives us a better insight on how the lead time is spent during actual development than a survey or experiment
can.

3.2.Data collection
To extract the data, we used a REST-API service located in the internal Ericsson web. By using the REST-API
service in our python scripts we managed to extract the data and insert it into our own database which was a
modified version of a database that already existed at Ericsson. The python script created several tables in the
database where each one held different information regarding changes that was pushed into the Gerrit repository.
The relations between the tables was built on the idea that a change can have several patches and a patch can have
several reviews. With this information collected we could start to consider how to extract the lead time for different
scenarios during a change as described in figure 3.

Figure 3. Lead time work flow

The unknown time, as described in figure 3, should be interpreted as the lead time spent on the change before first
patch had been committed to the repository. This time cannot be calculated since there is no timestamp to collect.
This also means that the total time for a change cannot be calculated with the information available. In this study the
total time will instead be the known time for a change which is the time from the first patch to it being merged into
the source code. We also look closer at the update and patch-to-patch scenarios since that is the development time
that we know and can work with.
The known time is extracted by fetching the timestamp for the message containing “merged” related to the change
and then subtracting the timestamp for the first patch done to the change. By saving the user id for each extracted

6

lead time we can then relate each timestamp to a developer and site. This then gives us the possibility to see how
developers and sites work during the process.
If not removing certain comments in the repository the patch-to-patch scenario will never occur. This is because
when a developer commits a patch to the change Gerrit automatically starts up a Jenkins build, it also makes a code
validation which checks if the code follows the code standards. Both actions that are triggered by Gerrit are reviews
when extracted, but to get the patch-to-patch scenario we ignore these reviews in our extractions. The patch-topatch is then extracted by finding all changes that has several patches in a row. We look if the code is changed
between each patch where we then sum up the total LOC added and subtracted from the first patch to the last. We
also save the number of patches that were included in the calculation and the lead time for the patch-to-patch
sequence.
We also decided to look into the average review response lead time and how long on average a review discussion
regarding a patch were held. Fetching the lead time for review response was done by fetching a patch’s timestamp
and then subtracting the first message belonging to that patch timestamp. Same was done for fetching the reviewing
discussion lead time except that it was the first message’s timestamp and the last message’s timestamp with no
interruptions in the sequence.
In our calculations the review response lead time and approval lead time, even though they are separate in figure 3
and figure 4, is calculated as the same thing. This is because we have no way of separating them. Both are collected
as a review and is then treated as such and we do not analyse the time between approval and merge, this is because
we do not see how it would give any useful information.
The update lead time is what we deem to be most interesting, it is with this data that we can calculate several things
such as LOC per month and much more. This lead time was calculated the same way as the others, we took the
timestamp for the patch and the subtract the timestamp from the review before. We also saved the amount of altered
LOC. The LOC altered is the LOC difference between the patch before and the new patch. We never use the total
LOC submitted to the repository. This is, as we said before, because we do not know the lead time before the first
patch and it would then give false information if we used the total LOC committed.

Figure 4. Lead time sequences

The requirements for the collection of the data is different for each sequence. We have a total of approximately
13200 changes in the database we created but we only use close to 6000 when doing our calculations. The only
requirements for the collection of the 6000 changes are that they only have one patch uploader connected to the
change. This is the key to find several of the sequences in a change where we can take the average for one
developer. One change can contain zero to many of each sequence as shown in figure 4. We treat each sequence as a
unique object and only connect it to the change when average is calculated in cases such as experience. We then
group them by change number and take the average to showcase other statistics, we will describe more of this later
in 3.3.Data description. Important to understand is that even though we only use 6000 changes when we finding the
sequences not all will be used because some of them miss certain data and would then corrupt the statistics, this can
be seen later in figure 5. We are, for example, filtering reviews that target a patch committed before the last
submitted since these comments would then trigger the review response for the latest patch.
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3.3.Data description
Figure 4 describes several of the cases that we will investigate in this study. The known time will only show us how
long it takes for a change to be merge into the source code from the first patch. By instead looking inside the
changes we could see where most of the time were spent and would then be able to analyse why it was spent there.
In this study we define experience as the time spent working on the product. A function will search our collected
data to find where the developer is first mentioned, it could be anything between a comment, code review or patch.
We will then use that timestamp to calculate the years spent on the product and display it as a number.
The review response lead time is the time it takes from a patch being submitted to a reviewer respond to it. It could
be a high or low value depending on whether the commit is large or not. We will not be comparing the size of the
commit to the review response time but instead we will be focusing on the LOC relative to the time spent during
patch-to-patch and update lead time. A review response could be anything from a comment, +1 or +2 (+1 means
that a reviewer has approved the code, +2 means a reviewer thinks it is ready to be merged and is also needed to be
able to merge). The creator of the patch might not be working on the change during this time so the known time
might be misleading. This can also be said in cases like review discussion lead time and approval lead time
according to figure 4.
In most cases a review response will be followed by several reviews, we call this a review discussion. This is where
the users reviewing the patch will have a discussed back and forth regarding what could be changed in the patch and
why it should be changed. Together the review response and review discussion can be grouped together and seen as
review time and can give different results. Usually where we could see that a review time had been triggered a patch
would follow with updates according to the reviews.
The update lead time is the time between the last review and the new patch. This time will be compared to the LOC
altered in the patch. We will only be looking at the added and removed LOC since Gerrit does not give information
about modified rows, at least that is the conclusion we came to when we investigated it some cases. Important to
note is that we can only assume that the last review is where the developer started to update the patch but the case
could be that he/she started updating the patch when the first review was done.

Figure 5. Change number extraction

Patch-to-patch shows us if developers finds their own faults and corrects them before anyone notices. One thing that
is important to understand is that these cases do not show if there has been a face to face meeting where they have
decided to make updates to the patch without making a review on Gerrit. We can only assume that there has been
some face to face meetings during the project.
We use the collected data on update and patch-to-patch in other cases than the average for each scenario. By
describing the data both according to time and change number, figure 5 shows the time sequences (T1, T2, …) and
user changes where all the first changes (upload 1) will be treated as one object and have the average of all first
changes when describing the data in some cases. We add the average experience for the product to each object so
that we can analyse how the lead time is affected during the experience growth when we group by change number.
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When looking at time sequence the average lead time for each scenario done during one day will be displayed in a
timeline.
All the above has been described in an average per developer but will also be used to describe the average per site.
This is done by grouping the developers by site before the average for each sequence is calculated and will be used
to showcase the lead time by site. Both the update and patch-to-patch sequences have inserted, deleted and the total
amount of code calculated. The total is just the sum of inserted and deleted LOC.

3.4.Data analysis
The type of data that this study processes is what Runeson et. al considers to be Archival data [12]. Archival data is
according to Runeson data that “refers to, for example, meeting minutes, documents from different development
phases, organizational charts, financial records, and previously collected measurements in an organization.”
We will use statistical analysis when analysing our research questions with a focus on the average behaviour. For
diagrams and workflows, we used descriptive statistics which is used to calculate the averages and medians. We
consider statistical analysis to be the best fit since we handle a large quantity.

3.5.Validity threats
Changes cannot be distinguished between a regular commit and a merge commit. A merge commit is a commit that
is happening when either pulling commits from a server that is more up-to-date than your own local branch. It can
also happen when merging the current branch to another one (merging to mainline). To mitigate this threat, we
removed patches that had 0 LOC from the time sequence which removed the obvious merge commits.
We are computing roughly 50% when analysing the data during some research questions. Earlier in section 3.2 we
went through why we were only able to compute 50% of the changes. Removing data can be a threat since we will
not process all changes in the repository. We will then not be able to catch all cases expressed in the data. We also
will not process abandoned or still open changes which represent close to 18% of all changes in the Gerrit
repository.
We have removed Jenkins and Code Quality reviews since they are created by bots and would manipulate the data
when investigating the review response and review discussion. This is a threat since the patch-to-patch lead time is
impossible to determine because of these bot-comments like Jenkins build status that is automatically added between
to patches. To mitigate this, we removed every review that was made by a bot.
We have removed user’s first self-reviewers, we noticed that after a patch had been uploaded some uploaders
decided to rate and approve their own code. This is a threat because the review-response would be just a matter of
seconds. We could not remove every review made by the patch submitter because they are a part of the review
discussion. To mitigate this, we looked if the first review of a patch was made by the submitter itself and if so we
promptly removed it however we do not look further than the first review.
We are computing a lot of values with extreme points. One of the Ericsson architects working on the product
explained the abnormally high lead time on those points was due to them being general improvements of the product
which in turn did not add any new value and was prioritized lower than a customer request.
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4.Results and analysis
4.1.General results
We asked the product’s architect team why 50% of all changes only included one patch, one architect answered that
the change could be a cherry-pick from another branch which already had been merged into the same branch and
therefore did not require any review and can thus be merged into the developer’s own branch.
We will refer to Sweden as the local site and the remote site as any country working on the product that is not
Sweden. The developers group represents both local site and remote site together.

Figure 6. Developers per country

Since Sweden has been the main site for the product a long time it is to be expected that most developers working on
the product would work there and that most changes that has been done would have been developed on that location.
This is confirmed in both figure 6 and figure 7 which shows the distribution of developers working on the product
and changes merged into the source code.

Figure 7. Merged changes per country

Figure 7 indicates that India has less precentral of merged changes into the source code than developers working on
the product. This could be explained by India first starting to appear in the database in 2014, which is the year the
process to move the development of the product was started. Another factor to why India has so many developers
but much lower number of changes could be that some remote teams have a work procedure where one person
commits several changes as one change to the repository, they then rotate between who submits the change which
therefore does not go accounted for all developers included in the process of the change.
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We can also see that even though USA only has had four developers working on the product they still produce a lot
of changes. According to the product’s architect team it is because they have had a team in USA for a long time and
it has become a trustworthy team. Italy remains on almost the same share and same goes for Turkey.

4.2.All time average (RQ1)
From the data we were able to compiled statistics for the total average of all time which is showcased in the tables
below. The update time and patch-to-patch tables shows what performance can be expected from the different
groups when it comes to the development itself.
Table 1. Average update lead time
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Table 1 indicates that development on a remote site results in a longer lead time were they also produce less amount
of code. The lead time differs with 4,7 hours’ and when adding the difference of close to 82 LOC per change we see
a gap. The local site then produces more than double the amount of code and does it during a shorter time period
when executing the update sequence.
When interpreting the LOC committed it is important to understand that this is an update of the original patch which
means that having a lower average of LOC can be a positive outcome, it can mean that there is less to fix in the
original patch. But since the remote site has a higher lead time it makes it more difficult to find the reasons behind
it. It could mean that they work on difficult tasks or that the local site is more productive when it comes to
programming. It also depends on the size of the original patch and since we have not considered that area we can
only speculate. It is also interesting that there is more deleted code in updates than added, this can be interpreted as
reviewers wanting the developer to optimizes the code and therefore more code is deleted than added during the
update sequence.
In the patch-to-patch sequence, as you can see in table 2, we can see a different pattern. The remote group has
roughly 3,2 hours’ shorter lead time and still has a lower average of LOC committed.
Table 2. Average patch-to-patch lead time
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This is what we expected to see in both tables since one can expect less code to give a shorter lead time except for
when the areas affected are difficult to perform changes. We can also see that there are more deletions in the patchto-patch sequence which can be interpreted as developers being self-critical and therefore corrects and optimizes
their own code as we also noticed on the update sequence.
If we look at the 1st standard deviation (µ ± ơ) in table 1 and table 2, that covers 68% of all cases according to the
68-95-99.7 rule, we find the standard deviation indicating close to 62% higher deviation for the update sequence
and close to 40% higher deviation for the patch-to-patch sequence for the local site. This shows that the lead time is
much more spread for the local site than it is for the remote site.
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Since lead time is not just measured by the time the developers spend on development but also the time it takes for it
to get reviewed we wanted to see how the response time looked. We analysed how long time it took for patches to
get their first review and how long it where a discussion about it.
Since the reviews could come from anyone and be placed on anyone we could not decide a correct way to connect
them to a specific developer so therefore we only have following values for developers in general.
Table 3. Average review response lead time
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In table 3 we can see how long on average it took for developers to get a response on their commit. On average, it
took 4,3 hours for a developer to read the code and leave a comment.
Table 4. Average review discussion lead time
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When looking closer on the review discussion we see that it is very long compared to the response. We believe that
this is an effect of different time zones or that there is a lot to talk about. It could also be that the developer took on
another task and waited for everyone to leave their thoughts on the matter.
In figure 8 we can see how the lead time is disposed in the different areas.

Figure 8. Average of known lead time in hours

The update and patch-to-patch sections are dedicated to the developer and occupy 67% of the lead time on average.
The review-discussion and review-response are dedicated to the reviewers and on average occupy 33% of the lead
time.
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Figure 9. Median of known lead time in hours

Figure 9 shows a totally different perspective of how the lead time is distributed. It shows us that there are more
changes where the review-response is longer than all other sections even though the average lead time distribution
for review-response is 5%. It is possible that this is an effect of the extremes being much larger than normal cases
and manipulates the values upwards. It also indicates that there are more values beneath the average than above and
that the values are scientifically different. If we take the patch-to-patch sequence as an example, we can see that
there is a difference of close to 31 hours.
If we take the average of review response and review discussion we get a total of 26,54 hours, if we add this to the
remote sites patch-to-patch and update lead time we get a total of roughly 81,53 hours. If we do the same to the
local sites we get a total of roughly 79,97 hours. The total average lead time for the developers is then 80,75 hours.

4.3.Lead time behaviour when more changes are made (RQ2)
Figure 10 indicates that the lead time is kept at a rather stable level though out the time. We can also see that it
exists peaks which is a normal phenomenon in a product like this one. We also noticed the absence of patch-topatch sequences between mid 2012 to late 2013. We do not have an explanation for this but believe it since Gerrit
was new and that Jenkins perhaps did not provide enough information at that time to the developers so they could
realise their own mistakes.
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Figure 10. Timeline for lead time per category per group

Figure 11 shows the number of merged sequences per day since the transition to Gerrit and also shows a clear
absence of the patch-to-patch sequence. It also indicates how it from late 2013 became more usual to update your
own patch without reviews.

Figure 11. Timeline data points

Figure 10 and figure 11 indicates that the lead time does not decrease or increase for patch-to-patch and update
sequence when more changes has been done. Figure 10 indicates that it keeps rather stable close to 2½ days. This is
the same conclusion that Chan [16] concluded when investigating the impact of age and level of deterioration of a
system and how it would impact the lead time. Figure 10 also explains what we talked about in RQ1, that the
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average has been manipulated upwards by the extreme values during the development. We also notice that there are
more peaks after mid 2014 than before. This could be because some tasks are harder as the product is continuously
growing and that some areas affected could become extremely hard to make changes in.

Figure 12. Review lead time

When we looked at figure 12 which showcase the review response and review discussion, we notice how it indicated
an increase in lead time for the review response in late 2013. The product’s architects said it could be because a new
procedure had been implement for reviews.

4.4.Experience impact on lead time (RQ3)
Usually when calculating experience a lot of variables are considered. Weinert [11] uses a lot of these variables in
his formula to measure the competence. We do not have these variables and will only be looking at how long the
developer has worked on the product.
The following charts will only be focusing on the first 200 changes a developer has submitted. This is because
beyond the 200th change we have few data points and each point would then be manipulating the data too much.
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Figure 13. Average lead time per change number

Figure 13 shows the development lead time, which is the average of all update and patch-to-patch sequences
together, in number of days in the y-axis and the change number in the x-axis. Change number was described earlier
in data description.
Figure 13 indicates that local developer lead time increase between the 1st to the 31st change. After the 31st it keeps a
small decrease to the 157th change except for the area between the 55th change to the 73rd where it peaks. When we
get to the 157th change it starts to grow again. This can be because they get more difficult and/or lager tasks.
Remote developer seems to keep a steady decrease from the 1st change to the 200th with exceptions for the peaks.
What is interesting is that the remote group peaks at almost the same change numbers as the local developers does.
The peaks could be an effect of forgotten changes or that some developers went on vacation.
When looking at the linear (developers) line in figure 13 we can see that the lead time for developers slowly
decreases from almost two days to close to 1 day from start to end.
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Figure 14. Lead time versus years of experience per change

Figure 14 shows the years of experience in the product versus the lead time in days. It indicates that more
experienced developers gets fewer peaks and keeps a more stable development lead time regardless of task.

Figure 15. Lead time versus years of experience per change (zoomed)

Figure 15 is a zoomed in version of figure 14 where the changes with a lead time lower than 50 days are in focus. It
indicates the average lead time to have a be much more spread when developers have lower that 2 years of
experience. In the interval between two years of experience and four years of experience it indicates a spread pattern
but not as much as before. After four years of experience it indicates that it starts to calm down and that most peaks
keep beneath 20 days.
We draw the conclusion that the average lead time is getting lower when a developer becomes more experienced
with the product even though it is not a remarkable difference.
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4.5.Effects of remote development (RQ4)
We mentioned earlier in RQ1 that there is a small difference of roughly 2 hours from start to end when comparing
lead time for the local site and remote site. The charts shown in RQ3 also indicated that there is a small difference
but it is not that significant. We talked in our related work about how Sepulveda [10] see both positive and negative
aspects on remote teams and that one of the negative effects could be that people must get familiar with the way of
work before they can take use of it. Longer lead time could also be an effect of remote teams working in different
time zones. The developers might not be at office the same time which would then push a review response a few
hours.

Figure 16. Average experience per change number

However, when taking a closer look at the average experience at each change number, as shown in figure 16, we can
see a clear difference between local developers and remote developers. It indicates that it takes longer for remote
developers to reach the same amount of merged changes as the local developers.
The tables showed when evaluating RQ1 indicated a difference of close to 4,7 hours’ longer lead time for the update
sequence and close to 3,2 hours’ shorter lead time for the patch-to-patch sequence for remote developers. This could
be an effect of their way of work but it could also be one of the effects we mentioned earlier.
We can then make the conclusion that there is a slight difference in lead time for different areas but the average lead
time is nearly the same. The 1½ hours longer known lead time for remote developers could be an effect of the
different time zones. We also noticed a difference of years of experience when reaching a specific number of
merged changes. Remote developers have more years of experience for all change numbers which indicates that it
takes longer for remote developers to reach the same amount of merged changes as a local developer.

4.6.Lines-of-codes relation to lead time (RQ5)
In our related work we described a method to calculate the LOC. We used a similar method as Maxwell et al. [3] but
we look at the development time and the LOC altered during that time. Table 1 and table 2 shows an average of
roughly 406 LOC added or deleted per man-month during development lead time.
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If we compare Maxwell’s [3] result of 250 LOC/man-month and Henry’s [4] result of 40 LOC/man-month we see a
remarkable difference. This could be because we only look at the development lead time and they include all other
work. Another reason could be that we look at development lead time where the developer might have gotten a
response on what to change and perhaps how to change it. This could then lower the lead time drastically since most
of the thinking already has been done and will not be included in our LOC calculation.

Figure 17. Lines of code versus development lead time per change

In figure 17 we present the development lead time versus LOC produced for every change. Since we wanted to know
the average behaviour we decided to zoom into the area where most changes are. That area is within the 5000 LOC
and 50 days of lead time. We expected it to be a linear development but figure 17 indicates that it is not the case.
Peaks along the x-axis can be explained by low priority tasks, vacations or that it is a difficult area to perform
changes to. Peaks along the y-axis could be explained by reused code, deleted code or cherry-picks from another
branch.
We cannot see any clear connections between LOC altered and the lead time. However, we can distinguee a pattern
for changes with less than 500 LOC and a lead time between 0 and 10 days. Figure 17 indicates that the lead time
behaves similar no matter of the amount of code. This can be an effect of difficult or low prioritised tasks. Figure 17
also confirm that the average development lead time versus LOC produced is close to roughly 2¼ days with 137.6
LOC altered which is retrieved from table 1 and table 2. Figure 17 also indicates that its more likely for a remote
developer to keep beneath 500 LOC committed. This could be because the local site has existed for much longer
than the remote site and has therefore been challenged in ways that the remote site might not have been. This is also
confirmed through the standard deviation we showed in RQ1 where it is much higher for the local site than the
remote site.

5.Conclusion
We have during this study collected data from a large-scale telecom product that is developed by Ericsson. We
started by fetching raw data from Gerrit in large quantities, this data was then processed to retrieve the data we
deemed valuable. By combining the data in various ways, we managed to get several interesting aspects of the data.
When investigating the average lead time for all developers and for specific sites we found that the results indicate
that there is a slight difference between development on the local site and the remote where the remote site has an
average of 1,56 hours’ longer lead time. The lead time for update is roughly 4,7 hours’ shorter for local developers
but roughly 3,2 hours’ longer for patch-to-patch sequence. The overall lead time ends at an average of 80,75 hours
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with a standard deviation of 372,4 hours. The median indicated a different distribution of lead time where it was
considerably lower than the average lead time which can be explained by the extremes being higher. When
removing the extremes, it seems like the bottleneck for development would be either waiting for a review or a
review discussion being held with a total of 54% lead time being spent there.
When investigated if the lead time decreases when the amount of merged changes increases we concluded that the
results indicate that the lead time for the update and patch-to-patch sequences did not increase or decrease. The
results did however indicate that the lead time for both review response and review discussion did increase. This is
not surprising, given that the development has gradually been shifted to remote teams that are inexperienced with
the product and therefore forces the architects to spend more time on reviewing.
When investigating if the number of years of experience on the product would affect the lead time we concluded that
the results indicate that it is kept at a stable decrease throughout the years. It also indicated that when people reached
above their 157th change the lead time started to have more peaks. This could be an effect of fewer data points but it
could also be that they are assigned more difficult tasks in more advanced areas at that time. As we looked on the
years of experience versus development lead time we found that the results indicate that it is more common with lead
time peaks for developers with lower than 2 years of experience.
We knew from the all-time average lead time that remote developers had an average of roughly 1,56 hours’ longer
lead time. When investigating if remote development had any other effect on the lead time we found that the results
indicate that it takes longer for remote developers to reach the same amount merged changes as a local developer.
The longer lead time could be an effect from different time zones as we mentioned before but that it takes longer
time to reach a certain amount of merged changes indicates that remote developers taking longer to implement the
first patch and/or other assignments that a developer is supposed to do and therefore takes longer to reach the same
amount of merged changes as local developers.
When we continued to investigate if there were any relations between the lead time and LOC submitted during a
change we found that our results indicate a much greater amount of altered LOC than others work. We believe that it
is and effect from our work being focused on the development lead time when calculating the LOC and theirs
include all work. We also found no indication in the results that would confirm our supposition that more LOC
would give a longer lead time. The results showed a rather spread pattern which could be explained by their way of
working, low prioritised areas which could result in a longer lead time and usage of cherry-picking which can result
in a large amount of code with a short lead time.
To sum it all up the results indicate an average of roughly 3,4 days with a standard deviation of roughly 15,5 days
for a change during known time where development usually takes longer on a remote site. We found that the
development lead time did not decrease as developers made more changes to the source code. However, the time it
took to review did increase which could be an effect of product move to India as new procedures to review was
implemented. The results also indicated that the lead time did decrease as developers and sites became more familiar
with the product. As we then looked for relations between the amount of LOC submitted and the lead time we found
that the results indicated that there is no relation. There are several reasons to why extremes exist but we found no
clear pattern that the data points follow.

6.Future work
The work we have done could be improved if information about the unknown time in figure 3 and figure 4 became
known. If that information could be collected a better analysis on the lead time could be been done. This would then
include all the work and give a complete knowledge about the lead time spent on the changes.
It would also be interesting to consider the lead time for the updates we have analysed would look compared to the
number of LOC committed in the original patch. The reviews have most likely been affected of the amount of code
committed.
We were also told that some areas in the product are more difficult to make changes to and that those areas require
reviews from the Ericsson product’s architect team. The architects review those changes carefully as mistakes in
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those areas can create sincere damage. It would therefore be interesting to see how those areas behave against the
other areas in terms of lead time and LOC.
There are distinctions between a customer request, trouble report or general improvement in the product and it
would be interesting to see the difference between these areas.
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