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Abstract  
WordPress is a very widely used content management system that enables users to easier create 
websites. The popularity of WordPress has made it a prime target for attacks by hackers since a 
potential vulnerability would affect many targets. Vulnerabilities that can be utilised in an attack 
are referred to as exploits. Most exploits are only viable for a subset of all the version of the 
software that they target. The knowledge of which version of a content managements system a 
website is running is often not explicit or easy to determine. Attackers can potentially exploit a 
vulnerable website faster if the version is known, since this allows them to search for existing 
vulnerabilities and exploits, instead of trying to identify a new vulnerability.  
 
The purpose of this thesis is to investigate existing and alternate methods for detecting the 
version of WordPress on websites that are powered by it. The scope is limited to an analysis of 
existing tools and the suggested methods for version identification are limited to identification 
using unique values that are calculated from the contents of files. The suggested methods for 
version identification and the generation of the required data is implemented using Python 3, the 
programming language. We investigate the feasibility of version obfuscation, how discernible a 
version of WordPress is, and how to compare versions of WordPress.  
 
The thesis has proven the feasibility of version identification with a new perspective that delivers 
more accurate results than previous methods. Version obfuscation has also been proven to be 
very feasible without affecting the usability of the WordPress website. Furthermore, a method 
for discerning between two specific versions of WordPress is presented. All the results are in 
theory applicable to other software projects that are hosted and developed in the same way. This 
new area of research has much for security professionals and has room for future improvement.  
 
Keywords: Content Management Systems, Version Identification, Obfuscation  
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Sammanfattning 
WordPress är en väldigt vanligt förekommande plattform för lättare skapande och hantering av 
hemsidor. WordPress framgång har gjort den till ett populärt mål bland anfallare, detta då en 
potentiell sårbarhet i WordPress skulle påverka väldigt många hemsidor och användare. En 
sårbarhet som är möjlig att utnyttja kallas med tekniska termer för exploit. De flesta exploits som 
existerar fungerar endast för en begränsad mängd versioner av programvaran som är dess mål. 
Kunskapen om vilken version en plattform som WordPress använder finns oftast inte 
uttryckligen skriven på hemsidan och är vidare inte heller lätt att fastställa. Om en anfallare 
känner till vilken version som används så är det mycket lättare att utföra en fullständig attack 
mot målet. Detta då anfallaren kan söka efter redan existerande exploits och sårbarheter istället 
för att försöka identifiera en egen sårbarhet. 
 
Syftet med detta projekt är att undersöka vilka metoder som existerar för identifiering av 
WordPress version och även undersöka ifall det finns alternativa metoder. Projektets 
utsträckning är begränsad till att endast inkludera analys, men inga tester, av existerande verktyg. 
Vidare så är de förslagna metoderna för identifiering av version begränsade till att använda 
metoder som involverar beräkningen av unika värden som representerar filers innehåll. Samtliga 
metoder är utvecklade i programmeringsspråket Python 3. Projektet undersöker även om det är 
möjligt att avsiktligen dölja WordPress version utan stora förändringar på hemsidan. Metoder för 
jämförelse av WordPress versioner utvecklas även.  
 
Detta projekt har lyckats med utvecklandet av två alternativa metoder för identifiering av 
version. Bägge dessa metoder resulterar i högre noggrannhet än tidigare metod. Döljandet av 
version är möjlig utan stora förändringar på hemsidan för majoriteten av WordPress versioner. 
Vidare så presenteras en fungerande metod för att urskilja två versioner av WordPress och hur 
denna urskiljning kan tillämpas. De utvecklade metoderna är i teorin applicerbara på andra 
mjukvaror/plattformar som använder liknande metoder för distribution och utveckling. 
Identifiering av version och metoder för att dölja version är områden som är av stort intresse för 
säkerhetsforskare. Dessa områden har även mycket utrymme för utveckling och vidare 
forskning.   
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1 INTRODUCTION  

1.1 Introduction 

This project aims to investigate methods of version identification for the WordPress platform. 
WordPress is a very popular platform, and any exploits that are found can potentially affect large 
parts of the internet and many of its users. Version identification is a critical key in the process of 
attacking or at least evaluating, the security of a website. The value in knowing the version lies 
in the fact that knowing the version allows potential attackers, malicious or otherwise, to utilise 
current working exploits for that version. Lacking knowledge of the version restricts an attacker 
to two options. The first option is to attempt many existing exploits without the ability to adapt 
the attack. The second option is to try instead to find a previously unknown vulnerability. The 
attacker can also be a non-malevolent party that has been hired to perform a complete evaluation 
of the target websites security. The goal of version obfuscation is to prevent potential attackers 
from finding the actual version of the platform used by a website in the hopes of delaying or 
preventing potential attacks.  

1.2 Background 

Outpost24 AB, a security management company in Karlskrona, Sweden, helped with the creation 
of the project. Version identification is of keen interest when performing security analysis as it 
allows better identification of which known security vulnerabilities might exist for the platform.  
 
The purpose of WordPress is to make it easier to create websites without pre-requisite 
knowledge of the underlying technology. The implication of reducing the requirements is that 
users that are less experienced and risk-aware can host websites and do so in a sub-optimal way 
from a security standpoint. New versions of WordPress serve the purpose of fixing known 
security issues and adding content. 
 
The WordPress version of a website is not publicly visible, but identification is possible by 
examining the contents of the site. WordPress always includes CSS for web page styling and JS 
for scripting behaviour. Every new version of WordPress includes some changes to these files, 
both to modernise appearance, improve functionality and fix security issues.  
The versions of every file in a WordPress project defines the version of the WordPress instance. 
The set of all operations performed on the contents of a version of WordPress, but not the other, 
is what defines the difference between the two versions. Operations include modification of 
content, modification of location (including rename of the file), deletion and creation. The 
modification of content can be detected by calculating a hash value for the contents of the file 
and see if they match the other versions file. If there is any difference, then the hash values will 
not be identical.  
 
An attacker can utilise existing exploit databases to identify specific exploits that can be used 
against an instance of WordPress if the version of that instance is previously determined. The 
attacker needs to start investigating potential vulnerabilities in the software if the version is 
unknown. The median time it takes to develop an exploit is 22 days from the discovery of an 
exploitable vulnerability [1].  
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Existing version identification tools do not include the capability to update and maintain a local 
database of the identification data. None of the tools has been investigated in a scientific 
environment and evaluated for their accuracy. The existing tools approximate a list of probable 
versions and can return incorrect results. BlindElephant will successfully detect if there are no 
correct versions for the target website by always performing its reduction of versions for every 
file available until exhaustion.  
 
The focus of this paper is on investigating the identifying properties for every version of 
WordPress. The WordPress version identification for a website is only experimental while 
focusing on the version is systematic. Version obfuscation can be implemented by investigating 
the identifying elements of every version and hiding these elements. The information on 
identifying elements can be used to distinguish between two versions of WordPress.  

1.3 Objectives 

The objective is to study how versions of WordPress differ and what information is needed to 
perform a guaranteed identification. The expected result is a new methodology for version 
identification of open source content management systems such as WordPress. The new method 
for version identification should have better accuracy than existing open source tools. 
Furthermore, an analysis will be performed to identify what is required to prevent version 
identification. The developed method should be modular in that the generation of required data, 
the acquisition of website data, and the version identification should be separate modules. A 
modular approach can more easily be integrated into the platform used by Outpost24 AB. All of 
the results are to be reusable so that they can be processed using other modules. The resulting 
should be stored for reusability and generation of result reports for customers.  
 
A new method of version identification is of interest to security companies in that it potentially 
could enable faster identification of vulnerable WordPress installations during a security review. 
A method that guarantees correct results will save time through preventing exploitation attempts 
with incorrect assumptions about the version. Security-exploits often only work for a small range 
of versions for a software/system. An incorrectly estimated version will lead to security 
researchers attempting to use known exploits that might not work on the target. Outpost24 AB is 
a vulnerability management corporation that performs penetration testing. Penetration testing 
includes actively trying to exploit existing security flaws in outdated software and systems.  

1.4 Delimitations 

The number of websites tested is limited by physical capabilities and time frames for testing. The 
performance of the targeted web servers affects the number of parallel requests that can be 
performed during both crawling and scanning. The performance of the computer hosting the 
scanner and the crawler is limited in calculating MD5 hash values by processing power. The 
testing period is limited by the planned scope of the execution step of the project.  
 
The scope is limited to only studying version identification using analysis of MD5 hash values 
for static files. The version identification is limited to WordPress and up to version 4.7.4 as it is 
the latest version at the time of writing.  
 
Alternative methods of identification include meta tag identification and substring extraction 
using regular expressions; the alternative methods of identification will not be tested. These 
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methods would require storage of all the source files due to the requirement of reusability. The 
suggested method allows for only storing MD5 hash values and corresponding file path.  
 
The comparison has only been made for open source version identification tools. This limitation 
is included to allow for analysis of the underlying version identification functionality for all the 
tools. Analysis of functionality would not be feasible for a product with closed source code.  
 
Version obfuscation will not be implemented or tested; only an analysis of requirements is 
performed and presented. The implementation and testing of version obfuscation would also 
require a new testing environment. The conditions for implementing version obfuscation are 
beyond the scope of this project.  

1.5 Thesis questions 

In the process of reaching the objective the following questions are expected to be answered: 
 
1. Is there, compared to existing tools, a more accurate way of determining WordPress 

versions? 
 
2. How distinguishable is a version of WordPress and how can two versions of WordPress be 

distinguished? 
 
3. Is version obfuscation through file hiding feasible for WordPress?  
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2 THEORETICAL FRAMEWORK 

2.1 Version Control Systems and Diff utilities 

Version control is a fundamental component in the development of open source software, and it 
enables the creation of the dataset for version identification. Version Control Systems (VCS) are 
used to record multiple versions of one or more files and directories. VCS handles the versions 
by allowing users to save a state of the project directory, with all its contents. The contents of 
these states can later be compared to other states to give an oversight of the project [2]. Two or 
more people can work concurrently with a product, and the combined set of changes can later be 
merged even if both parties modify the same files. Git includes the ability to label specific states 
with names using a feature called tagging [3].  
 
Diff refers to a utility that is used to calculate the differences between two or more files. Diff is 
used in version control to detect how a file is modified and to, if possible, merge the changes that 
have been made concurrently for the same file. A merge conflict occurs if two different states for 
a file have a change made to the same area of the text. Formal analysis of the diff3 algorithm 
shows how different types of merge conflicts occur, and their conditions are not as expected [4]. 
 
Diff utilities can be implemented in multiple ways and with different degrees of structural 
analysis. An unstructured diff approach would only use a form of text comparison to identify the 
changes. An unstructured method can use different sets of text, either line by line or even 
character by character, but what identifies the unstructured approach is that it does not use the 
syntactic structure of the contents of the file. In contrast, a structured approach attempts to 
analyse the source file if it has a given structure, such as if it is a piece of source code written in 
a programming language or a markup formatted document. G. Cavalcanti, et al. have explored 
the creation of a semi-structured approach for finding differences and merging them for multiple 
Git projects. In their paper, they have shown that by utilising the syntactic structure it is possible 
to reduce the number of order conflicts when tested against multiple major software projects 
from GitHub [5]. Semi-structured and structured approaches are of interest for circumventing 
version obfuscation, as discussed in Subchapter 5.4. 

2.2 Hash functions 

Hashing refers to the process of calculating a value using a hash function. The identifying 
properties of a hash function are that the values are fast and simple to calculate. The other 
defining property is that the inversion of a hash, the result of a hash function, should be 
mathematically hard to invert. The meaning of the second property is that it should be hard to 
calculate the input value to a hash function based on the output of calculation. A third condition 
is often also placed. The third condition states that the hash function should be collision resistant. 
Collision resistance implies that two files with different contents should result in two different 
calculated hash values (hashes) [6].  
 
One method of hashing is MD5, short for Message-Digest 5. MD5 hash values are 128 bits, 
independent of the input data [7]. MD5 is not considered to be secure since it is vulnerable to 
collision attacks [8]. Every MD5 hash value is coupled with either filename, range of versions or 
both to reduce the risk of collisions. Furthermore, the MD5 hash function is utilised in existing 
tools, as investigated in Section 4.6.  
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2.3 Web Servers and WordPress 

Web hosting is the practice of making a website available to a range of users, through a provider. 
Websites can also be hosted privately by end users on their own server [9]. The implementation 
used by the hosting machine varies depending on the software that enables it. A select software 
enables remote users to access the local content in a list of directories through of the HTTP 
protocol. The software allows the administrator to control how the access is configured and 
restricted. The software that handles these tasks is called a web server [10]. The hosting of a 
WordPress website enables other users to read the contents of the local WordPress directory, 
most commonly using a web browser [11]–[13]. It is up to the web browser to interpret and 
present the hosted data in a meaningful way to the end user, in this case, the person visiting the 
hosted website. Users are presented with an index page when they connect to a website. The 
index page is a single file that links to additional files, such as other local files. Web pages can 
utilise files of certain formats, such as Cascading Style Sheets (CSS) for formatting and style or 
JavaScript (JS) for dynamic content. It is common to store the required files in the same parent 
directory as the viewed web page [11], [14], [15]. Most files seen in the WordPress directory can 
all be downloaded directly without the use of a web browser [11]. Restricted pages and server-
side files that generate content, such as PHP files, cannot be acquired in any way. Other content 
management systems such as Joomla! and Drupal are available on GitHub [16], [17]. 
Furthermore, open source WordPress plugins can also be found on GitHub through a mirror of 
the SVN distribution [18].  

2.4 Data collection sets and data storage 

A mathematical set is an unordered collection of elements in which each unique value can only 
appear once [19]. Sets are data structures within the Python programming language that 
implemented as a mathematical set, allowing for several operations that are useful for both 
comparison and merging of data [20]. The union operation results in a set that merges the 
contents of both sets. The intersection (also referred to as “and”) operation results in a set that 
only contains elements that are present in both the sets [19].  
 
JavaScript Object Notation (JSON) files are text files that are language independent and were 
designed to be easy to both parse and generate. Both lists and associative arrays are supported in 
the JSON format, and these are the data storage formats that are used in the implementation of 
the suggested methods [21]. All the version identification data and results will be stored in JSON 
files. 
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3 METHOD 

3.1 Selecting targets 

The initial steps of data collection included looking for websites that advertise WordPress blogs. 
59 % of the websites that utilise content management systems use WordPress [22]. WordPress is 
a good baseline for the project due to its popularity and the potential value of vulnerabilities 
found for it.  
 
The extraction of data from a website that ranks several WordPress pages by Alexa rank result in 
the list of target WordPress websites [23]. Alexa is a traffic rating for websites, where traffic 
implies the number of visitors to that given website. All the website links were scraped using 
Python and ordered by their stated Alexa rank. The list of targets includes both high and low 
ranking websites to provide variation in the set testing data to avoid selection bias.  

3.2 Target attrition 

Initially, the list of targets included over 3000 WordPress websites. The limitations of the 
crawler resulted in crawling being initialized for 400 websites and completed for 200 websites. 
Investigation of the 200 websites concluded that only 81 of the websites contained known 
WordPress files. Identifying information for WordPress that could potentially be used to detect 
the version of the installation was found on 63 out of the 81 websites. Out of the 63 websites, 61 
websites had at least 1 version that matched all the contained files, as was required by previous 
methods of identification. The final list of targeted websites is defined to be the 63 websites for 
which version detection is possible. This dataset is used to calculate the presented results in 
chapter 4. 

3.3 Acquiring data 

A crawler was developed using Scrapy for Python 3. The crawler gathers metadata while 
downloading the web page source for the identified web pages. It does this to provide enough 
information for analysis to determine any relationship between the identified parameters.  
 
fetch(url): 
 data = download(url) 
 gather_metadata(data) 
 links = find_links(data) 
 for link in links: 
  if is_image(link): 
   download_hash(link) 
  if is_source(link): 
   fetch(link) 

Listing 3.1 Crawler pseudocode 

The scraper was configured to run an average of two requests per website, obey directives in 
robots.txt, not make requests outside of the domain, ignore redirects and automatically throttle if 
the websites start to become unresponsive.  
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Hardware, time, and website performance are limiting factors to the crawler. The number of 
hashes calculated per second determines the number of files processed each second. The 
available hardware limits the number of hash calculations per second. The available time limits 
the total number of websites that can be crawled and processed. The website performance can be 
a limiting factor as a site might not be able to handle many concurrent requests.  
 
A program was created to request all known WordPress files from every website in the target 
list. The version identification dataset is used to create a list of target WordPress files. The 
scanner referrers a program that requests files from websites.  
 
The scanner is implemented using Python 3 and the standard libraries asyncio, aiohtttp 
and hashlib. Asynchronous computation in Python is performed using asyncio. The benefit 
of asynchronous programming is that it allows for easier parallelization of tasks. Asynchronous 
HTTP operations are not implemented in asyncio, aiohttp is used as a complement to 
enable this functionality. By using asyncio and aiohttp together, one can perform multiple 
web requests in parallel to all targeted websites. Cryptographic hash sums are calculated using 
the hashlib library.  
 
The scanner maintains two connections in parallel to every website in the list of targets. Every 
connection requests a single file then hashes its contents. For the selected target list of 63 
websites, this becomes 126 times faster (excluding overhead) than a synchronous program that 
requests one file at a time from a single website at a time. The results from the scanning for 
every website merges into a single dataset that is then stored for later analysis. The local storage 
decreases the unnecessary load on the target websites and is a lot faster than requesting the files 
again.  
 
The list of websites for the WordPress scanner is limited to only including web pages that 
displayed any known WordPress file during the crawling. The suggested limitation ensures that a 
comparison can be performed for every scanned website.  

3.4 Parameters for analysis 

An exhaustive listing of all parameters is performed. The parameters of greatest relevance to the 
study were extracted. These parameters are as follows: crawl depth, path depth, source path and 
MD5 hash value.  
 
Crawl depth is a measure of how many links had to be followed to find the given file. The 
suggested crawler maintains a measure of depth while traversing the target website. The crawl 
depth data combined with the version identification data generated in subchapter 3.5 can provide 
insight into the average required crawl depth for finding all the WordPress files that are 
necessary for a full user experience.  
 
Path depth is a measure of how deeply nested a file is on the web server that is hosting it. Path 
depth can be determined by counting the number of directory delimiters in the path name. The 
path depth parameter can be used in conjunction with crawling to detect if a website does not 
follow the standard WordPress installation pattern of having all the files in the root directory. If 
all the crawled WordPress files are found in an unexpected parent directory, then a version 
identifying scanner could, in theory, be modified to investigate this directory.  
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The source path for a file is the file that linked to the given file. The source path parameter can 
be used to investigate which source files utilise the most WordPress files.  
 
The hash is the calculated MD5 hash sum for the binary contents of the given file. The MD5 
hash sum is required to perform the suggested method of version identification.  

3.5 Generating version identification data 

The following methodology requires that the target software is distributed using Git, and an 
assumption is made that WordPress is the targeted software. The benefit of using Git is that 
specific releases can be acquired through the checkout of tags utilised by the developers of 
WordPress. Two sets of version identification data are required.  
 
The MD5 hash function is chosen since it only generates 128 bits of data. The generated data is 
small and easy to store for future reuse, and could potentially be used to compare the results with 
that of other tools that us MD5.  
 
The first data that is needed is a version lookup table through which all known MD5 hash values 
can be found for every file in the WordPress project. Every MD5 hash value should be connected 
to a list of versions during for the selected file. The dataset can be used to determine which 
version(s) of WordPress a version of a file corresponds to. This dataset is generated by cloning 
the WordPress repository and iterating over all the tags for the project. During every iteration, a 
Python dictionary object is populated by calculating the MD5 hash value of every file in the 
repository directory. The generated dictionary is finally exported as a serialised JSON file for 
reuse in other modules. A sample of the dictionary structure can be seen in Listing 3.2. 

 

Listing 3.2 Sample of generated dataset JSON file 

If a file version exists in a version of WordPress, then that WordPress version will be having one 
of four relations to the range of version for the given version of the file: 

1. The start of a range of versions 
2. The end of a range of versions 
3. The only version in the range of versions, exclusive match 
4. In a range of versions without being either of the previous 

 
The second dataset is generated for analysing all the file version and WordPress version 
relationships as listed above. This dataset can be used to identify files that are required to 
identify a single version. This dataset can also be used to compare the differences between two 

{ 
  "wp-login.php": { 
    "53f8379bfc2b884f8803065bd71ef136": [ 
      "1.5" 
    ], 
    "03bda9f0eff0c994ed0b6030f2f25009": [ 
      "1.5.1", 
      "1.5.1.1", 
      "1.5.1.2" 
    ], 
    … 
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different versions. The resulting dataset is saved as a JSON file so that it can be reused in other 
modules. A sample of the version identification data can be seen in Listing 3.3. 

 

Listing 3.3 Sample of relationship lookup table 

The data was generated on a desktop using the Intel Core i5 3570K 3.8 GHz CPU, 8 GB of 1600 
MHz RAM, and running Arch Linux with the x86_64 Linux 4.11.3-1-Arch kernel. The hard disk 
write and read speeds are approximately 150 megabytes (MB) per second. The generation of the 
first set of data takes 31.3 seconds, including writing the results to disk. The generation of the 
second set of data takes 2.3 seconds (including reading from disk and writing the result to disk) 
using the same system. The first set of data is stored in a 4.5 MB JSON file and the second set of 
version identification data is stored in a 20 MB JSON file. 

3.6 Version identification methods 

Classically, a version could be identified as the one that most of the source files match. In 
practice, this method of identification will only provide a 100 % certain match if there are no 
remaining files from previous versions. Otherwise, the result will be the list of versions that 
share the highest match ratio. This method is not accurate as any remnants from previous updates 
will decrease the match percentage for newer versions.  
 
We would like to suggest two alternative perspectives on how to identify a version. The first 
method of version identification, henceforth regular version identification, assumes that updates 
are not complete and do not fully remove old files. If all files for a given version that are 
available from a website have the correct MD5 hash value, then that version is considered 
matched. This method prevents old files from affecting version identification of versions in 
which they no longer exist.  

{ 
"4.4.5": { 
  "range": { 
   "wp-login.php": "f40d870faf83dbb6764378b0c7afe588", 
   "wp-includes/js/wp-embed.js": "1c577cfb3bb7bf736f663243e04dc2f6" 
  }, 
  "range_end": { 
   "license.txt": "e6fa1601644f9ad7f2a8ed5f9671d0d5", 
   "wp-admin/includes/class-wp-screen.php": 
"1d3fc522051acaac3ddbb8adea79912f" 
  }, 
  "exclusive": { 
   "readme.html": "d7d38b02f37be897fca290cfacfba50a", 
   "wp-includes/version.php": "70447df032b21b0f4836bcd73bd16b5d", 
   "wp-admin/about.php": "a2ef4f02312372f30909783bc7b35e8b" 
  }, 
  "range_start": { 
   "wp-admin/includes/upgrade.php": 
"6e87c19d28718e06bcc5d6a2a7a79ee9", 
   "wp-admin/includes/class-wp-upgrader.php": 
"2d88a373ef50d4b10af7b855ec9dde6b" 
  } 
 }, 
 … 
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The second method of version identification, henceforth referred to as definitive version 
identification, expands upon the first method by utilising the relationship lookup table that is 
generated at the end of chapter 3.5. The definitive version identification method performs the 
same steps for every iterated version but also includes an exclusivity requirement. The 
exclusivity requirement states that at least one of the identified file + MD5 hash value 
combinations (henceforth, file-version combination) are in the exclusive section for that version 
of WordPress. The exclusivity requirement can also be satisfied if there is at least one file from 
the range start category and at least one file from the range end category. The definitive version 
identification decreases the number of results to either one or zero identified versions in all the 
tests.  
 
Both the suggested methods of version identification can be performed offline on previously 
retrieved data. The only input requirement for the version identification methods is the two 
datasets and a list of identified files from scanning, where every file/result object only needs to 
contain the pathname and MD5 hash value.  
 
Both methods of version identification can be modified to exclude scanning results of certain 
characteristics, such as file types or pathnames. The exclusion of files is performed through 
assertions. Assertions raise an exception if their condition is not met. The assertions can be used 
to assert that a substring is not part of the filename, or that the MD5 hash value for a scanned file 
is within the set of known MD5 hash values that has been previously generated. The 
identification of mismatching files is performed through saving all file-version combinations that 
mismatch every version during identification. The versions with the highest percentage of 
matching files can then be analysed manually for further insight. 

3.7 Testing the effectiveness of file hiding 

The version obfuscation is systematic and can be performed theoretically by identifying the 
required files to achieve 100 % certainty for any given version of WordPress. Both the 
implementation and the testing of the version obfuscation is not within the scope.  

3.8 Analysing existing tools 

Existing tools are analysed for their implementation of the version identification. The analysed 
tools are open source and available from distributed VCS. The analysis is performed as a 
standard static file analysis. The analysis consists of reading, understanding, and documenting 
the operations carried out by a program.  
 
The tools that were analysed are WP-fingerprinter [24], CMSmap [25], Plecost [26], Wig [26], 
and BlindElephant [27].  
 
The first program, WP-fingerprinter, performs version identification by requesting the 
readme.html file from the given website and attempts to identify the version by extracting a 
text string describing the version. If WP-fingerprinter fails with requesting the readme.html 
file, it instead tries to find the WordPress version via a WordPress specific meta tag. A meta tag 
in WordPress is an addition to the website source code that is not visible on the site but can be 
used by software to gather more information about the website [28]. The identification algorithm 
used by WP-fingerprinter can be found in wp-fingerprint.py in the project directory. The 
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same method of version identification as WP-fingerprinter is used by CMSmap. The version 
identification implementation for CMSmap is in cmsmap.py.  
 
The third program, Plecost, attempts version identification in three steps. The first step 
performed by Plecost is to try requesting the readme.html file and looking for a text string 
that describes the version. During the second attempt, Plecost tries to find the version in meta 
tags, in the same way as WP-fingerprinter. The files requested by Plecost are: wp-login.PHP, 
wp-admin/css/sp-admin-rtl.css, and wp-admin/css/wp-admin.css.  
The last version identification attempted by Plecost is to find a text string that describes the 
version within each of the files by using Python regular expressions. The identification 
algorithms used by Plecost can be found in 
plecost_lib/libs/wordpress_core/__init__.py.  
 
For a WordPress website, Wig will attempt version identification using regular expressions and 
MD5 hash values. Both regular expression and MD5 identification data are stored in JSON files. 
During the process Wig will try to request every file that is available from the set of 
identification data and then performs the corresponding identification steps 
(Wig/classes/discovery.py) [29].The regular expression will return a text string 
containing the version or nothing; the regular expression is grouped as items in a JSON 
formatted file (Wig/data/cms/regex/WordPress.json). The MD5 testing will control 
the MD5 hash value of the requested file against that of all corresponding MD5 identification 
data items (Wig/classes/matcher.py) [30]. There is one MD5 identification item for 
every version that a file existed in (Wig/data/cms/md5/wordpress.json) [31]. The 
implementation will stop trying to identify versions once a version has been identified unless a 
specific flag is specified, in which case it returns a list of all the version that has identified. The 
identification data is only updated through downloading a new version and has not been updated 
in over eight months at the time of writing.  
 
In BlindElephant WordPress versions are identified using MD5 hash values. The official support 
for BlindElephant has been removed from every distributed VCS platforms except for SVN and 
has been integrated into proprietary software by Qualys [32]. The implementation used by 
BlindElephant calculates two databases; the first database is used for looking up versions using 
file + hash combinations. The second database is used for looking up files based on version. The 
implementation utilises generated source data to create a fitness score for files. A files fitness 
score is dependent on how often the file is updated and as such affects the chance of a single 
hash matching a single version. The BlindElephant implementation then requests a limited 
number of files from a website, calculates the files MD5 hash values, and identifies versions for 
these values. The lists of versions are then compared against each other using the and-operation 
of Python sets. The and-operation extracts any items (versions) that exist in two sets that are 
compared against each other. A base set is defined as the list of versions of the first requested 
file. The and-operation is then performed between the base set and every other set of versions. 
The result of performing the operation on all the sets is a set that only contains versions that are 
identifiable from all the requested files. If the resulting set contains more than one version and 
the settings allow for more requests, then BlindElephant will attempt the winnowing process. 
During winnowing BlindElephant will request more files with high fitness score and perform the 
iterative set and-operation extraction over all the results. The number of requested files is limited 
by settings set during execution. Winnowing will either return a smaller set of versions or return 
an empty set. The result will be reverted to the one before winnowing if winnowing returns an 
empty set. If the set of versions has more than one version, then winnowing can be performed 
again under the same conditions (limited by how many files can be requested) or return the final 
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set of versions. The latest version found in a set of versions will always be returned. The 
BlindElephant repository has at the time of writing not been updated in over four years [27]. The 
update command supplied with the software does not work anymore, and there is no other 
included method of updating the version identification data.  
 
One of the functionalities of the implemented solution is that scanning and version identification 
are done separately. The separation of acquisition and testing allows for iterative implementation 
without changes to the data used for testing and validation. There had been a significant time 
span between the acquisition of offline data (via scanner and crawler) and the testing of existing 
tools. A subset of the target websites had been updated in the interval between scanning and the 
testing of existing tools. Using the results would not lead to a fair comparison between the 
existing tools and the suggested methods as the targets would have different content.  
 

  



13 
 

4 RESULTS 

4.1 WordPress website data 

The number of WordPress related files from crawling the target websites resulted in a 
distribution of findings that can be seen in Figure 4.1. The number of WordPress version 
occurrences in the crawling results is seen in Figure 4.2.  
 
 

 

Figure 4.1 Number of WordPress files found per website 
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Figure 4.2 Number of WordPress version occurrences from crawling 

The number of WordPress related files from scanning WordPress websites resulted in a 
distribution of findings that can be seen in Figure 4.3. The number of WordPress version 
occurrences from scanning is in Figure 4.4.  
 

 
 

Figure 4.3 Number of WordPress files found per website in the scanning results 
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Figure 4.4 Number of WordPress version occurrences from scanning 

4.2 Version identification capabilities 

 
Every version of WordPress has at least one file-version combination that only exists for that 
version of WordPress. The number of exclusive file-version combination counts for WordPress 
versions can be seen in Figure 4.5. Labels are added for versions that had more than 40 exclusive 
file-version combinations. Figure 4.5 is based on version identification of the format found in 
Listing 3.3.  
 



16 
 

 

Figure 4.5 Number of exclusive file version combinations for every version 

A sample of the data seen in Figure 4.5 for the last 12 versions of WordPress can be seen in 
Table 4.1 below.  
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Table 4.1 Sample of relation type counts for the 12 latest versions of WordPress 

Version # Exclusive # Start range # End range # In range 
4.5.8 4 9 597 910 
4.6 24 659 1 909 
4.6.1 8 17 9 1559 
4.6.2 3 14 3 1573 
4.6.3 4 2 4 1583 
4.6.4 4 4 0 1585 
4.6.5 4 0 494 1095 
4.7 70 537 3 1091 
4.7.1 6 64 11 1620 
4.7.2 7 9 41 1644 
4.7.3 19 29 92 1561 
4.7.4 111 0 1590 0 

Table 4.2 Exclusive file-version combination statistics 

 Min Max Mean Median 
Exclusive FVC 1 111 11.88 4 

 
Out of 228 analysed WordPress versions 173 are identifiable without the use of exclusive file-
version combinations. The analysis using non-exclusive file-version combinations relies on the 
version having at least one file-version combination that is the start of a version range and at 
least one file-version combination that is at the end of a version range.  
 
The number of websites that contained files that are critical to identification using reviewed tools 
can be found in Table 4.3. 
 

Table 4.3 Number of file occurrences on scanned websites 

File Occurrences 
readme.html 53 
wp-login.php 44 
wp-admin/css/sp-admin-rtl.css 0 
wp-admin/css/wp-admin.css 0 

4.3 Comparison of suggested version identification methods 

 
The reliability of the non-definitive version identification depended on multiple factors. The first 
factor is if the file hash combination exists in the dataset if the version has data generated for it. 
The second limiting factor is the existence of files that are updated separately from the entirety 
of a WordPress installation, more specifically, default themes. Excluding the files that are 
updated separately results in more successful results. Furthermore, CSS and JS files are rarely 
modified while PHP files are used by the server to generate content to the user. The source of the 
PHP files will never be provided through a request. In some cases, content files were changed by 
the website administrator, but most often the sites have been changed through localisation 
options. 
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Table 4.4 Comparison of version identification methods 

Required to be in dataset – 
Filename limitation 

Version 
Identification 

Definitive Version 
Identification 

Difference 

Yes – No limit 41 39 -2 
Yes – No /themes/ 60 56 -4 
Yes – No /themes/ or 
tinymce 

61 57 -4 

Yes – only CSS and JS 41 31 -10 
Yes – only CSS and JS, no 
/themes/ or tinymce 

61 45 -16 

No – No limit 1 0 -1 
No – No /themes/ 1 0 -1 
No – No /themes/ or tinymce 1 0 -1 
No – only CSS and JS 41 31 -10 
No – only CSS and JS, no 
/themes/ or tinymce 

61 45 -16 

 
The number of versions that were found using regular version identification is displayed in 
Figure 4.6 and the results from the definitive version identification in Figure 4.7.  
 
 
 

 

Figure 4.6 Number of versions identified per website using definitive version identification 

The definitive version identification identifies 0.9 versions per website on average.  
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Figure 4.7 Number of versions identified per website using regular version identification 

The regular version identification identifies 1.14 versions per website on average. BlindElephant 
has a stated average number of versions produced of 3.06 [33]. The test results for BlindElephant 
cover version identification of more products than WordPress.  
 
Figure 4.8 describes how often versions were found over all the scanned websites when using 
regular version identification. Figure 4.9 presents the data under the same conditions as the 
previous figure, but the data is from using the definitive version identification.  
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Figure 4.8 Number of version encounters with regular version identification 

 

Figure 4.9 Number of version encounters with definitive version identification 
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4.4 Version obfuscation  

The most difficult version to obfuscate can be seen in Figure 4.10. The higher the peak, the 
larger the number of files required to obfuscate that given version. The files that caused the 
exclusive file-version combinations varied by version. 

 

Figure 4.10 Lowest number of files needed to obfuscate versions of WordPress 

A sample of the data behind Figure 4.10 is displayed in Table 4.5 below. Table 4.5 holds similar 
data to Table 4.1 but excludes the number of files that are inside a non-single range and instead 
includes the number of files required for obfuscation (column # Lowest).  
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Table 4.5 Sample of lowest number of required files to obfuscate version for the 12 latest 
versions of WordPress 

Version # Exclusive # Start range # End range # Lowest 
4.5.8 4 9 597 13 
4.6 24 659 1 25 
4.6.1 8 17 9 17 
4.6.2 3 14 3 6 
4.6.3 4 2 4 6 
4.6.4 4 4 0 4 
4.6.5 4 0 494 4 
4.7 70 537 3 73 
4.7.1 6 64 11 17 
4.7.2 7 9 41 16 
4.7.3 19 29 92 48 
4.7.4 111 0 1590 111 

Table 4.6 Statistics on obfuscation requirements 

 Min Max Mean Median 
Files hidden to obfuscate 3 111 15.4 6 

4.5 Differentiating between two versions of WordPress 

The difference between the two versions ,  can be analysed by comparing their respective 
sets of file-version combinations , . The file-version combinations that are common amongst 
both versions can be found by performing an and-operation between both sets. The and-
operation will result in file-version combinations that exist in both sets of data. The files that 
exist in version  but not in  can be found by calculating the relative complement of in . 
The relative complement (alternatively, set difference) operation is denoted as follows [34],  

Equation 4.1 Calculation of set difference [34] 

= = ∈ | ∉⁄  
The results of comparing two most frequently identified version (4.7.4 and 4.7.3, as per Figure 
4.9) and that are also closely related can be seen in Table 4.7. A comparison between two 
versions that both incur a lot of exclusive file-version combinations (4.4 and 4.3, as per Figure 
4.5 and Figure 4.9) can be seen in Table 4.8. 
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Table 4.7 Comparison of WordPress versions 4.7.3 and 4.7.4 

Version Unique file-versions Unique filenames File-versions in common 
4.7.3 111 0 

1590 
4.7.4 111 0 

Table 4.8 Comparison of WordPress versions 4.3 and 4.4 

Version Unique file-versions Unique filenames File-versions in common 
4.3 511 0 

846 
4.4 615 104 

4.6 Version identification in existing tools 

The identified properties of the existing tools and the suggested methods for version 
identification are observable in Table 4.9. Plecost is listed as partially relying on optional 
metadata as it analyses four files that whose necessity has not been investigated.  

Table 4.9 Comparison of version identification methods 

 Meta-
tags 

Regex MD5 Relies on optional 
data 

Exclusive  Up to 
date 

WP-fingerprinter Yes Yes No Yes No Yes 
CMSmap Yes Yes No Yes No Yes 
Plecost Yes Yes No Partially No Yes 
Wig Yes Yes Yes No No No 
BlindElephant No No Yes No No No 
Regular V.I. No No Yes No No Yes 
Definitive V.I. No No Yes No Yes Yes 
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5 DISCUSSION 

5.1 WordPress website data  

There is a clear distinction between the results from crawling and the results from scanning. 
Figure 4.1 presents that the maximum number of WordPress files found on a website through 
crawling is 13, while Figure 4.3 presents that the highest number of WordPress files found 
through scanning is 1201. This suggests that most WordPress websites host a lot more files than 
they use when presenting content to viewers. This induction can be made as a crawler finds files 
by traversing linked files and a complete traversal will display all the presented pages and files.  
 
The scanning results, Figure 4.4, display more versions being found in scanning than in 
crawling, Figure 4.2. This can be attributed to scanning finding files from old versions of 
WordPress that were not removed during updates.  

5.2 Version identification capabilities 

The major releases of WordPress are the versions with the highest number of exclusive file-
version combinations, as seen in Figure 4.5. The lowest number of exclusive file-version 
combinations as seen in Table 4.2 is 1, which means that the given version only has one file that 
is a version that only occurs in this release. The same table presents a comparison of mean and 
median values for several exclusive file-version combinations. Most of the WordPress versions 
have a below average number of exclusive file-version combinations, and there is a small 
number of versions with many exclusive file-version combinations. As observed in Figure 4.5, 
WordPress did experience more drastic changes more often in its earlier versions. This could be 
expected to have been caused by releases being larger and more infrequent in the initial days of 
WordPress. Large numbers of exclusive file-version combinations can also occur if a version 
restructures the location of WordPress files in the project directory without removing them.  
 
Table 4.1 displays the data that confirms that the major releases such as 4.6 and 4.7 cause larger 
changes. Both versions 4.6 and 4.7 have lower occurrence counts in the “# Range” category than 
their respective previous and upcoming versions. A lower occurrence count in the “# Range” 
category leads to more of the files within the version being either at the start of a range, end of a 
range or in an exclusive range. Such a distribution implies that more files have been modified in 
that version than in both the previous version and the upcoming version. Version 4.7.4 has no 
items in the “# In range” and “# Start range” columns as it is the last version that any file can 
occur. If a file-version first occurs in version 4.7.4, then it is an exclusive match as it is both the 
start and end of the range, making it the only file-version in that range.  
 
A single exclusive file-version combination is enough to identify a given version if the rest of the 
files on the website have an MD5 hash value that corresponds to the given version. The higher 
the number of exclusive file-version combinations the easier that given version is to identify. The 
probability of finding an exclusive file-version combination during a scan increases as those files 
are a larger percentage of the total number of files. As there is no version without exclusive file-
version combinations, it is possible to identify a version with full certainty.  
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5.3 Comparison of suggested version identification methods 

It is visible in Table 4.4 that the definitive version identification algorithm provided an identified 
version for fewer of the website. At the same time, this proves that the regular version 
identification methods might not be accurate enough.  
 
Various parameters were used for limiting the set of analysed files. The results have shown that 
both the standard themes included and the TinyMCE plugin can be updated separately from the 
WordPress installation. The success of both version identification algorithms was lower when 
these two categories of files were not excluded, which means that they were often of a different 
version than the installed WordPress. Results that either included or excluded file-version 
combinations outside of datasets when only CSS and JS files were compared. This result 
confirms that PHP files are often modified whilst CSS and JS files are not.  
 
The version detection using the definitive method identifies either one version or none, Figure 
4.6. In contrast, the regular method of version identification returned multiple versions for four 
of the targeted websites, as seen in Figure 4.7. The multiple version findings appear to have been 
classified as inconclusive by the definitive method. In contrast, BlindElephant identifies more 
versions on average per website than either of the methods. The comparison might not be valid 
as BlindElephant is tested against multiple systems, whilst both the suggested methods are only 
tested against WordPress. 
 
The regular version identification method appears to match multiple versions with a single 
website multiple times, as seen in Figure 4.8. Figure 4.7 suggests that there is one range of two 
versions, two ranges of four versions and one range of five versions. Due to the smaller number 
of changes between consecutive releases, as later explored in chapter 5.5 with the comparison of 
Table 4.7 and Table 4.8, the ranges of versions are most probably consecutive. The results from 
the version identification using the definitive method, as seen in Figure 4.9, can be utilised to 
locate versions that only occurred when performing identification with one of the methods. The 
versions 4.7 - 4.7.2, 4.6.2 - 4.6.4, and 4.5.5 - 4.5.7 are never identified with the definitive 
method.  

5.4 Version obfuscation 

The results seen in Table 4.6 are like those of  Figure 4.10. The similarity is caused by how the 
requirements for obfuscation are calculated. The obfuscation requirement is the number of 
exclusive file-version combinations in addition to either the number of files that start a range of 
version or end a range of version.  
 
Per Table 4.6, at least half the websites would only need to remove/hide six or fewer files to 
obfuscate their version from identification by MD5 hash value lookup. Attempting to obfuscate 
the version of a WordPress installation is most likely feasible. Crawling can be utilised to 
analyse if a file is required for the end-user experience.  
 
The versions identified by peaks in Figure 4.10 require more files to removed/hidden to 
obfuscate the version from certain identification. If version obfuscation is a strict priority, then it 
is advisable to wait out major versions and await the smaller release that follows the major 
release. It is not advisable to wait with patching as it can leave the website vulnerable to security 
holes that have been patched in the major release. Attackers can still blindly attempt to perform 
an attack using an exploit on a WordPress website without completely identifying the version 
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that the website is using. Table 4.5 displays the lowest number of files required to obfuscate a 
version. The lowest number for a version is the exclusive count with the lowest count amongst 
start range count and end range count. Whether the start range count or end range count limits 
the lowest number varies from version to version. This can be observed in Table 4.5 where 
version 4.5.8 is limited by exclusive + start range count while version 4.6 is limited by the 
exclusive + end range count.  
 
Another simple method of version obfuscation against MD5 identification would be a minimal 
modification of the source code of every file. The addition of a single whitespace to every source 
file could be performed without affecting the functionality. Even with unaltered functionality, 
the modification of the contents would result in a calculated MD5 hash value that is different 
from the MD5 hash value for the corresponding source file in the source code. Minifying is a 
technique used to decrease the size of a file without affecting its content. Implementations of 
minifying will remove unused characters such as whitespace and in the process, modify the 
content on the website. Existing plugins for WordPress that minify will not alter the original 
source and will instead provide minified versions of source files from a separate directory [35], 
[36]. A method of bypassing obfuscation through modified content would be to utilise version 
identification using a structured or semi-structured diff, as investigated in Subchapter 2.1.  

5.5 Differentiating between two versions of WordPress 

The differentiation between two versions is of interest when the result of a scan using a different 
method provides more than two versions. The result of the version difference is a set of file-
version combinations that are unique to the first version and another set that is specific to the 
other version. The most efficient way of identifying the correct version is through requesting the 
individual files from the target website, calculating the resulting MD5 hash value and looking up 
which of the versions it matches.  
 
In Table 4.7 it is observed that the number of unique file-version combinations is the same for 
both the versions and that none of the versions has any matches for unique filenames. The results 
indicate that both versions have all the same files but different versions of them. More 
specifically 111 files differ in their contents between versions 4.7.3 and 4.7.4. 1590 files have the 
same contents and as such are of the same version in both the WordPress versions.  
 
The results in Table 4.8 present a different story. Version 4.3 has 511 file versions that are 
unique to it, whilst version 4.4 has 615 unique file-versions. The difference in unique file-
versions matches the value of unique filenames for version 4.4. Version 4.4 has 104 unique 
filenames which indicate that at least 104 new files have been added to WordPress between 
version 4.3 and version 4.4. No files have been removed from the versions as this would be 
indicated by version the number of unique filenames for version 4.3.  
 
When comparing Table 4.7 and Table 4.8, it is visible that the versions have a larger difference 
between them. The version in the first table have 1590 file versions in common, whilst the 
versions in the second table have 846 file versions in common. The relative distance between the 
versions, measured in the number of versions of them, can be seen on the Y-axis of both Figure 
4.5 and Figure 4.10 in subchapter 4.2 and 4.4 respectively. Note that the latest version of 
WordPress is 4.7.4, which would be located at the top of the Y-axis on both the figures. The 
smaller the distance between versions the smaller the number of changes, as utilised in 
subchapter 5.3.  
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5.6 Version identification in existing tools 

All the existing tools except BlindElephant, as per Table 4.9, utilise some meta tag 
identification. The removal of meta tags would hinder the identification of all the tools. The 
subject of meta tag identification is outside the scope as noted in Subchapter 1.4. All three: WP-
fingerprinter, CMSmap, and Plecost attempt the request the readme.html file and extract the 
version string from this file. The readme.html file should be removed from websites as it 
only discloses the version. 10 out of 63 scanned websites had the file removed, Table 4.3 in 
chapter 4.2. The removal of both readme.html and meta tags would prevent both WP-
fingerprinter and CMSmap from identifying the version of a WordPress website, which is 
referenced by reliance on optional files in Table 4.1. On the other hand, Plecost also attempts 
version identification using text extraction from wp-login.php, wp-admin/css/sp-
admin-rtl.css, and wp-admin/css/wp-admin.css. The latter two files can be hidden 
from non-authorised users without affecting the user experience and could not be found in any of 
the scanned websites. The lack of findings can be attributed to renaming and moving of file 
functionality within the WordPress project. The wp-login.php file was not found in 19 of 63 
scanned pages, Table 4.3 in chapter 4.2.  
 
Version identification through calculating and looking up MD5 hash values is only included in 
Wig and BlindElephant, as seen in Table 4.1. The implementation used by Wig will provide 
weak results as it either returns the first found version or all versions that were found. The 
scanning results in Figure 4.1 show that most websites have 210 version occurrences during a 
complete scan. The findings prove that some WordPress files have existed without change for 
many versions and that WordPress does not completely remove files from old versions when 
updating. The results from BlindElephant would also be affected by remaining files from old 
versions especially if the high fitness files are hidden from non-authorised users.  
 
The biggest limitation of both Wig and BlindElephant is that their identification data is out of 
date. Due to outdated data, Wig cannot identify versions that are less than eight months old, and 
BlindElephant cannot detect a version that is less than five years old.  
 
Both Wig and BlindElephant can potentially give unreliable version identification if remnants of 
old WordPress versions remain after an update.  
 
The analysed tools are all intended to be used on online targets and do not support capabilities to 
analyse local files or results of any other format. Both the methods suggested in chapter 3.6 work 
with offline data. Using offline data allows for better integration with other tools of varying 
implementations. Since the existing tools have the scanning of websites integrated with the 
identification, they cannot be used with the data that has already been acquired by the scanner or 
crawler. The analysed tools can only acquire data directly by performing scanning of a target 
Uniform Resource Locator (URL). The saved data from crawling does not contain all the 
available WordPress files, as discussed in Subchapter 5.1, and cannot be used for simulating 
scanning.  
 
The tests that were performed using the existing tools should have been conducted closer in time 
to the execution of the crawling and scanning. Different WordPress versions have varying 
degrees of identification difficulty, which is discussed in chapter 5.2.  
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5.7 Generalised use in other platforms 

The version identification data can be generated for every open source project that utilises Git as 
its distributed VCS. A secondary requirement for the current implementation is that the project 
utilises tags for identifying releases. Drupal and Joomla! are both available on GitHub and use 
tags for release identification, as discussed in Subchapter 1.2. Open source WordPress plugins 
are mirrored to a GitHub repository, and version identification data could potentially be 
generated for those as well. The method could potentially be used to identify successfully 
versions of Joomla! websites, Drupal websites, and WordPress plugins.  

5.8 Ethics 

A tool that enables easy version identification can enable attackers to find outdated targets faster 
and automatically. The hacker could utilise existing security vulnerabilities once an outdated 
website has been found. The developed software is closed source and intended to be used by 
Outpost24 AB when validating the security of client websites.  
 
It must also be considered that performing a scan of a website would consume the web server’s 
resources. Resource usage could affect the performance of the web server and content delivery to 
legitimate users. A scan 44The resource usage would be lowered by reducing the frequency of 
file requests performed by the scanner/crawler. The scanning is intended to be used by 
Outpost24 AB on client websites, in which case Outpost24 AB is either authorised to put a load 
on the website or test against a simulated environment. Tests in a simulated environment should 
not affect the real website.  

5.9 Sustainable development 

The development of new software for security tests involves a potential risk of exposing poorly 
protected targets as attackers are also able to utilise the software. This risk is a necessary trade-
off for a multitude of reasons. One of the risks of not developing new software is that attackers 
might already have access to similar technology and there is no way of identifying the security 
flaws without tools. A modular solution is more easily refactored and updated to work with 
potential changes in the frameworks used by Outpost24 AB. The modular solution for version 
identification can easily be integrated by Outpost24 AB and have a quicker impact on society 
through finding vulnerabilities in customer systems.  
 
A benefit of the new technology is that it furthers the understanding of security problems in the 
targeted area and the acquired knowledge can be projected onto other areas of research. 
Continuously updated security is required for a healthy and sustainable software environment. 

5.10 Comparison to other technologies 

This section will investigate the problem of version identification for CMS websites in relation 
to version identification in other areas of computer technology.  
 
Version identification exists for other areas than just websites generated through CMS. During 
penetration tests, it is of interest to identify both the networking technology and the remote 
services used by the targeted party. An example of networking technology is a network switch 
and the operating system version on the network switch. Remote services include File Transfer 
Protocol (FTP) servers, printer servers, and file-share services. However, there is a distinction 
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between identifying the technology and its version for networking technology or remote services 
versus CMS generated websites. The identification of networking technology must be performed 
by investigating the behaviour of the networking equipment and how it handles the traffic that 
passes through it. The identification process for remote services can also be more complicated as 
it requires the analysis of patterns in the generated output and how the services respond to 
varying requests. The version identification methods proposed to investigate static data that can 
be compared against a pre-generated lookup tables, which is a type of static file analysis.  
 
There are few fields where static file identification through hash value calculation is of use. An 
exception from this is the area of malware detection. Anti-malware programs utilise hash values 
of known samples of malicious files and scan the computer to see if any of the files on the 
computer have the same hash value. Any files on the computer that match known hash values are 
then identified as malicious since the content is the same if the hash value is the same. 
Meanwhile, version identification in other technologies requires the analysis of dynamically 
generated content. The proposed methods of version identification are hard to translate to other 
technologies due to the unavailability of static content. In summary, CMS can be identified 
through static file analysis whilst other technologies are identified by dynamic content and 
behaviour. These can be identified as two separate problem domains due to their differing 
methods and challenges.  
 
Though, as mentioned in Section 5.7, the proposed methods can be applied to different CMS. 
This is due to the design of website technology which, by default, provides source files as a 
mechanism for content delivery. A web server will store multiple files of multiple types that are 
later provided, as required, for user experience. All the source files are available unless explicitly 
restricted to authorised users.  

5.11 Summary 

Version identification in existing tools is either dependent on a small subset of files, optional 
functionality, or a database that is not updatable. The suggested methodology applies a different 
path of analysis that better handles the remnants from updates. Both the suggested methods 
utilise MD5 hash value lookup. A benefit of using MD5 hash value lookup is that every 
WordPress file that is successfully requested from the website will provide a clue towards 
determining the version. The definitive method of version identification only resulted in either 
one or zero version being identified. The methods require pre-generated version identification 
data.  
 
Version obfuscation is also deemed feasible as the required number of files hidden is below 
seven for most the versions. The method for version differentiation provides a means to identify 
which files are required to mismatch or match a given version.  

  



30 
 

6 CONCLUSION 

6.1 Methods of version identification 

There is a lack of up to date tools for version identification of WordPress websites. The 
investigated tools that are up to date are easily thwarted through the removal of optional meta 
tags and access restriction of one to four files. The suggested approach views versions in a 
different way and is adapted to handle partial updates of WordPress installations. Both the 
regular and definitive implementation provide a lot of value to Outpost24 AB. The definitive 
method is the only available solution that can guarantee that a single version is identified and 
dismiss findings that are based on too little data. The non-definitive method can positively 
identify a range of most probable versions using MD5 hash values. No open source tools exist at 
the time that can identify a modern WordPress version using MD5 hash values. The suggested 
definitive version identification method presents the most accurate results as it either identifies a 
single version or concludes that the determination of a single version is not possible given the 
current data.  
 
The benefit of identifying versions using MD5 is that every source file provides a clue towards 
what the version of a WordPress installation could be. Meanwhile, one approach relies on the 
existence of meta tags that are optional and the other approach relies on a small number of files 
that are not always available on a website. The MD5 method of version identification relies on 
the source files on the targeted website having the same MD5 hash values as those of the source 
code. WordPress versions are very identifiable, 173 of 223 versions of WordPress can be 
detected even if there are no exclusive file-version combinations in the results from the 
scanning/crawling.  
 
Both the suggested version identification methods can be applied to all Git based projects that 
apply tags for releases. The list of such targets includes both Joomla! and Drupal, which are 
hosted on GitHub. There is a high value in research regarding version identification as it enables 
automation and saves much time for security professionals. There is also great room for scope 
expansion and reliability testing.  

6.2 Version obfuscation 

WordPress version obfuscation is deemed possible and most often requires the hiding of up to 
six files. The results of the crawling have proven that very few WordPress source files are in use 
for the end-user and the access to most can be restricted without affecting the end-user.  

6.3 Version differentiation 

The presented method of detecting the difference between two versions is useful if any of the 
version identification methods return more than one version and the number of requests to the 
target website is limited. The data is useful as it can be used to predict which files on the website 
are different between the versions and as such which should be requested to find the correct 
version in the fewest number of attempts.  
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6.4 Recommended changes 

Content management system developers are recommended to investigate options for not 
providing superfluous information to end users and potential attackers. The exclusion of meta-
tags and readme.html would stop identification using two of the existing tools. The simplest 
method is to include a plugin that can be enabled to insert a unique identifier to the contents of 
every source file. The inclusion of identifiers would cause every WordPress installation to have 
unique MD5 hash values. Version identification through MD5 hash value lookup is impossible 
to generalise if every website has unique MD5 hash values. Users are not always able to perform 
updates of their installation, and it is the responsibility of the platform developers to avoid 
disclosing compromising data that can put a user’s installation at risk.  

 
Users of WordPress systems are recommended to test their websites using all the listed tools. It 
is advisable to investigate which files can be safely hidden from end-users. The most important 
recommendation is to always maintain the WordPress website up to date. The goal of versions 
identification is to identify websites that are out of date in the hopes of exploiting existing 
vulnerabilities. The risk of known exploits decreases significantly if the WordPress installation is 
kept up to date.  
 
The method of providing user content in web technologies should be moved towards more 
dynamic methods. A web server that delivers all files dynamically as bespoke packages and 
makes heavy use of inlining can reduce the number of unique static files as far as possible and 
maximises the diversity in generated content. Further diversification can be achieved through the 
addition of randomised content to every generated package. This would, in turn, avoid 
information leakage. Developers of web servers and frameworks should consider the 
implementation of methods that avoid leaking information. The prevention of unwanted 
information disclosure is an important consideration in other areas of technology and should be 
brought to light in web technologies as well.  
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7 RECOMMENDATIONS AND FUTURE WORK 

7.1 Increased number of targets 

The results could be expanded by increasing the list of targets that were both crawled and 
scanned. A source for the larger list of targets could be the Alexa list of top 1 million websites. A 
secondary scanner could be implemented that requests the WordPress files that occur most 
frequently. The secondary scanner could request fewer files, but target every website in the top 1 
million websites and only identify which websites are generated using WordPress. The results 
from the secondary scanner would then be targeted by the primary scanner, which identifies 
versions of WordPress.  

7.2 Test accuracy 

The accuracy of all the tools could be tested by hosting multiple versions of WordPress websites 
trying to identify their versions using the tools. The implementation of this would be surprisingly 
difficult due to how versions appear to updated by WordPress. The observed results indicate that 
WordPress installations retain files from previous versions after an update. This behaviour 
appears on websites that are frequently updated and is hard to replicate due to WordPress 
updating to the latest available version. An update from version 4.4 to 4.7.4 might retain some 
files that have been removed since version 4.4 but would not include removed files that existed 
in the version in between such as from version 4.5. This behaviour is not easy to replicate using 
Git checkouts as the checkout process will just change the state to that of a different commit and 
not retain files that have been deleted. The suggested solution is to utilise merge on release tags 
as available in Git. This would allow for files from old versions to be retained while modified 
files could be updated to their latest version.  

7.3 Version obfuscation 

A method for version obfuscation using the presented results could be implemented. One method 
of applying the hiding of files is using the .htaccess file. Once the version obfuscation is 
successfully implemented, it would be of value to test its effectiveness using both methods of 
version identification and other existing tools for version identification. The testing of version 
obfuscation could also include and test installations that use minifying plugins. The version 
obfuscation is tested most successfully in the environment suggested in Subchapter 7.2.  

7.4 Obfuscation assisting crawler 

The implementation of a custom crawler could be of interest for telling which WordPress files 
can be hidden/restricted. The suggested crawler would only look for WordPress specific files and 
record the existence of those. Every file that was not found when crawling could be hidden from 
end-users without affecting their experience. The scope of the crawling could be expanded by 
correctly implementing the recording of crawl depth for files. The crawl depth information could 
provide clarity into optimising crawlers that are used to find which source files can be restricted.  
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7.5 Obfuscation resistant version identification 

As discussed in Subchapter 6.2, it could be possible to design a method of version identification 
that is resistant to file content modification by using structured differentiation. The 
differentiation could be performed by parsing the source files and generating abstract syntax 
trees (AST) for every revision of every file in the source repository. Another module would have 
to be implemented to parse the downloaded (using scanner or crawler) files into ASTs. An AST 
for a file is not altered by additional comments or whitespaces. Estimating project scope would 
also require investigating methods of comparing ASTs.  

7.6 Prevention of information leakage from web servers 

An alternative method of dynamic delivery is to compile the required CSS structures and JS 
functions into a dynamic library. The dynamic library can be sent to the client browser using the 
HTTP/2 push technology. Another method of delivering the library is to provide it inline inside 
the requested content. The access to static files through links can be restricted due to all the 
required files being provided through the push technology or within the requested file. The 
prevention of information leakage can be enhanced further by implementing the insertion of 
randomised data into the generated content. The randomised data can increase the difficulty of 
identifying the source. This method is a trade-off between security and performance. The 
security is enhanced as information leakage is decreased. The performance is reduced as the 
library must be compiled at runtime before being transferred from the server to the client.  
  



34 
 

8 REFERENCES 
[1] L. Ablon and T. Bogart, ‘Zero Days, Thousands of Nights’, 2017. [Online]. Available: 

https://www.rand.org/pubs/research_reports/RR1751.html. [Accessed: 01-May-2017]. 
[2] Git, ‘Git - About Version Control’. [Online]. Available: https://git-

scm.com/book/en/v2/Getting-Started-About-Version-Control. [Accessed: 21-May-2017]. 
[3] ‘Git - Tagging’. [Online]. Available: https://git-scm.com/book/en/v2/Git-Basics-Tagging. 

[Accessed: 07-Jun-2017]. 
[4] S. Khanna, K. Kunal, and B. C. Pierce, ‘A formal investigation of diff3’, in International 

Conference on Foundations of Software Technology and Theoretical Computer Science, 
2007, pp. 485–496. 

[5] G. Cavalcanti, P. Accioly, and P. Borba, ‘Assessing Semistructured Merge in Version 
Control Systems: A Replicated Experiment’, in 2015 ACM/IEEE International Symposium 
on Empirical Software Engineering and Measurement (ESEM), 2015, pp. 1–10. 

[6] J. Hoffstein, J. Pipher, and J. H. Silverman, ‘Additional Topics in Cryptography: Hash 
Functions’, in An Introduction to Mathematical Cryptography, New York, NY, USA: 
Springer Science+Business Media LLC., pp. 466–468. 

[7] R. Rivest, ‘The MD5 Message-Digest Algorithm’. [Online]. Available: 
https://tools.ietf.org/html/rfc1321.html. [Accessed: 22-May-2017]. 

[8] ‘Vulnerability Note VU#836068 - MD5 vulnerable to collision attacks’. [Online]. Available: 
http://www.kb.cert.org/vuls/id/836068. [Accessed: 20-May-2017]. 

[9] ‘The history of web hosting’. [Online]. Available: https://www.tibus.com/blog/the-history-
of-web-hosting-how-things-have-changed-since-tibus-started-in-1996/. [Accessed: 21-May-
2017]. 

[10] ‘What is Web server? - Definition from WhatIs.com’, WhatIs.com. [Online]. Available: 
http://whatis.techtarget.com/definition/Web-server. [Accessed: 22-May-2017]. 

[11] ‘How the web works: HTTP and CGI explained’. [Online]. Available: 
http://www.garshol.priv.no/download/text/http-tut.html. [Accessed: 22-May-2017]. 

[12] ‘About » Requirements — WordPress’. [Online]. Available: 
https://wordpress.org/about/requirements/. [Accessed: 22-May-2017]. 

[13] ‘What is browser? - Definition from WhatIs.com’, SearchWinDevelopment. [Online]. 
Available: http://searchwindevelopment.techtarget.com/definition/browser. [Accessed: 22-
May-2017]. 

[14] ‘Dave Raggett’s Introduction to CSS’. [Online]. Available: 
https://www.w3.org/MarkUp/Guide/Style. [Accessed: 22-May-2017]. 

[15] ‘JavaScript’, Mozilla Developer Network. [Online]. Available: 
https://developer.mozilla.org/en-US/docs/Web/JavaScript. [Accessed: 22-May-2017]. 

[16] joomla-cms: Home of the Joomla! Content Management System. Joomla!, 2017. 
[17] GitHub - Drupal content management platform. Drupal, 2017. 
[18] ‘WordPress Plugins SVN Mirror’, GitHub. [Online]. Available: https://github.com/wp-

plugins. [Accessed: 05-Jun-2017]. 
[19] E. W. Weisstein, ‘Set’. [Online]. Available: http://mathworld.wolfram.com/Set.html. 

[Accessed: 21-May-2017]. 
[20] Steven F. Lott, ‘Python - Set Operations’. [Online]. Available: 

http://www.linuxtopia.org/online_books/programming_books/python_programming/python_
ch16s03.html. [Accessed: 20-May-2017]. 

[21] ‘JSON’. [Online]. Available: http://www.json.org/. [Accessed: 06-Jun-2017]. 
[22] W3Techs, ‘Usage Statistics and Market Share of Content Management Systems for 

Websites, May 2017’. [Online]. Available: 



35 
 

https://w3techs.com/technologies/overview/content_management/all. [Accessed: 21-May-
2017]. 

[23] WPSlug, ‘WPSlug.com - 400+ WordPress Plugin & Theme Top Lists - WordPress Usage 
Statistics & More ...’, WPSlug. [Online]. Available: http://wpslug.com/. [Accessed: 21-May-
2017]. 

[24] ‘caffeinewriter/wp-fingerprinter’, GitHub. [Online]. Available: 
https://github.com/caffeinewriter/wp-fingerprinter. [Accessed: 06-Jan-2017]. 

[25] ‘Dionach/CMSmap’, GitHub. [Online]. Available: https://github.com/Dionach/CMSmap. 
[Accessed: 06-Jan-2017]. 

[26] ‘jekyc/wig’, GitHub. [Online]. Available: https://github.com/jekyc/wig. [Accessed: 06-
Jan-2017]. 

[27] ‘BlindElephant / Code / [r7] /trunk’. [Online]. Available: 
https://sourceforge.net/p/blindelephant/code/HEAD/tree/trunk/. [Accessed: 17-May-2017]. 

[28] ‘Meta Tags in WordPress « WordPress Codex’. [Online]. Available: 
https://codex.wordpress.org/Meta_Tags_in_WordPress. [Accessed: 17-May-2017]. 

[29] jekyc, wig: wig/wig/classes/discovery.py. 2017. 
[30] jekyc, wig: wig/wig/classes/matcher.py. 2017. 
[31] jekyc, wig: MD5 WordPress - wig/wig/data/cms/md5/wordpress.json. 2017. 
[32] Michael Wasson, ‘Blind Elephant Web Application Fingerprinter’, Network Security 

Blog | Qualys, Inc., 16-Sep-2015. [Online]. Available: 
https://blog.qualys.com/securitylabs/2015/09/16/blindelephant-then-and-now. [Accessed: 21-
May-2017]. 

[33] P. S. Thomas, ‘Blind Elephant - BlackHat 2010 - Slide 58’. 
[34] E. W. Weisstein, ‘Set Difference’. [Online]. Available: 

http://mathworld.wolfram.com/SetDifference.html. [Accessed: 21-May-2017]. 
[35] D. C. Gajjar, ‘WP Super Minify’, WordPress.org. [Online]. Available: 

https://sv.wordpress.org/plugins/wp-super-minify/. [Accessed: 06-Jun-2017]. 
[36] K. Minh, ‘Better WordPress Minify’, WordPress.org. [Online]. Available: 

https://wordpress.org/plugins/bwp-minify/. [Accessed: 06-Jun-2017]. 

 
  



36 
 

APPENDIX A: SUPPLEMENTARY INFORMATION 
 
 
  



37 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 

Blekinge Institute of Technology, Campus Gräsvik, 371 79 Karlskrona, 
Sweden 


