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Abstract

Background. Vulnerability management makes it easier for companies to find,
manage and patch vulnerabilities in a network. This is done by scanning the network
for known vulnerabilities. The amount of information collected during the scans
can be large and prolong the analysis process of the findings. When presenting the
result of found vulnerabilities it is usually represented as a trend of number of found
vulnerabilities over time. The trends do not explain the cause of change in found
vulnerabilities.
Objectives. The objective of this thesis is to investigate how to explain the cause of
change in found vulnerabilities, by comparing vulnerability scanning reports from
different points in time. Another objective of this thesis is to create an automated
system that connects changes in vulnerabilities to specific events in the network.
Methods. A case study was conducted where three reports, from vulnerability
scans of Outpost24’s internal test network, were examined in order to understand
the structure of the reports and mapping them to events. To complement the case
study, an additional simulated test network was set up in order to conduct self defined
tests and obtain higher accuracy when identifying the cause of change in found
vulnerabilities.
Results. The observations done in the case study provided us with information on
how to parse the data and how to identify the cause of change with a rule-based
system. Interpretation of the data was done and the changes were grouped into three
categories; added, removed or modified. After conducting the test cases, the results
were then interpreted to find signatures in order to identify the cause of change in
vulnerabilities. These signatures were then made into rules, implemented into a
proof-of-concept tool. The proof of concept tool compared scan reports in pairs in
order to find differences. These differences were then matched with the rules and if
it did not match any rule, the change in the report was flagged as an ”unexplained”
change. The proof-of-concept tool was then used to investigate the cause of change
between the reports from the case study. The framework was validated by evaluating
the rules gathered from the simulated test network on the data from the case study.
Furthermore, a domain expert verified that the identified causes were accurate by
manually comparing the vulnerability reports from the case study.
Conclusions. It is possible to identify the cause of change in found vulnerabilities
from vulnerability scan reports by constructing signatures for events and use these
signatures as rules. This can also be implemented automatically, as a software, in
order to identify the cause of change faster than manual labor.

Keywords: Vulnerability management, comparing, vulnerability scan reports, cause
of change, decision support system.
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Sammanfattning

Bakgrund. Sårbarhetshantering underlättar arbetet för företag att hitta, hantera
och korrigera sårbarheter i ett nätverk. Det görs genom att skanna nätverket efter
kända sårbarheter. Mängden information som samlas under skanningar kan vara
stor och medföra till att analysprocessen av upptäckterna försenas. Resultaten av de
upptäckta sårbarheterna brukar vanligtvis presenteras som en trend av antalet funna
sårbarheter över ett tidsintervall. Trenderna förklarar dock inte andledningen till de
funna sårbarheterna.
Syfte. Målet med denna avhandling är att undersöka hur det är möjligt att identifiera
anledningen till skillnaden i funna sårbarheter genom att jämföra sårbarhetsrapporter
från olika tidpunkter. Ett andra mål är att utveckla ett automatiskt system som
kopplar skillnaderna i funna sårbarheter till specifika händelser i nätverket.
Metod. En fallstudie utfördes där tre sårbarhetsrapporter, från Outpost24s interna
testnätverk, undersöktes för att få förståelse kring strukturen av rapporterna samt för
att koppla upptäckter i rapporterna till händelser. För att komplementera fallstudien
satte vi upp ett nytt, simulerat testnätverk för att kunna utföra egna tester samt för
att uppnå en högre precision vid identifiering av förändringar.
Resultat. Utifrån fallstudien fick vi förståelse för hur vi skulle tolka informationen
från rapporterna samt för hur man kan ge orsak till förändring genom ett regelbaserad
system. Informationen från rapporterna tolkades och förändringarna delades in i
tre olika kategorier; tillagda, borttagna eller modifierade. Utifrån testerna från det
simulerade nätverket byggdes signaturer som identifierar orsak till föränding av funna
sårbarheter. Signaturerna användes sedan för att göra regler, vilka implementerades
i ett konceptverktyg. Konceptverktyget jämförde sårbarhetsrapporter i par för att
upptäcka skillnader. De identifierade skillnaderna försökte sedan matchas ihop med
reglerna och skulle skillnaden inte matcha någon regel så flaggas skillnaden som ”oförk-
larad”. Konceptverktyget användes slutligen för att finna orsak till förändringar i
rapporterna från fallstudien. Ramverket validerates genom att utvärdera hur reglerna
byggda utifrån det simulerade nätverket presterade för fallstudien. En domänexpert
verifierade att händelserna som presenterades och orsaken till förändringarna var
korrekta genom att analysera sårbarhetsrapporterna från fallstudien manuellt.
Slutsatser. Det är möjligt att identifiera orsak till förändringar i upptäckta sår-
barheter i sårbarhetsrapporter genom att identifiera signaturer för händelser, och
använda dessa signaturer i ett reglerbaserat system. Systemet är också möjligt att
implementera automatiskt, i form av mjukvara, för att kunna identifiera orsaken till
förändring snabbare än om det skulle gjorts manuellt.

Nyckelord: Sårbarhetshantering, jämförelse, sårbarhetsskanning, sårbarhetsrapport,
orsak till förändring.
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Chapter 1

Introduction

1.1 Introduction

Vulnerabilities in software can be discovered and exploited over time. Patching these
vulnerabilities is of great importance to keep the software secure. As the number of
devices increase, it becomes more demanding to manage potential vulnerabilities and
ensure that they are patched in an effective manner. This is especially critical for
larger companies that manage systems that can carry a large amount of vulnerabilities,
and need to keep a high standard of security. This need for finding, managing and
patching vulnerabilities on a large scale has led to the development of vulnerability
management software, which aims to facilitate this task.

Network-based vulnerability management software may help detecting vulnerabili-
ties by scanning a network and trying to find vulnerabilities on network connected
devices. The amount of collected data from these scans can be large, which makes
it hard to analyze the findings. When extracting the result from a scan, the data
is typically summarized into a report which is used to present the security threats
found. A basic historical view of these scans make it possible to show if the number of
found vulnerabilities have increased, decreased or is unchanged from previous scans.
This information can be presented as trend graphs. However, solely going by these
trends, one might focus on trying to minimize the amount of detected vulnerabilities
in the network, and view an increase of known vulnerabilities on a network as an
overall negative result. What fails to be presented is the reason of the changes in
found vulnerabilities.

The changes in a network’s detected vulnerabilities might be caused by many
different things. In order to identify the cause of change, it is necessary to analyze
the network as a dynamic entity. Otherwise it would be hard to actually attribute
what causes the trends. For instance, an increase of detected vulnerabilities could be
caused by a vulnerable service being added to a network, but could also be caused
by new signatures being added to the vulnerability scanner. Likewise, a decrease of
detected vulnerabilities could be caused by vulnerable services being patched, but
could also be caused by a service having gone offline during the scan.

In order to get a better grasp of what actually causes the change in number of
detected vulnerabilities between scans, it would be ideal if one could detect what
has changed in the state of the network between scans, and if these changes can be
connected to the changes in detected vulnerabilities. This could make it possible
to identify what, in practice, has caused the amount of detected vulnerabilities to
change, and give a better insight in how to mitigate the detected vulnerabilities.
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2 Chapter 1. Introduction

The purpose of this project is to research this concept. Can the changes of a
network be analyzed over time to discern the actual cause of emerging vulnerabilities,
and is it possible to develop a system that applies this concept in practice?

1.2 Background

1.2.1 Vulnerability management and scanning

Vulnerability management can be defined as the process of identifying and evaluating
the risks of vulnerabilities in an IT environment. The result of the evaluation is then
used as a guide on what needs to be corrected in order to mitigate the risk. If the
risk is minimal or if the risk is too costly to address in relation to its possible damage
it could be ignored. The term vulnerability management can be divided into different
sub fields, among them being vulnerability scanning [1].

Vulnerability scanning is what identifies vulnerabilities with the use of a computer
program. The majority of vulnerability scanners can be operated by a graphical user
interface which does not require high level of technical expertise. This facilitates the
process of scanning networks, and makes it more accessible to users. Vulnerability
scanners can be provided as a standalone system or through a Software as a Service
model. There are a few open source projects that includes vulnerability scanners, as
well as commercial options [1].

1.2.2 The HIAB vulnerability scanner

This study will be based on scans generated by a ”HIAB”, which is a commercial,
standalone vulnerability scanner for internal scanning, provided by Outpost24. The
HIAB utilizes a web interface for the operator to interact with.

Scans are applied and scheduled to specific target groups. These groups are defined
as specific IP addresses or ranges that the scan will cover. Several scanning policies
are available as well. This study is based on the results generated by the ”Normal
policy”, which include all implemented, non-intrusive vulnerability tests, including
port scans and service specific tests.

In order to perform a more comprehensive scan, the HIAB supports authenticating
to scanned hosts using configured SMB and SSH credentials. This allows the scanner
to test data that would otherwise only be accessed locally, such as installed software
versions, exact system information, and registry keys. The SMB authentication is
typically used for Windows based hosts, while SSH authentication is used for Unix
hosts.

The results from the scanner can be exported in several formats, one of them
being a comprehensive list of the results generated by the tests in an XML format.
See appendix A.2 for a detailed overview of the XML data structure. The XML
reports consists of four major types of information – scan meta data, host meta
data, ports and ”details”. This is illustrated in figure 1.1 below. The scan meta data
contains information regarding the scan that has been carried out, including the
version numbers of the framework used and time stamps for when it was conducted.
The host meta data contains information of each detected host during the scan.
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These are mainly identified by IP address, and include information such as platform
predictions and the number of found vulnerabilities for the host. Information about
ports is disclosed in lists specific to each IP address, where port number, platform and
service is listed for each detected port. Lastly, the ”details”, making up the largest
volume of the report, consist of the findings made by the tests of the vulnerability
scanner. The details can range from informative, for example listing installed software,
to describing known vulnerabilities and solutions.

main
reportinfo

hostlist
portlist

detaillist

Figure 1.1: Brief illustration of XML report structure.

Outside the XML format, the scanner can also present the result directly using
the web interface. Results shown in the web interface can be filtered and modified
to the operator’s needs by customizing the columns. There are some graphical
representations available to illustrate the report, including:

Solutions - gives a pie chart that shows top 10 solutions in order to mitigate
vulnerabilities.

Overview - gives a bar chart on vulnerability families, found ports and risk levels.
Trend - gives a trend of number of found vulnerabilities over time.
It is also possible to export the reports as rich text reports if needed. It is possible

to set the complexity of information depending on its audience and functionality.
Management - provides a brief summary of the vulnerabilities found and a

graphical overview of risks, findings and top solutions.
Summary - provides the required information for any IT department which

includes executive summary, target summary and report information.
Detailed - this is the report level used in this thesis. Provides technical informa-

tion in depth which includes targets, CVSS, findings. Aimed for security consultants
or system administrators.

The goal of the analysis framework proposed in this study is to complement the
existing presentation options for data, in order to give a better insight into what
changes between scans.
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1.3 Aim and objective
When comparing vulnerability scans of a network, the result is commonly presented
as a trend of how many vulnerabilities have appeared, disappeared, or remained over
time. This does however not take the cause of the changes of number of vulnerabilities
into account. The aim of this study is to prototype and examine the possibility of
developing an approach for comparing and analyzing these scans, with the goal of
identifying and presenting what has caused the number of vulnerabilities detected on
the network to change over time.

The following research questions will be focused on:

• Research question 1: How can comparisons of network vulnerability scans from
different points in time be used to identify what events caused changes of the
state of vulnerabilities in a network?

– How can changes in vulnerabilities be tied to specific root causes?

– How can hosts be identified between scan reports?

• Research question 2: How can these comparisons be automated to create a
system for identifying and attributing changes in vulnerabilities to specific
actions made on the network over time?

The sub questions to the first research questions identify specific sub problems
that would need to be addressed to answer the main question. In order to make a
meaningful comparison between scan reports to identify events on a per host level, it
is important that specific hosts can be identified between scan reports even if some
characteristics of the hosts may change. Similarly, tying changes in vulnerabilities to
specific root causes would be critical to identifying the cause of changes systematically.

The first research question will be answered through a case study consisting of
three scan reports describing an internal company test network over a period of three
months. As the data in the case study may be too limited to draw generalizable
conclusions, and as the data does not describe the actual root cause of changes, this
will be supplemented by the analysis of scan reports generated from an additional,
simulated test network with controlled changes. The case study and results from the
additional test network will give insight in what kind of information the reports may
contain, suggest if there are consistent, traceable patterns between scans to identify
changes, and highlight potential shortcomings in the studied report formats in case
sufficient information is not available. This will inform how consistent comparisons
between reports can be made, and what information such comparisons could build
upon.

The second research question will be answered through the attempted development
of a proof-of-concept tool, building on the conclusions made from the first research
question. The tool will attempt to detect events which has changed the state of the
network, and try to attribute changes in detected vulnerabilities to specific events,
generating a comparison report. The tool will be evaluated by letting it analyze and
attempt to explain the changes between the three scans of the case study. The results
will be verified by confirming that the events described by the tool matches up with
the actual evolution of the network between the scans. The performance of the tool
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may suggest the validity of an automated approach for correlating changes between
scan reports, and may highlight potential shortcomings with the chosen approach.

1.4 Contribution
The contribution of this study will be to propose a framework for analyzing existing
scan reports from different points in time, in order to identify what events may have
occurred between the scans and attempt to attribute any changes in vulnerabilities
that may arise to the events that may have caused them. The goal of this framework
is to support decision making for vulnerability management by presenting the reason
for changes in detected vulnerabilities in a clear and intuitive way.

No previous works have been found which aim to identify changes in the detection
of individual vulnerabilities between reports and attribute those changes to specific
root causes. The contribution of this study is to fill this research gap by proposing
a rule-based framework for identifying changes and their root causes systematically.
Possible improvements of the framework is also discussed, in order to provide a basis
for further studies in this field.

The framework is additionally implemented through a proof-of-concept tool to
evaluate its performance.

1.5 Delimitations
There could be numerous causes for hosts on a network that would generate changes
in the vulnerability scan report. Therefore, this study will focus on a specific subset
of cases. The specific cases to be investigated are listed below. These test cases are
chosen to represent realistic events that may impact the content of the vulnerability
scan report.

1. External scans

(a) Host active or not responding

(b) Software service active or or not active

(c) Port forward enabled or disabled

2. Internal scans

(a) Host active or not responding

(b) Software service active or not active

(c) SMB/SSH authentication successful or failed

(d) Authentication with registry access (Windows only)

Furthermore, this study is limited to scan data collected using the HIAB vulnera-
bility scanner. However, the methods may be applicable to data collected by other
vulnerability scanners, as long as similar data is provided.





Chapter 2

Related Work

No previous studies were found which directly try to solve the issue investigated in
this study, mainly the analysis of historical network scans to identify the cause of
changes in existing reports. However, several studies have been conducted discussing
the temporality and changing of vulnerabilities over time, mainly from the perspective
of attack graphs, which predict the theoretical attack paths of an intruder through a
network, and how they may change over time.

Noel et al. [2] proposed an automated system for determining the attack graphs
of a network. The attack graphs would be used to predictively model possible attack
paths within a network environment, as well as correlate known events and intrusions
to these predictive models. The tool was built to gather information about firewall
rules, network topology, vulnerabilities and host configuration, as well as dynamically
handle and visualize changes of attack graphs over time [2].

When it comes to studying the changes of attack surfaces and vulnerabilities over
time, Bopche and Mehtre [3] evaluated how different graph distance metrics could
be applied to attack graphs. The authors claim that the graph distance metrics
proposed in the study could be used to identify which underlying security events are
responsible for the change in the attack surface of the network. This could be used
to identify and mitigate high risk hosts and vulnerabilities [3].

Similarly, Abraham and Nair [4] proposed a model for predicatively evaluating the
security risk of an network by taking temporal aspects of vulnerabilities into account
when performing attack graph analysis, such as exploit availability and patch state.
A non-homogeneous Markov model was used in order to assess security attributes.
Their framework calculates the Markov chain based on the exploitability and the
impact, but also combining it with temporal trend of the vulnerability. The temporal
trend is calculated by using a vulnerability life cycle model [4].

Yusuf et al. [5] observed how security metrics change in dynamic enterprise
networks and present them by using graphical security models. Their research is
based on topology changes, vulnerability changes and updates of applications and
services. They discovered that security metrics that already exists responds differently
to changes when observed over time. An other discovery was that if the attack paths
were unchanged then the security metric was also unchanged [5].

Almohri, Watson, Yao and Ou [6] has presented a probabilistic model to calculate
the the probability of success in attacks. This work in particular focused on the
dynamic properties of networks, and the possibility of hosts and networks services
being added or removed from the network. The uncertainty of devices being available
or not was modeled through an extension of the attack graph to include attack paths

7



8 Chapter 2. Related Work

from mobile devices, with a statistical model representing the likelihood of a device
being offline [6].

A recent survey of graphical security models have been conducted by Hong, Kim,
Chung and Huang [7], focusing on computational complexity, potential application
and tool availability for recent models. Some challenges regarding using graphical
models for security analysis of dynamic networks are also mentioned, including
the requirement to synchronize host changes such as firewall settings and network
configuration with the graph model.

While these studies have investigated changes of vulnerabilities and network
topology or configuration over time, they have all been based on graph models. In
contrast, our study focuses on vulnerabilities as independent entities, and aims to
propose a system to historically aggregate what has changed in the topology and
vulnerability state of a network.

Outside attack graph based studies, Awan, Burnap and Rana [8] proposed a
framework that evaluates the vulnerability risk of network devices in real time, and is
able to identify ”hot spots” where risks commonly appear. This could make it possible
for an administrator to get an overall view of network’s activity, as well as identify
parts of the network that may pose a higher risk [8]. However, this study focuses
on real-time analysis and monitoring of network traffic rather than correlating data
between existing scans.

Goel and Mehtre [9] proposed a cyber defence technology which consisted of Vul-
nerability Assessment and Penetration Testing (VAPT). They described vulnerability
assessment as a scanning process to find weaknesses and loopholes in a system, in a
software or in a network. In Goel and Mehtre’s report they presented a nine step life
cycle of VAPT with explanations to each step [9]. Although the focus of Goel and
Mehtre’s research was to prove a cyber defence technology there are similarities in
the life cycle of VAPT to the process of vulnerability management.

There has been research concerning signature based detection in network security
where Li et al. [10] discuss several different signature based detection technologies.
In their report they mention static detection where the signatures are created by
collecting samples of the interest. Other technologies mentioned are behavioral
detection, integrity detection, next generation firewall and network situation awareness.
Behavioral detection is when the signatures are created by examining the interest’s
behavior in a controlled environment. Integrity detection calculates hash values of
new files and if the hash value has changed, it alerts that the file has been altered.
Next generation firewall utilizes an advanced processing engine that enables deep
insight into the network flow in order to provide threats in the application layer.
Network situation awareness provides network supervisors with an understanding
of how the security state of the network is [10]. Of the different signature based
detection technologies presented, it may only be suitable to use the static detection
technology in this study, as the other technologies are not applicable.

A study done by Bailer and Horti [11], they pointed out difficulties when deter-
mining differences in structured metadata documents such as XML. It is mentioned
in their report that there are several ways of measuring differences in metadata
documents. The focus of their research was to evaluate different tools for calculating
differences in XML documents where their contribution was a way to make the output
from these tools less noisy by using time-aligned metadata [11].
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By comparing historical changes in vulnerabilities Last [12] has proposed a method
of how to predict when and where new vulnerabilities will occur. This was done by
analyzing historical data from the National Vulnerability Database with regression
statistical models. The experiments was conducted with established machine learning
methods and resulted in the proposed method could predict vulnerabilities better
than other methods [12]. The study aimed at forecasting vulnerabilities by comparing
historical data. While not directly connected to identifying the cause of changes that
have already occurred, similar research could be integrated with this study to predict
cause of change in found vulnerabilities.





Chapter 3

Method

3.1 Case study

In order to identify the structure of the reports, a case study was initially performed on
data provided from internal test network scans from Outpost24. The data consists of
an XML report where the raw data from the vulnerability scan has been reinterpreted
into vulnerability findings. However, some so called ”informational” rules are available,
which are not tied to specific vulnerabilities, but give more general information about
the scanned system. These may include lists of installed patches and installed software,
if available.

The data was provided as three internal scans from different points in time from
an internal test network. While it is representative of the problem of correlating
data between reports, and could be studied to understand the structure of the report
format, only using this initial data seemed insufficient for the purpose of this study.
Specifically, the goal is to identify the root cause of changes detected in the scans,
and the data from the case study contained no information about what actually has
changed between the conducted scans to draw conclusions from. Therefore, in order
to make it possible to better verify the results of this study, and more accurately
tie specific changes to specific root causes, a simulated test network was created.
This network can be used to simulate different network events, and perform scans
specifically to identify what has changed between events. This acts as a supplement
to the original case study. The network itself is a simple flat network architecture,
with a mix of Unix and Windows hosts.

3.2 Simulated test network

The simulated test network consists of four virtualized hosts, as well as a virtualized
router. Also connected to this network are two HIABs, one external, connecting from
the router’s egress interface, and one internal, located on the same internal subnet
as the other machines, without any active firewalls. The external HIAB can only
access hosts on the internal network through NAT port forwarding from the router’s
external interface.

In order to simulate a small scale network, five services were chosen, based on
a top 10 of common network services presented by Outpost24 (See appendix A.1).
Based on this,the decision was made to focus on host services, and chose to include
the following services on the network:

11



12 Chapter 3. Method

• HTTPS/HTTP

• SSH

• SMTP

• FTP

Note that the services are mainly used for the sake of populating the network in a
way representative of a small scale network, and the specific services chosen should
not directly affect the results of the study. The experiments mainly revolve around
presence or absence of network services, which should be independent to the actual
details of the implemented services, as long as they can be enabled and disabled.

A VPN service was also configured on one of the Unix hosts in order to facilitate
reaching the internal HIAB from a host not participating in the virtualized test
network.

As an overview, the network consisted of one Ubuntu host running FTP, SMTP
and VPN services, another Ubuntu host running SSH, HTTP and HTTPS services,
as well as two desktop Windows hosts. Two scanner hosts, ”HIAB”s were present,
one internally on the network and one externally. An overview and topology of the
network is presented in figure 3.1. The Ubuntu hosts were running version 16.04.4,
and the Windows hosts were running Windows 10 Version 1709.

Router <<name>> 

<<name>> 

Network
traffic

Legend

  
 

FTP 
SMTP 
VPN 

  
 

  
 

SSH 
 HTTP 
HTTPS 

  
 

  
 

Router
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Figure 3.1: Topology of the simulated test network.
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3.3 Data collection

All hosts were virtualized using Virtualbox. At the start of each test session, a baseline
snapshot was taken of each host that would be directly affected by the tested change.
A baseline scan was then performed using the HIAB scanner. Once the baseline was
complete, changes were applied for the test and the network was rescanned. The hosts
were restored to their baseline snapshots after the test scan had been performed.

The following tests were performed:

1. External scan (Using external HIAB)

(a) Host active or not responding

(b) Service up or down

(c) Port forward enable or disable

2. Internal scan (Using internal HIAB)

(a) Host active or not responding

(b) Service up or down

(c) Authentication successful or failed, SMB and SSH

(d) Authentication with registry access (Windows only)

The scans were exported using the XML report format, and were directly compared
to their respective baseline scans to determine what had been changed in the reports
between scans.

Tests 1a and 2a were performed by powering of a host, in order to stop the scanner
from reaching the host. The tests 1b and 2b were performed by stopping a service
on a host – such as a web server – in order to stop the scanner from communicating
with that service. Test 1c was performed by turning of the port forwarding for a
service in the router, making network connection to this service being blocked by the
router’s firewall. For test 2c, incorrect credentials were supplied for the vulnerability
scanner, making authentication for scanner back-porting fail. Test 2d was performed
by disabling access to the registry on a Windows host, restricting the scanner from
gathering registry data through the back-porting.

In addition to the cases mentioned above, it would seem relevant to test the
effects of software being updated, downgraded, installed or uninstalled. However, this
would likely generate a diverse set of results depending on what software and software
version has been affected, and what it has been changed to. Upgrading software may
patch a known vulnerability, but it may also leave known vulnerabilities unaffected,
and would likely vary on a case to case basis. As such, these changes are not tested
in this study, as the conclusions drawn from those tests would likely not be reliable
to extrapolate to general cases.

There might however still be value in identifying when software has been added,
removed or had its version number changed, as it could be used as material for
further analysis. As such, changes in installed software could be identified in the
proof-of-concept tool when applicable.
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Note that the scanner is typically continuously updated with new scanner rules
and scan engine releases. In order to eliminate the risk of scanner updates introducing
unexpected changes to the results, the scanner was not allowed to access the update
server or download new rules. When rules needed to be loaded into the scanner – such
as when first setting up the system – an offline update procedure was used, where a
specific update package may be loaded into the scanner manually.

3.4 Validation of method and results
The knowledge gained from analyzing the reports from the case study and the reports
from the simulated test network will be validated by ensuring that there is an internal
consistency in the results. This means that the conclusions drawn should be applicable
to repeat runs of the same test case, and that the conclusions should be sound with
regards to the data already provided about the discovery details. For example, most
details have a ”description” and ”information” field which describe their purpose.
These description should indicate that the field is intended to be used for the purpose
utilized for the analysis. In case our conclusions were inaccurate, it would likely
conflict with these descriptions, present events that would not be accurate with the
actual state of the network between scans, or generate inconsistent reports.

The performance of the proof-of-concept tool – and by extension, the rules it’s
based on – is measured by letting it compare the reports from the case study. This
will list details it succeeds to attribute to specific events, and which details it fails
to tie to specific events. The proof-of-concept tool and its static ruleset is based on
the results from the simulated test network. As such, evaluating the rules using the
case study provides a degree of separation between training and testing data. The
static rules were not written based on the changes detected in the case study, and
were rather based on the data from the new test network.

The validity output will be additionally verified by letting a domain expert compare
the output of the tool with their manual analysis of the changes between the scan
reports, with regards to added, moved and modified elements.



Chapter 4
Results

4.1 Case study

4.1.1 General observations

The data for the initial case study was received from an internal test network from
Outpost24. The data consisted of scan results gathered from 11 hosts, with what
appeared be significant changes between scans.

One early discovery was that the results appear to vary greatly depending on if the
scanner was able to authenticate to the scanned machine or not. A table of the platform
identification results with and without successful SSH authentication is seen in table
4.1. As demonstrated in the table, the scanner returns more detailed information
about the platform when authentication has been successful, compared to when it has
failed. The state of SSH authentication was identified using a ”SSH Authentication
Success” detail, which appeared to not be present when the authentication had failed
in these scans.

IP Platform identification with
SSH authentication

Platform identifica-
tion without SSH
authentication

Scan date 2017-12-13 Scan date 2018-01-24
192.168.0.236 CentOS 7.4.1708 Unix
192.168.0.237 Oracle Linux 7.4 Unix
192.168.0.238 CentOS 7.4.1708 Linux
192.168.0.239 CentOS 6.9 Unix
192.168.0.242 Red Hat Enterprise Linux 7.4 Unix
192.168.0.244 CentOS 7.4.1708 Linux
192.168.0.245 CentOS 7.4.1708 CentOS
192.168.0.246 Ubuntu 16.04.3 Ubuntu
192.168.0.251 Debian 9.2 Unix

Table 4.1: Platform identification on hosts with and without SSH authentication.

Likewise, the three scans demonstrated that the number of details reported in
each scan report varied greatly between scans, as seen in figure 4.1. Details consist
of either informational data – labeled ”info” – or vulnerabilities – ranked in severity
from ”low” to ”high”. On the other hand, the number of open ports remained largely
the same, as presented in figure 4.2.

15
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Figure 4.1: Risk levels of found details on the company test network.
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Figure 4.2: Number of open ports on the company test network.

What can be said from figure 4.1 is that there are significant differences in the
content of the reports from different scans. However, no information was provided
that explicitly describes what had been changed in the network topology between the
scans, and what could have been the cause to these changes.

Note that these XML reports do not contain raw data, but are generated by the
tests performed during the scan, and as such, the data is one step removed from the
actual state of the hosts of the network, and has been generated by the tests. Basing
any analysis on this data relies on the assumption that the tests are consistent and
correct in their representation of the network. Basing scans on this result is limited
to the data available in the reports. Data which is not included in the reports, such
as MAC addresses, are not available for analysis.
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4.1.2 Parsing the information field

The ”information” field of a subset of details of the reports appears to contain a list
of reasons for why the detail has been identified. These fields start with the string
”This vulnerability was identified because” followed by a numbered list of reasons for
why the vulnerability has been detected. An overview of the encountered reasons
are presented in figure 4.3. Cross-referencing the information in this field with the
information found in the informational detail ”Products installed” indicates that most
of these variants all rely on data encountered in the ”Products installed” table. The
only exception being the AMD64 architecture field. It was not possible to identify
any information in the report which could be cross-referenced to this architecture
value, however.

The ”Products installed” detail in itself consists of a HTML table listing the
product name and version number for detected software on the system. In the case
of packages, the platform is also specified.

This vulnerability was identified because

the detected version of product, version, rule

the detected version of the ’package name’
platform package, version, rule

product was detected

Microsoft Windows does not have the following
patch/patches installed: list of patches

Microsoft Windows is running on the AMD64 machine architecture

Figure 4.3: Encountered variants of the ”information” field describing vulnerability
identification.

This finding indicates that one could attribute changes in some details to the
reasons they were detected by cross-referencing the data in the information field with
the list of installed products and version numbers in the ”Products Installed” detail.
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4.1.3 Identifying devices on network

A sub problem to the challenge of detecting changes in the state of hosts is how to
reliably identify hosts between scans. Going through the properties assigned to hosts
in the scans exported from the company test network, a handful of candidates were
selected which could possibly be used for identifying hosts:

• Target name

• NetBIOS name

• Hostname

• IP address

The target name is an optional way to set names to targets. This can be done
before scanning in the ”Maintaining Target” window, where the requested name is
filled in the ”Host Name” field. The name is then mapped to the IP address of the
target rather than the actual target as can be seen in figure 4.4. Because the target
name is optional, makes it unsuitable as an identifier. Additionally, it also appears to
be tied to specific IP addresses, and not host devices, which relies on the IP address
being constant. This was verified by setting the target name on a host, and then
changing its IP address. The target name did not transfer to its new IP address.

Figure 4.4: Option to specify the name of the target.

The NetBIOS name, mainly available on Windows hosts, may or may not be
unique, as it can either be a group name or a unique host name. The group name is
used when a NetBIOS process is communicating with multiple computers or processes,
while the unique name is used when communicating with a particular computer or
process [13, 14]. HIAB utilized the NetBIOS unique host name when scanning host,
although the unique name and the group name are both presented in the detail
”NetBIOS Name Enumeration”. Additionally, this field may not always have available
information, in particular for hosts not relying on NetBIOS, such as some Unix
systems.

Local hostnames could possibly be used, and appears to exist as a property in
the XML files, but it is not specified in the studied scans. Using this as an unique
identifier would rely on that hostnames are not changed, and that the hostname is
available for the scanner to read.

All devices have an IP address, but DHCP (Dynamic Host Configuration Protocol)
or a similar scheme for dynamically allocating IP addresses may result in the address
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changing between scans. Thus, even IP address may be unsuitable as primary
identifiers of devices. Of note, however, is that the scan structure uses the IP address
to identify hosts on a per-scan basis, as the IP address is what specifies on which
hosts a test result was returned, and on which host a port was open.

It would likely be of value to add extra identifying information to the scan results
if a change tracking system were to be implemented. Hardware MAC-addresses could
be suited for this purpose, being globally unique identifiers, but may still be changed
through software or hardware replacement. Recommendations from IEEE is that
for every device connected to a LAN should have its own uniquely set MAC address
[15]. As can be seen from figure 4.4 it is possible to supply the MAC-address of the
target, but this information is not available in the XML-report. A drawback with
MAC-addressing, however, would be that it is commonly not accessible if the scanner
needs to traverse a router to access the scanned hosts.

With none of the other candidates being guaranteed to be specified for all hosts in
the scan reports, the decision was made to rely on the IP addresses to identify hosts
between scans. This might not be ideal in cases were DHCP is used, however. Further
work would likely need to be done to add unique and consistent host identifiers to
the scan reports.

4.2 Interpreting changes in test data
Several scans were conducted on the simulated test network, in order to identify
what consequences changes of the hosts of the network have on the reported results.
Baseline scans of the network were gathered, as well as scans with the changes applied.
The process is described in detail in section 3.3.

The results were exported from the scanner in an XML format, and then parsed
using custom made Python scripts. The main points of focus were the detected ports
for each host, as well as which ”details” had been added, removed or modified. A detail
was considered to be modified in case its ”information” field did not equal between
the scans. This field was chosen as it appeared to contain detailed information about
what the detail had detected.

Table 4.2 and 4.3 contain descriptions of identified changes in the scan reports
that could be used to identify a specific event (a signature) and a description of how
the rest of the scan results might have been affected (consequence of event).

Signatures were chosen by identifying suitable informational details – or other
properties – which had been modified by, and could be directly linked to, the underlying
change in the hosts of the network.

The following procedure was used to determine suitable signatures for an event:

1. Generate a list of details which have been added, removed or modified in
comparison to the baseline scan, as well as ports which have been added or
removed.

2. Filter out any changes which are either not expected to generally appear for all
affected hosts, or are directly unrelated to identifying the specific event. For
example, an Adobe Flash related vulnerability no longer being reported is not a
suitable signature for the event of a host being turned off, as this vulnerability
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would not be expected to be present for all hosts which can be turned off, and is
clearly reporting an aspect that is not directly tied to the state of the machine
being turned on or off.

3. Compare the detected changes between each host affected by the tested event.
Filter out any changes which do not reliably appear for all tested hosts.

4. Of the remaining changes in ports and details, select changes with a clear
link to the tested event as candidates for signatures – if available. Prioritize
informational details, as these exist to give information about the affected system.
For example, an informational detail regarding the state of SSH authentication
may be a suitable signature for the event of SSH authentication failing.

Some changes were occurring reliably for hosts affected by a specific event, but
were not suitable to be used as direct signatures. These changes were listed as
consequences the specific events, as this information can be used to map changes in
detected vulnerabilities to events which have been identified using the signatures.

Overall, signatures and consequences were identified for all test cases. However,
all test cases for the external network resulted in the same changes in the report,
mainly that previously open ports were not discovered. As such, the specific test
cases could not be told apart.

The results of the test cases are presented in full in table 4.2 and 4.3. The
references to details being added, removed or modified are used to identify specific
changes identified for the affected host between the reports.

Internal scan

Test case Signatures Consequence of event
Host turned off The details ”OS Detection”

and ”Trace route” are removed
for the host.

No details or vulnerabilities
detected. Only ”No ports
found” and ”Test tracking in-
formation” details listed.

SMB authentica-
tion failure

Detail ”SMB Supplied Login
Credentials Failed” added on
failure. If succeeded the detail
”SMB Supplied Login Creden-
tials Success” is added instead.

Changes in ”OS detection”
and ”Products Installed”. The
detail ”Patches installed” is re-
moved. Windows hosts get
identified as generic Unix plat-
form. Only OpenSSH is de-
tected as an installed product.
Likely from port, as port 22 is
active and detected.

Service down The port associated with the
service is no longer detected

Related details missing. De-
tails have a ”portinfo” field,
which can be cross-checked
with disappearance of port.
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Test case Signatures Consequence of event
SSH Password
changed

Detail ”SSH Authentication
Failed” added on failure. If
succeeded the detail ”SSH Au-
thentication Success” is added
instead.

Changes in ”Products in-
stalled”, ”OS Detection” and
”Backported software”. Is un-
able to pinpoint exact OS ver-
sion, reports Ubuntu instead
of Ubuntu 16.04.4. Some
Ubuntu details not listed.

SMB file sharing
enabled

Ports added: TCP 445,
TCP 135, TCP 139, UDP
137. Adds the details ”Net-
BIOS Name Enumeration”
and ”SMB Login Information”.

Possible SMB vulnerabilities
added, as well as DCE service
listings.

SMB completely
configured

Adds ’the details ’Patches In-
stalled”, ”SMB Host Password
Policy” and ”SMB Supplied
Login Credentials Success”

Changes in ”Products
intalled”. Identifies in-
stalled products other than
OpenSSH, identifies the host
as Windows instead of Unix,
and adds Microsoft related
vulnerabilities.

HIAB software
update

Changes in the ”framework”,
”core” and ”scripts” values of
the report metadata.

Could cause arbitrary changes
in reporting. Hard to track.

SMB Registry ac-
cess

”SMB registry access” is added
upon failure

A subset of Microsoft details
removed.

Table 4.2: Signatures and consequence of change in inter-
nal scans.

External scan

Test case Signatures Consequence of event
Host down All cases mainly result in

changes in detected ports. No
distinguishing information
between cases.

Details related to ports or
services missing. Details have
a ”portinfo” field, which can
be cross-checked with
disappearance of port.

Port forward
down
Service down

Table 4.3: Signatures and consequence of change in exter-
nal scans.
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4.3 Proof of concept tool

4.3.1 Implementation

The proposed framework is a rule-based approach to automatically detect changes
in the network state between vulnerability scans, as well as try to attribute which
vulnerabilities may have changed with each scan. The approach builds on calculating
the difference between two XML reports. That difference is fed to a rule-base system
which tries to identify what events have happened in the network, and which detection
details can be attributed to be caused by each event. The framework was written in
Python.

Initially, provided XML files are parsed to a MongoDB database in order to
facilitate making queries to specific results. Each element of the XML file, such as
report meta data, host meta data, detected ports and detection details are saved in
their own database collection. Unique scan IDs are used to tie each database entry
to a specific scan, and IP addresses are used to tie database entries to specific hosts,
as is done in the XML file. In addition to translating the XML into a MongoDB
document structure, the parser also identifies and parses certain ”information” fields,
such ”information” fields containing HTML tables, or fields describing reasons for
detection as described in section 4.1.2. This means that these aspects of the reports
can also be analyzed programmatically. The ”information” fields containing reasons
for detection in particular are parsed using a series of regular expressions to extract
the product, platforms and version numbers they are tied to.

A module for calculating the differences between the reports, ”diff”, was imple-
mented, based on the parsed documents stored in the database structure. The module
is able to identify added, removed and modified details, as well as added, removed
and modified hosts, modified fields of the report metadata, and added or removed
ports.

Reports are compared in pairs. A feature of a report is considered added if it did
not exist in the previous report and removed if it existed in the previous report, but
no longer is present. Entries are considered modified if fields related to the entry have
changed their values between reports. Ever-changing values such as scanning time
stamps are ignored when determining if a feature has been modified, in order to keep
down noise from constantly changing fields, and to identify when non-guaranteed
modifications have been made.

The ”diff” module is in turn used by the analysis framework. The analysis
framework runs a set of rules in order to identify changes that have occurred on the
network, as well as register which details may have been effected by these events. The
rules are mainly based around the results of the test cases presented in section 4.2.
Additional rules are built on the parsing of the information field presented in 4.1.2,
and by cross-referencing the port specifications in the ”portinfo” field with added or
removed ports. The output of running these rules on the calculated difference between
two scans is a set of identified events that have changed on the network, as well as
which details may have been affected by each event. Lastly, any changed details
which have not been attributed to a specific event are registered as ”unexplained”
and presented separately. A complete list of the implemented rules can be found in
appendix A.3.
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The rules are also supplemented with a CSV file containing extra data about
known vulnerabilities, such as the time when the check for a vulnerability was created.
This time stamp can be used to identify if a vulnerability check has been added
between two scans, simply by checking if the time stamp for creation of the check
falls between the time stamps of when the first and second scan updated their rules.

Figure 4.5: A screen shot of an HTML report generated by the proof-of-concept tool.
The report shows a simulated test case where SMB authentication fails for two hosts.

The result of the analysis framework can be presented in rich HTML reports. An
example of such a report is presented in figure 4.5. Changes in details are listed with
the symbols ”+”, ”-” and ”*”, which correspond to to added, removed and modified
details respectively. The large numbers next to the detail names are numeric detail
IDs.

The output from the rules are divided into several categories:

• Availability - Detects if hosts are added or removed in the report, and if they
are present on the network

• Rule changes - Detects if new scanner rules have been added
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• SSH authentication - Detects if SSH authentication is present, has succeeded or
failed

• Port changes - Detects if UDP and TCP ports have been opened or closed

• Software changes - Detects changes in installed software

• Patch changes - Detects changes in installed patches

• SMB filesharing - Detects if SMB filesharing is enabled on Windows hosts

• SMB registry access - Detects if SMB authentication can access the Windows
registry

• SMB authentication - Detects if SMB authentication is present, has succeeded
or failed

• Scanner changes - Reports general changes in scanner software

Only categories which are tied to detected events are displayed in the HTML report.
An overview of the execution flow and data flow of the framework is presented in

figure 4.6.
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Figure 4.6: Execution flow and data flow for the proof-of-concept tool and its modules.

4.3.2 Returning to the case study

The proof-of-concept tool was used to analyze the scans of the company test network
from the case study, as previously presented in section 4.1. The first scan was compared
with the second (hereafter called ”Pair 1”), and the second scan was compared with
the third (hereafter called ”Pair 2”). Events related to availability, ports, scanner
rules, installed software and SSH authentication were detected on both scans. Figure
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4.7 and 4.8 presents the total number of explanations for each category, as well as how
many changes remained unexplained. More detailed statistics are presented in table
4.4. In this table, ”Total details unique per host” refers to the sum of the number of
changes in details found for each host. This means that changes in details that occur
on multiple hosts are counted multiple times, once for each affected host.
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Figure 4.7: Number of explanations for changes per event category between the
November and December scans (Pair 1).

Pair 1 Pair 2
Total explanations 940 442
Total explained details unique per host 447 276
Explained details 442 179
Total unexplained details unique per host 107 127
Unexplained details 67 51

Table 4.4: Explained and unexplained changes between the scan pairs.

As the static rules used by the tool are based on the simulated test network, the
results of analyzing the reports from the case study may be used to evaluate the
performance of the rules when applied to a different network environment than the
ones they were built from.

Of note from the statistics presented in 4.4 is that the total number of explanations
made by the tool is significantly larger than the total number of unique explained
details per host. This means that several changes in details may be explained by
multiple events. This is especially true for changes related to installed software, as
the detection of a certain vulnerability may depend on several software packages. If
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Figure 4.8: Number of explanation for changes per event category between the
December and January scans (Pair 2).

more than one of the software packages a vulnerability depends on is modified, the
same detail will have multiple explanations reported by the tool.

Such an example can be seen with the ”Ubuntu: Linux kernel (Qualcomm Snap-
dragon) vulnerability” which has an information field stating:

This vulnerability was identified because (1) the detected version of Ubuntu,
14.04, is less than or equal to 14.04.* (2) the detected version of the ’linux’
ubuntu package, 3.13.0-32.57, is less than 3.13.0-87.133

This detail is reported twice as a removal in the analysis, as the affected host
shows changes both in the version number of Ubuntu, as well as the version number
of the ’linux’ package. The detail relies on the presence of specific versions of both of
these packages, which means that both events may be valid explanations to why this
detail was removed.

It is also of note that a significant number of details could not be explained by
the tool, with a total of 107 details remaining unexplained per host in scan Pair 1,
and 127 details being unexplained per host in Pair 2 (see table 4.4). Some of these
are informational details that are not accounted for by the rule set, such as notifiers
that no open ports are detected, but some are changes in vulnerabilities that have
been detected, but which our tool has not been able to explain. As seen in table
4.5, the comparison of Pair 1 had 67 unexplained details in total, of which 12 were
informational. Of the 51 unexplained details in Pair 2, 17 were informational.
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Risk Pair 1 Pair 2
High 34 6
Medium 2 20
Low 19 8
Informational 12 17

Table 4.5: Number of unexplained details for each risk level. Risk levels are provided
as reported by the HIAB scanner, where ”info” refers to informational details.

For an example of a vulnerability that the tool has failed to explain, the vulnera-
bility ”Debian: SQLite Multiple Security Vulnerabilities” is added to the second scan
while not being present in the first scan. The information field for the detail informs
that:

This vulnerability was identified because (1) the detected version of the ’sqlite3’
debian package, 3.16.2-5, is less than 3.16.2-5+deb9u1 (2) the detected version
of Debian, 9.2, is equal to 9.*

The vulnerability was also detected through port 22. However, port 22 was
online on the affected hosts on both scans, and along with Debian 9.2 and sqlite3
version 3.16.2-5 being listed in the ”Products installed” for the host on both scans.
Additionally, the vulnerability does not seem to have been added between the two
scans being conducted, as it has a ”Check added” timestamp of 2017-07-11 13:31,
and the first scan was based on a ruleset from 2017-11-20 20:38. As such, the check
should have been added more than three months before the scan was conducted. In
other words, there are no apparent reasons for why this vulnerability is added to
the second scan, going by the provided data. It is possible that this vulnerability,
and vulnerabilities like it, could be explained with additional data, but the data
currently available in the scan reports does not appear sufficient to explain why this
vulnerability has been added between the two scans.

In general terms, the reporting tool reports the following changes for the two scan
pairs:

• Pair 1

– Two previously offline hosts are now reachable and present on the network,
accounting for 19 added details. One host is removed from the scan, with
no consequences in details.

– SSH and HTTP ports are opened on the hosts that were previously offline,
accounting for 12 details being added. RPC, SNMP and NFS ports have
been closed on another host, accounting for 6 details being removed.

– New scanner rules have been created, accounting for 33 added details.

– Ubuntu has been updated from 14.04.5 to 16.04 on one host, removing 375
details, adding 44 and modifying 12.

– SSH authentication succeeds for the host on which the SSH port was
opened, adding information about Products Installed.
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• Pair 2

– Two previously unseen hosts have been added to the scan, accounting for
35 added details.

– Open ports have changed on two hosts without any consequence in detected
details.

– New scanner rules have been created, accounting for added 35 details in
total.

– Nine hosts have lost SSH authentication, likely resulting in lost accuracy
for Products Installed and OS detection.

– 36 software packages are no longer registered, accounting for 332 possible
explanations for removed details. The affected hosts are the ones with lost
SSH authentication.

Note that in figure 4.7 and 4.8, all explanations for changes are counted. Changes
can be counted multiple times if they can be tied to multiple causes. The summary
above recounts the number of details which have changed, which will be smaller than
the total number of possible explanations.

The generated reports from comparing the scans in the case study, as well as
the general description presented above, was provided to a domain expert to verify
the validity of the detected events and their effect on the detected vulnerabilities.
The results presented by the tool reportedly matched up with the domain expert’s
personal interpretation of what had occurred on the network. Note however that the
domain expert did not have access to the actual scanned systems. Their validation
was based on manually comparing the scan reports to cross-check that the changes
reported by the tool were accurately based on changes in items between reports.
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Analysis and Discussion

5.1 Answering research questions
In this section, the intention is to answer the research questions posed in section 1.3.

Research question 1: How can comparisons of network vulnerability scans
from different points in time be used to identify what events caused
changes of the state of vulnerabilities in a network?

Through the analysis of the scan reports from the case study in section 4.1, as well
as the simulated test network presented in section 4.2, several ways of detecting and
explaining changes in the state of vulnerabilities on a network have been identified.

General changes between the reports can be identified by extracting the difference
between the reports, focusing on discrete elements that have been added, removed or
modified between the scans, such as identified hosts or even specific discoveries.

Sub-question 1.1: How can changes in vulnerabilities be tied to specific
root causes?

Changes in detected vulnerabilities could in most cases be tied to an assumed
root cause. This was done by parsing the human-readable explanations for why a
discovery was made, (section 4.1.2) – in the case of discoveries made due to specific
software installations –, by looking up specific entries directly tying discoveries to
specific ports – in the case of discoveries detected through port based services –, or by
building up a knowledge base of network events and what details each event may be
indicated by, and which discoveries it may detect – as shown through the simulated
cases in the case study (see section 4.2).

Extra information could also be pulled in from external files, such as using the
dates for when a scanner check was added to vulnerability database to determine if
the check had been published between the date of the two scans.

The solutions presented above were however most easily applicable for internal
network scans. When scanning from outside a NAT-translated network with services
port forwarded, the scan report did not offer sufficient granularity to determine the
state of the hosts on the internal network. It only presented if ports were open or not
(see table 4.3). As such, no deeper explanations could be made than that the ports
were opened or closed. To the scanner, there appears to be no discernible difference
between a host being online or offline, a service being enabled or disabled, or a port
forwarding rule being active or deactivated when scanning from the outside.

Sub-question 1.2: How can hosts be identified between scan reports?
The report format encountered in the case study and simulated test network did not
offer any robust options for identifying hosts between scans (see section 4.1.3), with
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the only guaranteed candidate field for host identification being IP addresses, which
can be changed dynamically in DHCP based environments. A scan report format
supporting robust comparison between scans may need to include a more consistent
way to identify hosts.

Using IP did however prove sufficient in the case study and test network, as all
IP addresses were static. IP addressing is also the native way for the studied scan
format to tie discoveries to specific hosts.
Research question 2: How can these comparisons be automated to create a
system for identifying and attributing changes in vulnerabilities to specific
actions made on the network over time?

A proof-of-concept tool was proposed, implemented and evaluated based on the
methods for identifying and explaining changes found through the case study and
the simulated test network (see section 4.3). The tool uses a module to calculate
the addition, removal and modification of discrete elements in the report structure,
such as hosts or individual discoveries, and feeds the data to a set of rules which
attempt to identify specific events on the network and attribute changes in detected
vulnerabilities to those specific events. The rules were based upon the signatures and
parsing methods found through the case study and network test cases.

The tool was evaluated by letting it compare the three scans making up the case
study as two pairs, Pair 1 and Pair 2. The tool attributed a total of 447 unique details
per host to specific events when comparing Pair 1, but a total of 107 unique details
per host remained unexplained. For Pair 2, a total of 276 details were explained per
host, and 127 unexplained.

Some of the unexplained details consist of informational discoveries that are not
used by the rule set, but several discoveries of vulnerabilities were added which could
not be explained by the tool. Closer inspection of these vulnerabilities did not give
any indication of why they might have been added, as their explicit reasons for
detection, their port dependencies, and their respective dates for being added to the
vulnerability database did not match any known changes between the reports. It is
possible that the addition of these discoveries might be governed by information that
is not specified in the report or external files, such as if the detection rule has been
updated since creation.

The general events and explanations presented by the tool was verified by letting
a domain expert cross-check the output of the results with their manual analysis of
the changes between the scans. The events presented by the tool was confirmed to
match up with the manual interpretation of the scans, suggesting that the output is
valid for the provided data.

The main validation was however performed through the evaluation of the output
generated by comparing the scans from the case study. As the static rules are based
on the results from the new simulated test network, the cases that the tool managed
to identify in the case study indicate that the rules can be extrapolated from one
data set to another.
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5.2 Aim and objective

The overall aim of this study was to prototype and examine the possibility of developing
an approach for comparing vulnerability scans made at different points in time, in
order to identify if any changes have occurred in the network structure, and if it can
be used to explain changes in detected vulnerabilities. In order to achieve this goal,
two main research questions have been posed, and a proof-of-concept tool has been
implemented to explore this concept.

As presented in the previous section, our research questions have been answered
through the results of analyzing the case study, the simulated test network, as well as
the implementation of the proof-of-concept tool. Overall – through answering the
research questions and through the implementation of the proof-of-concept tool – we
would consider the research questions to be answered for this type of scan reporting,
and our aims to be fulfilled.

There may be value in doing further research on host identification, and how
to track specific hosts between scan reports in case dynamic IP addressing is used.
This could be done both in the framework for comparing reports, by using dynamic
methods to identify hosts automatically, or directly in the report structure, by making
sure each host is reported with an unique identifier that stays consistent between
scans.

The developed tool appears to perform well, in that it can identify specific events
that have occurred on the network, and attribute a majority of the changes made to
discovered details to these events. The accuracy of the identified events were verified
by letting a domain expert confirm that the output matched their interpretation of the
changes between reports, as well as evaluating the tool the rules on the data from the
case study. It has to be noted that the tool did not succeed in attributing all changes
in vulnerabilities to specific events, but this appears to be caused by insufficient data
in the reports to explain why the specific details may have been added, as the changes
could not be explained even with manual inspection. Further research or a more
detailed report format might be required to fully explain all changes in vulnerabilities.

A benefit of our proposed method, compared to the automated system presented
by for example Noel et al. [2] or the real time analysis method proposed by Awan
Burnap and Rana [8], would be that it can be specifically tailored to scan formats and
tools that have already been used, and can aggregate and analyze information made
from scans after the fact. As the tool is based on historical scans and does not require
new scans to be made, it can compare any two scans as long as a consistent pattern
can be found between reports, and a framework of rules can be built. Analyzing the
backlog of scans for a network might show further patterns in the data, for example
if certain events happen at regular intervals or in connection to each other. For use
in a live environment, the tool could be set up using known information, and then be
used continuously to generate comparisons between new scans and the scan which
came before.

However, the proposed tool mainly focuses on changes in vulnerabilities as separate
entities. There may be value in building on the contributions made by this study to
see if this kind of comparative analysis of historical scans can be applied in adjacent
fields, such as attack graphs, to identify and explain changes in potential attack
vectors for an attacker.
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5.3 Generalizability
By evaluating the static rules built from the data gathered from the simulated test
network on the data gathered through the case study, it is indicated that the rules
produced by the framework will work on more reports than the ones specifically used
to build the rule set. This suggests an internal level of generalizability, in that the
rules can meaningfully be applied to compare reports that have not been encountered
in this study – provided the report structure has not changed radically between
reports. A bigger volume of test data may be required to further evaluate the system,
but the evaluation made using the data available to this study suggests that the rules
may be transferable between scans made on different points in time and different
network environments, given this scanner report format.

Extrapolating the results to vulnerability scanners outside of this study, the specific
details of the structure of different report formats and the information contained
within might vary. However, the approach of identifying discrete elements of the
report, such as host data, port data or discoveries, and determining which are added,
removed or modified between different reports should be generalizable, as long as
the report format contains information which can be grouped into distinct objects.
A similar approach for setting up a test network and recording the consequences of
different events on the network may also be used to build a similar knowledge base for
making analysis rules for other report formats. While the specific proof-of-concept tool
implemented in this study might be tailored to the HIAB format, the wider framework
of identifying changes may be applied to different report formats to generate new
format specific rules.

Instead of tailoring the implementation of the tool to support different scanner
report formats, it may also be possible to transform existing report formats from
other vendors into a structure that can interact with the implemented tool. Several
technologies exist which could potentially facilitate this process. XML DTD (Docu-
ment Type Definition) is a structure which can define a specific grammar for XML
documents, and thus allows different products to communicate through a standardized
XML format [16]. A previous example for this can be seen in the proposal for IDMEF,
the Intrusion Detection Message Exchange format, which aimed to create an XML
based protocol for exchanging information between intrusion detection systems using
a DTD to define the data model [17].

Similarly, XML data models can be transformed into different structures using
XSLT, which a language primarily designed for the task of transforming XML doc-
uments into other XML documents using stylesheets [18]. This means that any
XML report could in theory be transformed into a format compatible with the tool
implemented in this study, as long as a minimum of required data is provided. While
the details of such a transformation between different report formats falls outside the
scope of this study, this aspect could be valuable to research in future studies.
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5.4 Reflections on method

The provided reports in the beginning of this thesis project contained the results
from vulnerability scans of a company test network, but did not provide any concrete
information of what had actually happened between the scans. These reports could
be used to gain an understanding of the general structure of the report format, and
draw some preliminary conclusions about change detection, such as how reasons for
detection may be parsed, or how authentication-based changes present themselves
in the report. However, since we did not know exactly what had happened between
scans, we conducted our own experiments. One could argue that these experiments
could have been done earlier in research process, or even as a first step, in order to
get access to more detailed information earlier in the study.

The test cases in themselves were selected in order to represent realistic events
with a significant hypothetical impact on the scanned results. This made us select
features that we were aware that the scanner would be able to pick up, such as
authentication failures, port status or network availability. While these test cases
may be sufficient for the scope of this study, additional test cases could be studied in
the future.

The simulated test cases did not focus on changes of the content in ”Products
Installed”, as it could already be covered by the parsing of the information field the
case study, and because the actual tests would be very specific to individual software
products. Possible test cases focusing on changes in products installed could be
downgrading, updating or installing a product. For these cases it would also be of
interest to test if the product becomes vulnerable, if the product becomes patched,
or if there are no change in vulnerability for the product. It would also be interesting
to analyze the effect of uninstalling a product. This is an area that could be covered
by future studies.

5.5 Potential sources of error

Several sources of errors could influence the result of the report, such as the design of
the simulated test network, unreliability in the collected data, misleading discovery
detail descriptions, and unreliable behaviour of the scanner across platform updates.
These sources of errors were identified during the study, and measures were taken to
minimize their influence on the result where possible.

One possible influencing factor to the result would be the design of the simulated
test network. However, even if the test network was not as large as the network
studied in the case study, it should be sufficiently representative of an actual network
for the specific purpose of this study. When analyzing the changes in discoveries
made on individual hosts, the actual size of the surrounding network becomes less
relevant. Each host is analyzed as a separate entity.

One notable aspect with the data collected during the case study would be that
some results differed on repeated tests. We found that OS detection was appearing
and disappearing from the router during several tests, even though the router was
untouched between the tests. While this specific case with the OS detection of the
router might not affect the results in identifying the cause of change in vulnerabilities of
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our test cases, as the router was not included in the studied hosts, similar fluctuations
could potentially be an error source to the result. However, no other inconsistencies
were found than this specific case. As a possible explanation, the router had port
forwarding of several services from other hosts enabled, which could mean that changes
in the other hosts would affect the detected services on the router by the scanner.

When analyzing the content in the reports of the simulated test cases, there were
names of details that did not represent the described and functional purpose the
detail. This could be a source of misleading results. When test cases with failing
SMB authentication were analyzed, a detailed called ”Installed Hotfixes” was added.
The detail’s actual description revealed that the finding was identified because of
the account credentials did not have permission to examine the Windows registry
remotely – not related to the hotfixes installed on the system. This detail was no
longer present after updating the framework of the HIAB. As such, when building
the knowledge base for the rules, it is important to verify the actual purpose of the
found details.

After updating the HIAB, there were new scanning scripts added which introduced
new data in the report, as well as changes in existing data. Among these were the
removal of the misleading detail ”Installed Hotfixes”. As a consequence of these
changes made by updating the scanner framework, it may become difficult to compare
reports made by different versions of the scanner software. A possible solution to this
would be to let the comparisons be run on lower level data than the actual generated
reports – if the comparison was made based on raw data collected from the hosts, it
could be less reliant on changes in scanner software. However, this may be counter
to the purpose of the comparison tool, as the tool mainly focuses on comparisons
between existing reports. A similar system could likely be implemented to detect and
explain changes on raw data as part of a future study. Misleading results due to new
scanner rules being added were partly mitigated by adding the vulnerability database
to the analysis, which made it possible to detect if the rule to detect a vulnerability
had been added between two scan dates.

A potential error source regarding the validation of the events identified from
the data from the case study would be the fact that the evaluation was performed
by a singular, third party domain expert. The domain expert could make mistakes
or inaccurate claims when validating the results, especially as they did not have
access to the actual hosts studied. This validation was used as a compromise as
not enough data for a more reliable test suite and evaluation was available. Ideally,
this validation process should have been performed with scan data from another
network environment gathered specifically for evaluating the rules, or could have
been done by aggregating the opinions of multiple domain experts for a more reliable
opinion. However, the validation with the domain expert is only a segment of the
evaluation of the data used in this study. The statistics regarding explained and
unexplained changes were collected in a more controlled fashion, by applying the rules
generated from the simulated test network on the data from the case study. As such,
multiple methods for validating the result was used. A more thorough evaluation
with data from multiple network environments over a larger time span might however
be valuable as a future study.



Chapter 6

Conclusions and Future Work

6.1 Conclusions

In this thesis, the problem of identifying the cause of change in found vulnerabilities
in networks was addressed by examining the possibility of comparing scan reports
from multiple points in time. Enabling such comparisions would ideally enable users
to attempt to fix the root cause of the vulnerabilities, instead of merely trying to
eliminate and reduce the number of vulnerabilities found in individual scan reports.

To solve this problem we wanted to answer if it is possible to identify the cause
of change by comparing network vulnerabilities from different time periods. A sub-
problem to this question was to determine the possibility to identify hosts between scan
reports, as in order to correlate findings in the report with hosts it is of importance
that it is the same host. The first research question also tried to answer if the change
in vulnerabilities could be connected to specific root causes. We also wanted to answer
if this connection could be done in an automated fashion. The reasoning behind
making an automated tool was because of the amount of data and computing is too
slow for a human to identify the cause of change in vulnerabilities. In order not to
make the area of research to broad, we decided to focus on a few specific test cases.

A case study was conducted on reports provided by Outpost24. The actual root
cause for the changes in the case study was however unknown. In order to supplement
the data from the case study, and be able to control the root causes for the data, a
simulated test network was configured. Based on the results of the case study and the
additional test network, a proof-of-concept tool was implemented in order to examine
the possibility of automating these comparisons.

Our conclusion is that it is feasible to implement a tool for comparing differences
between scans to identify specific events, with some limitations. The current scanning
format did not provide much granularity regarding host state when performing an
external scan, making the result less specific. Additionally, the implementation
described in this study relies on IP addresses to track hosts between scans, but a
more robust identifier may be needed for environments using DHCP. Despite these
limitations, however, the tool managed to describe a verified series of events occurring
on an internal network, and attribute the majority of discovered vulnerabilities to
specific events. Some additions of vulnerabilities remained unexplained, but these
additions could not even be explained by a manual process. As such, there may be
extra information that needs to be added to the reports in order to improve accuracy
of the explanations, for example the date when a scanner rule was last updated.
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6.2 Future Work
The majority of the studies referenced in section 2 focused on changes in attack
graphs and attack surfaces in a network. Although our thesis uses a similar method
as Noel et al. [2] in regards to gather network information in order to determine
changes, their work focuses on attack graphs rather than individual vulnerabilities.
The study done by Bopche and Mehtre [3] tried to identify security related events
in the network with a graph distance metric, unlike our thesis that tires to identify
security related events with a rule-based system. While this work focused on the
comparison of historical scan reports, it would likely be of value for further studies to
examine if our proposed method can be combined with earlier attack graph method
based techniques.

There has been little to no research in order to identify the cause of change in
found vulnerabilities by comparing reports. Because of this it would likely be of
interest to extend this study by investigating other test cases than those cases tested
in this thesis. For example, as discussed in section 5, the test cases in this thesis
did not closely examine changes in installed products. It could also be of interest
to examine how to identify if a vulnerability has changed its CVSS risk level (low,
medium, high) in regards to temporal vulnerabilities.

As mentioned in section 5 the proof-of-concept tool is unable to handle hosts
that changes IP address between scans, as the IP address is used to identify a host.
Further work may be needed to be done to find a more robust heuristic to track hosts
between scans.

In order to develop a more widely applicable tool for identifying the cause of
change in vulnerabilities it would be ideal if most vulnerability scanners shared the
same format for their reports. There is a standardized XML reporting format called
Common Security Advisory Framework, CSAF, developed by OASIS a nonprofit con-
sortium. The purpose of CSAF is for providers of a product to describe security issues
in a standard format [19]. A standardized XML reporting format for vulnerability
scanners could take inspiration from the structure of CSAF, and provide the basis for
more generalizable analysis tools in the future. This could be implemented using DTD,
Document Type Declaration, to specify a shared XML model, and transformation
methods such as could potentially be used XSLT to transform existing XML formats
into a shared model.

On a similar note, it would be of interest to see if a similar tool can be implemented
which bases its decision on raw data collected by a vulnerability scanner rather than
reports. This would reduce the tool’s dependency on the report format, and would
likely provide more information to make decisions based on – assuming there’s a
process of reduction between the raw data and the generated reports.
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Appendix A
Supplemental Information

A.1 Common network services
10 most common services detected by Outpost24’s scanning tools, collected during
one month in 2017.

1. https

2. http

3. bgmp

4. isakmp

5. snmp

6. ssh

7. smtp

8. ntp

9. dns

10. ftp
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A.2 XML data structure

Following is a detailed overview of the XML data structure used by the HIAB reports,
presented in a tree format.

main
report
reportinfo

type
id
reportdate
timezone
creator
selectedschedulejob
date
test
threat
framework
core
scripts
rules
hardened

hostlist
host

ip
name
netbios
scanner
platform
high
medium
low
info
port
start
end
updated
template
completescan

portlist
portlist-host

ip
scanner
name
netbios
date
portinfo
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portnumber
protocol
service
history

firstseen
detaillist

detail
ip
hostname
netbios
platform
date
virtualhost
targetgdpr_-_pii
targetlocal_name
targetcountry
scanner
id
name
portinfo

portnumber
protocol
service

cvss_score
cvss_vector
cvss_vector_description
risk
family
product
description
information
falsepositive
solutiontitle
solution
category
referencelist

reference
type
url

cve
bug
verify
history

firstseen
lastseen

cvss_v3_score
cvss_v3_vector
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id
added
id

exploitability
exploit

type
description
reference
link

patch-information
targetsystem_owner
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A.3 Implemented rules for detecting events
The following rules were implemented for the proof-of-concept tool, in order to detect
a subset of possible events which change the result of the vulnerability scans.

• Host added - Registers if a host has been added to the report

• Host removed - Registers if a host has been removed from the report

• Host availability - Registers if a host is reachable on the network or not, based
on the presence of the ”Traceroute” detail.

• SMB authentication - Registers if SMB authentication has succeeded or failed.

• SSH authentication - Registers if SSH authentication has succeded or failed.

• SMB file sharing - Registers if SMB filesharing is enabled.

• SMB registry access - Registers if the registry can be accessed through SMB
authentication.

• Change due to removed port - Registers if the removal of a port from the report
has caused changes in details associated with that port. Based on the ”portinfo”
field of details.

• Change due to added port - Registers if the addition of a port to the report
has caused changes in details associated with that port. Based on the ”portinfo”
field of details.

• Added checks - Registers if the ”Check added” value for a detail falls between
when the two scans have been conducted.

• Changes in ”Products Installed” - Cross-references changes in ”Products installed”
with the parsed reasons for why a detail has been detected.

• Changes in ”Patches Installed” - Cross-references changes in ”Patches installed”
with the parsed reasons for why a detail has been detected.
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