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ABSTRACT
Context
MongoDB is an open-source, scalable, NoSQL database that distributes the data over many
commodity servers. It provides no single point of failure by copying and storing the data in different
locations. MongoDB uses a master-slave design rather than the ring topology used by Cassandra.
Virtualization is the technique used for accessing multiple machines in a single host and utilizing
the various virtual machines. It is the fundamental technology, which allows cloud computing to
provide resource sharing among the users.
Objectives
Studying and identifying MongoDB, Virtualization on AWS and OpenStack. Experiments were
conducted to identify the CPU utilization associated when Mongo DB instances are deployed on
AWS and physical server arrangement. Understanding the effect of Replication in the Mongo DB
instances and its effect on MongoDB concerning throughput, CPU utilization and latency.
Methods
Initially, a literature review is conducted to design the experiment with the mentioned problems. A three
node MongoDB cluster runs on Amazon EC2 and OpenStack Nova with Ubuntu 16.04 LTS as an
operating system. Latency, throughput and CPU utilization were measured using this setup. This
procedure was repeated for five nodes MongoDB cluster and three nodes production cluster with six
types of workloads of YCSB.
Results
Virtualization overhead has been identified in terms of CPU utilization and the effects of
virtualization on MongoDB are found out in terms of CPU utilization, latency and throughput.
Conclusions
It is concluded that there is a decrease in latency and increases throughput with the increase in nodes.
Due to replication, increase in latency was observed.
Keywords: MongoDB, Virtualization, performance evaluation, AWS, OpenStack

0

ACKNOWLEDGEMENTS
I would like to thank my supervisor Julia Sidorova for providing me the required support for overcoming
the hurdles for performing the experiment.
I would also like to extend my gratitude towards Dr. Emiliano Casalicchio for providing me with a
physical server and suggested me with an improved approach for performing the experiment.
I am also thankful to Siddhartha Srinadhuni for helping me through the technical complexion for this
research and providing me with valuable inputs of data analysis.

1

CONTENTS

Abstract ___________________________________________________________________ 0
ACKNOWLEDGEMENTS _______________________________________________________ 1
Contents __________________________________________________________________ 2
1

2

Introduction ____________________________________________________________ 7
1.1

Motivation _________________________________________________________ 7

1.2

Problem Statement and Hypothesis _____________________________________ 7

1.3

Contribution ________________________________________________________ 8

1.4

Thesis Outline_______________________________________________________ 8

1.5

Aim _______________________________________________________________ 8

1.6

Objectives __________________________________________________________ 8

1.7

Research Questions __________________________________________________ 8

Background ___________________________________________________________ 10
2.1.1
2.1.2
2.1.3
2.1.4
2.1.5

2.2
2.2.1
2.2.2
2.2.3

2.3
2.3.2

2.4
3

Cloud Computing ___________________________________________________ 13
Amazon Web Services __________________________________________________________ 13
Virtual Private Cloud ___________________________________________________________ 14
OpenStack ___________________________________________________________________ 15

Yahoo! Cloud Serving Benchmark ______________________________________ 16
Workload ____________________________________________________________________ 17

Dstat tool _________________________________________________________ 19
Research Gap ______________________________________________________ 21

Method ______________________________________________________________ 22
4.1

Literature Review ___________________________________________________ 22

4.2

Experiment ________________________________________________________ 24

4.2.1 Dependent Variables ___________________________________________________________
4.2.2 Independent Variables _________________________________________________________
4.2.3 _______________________________________________________________________________
4.2.4 Setup________________________________________________________________________
4.2.5 Experimental Design ___________________________________________________________
4.2.6 Metrics ______________________________________________________________________

4.3
5

10
10
11
11
12

Related Work __________________________________________________________ 20
3.1

4

NoSQL Database_______________________________________________________________
MongoDB: ___________________________________________________________________
Replication factor of MongoDB ___________________________________________________
Consistency levels in MongoDB___________________________________________________
Why Mongo DB? ______________________________________________________________

24
24
24
25
26
27

Constraints ________________________________________________________ 27

results________________________________________________________________ 28
5.1

Experimental results for 3 node cluster: _________________________________ 28
2

5.1.1
5.1.2
5.1.3

5.2
5.2.1
5.2.2
5.2.3

5.3

5.3.1
5.3.2
5.3.3

6

CPU Utilization ________________________________________________________________ 28
Throughput___________________________________________________________________ 31
Latency ______________________________________________________________________ 31

Experimental results for 5 Node Cluster _________________________________ 32
CPU Utilization ________________________________________________________________ 32
Throughput___________________________________________________________________ 35
Latency ______________________________________________________________________ 35

Experimental Results for Production Cluster (3-node cluster with replication) __ 36

CPU Utilization ________________________________________________________________ 36
Throughput___________________________________________________________________ 39
Latency ______________________________________________________________________ 39

Analysis and Discussion__________________________________________________ 41
6.1

Analysis___________________________________________________________ 41

6.1.1 CPU Utilization ________________________________________________________________
CPU utilization is more in the case of the production cluster when compared to the 3 node and 5 node
cluster. _____________________________________________________________________________
6.1.2 Throughput___________________________________________________________________
6.1.3 Latency ______________________________________________________________________

6.2
6.2.1
6.2.2

7

41
42
42
43

Discussion _________________________________________________________ 43
Answers to the Research Questions _______________________________________________ 44
Threats to Validity _____________________________________________________________ 44

Conclusion and Future Work ______________________________________________ 46
7.1.1
7.1.2

Conclusion ___________________________________________________________________ 46
Future Work: _________________________________________________________________ 46

References ________________________________________________________________ 47
Appendix

3

List of Tables
Table 4-1: Configurations in AWS .......................................................................................... 24
Table 4-2: Configurations in OpenStack .................................................................................. 24
Table 5-1 Mean Throughput for 3 node cluster ....................................................................... 31
Table 5-2 Mean Latency (in Ps) for 3 node cluster .................................................................. 31
Table 5-3: Mean throughput for active nodes in five node cluster .......................................... 35
Table 5-4: Mean latency (Ps) for active nodes in five node cluster ......................................... 35
Table 5-5: Mean Throughput for a production cluster ............................................................. 39
Table 5-6: Mean Latency (in Ps) for a three node production cluster ...................................... 39
Table 6-1: Standard Deviation and Hedges'g for active nodes in 3 Nodes Cluster
........................................................................................................................................... 41
Table 6-2: Standard Deviation and Hedges'g for active nodes in 5 Node cluster .................... 42
Table 6-3: Standard Deviation and Hedges'g for active nodes in 3 Node
production cluster.............................................................................................................. 42
Table 6-4: Variance and Standard Deviation for Throughput for actives nodes in
3 node cluster .................................................................................................................... 42
Table 6-5: Variance and Standard Deviation for Throughput for active nodes in
5 node cluster .................................................................................................................... 43
Table 6-6: Variance and Standard Deviation for Throughput for active nodes in
3 node production cluster .................................................................................................. 43
Table 6-7: Difference in CPU utilization of the active nodes in AWS and
OpenStack ......................................................................................................................... 44

4

List of Figures
Figure 1-1 Sharding process in MongoDB [7] ......................................................................... 11
Figure 1-2: Replication at Data Centres [6] ............................................................................. 12
Figure 1-3: VPC and Subnets [19] ........................................................................................... 14
Figure 1-4: AMIs [18] .............................................................................................................. 15
Figure 1-5: YCSB Architecture................................................................................................ 17
Figure 4-1: Process of Literature Review ................................................................................ 23
Figure 4-2: Setup for sharded cluster ....................................................................................... 26
Figure 5-1: Averaged CPU Utilization values for active nodes in Workload A ...................... 28
Figure 5-2: Averaged CPU Utilization values for active nodes in Workload B ...................... 29
Figure 5-3: Averaged CPU Utilization values for active nodes in Workload C ...................... 29
Figure 5-4: Averaged CPU Utilization values for active nodes in Workload D ...................... 30
Figure 5-5: Averaged CPU Utilization values for active nodes in Workload E ...................... 30
Figure 5-6: Averaged CPU Utilization values for active nodes in Workload F ...................... 31
Figure 5-7: Averaged CPU Utilization values for active nodes in Workload A ...................... 32
Figure 5-8: Averaged CPU Utilization values for active nodes in Workload B ...................... 33
Figure 5-9: Averaged CPU Utilization values for active nodes in Workload C ...................... 33
Figure 5-10: Averaged CPU Utilization values for active nodes in Workload D .................... 34
Figure 5-11: Averaged CPU Utilization values for active nodes in Workload E .................... 34
Figure 5-12: Averaged CPU Utilization values for active nodes in Workload F .................... 35
Figure 5-13: Averaged CPU Utilization values for active nodes in Workload A .................... 36
Figure 5-14: Averaged CPU Utilization values for active nodes in Workload B .................... 37
Figure 5-15: Averaged CPU Utilization values for active nodes in Workload C .................... 37
Figure 5-16: Averaged CPU Utilization values for active nodes in Workload D .................... 38
Figure 5-17: Averaged CPU Utilization values for active nodes in Workload E .................... 38
Figure 5-18: Averaged CPU Utilization values for active nodes in Workload F .................... 39

5

List of Abbrevations
EC2 – Elastic Compute Cloud
YCSB- Yahoo Cloud Service Benchmarking
DBaaS- Database as a service
Iaas- Infrastructure as a service
CPU- Central Processing Unit
SLA- Service Level Agreements
SOA- Service Oriented Architechture
AWS- Amazon Web Services
CDN- Content Delivery Network
CAP- Consistency, Availability and Network Partitions
CSP- Cloud Service Providers
VPC- Virtual Private Cloud
AMI- Amazon Machine Image
BTH- Blekinge Institute of Technology
IP- Internet Protocol
VM- Virtual Machine
S3- Simple Storage Service
NAT- Network Address Translation
IO- Input/Output
SSH- Secure Shell
vCPU- Virtual CPU
RAM -Random Access Memory
OS- Operating System
No.- Number
TCP- Transmission Control Protocol
DHCP- Dynamic Host Configuration Protocol
DNS- Domain Name System
CSRS- Config Server Replica Set
SD- Standard Deviation

6

1

INTRODUCTION

Cloud computing is a service over the Internet, on demand. It eliminates the requirement of maintaining
the software and hardware at the individual level [1]. Due to virtualization many virtual computers can
be simultaneously run on a single computer. It is SOA which includes all the components of computing
[2].
Initially, a majority of organizations began collecting data from stakeholders, for future scrutiny.
Software as a Service, Platform as a Service and Infrastructure as Service is the generally used terms for
defining their product. A paid service which is made available to the public is a public cloud. A service
which is available to the particular group, as it may be an internal part of an organization or business is
a private cloud. A service provider which provides both private and public cloud is a hybrid cloud. The
main agenda behind the migration of desktop computing to cloud computing is to use virtually formed
clusters at available data centers [3]. A definitive Cloud Computing Service Level Agreement is kept in
place and maintain with outsourced cloud service providers and specialized cloud vendors. SLA is the
line of defence for the client to trust the cloud service provider [2].
DBaaS provides access to a database without the requirement for physical hardware or installation or
configuration of software. DBaaS is a cloud computing model. Many customers request for DBaaS
hosted on a cloud platform. Initially, organizations were dependent on the relational databases for
analyzing the data collected from the stakeholders’ feedback on their service [4]. In the recent past, most
of the organizations have been migrating to Non-relational databases, i.e., NoSQL databases. Its prime
feature is methodically handling unstructured data such as social media, multimedia and so on. People
backing NoSQL databases proclaim that they perform better compared to SQL databases. Web 2.0
played a prominent role in influencing NoSQL databases by developing Dynamo and Big Table. Column
Oriented Databases, Document-based stores, and key-based stores are the popular types of databases.
The usage of NoSQL database allows horizontal partitioning of data, i.e., ‘sharding’ [5].
In this thesis, the performance evaluation of MongoDB on different cloud service providers using
YCSB. This research inclined towards measuring throughput, CPU utilization, and latency by adding
MongoDB nodes in AWS (public cloud) and OpenStack (private cloud). Initially, a cluster formed using
MongoDB nodes is benchmarked with YCSB on EC2 instances and nova flavored instances of
MongoDB. Additionally, the investigation of these nodes with the production cluster of MongoDB. The
repetition of experiment with the mentioned parameters.

1.1

Motivation

In the recent past, it can be observed that MNCs are more inclined towards to cloud storage than the
traditional physical storage. The last decade has seen the development of various CSPs, it led to the
transition from physical storage to cloud storage. For ensuring a secure service to the customers various
SLAs are used for the service requested. Private cloud and public cloud have different SLAs, with both
being equally secure. Similar services are being requested by different customers of different types of
cloud services available. In this thesis, a private cloud and public cloud is being chosen for evaluating
the performance of the different type of clouds by performing various experiments and determining a
better CSP when MongoDB is used as a database. It is important to analyze the performance of the cloud
services to assess and determine a better service.

1.2

Problem Statement and Hypothesis

A lot of discussion is going out for opting better of the private cloud and public cloud around the globe.
With cost and performance being the main concern of a new user. This thesis is inclined towards finding
out the better CSP when MongoDB is the database. The outcome of this research is to identify the
optimal server arrangement in different contexts corresponding to the database used with performance
as main criterion.
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1.3

Contribution

The primary contribution of this thesis is in measuring throughput, latency, and CPU utilization when
adding MongoDB nodes on AWS and OpenStack platforms and finding out the effect of replicating the
MongoDB nodes. It provides an idea of variation in performance of MongoDB in different cloud
platforms. Furthermore, it is a value to the companies who are planning to install a cloud computing
platform at their plant. From this study, they can decide whether to go for a private server which is to
be maintained by the company or use a public server that is maintained by a third party that in general
follows pay-as-you-go model.

1.4

Thesis Outline

The rest of the thesis is organized as follows. Following section consists of Background of Cloud
Computing, AWS, OpenStack, MongoDB, and YCSB. In the later part, Related Work describes the
relevant research done until now. The research questions are formulated for this research in section 2.3
and followed by research methodology in section 3 which explains the details of the experiment
performed and the strategies adopted for this research. Furthermore, mentioning the results and analysis
of experiments. This paper concludes with Discussion, Conclusions and Future Work of this research.

1.5

Aim

The primary aim of this research is to analyze the performance of MongoDB on AWS and OpenStack.
Specifically, by measuring the throughput, CPU utilization and latency on both platforms. This
comparison shows the overhead caused by AWS when compared to OpenStack.
Furthermore, there are specific objectives to be set and reached to fulfil the aim specified. The following
are the objectives of this research.

1.6

Objectives

1. Studying and researching about MongoDB, Virtualization on AWS and OpenStack.
2. Experimenting to identify the CPU utilization associated when the deployment of MongoDB
instances on AWS and OpenStack.
3.

Understanding the effect of replication Mongo DB instances and its effect on MongoDB regarding
throughput, CPU utilization, and latency.

1.7

Research Questions

In this research, the mentioned above aim and objectives is filled, by answering the following research
questions. Two research questions have been framed to fill the gap, and they are mentioned below along
with the motivation for choosing them.
Research Question 1: How to measure the throughput, CPU utilization and latency of MongoDB on
AWS and OpenStack?
Motivation: It is very little or no literature on performance comparison of MongoDB regarding
throughput, CPU utilization and latency on an IaaS platform (in this case AWS). The goal of this
research question is to identify a method for measuring the throughput, CPU utilization, disk
utilization and quantify the values for the same on OpenStack and AWS.
Research Question 2: What is the overhead caused by AWS when compared to OpenStack arrangement
in terms CPU utilization?
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Motivation: The motivation of this research question is to quantify the overhead of CPU utilization
AWS when compared to OpenStack. The outcome of this research question will give a scope of reducing
the overhead yielded.
Research Question 3: How does replication affect the performance of MongoDB concerning
throughput, CPU utilization and latency on both the cloud systems?
Motivation: The goal of this research question is to identify the effect of replication in MongoDB on
throughput, CPU utilization, and Disk Utilization. Further, quantifying this effect will result in different
values of throughput, CPU utilization and disk Utilization in AWS and OpenStack.
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2

BACKGROUND

This section consists of a brief description of the technologies used in this research along with their
essential services.

2.1.1

NoSQL Database

NoSQL databases are open source software and commercially available. NoSQL databases support data
storage across distributed servers. A NoSQL database may also support SQL database or similar query
languages. A NoSQL database supports operations like Scaling out or up. It is easy to deploy NoSQL
and also scale a significant amount of data. Due to the development of Internet and cloud computing in
a continuous manner, a database:
1.

Efficient large data storage and access

2.

Highly scalable

3.

Highly available

4.

Decreases the need for management and operational costs

5.

Slow reads and writes

6.

Limited capacity

7.

Difficult to expand

The above requirements led to the introduction of NoSQL databases for resolving these issues. NoSQL
databases comply with CAP theorem which was proposed by Eric Brewer [5]. CAP stands for
Consistency, Availability and network Partition. In this paper, MongoDB is the chosen database for
evaluating its performance on cloud infrastructure.

2.1.2

MongoDB:

MongoDB is a document based NoSQL database system. MongoDB consists of replica sets that
maintain similar data. A replica set consists of a primary node and many secondary nodes, by sending
the data into the primary node, and the secondary nodes are replicas of it. In MongoDB, data replication
uses pull mechanism, i.e., secondary nodes read data from primary nodes on a timely basis. For example,
considering three nodes N1, N2, and N3, in the case of failure of primary node N1, one of the secondary
nodes N2 or N3 is elected as the primary node. Let us consider that N2 is now the primary node. If the
elected secondary node (N2)fails, all the data is diverted to the non-elected secondary node (N3)
transparently. If in an unlikely case of data loss due to the failure of a primary node, MongoDB provides
multiple options for avoiding the data loss. A write concern (w) allows the data writes from an
application and also communication with the MongoDB server. This option helps in identifying the data
loss by trading the system performance [6],[7].
Splitting of data across multiple machines is sharding. Sharding helps in handling in the cases of large
amounts of data. Out of the three strategies of autoscaling: horizontal scaling, vertical scaling, and
optimal placement, MongoDB supports horizontal scaling through sharding [7].
Sharding is transparent to applications; whether there is one or n number of shards, the application code
for querying MongoDB is the same. A shard key allows data partitioning in MongoDB. Each partition
is called a chunk. Splitting occurs when a chunk grows beyond a threshold. The threshold of a chunk is
the default size of the chunk, i.e., 64 which can be altered depending on the requirement. Balancing
helps in migrating chunks among shards when there is uneven distribution. There is a regular check for
an imbalance between the shards, and if there is an imbalance, migration starts immediately. Each
mongos process acts as a balancer if all the balancers are busy. Balancing doesn’t affect mongos routine
operations [7]. Figure 1-1 is a pictorial representation of the sharding process. For balancing the chunks
among the shards available, the following command uses: use(“name of the database”)
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sh.enableSharding(“name of the Database”) [8]

Figure 2-1 Sharding process in MongoDB [7]
NoSQL databases have a lot to offer to the modern computational world. For instance, the benefits
include scalability and availability through replication and data models [1]. MongoDB is a crossplatform document-oriented database where the NoSQL DBMS is developed by 10gen Company [1]
[2]. MongoDB provides high performance, high availability and automatic scaling [3]. It also allows the
usage of arrays and objects inside its documents. MongoDB uses C++ as language. The memorymapped storage engine is the storage type used in MongoDB which makes the operating system to take
responsibility to flush the data to disk and page in/page out the data [4]. MongoDB provides admin
console to access it through the terminal, and graphical programs use the same which are available as
free downloads [4].

2.1.3

Replication factor of MongoDB

MongoDB uses an asynchronous master-slave replication model for replication of data through datasets
[8]. It provides automatic failover and data redundancy [9]. In MongoDB, replication is done for an
entire instance and not at the collection level; all replicas should contain a copy of data excluding
arbiters.

2.1.4

Consistency levels in MongoDB

MongoDB supports various consistency levels, which may vary from reading known writes to reading
data of anonymous infirmity. For understanding the way in which we can vary the consistency levels, it
is essential to understand the working of MongoDB. It depends on some shells, for identifying the
connections to the database. In the case of single connections, it has a consistent view as it may read its
writes but it won’t be the case of two shells. Performing data writes on a shell, and requesting data from
another shell; it may not return the inserted data [7]. Aforementioned is a common problem which a
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developer may face. Figure 1-2 is an example of data replication of a primary node at multiple data
centers.

Figure 2-2: Replication at Data Centres [6]

2.1.5

Why Mongo DB?

As MongoDB is a document-oriented database, it provides rich query functionality. Additionally, it can
query the data efficiently. This is the most significant difference between NoSQL and DBMSs.
MongoDB provides tuneable consistency, by defining at the query level; this provides flexibility for
application and development teams who expect consistent systems [10]. Due to the different maturity
and functionality of APIs across API products, MongoDB’s idiomatic drivers minimize the onboard
time and simplify the task for new developers [10]. The motivation of selecting MongoDB as the NoSQL
application for this research is as follows
1. It supports segregation, and it can be configured to run on multiple data centers [11].
2. here is no fixed table structure, not to modify the table structure and data migration
3. The query language is simple, easy to use [10]. It supports multiple languages like JavaScript,
PERL, Python for querying.
4. There is Production Support provided by MongoDB engineers, provide support in any aspect
[10]. These are the aspects which led to the selection of MongoDB as the No SQL DBMS.
5. Indexing in MongoDB allows for optimizing the queries which require specific queries.
6. Aggregation framework in MongoDB helps in transforming and combining documents in a
collection.
7. MongoDB automatically redistributes the data when some nodes have a disproportionate
amount of data. It is done to distribute the data equally across the nodes [11].
8. Due to the commercial backing of MongoDB, it provides extensive documentation. MongoDB
also provides the easiest way to run on cloud [8].
9. MongoDB works well with reading-intensive applications when compared to write intensive
applications where Cassandra works better [12].
This research is aimed explicitly towards investigating the measurement of throughput, CPU utilization
and disk utilization of MongoDB data centers on Amazon Web Services (AWS) and OpenStack
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respectively. Further, investigating the effects of Replication factor on the throughput, CPU utilization
and Disk Utilization on AWS and OpenStack.
It is almost always run as a network server that connects to perform required operations. Running a
mongo daemon executable for starting the server in the MongoDB nodes. A MongoDB instance can
interact from the command line as it comes up with a JavaScript shell. Mongo shell is an essential tool
for MongoDB.
MongoDB functions [8]:
Mongod process: This process is a daemon process which handles data requests, manages data access.
It also performs various management operations in the background.
Mongos service: This is a routing service for MongoDB shard configurations. Application layer helps
in processing the queries in mongos. Data location can be figured out using this process.
Mongo shell: It is a shell which provides JavaScript interface to MongoDB. This helps developers and
system administrators to test queries and operations with the database.

2.2

Cloud Computing

Cloud computing is a service that user accesses through the Internet. Cloud computing revolves around
the concept of virtualization. A software which allows multiple hosts to run on a single platform is a
hypervisor or virtual machine monitor [1]. Cloud computing provides its users and companies the
storage they had requested. Following are the typical types of Cloud Computing services:
• Infrastructure Services: Amazon Elastic Compute Cloud and OpenStack Nova provide virtual machine
instances, storage, and so on [13].
• Platform Services: Google Apps and Google AppsEngine are cloud platform services that hide virtual
machines behind APIs [13].
• Application Services: Google, Amazon, Facebook are cloud application services [13].
AWS and OpenStack are the Infrastructure services used in this paper for evaluating the performance
of MongoDB.

2.2.1

Amazon Web Services

In the recent past, there has been growth in cloud-based services where Amazon is in the leading position
with its Amazon Web Services. Elastic Compute Cloud (EC2), Simple Storage Service (S3),
CloudFront, Content Delivery Network (CDN) are the popular Amazon cloud services. AWS products
correspond to Infrastructure as a service product where AWS is an Infrastructure Provider [14].
Amazon EC2 uses Xen virtualization technique to rent computers for running the computer applications
in Amazon data center, where each Xen virtual machine is called an instance in Amazon EC2 [15]. In
Amazon EC2 a user pays for the capacity consumed. An equal distribution of load over instances is
ensured using elastic load balancing. In this experiment, when deploying the MongoDB application on
the nodes of EC2, free tier account is selected. Meaning, there is a window to claim enough credits for
the experimentation on larger instance types [16].
Amazon Elastic Compute Cloud (EC2) is one of the services provided by Amazon Web Services and
provides access to server instances on demand as a service. EC2 is a core part of AWS providing the
computer facility for organizations. Amazon provides various server images that users can provision as
well as the ability for users to create their virtual machine images for use on EC2 [17]. EC2 is an example
of Platform as a service.
For this research, the environment is setup in EC2 T2 tiers, where small instances were selected.
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Motivation: A cloud computing platform enables the need for accessing the applications from anywhere
in the world through the Internet. For handling large data in cloud computing, there is a requirement of
a database management system. This is the rationale for choosing Amazon EC2 for this research.
Furthermore, due to its efficient machine imaging (Amazon Machine Imaging) wherein the migration
of data in a smaller instance to a larger one effortlessly [18].

2.2.2

Virtual Private Cloud

Amazon provides with various connectivity options, by being accessed through the Internet, data center
or already existing VPCs based on the privacy settings [19].
• For sending and receiving traffic over the Internet, launching the instances into a publicly accessible
subnet.
• There is an alternative provided where private subnets are used for instances to avoid direct access
through Internet where these can be accessed through Network Address Translation (NAT) gateway in
a public subnet by routing the traffic.
• Routing all traffic to and from instances in VPC to a corporate data center, encrypted through VPN
connection.
• By connecting to other VPCs, data is shared among multiple virtual networks.
Figure 1-3 consists of the working of VPC and subnet in AWS.

Figure 2-3: VPC and Subnets [19]
2.2.2.1

Subnet

Subnets are for the communication between the instances. Each VPC has default subnets due to which
multiple instances can be created using a VPC [19].
In the public subnets, bastion hosts in an Auto Scaling group with Elastic IP addresses to allow Secure
Shell (SSH)inbound access. Default deploys one bastion host, but this number is configurable [19].
2.2.2.2

Security Groups

It is like a firewall which is virtual to control the inbound and outbound traffic. Security group act at
instance level only. A security group can be allocated five security groups with a minimum of five
security groups. If a security group is not aforementioned during the launch of an instance, a default
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security group is automatically attached. For each security group, rules are added to control the inbound
and outbound traffic [20].
2.2.2.3

Amazon EC2 Key Pair

For encrypting and decrypting login information, Amazon EC2 uses Public-key cryptography. Publickey cryptography uses a public key, and private key, where the public key is to encrypt data like
password and a private key is to decrypt. For accessing an instance through Terminal, the requirement
of keypair, the addition of keypair to the instance before launching an instance, i.e. while configuring it.
While connecting to an instance, mentioning the name of the keypair after changing the location to the
directory in which the key pair is present [21].
2.2.2.4

Amazon Machine Images

AMIs saves a specific configuration given to an instance, launching multiple instances with the same
configurations directly. When there is a requirement of different instances with a different configuration,
launching these instances at the same time. AMIs can be de-registered when its requirement is completed
[18]. Figure 1.4 consists of a sample AMI, along with the operations which can be done using a AMI..

Figure 2-4: AMIs [18]

2.2.3

OpenStack

OpenStack is also an IaaS like AWS, and it is a private server provided by BTH for this research. It is
cloud service provider which provides large pools of computing, storage, and networking resources
throughout a data center [22]. In OpenStack, a custom-made image of Ubuntu provided by BTH is
accessed. For this research, the small instances of Nova flavors from OpenStack were used in evaluating
the performance of the database.
Motivation: A cloud computing platform also enables the need for accessing the applications from a
private server through the Internet at a particular server. For handling large data in cloud computing,
there is a requirement of a database management system.
2.2.3.1

Metal:

There are currently 12 Dell PowerEdge R320 Servers provided where each server comprises 12 cores
CPU, 24GB RAM, and 300GB HDD. Out of the available 12 servers, the first server and the last server
are configured as a primary controller and a secondary controller respectively. The last server is put to
use if the primary controller fails. The remaining ten servers are the nodes available for computing.
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2.2.3.2

Network:

BTH uses Cisco Switch for accessing the external network that is used by provider network. The
configuration of Mikrotik uses a firewall that selects services from the Internet in NAT mode.
Connecting the provider network to all the servers with the gateway at address 194.47.158.1. Locating
the Mikrotik at the floating IP pool that consists of 27 IP addresses which can be accessed only at BTH.
2.2.3.3

Self Service Network

Self Service Network provides access to the user to create a network where they can configure the
routers, switches, and subnets which allows a VM to be part of their private network [22].

2.3

Yahoo! Cloud Serving Benchmark

Yahoo! Cloud service benchmark (YCSB) was developed by Yahoo to benchmark NoSQL storage
systems as the existing TPC-class benchmarks are not suitable enough for evaluating the performance
of these systems [23]. It is a popular tool which is well understood by the MongoDB users or the other
systems. It may not provide all the details of the performance of an application, but we can compare
latency and throughput using this benchmarking tool[24].
YCSB provides the measure of consistency, latency, and availability for figuring out an appropriate
option.
2.3.1.1

Throughput

In terms of YCSB, throughput can be termed as the number of documents processed in unit time. It is
expressed in Megabyte per second (MB/s). There is a vast improvement of throughput of MongoDB
with its update to 3.0 with write-heavy workloads, ready heavy workloads, and mixed workloads
compared to its previous versions.
2.3.1.2

Latency

It depends on IO operations per second, i.e., the amount of read or write operations that could be done
in a unit second. The time taken for each one request to complete is termed as average latency. It is
measured in milliseconds (ms). This value must be maintained low.
2.3.1.3

Usage of Standard String Format:

It is a standard string format used for connecting to MongoDB database server. It is entered as an URL
in the YCSB command [8].
mongodb://[username:password@]host1[:port1],...[hostN[:portN]]][/[database]]
MongoDB also supports DNS-constructed seedlist which allows more flexibility to deploy and change
the servers in the rotation without reconfiguration.
There are two layers in YCSB:
1. The core YCSB layer
2. The database interface layer
YCSB helps in analyzing all the required metrics along with the tradeoffs of the modern storage systems
regarding throughput and scalability [23]. Figure 1-5 consists of the architecture of YCSB, where YCSB
client is connected to n MongoDB nodes, with each of the participants explained below..
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Figure 2-5: YCSB Architecture

2.3.2

Workload

Using a set of predefined workloads for benchmarking the systems. A new workload can also be
implemented based on the requirement using YCSB. The tradeoffs of different systems can be
determined using these core workloads while recording these benchmark numbers [25].
These are the workloads which have been used for this study:
Workload A: Update heavy workload - 50/50 Reads and writes
Workload B: Read mostly workload - 95 Reads and 5 writes mix
Workload C: Read only - 100 percent read
Workload D: Read latest workload – Inserting new records along with recently inserted documents
being popular.
Workload E: Short ranges – Querying of Records within short ranges
Workload F: Read-modify-write – Records are read, modified and write back.

Core YCSB properties [25] :
x Workload: Selection of workload
x Db: Selecting the database or specifying in the command line
x Exportfile: Selection and saving of the path
x Exporter: Measures exporter class
x Thread count: Specifying the command line for choosing the number of threads
x Measurement type: Selection of measurement types from hdrhistogram, histogram, and time
series
Core Workload package properties [25] :
x Field count: Number of fields in a record, by default it is 10.
x Field length: size of each field, by default it is 100
x Read all fields: reads all fields (valid) or only one (false), by default it is true.
x Readproportion: Choosing the proportion of operations that should be read, by default it is 0.95.
x Updateproportion: Choosing the proportion of operations that should be writing, by default it is
0.05.
x Insertproportion: Choosing the proportion of operations that should be updated, by default it is
0.
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x
x
x
x
x

Scanproportion: Choosing the proportion of operations that should be scanned, by default it is
0.
Requestdistribution: what distribution should be used to select the records to operate on –
uniform, Zipfian or latest. By default it is uniform.
Insert order: Inserting the Records in key-ordered or hashed order. In the current thesis, a hashed
key is used.
Recordcount: Loading all the records into the database, by default it is 0. In the current thesis
record count is 8000000.
Table: Name of the table, by default it is usertable.

MongoDB Metrics:
These metrics should be monitored and analyzed by ensuring the MongoDB is available. This helps in
finding out the state of the database. Identifying the problems and fixing these issues.
Analyzing the following metrics which should occur after the formation of a cluster [26],[27]:
x

These metrics should be monitored and analyzed by ensuring the database is available. It helps
in finding out the state of the database. Identifying the problems and fixing these issues.

x

Analyzing the following metrics which should after the formation of a cluster:

x

Replication lag: These occur when there is a time lapse between the copying data from primary
node to secondary node. The actual goal is to maintain replication lag around zero. For analyzing
replication, monitoring of nodes is mandatory. For determining a proper threshold that provides
a graphical representation over time like MongoDB Compass.

x

Replica state: This is for finding out the status of secondary nodes and finding out whether
conduction of s new election is for a new primary node. Changes in states shouldn’t be occurring
in a perfect world, which may occur during the upgrade of software or internet connectivity
issues.

x

Locking state: This ensures the prevention of conflicts between transaction when an already
existing data is accessed and which avoids altering the data until the completion of a transaction.
Monitoring of locking percentage must for avoiding it to be high which results in performance
degradation. Ensuring the dataset is consistent.

x

Disk utilization: Monitoring the disk space available on the servers because if memory becomes
full, then the server stops. The solution to this is either the database must be grown or log files
sizes should be monitored promptly.

x

Number of connections: For serving the requests quickly it is vital in knowing the connections
which are open. For performing transactions, the database connections must be open. If there
are many requests concurrently, the database may face an issue with maintaining the traffic.
Depending on the type of workload the number of shards or replicas must be increased.

x

Memory Use: The storage engine currently used by MongoDB is WiredTiger from the versions
3.2. MongoDB utilizes the cache of WiredTiger’s internal cache and the filesystem's cache.
From 3.4, it uses more significant larger of 50% RAM or 256 MB of RAM. The default settings
uses Snappy block compression for collections and prefix compression for indexes. These can
be configured at the global level, which can be changed for each collection and index.

MongoDB uses all free memory that is not used by the WiredTiger cache or by other processes
significant part of the memory, by the knowledge of data, it helps in load balancing or identifying
optimal data [26],[27]. CPU utilization, Memory utilization, Disk IO and network traffic are the
parameters which can be considered for evaluating the performance of a NoSQL database.
rs.status: This command checks the status of the replica set.
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sh.status: This command gives status of a sharded cluster.

2.4

Dstat tool

Dstat provides with the information chosen by the user in columns by clearly indicating the magnitude
and unit of output. In real-time, dstat tool is designed for humans to interpret the data collected. The
data collected can be exported in .CSV format. Dstat shows stats precisely in the same time frame along
with showing the interrupts per device. Later on, it can be imported in Gnumeric and Excel format [28].
For avoiding confusion, dstat uses different colours for different units of metrics collected. The major
advantage of the use of dstat tool is it reports both CPU stats and disk stats in the same timeframe [29].
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3

RELATED WORK

This part of the paper discusses the existing literature available. This literature search is done
understanding the state-of-art of benchmarking of NoSQL databases and assessment of its performance.
The first subsections are about the existing literature, and the following subsection consists of the aims
and objective of the research conducted.
Authors in [30] analyzed the performance of MongoDB along with explaining other NoSQL
unstructured databases. They also discussed the importance of Sharding and also the configurations
required for MongoDB. They had evaluated the performance of MongoDB on cluster by varying number
of threads in the stress tool. Each experiment completed the task at different times, i.e. time required has
increased with the increase in number of threads. Furthermore, they had compared performance of
MongoDB with SQL. They had concluded from the experiments pertaining to this comparison that
MongoDB has performed insert and search operations faster than MySQL. Therefore, speedup of
MongoDB is more when compared to MySQL.
Authors in [31] presented principles and implementations of Auto-Sharding in MongoDB and a better
algorithm for solving the problem of uneven distribution during auto-sharding. They had compared the
results of auto-sharding algorithm with the results after the implementation of FODO algorithms by
testing concurrent read and write performance of the cluster. Authors had concluded that the
performance of Autosharding cluster has significantly improved with FODO algorithm as data balancing
strategy.
Authors in [32] compared a NoSQL database (MongoDB) with SQL server by analyzing its performance
regarding runtime. In this paper, authors had used select, update and insert operations as the criteria for
comparison by recording the time taken for performing these operations. They had concluded that
MongoDB had better runtime performance for inserts, updates and simple queries whereas SQL
performed better when updating and querying non-key attributes, aggregate queries.
Authors in [9] compared and evaluated the performance of databases Cassandra and MongoDB. In this
paper, author had used different workloads of YCSB for comparing the performance of MongoDB and
Cassandra. Authors had concluded that MongoDB had performed well for shorter intervals of time
whereas Cassandra got better when the duration of the experiment has increased.
Authors in [33] compared the performance of NoSQL systems using YCSB in the limited resources
available. They defined a set of benchmarks and reported results for MongoDB, ElasticSearch, Redis,
and OrientDB. Furthermore, authors had analyzed the performance of databases using the read, update
and insert workloads of the YCSB. Author hasn’t concluded with a better choice of database, but has
ended with a note that IT professionals must do benchmark testing of a database prior its use.
Authors in the paper [34] proposed a sensor-integrated frequency identification (RFID) data repository
model using MongoDB. They had also proposed a useful shard key for maximizing query speed and
level of data distribution as they affect IoT-generated RFID. Author has compared data distribution
levels and query performance of different shard key choices for the validation of their choice of shard
key. Then, an experiment is carried out for comparing query performance if MongoDB-based repository
with MySQL-based repository on a single machine for checking out whether their choice of database
performs better. Furthermore, another experiment is performed for checking whether increase in number
of MongoDB shards improves the query performance. Author has concluded that MongoDB has
outperformed MySQL in performance test and MongoDB has performed better with the increase of
number of shards.
Authors in [35] compared the SQL and NoSQL databases with the spatial queries generated from
historical data from Telenor, Sweden. PostgreSQL, MongoDB and Cassandra were the databases used.
Authors had evaluated the performance of trajectory queries on multiprocessor and clusters of
PostgreSQL, MongoDB and Cassandra. They had concluded that Cassandra has handled queries with
no special geographical features better than the other two, whereas MongoDB has performed well in the
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case of spatial queries. Furthermore, MongoDB and Cassandra performed similarly on queries that have
geographical features.
Authors in [36] studied on data storage for bioinformatics in a document-oriented NoSQL database
system. They had also presented data modeling issues and also discussed the implementation of
MongoDB. In this paper, authors had performed a case study for reproducing the part of the workflow
and evaluating the performance of MongoDB and Cassandra in the process of insertion and extraction
of data of bioinformatics in FASTQ format. Authors had concluded that MongoDB has fulfilled their
requirements and they had also succeeded in storing FASTQ files using MongoDB GridFS API.

3.1

Research Gap

There is lot of research work done on NoSQL databases, by comparing different NoSQL databases based
on their performance. There is very little or no literature available for the comparison of the performance
of MongoDB on private cloud and public cloud. This research has been performed for understanding
the dynamics of a IaaS cloud and sharding MongoDB shards on AWS and OpenStack. This leads to a
research gap for quantifying throughput, latency and CPU utilization by adding MongoDB shards to
OpenStack and AWS and then calculating the overhead of CPU utilization of AWS when compared to
OpenStack. There are basic issues of how to measure throughput, latency and CPU utilization when
MongoDB shards are added and measuring them with different configurations of MongoDB were
addressed through this research.
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4

METHOD

This chapter consists of the details of the approaches followed in this research for accomplishing the
answers to the research questions. The primary aim of this research is to evaluate the performance of
MongoDB virtual nodes when implemented on AWS EC2 instances and OpenStack Nova flavors.
YCSB is the benchmarking tool for this experiment. Literature review helps in experimenting. Different
performance factors were identified with the literature review initially.
The criterion for selection and rejection of method is as follows:
Experimentation and literature review are the methods selected for performing this research and
answering the research questions. Rejecting other research methods like Survey and Case Study because
it is not possible to predict throughput, CPU utilization of the MongoDB nodes using survey or case
study. Reasons mentioned above led to the selection of experimentation along with literature review as
an appropriate method for performing this research.

4.1

Literature Review

A literature review has to be done to study the state-of-art in experimentation which will provide
required literature for the proposed study and justify the need for further experimentation [37]. Literature
study will help in studying the requirements for cloud infrastructures. Figure 4-1 consists of information
about the process in which literature review is carried. The following inclusion/exclusion criteria for the
literature obtained:
1. Is the article published between 2006-2018?
2. Is the chosen article in English?
3. Is the full text available?
4. Is the article based on MongoDB?
5. Is the article chosen about the metrics which convey sharding and replication?
6. Is the article discussing performance evaluation of a NoSQL database on cloud computing
platforms?
x

Identification of a problem and formulation of the search string

Initial phases of the literature review have helped in identifying the problem and later on few keywords
such as ‘NoSQL’ ‘Virtualization’ ‘Cloud Computing’ ‘MongoDB’ ‘YCSB’ are used to form an
appropriate search string for this research. Additionally, ‘Benchmark testing’ ‘MongoDB Evaluation’
‘cloud benchmarking’ ‘Service-oriented architectures for cloud platforms’ ‘Infrastructure as a service’
were searched for. Later, such strings such as (CPU Utilization) OR (Throughput) OR (Latency) AND
(MongoDB), (MongoDB) AND (EC2) OR (OpenStack), (Performance) and (MongoDB), AWS OR
Amazon Web Services AND (MongoDB) are formulated for finding out more relevant literature.
Refinement of keywords are obtained from the results obtained and are used to find relevant literature.
x

Searching for relevant literature

Forming the search strings from the identified problems in various databases such as Scopus,
Environment Village, Google Scholar. Refining the search string was refined according to the types of
results obtained from the last used search string.
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x

Evaluating and analyzing the data

Relevant papers found which were initially verified whether they are relevant or not through keywords
by reading to analyze the data more carefully.
x

Writing a Literature Review

Finding all the relevant data which while evaluating and analyzing the data while writing a literature
review.
x

References

Listing out the bibliography of books, journals, and its authors end the literature review.

Figure 4-1: Process of Literature Review
A literature review is also conducted on the MongoDB Docs on MongoDB[8], to get used to the different
concepts about MongoDB and also to find the different combination related metrics and related
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parameters. A literature review is also conducted on the documentation of AWS [17] and
OpenStack[22], to understand the working of the AWS and OpenStack.

4.2

Experiment

Experiments require proper plan and design which is accomplished through literature review. Initially,
MongoDB is installed in all the nodes of OpenStack Nova flavors and EC2 instances. Then, using YCSB
stress is sent to MongoDB for collecting throughput, CPU utilization, and disk utilization. Experiments
on AWS and OpenStack is carried out on 3 nodes, and 5 node clusters and repetition of these experiments
with changing the configurations. As the part of experiments, deploying a 3 node production sharded
cluster on the cloud systems. A production sharded cluster includes 3 member replica set, 3 config
servers, and usage of a one or more mongos routers. YCSB is used to find out the throughput on AWS
and OpenStack, and this can be used to find out the overhead caused by AWS when compared to
OpenStack. Dataset is synthetically generated using the read/write commands in YCSB.
The research method is controlled experimentation that means a practitioner considers some conditions
to be dependent and managing the independent variables.

4.2.1

Dependent Variables

The factors affecting the performance of MongoDB on AWS and OpenStack are considered to be
dependent variables for the experimentation performed. The dependent variables are workloads, CPU
utilization, latency, data replication, and throughput in the experiment performed.

4.2.2

Independent Variables

Identifying independent variables for adding the MongoDB nodes to evaluate the performance of AWS
and OpenStack, for identifying the thread count through the literature review performed. YCSB
parameters like record count and number of thread count were also considered independent variables.
Replication factor and consistency level are the additional parameters that are ignored in the
experimentation. The types of Amazon EC2 and OpenStack configurations used are ignored.
4.2.3
4.2.3.1

AWS
Table 4-1 consists of required configuration in AWS.
Table 4-1: Configurations in AWS
Instance Type No. of EC2 nodes in the Cluster
t2.small

4.2.3.2

3

5

OS
Ubuntu 16.04

vCPUs RAM
1

2

OpenStack
Table 4-2 consists of required configuration in OpenStack.
Table 4-2: Configurations in OpenStack
Instance Type No. of EC2 nodes in the Cluster
M1.small

3

5
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OS
Ubuntu 16.04

vCPUs RAM
1

2

4.2.4

Setup

4.2.4.1

AWS

After creating an AWS Free Tier Account and apply for free 100 credits which are equivalent to 100
USD for experimentation [16]:
• Creating a VPC (Virtual Private Cloud):
• Creating a Subnet:
• Amazon EC2 Key-pair:
• Launching an EC2 instance
• SSH to the instance
4.2.4.2

OpenStack

x

Creating a simple internet network

x

Creating a custom router

x

Launching an instance:

x

Source

x

Flavour

x

Security Groups

x

Assigning Floating IP’s

4.2.4.3

MongoDB

In all the instances MongoDB version 3.4 is installed from the MongoDB Community Edition after the
packages in Ubuntu 16.04 are updated. These packages are installed using the command line tools as
the EC2 instance is accessed using the command line interface.
4.2.4.4

Cluster Formation

For the formation of a cluster using MongoDB, installing of MongoDB in all the instances taking part
in the cluster. For the creation of MongoDB cluster, there is a requirement of 2 mongod processes
running, along with a mongos running in each instance. Forming a shard and a config server using
mongod. MongoDB uses the YAML format in the configuration file, which is, in fact, a superset of
JSON. Therefore, there is a requirement of three configuration files for running MongoDB in all the
three instances, configuring it as follows [39]:
sh.addShard(‘replica set name/ip-address:port number’)
For verifying the formation of the cluster, the command sh.status is entered, for checking the status of
the shards in the mongos. Figure 4-2 consists of setup required for forming a three node sharded cluster.
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Figure 4-2: Setup for sharded cluster
4.2.4.5

Creating a Shard Key

The distribution of data among the shards participating in the cluster depends on the shard key chosen.
It exists in every collection as an indexed field or indexed compound field.
The distribution of chunks among the available shards depends on how good the chosen shard key that
affects the efficiency and performance of operations in the sharded cluster, as shard key helps in
adopting a sharding strategy. An ideal shard key evenly distributes the data among shards [40].
This workload is a workload with read-modify-write operations. The cumulative distribution depicts the
graph for average CPU utilization for the three nodes.
4.2.4.6

Config server

The metadata for a cluster is stored in the config server which reflects the state and organization of the
sharded datasets and system. The metadata comprises of information about the chunks on each shard
and the ranges of the chunks that were defined. Mongos process caches the data for routing all the read
and write operation to shards [41].

4.2.5

Experimental Design

For running different workloads of YCSB, the following steps are followed in this research [25]:
x
x
x

Selecting the database system to test
Choosing the appropriate workload
Choosing the suitable runtime parameters

An appropriate parameter must be defined while running YCSB. These are the settings which are
required:
a. -threads: Number of client threads used is directly proportional to the amount of load offered. This
count is set to 200.
b. -target: This flag is used for targeting the number of operations per second. For generating latency
versus throughput graph, different target throughputs can be measured along with resulting latency.
c. -s: this flag displays the status of the workload every ten seconds.
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x

Loading the data

x

Execute the workload

4.2.6

Metrics

For evaluating the performance of MongoDB virtual nodes, CPU utilization, Disk Utilization,
throughput, and latency were to be identified from the experiments performed using different
benchmarking workloads of YCSB.
When heavy read-write operations are performed CPU utilization and Disk utilization provides the
percentage of CPU and storage utilized by the Mongo nodes. Dstat tool is being used for measuring the
CPU utilization and disk utilization. These are monitored during the running process of workload from
YCSB client. The output from the Dstat tool is saved in .csv format for further interpretation [27].
Following command is run on dstat:
dstat -c -t –output filename.csv
YCSB provides with the details of the type of workload run followed by the throughput and the latency
which were considered as the other two parameters used for conducting this experiment. For accuracy
and avoiding varied performance of the nodes due to external factors, the experiment was repeated for
10 times.
Our main agenda is to examine the cloud data system with different kinds of workloads, which led to
choosing YCSB ahead of TPC-C workloads where an application needs to be modelled and they
concentrated on follow database applications. TPC-C provides with realistic results but YCSB provides
with the performance of the system.

4.3

Constraints

These are the following assumptions made before the experimentation was carried out, i.e., seeing to it
that these constraints were met while setting up the experimentation.
x

After each iteration, the database or collection created for sharding the documents sent through
YCSB should be dropped. This allows the usage of the same setup for all the iterations. This
automatically clears all the logs and documents sent from the benchmarking tool.

x

A similar configuration is used in both the cloud platforms. Thus ensuring that the results from
performance evaluation are comparable.
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5

RESULTS

This section includes the results of the experimentation during the course of the research conducted.
Initial stages of the results section show the mean CPU utilization values which are followed by mean
throughput and latency. These values are listed for the 3-node cluster, 5 node cluster and production
cluster (3 node cluster with replication) for the six workloads in YCSB. The results shown for CPU
utilization are the averaged values of the number of nodes used in the cluster. Each experiment was
carried out for a time frame of 600 seconds. The output in YCSB displayed its results for every ten
seconds.

5.1

Experimental results for 3 node cluster:

The experiment for 3 node cluster has been carried out for the six workloads in YCSB. The following
are the values of CPU utilization, throughput and latency. The mean values of CPU utilization,
throughput and latency are to follow. The experiment has been performed 5 times for the three-node
cluster iteratively in the t2. small instances. The thread count used for carrying out this experiment are
200 threads.

5.1.1

CPU Utilization

These graphs for the six workloads depict the cumulative distribution of the CPU Utilization for the
averaged value for three nodes of AWS and OpenStack. The axes of the graph represent seconds (Xaxis) and CPU Utilization (Y-axis). In all the graphs the blue line depicts OpenStack and the orange line
depicts OpenStack. For a clear view of the change in CPU utilization graphical representation is
employed in the three different types of cluster used in this experimentation for noticing the performance
of the system throughout the interval. Figure 5-1 to Figure 5-6 consists of Average CPU utilization
values for active nodes for the six workloads.

5.1.1.1 Workload A
This workload is a combination of 50% reads and 50% writes. The following cumulative distribution
depicts the graph for average CPU utilization for the five nodes.
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Figure 5-1: Averaged CPU Utilization values for active nodes in Workload A
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5.1.1.2 Workload B
This workload is a read mostly workload with a combination of 95 reads and 5 writes. The following
cumulative distribution depicts the graph for average CPU utilization for the three nodes.

Averaged CPU Utilization

120
100
80
60
40
20

1
21
41
61
81
101
121
141
161
181
201
221
241
261
281
301
321
341
361
381
401
421
441
461
481
501
521
541
561
581

0

Time in seconds
Openstack

AWS

Figure 5-2: Averaged CPU Utilization values for active nodes in Workload B

5.1.1.3 Workload C
This workload is a read only workload with 100 percent read. The following cumulative distribution
depicts the graph for average CPU utilization for the five nodes.
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Figure 5-3: Averaged CPU Utilization values for active nodes in Workload C
5.1.1.4 Workload D
This workload is a read latest workload. This workload takes few minutes for loading on the cluster.
The cumulative distribution depicts the graph for average CPU utilization for the three nodes.
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Figure 5-4: Averaged CPU Utilization values for active nodes in Workload D
5.1.1.5 Workload E
This workload is a workload with short ranges. The cumulative distribution depicts the graph for
average CPU utilization for the five nodes.
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Figure 5-5: Averaged CPU Utilization values for active nodes in Workload E
5.1.1.6 Workload F
This workload is a workload with read-modify-write operations. The cumulative distribution depicts
the graph for average CPU utilization for the three nodes.

30

100

Averaged CPU Utilization

90
80
70
60
50
40
30
20
10
1
21
41
61
81
101
121
141
161
181
201
221
241
261
281
301
321
341
361
381
401
421
441
461
481
501
521
541
561
581

0

Time in seconds
Openstack

AWS

Figure 5-6: Averaged CPU Utilization values for active nodes in Workload F

5.1.2

Throughput

The three-node cluster has the following mean throughput values for the different workloads with their
respective standard deviation values for the five iterations. The standard deviation values are projected
in the Analysis and Discussion section for better readability. The units of throughput are operations per
second. In Table 5-1, mean throughput for three node cluster is tabulated for six workloads.
Type of Workload

5.1.3

Table 5-1 Mean Throughput for 3 node cluster
AWS
OpenStack

Workload A

4744.58

3637.99

Workload B

4743.87

3682.62

Workload C

4640.77

3065.38

Workload D

4663.50

3494.21

Workload E

5179.08

3560.99

Workload F

4790.69

3571.52

Latency

The 3-node cluster has the following latencies for the six workloads in both the cloud platforms. The
unit of latency is ‘Ps’. In Table 5-2, mean latency for three node cluster is tabulated for six workloads.
Type of Workload

Table 5-2 Mean Latency (in Ps) for 3 node cluster
AWS
OpenStack

Workload A

21245.12

56019.84

Workload B

21231.9638

55399.96

Workload C

21738.59

59667.47
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Workload D

21650.57

57977.30

Workload E

19357.81

57159.56

Workload F

21026.30

57265.66

5.2

Experimental results for 5 Node Cluster

5.2.1

CPU Utilization

These graphs for the six workloads depict the cumulative distribution of the CPU Utilization for the
averaged value for five nodes of AWS and OpenStack. The axes of the graph represent seconds (X-axis)
and CPU Utilization (Y-axis). In all the graphs the blue line depicts OpenStack and the orange line
depicts OpenStack. When the MongoDB database is running on AWS and OpenStack, the difference in
CPU utilization in both the cases can be referred as virtualization overhead. Figure 5-7 to 5-12 consists
of Averaged CPU Utilization values for active nodes in six workloads.
5.2.1.1 Workload A
This workload is a combination of 50% reads and 50% writes. The cumulative distribution depicts the
graph for average CPU utilization for the five nodes. In this workload, it can be observed that the average
CPU utilization for the active nodes is 43.32 for EC2 instance whereas it can be observer as 59.87 for
OpenStack.
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Figure 5-7: Averaged CPU Utilization values for active nodes in Workload A
5.2.1.2

Workload B

This workload is a read mostly workload with a combination of 95 reads and 5 writes. The cumulative
distribution depicts the graph for average CPU utilization for the five nodes. At this workload, it was
observed that 32.66 is the CPU Utilization of the MongoDB node in AWS and 58.94 in OpenStack in
the similar configuration.
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Figure 5-8: Averaged CPU Utilization values for active nodes in Workload B
5.2.1.3

Workload C

This workload is a read only workload with 100 percent read. The cumulative distribution depicts the
graph for average CPU utilization for the five nodes.
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Figure 5-9: Averaged CPU Utilization values for active nodes in Workload C
5.2.1.4 Workload D
This workload is a read latest workload. This workload takes few minutes for loading on the cluster.
The cumulative distribution depicts the graph for average CPU utilization for the five nodes.
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Figure 5-10: Averaged CPU Utilization values for active nodes in Workload D
5.2.1.5 Workload E
This workload is a workload with short ranges. The cumulative distribution depicts the graph for
average CPU utilization for the five nodes.
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Figure 5-11: Averaged CPU Utilization values for active nodes in Workload E
5.2.1.6 Workload F
This workload is a workload with read-modify-write operations. The cumulative distribution depicts
the graph for average CPU utilization for the five nodes.
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Figure 5-12: Averaged CPU Utilization values for active nodes in Workload F

5.2.2

Throughput

The throughput of MongoDB is measured in operations per second while the results were shown in
YCSB. The benchmarking tool is run again for the average values of throughput. Throughput for every
ten seconds is displayed in the YCSB tool. From the below values it can be observed that all the values
are almost 4000 for OpenStack and they are nearing 6000 for AWS. In Table 5-3, mean throughput for
five node cluster is tabulated for six workloads.
Table 5-3: Mean throughput for active nodes in five node cluster
Type of Workload
AWS
OpenStack

5.2.3

Workload A

6241.55

3938.56

Workload B

5694.43

4182.62

Workload C

5800.51

4175.33

Workload D

5998.63

4057.68

Workload E

6257.78

4231.89

Workload F

5692.58

3510.52

Latency

The latency is generally measured in ms generally, which is equal to 10 -3. The output of YCSB is in
‘Ps’, which is equal to 10 -6. It can be observed that OpenStack has more latency when compared to AWS
in all the six workloads. In Table 5-4, mean latency for five node cluster is tabulated for six workloads.
Table 5-4: Mean latency (Ps) for active nodes in five node cluster
Workloads
Mean Latency (AWS)
Mean Latency (OpenStack)
Workload A
16245.34
55812.35
Workload B

17689.14

50330.94

Workload C

17432.55

49319.41

Workload D

16847.01

50176.68
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Workload E

16189.63

48061.78

Workload F

17764.46

51485.74

5.3

Experimental Results for Production Cluster (3-node
cluster with replication)

5.3.1

CPU Utilization

These graphs for the six workloads depict the cumulative distribution of the CPU Utilization for the
averaged value for three nodes of each three-node replica set of AWS and OpenStack. The axes of the
graph represent seconds (X-axis) and CPU Utilization (Y-axis). In all the graphs the blue line depicts
OpenStack and the orange line depicts OpenStack. Figure 5-13 to 5-18 consists of Averaged CPU
Utilization values for active nodes in six workloads.
5.3.1.1 Workload A
This workload is a combination of 50% reads and 50% writes. When MongoDB is run in AWS and
OpenStack with workload it can be observer that the average CPU utilization is 52.23 in AWS and 77.47
in OpenStack. The cumulative distribution depicts the graph for average CPU utilization for the five
nodes.
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Figure 5-13: Averaged CPU Utilization values for active nodes in Workload A

5.3.1.2

Workload B

This workload is a read mostly workload with a combination of 95 reads and 5 writes. When MongoDB
is run in AWS and OpenStack with workload it can be observer that the average CPU utilization is 50.34
in AWS and 71.64 in OpenStack. The cumulative distribution depicts the graph for average CPU
utilization for the three nodes.
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Figure 5-14: Averaged CPU Utilization values for active nodes in Workload B
5.3.1.3

Workload C

This workload is a read only workload with 100 percent read. When MongoDB is run in AWS and
OpenStack with workload it can be observer that the average CPU utilization is 56.95 in AWS and 70.52
in OpenStack. The cumulative distribution depicts the graph for average CPU utilization for the five
nodes.
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Figure 5-15: Averaged CPU Utilization values for active nodes in Workload C
5.3.1.4 Workload D
This workload is a read latest workload. This workload takes few minutes for loading on the cluster.
When MongoDB is run in AWS and OpenStack with workload it can be observer that the average CPU
utilization is 51.90 in AWS and 73.69 in OpenStack. The cumulative distribution depicts the graph for
average CPU utilization for the three nodes.
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Figure 5-16: Averaged CPU Utilization values for active nodes in Workload D

5.3.1.5 Workload E
This workload is a workload with short ranges. When MongoDB is run in AWS and OpenStack with
workload it can be observer that the average CPU utilization is 53.85 in AWS and 70.26 in OpenStack.
The cumulative distribution depicts the graph for average CPU utilization for the five nodes
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Figure 5-17: Averaged CPU Utilization values for active nodes in Workload E
5.3.1.6 Workload F
This workload is a workload with read-modify-write operations. When MongoDB is run in AWS and
OpenStack with workload it can be observer that the average CPU utilization is 60.56 in AWS and 70.25
in OpenStack. The cumulative distribution depicts the graph for average CPU utilization for the three
nodes.
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Figure 5-18: Averaged CPU Utilization values for active nodes in Workload F

5.3.2

Throughput

The throughput of MongoDB is measured in operations per second while the results were shown in
YCSB. The benchmarking tool is run again for the average values of throughput. Throughput for every
ten seconds is displayed in the YCSB tool. From the below values it can be observed that all the values
are almost 4000 for OpenStack and they are nearing 6000 for AWS. In Table 5-5, mean throughput for
three node production cluster is tabulated for six workloads.
Table 5-5: Mean Throughput for a production cluster
Type of Workloads
AWS
OpenStack

5.3.3

Workload A

4801.11

3365.03

Workload B

4376.16

3294.15

Workload C

5074.99

3412.42

Workload D

5847.07

3593.30

Workload E

4998.95

3545.84

Workload F

5231.21

3560.52

Latency

The latency is generally measured in ms generally, which is equal to 10 -3. The output of YCSB is in
‘Ps’, which is equal to 10-6. It can be observed that OpenStack has more latency when compared to AWS
in all the six workloads. In Table 5-6, mean latency for three node production cluster is tabulated for six
workloads.
Table 5-6: Mean Latency (in Ps) for a three node production cluster
Type of Workloads
AWS
OpenStack
Workload A

42002.68
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60824.35

Workload B

45862.25

64550.69

Workload C

39773.92

63616.19

Workload D

34453.92

56604.87

Workload E

40476.02

57741.21

Workload F

44651.99

57258.84
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6

ANALYSIS AND DISCUSSION

6.1

Analysis

This section consists of the analysis for the results obtained and the reasons. The first subsection is about
analysis and the second subsection is about discussions.

6.1.1

CPU Utilization

Quantifying the CPU utilization for each configuration in both cloud infrastructures gives an insight to
know how much CPU utilization has decreased. Similar results were produced for all the iterations for
each workload in OpenStack and AWS. Below tables include the average CPU utilization along with
the standard deviation. The change in CPU utilization is quite evident in all the cases. Hedges’g method
which is similar to Cohen’s d is chosen for comparing the effect size and mathematically proving that
the difference in CPU utilization is high enough [42].
Hegde’s g is an improvement to the Cohen’s d formula. The effect size is calculated by finding out the
difference in mean values of the CPU utilization in AWS and OpenStack and then dividing the value
with pooled standard deviation. The difference is quite evident with Hedge’s g. Considering that all the
values of Cohen’s d being more than 2, which means the effect size is high for all the cases.
Furthermore, other statistical investigations have been rejected due to the following reasons. Commonly,
the sample tests such as t, F and χ2 are used but under the assumption that parent population is normally
distributed. The statistical data yielded in this experiment is not normally distributed. Here in this case,
t-test, which shows the difference in results can be considered. But, the agenda of analysing the results
is to show the difference in the effect and hence a test which shows the effect size had to be considered
and Hedges’ g method was considered [43].
Hegde’s g = (M1-M2)/SDpooled [42]
M1= Mean of population 1
M2= Mean of population 2
From Cohen, for simpler practices:
SDpooled = ට

ௌଵమାௌଶమ
ଶ

SD1= Standard deviation of population 1
SD2= Standard deviation of population 2
In Table 6-1, Standard Deviation and Hedge’s g are tabulated for active nodes in three node cluster.
Table 6-1: Standard Deviation and Hedges'g for active nodes in 3 Nodes Cluster
Type of
Mean
S.D.
Mean
S.D.
Workload
AWS
OpenStack
Workload A
52.90
9.14
75.66
7.27

Hedges’g
2.75

Workload B

58.13

5.89

71.83

7.08

0.57

Workload C

52.85

8.21

70.10

5.73

2.44

Workload D

52.76

6.64

70.93

7.25

2.61

Workload E

59.18

3.06

73.94

7.17

2.12

Workload F

54.07

8.28

69.49

3.69

2.41
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In Table 6-2, Standard Deviation and Hedge’s g are tabulated for active nodes in five node cluster.
Table 6-2: Standard Deviation and Hedges'g for active nodes in 5 Node cluster
Type of
Mean
S.D.
Mean
S.D.
Hedges’g
Workload
AWS
OpenStack
Workload A
43.32
5.67
59.87
7.23
2.53
Workload B

32.26

7.92

58.94

10.93

2.79

Workload C

42.66

4.78

62.3

6.43

3.53

Workload D

39.81

5.34

62.33

6.97

3.63

Workload E

40.07

10.71

57.66

4.85

2.11

Workload F

37.07

9.18

62.60

15.07

3.44

CPU utilization is more in the case of the production cluster when compared to the 3 node and 5 node
cluster.
In Table 6-3, Standard Deviation and Hedge’s g are tabulated for active nodes in three node
production cluster.
Table 6-3: Standard Deviation and Hedges'g for active nodes in 3 Node production cluster
Type of
Mean
S.D.
Mean
S.D.
Hedges’g
Workload
AWS
OpenStack
Workload A
52.73
11.23
77.47
11.96
2.13

6.1.2

Workload B

50.34

4.72

71.64

7.72

3.33

Workload C

56.95

5.31

70.52

4.27

2.82

Workload D

51.90

10.89

73.69

9.26

2.16

Workload E

53.85

6.85

70.26

4.48

2.83

Workload F

60.56

14.57

70.25

15.09

2.01

Throughput

Throughput is affected by the response time of MongoDB, i.e. latency. It can be observed that
throughput is higher in all the cases for the EC2 instances when compared to OpenStack. For the
comparison of the values obtained, both variance and standard deviation are listed below. It can be
observed that AWS and OpenStack has more difference in terms of Throughput in the case of five node
cluster. The difference is similar for 3 node cluster and 3 node production cluster.
In Table 6-4, Standard Deviation and Variance are tabulated for active nodes in three node cluster.
Table 6-4: Variance and Standard Deviation for Throughput for actives nodes in 3 node cluster
AWS
OpenStack
Type of
Workload
Workload A

Mean
4744.58

Throughput
Variance
247329.81

S.D.
497.32

Mean
3637.99

Throughput
Variance
198540.02

S.D.
445.58

Workload B

4743.87

191349.54

437.43

3682.62

221353.47

470.48

Workload C

4640.77

208879.85

457.04

3065.38

980441.14

996.37

Workload D

4663.50

240344.56

490.24

3494.21

154528.12

393.11

Workload E

5179.07

90839.56

301.39

3560.99

185280.37

430.44
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Workload F

4790.69

209462.12

457.31

3571.52

142752.77

464.27

In Table 6-5, Standard Deviation and Variance are tabulated for active nodes in five node cluster.
Table 6-5: Variance and Standard Deviation for Throughput for active nodes in 5 node cluster
AWS
OpenStack
Type of
Workload
Workload A

Mean
6241.55

Throughput
Variance
406944.58

Mean
3938.56

Throughput
Variance
653926.79

S.D.
637.42

S.D.
808.66

Workload B

5694.43

257371.61

507.3

4182.62

660406.80

812.65

Workload C

5800.51

265052.49

514.83

4175.33

309320.16

556.17

Workload D

5998.63

291696.12

540.01

4057.68

228913.78

478.45

Workload E

6257.78

404505.16

636.01

4231.89

250662.10

500.67

Workload F

5692.58

320581.48

566.21

3510.52

1168669.67

1168.42

In Table 6-6, Standard Deviation and Variance are tabulated for active nodes in three node production
cluster.
Table 6-6: Variance and Standard Deviation for Throughput for active nodes in 3 node production
cluster
AWS
OpenStack
Mean
Variance
S.D.
Mean
Variance
S.D.
Workload A
4801.11
227879.34
477.37
3365.03
168565.21
410.57
Workload B

4376.16

153523.10

391.82

3294.15

410842.40

640.97

Workload C

5074.99

2718930.91

528.14

3412.42

195765.44

442.45

Workload D

5847.07

293820.89

542.05

3593.30

568738.10

754.15

Workload E

4998.95

331969.01

576.16

3545.84

248620.36

498.62

Workload F

5231.21

361076.65

600.89

3560.52

184081.70

429.04

6.1.3

Latency

From the results yielded in terms of this research, it can be observed that all the six workloads have
similar average latencies on a cloud infrastructure. It can also be seen that latency decreases when the
additionally two nodes were added to the cluster. Furthermore, it can also be seen that latency almost
doubled in AWS 3-node replica 3-node sharded cluster (3 node production cluster) whereas there was a
slight increase in the case of OpenStack. But, eventually latency in all the cases is less in AWS when
compared with OpenStack. The latency is highest in both the cloud infrastructures for all the six
workloads in the 3-node production cluster. It is least for the 5-node cluster.

6.2

Discussion

This chapter consists of the inferences for the research conducted along with the prior research
conducted in this field. In this study the sharding capability of the MongoDB instances was evaluated
on the Amazon EC2 and OpenStack infrastructure. In [35], Ch. Niyizamwiyitira,L. Lundberg,L. Skold,
J. Sidorova has concluded that MongoDB has better latency due to special built in function for spatial
queries. In [44], Gandini et al. has deployed MongoDB nodes on Amazon EC2 and compared its
performance with HBase and Cassandra. It also showed that with replication, latency and throughput
also increased for the author. In this study, latency has increased significantly, although minor change
in throughput was observed. E. Tang and Y. Fan in [45] had compared MongoDB with different NoSQL
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databases and concluded that document databases performed well and mentioned that they were efficient
and scalable. In this research, the performance of MongoDB was better when two new nodes were added
to three node cluster. Authors in [9] evaluated the performance of MongoDB in comparison with
Cassandra with all the six workloads of YCSB. In this research we had compared the performance of
MongoDB in Amazon EC2 and OpenStack Nova with all the six workloads of YCSB.

6.2.1

Answers to the Research Questions

This section is regarding the discussions of research questions and then threats to validity.
x

How to measure the throughput, CPU utilization and latency of MongoDB on AWS and
OpenStack?

By performing the experiment in MongoDB nodes from three nodes to five nodes in AWS and
OpenStack, latency and throughput can be measured using the benchmarking tool YCSB.
Simultaneously, dstat tool is made to run in active nodes of the cluster, for collecting CPU stats and
determining the CPU Utilization
x

What is the overhead caused by AWS when compared to OpenStack arrangement in terms of
CPU utilization?

From the results obtained from collecting the CPU stats using dstat in AWS and OpenStack, the
overhead was determined in terms of CPU utilization in OpenStack w.r.t AWS. The increase in CPU
utilization was quite evident in all the cases, i.e. CPU utilization is more in OpenStack when compared
to AWS. Below table consists of the difference in CPU utilization for all the three types of experiment
performed.
Table 6-7: Difference in CPU utilization of the active nodes in AWS and OpenStack
Workload
3 node cluster
5 node cluster
3 node production
cluster
Workload A
22.76%
16.55%
24.74%
Workload B
13.7%
26.68%
21.3%
Workload C
17.25%
19.64%
13.57%
Workload D
18.17%
22.52%
21.79%
Workload E
14.76%
17.59%
16.41%
Workload F
15.42%
25.23%
9.69%
x

How does replication affect the performance of MongoDB in terms of throughput, CPU
utilization and latency on both the cloud systems?

With the replication of the sharded cluster, it was observed that there is a significant change in latency
of AWS compared to OpenStack, whereas the latency decreased when two nodes were to the sharded
cluster. There is no significant change in throughput due to replication.

6.2.2

Threats to Validity

x Internal threats
Internal threats may occur without the interference of the researcher, due to the problem with tools
used for this experiment or an improper design made for experiment. So, this may lead errors or
mistakes [46]. For avoiding these threats, the experiment is repeated for several times. Furthermore,
the experiment was carried on different types of workloads and varied number of nodes. The
experiment was limited to small instances due to limited credit to experiment for performing various
simulations. Therefore, in this case, the experiments for finding the metrics to evaluate the
performance of MongoDB on the cloud infrastructures is repeated five times. In order to triangulate
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the results obtained by simulating multiple times, statistical data has been extracted and are
synthesized using standard deviation.
x External threats
This is an issue when the results to be concluded can be out of scope. So, the results from the experiment
must be generic or it should be valid for conceptual models [46]. In context to this research, there may
be a case where the database, benchmarking tool and the cloud service providers used for this research
are outdated. For avoiding this threat MongoDB, AWS, YCSB and OpenStack were the technologies
and tools used for this research.
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7

CONCLUSION AND FUTURE WORK

7.1.1

Conclusion

The primary motive of this research is the identification of a method for finding out CPU Utilization,
latency and throughput when the MongoDB nodes are added to Amazon EC2 instances and OpenStack
Nova flavors. Furthermore, the overhead of throughput, CPU utilization and latency on AWS when
compared to OpenStack are quantified. Then, the effect replication has on these values on both AWS
and OpenStack.
At the beginning, the experiment is defined by identifying the thread count at which the MongoDB
nodes work well with any one type of workload of YCSB. The remaining experiments were carried out
based on the thread count value obtained. The performance of MongoDB virtual nodes is evaluated in
t2.small instances in AWS and small flavor of OpenStack which were identified to have similar
configuration. Throughput, latency and CPU Utilization were calculated for all the six workloads of
YCSB. In order to understand the effect of sharding on the MongoDB nodes, the experiment was also
carried on 5 node cluster. The number of operation to be performed were to be chosen based on the
memory size (in GB), in the ratio of 400000:1.
Then, for understanding the effect of replication, the experiment is carried out in 3 node production
cluster. Three different combinations were carried out for identifying the overhead between the
parameters on AWS and OpenStack. There was a total of five iterations conducted for this research. The
average values of all the parameters for the different experiments conducted are compared to one another
respectively.
From this research, the key-takeaways can be as follows. This research has a value to the companies or
firms who are planning to shift their operations from physical server to cloud native platform. From this
study, they can decide whether to a private server which is to be maintained by the company or use a
public server that is maintained by a third party that in general follows pay-as-you-go model. For this
very reason, six workloads have been simulated to give the reader a broader window to view the trends
of how OpenStack and AWS are behaving when simulated.

7.1.2
x
x
x
x
x
x
x

Future Work:
Conducting these experiments with Update only, update mostly and deletion workloads, i.e., 95
reads and 5 writes, 100% writes respectively, by defining these workloads in YCSB.
Carrying out this experiment by using containers and finding out the overhead of CPU
utilization.
Checking out the effect of auto sharding in the overhead of CPU utilization.
Usage of Nmon tool for collecting results instead of dstat, for verifying whether the results
shown in dstat are correct.
Usage of linear quadratic prediction model, this model helps in predicting the upcoming values
of CPU Utilization based on the current values of CPU utilization.
Similar experiments can be conducted on more number of hypervisors, for choosing the best
available option based on the requirement.
Extending the time limit for each experiment and checking whether the results are same for
longer time interval.
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APPENDIX
Required configuration in AWS:
After creating an AWS Free Tier Account and apply for free 100 credits which are equivalent to 100
USD for experimentation:
• Creating a VPC (Virtual Private Cloud)
VPC is for sending and receiving packets from local hosts. Setting the experiments in “EU-central-1b”
(Frankfurt) where both private and public addresses were assigned.
• Creating a Subnet
Instances are launched for the experimentation using a default subnet out of the available private
network and default public subnet. These instances can be accessed using a public IP address
• Amazon EC2 Key-pair
By creating a key pair in Amazon EC2 (giving it a name which is easy to remember) and importing the
key pair. It is important to store key pair in a secure location, anyone who can access the key file can
decrypt login info. Amazon EC2 uses 2048 bit SSH-2 RSA keys. By using the following command, it
is made sure the pem file created isn’t publicly visible, using the following command:
chmod 400 keypair.pem
• Launching an EC2 instance
By using appropriate settings for an experiment as mentioned in the Table 3-1 an instance will be
launched.

• SSH:
A system possess a great chance of consisting an SSH client by default in a MAC or Linux OS. For
accessing an instance in your system, an SSH will be used. Following command is used for accessing
an instance:

Required configuration in OpenStack:
x

Creating a simple internet network

Initially, network and subnet are created for the internal network with a range from ‘192.168.0.0/24’
with the gateway generally being set to the first address and then selecting the range of IP’s for DHCP
pool, along with the DNS server, i.e. 8.8.8.8 and 8.4.4.4.
x

Creating a custom router

A router is created for the VM to act as a router instead of the OpenStack virtual router and an interface
is added to the newly created router that connects to the newly created network.
x

Launching an instance:

A name is given to an instance and number of instances to be launched as shown in Table 3-2. Then,
before launching an instance, following settings are to be made:
x

Source
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CirOS and Ubuntu Xenial cloud server image are the sources which are available for the instances before
their launch. CirrOs is a Linux kernel that runs entirely in RAM, i.e., designed for performing tests and
primary operations in a cloud environment. Ubuntu image is tailor-made for cloud environments that
can be accessed through SSH.
x

Flavour

There are two primary flavours available initially, ‘tiny’ and ‘small’. These can be considered as a
template for the hardware provided. The admin will provide an appropriate flavour which comprises of
similar configuration to that of AWS.
x

Security Groups

Considering the security groups as firewalls; all the traffic are passing through the security groups while
entering or exiting the instance. Providing a default security group which is optional that allows all
egress and inbound traffic, i.e., all instances with this security group are connected to each other but
cannot be accessed from the external network. Therefore, creating a new Security group with appropriate
firewall settings.
x

Assigning Floating IP’s

Accessing VM from the Internet by assigning a Floating IP directly to the instance which provides the
VM a public IP address which makes it accessible. There are only 27 IP addresses available. By using
this method, the number of VM’s active is dependent on the available IP addresses.

Experiment Design in detail:
• Selecting the database system to test
Here MongoDB is the database system chosen. Then a single machine or cluster is chosen to benchmark.
A storage bucket must be created for storing records. Depending on the workload run, the particulars of
the bucket may vary and also depend on the database system. YCSB presumes that a table with the name
‘usertable’ is already present with a flexible schema. In MongoDB, a database with the name YCSB is
used, then a collection is created with the name usertable for diving the data among the shards.
• Choosing the appropriate workload
An appropriate workload must be chosen as it defines the data loaded into the created database. This
will happen during the loading phase. Additionally, the number of operations executed against dataset
will also depend on the workload chosen. This phase is termed a transaction phase. A workload
comprises Workload java class and Parameter file. The same set of properties are shared among them
which makes them insert or execute records. A choice of both the phases must be mentioned before
executing the YCSB command. Following is the workload chosen for this experiment:
mvn -pl com.yahoo.ycsb:mongodb-binding -am clean package
Choosing the suitable runtime parameters
An appropriate parameter must be defined while running YCSB. These are the settings which are
required:
a. -threads: Number of client threads used is directly proportional to the amount of load offered. This
count is set to 200.
b. -target: This flag is used for targeting the number of operations per second. For generating latency
versus throughput graph, different target throughputs can be measured along with resulting latency.
c. -s: this flag displays the status of the workload every ten seconds.
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• Loading the data
For loading the data following command is specified through the YCSB client:
./bin/ycsb load mongodb -s -P workloads/workloada -recordcount 80000000 > outputLoad.txt
• Execute the workload
A workload is executed by running the transaction phase with the following command:
./bin/ycsb run mongodb -s -P workloads/workloada -p -recordcount 80000000

Required Configuration file settings:
1. dbPath: Saves the data at this location.
2. Port: Provides the details of the TCP port to be used.
3. bindIP: This is the IP address in which mongos or mongod binds to listen to applications.
bindIP: 127.0.0.1, IP address of the node.
4. clusterRole: Depends on the type of server, which can be shardsvr or configsvr.
5. replSetName: This will the name provided to the replica set, which should be same for all the nodes
in a config server and different for nodes taking part in shard server.
6. Fork:
7. configDB: The config server runs a replica set, which written as follows:
<configReplSetName>/IP address of the node:Port of the config server
After saving these 3 configuration files in each instance, initializing all the mongod processes.
From the version 3.4, MongoDB has a requirement of running config server as replica set (CSRS). With
both shard and config servers running, then mongos is run on all the three instances, adding the other
two mongo nodes, to form a cluster.
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