
 

 

Master Thesis 
Electrical Engineering 
March 2019 

 
 
 
 
 
 

Master Thesis 
In Electrical Engineering with 
Emphasis on Signal Processing 

March 2019 
 
 
 
 
 

Autonomous Driving: Traffic 
Sign Classification 

 
 
 
 
 
 
 
 
 

Sai Subhakar Tirumaladasu 

Shirdi Manjunath Adigarla 

 
 
 
 
 
 
  Last Updated: 26-03-2019 05:28:09 

 
 
 
 
 
 
 
Dept. of Applied Signal Processing 
Blekinge Institute of Technology 
SE–371 79 Karlskrona, Sweden



This thesis is submitted to the Department of Applied Signal Processing at Blekinge Institute 
of Technology in partial fulfillment of the requirements for the degree of Master of Science 
in Electrical Engineering with Emphasis on Signal Processing.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Contact Information: 
Author(s): 
Sai Subhakar Tirumaladasu  
E-mail:  sati17@student.bth.se 
Shirdi Manjunath Adigarla  
E-mail:  shad17@student.bth.se 

 
 
 
 
 
 
Supervisor: 
Irina Gertsovich  
irina.gertsovich@bth.se 
 
 
 
 
University Examiner:  
Dr. Sven Johansson 
sven.johansson@bth.se 

 
 
 
 
Dept. of Applied Signal Processing                  Internet   :    www.bth.se 
Blekinge Institute of Technology                      Phone      :    +46 455 38 50 00 
SE–371 79 Karlskrona, Sweden                        Fax          :    +46 455 38 50 57



  

3 
 
 

Abstract 
           Autonomous Driving and Advance Driver Assistance Systems (ADAS) are revolutionizing the 

way we drive and the future of mobility. Among ADAS, Traffic Sign Classification is an important 

technique which assists the driver to easily interpret traffic signs on the road. In this thesis, we used the 

powerful combination of Image Processing and Deep Learning to pre-process and classify the traffic 

signs. Recent studies in Deep Learning show us how good a Convolutional Neural Network (CNN) is 

for image classification and there are several state-of-the-art models with classification accuracies over 

99 % existing out there. This shaped our thesis to focus more on tackling the current challenges and 

some open-research cases. We focussed more on performance tuning by modifying the existing 

architectures with a trade-off between computations and accuracies. Our research areas include 

enhancement in low light/noisy conditions by adding Recurrent Neural Network (RNN) connections, 

and contribution to a universal-regional dataset with Generative Adversarial Networks (GANs). The 

results obtained on the test data are comparable to the state-of-the-art models and we reached accuracies 

above 98% after performance evaluation in different frameworks. 
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Introduction 

1.1 Autonomous Driving Origin 

1.1.1 The DARPA Grand Challenge 

The history of Autonomous Driving began in 1920’s, not with a fancy GPS or anything, but with 

navigation by using radio impulses. But the actual technology shift began when individual competitors 

competed for The DARPA Grand Challenge[1]. DARPA stands for The Defense Advanced Research 

Agency, ran its pathbreaking Grand Challenge over the early-mid mid 2000’s with the goal of 

strengthening its defense with autonomous vehicles. Some of the challenging tasks involved racing in 

deserts, pulling off sharp turns and maneuvers through narrow tunnels, mountains with rocks. 

Stanley is a self-driving car by The Stanford Racing Team won the challenge in the year 2005. It was 

led by Sebastian Thrun, who ultimately went on to build Google’s first self-driving car. To summarise, 

DARPA is like a car racing, but with autonomous machines! These challenges might have caused a 

technology revolution in terms of modern mobility and pioneered the origin of Autonomous Driving 

(AD) and Self-Driving Cars (SDC). 

1.1.2 Levels of Autonomous Driving 

If you are wondering why the world is on a shift to autonomous vehicles, leaving the good old manual 

gear-shifting engines to dust, be prepared to dive into the world of Self-Driving Cars as we could clear 

your thoughts floating in your mind right now. If you are a vehicle expert, you might think a SDC is 

one that drives on its own without any driver input, but you can always dig deeper. Can it, for example, 

sense the weather conditions like humans? Does it know its destination, and can it reach in time? Let’s 

say, for example, can it out-maneuver other vehicles by tackling all the turns, obstacles, traffic lights, 

lane markings, road signs etc? Does that count to make any vehicle fully autonomous? The answer is 

No and we will tell you why, but first let us take a look at the SAE 5 Levels of Autonomy[2]. 

Level 0: There is no fancy automation involved and everything is manual. All controls are human 

controlled: steering, braking, acceleration, gear etc. This is what we call a traditional car on the road. 

Level 1: Most functions are driver controlled, but some specific functions are automated. Steering and 

Automatic Braking System (ABS) are being commonly integrated in vehicles. Some manufacturers call 

ABS as Autonomous Emergency Braking (AEB). It has the potential to stop a heavily loaded truck 

autonomously in a split-second if there are any obstacles on the road. 
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Figure 1 The 5 levels of Autonomous Driving (Source: SAE Internatíonal[2]) 

Level 2 & 3: Only a few of the driver assistance systems are automated. Some examples are Adaptive 

Cruise Control, which can take over driving during long road trips and cruise adaptively within certain 

speed limit. Other functions include lane finding, automatic lane shifting and centering etc. Even though 

the car can drive on its own, the driver is still required to be in the vehicle to handle worst-case scenarios. 

Level 4: The vehicle can drive autonomously and alongside that, virtual driving simulators are in 

development, so the vehicle can drive on its own, but this time with a virtual driver. They can actually 

control the car remotely using a simulator. 

Level 5: This means all functions are fully automated by the vehicle, without involving any driver input. 

This is considered the holy grail of autonomy as the vehicles are capable of driving under extreme 

conditions (night, bad weather, rain etc). It is now clear that the aim of a Self-Driving Car to be fully 

autonomous can only be achieved by performing all these functions. However, it was designed to make 

mobility safer, but we believe it is not safe as it sounds. Recently, it got involved in a couple of horrific 

road accidents involving major automobile industries like Tesla and Uber. 

So, where are we today? There is a lot of progress being made by various companies to make them 100 

percent safer, accident free and more communicative to humans, but our opinion is we are somewhere 

around Level 4 and getting closer to Level 5. We also believe that it could take a more than a couple of 

years for AD to be universally accepted as countries like India are still facing safety issues when it 

comes to full automation. 
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1.2 Understanding Autonomous Driving 

In this topic, we will go over some of the most important technologies that ultimately provide a path 

for autonomous vehicles (AV). The following figure is the basic outline of how an autonomous vehicle 

operates. 

                                            

Figure 2 AV Stack (Source: Mckinsey[3]) 

1.2.1 Sensor Fusion 

How can an AV see and sense the world like us? They are equipped with sensors that can detect objects, 

calculate distance and the current steering angle etc. Sensor fusion[4] lies in the sense block and is the 

integration of all the sensors onboard the vehicle. For example, it combines the data feed from cameras, 

point cloud and depth range information from LiDAR’s, radars etc, and sends into the next block, which 

process this data for planning and execution. Sensor fusion typically helps to perform scene 

understanding, a term often instead of perception for autonomous cars, but the actual meaning is similar 

in the sense to understand and perceive the surrounding environment.  

Cameras, LiDAR and Radar: Object detection 

We believe LiDAR is the most prominent evolving sensor in the field of AD and outperforming cameras 

and radars by detecting objects in longer distances very effectively. They do semantic segmentation[5] 

of an image, which helps an AV to easily differentiate between object classes (pedestrians, vehicles, 

traffic signs, roads etc).   

LiDAR stands for Light Detection and Ranging and works quite similarly like an Ultrasonic sensor. It 

sends out a beam of light which on return gives us the information about the collected data after 

reflecting on hitting any obstacles. An AV needs to quickly understand its environment front, back and 

sideways, thus, a LiDAR that can rotate 360 degrees to sense the environment in a reasonable amount 

of speed and time is being preferred. LiDAR stores the information as an array of point clouds in 3D, 
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consisting of data like direction and distance. Radar technology is old but works in the similar fashion 

with radio waves and is not as expensive as LiDAR. In the long run, some AV manufacturers believe 

radar is more productive, while some are already achieving similar results like LiDAR, solely by using 

radars and cameras. Even though LiDAR is proven to be effective, we believe that the combination of 

radars and cameras can offer more safety functions than LiDAR.  

 

Figure 3 Sensor Function Ratings (Source: Mckinsey[3]) 

1.2.2 Localization 

Localization is how we determine where our vehicle is in the world. GPS is great, but it’s only accurate 

to within a few meters[6]. It all comes down to the traditional Signal Processing algorithms and filters. 

We can use the principles of Markov localization to program a particle filter[7] [8], which uses data and 

a map to determine the precise location of a vehicle. Traffic signs are also integrated with GPS in some 

vehicles. As mentioned above, other popular methods include signal processing filters like the particle 

filter, extended Kalman filter, and SLAM. 

1.2.3 Path Planning and Connected Cars 

Now that the car can sense the world around it, what does it do with all this information? One might 

think it will cruise all the way, but before it gets to do that or brake, accelerate, or steer, it must first plan 

its path or route. This is called “Path Planning”, lies in the plan block (Figure 2) and relies on the 
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information from the sense block. Traffic signs also play a role in formulating a path plan in connected 

vehicles. 

Autonomous cars are connected within a network (connected vehicles) so that it becomes feasible for 

them to share traffic status, communicate with each other and more. Path planning routes a vehicle from 

one point to another among connected cars, integrate point of interests (POI’s) like charging stations, 

cafes, restaurants etc and it can also handle how to react when emergencies arise. For example, at first, 

one can apply major path planning approaches like predictive model control and behaviour-based model 

to predict how other vehicles on the road will behave and react[9]. Then construct a flexible path to 

decide which of the several maneuvers our own vehicle can/should undertake. 

1.2.4 Active Safety and ADAS 

Advanced driver-assistance systems (ADAS) are not only meant for comfortable driving but we 

believe they assist the driver in effective decision making. They help to react swiftly in critical 

conditions to avoid crashes by monitoring and controlling every part of the car, which otherwise seen 

as performing Active Safety. It is interesting to note that the next-generation ADAS will increasingly 

leverage wireless network connectivity to offer improved value by using car-to-car (also known as 

Vehicle to Vehicle, or V2V) and car-to-infrastructure (also known as Vehicle to Infrastructure, or 

V2X[10]) data. 

1.2.5 Perception 

What makes us humans intelligent? In our opinion, the answer is human brain as it made us sense and 

perceive that it is the correct answer. To be precise, every day we wake up, drink coffee, go for a walk, 

watch a movie or work, in a pre-planned fashion. However, without our human brain, it becomes 

difficult to decipher those activities and determine what exactly is relevant to the situation. We also 

happen to be very spontaneous in answering emails, texting friends, reacting to hot/cold conditions like 

food, weather etc. 

Now imagine cruising on a highway at top speeds, we will get to the point where everything seems 

crucial. We are surrounded by great amount of data, from a simple road sign and road lanes to heavy 

duty trucks accidents, and traffic jams. We could sometimes be vulnerable and fail to make instant 

decisions, but we believe AV’s are less prone to that because of their capability to perceive more 

information than humans. 

With the power of perception, an AV should be able to detect pretty much everything around it using 

cameras, and other sensors, identify if they become potential hazards in the future by continuously 

tacking them. 
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1.2.6 Traffic-sign Recognition 

Traffic-sign recognition (TSR) is a technology by which a vehicle is able to recognize the traffic 

signs put on the road e.g. "speed limit", “stop”, “construction”, “children”, "turn ahead" etc. TSR 

technology is considered to be a research field in perception and ADAS research area. It collectively 

uses Deep Learning (DL) and Image processing techniques to detect and classify the traffic signs and 

is being integrated into almost every vehicle by several automotive manufacturers these days. Some 

methods[11] are generally divided into colour based, shape based and learning based methods. We use 

a DL based method in this thesis together with several image processing techniques. 

1.2.6.1 How does TSR work? 
Traffic signs can be detected and analysed using forward-facing cameras, LiDAR’s and radars in many 

modern cars, vehicles and trucks. They are displayed in the dashboard or Infotainment Head Unit (IHU) 

in vehicles as an ADAS feature. If you are reaching 80 km/h in your favourite car, and then if the car 

sends you a pop-up message to decrease the speed limit down to 50 km/h, you should act accordingly! 

But then again, your cars active ADAS feature should be able to do it for you. 

1.3 Datasets and some challenges 

Traffic sign recognition is a multi-class classification problem with unbalanced data class frequencies. 

Traffic signs can provide a wide range of variations between classes in terms of colour, shape, and the 

presence of pictograms or text. However, there exist subsets of classes (e. g., speed limit signs) that are 

very similar to each other in almost every region. The classifier has to cope with large variations in 

partial occlusions, rotations, weather conditions like snow[12], rain etc.  

1.3.1 The German Dataset 

Hence, the German Traffic Sign Recognition Benchmark[13] (GTSRB), a large, lifelike dataset of more 

than 50,000 traffic sign images in 43 classes was constructed. The GTSRB initially started out as a 

competition, where several individuals compete against each other for the best classification accuracies. 

However, while there are different datasets available, the GTSRB is considered as the standard 

evaluation dataset for traffic sign classification algorithms with several research projects. The GTRSB 

is composed of highly unbalanced data and is randomly distributed over different classes.     
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1.3.2 Regional Problem and The European Dataset 

When driving from one country to another, the classifier might struggle to identify different variations 

in the regional traffic signs. They possess a wide variability in their visual appearance making it more 

difficult for classification systems to succeed. Recent studies propose a European dataset[14] which 

deals with this intra-class variability from six different countries (Belgium, Croatia, France, Germany, 

Netherlands and Sweden). The proposed dataset is composed of more than 80,000 images divided into 

164 classes following the Vienna Convention of Road Signs. Thus, there exists a need to integrate traffic 

signs in regional areas into a more sustainable universal dataset. 

1.4 Problem Statement, Aim and Research Questions  

The world of Autonomous Driving (AD) is always vibrant and is constantly evolving. In this research, 

we are addressing a common but challenging problem within AD, Traffic-Sign Classification. Humans 

are capable of recognizing the large variety of traffic signs with close to 98.8% correctness[11]. This 

does not only apply to Autonomous Vehicles in real-time driving because nothing is for certain.  

One might think there are state-of-the-art models with classification accuracies greater than 99% out 

there and yes, its true. This shapes the research to think out of the box and aim more on problems we 

could face in the future, instead of improving accuracies. That could be enhancing the image quality in 

low light conditions, generating traffic signs in diverse regional conditions (where there are no publicly 

available datasets) which can also contribute towards an universal dataset. 

The main motivation behind this thesis is not about going on par with the best state-of-the-art TSR 

systems out there but to develop our own model for benchmarking. The model is fine-tuned and then 

evaluated under different setup environments against some futuristic open-research cases.  

Research Questions: 

 How to classify a traffic sign (stop sign, yield sign, speed limit or maybe no sign at all)? Can 

we further optimize the selected network architecture for real-time implementations? 

 Can we improve performance of the classification algorithm in low light or noisy conditions? 

 Can we reduce the computational time of the process by selecting an efficient network and 

make it run on GPU’s using high performing software like Nvidia CUDA? 

 Can we improve classification accuracy with different image augmentation techniques? 

 How to tackle traffic signs in diverse conditions (unique, bad weather and publicly unavailable 

dataset in India), as universal-regional dataset is something to look out for in the future. 
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1.5 Methods and Objectives 

Image Pre-Processing: 

 Investigate existing data sets for different traffic signs, for e.g., The German Traffic Sign 

Dataset (GTSRB). 

 Perform pre-processing of datasets like image normalization and augmentation techniques. 

Deep Learning: 

 Develop an efficient deep neural network for benchmarking after fine tuning existing neural 

network architectures. 

 Select the best possible hyperparameters (number of layers, epochs, batch size, optimizers etc) 

and the overall model that accounts for a few training parameters. 

 Train the network and monitor the progress. 

 Record the training and testing classification accuracies. 

Optimization: 

 Implement the code in an optimized framework. E.g., MATLAB, TensorFlow-Keras. 

 Run the entire process on a GPU that supports Nvidia CUDA. 

 Record the performance and compare the accuracies of the chosen setup environment against 

other models. 

 Work the model on the cases (discussed later on). 

2 Related Work: 

The survey “An overview of traffic sign detection and classification methods”[11] tell us about present 

classification state-of-the-art algorithms and their performances. It mentions that deep learning is 

preferable to classification than hand crafted methods. It also tells us the research area in decreasing 

false alarms and need for more universal dataset. The paper “European dataset”[14] shows the 

challenges faced in creating an European dataset to address the universal dataset classification accuracy 

problem. Work performed in this paper also demonstrates that it is possible to improve the classification 

accuracy with different pre-processing and image augmentation techniques, instead of deep neural 

network architectures. GRU (Gated Recurrent Unit) connections are being considered effective in 

classification tasks under low light or noisy conditions[15] and outperforming CNN’s. The German 

Traffic Sign Benchmark[13] is widely used for traffic signs and is a multi-category classification 

competition. Traffic sign recognition is also deployed on embedded systems[16][17] for accurate 
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driving in real-time with reduced parameters. Evaluation metrics of different learning algorithms is 

performed in this paper[18] “Classification assessment methods”. Acceleration methods[19] in terms 

of CNN architecture compression, optimization and hardware-based improvement have been proposed 

in “Recent advances in Convolutional Neural Network Acceleration”. Effects of batch 

normalization[20] and dropout[21] in convolution layers for Image Classification are discussed in this 

study. GAN (Generative Adversarial Network)[22] is being considered to simulate new images and 

thus restoring balance in imbalance datasets. Traffic sign classification in GTSRB using GANs is 

performed in this paper[23] “Traffic Sign Image Synthesis with Generative Adversarial Networks”. An 

efficient method called DCGAN which combines a CNN and GAN is proposed in this paper[24]. 

Performance comparison on gaussian noise images were evaluated in following papers[25][26]. Famous 

datasets like MNIST[27] and Fashion MNIST[28] are generally preferred for benchmarking the 

classification accuracies. The Belgium dataset[29] is another type of traffic sign dataset similar to the 

GTSRB, with less number of images and more classes compared to GTSRB. 

3 Background Theory: 

We can classify classification problem into three fundamental classes: colour based, shape-based and 

learning based methods. Colour based methods are mostly used with high resolution dataset. Shape 

based methods are robust to colorimetric methods. They are costly in computations because of 

calculation of gradients for detecting edges. Shape based methods are prone to intensity change unlike 

colour-based methods. Lightning changes, Occlusions[12], Scale change, rotations and translations are 

common weakness in these methods. Deep Learning helps us in solving these problems. 

3.1 Deep Learning 

Deep learning (DL) is the subfield of machine learning which employs neural networks and machine 

learning is subfield of Artificial Intelligence (AI). AI is a human intelligence exhibited by machines 

which gives them ability to think, learn, reasoning etc. Neural network is a learning algorithm similar 

to how our brain works. Learning can be classified into Supervised, Unsupervised and Reinforcement 

learning depending on training method.  

Hand crafted features like Histogram of gradients (HOG), box shaped filters usually take a lot of time, 

effort and skilful people to best represent the features of the model. But by using deep learning we can 

overcome this and obtain better classification performance. Neural networks like CNN, R-CNN, SVM 

etc., “have been superior in terms of accuracy over hand-crafted features in detection, classification and 

segmentation tasks”, according to V Tomaselli[30]. 
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So, what makes a machine smarter? This is similar to what exactly is the difference between a human 

and a robot? While AI is the headliner, Deep Learning is actually a subset of it which can be applied to 

solving real-life problems in different ways. Below is a figure by Curt Hopkins, HP Labs  to get a 

general idea about Deep Learning:  

  

 

Figure 4 Artificial Intelligence and Deep Learning (Source: Curt Hopkins[31]) 

 

3.1.1 Performance boost with Deep Learning 

Deep learning is accelerating deep neural networks to quickly improve training performance and 

execution. It became successful due to large amount of data available nowadays, improvement of 

efficiency in hardware and new algorithms. Previously vanishing gradient was a problem during 

training of back propagation in deep neural network due to which gradient (error) was not able to reach 

first layers from last layers (vanished in middle layers). Deep learning reduced this problem with 

Rectified Linear Unit (ReLu) activation function instead of sigmoid which made it possible for the 

weights to change (error propagated back properly) even though the network is large. Deep learning 

also prevented overfitting of the model by introducing dropout or regularization and greatly reduced 

training computational time by using Graphical Processing Unit (GPU), algorithms like batch 

normalization etc. 
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3.2 Classification Models and Challenges 

If you want to build the best classification model or network to go after the best classification accuracy, 

it should be precise in tackling its challenges. Apart from the data, either if its big or small, the level of 

detail, if the memory and storage are sufficient or not etc., it should face additional challenges. 

Some of the common models that we should be aware of are Naïve Bayes, K-Nearest Neighbour, 

Decision Trees, Support Vector Machine, Neural Networks, Classification Cross-Validation. Please 

note that we are not going to go deeper as we choose our model to be a Convolution Neural Network 

as it works efficiently on data consisting of images. 

3.2.1 How do we avoid such challenges? 

Overfitting: is a common challenge in DL, means that our model is so closely aligned to training data 

sets that it does not know how to respond to new situations. 

How do we avoid it? The best way to avoid overfitting is by making sure we are using enough training 

data with correct network and parameter optimizations. Conventional wisdom says that we need a 

minimum of 10,000 data points to test and train a model. Some examples to prevent overfitting are 

using regularization, cross validation, batch normalization[20], drop out [32] and image augmentation. 

3.3 Convolution Neural Networks 

Convolution Neural Networks (CNNs) are deep neural networks which are most successful in image 

recognition and classification. If we use images directly in Neural Network, it will lead to poor results 

because of overfitting so we use feature extractors to extract features manually and feed in to Neural 

Network to classify the image. CNN is similar to a feature extractor which is designed by training 

process instead of manual design[30]. Usually CNN consists of convolution layers, pooling layers and 

fully connected layers. The filter kernel in these layers is a matrix which is used to extract and classify 

the features. Padding in convolution is usually operated to change the image size into valid (without 

zero padding) or same as input size by zero padding. Convolution is a linear operation over volume and 

with bias introduces non-linearity. Filter size, stride, learning rate, number of iterations, hidden layers, 

choice of activation function are hyperparameters which control the weights and biases in the network. 

Convolution is employed in form of cross correlation instead of rotating the weight matrix because it is 

easier to perform dot product simply than rotating in most neural network libraries. According to 

Goodfellow (2016)[33], “This difference does not affect the performance of the algorithm because in 

the context of machine learning, the learning algorithm will learn the appropriate values of the kernel 

in the appropriate place, so an algorithm based on convolution with kernel flipping will learn a kernel 
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that is flipped relative to the kernel learned by an algorithm without the flipping”. Convolution layer 

generates new images called feature maps from given image using convolution operation. Pooling 

operation reduces the size of feature maps by operating on neighbour pixels and extract low level 

features. It introduces invariances to transformation of the input. Max pooling takes maximum of pixel 

value in given window matrix (usually 2x2, 4x4 etc) and extracts the most important features like edges 

whereas, average pooling extracts features smoothly by taking the average of pixel values. Finally, we 

take 2D feature maps as input to the fully connected 1-D network[34], to just concatenate all the features 

present in all the output maps into one long input vector and classify the images using soft max layer 

for multi classification purposes.  

3.3.1 Why CNNs? 

Parameter sharing: Convolution layer is similar to feature detector that is useful in one part of image 

is probably useful in another part of image. Fewer parameters makes the model quicker to training and 

less prone to overfitting. It is sharing of weights by all neurons in a particular feature map. 

Sparsity of connections: CNN is sparse each layer each output value depends only on a small number 

of inputs.  

Translation invariance: Convolution layer provides equivariance. The equivariance in the feature 

maps combined with pooling layer function leads to translation invariance in the output layer (SoftMax) 

of the network. Equivariant to translation means that a translation of input features results in an 

equivalent translation of output. Invariant to translation means that a translation of input features does 

not change the outputs at all. 

3.4 Recurrent Neural Networks 

Recurrent Neural Networks (RNNs)[35] have an internal memory (a feedback loop) unlike feed forward 

neural networks, which enables them to be precise in predicting what is coming up next. The primary 

difference between a Convolutional feed forward neural network (CNN) and RNN is that the “training 

mechanism” in CNN is via back propagation and in RNN is “back propagation through time (BPPT)”. 

Since RNNs operate in a sequence time-series fashion, BPPT is a term typically used for minimising 

errors by updating the gradients and weights, through time. 

Recurrent connections like Long Short-Term Memory (LSTM) and Gated Recurrent Units (GRU) are 

aimed to solve the vanishing gradient problem in a traditional RNN, where the value of gradients 

decreases due to which the training stops or becomes very slow. LSTM avoids the problem by making 

the gradients steeper, and this reduces training time and increases the accuracy. The GRU uses a reset 

and an update gate, which both can be compared with the forget and the input gate of the LSTM. 
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Figure 5 Recurrent Neural Network [35]  

The GRU in deep:  

We were inspired by the combination of recurrent connections like LSTM/GRU with convolutional 

layers. According to Hartmann[15], CNN’s are outperformed when tested with low SNR images by 

CNNs that have recurrency between the layers. We tuned the fully connected layers in CNN with 

recurrent connections which will be discussed further in the report. 

We will discuss some of the important equations stated by Hartmann to understand how a GRU works. 

Eq. 1 represents the update gate ( at time step  where the input  and the previous output  are 

multiplied by the weight . Similarly, the reset gate ( ) is implemented in Eq. 2 and decides how 

much of the previous information to forget.  is the current memory content which passes only the 

relevant information. It multiplies everything with a  function with output 

-1 to 1, as this range seems to be most convenient for neural networks. Finally, Eq. 4 represents the final 

memory content which decides on how much of the current content to ignore and how much of the past 

output to be kept. The * indicates element-wise multiplications to update the gates.  

 

                                                (1) 

                                                (2)   

                                                (3)   

                                                (4)   
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3.4.1 Motivation for RNNs 

As discussed in above, CNN’s with recurrent connections (LSTM/GRU) are proved to be robust against 

pixel noise. Our motivation is to use a combination of CNN-RNN as it could be efficient for 

Autonomous Driving at night, during snow or bad weather conditions, typically when the data is 

contaminated with noise. Since network size is a modern trend in DL, we also took advantage of RNNs 

capability to increase the network depth while maintaining less parameters. 

RNNs for time series or images? 

RNNs are generally used for time series or sequential data. But you might wonder are they good enough 

for working with images like CNNs? We would like to bring out the contrast. As RNNs process data in 

time steps, the data gets influenced by more and more neighbourhood over time. The data points could 

see large regions and variations in the input space. In CNNs, this ability is limited to higher layers. 

Even though images are not sequential, RNNs consider them as sequences on input. If you input a hand- 

written word image, they can process from cursive beginning of the word and predict how it will end, 

forming a sequence. The larger the image or a region, the more can it learn about it from neighbouring 

regions. So, we believe RNNs are also a good fit for image recognition. 

 

3.5 Generative Adversarial Networks 

Generative Adversarial Networks (GANs) are one of the most promising advancements in DL to look 

out for at the moment. In a nut-shell, we will explain the importance of GANs and their significance.   

The GANs are composed of two parts, namely the Generator (G) and the Discriminator (D). They are 

indeed two neural networks that operate in a very peculiar fashion. As the name indicates, the generator 

tries to generate new samples of images and the discriminator (trained on original data) evaluates them 

if they are correct or fake. Well, is there any contradiction between the two? No, because the G tries to 

fool the D with its noisy fake samples and the D ultimately finds out they are fake and sends out 

constructive feedback to the G. 

Considering the feedback provided to the generator, it learns to produce image samples as accurate as 

the original data itself! 
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Figure 6 The GAN architecture (Source:Medium[36]) 

 

GANs Vs Augmentation: We would like to bring out the contrast between the GANs and traditional 

data augmentation. While both involves generating new image samples, we focus on are they similar? 

Practically, yes but GANs come with an added benefit. After performing data augmentation techniques 

(discussed further on) to the dataset, there is a good chance that we can avoid the class imbalance 

problem by enhancing size of the dataset. What is the added benefit with GANs? We can further increase 

the size of the dataset with their generated samples!  

Understanding GANs:  

GANs were introduced by Ian J. Goodfellow in 2014 [37]. We will discuss some key points from his 

paper. To be simple, we will start with the general equations of G and D as multilayer perceptron 

( ) and then follow up with the training mechanism. The process involved in section 3.5 is 

given by Eq. 5, where D represents the Discriminator and G represents the Generator. 

  (5)  

 is the data generating distribution and  represents the prior on input noise variable.  

Training Mechanism: To maintain D in optimal solution, it is trained by alternating every k steps and 

G for every step. For G to learn well, it is trained to maximize . The stochastic gradient 

step updates for training D and G are shown in Eq. 6 and Eq. 7. For each step during training, after G 

is optimized,  converges to . Now the Eq. 5 becomes a global optimum for  and is 

given by Eq. 8, where  is the optimal discriminator. (  represents the samples in a minibatch) 
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(6) 

 
 

(7)  

  (8)  

 

3.5.1 Need for GANs 

We believe GANs could be very effective in solving the need for universal dataset. For example, they 

could generate regional datasets in the developing countries, where there are no publicly available traffic 

sign datasets. GANs also offer the following perks and advantages:  

• Great potential as they can learn to mimic any kind of data distribution like images, videos 

• Produce high resolution output of images 

• Aims to reduce the class imbalance problem and the sparsity of large datasets when it comes to 

DL 

3.6 Transfer Learning and Cloud 

Transfer Learning is a very popular technique in the field of DL as it can transfer learning from one 

neural network to other! Together with cloud technologies like AWS, Google Colaboratory (Colab)[38], 

we can save considerable amount of network developing time. Not sure how and why? Let us focus on 

the overview of what Transfer Learning is, how it works, why one should use it and some approaches.  

3.6.1 What is it and Why one should use it? 

Transfer Learning[39] can help DL enthusiasts by giving them an edge in training their neural networks. 

Neural Networks require a large amount of training time and computational power, and even by using 

a reasonable GPUs, many of us could still lack the performance as high-end GPUs are very expensive 

to afford. One good thing is a NN learns during training and we can use the same learning weights on 

a new problem by using transfer learning. For example, DNN’s like YOLOv3[40] and VGG-16[41] are 

trained on millions of labelled data and we can easily use them on our problems, avoiding training times 

from scratch. Google Colab is a publicly available online laboratory which can offer you a free 

CPU/GPU for computations. 
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3.6.2 Possible Advantages? 

Apart from saving impeccable training times and computations, there could be three possible benefits 

to look for when using transfer learning: 

 The initial training rate on a transfer learning deployed model is higher. 

 The rate of improvement during training is at a steeper increased pace. 

 The model converges faster with transfer learning. 

3.7 Frameworks and Toolkits 

Each framework is built in a different manner for different purposes. Here, we look at some of the 

flexible deep learning frameworks[35] to give you a better idea of which framework will be in handy. 

3.7.1 MATLAB 

It is mainly designed to handle matrices[42] and, hence, almost all the functions and operations are 

vectorized, i.e. they can manage scalars, as well as vectors, matrices and (often) tensors. It also has 

CUDA support to perform training using GPU. Visualizing a network topology with its layers and 

connections, augmentation of training and testing data can be done easily in MATLAB.  

In contrast, Python[40] is a general-purpose programming language requiring add-on libraries for 

performing even basic mathematics. Matrix mathematics in Python requires function calls, not natural 

operators, and you must keep track of the differences between scalars, 1-D arrays, and 2-D arrays. In 

MATLAB, we can import/export pretrained networks into ONNX (Open Neural Network 

Exchange)[43], which acts as a bridge between TensorFlow-Keras, and Caffe[35].  

3.7.2 TensorFlow 

TensorFlow is an open source software library for numerical computations. Google created TensorFlow 

to replace Theano[35]. TensorFlow was originally developed by researchers and engineers from the 

Google Brain Team, to facilitate more research towards deep learning. In TensorFlow, computations 

are conceived under the concept of Data Flow Graphs. The nodes in those graphs represent 

mathematical operations, while the graph edges represent tensors (multidimensional data arrays). 

TensorFlow has good Python API and written in C++ which makes it run faster.  

3.7.3 Keras 

Keras is a deep-learning library on top of TensorFlow and Theano, providing an intuitive API inspired 

by Torch[35]. If you are just starting up with DL, we suggest Keras as your starting point as it has the 
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capability to train your networks with a few lines of code. The API looks simpler and more user friendly 

than pure TensorFlow.  

3.8 Image Pre-Processing 

Normalization[44] of the data is used to prevent scale invariance (spreading of data will affect the 

performance of neural network). By normalizing training data to have mean 0 and variance 1 along the 

features, will improve convergence during training with gradient descent. While convolution itself does 

not require fixed size of images, the fully connected layer requires fixed size of images as input.  So, 

during resizing of images care should be taken as most of features are lost which may affect the 

classification. Dimensionality reduction is one technique used in pre-processing, for example, if colour 

features are used to train the model, they are prone to change in illuminations like daylight or night etc. 

So, to reduce them (computations and other channels-dimension effects) we usually convert RGB (Red, 

Green, Blue) images to grey scale (3 dimension to one dimension). Image enhancement can be used to 

increase clarity of images while training and execution. 1x1 convolutional filters can be used to reduce 

dimensionality and number of computations required. We can also reduce the number of channels or 

filters into one and force the network to choose best colour features initially.  

3.9 Data Augmentation Techniques 

Image classification research datasets are typically very large. Data Augmentation[45] is often used in 

order to compensate class imbalance problem and improve overall generalisation properties of the 

network. Cropping is one technique where we remove unnecessary features in big image like borders, 

unnecessary class data. Random rescaling, rotation and shearing helps us to learn the important features 

of each object at different scales and positions. Gaussian noise also helps us in preventing overfitting and 

give better classification results in the presence of noise. Augmentation values should be as close to real 

world situations as possible to improve accuracy, otherwise it will affect negatively towards image 

classification. 

3.10 Parallel Processing 

CPU performs one operation at a time based on number of cores. A graphical processing unit (GPU), 

has smaller size but more logical units[46] (arithmetic logic units or ALUs, control units and memory 

cache) which will help in executing simple process parallelly. We can accelerate our code to run faster 

on GPUs with evolving frameworks like OpenACC by Nvidia[47]. When operating on large data (deep 

learning matrix multiplications) GPU is more suitable. GPU’s[48] are developed to handle lots of 

parallel computations using thousands of cores. They also have a large memory bandwidth to deal with 

the data for these computations which makes them very useful for deep learning. The primary difference 
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between a CPU and GPU is the time it takes to train the model till execution. This depends on processing 

power (the number of CUDA cores multiplied by the clock speed of each core) and memory of GPU 

(the amount of data it can handle).  

 

 Figure 7 CPU vs GPU Computation Model[49]  

3.11 Hyperparameter Tuning: 

After we define the layers of our Deep Neural Network, the next step is to set up the training options 

and parameters to train and tune the network. We discuss some of the most important and interesting 

hyper parameters in this section: 

Optimizers: Fixed or Adaptive? 

'SGDM' (Stochastic Gradient Descent with Momentum) is a most commonly preferred optimizer[50] 

which operates with a constant or fixed learning rate schedule during training. The adaptive learning 

rate optimizers like 'Adam' (Adaptive Moment Estimation) and 'Adadelta' (Adaptive Delta) operate with 

an adaptive learning rate. In general, adaptive optimizers require less effort in tuning the hyper 

parameters as they can update certain parameters adaptively to the data.  
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4 Work Performed in this Thesis - Methodology: 

In this thesis, we use Deep Learning for Traffic Sign Classification. Most importantly, Convolution 

Neural Network (CNN) for efficient performance on images. To get an overview: 

Image Pre-Processing: 

 Investigate existing data sets for different traffic signs, for e.g., We chose The German Traffic 

Sign Dataset (GTSRB), as discussed in section 1.3.1 

 Perform pre-processing like image normalization, resizing, adding noise and different image 

augmentation techniques. 

Deep Learning: 

 Develop an efficient deep neural network after comparison and fine tuning of existing neural 

network architectures. 

 Select the best possible hyperparameters (number of layers, dropouts, epochs, batch size, 

optimizers like SGDM, Adam, Adadelta etc). 

 Train the models with Convolutional, Recurrent and Generative Adversarial Neural Networks, 

by combining them in an efficient way. 

 Record the classification accuracies on general Training data and against totally new Test data. 

 

4.1 Model Architecture in MATLAB 

This is our model architecture that we built up on tuning the MicronNet architecture[17]. It is a highly 

compact deep convolutional neural network for real-time embedded traffic sign recognition. This is 

aimed to attain the best accuracies with fewer learning parameters.  

Our resulting overall architecture is designed with less parameters (0.31 M) than the MicronNet (0.51 

M) –while maintaining the recognition performance. We will discuss the tuning and motivations about 

the architecture further in Case Studies 1 and 2. 

The Figure 8 below indicates the total learnable parameters, weights and bias in each layer. The output 

function is softmax which assigns the probabilities (0 to 1) based on available classes and cross entropy 

as loss function. After tuning the fully connected layer to 225 nodes and by using valid padding in 

pooling layers, we were able to reduce the overall parameters. 
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Figure 8 Detailed Model Architecture  

 

4.2 Case Studies 

Now that we have put together our model architecture, its time to shift our focus in evaluating some 

open-research cases. Different pre-processing and tuning is applied to each of these cases while using 

almost same hyper parameters across the different cases. 
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4.2.1 Case Study 1 

This case is all about improving the classification accuracy by doing some pre-processing with image 

augmentation techniques in MATLAB.  

 Training a network and making predictions on new data require that images match the input 

size of the network. We do image resize to match the input size of the network. 

 In addition to resizing images, we pre-processed training, validation, and test data sets. 

Augmenting training images helped to prevent the network from overfitting and memorizing 

the exact details of the training images. 

 We can crop images from the center or from random positions in the image, in this work we 

center cropped the images to 48x48, as seen from the size of the first layer, named “image 

input” in Figure 8. This increased the performance although the information of the actual shape 

of the board on which the sign is printed is generally lost. 

 We also performed random rotations, shearing, translations and scaling of images to augment 

the training data as seen from the example in Figure 9. 

                                            

 Figure 9 Example of random image augmentations  

4.2.2 Case Study 2 

This case aims at enhancing performance in low light/noisy conditions by adding a Recurrent Neural 

Network (RNN). RNN connections like LSTM/GRU are added to the convolution layers to boost 

classification accuracy during noise, low light or difficult environments such as poor weather 

conditions. 

 We tweaked the network with LSTM/GRU in terms of parameters, network depth and layers. 

We also compared classification accuracies by adding simulated Gaussian noise to the test 

images and measured the training time. 
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 Layers with CUDA support for e.g., CuDNN GRU (GPU only) which allow inference on CPU 

based performance are also investigated. 

 

4.2.3 Case Study 3 

This case attempts to solve one of the challenging tasks in Autonomous Driving. The research involves 

contribution to a more universal/regional dataset by generating and classifying traffic signs in India, for 

example, with GAN’s (Generative Adversarial Networks).  

 Train the generator (CNN) to generate fake image samples. 

 Evaluate the samples as correct or fake with a discriminator (CNN-RNN), which is trained on 

original images of Indian Traffic Signs (in Results and Discussions chapter). The architecture 

is implemented according to the DCGAN[24]. 

 Simulate entire network by adding noise. 

 Benchmark our CNN-RNN model on different datasets like MNIST[27] to compare 

classification performance. 
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5 Results and Discussions 

5.1 Dataset Organization 

As discussed in the section 1.3.1, we choose our dataset to be GTRSB. We know the classes are 

unequally distributed and this is clearly an issue when it comes to Deep Learning. The classes are very 

unbalanced with only 210 images in some classes and 1320, 2250 images in other classes. So, we choose 

about 90% images for training and the remaining 10% for validation. To get a clear picture, please see 

the following figure of total labels in the dataset: 

 

Figure 10 Total labels in the GTSRB 
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5.2 Environmental Setup 

We chose our environments to be MATLAB, TensorFLow-Keras and a single GPU for optimization. It 

might look reasonable, but this type of setup cannot guarantee our desired expectations. We happen to 

face very high training times and computations, several re-runs to benchmark and compare other models 

and environments, and to attain the best accuracy. Besides, this setup cannot exactly mimic the 

execution conditions of the models we compared to.  

CPU: Intel® Core i7-7700HQ (2.8 GHz frequency, up to 3.8 GHz, 4 cores) 

RAM: 16 GB DDR4-2400 SDRAM (2 x 8 GB) 

GPU: NVIDIA GeForce GTX 1050 Ti (4 GB GDDR5) 

 

5.3 Why MATLAB? 

MATLAB is generally preferred for its simplicity to code from scratch and its good integration with 

toolboxes and hardware. We wanted to take advantage of its relatively new Deep Learning toolbox that 

comes with good integration to Nvidia CUDA. Primarily, MATLAB gave us the freedom to explore its 

well-known standards, and the tool box seems to be well optimized. 

5.3.1 Image Datastore 

It can be cumbersome to bring lots of images into memory (Random Access Memory). A datastore is a 

new and convenient way to import, access, and manage large data files in MATLAB. Any data store – 

image, pixel, or even spreadsheet – can act as a repository, as long as all the stored data has the same 

structure and formatting.  

5.4 Case Study – 1: Training Phase 

We used similar parameters as MicronNet for training with stochastic gradient descent (SGDM) as 

optimizer. Minibatch size was chosen to be 50, to reduce memory usage while training. The batch size 

can be increased or reduced based on the amount of GPU memory available. L2 regularization factor 

of 0.00001 is also used on weights and bias. We recorded 98.28 % test accuracy for 80 epochs with 

learning rate 0.007 and 99.64% validation accuracy, and later used it for benchmarking our model. 

We found that SGDM optimizer took longer training time than Adam optimizer due to larger number 

of step updates required to achieve convergence. We have recorded best testing accuracy (98.66 %) for 

our model when using Adam as optimizer after tuning (discussed later).  
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Table 1 Training phase parameters 

Optimizer Validation 

accuracy 

Testing 

accuracy 

Epochs Learning rate 

SGDM (MicronNet) 99.64 % 98.28 % 80 0.007 

Adam (Ours) 99.59 % 98.66 % 80 0.001 initial and 0.1 

drop every 10 epochs 

 

 

Figure 11 shows the final classification accuracy obtained after fine tuning with Adam optimizer: 

     

Figure 11 Training phase accuracy 

5.4.1 Performance Tuning 

By performing image augmentation techniques discussed in Section 4.2.1, we were able to boost 

accuracy of the model significantly around 1 percentage (97 % to 98.31 %). We also added batch 

normalization, drop out and change in batch size which is further discussed below in detail. This section 

gives an overview of tuning performed which attained the best accuracy (98.66 %): 
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5.4.1.1 Batch Size 
From Table 2, we observed that increasing the batch size (from 50 to 128) reduced overfitting and 

improved the test accuracy. Overfitting is reduced as validation accuracy is closer to test accuracy. So, 

we chose a final batch size of 128. 

Table 2 Batch size tuning 

Batch Size Validation 

Accuracy 

Test Accuracy 

50 99.01 % 97.21 % 

128 98.93 % 98. 31 % 

 

5.4.1.2 Dropout 
After more tuning using dropout in different layers with different probabilities, we observed that 

dropout after the Max pooling layers along with fully connected layers gives us best performance when 

compared to dropout only in fully connected layers.   

Table 3 Dropout tuning 

Layers Dropout Validation 

Accuracy 

Test 

Accuracy 

Max pooling + fully connected  0.1 + 0.5 99.59 % 98.66 % 

fully connected 0.5  98.93 % 98.31 % 

 

 

5.5 Performance Evaluation 

The overall validation accuracy is 98.93% for 80 epochs with a total training time of 248 min (batch 

size 128). Figure 12 indicates high performance of the network on validation data. We then moved on 

to compare performance against new test data. 
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  Figure 12 Validation Set Accuracy 

 

5.5.1 Testing Against New Data 

We ran our model on an entirely new data, which has not been used for training. It helps us to evaluate 

how good our model is performing in real-time. This is the official GTRSB test set, that was published 

for the online competition. It consists of total 12,630 images respectively.  

 

Confusion chart to understand false alarm rates: 

Confusion matrix is a table that is often used to describe the performance[18] of a classification model 

(or "classifier") on a set of test data for which the true values are known. It gives us true positive 

(actually yes and predicted yes)-negatives, false positives (actually no and predicted yes)-negatives. 

From Figure 13, X axis tells us about predicted classes and Y axis is true classes.  

Recall tells us how many of the images that should be selected are actually selected whereas precision 

tells us how many of the selected images are correct. High recall and low precision indicate most of the 

images are correctly recognised, but there are lot of false positives. Low recall and high precision rate 

indicate images classified positive are indeed positive and there are lot of false positives remaining.  
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Table 4 Test data evaluation with confusion matrix metrics 

ClassId SignName Test samples True Positives False Postiive False negative Precision Recall

0 Speed limit (20km/h) 60 60 4 93.75 100

1 Speed limit (30km/h) 720 719 1 100 99.8611111

2 Speed limit (50km/h) 750 749 3 1 99.6010638 99.8666667

3 Speed limit (60km/h) 450 443 7 100 98.4444444

4 Speed limit (70km/h) 660 655 5 100 99.2424242

5 Speed limit (80km/h) 630 627 8 3 98.7401575 99.5238095

6 End of speed limit (80km/h) 150 150 1 99.3377483 100

7 Speed limit (100km/h) 450 445 5 100 98.8888889

8 Speed limit (120km/h) 450 448 5 2 98.8962472 99.5555556

9 No passing 480 480 5 98.9690722 100

10 No passing for vehicles over 3.5 metric tons 660 659 1 1 99.8484849 99.8484849

11 Right-of-way at the next intersection 420 418 4 2 99.0521327 99.5238095

12 Priority road 690 688 2 2 99.7101449 99.7101449

13 Yield 720 715 3 5 99.5821727 99.3055556

14 Stop 270 269 1 100 99.6296296

15 No vehicles 210 209 2 1 99.0521327 99.5238095

16 Vehicles over 3.5 metric tons prohibited 150 150 100 100

17 No entry 360 360 2 99.4475138 100

18 General caution 390 387 1 3 99.742268 99.2307692

19 Dangerous curve to the left 60 60 100 100

20 Dangerous curve to the right 90 90 10 90 100

21 Double curve 90 90 2 97.826087 100

22 Bumpy road 120 92 28 100 76.6666667

23 Slippery road 150 150 4 97.4025974 100

24 Road narrows on the right 90 86 29 4 74.7826087 95.5555556

25 Road work 480 473 18 7 96.3340122 98.5416667

26 Traffic signals 180 170 1 10 99.4152047 94.4444444

27 Pedestrians 60 30 7 30 81.0810811 50

28 Children crossing 150 150 1 99.3377483 100

29 Bicycles crossing 90 90 8 91.8367347 100

30 Beware of ice/snow 150 138 12 100 92

31 Wild animals crossing 270 269 10 1 96.4157706 99.6296296

32 End of all  speed and passing l imits 60 60 2 96.7741936 100

33 Turn right ahead 210 208 21 2 90.8296943 99.0476191

34 Turn left ahead 120 120 100 100

35 Ahead only 390 389 2 1 99.4884911 99.7435897

36 Go straight or right 120 118 2 100 98.3333333

37 Go straight or left 60 60 3 95.2380952 100

38 Keep right 690 687 1 3 99.8546512 99.5652174

39 Keep left 90 67 23 100 74.4444444

40 Roundabout mandatory 90 87 8 3 91.5789474 96.6666667

41 End of no passing 60 57 1 3 98.2758621 95

42 End of no passing by vehicles over 3.5 metri 90 89 1 100 98.8888889

12630 12461 169 169 97.2604865 96.7600657  
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From Figure 13, classes "turn right ahead" (class 33) and "keep left" (class 39) might be misclassified 

due to their similar shape, colour, high correlation between the augmented images (rotations etc.) among 

those classes. The classes 27 and 24 might also be misclassified because of their identical shape 

representation and class imbalance. Different metrics are calculated in Table 5.  

 

 Figure 13 Confusion Matrix to understand false alarms  

The following images shows the high and low accuracies obtained from the test set. The poor 

performance as it shown in Figure 15. seems to be mostly because of blur and dark images, which 

pioneered the inception for Case 2.  

                                      

Figure 14 Test set high performance                    Figure 15 Test set poor performance 
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5.6 Why TensorFlow-Keras? 

TensorFlow-Keras helped us to tune and deploy models faster with support to additional parameter 

options like optimizers (Adadelta), custom learning rates, when compared to MATLAB. For instance, 

MATLAB’s toolbox currently does not support integrating LSTM layers with CNN and such, which is 

an important factor for Case Study 2.  

 

5.7 Case Study – 2: Low Light/Noisy Conditions 

We simulated this case in Keras with TensorFlow as backend. We have replaced the fully connected 

layers from the model shown in Figure 8 with recurrent connections (LSTM/GRU).   

Pre-processing techniques like training with images, corrupted by the added Gaussian blur and 

evaluating on simulated test data with added Gaussian noise are performed. Optimizer was set as Adam 

with 150 epochs, batch size of 128 and ReLu activation. To reduce overfitting, we added a dropout of 

0.5 in both convolutional and fully connected layers. Table 5 shows the performance of different CNN-

RNN models with and without Gaussian noise and highest testing accuracy. Please note that in this 

section, the network was not trained with Gaussian blur but was only evaluated on Gaussian noise 

corrupted simulated test data as seen in Table 5. Gaussian noise  . 

Table 5 Performance evaluation of CNN-RNN 

Parameters CNN-LSTM CNN-CuDNN-
LSTM 

CNN-GRU CNN-CuDNN 
GRU 

Accuracy with Adam 97.27 % 97.52 % 97.51 % 97.39 % 

Accuracy with 
Adadelta 

97.21 % 98.94 % 98.49 % 98.48 % 

Gaussian Noise 77.14 % 74.05 % 78.55 % 80.94 % 

Training time 4667 sec 2276 sec 4771 sec 2245 sec 

No. of recurrent units 
& recurrent dropout 

86 & 0.5 86 & None 86 & 0.5 86 & None 

Total parameters 362, 890  363, 234  354, 118  354, 376  

 

We can see in the row 4 of Table 5 that the CUDA supported layer like CuDNN GRU executes 2 times 

faster than other models without CUDA support (CNN-LSTM, CNN-GRU) and performed better in 

Gaussian noise corrupted simulated test data. GRU also has the least number of learning parameters, 
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which maintains the network depth and also reduces the overall computations. The dropout layer is 

currently not supported with CuDNNs. The networks with Adadelta optimizer converge faster to higher 

accuracy than the networks with Adam optimizer in most of the models, as seen from rows 1 and 2 in 

Table 5. For example, in the case of CNN-CuDNN GRU, the accuracy has been increased from 97.39 

% (Adam optimizer) to 98.48 % (Adadelta optimizer). 

 

Figure 16: Tuned architecture in Keras with Gated Recurrent Units (GRU) 

We tuned the model shown in Figure 8 by adding RNN connections like LSTM and GRU (Figure 16). 

We also added a reshape layer as GRU requires its input to be in 2D. By tuning the nodes of fully 

connected layer (dense layer 2) from 300 (as in the case of MicronNet) to 225, we decreased the number 

of parameters from 0.51M to 0.35 M and observed that there is similar performance in classification 

accuracies.  
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The feature maps obtained from convolution layer are flattened into single row vector and sent into the 

fully connected layer (dense layer) for further classification. At dense layer 2, they are resized to 15x15 

and then fed into the GRU layer as input. There are 86 hidden units in GRU which represents output 

space dimensions and uses the tanh activation in GRU layer. In general, Maxpooling layers after 

convolution layers helps in reducing overfitting and computations. Output function is softmax in dense 

layer 3 with ReLu activation for faster convergence rate.  

5.7.2 Performance Evaluation: CuDNN GRU 

 

 Figure 17 GRU model accuracy                     

As seen in Figure 17, by applying normalization to the data and using Adadelta as optimizer, we were 

able to achieve faster convergence during the training of CuDNN GRU. Overfitting is also further 

reduced by adding a recurrent dropout of 0.5 to the dropout layer and helps in linear transformation of 

the recurrent state. Our model was able to achieve similar classification performance compared to 

traditional CNN’s and human level performance accuracy (98.8%).   

 

Figure 18 GRU Vs CNN performance in noise 
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From Figure 18, the X-axis represents the variance and the Y-axis represents the test accuracy. Our 

images are of type uint8 and the variance should be normalized between [0 1]. We considered our 

variance to be  where is standard deviation[25]. We observed that CNN (to the right) performs 

poorly with test accuracies dropping below 30 % by increasing the variance of Gaussian noise, when 

compared to GRU (to the left). 

5.7.3 CNN-GRU Confusion Matrix 

 

Figure 19 CNN-GRU Confusion Matrix 

From Figure 19, diagonal elements in the confusion matrix indicates true positives of each class. Rows 

indicate true labels and columns indicate predicted labels. We got the average values of precision and 
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recall about 98 % (Table 6), which are higher than Case 1 of about 97 % (Table 4). The detail metrics 

are available below for reference.  

 

 

 

Table 6 CNN-GRU Confusion Matrix Metrics 
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5.7.4 Performance Evaluation: CNN vs CuDNN GRU 

Now, we have used the Adadelta as optimizer since we observed a significant improvement over the 

models trained with other optimizers (Table 5). In this case, we primarily trained the models with and 

without Gaussian blur (  = 3) and evaluated on Gaussian noise simulated test data. 

Table 7 Performance without Gaussian blur 

Model Test 

accuracy 

Gaussian Noise 

(  = 6.3) 

Gaussian Noise 

(  = 12.75) 

Gaussian Noise 

(  = 19.21) 

CNN 98.07 % 96.21 % 88.96 % 80.06 % 

CuDNN GRU 98.64 % 97.58 % 94.98 % 90.51 % 

 

Table 8 Performance with Gaussian blur 

Model Test 

accuracy 

Gaussian Noise 

(  = 6.3) 

Gaussian Noise 

(  = 12.75) 

Gaussian Noise 

(  = 19.21) 

CNN 98.18 % 97.40 % 95.22 % 91.39 % 

CuDNN GRU 97.88 % 97.11 % 95.17 % 91.34 % 

 

From Table 7, CuDNN GRU performed better than CNN at higher noise levels when trained without 

Gaussian blur and the performance of CNN degraded in this case. However, when trained with blur, 

both models seem to be very similar to each other, but CNN has an edge due to augmentation, see the 

values in Table 7. Rate of convergence is low for both models when trained with Gaussian blur. We 

also evaluated our models on the Belgium dataset[29], which is smaller than the GTSRB and also 

observed that GRU performs better than CNN in Gaussian noise (Table 9). More augmentation tuning 

like decreasing Gaussian blur (  = 1) further increased the testing accuracy of CNN to 98.94 %. Figure 

20 shows the image when corrupted with Gaussian noise and estimated Peak Signal to Noise Ratio 

(PSNR for 0.05 variance).  
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Figure 20 PSNR is 14.2 for 0.05 Variance 

 

Table 9 Performance on Belgium dataset without blur 

Model Optimizer Test accuracy Gaussian 

Noise (  = 30) 

CNN Adadelta 97.14 % 

 

70 % 

 

CuDNN GRU Adadelta 97.62 % 94.68 % 

 

 

5.8 Case Study – 3: GANs or Indian Traffic Sign Dataset 

In this case, we have constructed a CNN-RNN based GAN model to generate traffic signs from sparsely 

available Indian traffic signs data[51]. The primary objective here is to integrate this data in contribution 

for a universal dataset. The data is composed of three classes: Mandatory or Regulatory (64), Cautionary 

or Warning (66), and Informatory or additional (33). The following figure is a quick overview of the 

gathered classes: 
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Figure 21 Indian traffic signs[51][52] 

5.8.1 Performance Evaluation: GANs 

     

          Figure 22 Input images with noise                              Figure 23 Generated images 

We have used the same CNN according to the DCGAN architecture (section 3.5) for the discriminator 

network, but with a change in its hyper parameters and also by adding recurrent connections (Figure 

16). The input images were resized to 28x28x1, and the optimizer is Adam with initial learning rate 

0.0002 and a beta value of 0.5. The training steps are 4000 with a batch size of 256. The output value 

is evaluated by using a sigmoid function which represents the probability between real and fake images 
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(0 for fake and 1 for real). In the generator, we added an upsampling layer to synthesize more realistic 

images. The input to the network is a 100-dimensional uniformly distributed noise (-1 to 1). This 

Generator network performs upsampling with transposed convolution to generate fake images.  

Initially, we began with feeding 30% of the data and the followed up with 60% and 100%. We observed 

a decent convergence of 50-60% between generator and the discriminator. The generator stopped 

generating fake images at this convergence point, or otherwise considered as they have reached their 

equilibrium point. This is further supported as the discriminator’s best guess could be either fake or real 

(1/2 or 50% probability of convergence). The obtained results that are shown in Figure 22 and Figure 

23, are still contaminated with noise, but in our opinion, the GAN did an acceptable job in generating 

new traffic signs. Since the dataset is very small, we evaluated the model on well know MNIST dataset 

for comparison (Figure 24). Even though both models seem to be generating outputs similar to each 

other, CNN-RNN (on the left) looks slightly better than the CNN (on the right). 

 

Figure 24 GAN Performance on MNIST 
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6 Conclusion and Future Scope 

In this research, we developed a CNN based Deep Learning model and evaluated its performance on 

the German Traffic Sign Dataset. For noisy conditions, we evaluated the combination of CNN with 

RNN connections and can conclude that the model with GRU connections performs better than LSTM 

and CNN, when trained without augmentation. Performing architecture optimizations like adding more 

recurrent connections and pre-processing might increase the overall classification performance. In order 

to overcome the class imbalance problem and need for bigger datasets, GANs are investigated on 

sparsely available Indian traffic signs to generate new images. However, they need additional fine 

tuning and more training steps to produce output which closely resembles the original images, free from 

noise. We suggest to do more research on training a GAN as training two networks at the same time is 

complicated and there are a lot of tips and tricks available to perfectly train it. For example, we should 

avoid the loss of discriminator and generator decreasing or going to zero as the generator fails to 

generate images. The need for universal dataset could also be answered with GANs, and we leave it for 

future scope. The overall accuracy for CNN has been significantly improved when compared to our 

CNN-RNN model by training with image augmentation techniques like Gaussian blur. The computation 

time is also reduced as we were able to run our models two times faster with CUDA supported layers 

like CuDNN LSTM and CuDNN GRU. 

To our knowledge, this research is the first one to propose the combination of CNN with recurrent 

connections like GRU in German traffic sign classification. The complexity of the network is reduced 

as the suggested approach requires only 0.35M learning parameters. In future, we will consider 

evaluating the performance of our models in the implementation challenges for real-time driving.  
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8 Appendix 

1. Performance on Fashion MNIST[28]: 

The figure below shows the classification performance of CNN-RNN model among different 

classes in the Fashion MNIST dataset, where red colour indicates wrong prediction. 

 

CNN-RNN: 91.24 % test accuracy 

CNN: 91.01 % test accuracy 

        
 

 


