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Abstract

Voronoi tessellation can be used within a couple of different fields. Some of these
fields include healthcare, construction and urban planning. Since Voronoi tessella-
tions are used in multiple fields, it is motivated to know the strengths and weaknesses
of the algorithms used to generate them, in terms of their efficiency.

The objectives of this thesis are to compare two CPU algorithm implementations for
Voronoi tessellation in regards to execution time and see which of the two is the most
efficient. The algorithms compared are The Bowyer-Watson algorithm and Fortunes
algorithm.

The Fortunes algorithm used in the research is based upon a pre-existing Fortunes
implementation while the Bowyer-Watson implementation was specifically made for
this research. Their differences in efficiency were determined by measuring their ex-
ecution times and comparing them. This was done in an iterative manner, where for
each iteration, the amount of data to be computed was continuously increased.

The results show that Fortunes algorithm is more efficient on the CPU without using
any acceleration techniques for any of the algorithms. It took 70 milliseconds for the
Bowyer-Watson method to calculate 3000 input points while Fortunes method took
12 milliseconds under the same conditions.

As a conclusion, Fortunes algorithm was more efficient due to the Bowyer-Watson
algorithm doing unnecessary calculations. These calculations include checking all
the triangles for every new point added. A suggestion for improving the speed of
this algorithm would be to use a nearest neighbour search technique when searching
through triangles.

Keywords: Voronoi tessellation, CPU performance, Fortunes algorithm, The Bowyer-
Watson algorithm
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Chapter 1
Introduction

Voronoi tessellation (Figure 1.1) is a partitioning of a plane which is constructed
from a set of points called sites. From these sites, regions are created that are based
on the distance to each site. Every site has a corresponding region. Any point within
this region will always be closer to the regions site than any other sites [4]. Voronoi
tessellations can be used for a number of different purposes. Within computer graph-
ics, it can be used to generate patterns used for the fracturing of objects, where it
serves as a lightweight method as opposed to versions containing physical calcula-
tions [12]. Voronoi tessellation can also be used to create texture maps that can
resemble Voronoi patterns such as dry and cracked mud. This type of tessellation
can also be used within the architecture of open-cell foam, which in turn can be used
to create objects with a specific elastic property. The elastic property in question
is determined by the appearance and structure of the generated Voronoi tessellation
[11].

It can also be used in urban planning. Here, it can, for example, serve as a tool
to determine where to place a marketplace to ensure a certain set of potential cus-
tomers. Consider the marketplace as the site within a Voronoi region. Placing the
marketplace at a site would make it the closest marketplace for all of the customers
within the corresponding Voronoi region [7]. Voronoi tessellation has also served as
an efficient solution to the problem of finding the local area network in an indoor
environment. This solution has proven to surpass already existing solutions in terms
of location accuracy [3]. Within the healthcare field, Voronoi tessellations can also
be used to structure models of human muscle tissue. This, in turn, can be used to
identify diseases [16].

Knowing that Voronoi tessellation has a broad usage within several different fields,
it is motivated to research how to efficiently generate them. This thesis discusses
two algorithms used to generate Voronoi tessellation onto geometry. The names of
these algorithms are the Bowyer-Watson algorithm and Fortunes algorithm. Both
algorithms are programmed in C++ and expect randomly distributed points within
a 2D polygon as input. As output, they will produce Voronoi edges. The thesis
includes a performance evaluation of said algorithms, which was done by comparing
them. An explanation of how they were implemented has also been provided.
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Chapter 1. Introduction 2

Figure 1.1: An illustration of Voronoi tessellation showing the Voronoi regions with
their sites represented as dots.

The aim of this thesis is to compare the (Central Processing Unit) CPU computation
time between the algorithm implementations. For a fair comparison, the Voronoi
edges generated by the algorithms have to be equivalent in amount. For this research,
there will be no real-time constraint. The algorithms used and how they differ from
each other is explained under the Methods section.

1.1 Objectives
The thesis covers the following objectives:

• Explain the implementation of Fortunes algorithm

• Explain the implementation of the Bowyer-Watson algorithm

• Collect CPU computation time data for the algorithms and analyze it

• Make conclusions surrounding their CPU efficiencies

1.2 Research Question
The thesis attempts to answer the following research question:

• How does the Bowyer-Watson algorithm and Fortunes algorithm compare re-
garding CPU computation time?

This thesis could help software developers to decide, which CPU based algorithm
implementation, that is preferred based on their computation time on the CPU.
The algorithms compared corresponds to their base implementations. This means
that the recorded results will not be affected by any acceleration techniques. This is
done to ensure that the comparison is fair.



Chapter 2
Related Work

For this thesis, the application created mainly focuses on the creation of the Voronoi
tessellation. However, a finished Voronoi tessellation can be used for multiple pur-
poses. For example, in an article written by Mahathir and Ibrahim (2012), a virtual
environment was created using a Voronoi tessellation [2]. As seen here, as opposed
to the 2D Voronoi tessellations used for this thesis, it is also possible to create the
tessellations in 3D. In this 3D Voronoi tessellation, the Z-value, instead of containing
spatial values, keeps track of a users resources.

In a paper by Wouter G et al (2012), they use Voronoi tessellations to locally update
a navigation mesh of a dynamic environment as parts of it changes [18]. Here, the
obstacles in the environment represent the sites in the Voronoi tessellation.

Voronoi tessellation is also used within the engineering industry to create patterns
in the open-cell foam used to make different structures. Based on the pattern gen-
erated, the properties changes. For example, in an article written by Martinéz et al
(2016), they use Voronoi tessellation to create foam structures based upon a specific
elastic behaviour [11].

In an article by Arif et al (2018), a study is presented regarding how to improve the
localization of an indoor local area network [3]. The Voronoi based solution proposed
in the research proved to be superior to already known solutions such as the k-Nearest
neighbour (k-NN) and the Inverse Distance Weighting (IDW) approach. Using the
Voronoi approach, the performance was shown to be a location accuracy of 5.7m using
a maximum of 5 anchors. Comparing this with the results from the other approaches,
they found the following under the same conditions as the Voronoi approach:

• The (k-NN) approach had a location accuracy of 6.1m

• The (IDW) approach had a location accuracy of 6.5m

3



Chapter 2. Related Work 4

As seen in the article compiled by Torres-Ruiz et al (2018), a Voronoi tessellation was
used to collect information about the behaviour of the pedestrians in an infrastruc-
ture [17]. With the data they collected, they could then create a time-series graph
and heat maps of their results.

There have been attempts regarding the acceleration of centroidal Voronoi tessella-
tion (CVT). Centroidal Voronoi tessellation is a Voronoi tessellation where the sites
of each region also serve as its centroid. In the article by Yang et al (2009), they
present new solutions for centring a Voronoi tessellation, surpassing an already know
solution called Lloyds algorithm in terms of speed [10]. Furthermore, it is shown
that their presented quasi-Newton method for computing a CVT is faster compared
to the Lloyd-Newton method, which was an already existing attempt at optimizing
the process.

As opposed to this paper where the main focus is CPU implementations for Voronoi
tessellations; there has also been implementations based upon the GPU. The article
written by Nicolas et al (2018), describes one such implementation within the focus
of 3D Voronoi tessellation [13]. Here, they explain that their solution does not make
use of any actual mesh but instead depend on the geometry of the Voronoi regions.
Their solution computes each Voronoi region in parallel on the GPU, based upon the
nearest neighbours of an input point. Furthermore, it is shown that the proposed
algorithm is approximately 10 times faster than the fastest multi-core CPU solution
for Voronoi tessellation.

Knowing that Voronoi tessellation can be useful in planning infrastructure, con-
struction, engineering and other areas, it is motivated to know the efficiency of the
algorithms used to generate them and what can be expected from them.
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Method

The scientific method gathered the CPU computation time of the algorithms. This
approach was appropriate since the interest was only in the time efficiency of the
algorithms on the CPU. In other words, the memory efficiency was not being mea-
sured. The algorithms were only executed once since only the initial fracturing of
the polygon was intended to be measured. As such, the measurements were based on
the time it took to generate the final tessellation from a set of sites. This was done
by collecting timestamp data before and after the algorithms had been executed.
To render the scene, the program used a multimedia library called Simple and Fast
Multimedia Library (SFML) [1]. An already existing implementation was used for
Fortunes algorithm, which can be found in Appendix A.1. The Bowyer-Watson algo-
rithm was implemented based upon pseudo-code. The input for each algorithm was
a list of points. The expected output was a list of Voronoi edges and Voronoi regions.
The algorithms had two factors in-common, circumcircles and doubly connected edge
lists (DCEL).

3.1 Triangle Circumcircles
A circumcircle is a circle that surrounds a polygon. The circle’s parameter, by
the definition of a circumcircle, has to be tangent to all of the polygon’s vertices.
Furthermore, the vertices have to be equidistant to the center of the circumcircle
itself; this center is called the circumcenter. In the case of a triangle, it is possible
to calculate the circumcenter of its circumcircle by finding the intersection points of
the triangles bisectors (Figure 3.1) [6].

5



Chapter 3. Method 6

Figure 3.1: An illustration of a circumcircle, its circumcenter D and corresponding
triangle A, B, C with its bisectors E, F and G

.

3.2 Doubly Connected Edge List
DCEL is a data structure for describing tiling of polygons on a plane [5]. The data
structure uses a data-type called half-edges which is an edge split on the length. The
two half-edges of an edge is defined as twins. Half-edges are directional and the twins
have opposite directions. The half-edge contains the following properties:

• Reference to the next half-edge

• Reference to the twin

• Reference to the vertex pointed towards

• Reference to the face of a polygon

The polygon edges in the data structure need to be all either oriented clockwise or
counterclockwise, else the data structure cannot be traversed properly. Half-edges
can also be expanded to point to the previous half-edge in the polygon. The basics
of each algorithm are explained below, starting with Fortunes algorithm.

3.3 Fortunes algorithm
Important keywords for Fortunes algorithm are sweep line, beach line and sites (these
are the input points). A sweep line is a straight line that starts at one end of a plane
and sweeps across it (in this example, it sweeps downwards). When the sweep line
intersects a site, an infinitely small arc is created from the origin of the site to the
original starting point of the sweep line. This arc then grows wider based on the
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position of the sweep line [8]. Both of the breakpoints (the endpoints on each side
of an arc) are actively tracing out an edge of the Voronoi tessellation. When an arcs
breakpoint intersects with the breakpoints of other arcs, a Voronoi vertex is created.
The breakpoints that intersected now trace out a new edge. This edge is connected
to the newly created Voronoi vertex, which in total has three bisectors, the new edge
is one of them. The three bisectors of a Voronoi vertex is separating two Voronoi
regions each in the Voronoi tessellation. The resulting pattern of arcs created behind
the sweep line is the so-called beach line. The beach line is defined as follows. Every
point enclosed within an arc is closer to the site the arc originated from than to the
sweep line. Thus, every point that is below one of the arcs, is closer to the sweep line
than to any site above it. This means that the beach line represents the points that
are equidistant to a site and the sweep line. After the first arc has been created, the
beach line serves as the stopping point for all the infinity small parabolas created
from that point forward. When the sweep line has travelled across the entire plane,
a static Voronoi tessellation has been created (Figure 3.2).

Figure 3.2: An illustration of Fortunes algorithm. Here, the blue line is the sweep line,
the green line is the beach line and the red dots are the sites. The purple bisectors
represent the tessellation edges being traced out; these all belong to a Voronoi vertex,
represented as a grey dot.
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3.3.1 Implementation

The input to the algorithm was a collection of 2D points serving as the sites. The
output was a DCEL containing the edges and Voronoi vertices of the finished Voronoi
tessellation. In the implementation, two different types of events could happen. The
first event is called a site-event. These events occur when the sweep line passes over
a site, hence they are responsible for adding new arcs onto the beach line. The sec-
ond type of event is a circle-event. These are responsible for removing arcs from the
beach line and occurs when breakpoints of three arcs pass through a common point;
hence when an arc gets squeezed by the arcs located to the left and right of itself.
As stated before, this action also creates a Voronoi vertex in the Voronoi tessellation.

A note regarding these events is that the site-events are known beforehand while
the circle-events are computed as the algorithm is running. The reason site-events
are known beforehand is that they are essentially the same as the 2D points used as
input. In the case of circle-events, they reside on the lowest point of a circumcircle
calculated from three consecutive sites. For it to be a legit circumcircle, there cannot
exist another site within the area of the perimeter, thus this has to be continuously
controlled for every potential circle-event. The center of a circumcircle represents the
mentioned Voronoi vertex in the Voronoi tessellation. Because of these calculations
and a few other factors (see section Handling Circle Events), circle-events cannot be
known beforehand. Additionally, this means not all triples of sites will necessarily
have a corresponding circle-event.

To implement Fortunes algorithm, three data structures were used: A DCEL (as
mentioned earlier), a priority queue and a binary tree. The priority queue was used
to store all the sites, ordered based upon their y-coordinate. This made it possible
to handle the events of each site in the correct order, from top to bottom. The
binary tree was used to represent the beach line. Here, internal nodes represented
the breakpoints. Each internal node contained the following:

• A pointer to a half-edge in the DCEL.

• Pointers to left, right and parent node.

• The indices of the left and right arc pointed to by the node.

The leaf nodes of the tree represented the current active arcs. These leaf nodes
contained the following:

• A pointer to a circle event in the priority queue to be executed upon deletion
of the leaf node.

• Pointer to the parent node.

• Index of the arc represented by the leaf node.

• Pointers to the next and previous leaf.

Note that for the leaf-nodes, the indices stored were identical, both referring to the
same growing arc at the bottom layer of the binary tree.
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3.3.2 Handling Site Events

As the sweep line passes over a site-event, a new node is added into the binary tree.
If the tree is empty, the node is added as the first leaf of the tree representing the
beach lines first arc. In case there are existing arcs, it searches through the binary
tree to find the arc that lies directly above the new site to be added. If the leaf
corresponding to that arc contains a circle-event, then that circle-event is removed
and ignored. Additionally, this arc has to be replaced with a subtree representing the
new arcs created as a result of the insertion. To do this, the amount of intersections
between the new arc and the one vertically above needs to be calculated. This is done
by comparing the positions of the sites belonging to each arc. If the delta between
the x-coordinate and the y-coordinate between these two sites are less than epsilon
(an infinitely small number), the points are treated as one and the same and no
intersections are recorded. If only the delta of the y-coordinate is less than epsilon,
one intersection will be recorded (Figure 3.3).

Figure 3.3: When solely the delta in Y is less than epsilon for two sites (marked as
red dots), one breakpoint is recorded. The breakpoint is marked with a red cross in
the figure.

Finally, if both deltas are over the value of epsilon, there have been two intersections
between the arcs (Figure 3.4). This information determine the properties of the
subtree that is to replace the leaf-node in question.
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Figure 3.4: When the delta in both X and Y for the sites differs with more than
epsilon, two breakpoints are found. These are represented by the red crosses in the
figure.

If only one intersection is found, a simple subtree is created, where the parent node
of the subtree represents the breakpoint tracing out a new edge. To the left and right
of this breakpoint-node, the sites representing the intersected arcs are stored: The
site to the left of the breakpoint to the left and the site to the right of the breakpoint
to the right (Figure 3.5).

If there are two found intersections, the subtree created is more advanced. Firstly,
the two internal nodes are created. These nodes hold the two breakpoints found by
the intersection check. After this, three more nodes are created. The first of these
nodes (pi) keeps track of the arc to the left of the first breakpoint (ordered by x-
coordinate) and another (pj ) keeps track of the newly inserted arc which is located
in between the breakpoints. The last node (pk) represent the arc to the right of the
second breakpoint. A visual representation of this can be seen in Figure 3.6.
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Figure 3.5: A representation of a binary tree describing a breakpoint at its internal
node and the arcs pi and pj at the left and right side of it respectively.

Figure 3.6: A representation of a binary tree describing the two breakpoints at the
internal nodes and their corresponding leaf nodes.

During the process of creating either a simple subtree or an advanced subtree, the
corresponding half-edges for the breakpoints are stored within the internal nodes.
After this, the leaf nodes representing the active arcs are connected to each other.
At this point, the subtree gets inserted into the binary tree structure, replacing
the leaf that represented the already existing arc. The binary tree gets re-balanced
during insertion if it is needed. To further clarify the connection between the beach
line and the binary tree used to represent it, see Figure 3.7.
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Figure 3.7: A representation of a binary tree, together with the beach line it repre-
sents as the sweep line moves across the sites.

After this is done, the algorithm checks for circle-events in the updated beach line.
This is done by running the circle-event check as explained earlier. The calculation
is done upon the following triples with pi being the newly added arc:

1. pi - 2, pi - 1 and pi

2. pi, pi + 1 and pi + 2

If a potential circle-event is found, it is added for pi - 1 or pi + 1 respectively,
and a pointer referring to it is also stored in the priority queue for events. For a
visualization of this, see Figure 3.8.
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Figure 3.8: pi has just been added to the beach line and there are potential circle-
events added for pi - 1 and pi + 1 since their breakpoints (marked with red crosses
in the figure) might converge.

3.3.3 Handling Circle Events

First off, the circle-event is fetched and then removed from the queue. Afterwards,
the breakpoints corresponding to the arc from the circle-event are collected. These
are accessed through the pointers keeping track of the next and previous leaf. With
the breakpoints gathered, a control is made to determine whether the circle-event
that is to be handled is a false alarm. This is done by checking whether the break-
points has a value of null or not. It is also checked whether the breakpoints actually
converge or not. The reason for the second control is that if a site-event has been
handled after the insertion of a potential circle-event; there is a possibility that the
breakpoints no longer converge due to a newly added arc. If all of these controls
pass, the algorithm safely continues.

Next, a new vertex is created representing the new edge of the Voronoi tessella-
tion. At this point, if the neighbours of the arc to be removed contains circle-events,
these events are removed, followed by the arc itself. The new half-edges are then
created and the new Voronoi vertex gets assigned a pointer to one of the half-edges.
Finally, the algorithm checks for circle-events corresponding to the new arcs, essen-
tially in the same way it does while handling site-events.

After all events have been handled and the priority queue is empty, the Voronoi
tessellation is almost finished. The last step is to traverse through the DCEL and
assign corresponding edges to all the Voronoi regions. Below, pseudo-code for the
algorithm is presented:
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Algorithm 1: Fortunes algorithm
Initialize all data structures, a priority queue with all the events PQ, a binary
tree T, and a DCEL D ;

while PQ has events do
Pop the first event from the queue in order of the largest Y-coordinate;
if event is a site event S then

HandleSiteEvent(S )
else

HandleCircleEvent(L),L is a leaf node in T representing the arc to be
removed.

end
end
Traverse through D and assign edges to the Voronoi regions.

3.4 The Bowyer-Watson algorithm
The Bowyer-Watson algorithm is used to calculate the Delaunay triangulation from a
finite set of points [15]. A Delaunay triangulation is defined as a set of triangles that
are created from points in which no point is allowed to be contained by a triangle’s
circumcircle. After the Delaunay triangulation has been constructed, the data can be
used to create a Voronoi tessellation. From a Delaunay triangulation, Voronoi edges
can be created by forming an edge from each neighbouring triangle’s circumcenter
to its own circumcenter (Figure 3.10) [19].
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Algorithm 2: Bowyer-Watson algorithm
Create a super triangle that surrounds all the points;
add super triangle to the triangle list;
for each point in pointList do

edgeList := empty set;
for each triangle in triangleList do

if point is within circumcircle of triangle then
set triangle as bad;
add edges of triangle to edgeList;

end
Remove all bad triangles from triangleList;
for each edge in edgeList do

if edge is shared by any other triangles then
remove edge from edgeList;

end
end
for each edge in edgeList do

form a triangle from edge to point;
add triangle to triangleList;

end
end
for each triangle in triangleList do

if triangle contains a vertex from super triangle then
remove triangle from triangleList;

end
end
return triangleList;

The super triangle is used to allow for the construction of triangles as the algorithm
introduces one point each iteration to the triangulation. At the end of the trian-
gulation, the triangles sharing vertices with the super triangle is removed. Instead
of calculating a circumcircle for every intersection test, circumcircles are calculated
and stored whenever a new triangle is formed. When the edges with an opposite
edge are removed, it leaves a polygonal hole which is filled from the remaining edges
by forming triangles connecting to the current point in the point list for each edge
(Figure 3.9).

What the Voronoi tessellation and the Delaunay triangulation also have in common,
is how they construct their edges through the use of circumcircles. As seen from
Fortunes algorithm, it too rejects edges that defies the rule of not allowing points
being contained in the circumcircle. To be aware of the triangle’s neighbours it is
convenient to use a half-edge data structure to find and iterate through each triangle’s
neighbour. To construct a half-edge from finished triangles, one half-edge is created
for each edge in the triangle with the next edge being in counter-clockwise order.
Each opposite edge needs to be found and linked. To accomplish this, the program
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Figure 3.9: The left picture is a set of bad triangles. Center picture is the polygonal
hole created from removing shared edges. Finally, the right picture is when the
algorithm has filled the hole.

stores the half-edges in an associative container with each unique key identifier being
represented as the start and end vertex index in the vertex list as a pair. By searching
for a key with the opposite index pair, the opposite edge can quickly be found and
linked together. Additional attributes are also added to the face of each triangle in
the DCEL structure, that stores the circumcircle, to avoid recalculating it each time
it is used. Once the DCEL structure is set up for the triangulation, Voronoi edges
are created from connecting the circumcenters of each triangles neighbours.

Figure 3.10: a Voronoi tessellation shown on top of a triangu-
lated polygon. The dotted lines represent the triangulation while
the filled lines are the Voronoi tessellation. Alexander Tropsha,
(2003), Fig 1, Available from: https://www.researchgate.net/ figure/
Delaunay-triangulation-dotted-lines-and-the-Voronoi-tessellation-solid-lines-of-a-set-of_
fig1_10618134 [accessed 11 Apr, 2019]

https://www.researchgate.net/figure/Delaunay-triangulation-dotted-lines-and-the-Voronoi-tessellation-solid-lines-of-a-set-of_fig1_10618134
https://www.researchgate.net/figure/Delaunay-triangulation-dotted-lines-and-the-Voronoi-tessellation-solid-lines-of-a-set-of_fig1_10618134
https://www.researchgate.net/figure/Delaunay-triangulation-dotted-lines-and-the-Voronoi-tessellation-solid-lines-of-a-set-of_fig1_10618134


Chapter 4
Results

The data for the experiment was gathered by calculating the time taken for each
algorithm to generate a Voronoi tessellation. The data was then stored to a text
file in a format suitable for graph conversion. This method of data gathering was
chosen since the computation times were the important factors that needed to be
collected to be able to answer the research question. Another motivation for the
chosen method was clarity. Collecting data in this way made it easier to create the
graphs, which showed the efficiency and scalability of the algorithms.

The experiment gathered the CPU computation time for the algorithms only. There-
fore the time taken to randomly generate sites and rendering was not part of the
calculation. Furthermore, no acceleration techniques were used for the algorithms.
This is because it would have generated an unfair comparison between them. The
experiment performed 100 tests. In each test, the number of sites used as the input
increased by 30. Thus, for the last test, the number of sites would reach 3000. Every
test was repeated 100 times. The average time of each sequence of tests was then
recorded.

The experiment, when run on a Intel Core i7-4790K 4GHz CPU, showed that the
Bowyer-Watson method was statistically slower in computation time (26.596±0.434
milliseconds) compared to Fortunes methods speed (6.0 ± 0.013 milliseconds), p <
0.1. The data indicated a growth of O(n2) in computational time with the Bowyer-
Watson method as the site count increased (Figure 4.1). The difference between
computation time at 3000 sites resulted in 70 milliseconds for the Bowyer-Watson
method and 12 milliseconds for Fortunes method. In Figure 4.3 the tessellation of
3000 regions is shown. As seen in Figure 4.2 with an input of 14 sites, there is
an output of 14 regions. The number of sites is always the same as the amount of
generated regions. The two algorithms provided an identical output, this behaviour
was expected. If they were not identical, one could assume that one of the algorithms
had an incorrect implementation. Since it is difficult to decipher the differences
between two Voronoi tessellations, Figure A.2 shows a superimposed image of the
Voronoi edges representing the output from both algorithms. The resulting Voronoi
edges for Fortunes algorithm are displayed in red and the Bowyer-Watson edges are
displayed in blue (Appendix A.2). If an edge is identical it will produce a purple
colour.

17
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Figure 4.1: A graph showing the increased computation time at each data point.

Figure 4.2: The output of 14 regions with 14 input sites. The left picture is the
output constructed from the Bowyer-Watson algorithm and the right picture from
Fortunes algorithm.

Figure 4.3: The output of 3000 regions with 3000 input sites. The left picture is the
output constructed from the Bowyer-Watson algorithm and the right picture from
Fortunes algorithm.



Chapter 5
Analysis and Discussion

From the results, it is apparent that Fortunes algorithm is the more efficient solu-
tion. It is possible that this is because Fortunes algorithm uses a binary tree to
faster search through triples of sites and calculate the possible Voronoi edge. With
the use of the binary tree, it never records any redundant half-edges into the DCEL.
In extension, this makes it faster than the Bowyer-Watson algorithm, which contin-
uously removes and adds triangles to fill the polygonal hole left from the removed
triangles. What is slowing the Bowyer-Watson algorithm down, is that for every
site, it needs to go through all triangles currently in the list. This is most likely the
main cause as to why the Bowyer-Watson algorithm reaches its time complexity of
O(n2). This could be improved by using a nearest neighbour search algorithm: when
a circumcircle intersection has been found, recursively check each neighbour until
no circumcircle is intersecting with the new site. This allows the algorithm to skip
comparing all circumcircles in the tessellation. The exception would be in the worst
case scenario when the intersecting circumcircles resides at the end of the list. To
find the circumcircle being intersected faster, a spatial tree could more quickly find
a target from where the nearest neighbour search can start [14].

Another issue with the Voronoi regions which became apparent when rendering is
that regions at the borders of the tessellation, could be infinitely large. By adding an
additional point at the top, bottom, left and right to create a star shape around the
points, infinite edges will only occur outside the star shape (Figure 5.1). The points
are added together as part of the list of input points before running the algorithms.

As mentioned earlier, there were no acceleration techniques used for any of the algo-
rithms. However, if such techniques would have been implemented, the result would
presumably be marginally different. The Bowyer-Watson algorithms would still in
special cases be O(n2) if a lot of triangles are removed for each added point, but
have an improved best case scenario of O(n log n) [14]. This would be a similar time
complexity as Fortunes algorithm [8]. With the acceleration applied to the Bowyer-
Watson algorithm, it is reasonable to assume that the final result would have shown
a more equal time efficiency between them.
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Figure 5.1: Voronoi region sites represented as dots. On the top left at the corners,
it fails to fill the region. Top right is after adding the star shape and allows the
region to be constructed properly. The bottom is a zoomed out version of the top
right picture.

Looking at the results of Fortunes algorithm, it is reasonable to assume that it could
be used in real-time 2D applications. As an example, it could be used to generate
explosions in video games. The tessellation would, however, not be as realistic as
those created through a physically based method [12].

Something to note about the Bowyer-Watson algorithm is that it supports adding ad-
ditional points after the initial computation. By using the already generated triangles
and redo the tests on the new points, it is not required to rebuild the triangulation
from the ground up. Fortunes algorithm has no way of doing this since it has to
regenerate the internal binary tree from scratch. The reason why it has to rebuild
the binary tree is that if new points are added after the initial computation, it would
generate edges converging with already finished ones. For Voronoi tessellations that
has to be continuously updated, the Bowyer-Watson algorithm would be more opti-
mal. In the case of static Voronoi tessellations, however, Fortunes algorithm would
still be preferable.
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For the experiment, performance counters were used. This choice was made to en-
sure reliable results. Had a performance counter not been used, it could have affected
the accuracy of the final result. This is the motivation behind using them [9]. Fur-
thermore, the time it took to visualize and draw the Voronoi patterns were not
measured. This was decided since the purpose of the experiment was to compare the
CPU computation times between the algorithms, which has nothing to do with the
visualization of the patterns. Had this been included, the results would have been
invalid.



Chapter 6
Conclusions and Future Work

This thesis explained two different implementations for Voronoi tessellation; Fortunes
algorithm and the Bowyer-Watson algorithm. The thesis also presented a comparison
between the CPU computation time of the algorithms. This comparison was made
in order to answer the thesis question: How does the Bowyer-Watson algorithm and
Fortunes algorithm compare regarding CPU computation time? The results showed
that Fortunes algorithm was much more efficient on the CPU, provided that there
were no acceleration techniques implemented for either of the algorithms. As a sum-
mary, it can be said that both algorithms have the potential to be efficient on the
CPU, but the Bowyer-Watson algorithm would benefit from the mentioned acceler-
ation technique in order to perform efficiently.

Based upon the result, it is reasonable to assume that for applications where speed
is an important factor, Fortunes algorithm implementation would be preferable com-
pared to The Bowyer-Watson solution. However, as mentioned earlier, Fortunes
algorithm cannot add new sites and change the initial tessellation dynamically. For
applications where this scenario needs to be covered, the Bowyer-Watson solution
could possibly serve as a sufficient solution: preferably with the mentioned acceler-
ation technique implemented since that would most likely provide increased perfor-
mance.

The ability to generate Voronoi tessellation efficiently is important since it, as men-
tioned in the "Related Work" section, can be used within several different areas in
society. One such area is urban planning where it can be used to figure out the most
potential location for starting a business [7]. Another usage is apparent within the
field of healthcare: where the tessellation has been used to simulate muscle structure,
in attempts to identify diseases [16].

For future work, the acceleration techniques for the Bowyer-Watson algorithm could
be implemented. A new comparison could then be made under the same conditions.
The results from this comparison can then be compared with the results of this the-
sis, to see what further conclusions could be made.
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Looking at the results, it seems to show that Fortunes algorithm could be efficient
enough for real-time applications. Knowing this, it would be interesting to see the
algorithm in use within the video game industry in terms of static fracture generation.
As seen in the structure of a Voronoi tessellation, it resembles patterns found in
nature. With that motivation, improving the Voronoi tessellation generation for the
purpose of computer-generated imagery (CGI), to simulate nature could be another
topic to research. As an example, this could be done by using the tessellation to
create textures for dry cracked mud.
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Appendix A
Supplemental Information

A.1 Source Code
The source code for Fortunes algorithm was gathered from the author at this website:
https:// github.com/ dkotsur/FortuneAlgo

The source code from the experiment is available here:
https:// github.com/Vekzzor/Kandidatarbete
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A.2 Voronoi Edges Output

Figure A.1: The output of 120 regions. The left picture is the output constructed
from the Bowyer-Watson algorithm and the right picture from Fortunes algorithm.
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Figure A.2: The output of 3000 regions. The superimposed Voronoi edges for For-
tunes and the Bowyer-Watson algorithms, resulting in purple coloured edges.
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Figure A.3: The output of 3000 regions for Fortunes algorithm.
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Figure A.4: The output of 3000 regions for the Bowyer-Watson algorithm.
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