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Abstract

As mobile computers such as laptops and cellphones are becoming more and more
powerful, the options for those who traditionally required a more powerful desktop
PC, such as video editors or gamers seem to have grown slightly. One of these new
options are external Graphics Processing Units (eGPUs). Where a laptop is used
along with an external GPU, connected via Intel’s Thunderbolt 3[1]. This is however
a rather untested method. This paper discusses the performance of eGPUs in a
variety of operating systems (OS’s).
For this research, performance benchmarking was used to investigate the performance
of GPU intensive tasks in various operating systems. It was possible to determine
that the performance across operating systems does indeed differ greatly in some use
cases, such as games. While other use cases such as computational and synthetic
tests perform very similarly independently of which system (OS) is used. It seems
that the main limiting factor is the GPU itself. It also appears to be the case that the
interface with which the GPU is connected to a computer does indeed impact perfor-
mance, in a very similar way between different OS’s. Generally, games seem to loose
more performance than synthetic and computational tasks when using an external
GPU rather than an internal one. It was also discovered that there are too many
variables for any real conclusions to be drawn from the gathered results. This as the
results were sometimes very inconclusive and conflicting. So while the outcomes can
be generalized, more research is needed before any definitive conclusions can be made.
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Chapter 1

Introduction

Computing power today is becoming more and more mobile, with cellphones and
laptops becoming more powerful with every year. More and more people choose
laptops or cellphones rather than a stationary desktop. But there are some use cases
that still traditionally require a more powerful stationary desktop PC. These are use
cases which are generally too demanding to be performed as efficiently on a mobile
device such as a laptop. These use cases include 3D modelling, gaming, password
brute forcing etc. While many studies have been performed to measure scalability of
GPU clusters to perform such tasks[2][3], there does not appear to be much research
focused on singular Graphical Processing Units, shortened to GPUs, performance.
Although some do exist, they are often several years old and may at this time be out
of date[4][5]. It seems the options for mobile users who still require a large amount
of computational power is quite limited. With many using SSH and other remote
control software to access more powerful machines from their laptops while on the
move. Lately though, there have been an introduction of external graphics cards,
often called eGPU. Which stands for external Graphical Processing Unit. These
graphic cards use Intel’s Thunderbolt 3 interface to connect fully fledged desktop
GPUs with laptops or other compatible devices. Which also has the added benefit
of being up-gradable, as the GPU is a standard desktop GPU. Unlike most laptop
solutions where custom built GPUs are made to fit within the chassi of a laptop.
While still fairly new to the market, they make an interesting product as they can be
used as an “amplifier" for the laptops internal GPU. Given existing support for the
specific use case and operating system. Especially as more and more programs begin
to use GPU acceleration, with some using AI to predict GPU performance across
operating systems[6]. But it also presents a problem, as different operating systems
handle these interfaces between the Central Processing Units (CPU) and GPUs dif-
ferently, with different drivers, kernels and firmware versions, it is very hard to assess
cross-platform performance. Although there are studies in these areas[7][8][9], there
is still room to explore these areas of cross-platform performance. Which begs the
question, is there a difference in performance between different operating systems
performing the same tasks on the same hardware? As well as, is external GPUs a
viable option to those who require a more mobile workstation?
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2 Chapter 1. Introduction

1.1 Background
In today’s world there are a lot of operating systems available, such as Windows,
Linux, macOS, UNIX and more. Most of these operating systems have a specific tar-
get audience. Where operating systems such as Windows, macOS and some Linux
distributions focus on general purpose computing. These are what would normally
be used on consumer computers. Then there are operating systems like UNIX and
FreeNAS, who are specified for a specific purpose. Like scientific number crunch-
ing or in the case of FreeNAS, an OS entirely dedicated to being a network storage
device. This leads to the question whether or not the performance actually differs
across the OS’s.

Ubuntu and Fedora are both distributions of Linux. Which means that they are
Linux based operating systems that have different software packages and drivers
built in, and in many cases manage the updating of their software in various ways.
They all do however have the same Linux kernel that they build upon. Ubuntu and
Fedora are some of the most common operating systems in the consumer market.
These are both "fixed release" operating systems, meaning they receive a major up-
date once every set space in time. In Ubuntu’s case, being once per year. Being
a fixed release distribution usually means better stability, as only "known working"
packages are added. While the counter, rolling release, have the upside of enjoying
the latest software upgrades as soon as they’re released. Examples of rolling release
OS’s include Windows, Archlabs (Linux distribution) and Manjaro (Linux distribu-
tion).

When it comes to how a computer system functions. The computer usually have a
Central Processing Unit (CPU) taking care of the general computing, as well as a
more specified graphical processing unit (GPU) for drawing images on the screen.
Mostly CPU and GPU differ in how many, and how fast the computing cores are,
with CPUs usually only having around 2-8 powerful cores, whereas GPUs tend to
have over one thousand less powerful cores. This is done as a single processing core
simply can not handle high refresh output to a high resolution monitor on its own
while rendering something graphically demanding. As these monitors have millions
of pixels needing to be recalculated on a constant basis. Lately however, we have
seen GPUs being used for purely computational workloads, such as bitcoin mining
and password cracking. This is mostly as these types of workloads greatly benefit
from parallelism, rather than fewer more powerful cores. This has become a more
and more used technology, as it decreases the time required for these tasks. But it
also raises the question of performance, and what impact does the interface by which
CPU and GPU interact have on performance in these workloads?
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1.2 Research questions
- Is there a difference in performance when using internal and external graphics cards
in benchmarks and computational workloads?

- Is there a difference in performance between different operating systems in the same
scenarios?





Chapter 2
Methods and hardware

2.1 Hardware
In order to answer the research questions, several hardware configurations were cho-
sen. To represent different work scenarios, and make the tests more reliable.
For GPUs, cards from several generations were chosen, as to make the results more
representative. These GPUs were also the ones that were already freely available
without having to buy new ones.

The graphics cards that were chosen are:

• Gigabyte GeForce RTX 2070, 1620MHz, 2304 cores, 8GB GDDR6

• Gigabyte GeForce GTX 1060, 1556MHz, 1280 cores, 6GB GDDR5

• KFA2 GeForce GTX 670, 915MHz, 1334 cores, 2GB GDDR5

To measure performance on external GPU for laptops, a PC with Thunderbolt 3 x4,
where x4 refers to the amount of PCI-Lanes the internal Thunderbolt chip is using,
for this purpose, the following laptop was chosen:

• Lenovo yoga 920, Intel 8550U CPU, 16GB 2666MHz LPDDR4 RAM, 512GB
SSD, Intel UHD 620 GPU.

As for desktop, the only requirement is a 16x PCI Express 3.0 slot on the mother-
board, for this purpose, a custom made desktop was chosen.

• Intel 4670K CPU, 16GB DDR3 1600MHz RAM, 128GB SSD

Both the laptop and the desktop had their CPU frequencies limited to 2.6Ghz, and
had their Intel Hyperthreading Technology[10] turned off. The specific CPU fre-
quency was chosen as the laptop’s CPU would not go higher when all cores were
in use. As well as because the CPU performance on the laptop and desktop were
very similar during measurements. Within a degree of 1% in Geekbench 4 CPU
benchmark that only measures CPU performance. Though the benchmark does not
cover every possible workload for a CPU. The benchmark is often used to measure

5



6 Chapter 2. Methods and hardware

performance of new and old CPUs, which made it suitable as a tool with which to
try to ensure similar performance for both CPUs. This was done in order to level the
playing field, and make the interface between the graphics cards and CPU as close
to the only limiting factor as possible.
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The operating systems were selected as they are commonly used, publicly available
and represent a wide selection of different implementations, such as release cycles with
Ubuntu and Fedora. Which refers to how often or even if the software is updated
to newer versions, and rolling-release with Windows 10 and ArchLabs. macOS was
excluded as it would introduce more variables, as well as acquiring a Mac with similar
hardware was thoroughly outside of the budget for this project. If not even impossible
as Apple does not allow customer to customize bought hardware to any great extent.

• ArchLabs 2019.01 using kernel 5.0.1

• Ubuntu 18.04 using kernel 4.19

• Fedora 29 using kernel 4.19

• Windows 10, version 1809

For the programs, a variety of selections were made, to simulate various workloads.
See listing Listing 2.1

Password brute forcing Hashcat,
John the ripper

Games Total war: Warham-
mer 2,
Tomb raider

3D creation suite Blender,
IndigoBench

Synthetic GPU stress
test

Geekbench 4,
Unigine Superposition

Figure 2.1: Listing of chosen programs

These were chosen as they all have official support for both Windows and Linux,
though they may use different code bases for Windows as compared to Linux, some-
thing that will be discussed further on in the discussion.
They all have different workloads that helps to cover a larger set of workflows than
any single one of them would. This is of interest as it makes it possible to see if there
are some workflows that due to unoptimised drivers or any other reason does not
work well with eGPUs. Two games were chosen as gaming has been one of the main
selling points of eGPUs. Total War: Warhammer 2 and Tomb Raider were chosen,
as although they are both originally made for Windows, they were ported to Linux
as well.
Both ports to Linux were performed by Feral Interactive[11] using Vulkan instead
of DirectX. Therefore, it is hopefully possible to minimize the risk of having differ-
ent programming implementation depending on how different companies or studios
implement new ports.
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2.2 Research methods
To determine the difference in performance, performance benchmarking was chosen.
As it is commonly used to determine difference, without going into too many details,
or into theoretical performance. This should produce relatively simple graphs to later
make conclusions based on actual real-world performance as opposed to theoretical
performance.

To conduct the necessary benchmarks, Windows was installed on both the internal
SSDs inside the chosen laptop and desktop, while Ubuntu, Fedora and Archlabs were
installed separately on an external SSD which was then used to boot into the various
Linux OS’s on both computers. The tests were performed on an operating system
basis, meaning the tests were executed consecutively on the same OS rather than
taking it per application, this was done to save time between system restarts, as a
restart is required to switch between the OS’s.

The tests were then executed on:

• Internal GPU on the desktop

• External GPU on the laptop

• Integrated GPU in the laptop’s CPU

The tests were run consecutively for each OS with at least 5 minutes between for
the CPU to cool down to prevent inconsistencies. The results were then recorded,
specifics on what was recorded can be found in each program section of this report.
As the goal was to measure performance across operating systems using two differ-
ent interfaces to connect the GPU to a computer, it is important to not look at the
specific numbers, but rather the percent difference between all the results. For this
reason, the data was plotted into graphs to make it easier to understand and evaluate.

All tests were run three times to maintain validity and to minimize the risk of flukes
or CPU scheduling not prioritizing the benchmarks. Which could be a problem with
for example Windows Defender if a virus scan has been scheduled at the same time
as a benchmark is running.

These benchmarks were executed on each OS with each of the GPUs, internally on
the desktop, and externally in an eGPU enclosure on a laptop.
During benchmarks with external graphics cards, a secondary monitor was connected
to the graphics card. This was done to lower the risk of bottlenecks due to any band-
width limitation of Thunderbolt 3. The bandwidth could be reduced if any frame
that the graphics cards generate has to be sent back to the laptop’s screen through
the same Thunderbolt 3 cable as every instruction and frame takes a certain amount
of data. Though bandwidth does play a role in the theoretical maximum perfor-
mance of eGPUs. This research does not focus on finding the bandwidth limit of
Thunderbolt 3.
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In the various parts of this report that goes through the limitations of the used
benchmarks. There are a lot of repetitions that goes through the same kinds of
limitations as previously mentioned benchmark’s limitations. This is done to make
it possible to read each part of this report on its own.
In this report, there are a lot of mentions of Windows and Linux. In these instances,
Windows refers to Windows 10 rather than every version of Windows there has been.
Linux refers to the Linux distributions that has been used for the research this report
is based upon.
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2.3 Experiments
These following experiment sections goes through the specific methods that were
applied to perform the performance benchmarking needed for this report. There will
also be discussions on a per-program level as to what may have caused certain results
or any loss of data.

The result sections will also feature a more in depth discussion of the results than
what will be in Chapter 3, as the intention of Chapter 3 is to weave together all the
programs into an overall analysis and to tie it in with the original research questions.
The limitation sections are referring to any shortcomings in the testing, such as pro-
grams simply not working, or other failure to acquire data.

2.3.1 Hashcat

Hashcat[14] is a program designed to crack passwords. By default, Hashcat uses the
CPU of a computer. However, it can also utilize graphics cards by using OpenCL
to crack passwords, improving performance drastically compared to using a CPU.
Hashcat features many different ways of cracking passwords, such as word list attacks
and brute forcing.
This program is well known and commonly used among IT security specialists and
researchers for several reasons. Among them are speed, efficiency, support for a wide
selection of hashing algorithms and ease of use. Hashcat was released in 2013 and
has since had 5 major updates, it is also included in the popular Linux distribution
Kali Linux[12].

As seen in Figure 2.2, Hashcat is an application that runs in the terminal of any
supported OS. A user can decide which hash algorithm to use, which device to use,
which options to run with, and so on. In this case, only the benchmark option was
used.
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Figure 2.2: Hashcat during benchmark

Hardware and software platforms

During the conducted research, version 418.91 of Nvidia’s proprietary graphics driver
was used for Windows 10, and version 418.43 for the various Linux distributions.
Both as many other versions, provide OpenCL support by default.
The version of Hashcat during this research was 5.1.

Benchmark methods

Hashcat features a benchmark mode, where it will go through a list of passwords
encrypted using the MD5 algorithm. While this is an older encryption method, and
generally not to be used anymore, the interest of this benchmark is to measure per-
formance across platforms and interfaces. As such, it is the relative difference which
is of interest for this research. As it will stand the test of time unlike other compar-
isons, as other bottlenecks are hit. Which could be as Thunderbolt 3 speeds, disk,
RAM or VRAM speeds.
The results are measured in MH/s which is short for Mega hashes per second, a higher
score is preferred as the goal in the benchmark is to generate hashes as quickly as
possible.
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Results

67
0

10
60

0

10,000

20,000

30,000

M
eg
ah

as
he
s
pe

r
se
co
nd

Windows ArchLabs Ubuntu Fedora

Figure 2.3: Desktop Hashcat results
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Figure 2.4: External and Internal GPU Hashcat results

In the desktop tests, shown in Figure 2.3. A sudden drop in performance was seen on
the GTX 670 on both Ubuntu and Fedora. With ArchLabs coming out on top, this
was not anticipated as many Linux distributions have many similarities in terms of
features and supported drivers. Though when considering the fact that both Fedora
and Ubuntu use release cycles, meaning they only update their software and kernel
once every year. Whereas Windows and ArchLabs both use rolling releases, meaning
they get updated as soon as updates are available. This makes Ubuntu and Fedora
generally more stable overall, while ArchLabs and Windows both enjoy the latest
available updates from developers. Which could be a contributing factor to these
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results, as newer drivers could be more optimised for various workloads.

With the GTX 1060, as seen in Figure 2.3. Performance was very similar, though
giving a slight edge to Ubuntu. Neither this was expected as in the GTX 670 desk-
top tests, Fedora and Ubuntu both only had about half the performance of Windows
and ArchLabs. This is credited to newer drivers being optimized for newer GPUs.
Ubuntu ended up being roughly 7.1% faster with the GTX 1060 in this benchmark
than the slowest performing, which was ArchLabs. It is uncertain as to why Ubuntu
performed better with the GTX 1060.

As for the results of external and internal GPU, shown in Figure 2.4, Ubuntu and
Windows were very close to each other in relative performance. Other than that,
consistent results could be seen across all OS’s, with only small variations of 5.5%
at most with GTX 1060 Windows compared to Ubuntu. There does not seem to be
that much of a performance difference in this program depending on if the GPU is
internal or external. With the differences being under 1 percent for the same OS’s.
This makes sense as there are not a great amount of calls going to the GPU from
the CPU in this case, whereas a game requires constant data back and forth.

Something noteworthy is integrated on laptop running in Archlabs and Fedora as
well as RTX 2070 Ubuntu all resulted in 0 as Hashcat would not run on these
configurations. Something which will be discussed further in the limitations section.

Limitations

The RTX 2070 which was used during this research could not be used inside the
desktop. As the graphics card was specifically designed to be used in a eGPU enclo-
sure, by having a larger fan for cooling than what is normal. This larger fan is too
big to be able to spin inside a normal desktop. As such, running any benchmark with
it in the available desktop, would probably result in the graphics card overheating
and causing physical damage to the graphics card, and in worst case perhaps even
the rest of the connected hardware.
Further on, it was not possible to fully use Hashcat on the integrated UHD 620 inside
the laptop’s CPU together with Archlabs or Fedora. This is because there was no
working OpenCL driver for Intel CPUs on those operating systems and Hashcat re-
quires OpenCL devices to work. There are some OpenCL drivers that Intel provides
for their CPUs. However they only provide working Linux drivers for Ubuntu. Not
for Fedora or Archlabs.
Another discovered limitation was with Ubuntu 18.04 and RTX 2070 as an external
GPU. Seemingly without reason, the utilization of the laptop’s CPU was consistently
jumping from 0-100% on every core.
Though it was still possible to run programs, and it is less likely that results from
Hashcat are affected by seemingly faulty CPU scheduling than other programs. It
was decided not to run any benchmarks in that environment as the strange behavior
would probably impact the final results. Even more than which operating system
was running, and as such, skew any gathered results.
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2.3.2 John the ripper

John the ripper[15] is another password cracking tool, much like Hashcat, although it
also has implemented CUDA as well as OpenCL support for GPUs, it is well known
by cyber security specialists as its easy to use and install. It provides similar perfor-
mance to Hashcat, while still being able to use many of the same methods, such as
wordlists and brute forcing.
John the ripper was released in 2013 and is included in the popular Linux distribu-
tion Kali Linux[12].
John the ripper is mainly made for Linux, but has also been made available for Win-
dows and others.

Figure 2.5: John the Ripper during benchmark

As seen in Figure 2.5, John the Ripper is a program that runs in the terminal of
any supported OS. A user can specify which hashing algorithm, device and files to
use, amongst many other options. John the Ripper provides an on-demand status
update to show any used OpenCL device performance, temperature, amongst other
information.

Hardware and software platforms

The 418.91 version of Nvidia’s proprietary graphics driver was used for Windows
and version 418.43 for Linux, which both, as many other versions, provide OpenCL
support by default. OpenCL is used by John the Ripper to be able to use graphics
cards.
Though John the Ripper has support for Nvidia’s CUDA, OpenCL was used for this
benchmark as OpenCL would have to be used together with the laptop’s integrated
GPU inside its CPU. By using OpenCL in this case, it would hopefully be easier to
see the scaling from integrated GPU and dedicated graphics cards.
The version of John the Ripper during this research was 1.8.0-Jumbo-1.

Benchmark methods

John the ripper features a benchmark mode, where it uses the brute force technique
to crack as many passwords as possible.
This benchmark outputs in the format of MH/s which stands for mega hashes per
second, one hash meaning one hashed password. The passwords are hashed with the
encryption algorithm MD4 which is an older algorithm which has been at the end of
life for several years, however, this should not matter for the results. As similar to
Hashcat which uses MD5 instead of MD4, this is not an investigation of the programs
ability or which hashing algorithm is the fastest one, but rather the performance of
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various GPUs and Operating systems. For for this purpose, MD4 should give equal
results when it comes to performance measured by percent between the different
configurations.
The results are measured in MH/s, a higher number is preferred as the point of the
benchmark is to measure how quickly it is possible to generate new hashes.

Results

67
0

10
60

0

5,000

10,000

15,000

20,000

M
eg
ah

as
he
s
pe

r
se
co
nd

Windows ArchLabs Ubuntu Fedora

Figure 2.6: Desktop John the ripper results
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Figure 2.7: External and Internal GPU John the ripper results
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In the desktop GTX 670 as seen in Figure 2.6, it is once more possible to see a
greater difference in the GTX 670 results, where Windows seem to be falling behind
by 17%compared to ArchLabs. This could be as the program did not have GPU
support at the time when the GTX 670 was released. The program could thus have
more unstable support for that card or other ones from the same generation of graph-
ics cards. But it is not certain as John the Ripper uses OpenCL no matter which
graphics card is used, and Nvidia’s driver provides OpenCL support for their various
graphics cards, and the same driver is used by all Linux distributions.

The desktop GTX 1060 which is shown in Figure 2.6, also has results which are very
similar across the various operating systems. With a slight edge to Ubuntu which
had about 3.5% higher performance than the rest, see Figure 2.6.

Although it seems the results for external GPU which can be seen in Figure 2.7,
were however in line with the internal GPU results. With the GTX 670 having a
much higher difference between the OS’s. Something noteworthy, is the performance
difference between Ubuntu and Fedora, which in the previous tests have been very
similar, is now as large as 21%.

As to the difference between internal and external GPU, GTX 670 seems to have
higher performance when used internally as opposed to externally, while Ubuntu seem
to benefit from being in using the external interface. The difference for 1060 however,
seems to once more be very small, with only a 3% difference from internal to external.

Noteworthy is that the program did not find the GPU in Windows when using it in
the external enclosure, and Ubuntu had issues using the RTX 2070. Leading to all
of their scores being 0, something which will be explained in the limitations section.



2.3. Experiments 17

Limitations

The RTX 2070 which was used during this research could not be used inside the
desktop. As the graphics card was specifically designed to be used in a eGPU enclo-
sure, by having a larger fan for cooling than what is normal. This larger fan is too
big to be able to spin inside a normal desktop. As such, running any benchmark with
it in the available desktop, would probably result in the graphics card overheating ,
and causing physical damage to the graphics card. In worst case perhaps even the
rest of the connected hardware.
A lot of benchmarks with John the Ripper on Windows could not complete their
execution, this as John the Ripper could not find any graphics cards that were in
the used eGPU enclosure.
The same version of Windows had been used to benchmark John the Ripper with
internal graphics cards. No drivers had been changed and the graphics cards could
be found as OpenCL devices by other benchmarks.
Another discovered limitation was with Ubuntu 18.04 and RTX 2070 as an external
GPU. Seemingly without reason, the utilization of the laptop’s CPU was consistently
jumping from 0-100% on every core.
Though it was still possible to run programs, and it is less likely that results from
John the Ripper are affected by seemingly faulty CPU scheduling than other pro-
grams. It was decided not to run any benchmarks in that environment as the strange
behavior would probably impact the final results. Even more than which operating
system was running, and as such, skew any gathered results.
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2.3.3 Total War: Warhammer 2

Total War: Warhammer 2[16] is a real time strategy computer game released in 2017.
It features several different possible scenarios during most playthroughs. One of them
being a huge map where the player has more control over the overall movement, econ-
omy and diplomacy of an entire kingdom which could span over the entire game world
with the help of characters. Another being a scenario where the player leads huge
armies which can number all the way from one or two hundred, up to several thou-
sands clashing against each other in a single skirmish which the player has to control.

Figure 2.8: Total War: Warhammer 2 during benchmark

As seen in the Figure 2.8, the used benchmark renders a scene where a player’s
camera moves around a map. On which settlements and armies are represented
by miniature cities and single military generals, are present and controllable by the
player if it was not a benchmark session.

The code base for this game differs from Windows to Linux, as it has been ported to
Linux from Windows by Feral Interactive[11]. It uses Vulkan as opposed to Window’s
DirectX. As such, Windows does have an advantage in these tests as the game was
built with Windows in mind. However, it can still be used to see the difference
between external and internal GPUs. As every operating system is used for both
internal and external graphics cards. Which gives an overall perspective of what is
to be expected from running games ported to Linux.

Hardware and software platforms

During the conducted research, the game’s version was 1.1, in both Windows and
Linux.
The graphics engine used by the game was DirectX11 in Windows, and Vulkan in
Linux.
The 418.91 version of Nvidia’s proprietary graphics driver was used for Windows and
version 418.43 for Linux.

Benchmark methods

Total War: Warhammer 2 features a benchmark mode. Which records minimum,
average and maximum FPS, which stands for frames per second. The benchmark
plots the FPS into a graph, making it easy to tell when during the benchmarks, the
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highs and lows occurred. This also makes it easier to compare Windows and Linux.
As if it is the interface which is bottle necking. Either Thunderbolt 3 or PCIe 3.0
16x. The graphs should look very similar, with only the numbers being generally
lower or higher on any given platform.
As there are different ways of playing the game, either huge armies in a single skir-
mish or entire factions on a huge campaign map. There are also more than one
benchmark scenario. For this research, the campaign benchmark was used. This is
because the campaign map has a lot fewer moving units. As such, the chance of any
CPU bottleneck should be smaller than with a skirmish benchmark where there are
hundreds if not thousands of units fighting, all with their own animations, healthbars
and interactions with each other at the same time. Which can be very taxing for
any CPU to calculate.
As the performance is measured in FPS, a higher FPS is preferred as each frame can
be rendered more quickly the higher performance the used computer has.

Results
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Figure 2.9: Desktop Total War: Warhammer results



20 Chapter 2. Methods and hardware

Int
eg
rat
ed 67

0
10
60

20
70

0

20

40

60

80
fr
am

es
P
er

Se
co
nd

Windows ArchLabs Ubuntu Fedora

Figure 2.10: External and Internal GPU Total War: Warhammer 2 results

In these tests, the overall performance gap between OS’s is very pronounced, as no
two operating systems performed the same.
The internal GTX 670, as seen in Figure 2.9 was not expected. As the game was
developed primarily for Windows, and Fedora achieving almost double the perfor-
mance. Which was especially surprising as for the GTX 1060 the results for Linux
were very similar, all being outperformed by Windows. It is believed that these re-
sults are due to the CPU being the bottleneck in this benchmark, where the GPU
has to wait for the CPU to complete its execution. Leaving the GPU utilization
to be very low during these tests, this can also be backed up as the performance
for Fedora is very similar between GTX 670 and GTX 1060, indicating some other
bottleneck than the GPU.
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This line of reasoning does however beg the question “why is it then that the results
on the 670 are do radically different?". This is believed to be, same as with previous
benchmarks, the drivers for the GPUs seem be different in the different OS’s. Cre-
ating large differences in the results.

As for the external and internal results, as shown in Figure 2.10, an almost complete
shift in performance can be seen. Where Windows outperforms all the Linux distri-
butions in the GTX 670 tests. While both GTX 1060 and RTX 2070 tests show an
increase in performance on Linux overall.

It is believed that this is the result of CPU bottlenecking and Thunderbolt 3 imple-
mentations. Where it would seems as Linux has a more optimised implementation
for this use case, as the performance from GTX 1060 internal to GTX 1060 External,
show such different results when looking at the difference between OS’s.

Limitations

There was four limitations that hindered all benchmarks with Total War: Warham-
mer 2 from being running on everything.
The first limitation was that the RTX 2070 which was used during this research
could not be used inside the desktop. As the graphics card was specifically designed
to be used in a eGPU enclosure, by having a larger fan for cooling than what is
normal. This larger fan is too big to be able to spin inside a normal desktop. As
such, running any benchmark with it in the available desktop, would probably result
in the graphics card overheating, and causing physical damage to the graphics card.
In worst case perhaps even the rest of the connected hardware.
The second limitation was with using GTX 670 as an eGPU together with Fedora.
It is not clear why, but with GTX 670 as a eGPU, the background program that
is responsible for allowing other programs to display graphical things on the screen
(Xorg). Could not find any screens on Fedora when GTX 670 was used as an eGPU.
As such, graphical programs that relies on Xorg could not run. Which Total War:
Warhammer 2 does.
The second limitation was that Total War: Warhammer 2 did not start at all on
any other operating system than Windows when UHD 620 was used. Every Linux
based operating systems gave error messages which claimed that the computer did
not meet the minimum requirements and the game could therefore not start.
The third limitation was with Ubuntu 18.04 and RTX 2070 as an external GPU.
Seemingly without reason, the utilization of the laptop’s CPU was constantly jump-
ing from 0-100% on every core.
Though it was still possible to run programs. It was decided not to run any bench-
marks in that environment as the strange behavior would probably impact the final
results. Even more than which operating system was running, and as such, skew any
results.
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2.3.4 Tomb Raider

Tomb Raider[17] is a computer game released in 2013 by Square Enix Co., Ltd[24].
It is an action-adventure game centered around a fictional character, Lara Croft.
Since its release, it has won many prizes including “Best Action Game" and “Most
Valuable Game Award". It is a game that is generally thought to be very dependant
on GPU performance rather than CPU performance. Which should square it nicely
to Total War: Warhammer 2, which is considered a more CPU dependant game.
Tomb Raider was originally made for Windows, and was released for the platform in
2013. It was however later ported by Feral Interactive[11] and was released officially
for Linux in 2016. Similar to Total War: Warhammer 2, Tomb Raider uses Vulkan
instead of DirectX on Linux.

Figure 2.11: Tomb Raider in benchmark

As seen in Figure 2.11, the benchmark scene for Tomb Raider involves an open
landscape with a lot of weather, shadow and light effects.

Hardware and software platforms

For this research, the game Tomb Raider was updated to the latest available update.
Which was version 1.1.1.
The graphics engine used by the game was DirectX11 in Windows, and Vulkan in
Linux.
The 418.91 version of Nvidia’s proprietary graphics driver was used for Windows and
version 418.43 for Linux.

Benchmark methods

Tomb Raider features a benchmark mode, which records minimum, average and
maximum FPS, which stands for frames per second. Over a set rendering instance
of the game, removing user input as a variable. The benchmark itself renders a set
piece from the game, performed by the computer, not requiring any user input. The
graphics settings were on the highest to try to make the resulting scores are more
dependent on the GPU rather than the CPU being used for the benchmark.
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As performance is measured in FPS for this benchmark, a higher FPS is preferred.

Results

67
0

10
60

0

50

100

150

fr
am

es
P
er

Se
co
nd

Windows ArchLabs Ubuntu Fedora

Figure 2.12: Desktop Tomb Raider results
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Figure 2.13: External and Internal GPU Tomb Raider results

For the desktop GTX 670, as seen in Figure 2.12. It is possible to see Windows and
Fedora being way ahead, with Ubuntu and ArchLabs only getting a bit more than
half of the others score. The results of the GTX 1060 was although different, with
Windows getting significantly lower results that the Linux results. This could be as
the port was done several years after the original release, giving it a possible advan-
tage in technology. Such as Vulkan, a cross platform 3D graphics and computing
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API?? released in 2016 which is made to function as a cross-platform alternative to
DirectX[13], a commonly used library for Windows only.

As for the external GPU results as seen in Figure 2.13. Windows leads in all bench-
marks, with ArchLabs and Ubuntu being very similar, Fedora does however seem to
perform a bit more than ArchLabs and Ubuntu, which is likely due to drivers being
more optimized. It is however not expected as in theory ArchLabs should always
have the latest drivers and kernel, even compared to Fedora.

In this benchmark, the impact of using external GPUs is significant. Especially on
Windows, as it loses roughly 30% on the GTX 670, and roughly 25% on the GTX
1060. While the Linux distributions also suffer from a drop in performance, they
don’t appear to be as extreme as Windows, with ArchLabs “only" drop about 13.5%.

Limitations

The first limitation was the RTX 2070 which was used during this research could not
be used inside the desktop. As the graphics card was specifically designed to be used
in a eGPU enclosure, by having a larger fan for cooling than what is normal. This
larger fan is too big to be able to spin inside a normal desktop. As such, running any
benchmark with it in the available desktop, would probably result in the graphics
card overheating, and causing physical damage to the graphics card. In worst case
perhaps even the rest of the connected hardware.
The second limitation was with using GTX 670 as an eGPU together with Fedora.
It is not clear why, but with GTX 670 as a eGPU, the background program that
is responsible for allowing other programs to display graphical things on the screen
(Xorg). Could not find any screens on Fedora when GTX 670 was used as an eGPU.
As such, graphical programs that relies on Xorg could not run. Which Tomb Raider
does.
Another discovered limitation was with Ubuntu 18.04 and RTX 2070 as an external
GPU. Seemingly without reason, the utilization of the laptop’s CPU was constantly
jumping from 0-100% utilization on every core.
Though it was still possible to run Tomb Raider. It was decided not to run any
benchmarks in that environment as the strange behavior would probably impact the
final results. Even more than which operating system was running, and as such, skew
any results.
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2.3.5 Blender Benchmark

Blender is a 3D modelling program designed to create animations, models, render
images, scenes amongst many other things. It was released in 1998 by the Blender
Foundation and is fully cross platform across Windows, Linux, macOS and freeBSD.
Due to Blender’s popularity, the Blender Foundation, the makers of Blender. Cre-
ated a benchmarking tool called “Blender Benchmark"[19] to streamline benchmark-
ing with Blender. It supports the same platforms and technologies as Blender, and
lets the user choose whether to use the CPU or GPU for the benchmark, which is
ideal for this performance analysis.

Figure 2.14: Blender Benchmark

As seen in Figure 2.14, the benchmark application is a window that shows the
progress of the ongoing benchmark. There is no additional information which the
application gives before the benchmark is done.

Hardware and software platforms

The 418.91 version of Nvidia’s proprietary graphics driver was used for Windows
and version 418.43 for Linux. Together with Nvidia’s proprietary CUDA driver,
version 10.1 was used for both Windows and Linux which gives support for CUDA
accelerated computing and rendering.
Blender Benchmark uses CUDA for the rendering benchmarks it provides.
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Benchmark methods

Blender Benchmark uses two or more images to render depending on whether “Quick
benchmark" or “Full benchmark" is chosen. For this research, Quick benchmark was
chosen as relative performance is more important than performance in specific spe-
cific workloads that are possible with Blender.
As this benchmark measures seconds it took to render the image, and higher per-
forming hardware can render the same image in less time than lower performing
hardware can. Lower scores are preferred.

Results
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Figure 2.15: Desktop Blender results
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Figure 2.16: External and Internal GPU Blender results
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For the internal benchmarks, as seen in Figure 2.15. ArchLabs has a clear advan-
tage over the other operating systems, coming in almost a minute faster. While in
the GTX 1060 benchmark Windows was significantly slower than the other Linux
distributions. It is believed that this might be due to variations in graphics drivers
between Windows and Linux, especially as the GTX 670 test performed differently.

As seen in the results for the external GPU and internal in Figure 2.16, Windows on
internal GPU experienced the same result as Internal GTX 1060, with Linux being
almost twice as fast to fully render the image. In the GTX 670 something unex-
pected happens, as all OS’s perform very similar, with the ArchLabs score changing
significantly from that of the desktop GTX 670, and given the only difference was
the interface. These results are very strange, as this rather extreme behavior does
not happen in any other computational or synthetic tests.

However in the RTX 2070 results, ArchLabs has a clear advantage over Fedora by
being 15.9% faster. But even more so over Windows, with a 25.2% increase over
Windows. Which is a bit strange as the external GTX 1060 performs very similarly
across all operating systems. Although a subtle differences that is more pronounced
is expected, as the raw compute power of the GPU increases, as it is not apparent in
any of the other results. It does seem odd, but does hint on drivers being different
for different operating systems.

Limitations

The first limitation was the RTX 2070 which was used during this research could not
be used inside the desktop. As the graphics card was specifically designed to be used
in a eGPU enclosure, by having a larger fan for cooling than what is normal. This
larger fan is too big to be able to spin inside a normal desktop. As such, running any
benchmark with it in the available desktop, would probably result in the graphics
card overheating, and causing physical damage to the graphics card. In worst case
perhaps even the rest of the connected hardware.
The second limitation was with using GTX 670 as an eGPU together with Fedora.
It is not clear why, but with GTX 670 as a eGPU, the background program that
is responsible for allowing other programs to display graphical things on the screen
(Xorg). Could not find any screens on Fedora when GTX 670 was used as an eGPU.
As such, graphical programs that relies on Xorg could not run. Which Blender does.
Another discovered limitation was with Ubuntu 18.04 and RTX 2070 as an external
GPU. Seemingly without reason, the utilization of the laptop’s CPU was constantly
jumping from 0-100% on every core.
Though it was still possible to run programs, and it is less likely that results from
Blender than for example a game which requires a lot of CPU power to calculate
which way and how one or more characters will be moving. It was decided not to
run any benchmarks in that environment as the strange behavior would probably
impact the final results. Even more than which operating system was running, and
as such, skew any results.
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2.3.6 IndigoBench

IndigoBench is a image renderer with focus on realism, it simulates realistic light-
ing and shadows, as well as drawing the image. It uses the GPU to accelerate the
drawing to do the complex calculations needed to give realistic lighting and shadow
effects. The program was released in 2014 and is available on Windows, Linux and
macOS. It is commonly used as a cross platform consumer benchmarking tool for
GPUs as it gives reliable results when rerunning rests, as well as maintaining a high-
max utilization on the GPU while performing the render.

Figure 2.17: IndigoBench while running

As seen in the Figure 2.17, the benchmark show the current progress of each render,
as well as the estimated score for each iteration of the render. The score and rendering
images are updated in real-time. The given score from this benchmark is based upon
how quickly each render can be executed. A higher score means that it took less
time to render the same image, and the benchmark is supposed to be used to find
out what hardware can render something in the least amount of time. A higher score
is the goal of the benchmark.

Hardware and software platforms

The 418.91 version of Nvidia’s proprietary graphics driver was used for Windows
and version 418.43 for Linux, which both, as many other versions, provide OpenCL
support by default. IndigoBench uses OpenCL to perform the benchmarks it offers.
Version 4.0.46 of IndigoBench was used during this research.
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Benchmark methods

IndigoBench features two test files, both commonly used for benchmarking. In which
the image is drawn as normal, with shadows and details, and a score is then deter-
mined at the end of the drawing based on the overall systems performance.

The first test is an image of a bedroom, complete with lighting, shadows and more.
This is considered the “tougher" of the two tests as there are many more reflective
surfaces to render, and as such the scores in this test are generally lower than the
second.

The second test is an image of a car, once more with full lighting and shadows, as
it has fewer polygons and lighting sources to calculate. This test generally gets a
higher score.
As IndigoBench has its own scoring system which is based on the amount of time
each render iteration, higher score is given the less time it takes for each render iter-
ation. Which results in a higher score being preferred.

Results
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Figure 2.18: Desktop IndigoBench Bedroom results



30 Chapter 2. Methods and hardware

Int
eg
rat
ed 67

0
10
60

20
70

0

2

4

6

Sc
or
e

Windows ArchLabs Ubuntu Fedora

Figure 2.19: External and Internal GPU IndigoBench Bedroom results

For the internal GPU results of the bedroom benchmark, as seen in Figure 2.18. A
lot of data was missing, as the program would crash before completing its execution.
Something which will be discussed further in the limitations section. This makes
drawing any conclusions from these results very hard. Although the data that was
gathered seem to indicate very similar results across all OS’s, but again, as only two
of the four tests worked.

By cross examining the internal vs external GPU, as seen in Figure 2.19. There is a
very small difference in terms of results, making it seem like the interface had little
impact on these kinds of heavy computational workloads, independent of GPU in
the system.
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Figure 2.20: Desktop IndigoBench Supercar results
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Figure 2.21: External and Internal GPU IndigoBench Supercar results

For the internal Supercar scene, as seen in Figure 2.20. An increase in difference
between the OS’s can be seen. With ArchLabs coming out slightly faster than Win-
dows in all tests but the GTX 670, although the difference seems to get larger the
more powerful GPU is in use. This could be due to lower overhead in Linux, more
optimised drivers or simply differences in the OS getting more pronounced as the
compute power increases.

As for the difference between internal and external GPUs, there is not much of a dif-
ference in the score, much in line with the IndigoBench Bedroom results. External
GPU seen in Figure 2.21. although, once more, RTX 2070 expands on the difference
between the operating systems from 5% in the GTX 1060 to 11% in the RTX 2070.
specifically Windows and ArchLabs.
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Limitations

The first limitation was the RTX 2070 which was used during this research could not
be used inside the desktop. As the graphics card was specifically designed to be used
in a eGPU enclosure, by having a larger fan for cooling than what is normal. This
larger fan is too big to be able to spin inside a normal desktop. As such, running any
benchmark with it in the available desktop, would probably result in the graphics
card overheating, and causing physical damage to the graphics card. In worst case
perhaps even the rest of the connected hardware.
The second limitation that was discovered was that IndigoBench would not start
on any Ubuntu or Fedora installation that had an Nvidia driver installed. The
benchmark worked without any Nvidia drivers, but as soon as one was installed,
IndigoBench gave segmentation faults whenever it was started.
One more limitation was with using GTX 670 as an eGPU together with Fedora.
It is not clear why, but with GTX 670 as a eGPU, the background program that
is responsible for allowing other programs to display graphical things on the screen
(Xorg). Could not find any screens on Fedora when GTX 670 was used as an eGPU.
As such, graphical programs that relies on Xorg could not run. Which IndigoBench
does.
Another discovered limitation was with Ubuntu 18.04 and RTX 2070 as an external
GPU. Seemingly without reason, the utilization of the laptop’s CPU was constantly
jumping from 0-100% on every core.
Though it was still possible to run programs, and it is less likely that results from
IndigoBench than for example a game which requires a lot of CPU power to calculate
which way and how one or more characters will be moving. It was decided not to
run any benchmarks in that environment as the strange behavior would probably
impact the final results. Even more than which operating system was running, and
as such, skew any results.
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2.3.7 Geekbench 4

Geekbench 4 is a software specifically designed to evaluate both CPU and GPU per-
formance, and was released in 2018 by Primate labs Inc. In previous versions only
CPU performance was measured, but with the introduction of Geekbench 4, GPU
performance is now also measurable. To measure GPU performance, it uses both
image processing and generic calculations, making it ideal for general GPU perfor-
mance benchmarking. Geekbench 4 is also made completely cross-platform, with
support for Android, iOS, macOS, Windows and Linux.

Figure 2.22: Geekbench 4

As seen in Figure 2.22, Geekbench 4 provides an interface where a user can choose
what kind of benchmark should be performed, CPU or GPU, to measure performance
for one or another workflow.
A bar which shows the current progress of a benchmark after which, the results are
automatically shown on a website that Geekbench hosts online.
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Hardware and software platforms

To conduct benchmarks with Geekbench 4, version 418.91 of Nvidia’s proprietary
driver for the graphics cards was used for Windows, and version 418.43 for Linux
based OS’. Both versions includes OpenCL support.
Geekbench 4.3.3 was used for this research.

Benchmark methods

As Geekbench 4 is strictly a benchmark tool, the procedure is very straight forward,
simply run the test and await the results.
There is one benchmark for CPU and one for compute benchmark. The compute
benchmark is meant to be used to measure OpenCL devices performance.
In this benchmark, a higher score is given the less time it takes to execute the
various commands the benchmarks gives any used hardware. Therefore, a higher
score is preferred.

Results
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Figure 2.23: Desktop Geekbench 4 results
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Figure 2.24: External and Internal GPU Geekbench 4 results

In the desktop tests, as seen in Figure 2.23. The various operating systems get
roughly the same scores, with only Windows on the GTX 1060 getting a slightly
lower score than the rest. Indicating either the code base is more optimised for
Linux, or Linux have more optimized drivers which leads to less overhead.

As for the external GPU performance, as seen in Figure 2.24, a very similar result can
be seen, although with the RTX 2070, the performance drop from Linux to Windows
is even greater than they were in the GTX 1060, this would seem to indicate Linux
does indeed scale more linearly for this particular workload, giving it a slight edge,
and making that edge more pronounced as the processing power of the GPU increases.
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Limitations

Two limitations were discovered.
The first limitation was the RTX 2070 which was used during this research could not
be used inside the desktop. As the graphics card was specifically designed to be used
in a eGPU enclosure by having a larger fan for cooling than what is normal. This
larger fan is too big to be able to spin inside a normal desktop. As such, running any
benchmark with it in the available desktop, would probably result in the graphics
card overheating, and causing physical damage to the graphics card. In worst case
perhaps even the rest of the connected hardware.
The other discovered limitation was with Ubuntu 18.04 and RTX 2070 as an external
GPU. Seemingly without reason, the utilization of the laptop’s CPU was constantly
jumping from 0-100% on every core.
Though it was still possible to run programs, and it is less likely that results from
IndigoBench than for example a game which requires a lot of CPU power to calculate
which way and how one or more characters will be moving. It was decided not to
run any benchmarks in that environment as the strange behavior would probably
impact the final results. Even more than which operating system was running, and
as such, skew any results.
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Unigine Superposition

Unigine Superposition is a pure benchmark tool for GPU, while also measuring tem-
peratures of the system. Unigine Superposition was released by UNIGINE in 2018,
adding to their existing software library including Valley benchmark, Heaven bench-
mark and UNIGINE 2. Which is a Cross-platform game engine. It uses the UNIGINE
2 game engine to test the performance of a system. Making it a mainly game-focused
benchmark. Unigine Superposition currently only supports Windows and Linux.

Figure 2.25: Menu for Unigine Superposition

As can be seen in Figure 2.25, Unigine Superposition provides a menu where a user
have the ability to choose what graphics engine to use, as well as what level of
graphical details to use for the benchmark. Figure 2.26 shows one of the scenes that
Unigine Superposition loops through.

Figure 2.26: Unigine Superposition during benchmark
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Hardware and software platforms

The 418.91 version of Nvidia’s proprietary graphics driver was used for Windows
and version 418.43 for Linux. Which both, as many other versions, provide OpenGL
support by default. Which this benchmark requires both on Windows and Linux.
Unigine Superposition 1.1 was used for this research, OpenGL 4.0 was used as the
graphical engine.

Benchmark methods

As Unigine Superposition is a pure benchmark tool. Performing these tests is rather
straight forward, simply running the automated program as provided when down-
loaded, and noting down the resulting score. In the benchmark’s provided menu,
medium graphical settings were used as the GTX 670 used for this research would
otherwise be bottlenecked by its relative low amount of VRAM.
For this test, a higher score is preferred as the score is based on the FPS in the
benchmark. The higher the performance of the used graphics adapter, the higher
the FPS.

Results
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Figure 2.27: Desktop Unigine Superposition results
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Figure 2.28: External and Internal GPU Unigine Superposition results

In these benchmarks, the results were very similar in terms of operating system to
operating system. But in the internal, which can be seen in Figure 2.27, versus
external GPU. A drop in performance of about 5.2% can be seen when going from
internal to external. External can be seen in Figure 2.28. Also a slightly higher vari-
ance between the GTX 670, where the internal is very similar across all operating
systems. The external GTX 670 seem to fluctuate more in its performance, giving
Windows and Ubuntu a slight edge of about 5.4%.

With the RTX 2070 however, Windows is outperforming both Fedora and ArchLabs
by about 8.9%, which seems very strange as how similar the OS’s perform while using
the other GPUs. Although it is believed to either be a case of the differences being
more pronounced as the power of the GPU increases. Or as the RTX 2070 is still
relatively new, and drivers for Linux might not be as well optimized for that GPU
as the ones for Windows.
As to the performance difference between internal and external GPU, a smaller dif-
ference can be seen, roughly 3.3% decrease in performance when going from internal
to external.

Limitations

The first limitation was the RTX 2070 which was used during this research could not
be used inside the desktop. As the graphics card was specifically designed to be used
in a eGPU enclosure, by having a larger fan for cooling than what is normal. This
larger fan is too big to be able to spin inside a normal desktop. As such, running any
benchmark with it in the available desktop, would probably result in the graphics
card overheating, and causing physical damage to the graphics card. In worst case
perhaps even the rest of the connected hardware.
One more limitation was with using GTX 670 as an eGPU together with Fedora.
It is not clear why, but with GTX 670 as a eGPU, the background program that
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is responsible for allowing other programs to display graphical things on the screen
(Xorg). Could not find any screens on Fedora when GTX 670 was used as an eGPU.
As such, graphical programs that relies on Xorg could not run. Which Unigine
Superposition does.
Another discovered limitation was with Ubuntu 18.04 and RTX 2070 as an external
GPU. Seemingly without reason, the utilization of the laptop’s CPU was constantly
jumping from 0-100% on every core.
Though it was still possible to run programs, and it is less likely that results from
Unigine Superposition than for example a game which requires a lot of CPU power
to calculate which way and how one or more characters will be moving. It was
decided not to run any benchmarks in that environment as the strange behavior
would probably impact the final results. Even more than which operating system
was running, and as such, skew any results.

2.3.8 Rejected programs

The following programs were tried and rejected due to results clearly being bot-
tlenecked by framerate limitations in Linux. Which is probably due to a global
VSync[20] policy in Linux. As no attempts were successful at resolving this issue,
the results were rejected.

• Furmark

• Tessmark

What led to this, was that during benchmarking with Tessmark and Furmark on
Linux, the resulting scores was never above 3600 and 60 fps. Compared to when
the same benchmarks were done in Windows 10, where the resulting scores were
constantly above 240000 and 230 FPS. VSync is usually used to limit FPS to 60 or
30, depending on the current performance in order to lower the chance of screen-
tearing. Which is when two different frames are being shown on the same screen and
at the same time. After searching for information and settings that could confirm
that VSync or something else was limiting the framerate in Linux, nothing concrete
was found and further attempts would risk taking too much time and were therefore
canceled.
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Analysis and Discussion

There are two main themes across the results. Firstly, in the computational and
synthetic results, only small differences between the operating systems can be seen.
Exceptions being ArchLabs in Blender for internal GTX 670. Where it barely takes
two thirds of the time to complete and Blender as well as on internal GPU, where
Windows takes almost twice as long, see Figure 2.15. It is a very strange anomaly.
As the expectation would be consistency over the interface, with any differences oc-
curring across all operating systems equally, or at the very least less pronounced.
What really sticks out with these tests is how ArchLabs has higher performance on
the internal GTX 670 only. Indicating that there are some driver issues, or perhaps
Blender Benchmark does not handle older GPUs as well as newer ones. Leading to
more fluctuation in the results, even though the scores were very consistent over all
the three tests.

The second main theme is performance loss while going from internal GPU to exter-
nal GPU, in particular the games really seem to suffer a tremendous negative effect.
Losing up to 50% in some tests, which can be seen in Figure 2.9 and Figure 2.10.
There does however seem to be some discrepancy. As for example Tomb Raider
for the GTX 1060 on Fedora, performs nearly as well on Internal as external GPU.
Which would indicate that games fluctuate more heavily in terms of performance
when changing the interface, most likely as a result of CPU overhead and the lack
of bandwidth to the GPU. So there is indeed a difference in performance between
internal and external GPUs, although putting a straight percentage would be disin-
genuous as it varies so heavily from program to program. In general, both interfaces
perform equally well for synthetic and computational use cases. While in general
losing substantial amounts of performance when going to an external GPU in games.

There are many result-altering sources. Not just as previously discussed drivers and
implementations. As while present, and both major factors for performance. There
are also such factors as utilization. Most non synthetic or computational workloads
do not necessarily use 100% of the power the GPU has to give, due to limitations
in read and write speeds in the VRAM, RAM, disk speed, drivers. Or simply due
to being heavily dependant on the CPU to first calculate what the GPU should
calculate. This becomes very prevalent in games, especially CPU intensive games.
Such as Total War: Warhammer 2, where it is believed that the utilization of the
GPU goes down the more powerful the graphics card is. This is why the RTX 2070
performs relatively poorly to the GTX 1060, and thus only a smaller improvement
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from the GTX 1060 to the RTX 2070 than one would expect if considering the
performance of the RTX 2070 in computational or synthetic workloads. Such as
Hashcat or IndigoBench, where the performance almost doubles from GTX 1060 to
RTX 2070. Although the utilization on the GPU while performing these tests were
measured, it is believed that these numbers are wrong or misleading, as the GPU
was constantly at 100%. This is believed to be due to utilization versus occupancy.
Where the tools used to measure these, for example Task manager in Windows and
Nvidia SMI[21] in Linux, show occupancy instead of utilization. Occupancy rep-
resents the percentage of a used hardware being used, in this case the GPU used.
Whereas utilization represents the percentage of the total performance is used. As
occupancy could be seen rather than utilization, it is very hard to conclude if the full
performance of the used GPU, is being used or not. Nvidia has separate drivers for
Linux and Windows, and although Nvidia tries to make them as similar as possible
in terms of features and performance. It is very hard to know how much they differ
as sometimes the drivers from Nvidia for both OS’s that are released on the same
day, have different version numbers and have a lot of differences in their release notes.

So when it comes to internal GPU versus external GPU, you do indeed run the risk
of losing a lot of performance as compared to internal GPU when using an external
GPU. However, across all tests, even a very low end GPU, the GTX 670 in this case.
Still outperforms the integrated Intel UHD 620 on the laptop by a substantial mar-
gin, so if desktop is not an option. There will still be a drastic performance increase
when going to an external GPU with a current mid-tier graphics card, such as the
GTX 1060.

There is however still an elephant in the room, the surprising lack of data when
looking at the external GPU tests versus internal GPU tests. There does appear to
still be some hurdles in the way for eGPUs, as many of our tests involved substantial
amounts of know how and error searching, especially on Linux. In worst cases, such
as Ubuntu with the RTX 2070. The entire OS began to behave erratically, with fre-
quent stuttering and CPU cores seemingly randomly being taxed up to 100% while
idle. So it is necessary to contemplate the usefulness of the eGPU in some use cases,
as it is not easy to know what works at all and what does not.
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The program that was closest to not working on any eGPU setup, was IndigoBench
which did not work on Ubuntu or Fedora with Nvidia driver installed, except for one
instance instance where IndigoBench did work with Nvidia drivers installed. It is
now known why it worked in this instance as any attempts to recreate this instance
has failed. But it worked on Windows and Archlabs with eGPU without any fail.
The other case of something first seemingly not working at all with eGPU, was with
Fedora and GTX 670 as an eGPU. As any programs that could run on the graphics
card with a terminal, for example Geekbench 4 in Linux, still worked. It was not the
case that the eGPU could not be used, but everything did most certainly not work as
it should have. We still do not know why exactly this was the case, but the problems
never seemed to be as simple as “this program does not work with eGPUs". It is
not often the case that the programs themselves explicitly do not support eGPUs
as most programs do not know how various hardware parts are connected, just that
they are. As seen in Figure 3.1, even the Nvidia driver does not necessarily know if
the graphics card is connected through a Thunderbolt port or a regular PCI Express
connection.

Figure 3.1: Nvidia control panel in Windows

As it is stated in the bus section of Nvidia’s control panel for Windows, the Nvidia
driver can only see that the graphics card is connected through a PCI Express 4x
Gen3 connection. Although it is mostly the case that graphics cards are connected
through a PCI Express 16x Gen3 connection on most motherboards, there are some
cases where a 8x and even 4x connection could be used. The amount of x’s, for
example 16, 8 or 4. Stands for the number of PCI lanes, which are physical paths to
transfer data through from one hardware component to another, with 4x providing
a theoretical bandwidth of 3.97GB/s and 16x providing 15.8GB/s[23].





Chapter 4
Conclusion and Future Work

For the conclusion, there is not much which has been proven beyond doubt, as there
are simply too many variables at play. Such as different code base, protocol imple-
mentations, drivers, IPC (Instructions per cycle)[22], being different for every new
CPU generation, RAM speeds, etc. While it would be entirely possible to dig deeper
into all of these topics. To explore how much the various variables affected the bench-
marks, is outside of the scope of this document. As we’ve noted in chapter 3, it is
very hard to isolate and properly manage all different sources of variance. While the
results from most of the synthetic and calculation based tests show consistency in
their results, there are still anomalies which needs a detailed explanation.

When it comes to stability of the system however, there is a pattern of programs not
working with eGPUs, while functioning normally with internal GPUs. Which is most
of the times due to the lowest parts of the operating system which are responsible
for display functionality. Leading us to believe that it is possible to use eGPUs for
various tasks, but it should not be assumed that everything works without a fair
bit of debugging. Which is discussed in the last part of the discussion section. It
is not possible to make any clear-cut conclusions regarding the stability that is not
speculation and guesswork. As the problems that we have encountered often but not
always have had to do with something else than any specific program we’ve used for
benchmarks.

To answer the first research question, if there is any difference in performance de-
pending on interface(internal vs external). It has become quite clear in our tests that
there is indeed a difference in some cases, with the advantage going to internal GPU
in games, whereas the synthetic and computational tests performed very similarly.
Despite this, it is very difficult to estimate by how much, as the results vary so heav-
ily. We can only conclude that more research is needed in this area, to fully explain
the difference in performance.
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As to the question of difference in performance between different operating systems,
we once more have to conclude that it is heavily dependant on use cases. Where in
our testing, results have been different in some cases such as Tomb Raider. As shown
in Figure 2.12 while using the same hardware, and very similar in others. Such as
Unigine Superposition as shown in Figure 2.27, and while we were expecting more
difference between Windows and Linux, it turns out to be a much more complex
question.

4.0.1 Future work

From this investigation, there were many avenues of research revealed. Such as dig-
ging deeper into what caused the erratic behaviors in some of the tests. We believe
a deeper delve into the individual subjects would yield more definitive and clearer
answers. Such as only measuring across the operating systems, or only measuring
how much bandwidth and interface selection affects the results.

For this purpose, a test involving more interfaces, such as Thunderbolt 3 using a 2x
PCI-express interface as well as the 4x tested in this document could be used, as well
as other types of eGPUs.

With all of this in mind, the suggestions for future work would be:

• Driver effect on performance

• Deeper in depth analysis of differences between Linux and Windows.

• Deeper in depth analysis of differences between various Linux based operating
systems.

• Deep analysis of how various operating system’s kernels interact with hardware
differently.

• Deeper analysis of bandwidth usage in eGPUs

• Deeper stability analysis of eGPUs
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