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Abstract
Background. Expertise retrieval is an information retrieval technique that focuses
on techniques to identify the most suitable ’expert’ for a task from a list of individuals.
Objectives. This master thesis is a collaboration with Volvo Cars to attempt applying this concept and match employees based on information that was extracted
from an internal tool of the company. In this tool, the employees describe themselves
in free flowing text. This text is extracted from the tool and analyzed using Natural
Language Processing (NLP) techniques.
Methods. Through the course of this project, various techniques are employed and
experimented with to study, analyze and understand the unlabelled textual data using NLP techniques. Through the course of the project, we try to match individuals
based on information extracted from these techniques using Unsupervised Machine
Learning methods (K-means clustering).
Results. The results obtained from applying the various NLP techniques are explained along with the algorithms that are implemented. Inferences deduced about
the properties of the data and methodologies are discussed.
Conclusions. The results obtained from this project have shown that it is possible
to extract patterns among people based on free text data written about them. The
future aim is to incorporate semantic relationship between the words in order to be
able to identify people who are similar and dissimilar based on the data they share
about themselves.
Keywords: Machine Learning, Clustering Analysis, Natural Language Processing,
Unsupervised learning
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Chapter 1

Introduction

Expertise Retrieval is a sub-domain in the field of Information Retrieval that focuses
on developing techniques for identifying the most suitable ’expert’ for a task from a
given list of individuals. In the recruitment industry, a significant part of the analysis
and identification is performed by a human, albeit aided by software tools. Matching
humans to expert fields is a formidable task when executed by a human, as it is timeconsuming and often has inadequate justification. The inadequate justification is
resulted from an un-assumed bias formed (due to prior knowledge) when nominating
people with similar competencies for a task. ’Gut feeling’ and ’instinct’ are coupled
with analyzing available data, to come to a decision. People matching is hence a
task that can benefit from automation and if implemented correctly with adequate
data, will provide unbiased matches for people.
This project is an attempt to analyze and understand data collected from individuals in an organization and investigate available methods that are suitable to match
people from the data. Since it is unlabelled textual data, a combination of Natural
Language Processing (NLP) techniques and unsupervised machine learning methods
are used to explore the possibility of creating an ’intelligent’ system. In this project
unlabelled, free text written by the people about themselves is analyzed using NLP
techniques to extract information. From this information, the people are matched
based on key characteristics that are used to represent the person’s profile. The
model, if successful can be used as an aid to internal recruitment or for employees
to discover similar colleagues in an organization. Through the report, more details
about the learnings from the problem, dataset and methods used to realize the goals
of this project are discussed.
Chapter 2 of this report details the background and related work for solving
similar problems. Previous papers on Expertise Retrieval techniques and text analysis were referred to for this project. Chapter 3 is dedicated to understanding the
data and relaying the analysis and inferences derived from it. Chapter 4 details the
steps to implement the learning model and discusses various experiments performed.
Chapter 5 discusses the results and the corresponding analysis from it. In Chapter 6,
further inspection into the results and inferences from the model are detailed. Chapter 7 lists out the challenges and limitations faced during the course of this project.
Lastly, the learnings of the project and the future work is proposed in Chapter 8.
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Chapter 2

Related Work

To understand more about the existing techniques, several scientific papers have
been referred to. This helped in understanding the various existing matching and
expertise retrieval algorithms as well as the aspects of the problem that may become
obstacles in the future.
[2][7] discuss state-of-the art techniques developed for expertise retrieval applications. The techniques are reviewed and categorized based on their underlying
algorithms. From these papers, it is deduced that in this project, a Generative Probabilistic model(GPM) is best suited. This is because by definition, GPM is used to
rank people by the probability of their expertness in a field. Among generative probabilistic models, the design of this master thesis project is inspired by the concept of
topic generation models. The basic idea behind this model is to match candidates
based on the the likelihood of the candidate being an expert in a topic Q. The
terminology used in this report is also influenced by [2]. According to the authors,
there are four components to the problem:
• candidate: refers to the person, who might be an expert
• document : this represents the candidate, and information known about him.
Therefore in this paper the term ’document’ is used when referring to the profile
of a person.
• term : refers to the words used in a candidates’ document.
• topic : refers to a subject domain or field
The aim of this project is to study, analyze and understand the data and investigate
methods that are suitable for candidate profiling. Candidate profiling is a method
to discover two things:
• Who is an expert in topic Q?
• What does expert E know?
This can be achieved using topic mining. [2][4][27][29][31] focus on Topic mining
algorithms and candidate profiling techniques. The authors describe Topic Mining
as the process to extract topics from documents and other information sources. From
the available topic modeling algorithms, Latent Dirichlet Allocation (LDA) has the
3
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most support. It is a generative probabilistic model proposed by Blei[18] that is
widely being used for text classification.
[13][18][28][30][34] explain more on the working of the LDA algorithm. LDA is
a widely used algorithm for Information retrieval tasks such as Text Classification.
Given a collection of documents, LDA allows to extract understandable, robust semantic structures without any NLP. [19] helps to understand the features of these
semantic structures intuitively using the functionalities of pyLDAvis; a visualization
tool designed to display the results from LDA in an interactive manner.
[11][12][16] discuss the methods to evaluate a topic model. The authors dissect the
various evaluation measures available and walk through the procedures for analyzing
results from a topic model to derive coherent topics from the model.
[9][17] discuss the techniques to cluster documents. [9] illustrates the sequence
of steps to cluster documents together with intuitive examples. The authors explore
ways to discover latent structures within the clusters and methods to optimize this
clustering. [23][25] describe the various cluster validation techniques that can be used
to evaluate the results from the clustering model. [14]Describes how to use t-SNE
plot to visualize the clusters derived from the learning model. This paper illustrates
techniques to use this algorithm effectively, and explains all its parameters in detail.
[21][22][23] focus on the importance of incorporating semantic information about
the words as a parameter to the learning model. In papers [3][8][15][26], the authors
propose a semantically aware clustering approach to partition experts represented by
a list of keywords. Initially all the experts are represented by a set of keywords, which
are then all pooled together to form a common list. The pairwise semantic distance
between the words is calculated and keywords are partitioned using a clustering
algorithm. The experts are represented by a feature vector of membership values to
each topic cluster based on the keywords they were initially represented by. Based
on these feature vectors, the experts are further clustered into groups of people with
similar expertise.
[1][32] lists several fundamental text mining tasks and techniques about text preprocessing and describes the various classification and clustering techniques used in
NLP tasks. [6][24] compare available libraries that provide the functionalities to
perform NLP processing. The features of each library are discussed and advantages
pointed out. These studies play a crucial role in deciding the methodologies to
implement in this project and form a good foundation to understand the depth of
the problem.

Chapter 3

Research Questions and Contribution

The research questions that are aimed to be answered in this project are detailed
below:
1. What NLP techniques are suitable for extracting meaningful information from
the data.
2. Can machine learning methods be used to match people based on textual data.
The first research question is explored in Chapter 3 and has been answered detailing the experiments performed to understand the data and justify the conclusions
inferred from the experiments.
From Chapter 4 on-wards we focus on RQ 2 . To configure a solution that answers
this research question, several approaches to solve the problem are experimented with
to discover a solution most suitable for the dataset.
Since the models/techniques need to be implemented and tested out, an experimental setup is designed for the course of this project.

3.1

Contribution

There have been several expertise retrieval projects in the past, where candidate profiling has been conducted successfully based on scientific papers written by authors
or well annotated documents. Expertise retrieval has not been attempted on free
text as in this project before. If successful, this approach to candidate profiling can
be applied on databases with free text such as this to match large number of people.
The Human Resources department was the stakeholder for this project. They
supported this project by providing the data with the goal of being able to use the
derived model as an internal recruitment tool. If successful, this model can also be
used by employees to discover similar people in the organization and look for job
opportunities within the company.
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Chapter 4

Data Description and Understanding

This section describes the structure of the data used in this project, with an attempt
to study, analyze and understand it. Successively, a study on the NLP processing
steps, that exist and the ones which were applied on the data are explained below.
All the pre-processing steps will be defined step-by-step, with an account of the
experiments performed to ascertain the most preferable order of pre-processing steps.
This will be followed by a detailed analysis of the transformation of data at each step.

4.1

Data

Models implemented in this project are derived from data collected from an internal
company tool. In this tool, employees fill in their profile with details about their
interests, competencies, career history, aspirations for their professional life, their
educational background and their previous achievements. Each constituent part is a
sub-section in the dataset. The tool has no limitations on the number of characters
per sub-section of the profile, nor does it have any guidelines on what each subsection
should comprise of. The tool is very flexible and therefore, an employee can choose
to structure their profile to their liking and represent themselves with information of
their choice. Due to this open-endedness offered by the application, it was essential to
apply cleaning and formatting procedures to the data to be able to extract patterns
from it.
Collecting the data and extracting it from the tool had been done before the
start of the master thesis. The data was handed over in an excel configuration which
was then formatted into a table representation during the course of this project. In
the matrix like representation each person is identified by an anonymous, unique ID
and is treated as an individual data instance, represented by a row in the matrix.
All the various sub-sections in a persons’ profile are depicted as the features of that
profile and the entries in these subsections are treated as the attributes of that data
instance. This is depicted in Fig 4.1
The dataset consists of 182 instances which are used to train the models. However,
all 182 instances don’t have fully filled entries in their feature set as seen from the
excerpt of the dataset in Fig 4.2.
In our case, the feature set is the set of all the attributes of the employee we are
interested in. The feature set contains 9 features; namely–
1. Generic ID: Anonymous ID to represent each employee in our dataset.
7

8

Chapter 4. Data Description and Understanding

Figure 4.1: Sketch showing format of data. Each row is an instance of the data. Each
column is a sub-section/feature. Per ID, the set of columns is the feature set of the data
instance.

Figure 4.2: Excerpt of the dataset used in this project. Here the format of the text as well
as the styles in writing can be seen

2. Interests: Hobbies and activities that the person like to do in their leisure time.
Could include both personal and professional interests.
3. Career Story: Previous jobs and task descriptions in career.
4. Career Aspirations: Future professional aspirations.
5. Competencies: Professional skills and capabilities that employee is proficient
in.
6. Achievements: Professional or academic achievements in career. Can involve
internal (within the organization) or external achievements.
7. Major: Academic major. The stream of education employee has majored in.
8. Purpose: Includes general expectations from job, life. Allows the employee to
introspect and include a personal dimension to the profile.

4.2. Data Analysis and Visualization
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9. Certification: Any formal certifications form recognized institutions.
The project is implemented in Python and hence for fast and flexible manipulation, the data is transported to a Pandas dataframe. Pandas (Python Data Analysis
Library) is used for large scale data analysis and data manipulation. A dataframe
is its primary data structure that emulates the structure of a matrix and allows
operations to be performed on its columns and rows.
To understand the contents of our dataset and to discern its value, a preliminary
step of data analysis and visualization is performed. The knowledge gained from this
step will support future decisions in the project.

4.2

Data Analysis and Visualization

From our dataset of 182 data points, to scrutinize if all the features are feasible to
work with, the following were analyzed:
• Word distribution of each feature column. The number of words present in each
sub-section. This will give a volume distribution of words between the feature
columns. Results from this will assist in deciding if any feature columns needs
to be eliminated from future analysis due to lack of words. The results can be
be seen in Fig 4.3.

Figure 4.3: Pie chart depicting the word distribution for each feature column
• The number of non-null entries in every feature column. This will give us
a visual representation of number of people who have a data entry in their
feature set for the respective feature column. If there is a high concentration
of null entries for a particular feature column, it will not be feasible to apply

10
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our learning model on this column for lack of data to come to a concrete
conclusion. Results from this analysis step are displayed in Fig 4.4. The values
in each element represent the number of people that answered sub-section for
label of the row and column of the heatmap, in their profile. Reading across
the diagonal of the heatmap, gives us the number of people that answered a
single sub-section (which can be identified by the labels on the left and bottom
of the heatmap).

Figure 4.4: Heatmap to analyze the number of people who answered each section. The
numbers represent the number of people that have answered both the row and column label
of the Heatmap. Therefore the diagonal is the number of people that have answered each
sun-section
• Person-Word distribution. After knowing that we have a column of seemingly
less null entries, it must also be confirmed that every data instance has a good
average number of words to work with. If the word distribution per person
is asymmetrically skewed such that only a few people have a very high word
distribution, and the rest of the population has a low average word distribution,
then competent inferences cannot be drawn. As seen in Fig 4.3, the feature
column ’Career Story’ has the highest percentage of words. However, in Fig 4.5,
the person-word distribution for it is quite sparse. The line graph being disjoint
indicates a large number of blank entries. With this column, the concern of
having a skewed word distribution has come true. Selecting this column for
further analysis is henceforth discouraged.
In the next section, a description of the different NLP libraries available for preprocessing text are detailed, along with descriptions of the various features they
offer.

4.2. Data Analysis and Visualization
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Figure 4.5: Person Word distribution for Career Story. A largely disconnected plot means
a large number of null entries, as in the case of this column

Figure 4.6: Person Word distribution for Competencies. This column is ideal for further
analysis since it has a good average number of words per person as well as low null entries

12
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From the analysis described above, it was concluded that Competencies is the
most suitable feature column for the course of this project. This can be seen from
the results illustrated in Fig 4.3, 4.4 and the Person-word distribution in Fig 4.6.
This column has 145 non-null entries. Hence, the number of data instances has now
been reduced to 145.
Word-distribution of feature column after data cleaning. Certain gravity must
also be given to the fact that not all words have equivalent importance. Common
prepositions, conjunctions and pronouns such as ’about’, ’to’ and ’I’ provide much
less value to the model in understanding a person’s key characteristics compared to
words like ’Machine Learning’ and ’Data Analyst’. The next step is to clean the
dataset of these lesser-valued words. Sections 3.3 and 3.4 describe this step in more
detail.

4.3

NLP Libraries and their processes

NLP libraries help a machine to understand, analyze, simplify and manipulate human
language. There are several libraries in Python that support NLP and make it easier
to manipulate text. In this project, four of the most popular available libraries are
experimented with. These libraries are chosen, since they are reputed to have good
performance for the functionalities they provide. They are described below:

4.3.1

Libraries

Natural Language Toolkit
Commonly known as NLTK. It is the most popular NLP library. It is a collection
of lexicons, corpora, lemmatizers and dozens of algorithms to choose from. Unfortunately, it has a steep learning curve and is difficult to get accustomed to.
SpaCy
It is an open source advanced NLP library written in Python and Cython. It features
Convolutional Neural Networks (CNN) that can be further trained for Parts-OfSpeech (POS) tagging, dependency parsing, Named-Entity Recognition (NER). It is
designed to be fast, stream-lined and geared towards performance.
Gensim
Gensim cannot be used for all text analysis challenges. However, it works very
well for topic modeling and document similarity. It has a very robust and efficient
implementation of Latent Dirichlet Distribution (LDA).
TextBlob
TextBlob makes text processing easier by making NLTK more intuitive. It uses
NLTK and Pattern (another package) for providing its functionality. This package
has the additional functionality to detect the language in the text and translate it

4.3. NLP Libraries and their processes
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to English. This library can be used to detect and translate any Swedish text in the
dataset.
In this project, the combination of SpaCy, NLTK and Gensim are used to implement the data pre-processing pipeline. The various functionalities offered by these
libraries are pooled together and explained below.

4.3.2

Processes

• Tokenize : This is process of segmenting a sentence into its individual components. This can be depicted with an example sentence : ’I like to learn new
things’, whose tokens will be ’I’, ’like’, ’to’, ’learn’, ’new’, ’things’ respectively.
This can be done either using SpaCy or NLTK.
• Parts-Of-Speech(POS) tagging: When a sentence is loaded into this functionality, phrases are identified and tagged with their corresponding parts of speech
based on the library’s definition of the word as well as the context of the word
in the sentence. An example of this tagging is illustrated in Fig 4.7. This
functionality is available in both SpaCy and NLTK.

Figure 4.7: Example of POS tags. Here the first column is the input given to the tagger,
the second column is the POS tag assigned to the word by the tagger

• Named-Entity Recognition(NER): This step is used to find and classify world
renowned entities apart from common text. This function identifies these world
entities from common text. For example ’Apple’ the company from ’apple’ a
fruit based on the context of the sentence. Functionality provided by SpaCy
and NLTK.
• Stop-word Removal: Stop-words refer to the most common words of a language
such as (’a’, ’an’, ’the’, ’in’). SpaCy and NLTK have their own set of lists for
stop-words.
• Lemmatization: It is a word normalization procedure. This process aims to
change the word back to its ’lemma’ or root form from its inflection. An
inflection in a word is modification such as tense, voice or case introduced to
express the speakers’ intentions. For example: ’ran’/’running’ –>’run’. This
can be done using either SpaCy or NLTK.

14
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• N-gram extraction(Collocations): N-gram is a sequence of ’N’ words. ’Los
Angeles’ is a bi-gram (2-gram) and ’The Three Musketeers’ is a tri-gram (3gram). These n-grams need to be extracted to discover sequence of words that
have more meaning than the component tokens. This can be done using NLTK
or Gensim.
• Semantic similarity: This is a distance metric designed for words where the
distance is assigned based on the likeness (semantic meaning) of the words.
’Banana’ and ’Apple’ will have a lower semantic distance compared to ’Bike’.
• Dependency Parsing: This functionality analyses the structure of the sentence
and identifies the grammatical relationship between the words. POS classifies
words into grammatical categories, but does not have the relations between
them. This functionality can be used to create a tree or a graph data structure
of a sentence conveying its tokens’ grammatical relations. This functionality
can be implemented using SpaCy.
• Sentence Segmentation: This functionality identifies the component sentences
from a string of text, even when punctuation is missing. This problem seems
trivial in English since the end of a sentence can easily be identified with a ’.’
and word endings are signified by a space or break. However, this can be an
important functionality with languages written in other scripts, such as Arabic.
Provided by NLTK for various languages and scripts.
• Noun Chunks: Noun chunks are phrases that have a noun at their head. This
is to extract information from text where the noun phrases are paired with
adjectives. In a sentence such as ’The yellow dog barked’, ’yellow dog’ will be
a noun phrase. Implemented using SpaCy.

4.4

Experiments

From all the available processes explained in the previous section, the processes
that are required to analyze the text in this project are further experimented and
explained in this section.
Several evaluations were carried out between the NLP libraries, NLTK and SpaCY,
since there is a large overlap between the functionality they provide. The libraries
are compared on the basis of their results for NER, POS and stopword removal on
the dataset.
1. NER: The NER functionality had uniform results in identifying NE’s from the
text. However, SpaCy had the added advantage of downloading and training
its NER model to fit a problem. This was promising for personalization and
scalability purposes, in the case of wanting to train the NER to recognize
company specific words.
2. POS: The results from the POS tagger for the sentence "I’m learning to speak
code. If you’re good at this and you’d like to help me, it’d be appreciated" as
seen in Fig 4.8 are equivalent. NLTK’s output from Fig 4.8a is more specific in
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details, but lacks readability. In this project, SpaCy’s level of abstraction seen
in Fig 4.8b is adequate and preferable. Hence SpaCy is chosen over NLTK for
POS as well.

(a)

(b)

Figure 4.8: Comparison of output for POS tagger for (a)NLTK and (b)SpaCy. The output
form SpaCy is more intuitive and readable at a glance, compared to NLTK

3. Tokenize: NLTK did perform better than SpaCy in tokenizing text where it
separated words that had suffixes such as "’m", "’re" or "’s" as seen in Fig
4.9. This means, that we get the base form of a word, without any surplus
lemmatization. But, there is still a need to lemmatize other words, and hence
there isn’t much advantage to it. Since, SpaCy is used for the previous two
functions, for the sake of uniformity and easy continuity in implementation,
SpaCy is used for tokenization as well.

Figure 4.9: Output from NLTK’s word tokenization function. It can be seen that the
suffixes of words are separated from the words, performing a fraction of the lemmatization
at this step

4. Stop-word removal: For this dataset, SpaCy worked better. NLTK leaves
out some pronouns, that are undesirable for our analysis. Furthermore, in
SpaCy punctuations and symbols can be removed with the "is_punct" command, whereas with NLTK another python implementation must be employed
to eliminate, punctuations and symbols (either with reg-ex or a string matching
algorithm).
5. Lemmatize: SpaCy works better at lemmatizing in comparison to NLTK. Some
plural forms and tenses of words were left out in the case of NLTK. Therefore,
SpaCy is used for this functionality as well.
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Analyzing the results, from both NLTK and SpaCy and keeping scalability in mind,
SpaCy is preferred for the above mentioned functionalities. However, collocations
are extracted using NLTK.
Apart from comparing the results, from the NLP libraries for each pre-processing
step, several experiments were performed to test the sequence that has optimal performance for NLP cleaning. This is because there is no standardized pipeline sequence that will work for all kinds of text. Depending on the text and intended
output, different pre-processing techniques are used in variable order. The sequencing of chosen NLP techniques is justified below, with a discussion of the possible
results if techniques were positioned otherwise in the pipeline.
1. The order of NER and POS is inter-changeable, since their results don’t affect
each other. However, they must be applied on raw text since context is essential
for maximal performance. If this was done after tokenizing, the library would
have lost the context of the text and tagged the words incorrectly since each
term would be considered independent of the context of the sentence, which is
not the case here.
2. Tokenize: After NE’s and POS tags have been extracted, the sentences are
broken into their individual components to apply more NLP functions.
3. Stop-word removal: The list of tokenized words are input into a stop-word
filter. This is to make sure that only relevant words are counted for frequency
and to also avoid feeding more of these stop-words to the collocations function
and having to filter a higher number of n-grams.
4. Collocations[5]: Commonly known as N-grams, the NLTK library was used to
identify and extract bi-grams and tri-grams of value such as ’Product development’ and ’Computer Science engineering’ from the list of words. These words
are filtered against their frequency to only keep frequently occurring words in
the final list. This aids in filtering out some collocations that do not make
sense to consider as n-grams or are not important in the corpus, since they
occur infrequently. The stopword removal was performed before this to avoid
non-sensical n-grams.
5. Lemmatize: The unigrams are lemmatized to retain the root words. This way,
’car’ and ’cars’ will become equivalent after lemmatizing and the true frequency
count of a word is known. This step was performed last as the lemmas of the
words might affect the n-grams if applied before.
This analysis helped in configuring the data pre-processing pipeline suitable for this
project. The steps are described in the following section.

4.5

Data Pre-processing pipeline

The various pre-processing steps that have been followed in the project are depicted
in Fig 4.10 and described in chronological order below:

4.5. Data Pre-processing pipeline
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Figure 4.10: A flowchart depiction of the Text processing pipeline. As seen in the image,
some steps are independent of each other and can be performed in parallel

1. NER: To recognize any Named Entities(NE) in our text. This step is performed
before any cleaning or data reduction to ensure that the context of the text
is preserved. The recognized named-entities are saved for the next step in the
method.
2. POS: For this step, SpaCy’s POS tagger is used to tag words. These tags will
be used in the next step to identify stop-words.
3. Tokenize: After extracting POS tags and NE’s from our free text, we convert
the text into its individual tokens (tokenize) and input these tokens to the next
function.
4. Stop-word removal: The words are accessed by ’is_stop’ command and will
filter out the input tokens from the previous step. Sometimes (also in our case)
there will be a need to custom create a list of stop words for the dataset being
worked with. For this project, the an additional set of stop-word set is created
from POS tags in the text . Words that have tags:
• ’SYM’ : Symbols
• ’PRP’: Personal pronouns
• ’PRP$’: Possessive pronouns
• ’ADP’: Adpositions such as in, to, during.
• ’NUM’: numerical values.
• ’CC’: Conjunctions
• ’X’: other such as misspelled words, emails, foreign words
• ’is_space’ : spaces between words
are added to a custom stop-word list and are filtered from the final keyword
list. Frequency of each recurring word is also counted to analyze the most
recurring words in our dataset.
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5. Collocations: Bi-grams and Tri-grams are extracted form the word list. Frequency of the collocations list is also maintained.
6. Lemmatize: All the unigrams are lemmatized using the standard SpaCy lemmatizer after removing the stop-words.
7. Final keywords list: All the tokens lists obtained from lemmatizer and collocations is fused to make one list. Any word recurring less than three times is
filtered out of our keywords list since, a low frequency keyword is not representative of our dataset.

Figure 4.11: An excerpt of the dataset after applying the pre-processing pipeline. All
the n-grams extracted from the data are organized in a table where each row represents a
unique document
The list obtained from the constructed data pre-processing pipeline is illustrated
in Fig 4.11. This data is then fed into our learning model. This process is further
explained in Chapter 4.

Chapter 5

Methods

The design of the project is to analyze and understand data and to investigate suitable methods and processes that can be used to filter out the words written by each
employee, to retain characteristic words (this is done using the pipeline described
in chapter 3). These words are used to represent a persons’ profile. Then, a text
summarizing technique is applied on the data to group words from a same topic together. Based on the words grouped together, topics can be inferred from the word
clusters. Based on the word clusters, the next step is to create people clusters that
talk about the same topics. Ideally, people that share similar skills/interests/experience are clustered together in this section. Approaches implemented through the
course of the project are presented.
Each approach is supported with analysis backing the decisions, to rationalize
chosen strategies. After the data has been pre-processed as explained in Chapter
3, it is arranged in a table representation where each row constitutes information
of one employee. An excerpt of this table can be seen in Fig 4.11 From assessing the results from Section 3.2 and inspecting words in each feature column, three
columns, namely– Competencies, Career Story and Major are deemed suitable for
further analysis for the current dataset. Upon further analysis, it is discerned that
Competencies and Career Story have a large overlap in the appearing words, and
understandably so, since the columns are interdependent in a semantic context. Furthermore, it had been realized that for many instances, the words in Competencies
and Major could be unrelated fields, since people do not always work in their field
of education. This could affect the interpret-ability of the learning model, therefore,
only the Competencies column is considered, for this project.

5.1

Approach 1 : Topic Modeling

The corpus of a dataset is the set of unique words used in the profile documents.
A topic refers to a single subject field or domain. In Machine Learning and NLP, a
topic model is a type of statistical model for discovering abstract ’topics’ occurring
in a collection of documents. This type of model is frequently used in text-mining,
as a means to discover latent semantic patterns and relationships in text. Topic
modeling is a quick and efficient way to summarize and annotate large chunks of
text using very few words. It is based on the assumption that words relating to the
same topic have a higher probability of appearing in the same document than a word
from another topic. In real world, this assumption is intuitively true in many cases
19
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since in English, it is considered good practice to maintain coherence and cohesion
from sentence to sentence. However, when working with topic models, there is no
guarantee that the words in each topic is conceptually related to one another, only
that they frequently occur together in the dataset. Therefore, this was a promising
approach to investigate if the individuals can be grouped based on topics that they
have written about in their profiles.
There are several algorithms that can be used to implement this model. The
most popular topic modeling algorithms are:
1. Latent Semantic Analysis(LSA): This is one of the foundational techniques of
topic modeling. It is based on the idea of creating a document-term matrix
and decomposing it into a document-topic matrix and a topic-term matrix. A
more detailed and intuitive explanation can be found in [29]. Unfortunately,
this method requires a very large set of documents and vocabulary to get
accurate results. Also, the obtained results lacks interpret-ability.
2. Probabilistic Latent Semantic Analysis (pLSA): The core idea of this algorithm is to find a probabilistic model with latent topics that can generate data
observed in the document-term matrix. This model is prone to over-fitting
since the number of parameters grows linearly with the number of documents
(explained in higher detail in [29]).
3. Latent Dirichlet allocation: This is a Bayesian version of pLSA. It uses Dirichlet
priors for the document-topic and word-topic distributions, leading to better
generalizations. LDA is the most common type of topic model, since it extends
pLSA and addresses the problems that arise with it.
In this project we choose to use Gensim’s LDA implementation, since it is the most
popular Topic modeling algorithm being used to solve problems similar to one in this
project[4][27][28].

5.1.1

Latent Dirichlet Allocation (LDA)

pLSA is a maximum likelihood estimate of the same model as the LDA. However, the
advantage with LDA is that it makes use of the Bayesian estimate of the Dirichlet
priors of the word parameters taken into account. Provided these priors are accurate,
there will be a lower risk of incorrect parameter estimates in our data. These priors
also help in cases where there is a smaller amount of data, say profiles with very
few words. In that case, the model can rely on the Dirichlet priors for a reasonable
estimate of the possible topics in that document. This is very important in the case
of this project, since density of data is non-uniform.
The first step to implement the LDA algorithm is to create the document-word
matrix representation, so that this can be further broken down into a document-topic
and a topic-word matrix representation. In the next section,the methods to achieve
this document-word representation are detailed.

5.1. Approach 1 : Topic Modeling
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Document-word representation
There are two very popular methods to represent information in a document-word
matrix representation.
1. Bag of words model(BoW) [35]: This model is a simplified representation
of information. It disregards grammar and word order and keeps count of the
word multiplicity. When BoW model is used for document classification, it
considers the occurrence of every word as a feature. In our document-term matrix representation, each row is assigned to a new document, and the columns
are the word counts for that particular document. The columns have number
representing the number of times the word feature appears in that particular
document. To simplify this explanation, this model is the frequency distribution of words per each document. From this model, we extract information
about
• the vocabulary of words present in the collection of documents
• a measure of the presence of the each word in the vocabulary
2. Term Frequency-Inverse Document Frequency(TF-IDF) model [36]:
The TF-IDF model is derived from the BoW model. To derive the TF-IDF
scores, two factors need to be measured:
• Term Frequency(TF) score: TF is the documents BoW model. Words of
higher frequency in a document are more relevant than words in a document that have lower term frequency. However, relevance is not directly
proportional to frequency in this case.
• Inverse Document Frequency(IDF) score: This score is a weighting technique based on the idea that words that occur fewer times in the corpus
are more informative than frequent terms. Hence, rare terms are weighted
higher than terms with more frequency.
LDA requires data in the form of integer counts. Therefore, TF-IDF model is not
appropriate for this because LDA’s weights (weighting words per topic) are dominated by weights from the TF-IDF model. Thus, BoW model is used. This model is
implemented using Gensim.
Implementation
The LDA model is implemented in Gensim. The LDA model outputs three things.
• The topic/topics the document belongs to along with its degree of membership
to the topic.
• The topic/topics each word belongs to.
• The topic/topics each word in a particular document belongs to.

22

Chapter 5. Methods

The topics and the most significant words per topic can be printed out. But a
more intuitive way to visualize this is by using pyLDAvis. This package provides an
interface to visualize topics. From Fig 5.1 we see the topics as circular blobs, plotted
in 2-D. LDA uses Multi-Dimensional Scaling for this. The left side visualizes the
topic clusters. From this, clusters closer to each other can be analyzed and compared
against clusters that lies farther apart. These topic clusters are interactive, showing
the most relevant terms in that cluster on the right side of the interface when hovered
over them. The relevance of words in a cluster against the relevance of the words in
the entire vocabulary is also displayed. On the other hand, when hovered over the
words on the right side, clusters that are most relevant to the word are highlighted
on the left. pyLDAvis enables a deeper understanding of topic-word relationships
for the text model of the dataset. Results obtained from this approach are further
discussed in Chapter 5.

Figure 5.1: Visualizing topics extracted from corpus using pyLDAvis. An interactive
interface to explore output from LDA. Topics are visualized in a 2-D space n the left side
of the interface. Words belonging to each topic cluster are displayed on the right side of
the interface

5.2

Approach 2: Document-term matrix

The second approach, is to cluster people based on the document term matrices
directly, without any intermediate summarizing methods.
A document-term matrix is a mathematical matrix that describes the frequency
of terms that occur in a collection of documents. In a document-term matrix, rows
correspond to documents in the collection and columns correspond to terms.

5.2. Approach 2: Document-term matrix
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For the Competencies’ feature column, after passing through the data-processing
pipeline, a total of 305 words (features) are extracted summing words for every profile.
Hence, analyzing this matrix of size 145 (number of people) X 305 (word features)
will be difficult due to the sparsity of the matrix. The matrix will be sparse since as
seen in Fig 5.2, all profiles will not contain every feature. To maintain homogeneity
in size of feature vectors for the profiles, missing features are represented with 0’s in
the matrix (for ease of implementation).

Figure 5.2: An excerpt of the document-term matrix from the dataset to show the sparsity
of the matrix. Each row represents a document, and the columns represent the terms/words
used in the corpus. If the term is present in the document, it will have a BoW/TF-IDF
value else a 0
Due to this, the interpret-ability of the model is lowered. However, since the
model works with finite number of features, this method is implemented to analyze
results. To ease with our understanding, similarity and distance matrices are derived
from the document-term matrices to investigate if there are similarities between the
documents and the words being used within the documents or does each document
has its own set of unique words. If the latter is the case, then clustering will not
give us any good results. The following sections explain the method followed to
implement these algorithms.

5.2.1

BoW

Bag-of-words model is applied on the document-word matrix to derive the word count
of each word per document. Each row comprises of a unique document and 305 word
features with respective word counts. If a word doesn’t appear in a document, it will
have a word count of 0.

5.2.2

TF-IDF

TF-IDF algorithm is applied on the Bag-of-words model to extract document–TFIDF matrix. In this matrix, the rows represent each unique document, and the
columns are the word features, with respective TF-IDF values w.r.t each document.
The clustering algorithm will be applied this matrix.

5.2.3

Distance matrix

To further look into document-document similarities, word-similarity metrics described below are applied on the BoW and TF-IDF matrices. Euclidean distance
and Co-sine similarity measure the distance between two word vectors. These two
measures are measuring parts of the same plane as seen in Fig 5.3. Given two documents, A and B, θ indicates the co-sine angle and d represents the euclidean distance
between the documents.
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Co-sine similarity
Cosine Similarity [10][20] is used to determine how similar the documents are irrespective of their size. It looks at the angle between the two vectors, not taking
into regard their magnitude. In a qualitative context, it measure the ’directions’
that are translated to ’style/preference’. Cosine of two non-zero vectors A and B is
represented using a dot product and magnitude as

cosθ =

A.B
k A kk B k

Euclidean distance
Euclidean distance [10][20] measure the shortest distance between the two points
in space. It calculates the magnitude or ’how strong’ the measures of the cosine
similarity are. The associated norm is called Euclidean norm (L2 norm). If A =
(x1, y1) and B = (x2, y2) then the Euclidean distance between the two documents
is calculated by
d(A, B) =

p

(x2 − x1)2 + (y2 − y1)2

Figure 5.3: A sketch to visualize the difference between Euclidean distance and Co-sine
similarity between two documents in a 2-D space

For high dimensional data or un-normalized data, cosine similarity is preferable
because the values of the euclidean distances can be high despite close semantic
similarities. Since there is no sure of way of knowing which is a better metric for our
dataset, both have been implemented.

5.2. Approach 2: Document-term matrix

5.2.4
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K-means clustering
K-means clustering is an unsupervised clustering algorithm that clusters n observations to k clusters, in which each observation belongs to the cluster with the nearest
mean. The nature of the resulting clusters can be surmised from external clustering
evaluation metrics such as silhouette score analysis.
This algorithm is preferred because, K-means clustering is a popular and straightforward algorithm to discover clusters of people. Density-Based clustering can also be
used for this problem, but K-means was chosen since it had very popular clustering
metrics to investigate the parameter K. To determine the appropriate value of K,
two clustering evaluation techniques are used:
Elbow chart
This method is to help select the optimal number of clusters in K-means. This chart
measures the sum of squared differences (SSE) of each point from its assigned center.
Ideally the the SSE drops and forms a shape of an elbow as seen in Fig 5.4 for a
value of K. This number is considered a good K for K-means.

Figure 5.4: An example plot to show an ideal elbow chart. The K value(in this case K=
3) at the elbow point is preferable number of clusters

Silhouette score
Sometimes, depending on the data, the elbow chart can be very gradual with no
apparent elbow. In this case, the silhouette score for clusters can be used to determine
good clusters. Silhouette score is the ratio of intra-cluster to inter-cluster distance.
The score value can range between -1 and 1, with 1 being the ideal score where the
clusters are tightly packed and far apart from other clusters. Values near 0 indicate
highly overlapping clusters.
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t-SNE Visualization
t-SNE plotting is a machine learning algorithm developed for visualizing the results
from a learning model. After applying the learning model, the clusters are visualized
using a t-Stochastic Neighbor Embedding (t-SNE) plot. This is a non-linear dimensionality reduction technique used to visualize high-dimensional data in two or three
dimensions. The advantage with t-SNE is that it preserves the relationship between
high dimensional features, when reduced to a lower dimension.

Chapter 6

Results and Analysis

In this a section the results obtained from Approaches 1 and 2, which were implemented in this project are depicted, discussed and interpreted.

6.1

Approach 1 : LDA

LDA algorithm is applied on the BoW representation of words. In Fig 6.1, the
top words in each ’topic’ are printed out. The number printed on the left of the
word signifies the membership value, of the word in that topic. The scale of the
membership for a word to a topic ranges from 0 to 1, where 1 stand for complete
membership. Since, there is a more intuitive interface to visualize the topics from
LDA.

Figure 6.1: Words classified in each ’topic’ using LDA can e printed with information
about the the values of their membership to the topic along-side them

pyLDAvis, a pythonic visualization tool for LDA is used to picture the result. As
seen in Fig 6.2 the left side of the interface visualizes the topics in a 2-Dimensional
space. The dimensions are reduced using Multi-Dimensional Scaling (MDS). Through
this 2-D depiction of topics, the following things can be observed:
• topic clusters and the overlap between them. This can enable us to see the
percentage of words that overlap between the topics. However, it is hard to say
27
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this with complete certainty since, these ’overlapping’ clusters may be very far
apart from each other when viewed from a different dimension.
• distance between all the topic clusters. This can be used to verify if the words
in a farther cluster are semantically distant in comparison to the words in a
closer cluster.
• When hovered over topic clusters, the 30 most relevant terms in that topic are
highlighted on the right side of the interface. Here the frequency of the terms
in the topic (denoted in red) w.r.t the frequency of the words in the entire
corpus (denoted in blue) can be seen. Refer Fig 6.3a
• When hovered over a word, on the right side, the topic clusters that have the
most membership to this word are highlighted.

Figure 6.2: LDA’s result when applied on the dataset
This way, using pyLDAvis, the behaviour of LDA on this dataset can be understood with transparency. In Fig 6.3, it is seen that the words classified into a topic
cluster are not semantically much different from words in other clusters. Meaning
that, clear topics cannot be derived from the words in each cluster. The words are
not specialized enough. Moreover, words that can be classified into the same topic
are distributed over several clusters. This could be further explained if we re-visit
the concept that LDA relies on.
LDA assumes that each document or chunk of text contains words that belong
to a specific topic. Therefore, this must mean either:
1. that people do not write solely about any specific topic, and choose to write
about several things in their profile. This inference can be drawn from the
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(a)

(b)

Figure 6.3: pyLDAvis with 30 most relevant words for (a) Cluster 6 (b) Cluster 14. Clusters
far apart in the 2-D space have semantically similar words classified into them. On the right
side of the interface, the terms’ frequency in the cluster (depicted in red) vs. overall term
frequency in the corpus (depicted in blue) can be seen. From this,it is inferred that no word
has a higher tendency to be in a particular topic cluster. This results in a poor model.

words clustered into each topic. Words in clusters far apart are semantically
similar to words in clusters that are close to each other. For example, cluster
6 and cluster 14 which are farther apart have similar words.
Cluster 6’s words: ’resources’, ’operations’, ’sale’, ’supply’ as seen in Fig 6.3a
Cluster 14’s words: ’operations’, ’procurement’, ’sourcing’ , ’resource’ as seen
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in Fig 6.3b
These words must be written by people from the people that handle purchasing
and logistics for the company. But words that fall under this topic are also
clustered in clusters 9, 11, 13 that are not the closest neighbour clusters to
each other.
2. words used in the profiles are the same, But their context is different, i.e. the
topics written about are different. This can be said to be a possibility since, on
the right side, the ratios of the term frequencies in the clusters (when hovered
over a specific cluster) to the overall term frequencies are about the same for
all words (illustrated by the red bar being equally big for almost all words in
a cluster). No word is more significant than another in any particular cluster.
Meaning that all words occur about the same number of times and are equally
important in that cluster.

Because of this result, LDA might not be a good model for this dataset. Instead
of summarizing the words into topics, the next approach is to directly cluster people
on the Document-term matrix. The results derived from this approach are described
in the next section.

6.2

Approach 2: Document-term matrix

Since, the LDA didn’t have satisfactory results on the dataset, the clustering is
directly applied on document-term matrices, to explore the possibilities of clustering
people based on profile information written about themselves.

6.2.1

TF-IDF

Prior to clustering, the similarities between the documents can be analyzed. The
analysis is based on the Document-term matrix from which document-document
distance matrices are created. A distance matrix is a square matrix that contains
distances that are taken pairwise between the elements of a set.
Distance matrix
The distance matrix is visualized as a heatmap for easier understanding of the matrix
values. By rule of thumb, during visualizations, the scale is set such that the areas
where the heatmap is lighter, indicate similarities between the documents. Darker
areas in the heatmap suggest documents to be dissimilar. The Distance matrices
implemented in this project have the following properties:
• They are hollow matrices, i.e. the diagonal (which compares the document to
itself) is the most ’lit up’.
• The matrix is symmetric in nature

6.2. Approach 2: Document-term matrix
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√
1. Euclidean distance: In euclidean space, the values range
between
0
and
2.
√
Where 0 denotes the most similar and 1.41 (value of 2) denote being least
similar.
The distance matrix is of size 145x145. Since the matrix is symmetric, for
readability the upper triangle along with the diagonal is masked. Fig 6.4 is
then extracted. From this distance matrix, it can be seen that a very large
part of the matrix is dark (dissimilar) with very few documents being similar
to each other with a value of 0.5 or less.
2. Co-sine similarity. The values of the co-sine similarity range between 0 and
1. Where 1 indicates most similarity between two documents and vice-versa
with 0. Looking at Fig 6.5, it can be said that the co-sine similarity matrix detects more similarities between the documents with a larger area of the matrix
lighting up in comparison to the Euclidean distance matrix. This could be (as
mentioned before) because of the large number of features, the pairwise Euclidean distances performed poorly in identifying similarities in the documents.
However, a majority of the points are at values below 0.5, and are mostly dark
in the heatmap.

Figure 6.4: Euclidean distance matrix on TF-IDF representation after masking upper
triangle and diagonal. Values closer to 0 indicate a higher similarity between the documents

This is not very promising, since it reduces the chance of large clusters forming
when K-means is applied on the Document-term matrix.
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Figure 6.5: Co-sine similarity matrix on TF-IDF representation. Values closer to 1 indicate
a higher similarity between the documents

Clustering
External clustering metrics - namely elbow chart and silhouette index analysis were
used to assess the results from K-means clustering when using different values on
K in order to determine the best value of K. The results obtained are illustrated
below.
1. Clustering metrics
• Elbow chart As seen in Fig 6.6 the elbow chart for TF-IDF document
term matrix does not have a prominent elbow occurring for any specific
number of clusters. Thus, this method is not competent to decide the K
for this dataset. Silhouette index is then examined.
• Silhouette Index analysis (SI) In Fig 6.7, it is seen that maximum silhouette score is observed at 65 clusters for the TF-IDF matrix at value
0.1073. From the explanation in Section 4 about silhouette score, it can
be deduced that since the SI is close to 0, overlapping clusters will be
obtained.
In the next section, more details on the results of K-means clustering applied
on the dataset are discussed.
2. K-means results

6.2. Approach 2: Document-term matrix
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Figure 6.6: Elbow chart for TF-IDF representation. As it can be seen, there is no evident
elbow in the plot

Figure 6.7: Silhouette Score plotted for TF-IDF representation on different values of K.
It is seen the the highest score is obtained at K = 65

To interpret the model, a preliminary visualization of the number of people
labelled into each cluster is plotted. This will give an illustration of the average
number of people in each cluster, and also help identify if there are any clusters
that have a large membership value.
• People per cluster:
From Fig 6.8, it is known that the maximum number of people clustered to
one cluster is 5. The majority of clusters have one, two or three members.
This is not encouraging to know that the model recognizes only one or

34

Chapter 6. Results and Analysis
two people to be similar to each other. It also considers about 1/3 of the
population to be unique in their documents properties. This inference is
not promising because this means that, this 1/3 section of the population
are not matched to any other profile in the dataset.

Figure 6.8: Distribution of People per cluster when K-means clustering applied on TF-IDF
representation. According to this plot, the average number of people in a cluster is 2

• Visualize:
Fig 6.10 is a t-SNE plot of the K-means model is illustrated, where each
point represents a document. The color of the point represents which
cluster the point belongs to. When hovered over the markers, a number
appears on the marker that indicates its designated cluster. This is beneficent for understanding purposes, due to the large number of clusters (65),
the colors assigned to each cluster label, although unique is quite close to
one another on the color-scale. This makes it hard to differentiate between
the clusters with the naked eye.
Several combinations of parameters, perplexity and learning rate (parameters of the t-SNE plot) were combined as seen in Fig 6.9 to understand
which combination of parameters works best to visualize this dataset.
After, experimenting with various values, a perplexity and learning rate
of 30, 100 were chosen to visualize Fig 6.10. Reading the plot confirms
the information extracted from the results so far:
– there an average of one to two people per cluster, known from the
people per cluster distribution in Fig 6.10

6.2. Approach 2: Document-term matrix
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Figure 6.9: Plot to see variations in visualization with different values of Perplexity and
Learning Rate for TF-IDF. This is performed to select optimal values of a combination of
perplexity and learning rate to visualize and read the plot

– the clusters are overlapping, known from silhouette score that is close
to 0.

To investigate if the size of the dataset is affecting the results of TF-IDF when
common words across the corpus are downplayed. Does it make each individual too
unique leading to each document being in a cluster of its own. The clustering is
applied on the BoW to see if pure frequency counts of terms in the corpus is more
helpful to draw out structure in the data.
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Figure 6.10: t-SNE plot of K-means results on TF-IDF representation for Perplexity =
30, Learning rate =100

6.2.2

BoW

After deriving the BoW document-term matrix, the values are normalized using L2
norm (Euclidean norm) since TF-IDF values also undergo normalization.
The Euclidean distance and Co-sine similarity matrices are implemented to compare with the results of TF-IDF distance matrices.
Distance matrix
1. Euclidean distance: On a first glance, in Fig 6.11, the Euclidean distance matrix for BoW has far more areas that are lighter in comparison to the TF-IDF’s
euclidean distance matrix. This means that using BoW representation, identifies more similarities between documents. These similarities might not have
been spotted with TF-IDF due to how the terms are weighted.
2. Co-sine similarity: Even in the cosine similarity, as seen in Fig 6.12 has far
higher units that have lit up in comparison to the TF-IDF matrix. Further
analysis is done to examine if the clustering algorithm also performs better on
the BoW matrix.
Clustering
Comparing the external clustering metrics to see any variations in behavior between
TF-IDF and BoW document-term representations.
1. Clustering metrics: The same clustering evaluation metrics are performed to
be able to compare the two representations on the same scales.
• Elbow chart: The elbow chart in Fig 6.13 shows that much like the TFIDF’s elbow chart (Fig 6.6), there is no evident ’elbow’ occurring at any

6.2. Approach 2: Document-term matrix
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Figure 6.11: Euclidean matrix on BoW representation. Values closer to 0 indicate a higher
similarity between the documents

number of clusters. The gradual descent means the elbow chart is not a
good metric for this dataset.
• Silhouette index analysis: The highest silhouette score for the BoW representation is 0.0840 as seen in Fig 6.14. This score is observed at 65
clusters, the same as TF-IDF representation. The next step is to look at
the results from applying the K-means model on BoW.
2. K-means results
• People per cluster
The people per cluster distribution is plotted as seen in Fig 6.15 and surprisingly there’s a high membership value for one of the clusters, whereas
the rest of the clusters have one, two, three or four members. This is
a very optimistic result since one group with a large number of persons
has been "matched" to be similar to each other based on the BoW representations of the words in their documents. Visualizing this result in a
2-Dimensional space, to verify this result.
• Visualization results
In Fig 6.17, it is seen that the people per cluster distribution is reflected
in the cluster visualization. Similar to in TF-IDF several combinations
of perplexity and learning rate are experimented with to identify, the
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Figure 6.12: Co-sine similarity on BoW representation.Values closer to 1 indicate a higher
similarity between the documents

Figure 6.13: Elbow chart for BoW representation. As it can be seen, there is no evident
elbow in the plot.

combination of values that work best to easily read the plot. These plots
are illustrated in Fig 6.16

6.2. Approach 2: Document-term matrix
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Figure 6.14: Silhouette score analysis on different values of K for BoW representation. It
is seen the the highest score is obtained at K = 65

Figure 6.15: Distribution of People per cluster when K-means clustering applied on BoW
representation. According to this plot, 20 documents are clustered into cluster 6

The visualization confirms the information extracted from previous analysis:
– There was a large number of markers that were colored in the cluster
label 6. From the people per cluster distribution, it is known that
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Figure 6.16: Plot to see variations in visualization with different values of Perplexity and
Learning Rate for BoW. This is performed to select optimal values of a combination of
perplexity and learning rate to visualize and read the plot

cluster 6 has 20 documents labelled under it.
– According to the silhouette score analysis, the value being close to 0,
the clusters are overlapping.

6.2. Approach 2: Document-term matrix
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Figure 6.17: t-SNE plot of K-means results on BoW representation for Perplexity =10,
Learning rate = 200
In the next section, the results are discussed in further detail, and the profiles
clustered together are analyzed in more detail to verify that the model that matched
documents are in fact similar in the words used in their profile.

Chapter 7

Discussion

In this section, the results from the learning model are looked into to verify the
behaviour in both TF-IDF and BoW document-term representations to check if the
model is finding good matches. This means to validate if in the clusters of documents,
the people are talking about similar things in their document profile. Additionally,
discussions on the behavior of the learning model and the structure of the data are
done in this section.

7.1

TF-IDF

To verify if the the documents clustered by the learning model are indeed similar, the
documents from randomly selected clusters are pulled out to analyze the similarity
of words used in each of the documents. The information is presented in Table 7.1
below.
From the Fig 7.1 documents in clusters far part are chosen to inspect if distance
in the plot translates to semantic dissimilar clusters. Therefore cluster 7 and cluster
36, that are on two opposite ends of the plot are compared to see if the documents
within the clusters talk about similar things.

Cluster number
Cluster 7

Documents
Document no. 79
Document no. 103
Document no. 148
Document no. 164

Cluster 36

Document no. 165
Document no. 26
Document no. 96

Words in document
communication, leader, leadership
communication, orient
change_management, communication,
project_management
communication, management, responsible
communication
eol_testing,
fault_tracing,
high_knowledge
fault_tracing, testing

Table 7.1: Words per document in clusters 7 and 36 from TF-IDF clustering

From the words in the documents in cluster 7, it can be said that all members
43
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Figure 7.1: t-SNE plot for K-means clustering on TF-IDF representation. The clusters
chosen for analysis of the documents are circled in the plot with their labels. Clusters
far apart in the plot are purposely selected to analyze if the documents are talking about
semantically dissimilar topics

talk about communication and management.
Similarly looking at cluster 36, it can be broadly called a ’testing cluster’. On
a close examination of the the rest of the clusters, it can be concluded that the
model does cluster people that have used the same words in their profile. Single
member clusters are of people that have said terms that do not match with any
other document’s terms.
However, there is a possibility that there exist some clusters that can be clubbed
together, but are separated into two or more clusters. This could be because the
common words within the documents of these clusters have a lower score due to
TF-IDF weighting that affect the clustering differently.

7.2

BoW

To compare this in the case of BoW term representation, a small sample from cluster
6 is inspected in Table 7.2. On a closer inspection, this cluster in a broad sense can
be called the ’project management/management’ cluster.
Similarly the documents from cluster 12 are also scrutinized in Table 7.2 to discover that they contain words about recruitment and people assessment, therefore
they must be from the HR (Human Resources) cluster. These clusters are illustrated
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7.2. BoW
Cluster num

Documents
Document no. 5
Document no. 17

Cluster 6

Document
Document
Document
Document

no.
no.
no.
no.

39
41
47
48

Document no. 51
Document no. 67
Document no. 72
Document no. 97

Cluster 12

Document
Document
Document
Document
Document

no.
no.
no.
no.
no.

106
9
33
69
127

Words in document
project_management, quality_management, procurement, team, testing
project_management,
expert,
maintenance,
safety, volvo_cars
project_management, system
project_management, scrum_master, leadership
project_management, contract
project_management, design_project, analytic,
r&d
project_management, project_coordination, administration
project_management,
manager,
management_experience
project_management, strategy, skill, resource, talent_acquisition, people
project_management, continuous_improvement,
change_management
project_management, business_development
recruitment, search, selection, negotiation
people_assessment, recruitment
people_assessment, recruitment, selection
talent, search, selection, people_assessment,
project_management

Table 7.2: Words per document in cluster 6 from BoW clustering
in Fig 7.2 for reference of their proximity in the t-SNE plot.
It can be said that with the size of dataset being worked with in this project, BoW
does a better job at recognizing the structure in the data. Perhaps if the dataset was
larger, TF-IDF would have been the preferred representation, since then it would be
far more useful to downplay common terms across the corpus.
Another inference from the clusters is that distance between the clusters in the
plot doesn’t necessarily translate to semantic distance between the words in the
clusters. Therefore, the distance between the clusters in the plot does not have
any meaning. The next step would be to analyze and match people based on the
semantics of the words they have in their documents. This approach is explained in
Chapter 8.
Another way to compare the behaviour of the model and validate it is to select a
random cluster and pick out the profiles of people in that cluster for members from
Human Resources to read. It would be interesting to see if a human’s judgment
differs from the learning model and if a human will cluster different people from the
dataset together in comparison to the model.
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Figure 7.2: t-SNE plot for K-means clustering on BoW representation. The clusters chosen
for analysis of the documents are circled in the plot with their labels. Clusters close to each
other in the plot are purposely selected to analyze if the documents are talking about
semantically similar topics

Chapter 8

Limitations and Challenges

The challenges faced during the course of the project and other limitations to the
autonomy of the project are described in this section.
The Data collection was undertaken outside of this project and therefore there was
no superintendence on the type of information collected or the structure of the data.
The size of the dataset was limited and was collected from an internal company tool.
Due to the lack of guidelines in how/what should have been written in the profiles,
there were several null entries and sections of the dataset that were not fit to be
used for the intended purpose of this project. Hence the amount of data used in the
learning model was inadequate for some of the approaches to work. Working with
unlabelled data and using unsupervised learning can be taxing, since assessing the
learning model becomes more difficult.
Apart from that work with free text for an NLP problem is extremely challenging.
Since data can behave in an unpredictable manner. Using mathematical methods to
solve an NLP problem, leads to the semantic meaning of the words being lost. In this
project in the case of approach 1 and 2 (methods implemented in this project) the
techniques do not consider the semantic distance between the words. Hence, ’family’
and ’friends’ and ’tractor’ are considered equidistant. There is also the case of the
style and language of writing. The model requires numerous examples to perform
well.
High dimensional data is difficult to visualize. Selecting the right dimensionality reduction technique is an unsolved problem in Machine Learning. This was a
challenge in this project as well. Given the time constraint, fast and well-informed
decisions needed to be made about the approaches and algorithms implemented in
this project. Methods that were the most promising of emerging with a result were
prioritized. With more time to spare, the next step would be to test the feasibility
of implementing semantic similarity of words and compare with the existing results.

8.1

Validity Threats

Internal Validity
The data analysis and pre-processing pipeline has been engineered to be robust and
work on noisy and sparse data. The profiles of people were randomly chosen and
hence there can be no bias in choosing the data population. There could not have
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been experimental manipulation since no guidelines were provided that may have
introduced a bias on the type and nature of information employees chose to write
about themselves. Clusters chosen to analyze in this paper were also randomly
chosen, and hence the results were not portrayed in a bias fashion.
External Validity
External validity is not a threat since this project uses real data to develop a solution.
Several analysis were performed to devise an inclusion and exclusion criteria for the
dataset and decode on a suitable subset of the data for optimal results. The project
offers the possibility of replication since it mentions the calibration measures used in
the various algorithms when digressing from the default.

Chapter 9

Conclusions and Future Work

In this section, the learnings from this project are listed with a mention of future
work that can improve the solution.
Through the course of this project, new information about the data and its characteristics were discovered which aided in making informed decisions of methods that
may have a promising result. From the approaches implemented in the course of this
project, it can be deduced that structural information from this type of dataset can
be extracted. However, better results could have been derived, provided the dataset
was larger, and the process of collecting data was designed keeping the problem
statement in mind.
Nevertheless, it can be inferred from the experiments that clustering using Kmeans on BoW representation of the Document-Term matrix worked best in contrast
to
• TF-IDF representation of the document - matrix, due to the size of the dataset.
Downplaying features using TF-IDF weighting worked to a disadvantage to
match people due to sparse data.
• LDA. This could be because of the nature of the dataset as previously discussed
in Chapter 5.
Implementing a solution that uses Semantic similarity and compares the semantic
distances between words to match people can be a promising next step for this
project.
Semantic similarity is the distance between words, where the distance is based
on the resemblance between the contextual meaning(semantics) of the words. In
Computer language, semantic similarities between words are estimated using typologies, such as an ontology that defines distances and relations between concepts and
words. WordNet in a word corpora in NLTK is one such collection of ontologies, that
can be used to match people based on the semantic similarity of words used in each
document. This approach however is impractical if the dataset has a lot of company
specific words, as then the context of the word differs from WordNet. In worst case
the words may not even exist in the Ontology. To ascertain this possibility, the words
in each document with the words in WordNet to analyze the percentage of words
that are present in NLTK. If this number is low, then a custom ontology must be
created for these company specific words
The next step is to investigate this method on the dataset and to assess if it
performs better on the dataset.
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