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Over the last decades companies and government 
institutions have gathered vast collections of im-
ages of historical handwritten documents. In or-
der to make these collections truly useful to the 
broader public, images suffering from degrada-
tions, such as faded ink, bleed through or stains, 
need to be made readable and the collections as 
a whole need to be made searchable. Readabili-
ty can be achieved by separating text foreground 
from page background using document image bi-
narization, while searchability by search string or 
by example image can be achieved through word 
spotting. Developing algorithms with reasonable 
binarization or word spotting performance is a 
difficult task. Additional challenges are to make 
these algorithms execute fast enough to process 
vast collections of images in a reasonable amount 
of time, and to enable them to learn from few la-
beled training samples. In this thesis, we explore 
heterogeneous computing, parameter prediction, 
and enhanced throughput as ways to reduce the 
execution time of document image binarization al-
gorithms. We find that parameter prediction and 
mapping a heuristics based binarization algorithm 
to the GPU lead to an 1.7 and 3.5 increase in exe-
cution performance respectively. Furthermore, we 
identify for a learning based binarization algorithm 
using recurrent neural networks the number of 
pixels processed at once as way to trade off exe-
cution time with binarization quality. The achieved 
increase in throughput results in a 3.8 times faster 
overall execution time.

Additionally, we explore guided machine learning 
(gML) as a possible approach to reduce the re-
quired amount of training data for learning based 
algorithms for binarization, character recognition 
and word spotting. We propose an initial gML 
system for binarization, which allows a user to 
improve an algorithm’s binarization quality by se-
lecting suitable training samples. Based on this sys-
tem, we identify and pursue three different direc-
tions, viz., formulation of a clear definition of gML, 
identification of an efficient knowledge transfer 
mechanism from user to learner, and automation 
of sample selection. We explore the Learning Us-
ing Privileged Information paradigm as a possible 
knowledge transfer mechanism by using charac-
ter graphs as privileged information for training a 
neural network based character recognizer. Fur-
thermore, we show that, given a suitable word 
image representation, automatic sample selection 
can help to reduce the amount of training data re-
quired for word spotting by up to 69%.
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”Better than a thousand days of diligent study is one day with a
great teacher.“

Japanese Proverb





Abstract

Over the last decades companies and government institutions have gathered
vast collections of images of historical handwritten documents. In order to
make these collections truly useful to the broader public, images suffering
from degradations, such as faded ink, bleed through or stains, need to be
made readable and the collections as a whole need to be made searchable.
Readability can be achieved by separating text foreground from page back-
ground using document image binarization, while searchability by search
string or by example image can be achieved through word spotting. Develop-
ing algorithms with reasonable binarization or word spotting performance is
a difficult task. Additional challenges are to make these algorithms execute
fast enough to process vast collections of images in a reasonable amount of
time, and to enable them to learn from few labeled training samples.

In this thesis, we explore heterogeneous computing, parameter prediction,
and enhanced throughput as ways to reduce the execution time of document
image binarization algorithms. We find that parameter prediction and
mapping a heuristics based binarization algorithm to the GPU lead to an
1.7 and 3.5 increase in execution performance respectively. Furthermore, we
identify for a learning based binarization algorithm using recurrent neural
networks the number of pixels processed at once as way to trade off execution
time with binarization quality. The achieved increase in throughput results
in a 3.8 times faster overall execution time.

Additionally, we explore guided machine learning (gML) as a possible
approach to reduce the required amount of training data for learning based
algorithms for binarization, character recognition and word spotting. We
propose an initial gML system for binarization, which allows a user to
improve an algorithm’s binarization quality by selecting suitable training
samples. Based on this system, we identify and pursue three different
directions, viz., formulation of a clear definition of gML, identification
of an efficient knowledge transfer mechanism from user to learner, and
automation of sample selection. We explore the Learning Using Privileged
Information paradigm as a possible knowledge transfer mechanism by using
character graphs as privileged information for training a neural network
based character recognizer. Furthermore, we show that, given a suitable
word image representation, automatic sample selection can help to reduce
the amount of training data required for word spotting by up to 69%.
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1
Introduction

It has never been easier to access historical documents than now, since differ-
ent companies and government institutions provide access to high resolution
color images of historical documents to a broad public via the Internet. Dif-
ferent document image analysis techniques aim to further improve this access
by means of image binarization [1–3], i.e., separation of text foreground from
page background, to make images more readable, or word spotting [4–6] or
image transcription [7–9] to make them searchable. However, developing
these techniques is challenging, due to common degradations in historical
documents, such as faded ink, bleed through, stains, or general irregularities
in those documents, as well as large variations in appearance of documents
from different document collections, as illustrated in Figure 1.1.

Furthermore, it is not enough for algorithms to produce reasonable results
on the aforementioned tasks. To be truly useful to companies and govern-
ment institutions which possess vast collections of document images, those
algorithms need to execute fast to be able to process the given collections
in a reasonable amount of time. Another challenge for the application of
document image analysis techniques in practice is that most used algorithms,
especially those based on machine learning, require ground truth samples
from the target image collection to tune the algorithm’s parameters or train
the algorithm to perform well on this target collection. However, ground
truth samples are generally not available and costly to acquire which limits
or prevents the application of those algorithms in practice.

In this thesis, we focus on efficient document image analysis. In particular,
we focus on efficiency in terms of execution time of document analysis
algorithms, as well as on efficiency in terms of required training samples for
training document analysis algorithms. We explore three different directions
for reducing the execution time of one particular document analysis task, viz.,
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1. Introduction

(a) Faded ink and bleedthrough. (b) Stains covering parts of the text.

(c) Irregularily faded ink. (d) Palm leaf manuscript.

Figure 1.1: Common image degradations in images of historical documents. Im-
ages from different binarization datasets of paper-based documents in European
languages [10, 11] and from Balinese palm leaf manuscripts [12].

heterogeneous computing, parameter prediction, and parallelism through
increased input size.

However, the main focus of this thesis is on training efficiency. Here, we
focus on approaches, which enable human users to train document analysis
algorithms with as little effort as possible by making use of the users’
cognitive abilities and contextual knowledge. For this, we formalize the ideas
of Interactive Machine Learning (iML) or human-in-the-loop learning into
one concept called Guided Machine Learning (gML). We explore the idea of
gML in one study on user based sample selection. Based on the shortcomings

2



1.1. Thesis Scope

of this study, we derive two challenges for gML, which we attempt to address
with the help of the Learning Using Privileged Information (LUPI) paradigm
and automated sample selection.

1.1 Thesis Scope

The work in this thesis is limited to three different document analysis tasks,
viz., image binarization, character recognition, and word spotting. These
tasks have been chosen since they pose non-trivial challenges, while solutions
for these tasks already exist, which yield reasonable performance. This makes
these tasks interesting research subjects, as one can focus on improving the
chosen additional objective, e.g., time or data efficiency, without the need
to find ways to improve the actual task performance to achieve practical
viability. Furthermore, particularly image binarization and word spotting
have practical relevance, since they can improve the access to document image
collections by improving their readability and searchability respectively.

We limit the exploration of approaches for improving the time efficiency
of document analysis algorithms to image binarization, since fast execution
times are particularly important for binarization. This is the case, since
image binarization is often used as one part of a document image processing
pipeline, whose overall performance can benefit from accurate and fast
binarization. Furthermore, we limit the exploration of approaches for data
efficiency to those connected to gML.

In this thesis, we focus on document analysis for historical document
images, since this document type is generally more challenging. While we
consider both printed and handwritten documents in the image binarization
case, we consider only handwritten characters and words in the case of
character recognition and word spotting. Printed historical documents can
still be interesting for image binarization, due to present image degradations,
which make binarization difficult. However, for character recognition and
word spotting, printed documents pose hardly a challenge due to the high
regularity in visual appearance of the characters.

Another general limitation placed on the scope of this thesis is that only
publicly available datasets are used in the different studies. While this is good
in terms of comparability to other state-of-the-art approaches, it restricts
the conclusions, which can be drawn from the conducted experiments. For

3



1. Introduction

example, most images in these datasets are small in comparison to the high
resolution images possessed by companies, which needs to be considered
when making a realistic assessment of an algorithm’s execution performance.
Another potential issue with using public datasets is that it is possible that
the algorithms selected as starting point for our proposed improvements
have been designed and optimized for these exact datasets. This may change
the observed learning behavior of the used algorithms when used on another
dataset.

1.2 Research Questions

Given these limitations, the first research question we aim to answer is:

RQ I: What are possible ways to speed up document image binarization?

This research question is addressed in Chapter 6, which aims to answer
the research question by first selecting a state-of-the-art binarization algo-
rithm and then evaluating different approaches to improve the execution
performance of this algorithm. The algorithm selected in this study is Howe’s
binarization algorithm [2]. The main ideas pursued to increase its execution
speed are to divide the algorithm’s execution between the Central Processing
Unit (CPU) and the Graphics Processing Unit (GPU), and to replace a time
consuming parameter tuning approach with a faster parameter prediction.
Another idea to improve the execution performance of a Recurrent Neural
Network (RNN) based binarization algorithm has been pursued in Chapter 7.
Here, parallel processing is integrated in the algorithm by increasing its
footprint size.

The second research question addressed in this thesis is:

RQ II: What are possible ways to gather and use user feedback to reduce the
number of training samples needed to train neural network based document
analysis algorithms?

We address this research question in Chapter 8 in which we use user
based sample selection as training mechanism for training an RNN based
binarization algorithm. Through this study, we identified three problem
areas, which we aim to address in Chapters 9, 10, and 11. These problem
areas are ambiguities in the existing definitions of iML or human-in-the-loop

4



1.3. Thesis Outline

learning, inefficient transfer mechanisms from the user to the learner, and
the infeasibility of manual sample selection. We address the first issue in
Chapter 9 by proposing gML as alternative term to iML and by proposing
an unambiguous definition. The second issue is approached in Chapter 10
by exploring the Learning Using Privileged Information (LUPI) paradigm as
possible efficient transfer mechanism for character recognition. Chapter 11
addresses the last issue by exploring different image representations for
automatic sample selection for word spotting.

1.3 Thesis Outline

The remainder of this thesis is organized as follows:

Chapter 2: Background In this chapter, we provide a short review of
relevant background knowledge including image binarization (Section 2.2),
character recognition (Section 2.3), word spotting (Section 2.4), heteroge-
neous computing (Section 2.5), interactive machine learning (Section 2.6),
learning using privileged information (Section 2.7), and sample selection (Sec-
tion 2.8). Furthermore, we discuss related work (Section 2.9) to place this
thesis in a broader research context.

Chapter 3: Research Methodology Chapter 3 presents the research method-
ology employed in this thesis to approach the formulated research questions.
Furthermore, it discusses the associated limitations of the chosen methodol-
ogy and details possible threats to the validity of the drawn conclusions.

Chapter 4: Results Here, we summarize the results of the six different stud-
ies, which were conducted to answer the research questions. We present the
results of Chapters 6 and 7 in Section 4.1, and the results of Chapters 8, 9, 10
and 11 in Section 4.2.

Chapter 5: Conclusions and Future Work This chapter concludes the
thesis by summarizing its relevant findings and by discussing possible future
work to be undertaken in the pursuit of resource efficient document document
analysis.
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2
Background

2.1 Research Context

The research conducted in this thesis intersects with several different dis-
ciplines. In order to discuss those disciplines and their relation to this
thesis in a principled way, we group them into different levels, as shown in
Figure 2.1. For this division, we use the levels of Marr’s tri-level hypothesis
for information processing systems [13].

The topmost level in Marr’s model is the computational level, which is
concerned with the actual task of the information processing system. In this
thesis, the considered tasks are image binarization, character recognition,
and word spotting, which are document analysis and recognition tasks with
the aim to benefit the digital humanities. As such, the work in this thesis
lies in the intersection of these two disciplines.

The middle level is the algorithmic level, which is responsible for pro-
cessing the provided information in a suitable manner to accomplish the
task of the system. We approach the higher level tasks with the help of
algorithms from the fields of computer vision and machine learning. Thus,
our research is carried out in the context of these two fields, and is part of
their respective parent fields pattern recognition and artificial intelligence.

At its lowest level, i.e., the physical or implementation level, Marr’s
model is concerned with the physical realization of the information processing
system. In this discussion, we extend this idea from the physical hardware
to the field of parallel computing, since we view the implementation of the
chosen algorithm for a particular parallel hardware as part of its physical
realization. In this way, our search for efficient parallel implementations of
image binarization algorithms can be seen as part of this level.
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Figure 2.1: Research context of this thesis.

In the following paragraphs, we describe all mentioned research areas,
which form the research context of this thesis.

Digital Humanities The field of digital humanities is a relatively new,
loosely defined field, which is characterized by the humanities’ engagement
with information technology [14]. In order to consolidate the field, different
typologies have been proposed. For example, Svensson [14] subdivides the
digital humanities into five different types based on their mode of engagement
with technology. These types view information technology as a tool, as a
study object, as an expressive medium, as an exploratory laboratory, or as
an activist venue. Based on this typology, one can see that the topic of this
thesis lies within the digital humanities, which engage with technology by
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using it as a tool for humanities’ research.

Document Analysis and Recognition The aim of document analysis and
recognition is to extract information originally intended for humans from
paper [15]. As such, this field has a wide area of applications ranging from
processing historical documents over office documents, such as forms, letters,
or invoices, to music scores and technical drawings. This thesis focuses on
the document analysis and recognition tasks, which deal with historical
documents, in particular image binarization, character recognition, and word
spotting. While binarization does not directly extract high level information
from a document, it serves as a useful pre-processing step to simplify further
processing, for example, for character recognition and word spotting.

Machine Learning According to Flach, machine learning is “the systematic
study of algorithms and systems that improve their knowledge or performance
with experience” [16]. This definition is similar to Mitchell’s definition for
learning in computer programs, which states: “A computer program is
said to learn from experience E with respect to some class of tasks T and
performance measure P, if its performance at tasks in T, as measured by P,
improves with experience E.” [17]. Thus, the key idea of machine learning is
that the algorithm to solve a certain task is not given by a programmer, but
is instead learned from data. This is particularly useful when there is no
obvious way to design an algorithm, which can solve the task in a robust
way. By using machine learning, it is then possible to design a system, which
can adapt to given real world data, such as images of historical documents.

Computer Vision The field of computer vision aims to “describe the world
that we see in one or more images and to reconstruct its properties, such
as shape, illumination, and color distributions” [18]. Therefore, extracting
information from images is an important part of computer vision, which
is used in most document analysis and recognition tasks. For example,
document image binarization is a specific case of the more general computer
vision task of semantic segmentation.

Pattern Recognition At a more general level, computer vision is just one
part of the larger field of pattern recognition. This field is generally concerned
with “the act of taking in raw data and making an action based on the
‘category’ of the pattern” [19]. As this raw data is not restricted to images,
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pattern recognition is applied to a large range of different types of input
data, such as audio signals, traffic data or stock market changes.

Artificial Intelligence Russel and Norvig [20] discuss four approaches to
artificial intelligence. These approaches focus on acting humanly, thinking
humanly, thinking rationally and acting rationally respectively. The two
dimensions of this classification are thinking and acting, as well as human
behavior and rational behavior. While thinking focuses on internal thought
processes, which can either mimic human thought or follow strict logical
rules, acting focuses on displayed behavior, which is either indistinguishable
from human behavior or aimed at rational action, which achieves the best
expected outcome given the current knowledge. For all these approaches to
artificial intelligence, it is important for the intelligent system to interface
with the outside world. Thus, pattern recognition, as well as vision are
relevant skills for an intelligent system and are therefore part of the wider
field of artificial intelligence. Similarly, learning and adapting behavior
are signs of intelligent behavior, which makes machine learning another
important sub-field of artificial intelligence.

Parallel Computing The field of parallel computing is concerned with
programs, which solve a given problem through the cooperation of closely
coupled tasks [21]. This entails that the tasks to solve a problem are
executed simultaneously on multiple processing units, which are physically
close to each other, as well as that information is exchanged between the
different tasks. In this way, it is generally possible to achieve a higher
execution performance, which is often necessary to make approaches in
artificial intelligence, pattern recognition, computer vision and machine
learning practically feasible.

2.2 Image Binarization

Image binarization is an image analysis task with the goal to separate
text foreground from page background. It can also be viewed as semantic
segmentation problem [22–24] limited to two semantic classes, i.e., text
foreground and page background. Thus, the task is to label each pixel in
an image as either foreground or background pixel. Figure 2.2 shows an
example for such a labeling together with its original input image.
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(a) Original image (b) Binarized image

Figure 2.2: Binarization example for one image from a binarization competition
dataset [11].

The produced separation between foreground and background is useful to
human audiences, since it simplifies reading and thus reduces the cognitive
load on the reader, leaving them with more mental resources to decipher the
actual text. This applies also to other high level image analysis tasks, such as
word spotting, i.e., finding certain words in a collection of document images,
and image transcription, i.e., the conversion of handwritten to digital text.
For these tasks, image binarization is often used as a pre-processing step,
since it simplifies the recognition problem.

Regardless if the binarization results will be used by human readers or
other document analysis algorithms, it is of utmost importance that the
separation is done correctly. If foreground pixels are erroneously labeled as
background, characters or whole words may disappear from the text. On
the other hand, background pixels erroneously labeled as foreground may
add so much noise to the binarization output, that the actual text becomes
illegible.

However, the correct labeling of pixels is challenging due to commonly
present image degradations, such as faded ink and ink bleeding through
from the other side of the page, as illustrated in Figure 1.1a on page 2.
Other challenges for image binarization are stains covering parts of the text,
shown in Figure 1.1b, or general irregularities in the documents caused by
unequal deterioration of the document, for example, unevenly faded ink, as
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illustrated in Figure 1.1c. All of these challenges can make it difficult for
a binarization algorithm to label image pixels correctly. For example, text
bleed through may easily be mistaken for text foreground, while faded ink
may appear as background noise rather than text.

Ultimately, image binarization suffers from a version of Sayre’s para-
dox [7], which makes correct binarization as difficult as character or even
arbitrary shape recognition. Sayre’s paradox states that recognition of
cursive handwriting cannot be performed without segmenting the differ-
ent characters from each other, while the characters cannot be segmented
without recognizing them. Similarly, text cannot be separated from back-
ground without recognizing the text, while text cannot be recognized without
separating it from the background.

In order to overcome these challenges, several heuristic algorithms have
been proposed, which aim to perform image binarization without attempting
to recognize the binarized text. The most well known algorithms are the
ones by Otsu [25], Niblack [26] and Sauvola et al. [1]. While these algorithms
perform well in simple cases, their binarization quality drops significantly
when the input images become more challenging. This is frequently shown
in the biennial Document Image Binarization Contest (DIBCO) [11, 27–30]
and the biennial Handwritten Document Image Binarization Contest (H-
DIBCO) [10, 31–34], which use Otsu’s and Sauvola et al.’s algorithms as
baseline algorithms. These baselines are commonly outperformed by more
advanced binarization algorithms, such as the ones by Howe [2], Su et al. [35]
or Kligler and Tal [33].

However, in recent years, deep learning based methods have become the
state-of-the-art in image binarization. Especially variants of Convolutional
Neural Network (CNN)s, such as fully convolutional neural networks [36], or
deep supervised networks [3] have been successfully used for image binariza-
tion. Another CNN variant, called u-nets, has performed best in the 2017
DIBCO competition [29] and the 2018 H-DIBCO competition [34]. While
less successful, Recurrent Neural Network (RNN)s have also been applied to
the task of image binarization [37]. One thing all of these approaches have
in common and what distinguishes them from previous heuristic algorithms
is that they carry the potential to address Sayre’s paradox by learning to
recognize character shapes while learning the actual binarization task.

12



2.3. Character Recognition

2.3 Character Recognition

Character recognition is a recognition task with the aim to identify the
single character contained in a given image. A working character recognition
system can be used to convert images of written text into digital text by
splitting these images into images of single characters and then recognizing
the text character by character. Thus, character recognition is a possible
building block of an image transcription system.

Since the segmentation of images into single character images is crucial
for the success of character recognition, it is mostly applied to text, which is
written, so that characters are not connected to each other. This applies to
most printed text, handwritten digits, text written in block letters, as well
as to texts in certain Asian languages, such as Chinese or Japanese. For the
evaluation of character recognition systems, it is commonly assumed that
the characters are properly segmented, such as in the MNIST [38] and in the
Kuzushiji-MNIST (KMNIST) [39] dataset. Figure 2.3 shows ten example
images for each of the ten classes of the MNIST and KMNIST dataset.

(a) MNIST Examples (b) KMNIST Examples

Figure 2.3: Character recognition examples for digit recognition (Fig. 2.3a) from
the MNIST dataset [38] and for Japanese character recognition (Fig. 2.3b) from the
Kuzushiji-MNIST dataset [39].

Common challenges for character recognition are intra class variability,
as well as inter class similarities. One example for intra class variability are
the first two character images in the fourth row of Figure 2.3b. These two
images show two different ways of writing the character つ. One example for
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inter class similarities are the fifth image in the second row and the ninth
image in the eights row of Figure 2.3a. These two images, depicting a 1 and
a 7, respectively are difficult to distinguish, due to their visual similarity.

Many approaches have been proposed for character recognition including
k-Nearest Neighbors (k-NN), Support Vector Machine (SVM) and Multilayer
Perceptron (MLP) based approaches. In particular, many approaches have
been proposed for digit recognition on the MNIST dataset [38], for example by
Keysers et al. [40], Decoste and Schölkopf [41], and Meier et al. [42]. However,
more recently, CNN based approaches have been shown to outperform these
other machine learning approaches on the MNIST dataset [43], as well as
on the KMNIST dataset [39] and the ARDIS dataset [44]. While CNNs
achieve high character recognition rates even for complex characters, such
as the Kuzushiji characters, Kusetogullari et al. have shown that this good
performance is heavily dependent on the availability of a representative
training dataset [44].

2.4 Word Spotting

Word spotting is an image retrieval task with the aim to find page images
containing a search word given either in form of an image, in Query-by-
Example (QbE) cases, or in form of a string, in Query-by-String (QbS)
cases [4, 45]. This ability to search for instances of words in a collection of
page images is useful for genealogists searching for a certain family name
in a book of birth records or for philologists searching for occurrences of a
particular word to determine its meaning from the contexts it appears in.

In general, word spotting systems can be divided into two groups, i.e.,
segmentation based and segmentation free systems. While segmentation
based systems, such as the systems by Sudholt and Fink [46] and Krishnan
et al. [6], perform the retrieval on a collection of segmented word images,
segmentation free systems, such as the systems by Rusiñol et al. [5] and Vats
et al. [47], perform the retrieval on whole page images. While word based
segmentation is generally less challenging than character based segmentation,
due to the clearer boundaries between the objects to be segmented, problems
can still occur if words touch each other, as shown in Figure 2.4.

Assuming the correct segmentation of word images, other challenges for
word spotting are inter class similarities and intra class variability, which are
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Figure 2.4: Example image for overlapping words potentially causing segmentation
issues from the Konzilsprotokolle dataset [48].

similar to the challenges for character recognition. Furthermore, the QbS
case poses an additional challenge for word spotting systems, since this case
requires a mapping from the space of digital text and from the pixel space of
the word images into the same matching space to facilitate matching. This
is arguably harder than the QbE case, which requires only a mapping of
word images into a feature space, which facilitates matching.

Many different approaches to word spotting have been proposed, which
differ mostly in the way the respective matching space is created. These
matching spaces can be predefined in form of an attribute vector [49–51] or
in form of a graph representation [52] in conjunction with their respective
distance function. On the other hand, the matching space can be learned
as in the approach by Krishnan et al. [6]. Here, the authors use a Siamese
network style embedding layer to learn a suitable matching space.

2.5 Heterogeneous Computing

The term heterogeneous computing describes a programming paradigm,
which distributes computations to be performed to processors of different
processor types to efficiently solve one task. Common processor types are
Central Processing Units (CPUs) and Graphics Processing Units (GPUs),
which could be employed by a heterogeneous program to solve parts of the
needed computations on the CPU and other parts on the GPU.

The general advantage of this distribution of computation is that a pro-
gram can exploit the inter processor parallelism to achieve a faster completion
of the task at hand. This potential increase in execution performance can
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further be improved by making use of available intra processor parallelization
capabilities. In this way, a computational task can be broken down into
sub-tasks, which can be solved on different processors most suitable for the
respective sub-task. Furthermore, the execution performance of each of
these sub-tasks can be further improved by breaking them down into smaller
tasks and utilizing the capabilities for parallel execution available on the
respective processor type.

While heterogeneous computing can yield significant execution perfor-
mance improvements, it also introduces more challenges, which have to be
addressed. One challenge, implied by the paradigm, is the heterogeneity of
processor types. Thus, to make full use of the heterogeneous platform, one
needs to be aware of the different strengths and weaknesses of the different
processor types to use them in an ideal way. For example, as shown in
Figure 2.5, CPUs have rather large caches and control units, which allow
them to efficiently handle workloads with high variability in terms of com-
putations to be executed at a given point in time. On the other hand, due
to this added flexibility, CPUs have fewer Arithmetic Logic Units (ALUs)
than GPUs, which limits their capability to parallelize task execution. In
contrast, GPUs have large numbers of ALUs, which allow highly parallel
data processing. However, as shown in Figure 2.5, this increased number
of parallel processing units comes at the cost of control unit and cache size.
Therefore, GPUs are more suitable for highly parallel data processing with
fixed execution paths, while CPUs are more suitable for data processing,
which requires more flexible execution paths.

Another challenge introduced by heterogeneous computing is the handling
of data transfers between different processor types. While the CPU is closely
connected to a computer’s main memory and has large caches to hide
potential memory access latencies, this is not the case for other processor
types. For example, GPUs have their own global memory with relatively
high data transfer latencies between the GPU memory and the main memory.
Therefore, it is important to optimize the data transfers needed to perform
a certain task, so that the gained performance through parallel execution on
the GPU is not negated by the introduced data transfer latencies.

Heterogeneous computing also introduces more practical challenges, such
as programming and orchestrating the interaction of a range of different
processor types. While it is possible to program different processor types
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Figure 2.5: Illustration of a heterogeneous platform with one CPU and one GPU.

using the respective vendor’s Application Programming Interface (API),
such as NVIDIA’s CUDA1, there is also a more unified approach, namely the
OpenCL standard [53]. This standard for heterogeneous computing allows
to program different processor types from different vendors using the same
high level API.

2.6 Interactive Machine Learning

The general idea of Interactive Machine Learning (iML), as described in
the literature [54, 55], is to give external agents the possibility to improve
the performance of a machine learning model on a specific task through
interaction. One possible definition of IML is the one by Holzinger [55]:

Definition 2.1. Interactive machine learning is concerned with algorithms
that can interact with agents and can optimize their learning behavior through
these interactions, where the agents can also be human.

On a general level, iML algorithms consist of 4 main components, which
operate together to achieve performance improvements through interaction.
At its core, an iML algorithm contains a basic learning mechanism and its

1https://developer.nvidia.com/cuda-zone
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Figure 2.6: General iML algorithm structure.

respective model, the Learning Mechanism and the Internal Model. This is
extended by the External Interface and the Feedback Interpreter, which enable
the user to directly or indirectly influence the model. The relations between
these 4 components are illustrated in Figure 2.6 and their characteristics are
described in the following.

Internal Model As in machine learning in general, the internal model is
the representation of what has been learned so far through the processing
of training data by the learning algorithm. This could be, for example,
the decision trees built by a decision tree algorithm, the weights and layer
configurations in a neural network or the probabilities derived by a Bayesian
algorithm. While the model in machine learning is only modified by the
learning algorithm that constructed it, in iML, the model is also influenced
directly or indirectly by an external agent. For example in the work by Endert
et al. [56], the internal model is the created force-directed graph [57], which
is used to group together documents with similar content by representing
shared keywords as edges between document nodes. These edges exert
attractive or repulsive force on the nodes, which leads to a grouping based
on content similarity. The created model is modified directly by the user
highlighting new keywords, and thus creating new connections between
documents, or linking documents, which increases the importance of all
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shared keywords.

Learning Mechanism The incorporated learning mechanism constructs
the internal model based on training data and uses the learned model to
perform the respective learning task. Additionally, the algorithm can be
used by the user to indirectly influence the model either by providing input
to the algorithm, for instance, in form of labeled data, or by modifying its
parameters. For example, by changing the split criterion of a decision tree
algorithm or the learning rate of a neural network optimizer, an external
agent could influence how the learning mechanism updates its model from
the moment the change was performed. However, the most common use
of the learning mechanism is to alter the internal model indirectly through
additional training data. This approach is followed, for example, by Heimerl
et al. [58], who train a SVM [59] to classify documents as relevant or not
relevant. Users are involved in improving this classification by viewing a
visualization of documents close to the decision boundary and selecting
additional documents to label.

External Interface This component conceptualizes what the user should
give feedback on and receives this feedback. In case the user is given
direct influence on the internal model, the external interface provides a
representation of the internal model to the user to receive the user’s model
changes. For instance, the external interface could visualize the currently
built decision tree to let the agent change threshold values or used features
in a specific node, or the interface could output the currently assumed
probabilities for different features to let the agent modify these values. In
case of indirect user influence, the external interface provides a representation
of the internal algorithm’s parameters or of the model output to the user to
receive their feedback. The external interface could, for example, let a user
select the splitting criterion of a decision tree algorithm or require the user
to correct the output produced with the currently learned internal model.
It is important to note that the external interface is responsible only for
the conceptualization of the feedback target and for receiving the feedback
and not for carrying out changes using this feedback. One example for this
is the user interface provided by Lu et al. [60], which displays the current
result of their bleedthrough removal algorithm for one image pair along with
regions of algorithm uncertainty. This aims at guiding the user to label
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suitable pixels as either foreground, background or bleedthrough to improve
the algorithm’s performance.

Feedback Interpreter The responsibility for taking the user’s feedback and
converting it into changes of the internal model, the learning mechanism or
the input to the learning mechanism lies with the feedback interpreter. The
conversion performed by this component can be as simple as directly forward-
ing the user’s input to the respective target or as complex as transforming
the provided feedback into a form, which induces the change in the target
component with the highest performance improvement. In the case that a
user can directly influence the model, for instance, by changing threshold
values in a decision tree node, the feedback interpreter would simply have to
forward the new threshold values to the respective node. On the other hand,
when receiving feedback based on the model output, the interpreter would
have to transform this feedback either directly into model changes or into
input data for the learning mechanism to indirectly change the model in the
best possible way, given the provided feedback. The approach by Awasthi et
al. [61], for example, receives as user feedback information about whether
or not a cluster should be split, or if two clusters should be merged. This
simple feedback is then translated into a change of the current clustering by
constructing a global average-linking tree based on the similarity between
instances. This tree is then used to identify suitable parent nodes to be used
for splitting or merging the instances in their subsequent leaves. In this way,
the internal model is changed using high level feedback received from the
external interface.

Clearly, the external interface and the feedback interpreter are the
most important components in an iML algorithm by carrying the main
responsibility for conceptualizing the feedback target and transforming the
agent provided feedback into model changes beneficial for the respective
learning task. Finding appropriate conceptualizations and transformations
are the fundamental challenges in iML.

2.7 Learning Using Privileged Information

The main idea of the Learning Using Privileged Information (LUPI) learning
paradigm [62, 63] is that an intelligent teacher provides additional, privileged
information, which allows the learner to converge using fewer training samples.
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This privileged information is available during training, but not during
normal operation, for example because it is not readily available.

In LUPI, privileged information is provided in form of a different feature
representation for the training samples, which extends the normal training
pairs (xi, yi) of supervised learning to training triplets(xi, x

∗
i , yi) with xi ∈

X, x∗i ∈ X∗ and yi ∈ Y .Here, X is the set of instances in the normal
feature representation, X∗ is the set of instances in the privileged feature
representation and Y is the set of instance labels. The availability of
the privileged feature representation during training can help to speed
up convergence, if it is a suitable representation of the training instances,
which makes it easier to learn the respective learning task, and if a suitable
mechanism is chosen to learn the function f : X → Y with the help
of X∗.Since pattern recognition problems are generally anticausal learning
problems, i.e., problems where the labels cause the observed features [64], the
additional requirement that privileged information has to provide information
not only about the marginal distribution of xi does not apply [65]. This
means for example that clean input images can serve as useful privileged
information in pattern recognition problems.

Possible mechanisms to learn f with the help of X∗ are similarity control
and knowledge transfer [66]. One possible knowledge transfer approach is
generalized distillation [65], which uses the provided privileged information
to learn a teacher function f∗ : X∗ → Y .The soft label outputs of this
function are then used to learn the student function f .

2.8 Sample Selection

The general idea of sample selection is to extract a non-empty subset X ′ ⊂ X
from a source dataset of training instances X.Finding an optimal subset
with respect to some objective is NP-hard in the general case [67, 68]. This
is the case since all 2|X| − 2 possible subsets may have to be assessed with
respect to some utility function u : X ′ → R in order toidentify the optimal
subset. For sample selection, this utility function may simply consider the
test performance of the chosen learning algorithm trained on the subset
X ′, but it may also incorporate the goal to trade-off labeling effort with
performance. Even when the problem is simplified by only searching for
subsets of a fixed size k, assessing the utility of all

(|X|
k

)
possible subsets of
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size k is practically infeasible.

In order to make sample selection feasible, most sample selection ap-
proaches do not use the utility function for selection, but instead optimize an
auxiliary criterion, which is assumed to be correlated with the actual utility
function. One possible example is to select samples close to the decision
boundary between two classes instead of samples which are surrounded only
by other samples of the same class. This selection can help to identify and
remove redundant samples, which would not contribute to the training. For
character recognition, this selection approach has been pursued by Rayar et
al. [69] by making use of the label information of all training samples. In
contrast, Krantz and Westphal [70] applied the same selection approach to
image binarization without using any label information.

Another possible auxiliary criterion is to maximize the diversity among
chosen samples ideally while at the same time leaving out outliers, which do
not carry relevant information for learning the general task. This approach
can help to select an optimal training set by choosing a representative
subset from the training data. Here, it is important to note that the sample
characteristics chosen to determine this diversity have to be relevant to the
particular learning task.

2.9 Related Work

The two main areas of research in this thesis are time efficient image bina-
rization, and data efficient document analysis. In the following, we give a
short overview over relevant work related to these two areas.

Time Efficient Binarization For increasing the execution performance of
a binarization algorithm, there are two main directions to pursue. On the
one hand, one can improve the algorithm itself and on the other hand, one
can parallelize its execution.

In pursuit of the former approach, Shafait et al. [71] have reduced the
time complexity of Sauvola’s binarization algorithm [1] with the help of
integral images. Another strategy has been followed by Pai et al. [72], as
well as by Hung and Ruan [73]. Both works segment a given image into
suitable patches of variable size, which are then either assigned a uniform
label, in case of foreground or background only patches, or binarized using
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Otsu’s binarization algorithm [25]. In this way, the authors can make use
of the fast execution performance of Otsu’s algorithm while avoiding its
drawback of being able to find only a global threshold.

So far however, the strategy of parameter prediction for improving an
algorithm’s execution performance, as pursued in this thesis, has not been
studied. While there are other studies, which use machine learning to predict
the parameters of a binarization algorithm, such as the work by Cheriet et
al. [74], those studies do not consider the algorithm’s execution time.

In pursuit of the second approach, increased execution performance
through parallelization, many studies have focused on re-implementing
existing binarization algorithms for the GPU. For example, Soua et al. [75]
implement their k-means clustering based binarization algorithm [76] for the
GPU by performing the required clustering steps on the GPU. Other GPU
implementations for the binarization algorithms by Otsu [25], Niblack [26],
and Sauvola and Pietikäinen [1] have been proposed by Singh et al. [77–79].
These implementations parallelize the respective algorithm on a pixel level
by processing each pixel in a separate GPU thread.

While all these approaches aim to increase the execution performance
using GPU programming, they do not evaluate the possibility to make use
of CPU and GPU simultaneously. Chen et al. [80], who implement the
approach by Shafait et al. [71] for the GPU, mention considerations for
implementing the computation of the integral image on the CPU instead of
the GPU. However, they do not evaluate these options.

In general, time efficient image binarization has not been a main con-
cern in the document analysis community, as evidenced by the fact that
execution time has not been considered in any of the DIBCO and H-DIBCO
competitions [10, 11, 27–34]. However, this may change due to the first
time-quality binarization competition, which was held in 2019 [81]. While
this competition did not include the execution time in its ranking of the
different evaluated algorithms, it reported average processing times for each
algorithm, which allows it to compare the algorithms based on their execution
performance.

Data Efficient Approaches for Document Analysis Common approaches
for efficiently using the available training data in document analysis are
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transfer learning and data augmentation. The idea of transfer learning is
that a machine learning based algorithm is pre-trained on a readily available
dataset and is then re-trained using few labeled samples of the actual target
collection. Here, this available dataset can be synthetically generated to
resemble the target collection. This approach has been used, for example,
by Krishnan and Jawahar [82] who produced a synthetic dataset for word
spotting. However, it is also possible to use only weakly related datasets,
such as the ImageNet dataset [83], for pre-training as has been shown by
Studer et al. [84] for a variety of document analysis tasks.

While this form of transfer learning has a similar goal to the approaches
proposed in this thesis, i.e., reducing the number of required training samples,
it achieves this not with the help of a user, but instead with the help of a
synthetic or real dataset of related images. However, since this approach is
independent from the approaches pursued in this thesis, it is clearly possible
to combine them.

The idea of data augmentation is to artificially increase the number of
labeled training samples by modifying already labeled training images, e.g.,
through translations, rotations, shearing or adding noise. Augmentation has
been used, for example, for word spotting by Sudholt and Fink [46]. Their
augmentation strategy applies different image transformations, such as shear,
translation and rotation, to word images by taking three points, randomly
shifting those points, computing the homography between the original and
the new points, and applying this transformation to all image pixels. This
results in many different realistic variations of the labeled word images,
where all variations are equally likely. As pointed out by Bezmaternykh et
al. [85], this strategy of applying all considered image transformations with
equal probability may not always lead to the best training result. Therefore,
they first identify useful image transformations for image binarization and
then fine-tune the probabilities with which these transformations are applied
to the training images manually. Cubuk et al. [86] take this approach one
step further by proposing an approach for automatically learning which
image transformations should be applied with which likelihood, and at what
magnitude for a given dataset.

Similarly to pre-training, data augmentation is independent of the ap-
proaches used in this thesis. Thus, it should be possible to use pre-training,
data augmentation and our proposed approaches to Guided Machine Learn-
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ing (gML) in combination to reduce the number of required training samples
for training document analysis algorithms.

Work more closely related to the gML approaches pursued in this thesis
are green interaction approaches, as described by Nagy [87, 88]. Green
interaction makes use of the user’s validation efforts during the operation of
a document analysis system by using the validated or corrected input/output
pairs to improve the system’s performance. Therefore, green interaction is a
sub-category of gML, since it provides users with the ability to improve a
learning system’s performance. However, it is more constrained than gML,
since it only considers the addition of new labeled data.

One example for green interaction is the use of relevance feedback [89] for
information retrieval tasks, such as word spotting. For example, the works
by Bhardwaj et al. [90], Kesidis et al. [91], and Rusiñol and Lladós [92] use
different strategies to improve the retrieval result for a given query word
based on user feedback. However, these approaches aim at improving only
the particular query and not the overall performance of the retrieval system.

Similarly, the work by Huang et al. [93] utilizes user feedback to improve
bleedthrough removal only for one given problem instance. In this case, the
problem instance is an image pair of the front and backside of a page, which
is used to remove present bleedthrough by aligning the two sides of the page.

In contrast to the previously mentioned approaches, the work by Santoro
et al. [94] and Santoro and Marcelli [95] aim to improve the overall perfor-
mance of a word spotting system with the help of green interaction. In this
regard, it is similar to our work in Paper III, which aims at improving the
performance of an image binarization algorithm with the help of new user
provided labeled data.

Apart from green interaction, other methods for using user input to im-
prove an algorithm’s performance have been pursued in the field of document
analysis. For example, the method by Carton et al. [96] aims to utilize user
interaction to build a robust document recognition system for a collection of
document images. In this system, the user selects and adjusts logical rules,
which were proposed by the system based on analyzing the training dataset.

Another interface between the user and a learning system has been
proposed by van der Zant et al. [97]. Their algorithm uses an evolutionary
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computing based algorithm to learn to select the best image filtering opera-
tions and apply them in the best order to binarize a given image dataset.
Here, the user interface allows the user to select the binarization candidate
they prefer. Based on this selection, the interactive evolutionary computing
algorithm improves its performance. This is different from green interaction,
as well as from the gML approaches pursued in this thesis, since only a
single reward signal is passed back to the algorithm for learning.
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Research Methodology

3.1 Science and Engineering

Before discussing the research methodology of this thesis, it is worthwhile to
discuss the boundary between science and engineering. This is particularly
important, since applied research in computer science, as pursued in this
thesis, lies close to this boundary. Thus, a clear distinction between science
and engineering is necessary to inform the pursuit of possible research
directions and to ensure that efforts are directed at scientific contributions.

Eric Drexler, often described as the founding father of nanotechnology,
argues in his book “Radical Abundance: How a Revolution in Nanotechnology
Will Change Civilization” [98] that science and engineering differ at a
fundamental level, since science focuses on inquiry, while engineering focuses
on design. He further characterizes science as seeking for unique, correct
and generally applicable theories, which allow precise predictions and which
are disproven if a single prediction fails. Engineering on the other hand
seeks many alternative design options and favors designs, which are tailored
to a particular case, robust against error and are validated as soon as one
working solution is found.

From this general characterization of science as inquiry based and engi-
neering as design based, one can see that applied computer science research
is guided by engineering in that an initial design for a solution of a real
world problem consisting of known or conceivable components serves as
base to inform the choice of possible research directions. For example, one
possible solution design to the problem of document image transcription is
a pipeline consisting of image pre-processing, layout analysis, line segmenta-
tion, character recognition and language model based error correction. Such
a design allows to characterize each involved component based on its desired
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functionality and properties. If such components are already available, the
problem becomes purely an engineering problem, while scientific inquiry is
required if such components do not exist. Thus, engineering can help in
applied computer science research to identify knowledge gaps, which then
need to be filled through scientific inquiry.

Another distinction between science and engineering, which is relevant for
applied computer science research, is that science aims to formulate general
theories, while engineering aims for solutions tailored to a specific problem.
Thus, a solution, which exploits a specific property of a particular dataset
may be worthwhile from an engineering point of view, but does not qualify as
sufficient scientific contribution. Therefore, to make contributions to science,
inquiry needs to be directed at general solutions, which are applicable to a
wide range of similar problems.

3.2 The Scientific Method

After establishing the border between science and engineering, we can now
further clarify what is meant by science and the scientific method in general.
However, already defining the nature of science is a non trivial task, which
has occupied the philosophy of science for millennia. Therefore, we will
give here only a short overview over different explanation approaches for
the nature of science, based on Alan Chalmers’ introductory book on the
philosophy of science [99]. This overview will lead us to a contemporary
understanding and justification of science and scientific methodology, which
is adhered to in this thesis.

Inductivism An inductivist view on science supposes that scientific knowl-
edge is derived from observable facts. This means that higher level knowledge
is logically deduced from repeatable and unbiased observations, which can
then be used in further logical deductions. Ignoring all the issues with
observable facts, such as the dependency of observations on the observer’s
pre-existing knowledge, inductivism is faced with the problem that it is not
possible to logically deduce generalized statements from observations. A
common example for this problem is that of a turkey who has been fed by a
farmer every day so far. The turkey may therefore be tempted to deduce
that this feeding will continue — a hypothesis, which is bound to be proven
wrong on Thanksgiving.
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Falsificationism Falsificationism, as promoted by Karl Popper, avoids this
inability to derive general theories from facts, by formulating the theory first
and then making directed observations with the aim to falsify the proposed
theory. This demands that a theory is formulated in such a way that is
actually falsifiable. For example, the statement “tomorrow, the weather will
be the same as today or different” is not falsifiable, while the statement
“tomorrow, it will be sunny” is. Therefore, a good theory is by design
falsifiable, but not actually shown to be false. However, one issue with this
view on science is that it assumes that a theory is shown to be false if an
observation is made, which contradicts this theory. This can be an issue,
because there are two possible explanations for such a contradiction. Either
the theory is false or the observation is incorrect, incomplete or a peculiar
special case, and it is not always obvious which of these two possibilities is
true. Thus under this paradigm, a theory may be discarded prematurely,
the moment that falsifying evidence is observed.

Against Method Both, Inductivism and Falsificationism, attempt to give
an account of science, which emphasizes the special status of science and
characterizes a scientific method, which, if adhered to, makes a given activity
scientific. This idea of a universal scientific method is opposed to by Paul
Feyerabend, who argues that there is nothing special about science and that
the only general rule followed by commonly appreciated scientific discoveries
is: “anything goes”. Further, he stresses the danger of the idea that there is
one true scientific method, as it carries a dogmatism with the ability to stifle
scientific progress, as shown by the previous dogma of the church. While it
is certainly true that open ended scientific endeavor requires an openness to
improving and refining the applied methods and standards, one has to be
wary of the relativism contained in this philosophy. Taken to its extreme, as
advocated by Feyerabend, this relativism makes it impossible to distinguish
between astronomy and astrology, which is arguably an important distinction
to make.

New Experimentalism In contrast to Inductivism, Experimentalism, as
promoted by Deborah Mayo, uses experiments rather than observations as
the foundation for scientific knowledge. However, it allows generalization
from experimental results into derived theories, with the condition that those
derived theories are severely tested. This means that further experiments
are performed, which would likely fail if the theory was false. In this sense,
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Experimentalism is related to Falsificationism in that it seeks to falsify its
theories. In contrast to Falsificationism however, Experimentalism does
not simply discard the theory and moves on, but appreciates the error as
previously unknown effect, which can be used to refine the existing theory.
Experimentalism stresses the fact that experiments need not be, and in fact
have not always been, motivated by existing theory, but instead advocates
that theory should be closely derived from experiments just to the degree as
supported by experimental results. This however bears the problem that it
does not leave room for high-level theories and theory inspired experiments.

3.3 Employed Research Methodology

In this thesis, we follow an engineering approach to select our research
direction and to characterize the properties of a valid solution, for example,
fast and accurate image binarization. The carried out inquiry is then directed
at solutions, which are applicable to a wide range of textual document images.
Pursuing this inquiry, we follow mostly the scientific method advocated by
the New Experimentalism, as we start from theories derived from previous
experiments and expand or refine them through further experimentation.
More specifically, we derive new approaches from theory and evaluate their
impact on the objectives of interest empirically in a systematic way using
quantitative methods. While this is the case for most studies, Paper IV
deviates from this as it is a position paper with conclusions derived from
the literature in a qualitative way.

In general, we answer the research questions of this thesis by evaluating
different alternative approaches with respect to the relevant objectives.
These objectives are binarization quality, recognition performance, retrieval
performance, as well as execution time and reduction in training data. For
this evaluation, we use publicly available datasets and measure the respective
objectives as detailed below. The obtained results are then analyzed using
appropriate statistical tests.

Binarization Quality One important assessment used in answering the first
research question is the measurement of the binarization quality. This is
done by comparing the ground truth binarization result of an image with
the binarization result produced by the algorithm under investigation. The
measurement of binarization quality, as result of this comparison, is achieved
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using four standard measures. Those measures are F-Measure (FM), pseudo
F-Measure (Fps) [100], Distance Reciprocal Distortion Metric (DRD) [101]
and Peak Signal-to-Noise Ratio (PSNR).

FM is derived from the counts of True Positives (TPs), False Positives
(FPs) and False Negatives (FNs), which are used to compute precision and
recall. In image binarization, TPs refers to foreground pixels, which were
correctly labeled as such. Similarly, FPs are background pixels classified as
foreground, and FNs are foreground pixels classified as background. These
pixel counts are combined into precision and recall as follows:

precision = TP

TP + FP
(3.1)

recall = TP

TP + FN
(3.2)

Then, FM is computed as the harmonic mean of these two measures:

FM = 2 · precision · recall
precision+ recall

(3.3)

Fps, as proposed by Ntirogiannis et al. [100], is computed using the same
formula as FM except that pseudo precision and pseudo recall are used
instead of precision and recall. Pseudo precision rates the severity of FPs
less if they occur close to a foreground element, worse when they are far
away from any foreground element and worst if they are in the proximity
of foreground elements without being really close. The intuition of this is
that mislabeling, which make a foreground line slightly thicker do not affect
readability as much as speckles around letters. On the other hand, pseudo
recall rates FNs less severe when they do not cause a foreground line to be
interrupted and worse if they do. The idea of this is that uninterrupted
characters are easily readable, even though a few pixels of the character were
misclassified.

DRD, as proposed by Lu et al. [101], is a simpler measure, which also
considers certain labeling errors more severe than others based on an intuition
of labeling continuity. DRD basically focuses on each mislabeled pixel k and
its surrounding area of 5×5 pixels. In this area, DRD computes the weighted
sum DRDk of all pixels, which have a different label in the ground truth
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image than the mislabeled pixel. The weighted sums of all S mislabeled
pixels are added and divided by the number of nonuniform 8× 8 pixel blocks
in the ground truth image, denoted as NUBN , to achieve the final metric:

DRD =
∑S

k=1DRDk

NUBN
(3.4)

PSNR is a common measure for image quality, which assesses the ratio
between maximum signal strength and corrupting noise. This signal strength
is simply the highest possible pixel value MAXI and the noise is measured
using the mean square error MSE. The mean square error for a ground
truth image GT of size m× n and a binarized image B of the same size is:

MSE = 1
mn

m−1∑
i=0

n−1∑
j=0

[GT (i, j)−B(i, j)]2 (3.5)

PSNR is therefore defined as:

PSNR = 10 · log10

(
MAX2

I

MSE

)
(3.6)

Recognition Performance We measure the recognition performance of a
character recognition algorithm based on its recognition accuracy. We define
the accuracy acc as follows:

acc = 1
|Te|

∑
x∈T e

I[c(x) = ĉ(x)] (3.7)

Here, Te is the set of test instances x ∈ Te, I[·] is the indicator function,
and c(x) and ĉ(x) are the actual and the predicted class label for x respec-
tively. Therefore, the accuracy is high if the actual class is the same as the
predicted class for all test instances and it is low if this is not the case.
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Retrieval Performance The retrieval performance for word spotting is
measured using the Mean Average Precision (mAP). The mAP is the average
over the average precisions of all evaluation queries. The average precision
APq for a query q is defined as follows:

APq =
∑n

i=1 P (Rq,i, Eq) · I[ri ∈ Eq]
|Eq|

(3.8)

Here, Rq,i ⊆ Rq,n denotes the set of the first i, out of n, retrieved elements
for the query q. The set of relevant or expected elements for q is denoted by
Eq and I[·] is the indicator function, which is 1 if the ith retrieved element
ri ∈ Rq,i is relevant with respect to q and 0 otherwise. The function P (R,E)
returns the precision given the set of retrieved elements R and the set of
relevant or expected elements E. It is defined as follows:

P (R,E) = |R ∩ E|
|R|

(3.9)

Thus, the average precision is high if all elements relevant for the respec-
tive query are retrieved first and it is low if the elements retrieved first, or
ranked highest, are not relevant with respect to the query’s ground truth.

Execution Time Apart from the binarization quality, this thesis is con-
cerned with the time taken by an approach to perform the task of image
binarization. Therefore, to answer research question 1 we measure the time
taken by the algorithm under investigation to binarize an image. Since this
time is comparatively short, actions of the operating system, such as caching
or process scheduling, can easily lead to inaccurate measurement results. In
order to reduce the impact of these effects on our measurements, we per-
form those time measurements several times and report average binarization
times. In contrast, we measure the training time of our Recurrent Neural
Network (RNN) based binarization algorithm only once, since training takes
several hours, which makes the measurement less susceptible to operating
system interference.

Reduction in Training Data The most straightforward way to measure
the possible reduction in training data is to show that a proposed approach
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given l′ samples for training does not perform statistically significantly worse,
with respect to an appropriate metric, than the competing approach given l
training samples, with l′ < l. In this case the rate of reduction rr can be
calculated as follows:

rr = (l − l′)
l
· 100 (3.10)

However for certain approaches, it may be time consuming to identify the
smallest training set size l′, which does not result in statistically significant
worse performance. An alternative approach is to show that, given the same
number of training samples, the proposed approach achieves a statistically
significant better performance compared to the competing approach. This
shows that the amount of training data could be reduced for the proposed
approach to achieve a comparable performance to the competing approach.
However, it is not possible to compute the rate of reduction in this case.

3.4 Datasets

In order to evaluate the approaches presented in this thesis, as well as for
training machine learning models, we use several publicly available datasets.
These datasets are described in the following.

3.4.1 Binarization Datasets

Binarization Contest Datasets In conjunction with the biennial Document
Image Binarization Contest (DIBCO) and Handwritten Document Image
Binarization Contest (H-DIBCO), the organizers of the contests publish the
respective evaluation dataset after each contest. From these datasets, we use
the DIBCO datasets published in 2009 [27], 2011 [28] and 2013 [11], and the
H-DIBCO datasets published in 2010 [31], 2012 [10], 2014 [32] and 2016 [33].

The main difference between the DIBCO and H-DIBCO datasets is that
the H-DIBCO datasets consist of only handwritten documents, while the
DIBCO datasets consist of handwritten and printed documents. All six
datasets combined have 86 images with one dataset having at least 10 and at
most 16 images. Furthermore, all images show documents written or printed
on paper using Latin characters.
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AMADI_LontarSet The AMADI_LontarSet [12] on the other hand con-
tains in total 100 images with binarization ground truth, which are divided
into a training and a test set of 50 images each. The photographed documents
in this dataset are palm leaf manuscripts written in the Balinese language
using Balinese script, which have been taken from 9 different collections.
For each image, there are two ground truth images available, which do not
always agree with each other with respect to the foreground and background
labels to be assigned.

3.4.2 Character Recognition Datasets

MNIST Dataset The MNIST dataset [38] is a collection of images of
handwritten digits, which were written by US Census Bureau employees
and US high-school students. The dataset contains 60 000 training images
and 10 000 test images. There are ten digit classes and the images in this
dataset are gray scale images of size 28 × 28 pixels. Example images are
shown in Figure 2.3a on page 13. The MNIST dataset is the only dataset
of non historical documents used in this thesis. It has been used due to its
widespread use in character recognition.

KMNIST Dataset The Kuzushiji-MNIST (KMNIST) dataset [39] contains
character images written in cursive Japanese handwriting (Kuzushiji), which
have been taken from historical documents printed in the 18th century. This
dataset has been formatted to meet the same dataset characteristics as the
MNIST dataset. This means that there are also only ten character classes,
60 000 training and 10 000 test images, as well as that all character images
are 28× 28 pixels large gray scale images. Example images of the KMNIST
dataset are shown in Figure 2.3b on page 13.

3.4.3 Word Spotting Datasets

Alvermann Konzilsprotokolle Dataset The Alvermann Konzilsprotokolle
dataset is one of the two datasets used in the 2016 handwritten keyword spot-
ting competition (H-KWS 2016) [48]. It contains color images of whole pages
from the meeting minutes of the central administration of the University of
Greifswald, Germany written between 1794 and 1797, as well as segmented
line and word images including their transcriptions. The dataset contains
three training sets containing 1 849, 5 968 and 9 102 word images respectively,
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as well as one test dataset containing 3 891 word images. Additionally, the
Query-by-Example (QbE) and Query-by-String (QbS) queries for evaluation
are provided together with the test dataset.

Botany Dataset The Botany dataset is the second dataset used in the
H-KWS 2016 competition [48]. As the Konzilsprotokolle dataset, it contains
color images of whole pages, as well as segmented line and word images
including their transcriptions. However, the documents in this dataset are
from the India Office Records and are concerned with the botany in British
India. The dataset also contains three training sets with 1 684, 3 611 and
16 686 word images each, as well as a test dataset with 3 318 images. Query
images and words for the QbE and QbS cases are provided as well.

George Washington Dataset The George Washington dataset contains
gray scale images of 20 pages of George Washington’s letters, as well as
segmented word images and corresponding transcriptions. In total, the
dataset consists of 4 856 word images of 1 187 unique words. Since there is
no official split of the data into train, validation and test set, we use the
same splits as Almazán et al. [49]. Furthermore, the George Washington
dataset does not have a dedicated set of query images or words for the QbE
and QbS case. Therefore, we use all words in the selected test set as query
words and all images of the test set as query images, provided there is at
least one other image with the same word in the test set.

3.5 Statistical Analysis

In this thesis, we use a variety of statistical tests to analyze the measurement
results of the performed experiments. The objective of most of the performed
tests is to confirm or reject statistically significant differences between
different algorithm configurations or strategies. In the following, we motivate
the use of tests commonly performed in this thesis and describe them briefly.

Normality Testing When analyzing measurement data, it is generally
advisable to test if the data follows a normal distribution. This is the case,
since a key assumption of many statistical tests is that the analyzed data is
normally distributed. Thus, those tests should not be applied in case of non-
normally distributed data. Alternatively to these tests, which are commonly
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called parametric tests, there are non-parametric tests, which do not make
assumptions regarding the underlying distribution of the analyzed data.
While these tests can be applied regardless of the underlying distribution,
parametric tests are generally preferable over non-parametric tests, since
they have a higher statistical power.

In order to assess whether a given data sample was drawn from a normal
distribution, the Shapiro-Wilk test [102] can be used. The null hypothesis
of this test is that the given sample was drawn from a normal distribution.
Therefore for p-values smaller than the set alpha level, this hypothesis is
rejected and the analyzed sample is considered as not being drawn from a
normal distribution.

Hypothesis Testing using a Repeated Measures Design The comparison
between different algorithm configurations or strategies based on the same
input data can be framed as repeated measures design. In this design,
each input image is one subject and each configuration or strategy is one
treatment, which is applied to this subject. This interpretation allows to
account for the dependencies between the measurements for the respective
algorithm configurations and strategies.

A detailed description of the parametric hypothesis test suitable for
this design can be found in “Introduction to Probability and Statistics” by
Milton and Arnold [103]. Here, the authors describe an Analysis of Variance
(ANOVA) procedure for a randomized complete block design with fixed
effects. The repeated measures design is a special case of this design, since
its subjects are identical for each treatment, instead of just equivalent as in
the block design. Therefore, the described test procedure can be applied to
test the null hypothesis that there is no statistically significant difference
between the measurement means for the different algorithm configurations
or strategies.

The Friedman test [104] is generally considered as an alternative non-
parametric test for the repeated measures design. This test operates on
the ranked measurement results rather than on the raw measurement data.
Therefore, the tested null hypothesis is slightly different from ANOVA, since
it tests for statistically significant median differences. However as pointed
out by Baguley [105], the ranking is only applied within each of the subjects.
This means that the Friedman test allows comparisons only within subjects
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and ignores result differences between subjects, which effectively reduces its
statistical power.

As alternative to the Friedman test, Zimmerman and Zumbo [106]
propose to apply a rank transform to the measurement results for all n
subjects and k treatments. After ranking the data using ranks ranging from
1 to nk, a simple repeated measures ANOVA test can be applied to the data.

Pairwise Comparisons After establishing that there are differences between
the analyzed algorithm configurations or strategies, it is necessary to find
out which configurations or strategies differ. For this, one can use multiple
pairwise tests. Here, it is important to note that the p-values need to be
adjusted to account for the fact that repeatedly performed tests increase the
chance of type I errors, i.e., the rejection of a true null hypothesis. This is
the case since for every pairwise comparison there is a low probability that
such an error occurs. If enough pairwise comparisons are performed without
adjusting the p-value, this probability rises to 100%.

When the measurement data to analyze is normally distributed, Tukey’s
test [107] can be performed to carry out the pairwise comparison. If this is
not the case, the Wilcoxon rank-sum test [108] can be applied together with
the Holm correction method [109] to account for the repeated comparisons.

Correlation Apart from comparing the performance of different approaches,
it is relevant for certain analyses to assess the relationship between two mea-
sures, such as binarization quality and execution time. This can be done by
calculating the Pearson product-moment correlation coefficient [110], which
is a measure for the linear correlation between two inputs. In case a linear
correlation cannot be assumed, Spearman’s rank correlation coefficient [111]
can be used instead.

3.6 Validity Threats

The main concern regarding the validity of the contributions of this thesis is
generalizability. While we perform statistical tests to ensure that identified
effects and reached conclusions are not due to chance, all effects are measured
on a limited set of existing benchmark datasets. Certain peculiarities of these
benchmark datasets may affect the generalizability of our reached conclusions.
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For example, most of the benchmark images are comparatively small. This
may affect conclusions drawn regarding execution performance, since inherent
overheads may dominate the processing time for small images, which would
become negligible for larger images. Furthermore, the limited number of
datasets used may not be representative enough to ensure generalization to
real world applications.

Similarly, the use of public datasets can result in a threat to the gen-
eralizability of our results regarding data efficiency. This is the case, since
common learning based algorithms and their training procedures, which we
use particularly in Paper V and Paper VI, may be optimized for these
particular datasets. This means that reducing the number of samples needed
for training may be more successful on these datasets than on an unknown
dataset.

Another threat to the generalizability of particularly Paper III is that
the feedback of only one user was analyzed. Therefore, the obtained results
may not generalize to other users.
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4
Results

4.1 Time Efficiency

The three main directions for approaching the first research question re-
garding improving the execution performance of document image binariza-
tion are heterogeneous computing, parameter prediction and increasing the
throughput. In Paper I, we explore the first two directions for one chosen
state-of-the-art algorithm, viz., Howe’s Binarization Algorithm (HBA) [2].
We use heterogeneous computing to parallelize the algorithm’s execution and
use parameter prediction instead of a slow parameter tuning procedure to
find suitable parameters for HBA. In Paper II, we increase the throughput
of a Recurrent Neural Network (RNN) based binarization algorithm by
increasing the number of pixels processed per time step. In the following,
we describe each of the pursued directions in more detail and point out
the respective contributions. In the end of this section, we discuss which
conclusions can be drawn from the obtained results with respect to the first
research question.

Heterogeneous Computing For improving the algorithm implementation,
we divide HBA into three parts and select suitable Central Processing Unit
(CPU) and Graphics Processing Unit (GPU) implementations for each part.
Those three parts are the Laplacian computation, which assesses the change
in pixel intensity for a given gray scale image, the Canny edge detection,
which extracts the edges present in the given image, and the graph cuts based
energy minimization, which assigns foreground and background labels to
pixels by trading off observed changes in intensity against labeling continuity
at non edges. One noteworthy aspect of selecting suitable implementations
is that we chose different algorithms for the energy minimization for CPU
and GPU. While the characteristics of the Ford-Fulkerson algorithm [112]
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are more suitable for CPU implementations, the push-relabel algorithm by
Goldberg and Tarjan [113] suits GPUs better, since it performs many local
operations, which are better parallelizable.

The first finding of Paper I is concerned with the push-relabel algorithm
used for the GPU implementation. We find that a global processing step,
commonly known as global relabel, needs to be performed regularly to
achieve reasonable execution times for the graph cut computation. We
attribute this to the relatively complex structure of written documents,
which makes repeated global steps necessary to avoid many unnecessary
local steps. Another finding regarding the first direction for improved
execution performance is that executing all three parts of HBA on the
GPU yields the best execution performance without loosing binarization
quality. On average, this configuration is 3.5 times faster than executing all
parts of HBA on the CPU. However, the results also show that there is no
significant difference in execution time between performing edge detection
on the CPU or on the GPU. This may be interesting if more than one image
should be binarized at once, since it would allow to process the images in a
pipelined fashion. In this pipeline, the Laplacian computation and especially
the Canny edge detection could be executed on the CPU, while the more
computation heavy energy minimization could be executed on the GPU. In
this way, faster image batch processing times could be achieved.

Parameter Prediction The most important parameters of HBA are the
high threshold thi for the Canny edge detection algorithm and the penalty
value c for the energy minimization. The parameter thi constitutes the
main threshold to determine when a pixel should be classified as edge pixel.
Thus, a lower value for thi results in a high number of edges and vice versa.
The penalty value c on the other hand enforces labeling continuity with
high c values leading to few transitions between foreground and background
labels at non edges. In order to achieve a better execution performance, we
exchange Howe’s tuning algorithm for these two parameters [114] with multi-
variate regression using random forests [115]. As features for the prediction,
we use Haralick et al.’s co-occurrence matrix contrast and homogeneity [116],
as well as the estimated mean intensity at image edges and the estimated
background standard deviation.

We find that this regression based approach chooses parameter settings,
which produce binarized images with a binarization quality comparable
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to parameters found using Howe’s tuning algorithm. However, due to the
reduced computational effort to obtain these parameters, this method can
find suitable parameters and binarize a given image on average 1.7 times
faster than Howe’s original approach. This is the case, because Howe’s
approach binarizes a given image several times with different parameter
settings and chooses a suitable parameter setting based on a stability measure.
On the other hand, our approach binarizes a given image only once after
extracting the image features and predicting a suitable parameter setting.
Therefore, one can expect a higher difference in execution times between
Howe’s approach and ours for larger input images. Another noteworthy
finding regarding the parameters thi and c is that good parameters in
terms of binarization quality are also good parameters in terms of execution
performance. We attribute this effect to the fact that good parameter
settings simplify the energy minimization problem, which dominates the
execution time of HBA.

Throughput Increase We show how the binarization time for an RNN
based approach can be reduced by increasing its throughput, i.e., the number
of image pixels, which are processed per time step. Since RNNs process
sequences of inputs, an image needs to be converted into a sequence of input
pixels, which is then processed by the RNN one pixel per time step. In order
to keep these sequences at a processable length, the image is normally cut
into image blocks, which are then converted into sequences. In our approach,
we increase the number of pixels processed per time step by feeding blocks of
f × f pixels into the network at a time. This naïve parallelization approach
naturally reduces the length of the sequence to process and therefore should
reduce binarization and training times. However, this approach also makes
the learning problem more difficult, since the dimensionality of the target
vector to be computed per time step rises from one to f2 dimensions.

In our evaluation of the footprint sizes 2, 4 and 8, we find that increasing
the footprint size f leads to the expected shorter execution times for binariza-
tion and training. Furthermore, we find that a footprint size of 8 leads to a
statistically significant decrease in binarization quality. However, we identify
a footprint size of 4 as suitable with respect to execution performance and
surprisingly as best footprint size with respect to binarization quality.
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Conclusion In this section, we have shown that the three explored directions
for improving the execution performance of document image binarization
algorithms are feasible in case of the chosen algorithms. This is an encour-
aging result, since it exemplifies that heterogeneous computing, parameter
predictions and simple throughput enhancements can lead to more time
efficient image binarization.

More specifically, we have seen that implementations using the parallel
computing capabilities of GPUs can improve their execution performance.
While this is not surprising, we have seen that GPU based algorithms may
have to be adjusted to the document analysis domain, as in the case of
global relabel. Furthermore, we have seen that it is worthwhile to explore if
parts of an algorithm can be executed on the CPU in parallel to other parts,
which are executed on the GPU. This may speed up the overall algorithm
execution further.

While parameter prediction is clearly algorithm dependent, many image
binarization algorithms have important parameters, which allow them to be
adjusted to particular document images. Therefore, exploring the possibility
to use parameter prediction may be one feasible way to reduce user or
computation time spent on finding suitable parameter values.

Lastly, we have seen that throughput matters for RNN based binarization
algorithms, since it can reduce the lengths of the processed sequences. Thus,
increasing the number of image pixels processed at each time step can reduce
the processing time without affecting the binarization performance if a
reasonable footprint size is chosen.

4.2 Data Efficiency

We approach the second research question regarding data efficiency through
user feedback in Paper III. This paper addresses the problem by proposing
user based sample selection for image binarization. Based on the results of
this study, we identify three problem areas related to this research question.
Those areas are an ambiguous Interactive Machine Learning (iML) definition,
inefficient transfer mechanisms from user to learner, and the infeasibility of
manual sample selection. We address the first problem area in Paper IV by
proposing Guided Machine Learning (gML) together with an unambiguous
definition. The second area is approached in Paper V using the Learning
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Using Privileged Information (LUPI) paradigm, while automated sample
selection is explored in Paper VI to address the last problem area.

User Based Sample Selection In this first attempt to reduce the required
training data for a document analysis algorithm using user feedback, we
use image binarization as the document analysis task and the RNN based
binarization algorithm from Paper II as the neural network based algorithm.
Here, we follow the ideas of Fails and Olsen [117] for iML based semantic
segmentation. Similar to their approach, we provide the user with a visual-
ization of the current binarization performance on an image and let the user
choose which pixels to label in order to improve the binarization quality.
Reductions in labeling effort, compared to standard supervised learning, are
thus due to the user’s choice of pixels. We support this choice by providing
the user additionally with a visualization of the network’s uncertainty.

In this study, we show that letting the user select training samples based
on readability and visualized uncertainty can have a positive impact on the
binarization quality given a fixed number of labeled instances. This in turn
means that with the proposed approach fewer labeled instances would have
to be provided by a user to achieve the same binarization quality as achieved
by supervised learning with more samples.

While we observe a positive effect of the proposed user based sample
selection approach for binarization, this improvement is limited. We assume
that this is caused by the fact that the user can only choose which ground
truth information to provide in order to pass information about the task
to the learning algorithm. Therefore, we conclude that a more efficient
approach is needed to transfer knowledge from the user to the learner.

Apart from the inefficient feedback mechanism, we observe that the
selection of suitable pixels to label is time consuming and thus not an
efficient use of the user’s time. In order to improve this, we conclude that
automated sample selection or sample pre-selection is needed to help focusing
the user’s efforts.

Lastly, we find that iML, which served as starting point for this study
is not well defined, which may impede further systematic research in this
direction. While we provide a general outline of gML as an alternative term
in this study, more systematic considerations are required.

45



4. Results

Guided Machine Learning (gML) To address the identified shortcomings
of existing iML definitions, we summarize and discuss these shortcomings.
Furthermore, we derive a definition for gML, which avoids the identified
issues, and discuss its consequences with respect to other research areas in
machine learning.

The main issues of common iML definitions are that they either define
iML in a way which becomes indistinguishable from machine learning, or
mandate the presence of a human user, making the applicability of the
definition dependent on the deployment context. Furthermore, we argue
that the word interactive can cover two different scenarios, viz., directed
interaction with the aim to achieve an improvement in performance or
undirected interaction without such aim. Since iML approaches focus on
the former case, this would either need to be defined or could be clarified by
using the word guided instead of interactive to make this distinction.

In order to avoid the identified issues, we define learning through guidance
by adapting Mitchell’s definition of machine learning [17] as follows:

Definition 4.1. A computer program is said to learn through guidance G
from a human H with respect to some class of tasks T and performance
measure P, if its performance at tasks in T, as measured by P, improves
through actions performed by H, given that these actions are dependent on
the program’s current state and aim to achieve such an improvement.

Based on this definition, we define gML as follows:

Definition 4.2. Guided machine learning is concerned with the design of
interfaces for human users, which enable a user to perform actions, which
allow a computer program to learn from this guidance.

This definition creates a clear boundary to general machine learning by
requiring a user interface to receive guidance feedback, while not necessarily
mandating the presence of a human user. Based on this definition, it is
possible to clearly identify gML approaches.

Learning Using Privileged Information (LUPI) We aim to address the
issue of inefficient knowledge transfer from the user to the learner with help
of the LUPI paradigm. Since LUPI allows learning from fewer samples due
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to the availability of a privileged feature representation of a set of training
instances, it is a suitable candidate for a more efficient feedback interface.
Instead of providing more labeled data, using a LUPI based interface, the
user is asked to provide the privileged information representation of a set of
training samples. Using an appropriate transfer mechanism, the information
contained in this privileged representation is then transferred to the actual
learner.

In Paper V, we choose character recognition as document analysis
task, since it is a simple problem allowing fast exploration, while at the
same time sharing characteristics with more complex analysis tasks, such
as word spotting. As privileged information, we choose character graphs as
representation of the character images. This is a reasonable choice, since
these graphs capture the visual variations of the different training instances,
while using graph edit distance based recognition requires fewer training
samples than neural network based approaches. We transfer the knowledge
from the graphs, i.e., the privileged information domain, to a Convolutional
Neural Network (CNN) based character recognizer by learning to predict the
graph edit distance between two graphs from their corresponding images.

We show that pre-training the CNN base of the character recognizer
with help of the graph information achieves better recognition rates than a
CNN based recognizer trained on the same number of images, if 100 or less
training images are available. However, this is only possible if we use many
unlabeled images and automatically extracted graphs to learn to predict the
graph edit distance. While this does not affect the overall goal of this study
to reduce the number of labeled training samples, it makes it infeasible for
users to provide the character graphs by hand. This shows that the chosen
knowledge transfer, i.e., learning the graph edit distance, is not suitable,
since it requires a large number of training samples. Thus, a better method
of knowledge transfer would be required to make use of graphs as privileged
information.

Automated Sample Selection We address the infeasibility of manual sam-
ple selection by pursuing automated sample selection. Here, the main
constraint is that the real labels of the instances to be selected are not
known during the selection process, since the user should get involved only
after the instances have been selected. In order to achieve this requirement, it
is important to find a suitable sample representation, so that a representative
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training set, with respect to the current task, can be selected.

In Paper VI, we use word spotting as document analysis task for which
samples should be selected and we evaluate three different word image rep-
resentations. These representations are a temporal pyramid representation
based on pixel counts, a graph based representation, and a Pyramidal His-
togram of Characters (PHOC) representation predicted by a PHOCNet [46].
The PHOCNet for extracting the PHOC representation is initially trained
on synthetic data. However, labeled data is used to adjust this model once
it is available, resulting in an active learning [118] scheme. Based on the
extracted word image representations, we select a fixed number of images
using the iterative projection and matching approach [68].

We show that using the PHOC representation the number of required
training samples for word spotting can be reduced by up to 69% without
affecting the word spotting performance in a statistically significant way.
This works particularly well if a larger number of training samples are
selected, due to the active learning component of this representation. When
only few samples are to be selected, we have shown that the temporal
pyramid representation and the graph representation can perform as good
or better than random selection. In general, we have shown that automated
sample selection can help to reduce the user’s effort in a considerable way.

Conclusion In this section, we have explored the possibility to use user
feedback as a possible mean to reduce the number of training samples
required to train document analysis algorithms. Based on an initial study
on user based sample selection, we have identified three problem areas
connected to this goal. These problem areas were ambiguous definitions of
iML, inefficient knowledge transfer from the user to the learner, and the
inefficiency of manual sample selection.

We have addressed the first problem area by proposing an unambiguous
definition for gML, which can be used as point of reference for further
investigations of user feedback based learning algorithms. Furthermore, we
have explored character graphs as privileged information in a LUPI based
approach to create a more efficient knowledge transfer from the user to the
learner. While character graphs appear promising for this purpose, the used
knowledge transfer mechanism from the domain of privileged features to the
domain of normal features has not been efficient enough to allow manually
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provided privileged information. Thus, further investigation is needed to
find a more efficient transfer mechanism. Lastly, we have addressed the
third problem area by proposing different word image representations for
automated sample selection. We have shown that the proposed approaches
can help to achieve a significant reduction in required training samples,
which translates to a considerable reduction of user effort.

4.3 Summary

With the help of our results outlined in Sections 4.1 and 4.2, we can answer
the research questions of this thesis as follows.

RQ I: What are possible ways to speed up document image binarization?

We have shown that the execution performance of document image bina-
rization can be increased with help of heterogeneous computing, parameter
prediction, and enhanced throughput. In particular, we have shown in
Paper I that mapping all parts of HBA [2] onto the GPU yields a 3.5 times
faster execution compared to executing all parts on the CPU. Furthermore,
we have shown that random forests based prediction of important algorithm
parameters can yield a further 1.7 time increase in execution performance
for HBA. In Paper II, we have shown that increasing the throughput of an
RNN based binarization algorithm from 4 pixels per time step to 16 pixels
per time step results in 3.8 times faster binarization without affecting the
binarization quality.

RQ II: What are possible ways to gather and use user feedback to reduce the
number of training samples needed to train neural network based document
analysis algorithms?

In this thesis, we have identified gML as a general approach to achieve
this goal. We have proposed a simplistic gML system in Paper III for
image binarization and, based on this work, we have identified three lines of
investigation. The first line is the clarification of gML as area of research,
which we have addressed in Paper IV by providing an unambiguous defini-
tion of gML. The second line of research is the identification of interfaces
between users and learners, which enable more efficient knowledge transfer
than plain labeled data. In Paper V, we have explored LUPI as base for
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such an interface for character recognition. The third line of research is
the identification of training samples the user should give feedback on. We
follow this line of research in Paper VI by evaluating different word image
representations to facilitate sample selection for word spotting.
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5
Conclusions and Future Work

In this thesis, we have explored different directions for making different
document analysis tasks more efficient with respect to the execution per-
formance, as well as with respect to the use of training samples. The main
contributions of this thesis are the following:

• We have shown specific examples for improving the execution perfor-
mance of image binarization using heterogeneous computing, parameter
prediction, and throughput enhancements for one heuristic based and
one Recurrent Neural Network (RNN) based binarization algorithm,
which improved the execution performance by a factor of 3.5, 1.7, and
3.8 respectively.

• We have proposed and defined Guided Machine Learning (gML) as
a general approach for using user feedback to reduce the number of
training samples required for training machine learning algorithms.

• We have implemented one simple gML system, as well as explored
two improvements for gML systems using the Learning Using Privi-
leged Information (LUPI) paradigm and sample selection, which have
resulted in the reduction of required training data of up to 69%.

In the future, we are planning to further develop the idea of gML by
exploring other possible mechanisms, which allow an efficient knowledge
transfer from the user to the learner. Furthermore, we are planning to
explore other application areas for gML to test the transferability of the
identified mechanisms to other domains.

As a first step, we plan to collect current approaches and knowledge
transfer mechanisms in a comprehensive literature review. While there have
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been literature reviews for Interactive Machine Learning (iML), these studies
have either focused on motivating iML for one application domain, i.e.,
health informatics [55], or focused on user interface design [54]. In contrast,
we are planning to focus on the mechanisms, which can be used to enable
such user interfaces to transfer knowledge from the user to the learner.

Another possible future direction is to combine our findings from Pa-
per V and Paper VI in one gML system for word spotting. Such a system
could use our sample selection approach to identify word images for which
users should provide privileged information. Then the knowledge gained
from the privileged feature space would be transferred to the normal feature
space. The main challenge here is to identify a suitable privileged feature
representation of the word images.
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Acronyms

ALU Arithmetic Logic Unit. 16

ANOVA Analysis of Variance. 37, 38

API Application Programming Interface. 17

CNN Convolutional Neural Network. 12, 14, 47, Glossary: Convolutional
Neural Network

CPU Central Processing Unit. 4, 15–17, 23, 41, 42, 44, 49

DIBCO Document Image Binarization Contest. 12, 24, 34, Glossary:
Document Image Binarization Contest

DRD Distance Reciprocal Distortion Metric. 31

FM F-Measure. 30, 31

FN False Negative. 31

FP False Positive. 31

Fps pseudo F-Measure. 30, 31

gML Guided Machine Learning. 2, 3, 5, 17–19, 21, 25, 26, 44–46, 48, 49,
51, 52, Glossary: Guided Machine Learning

GPU Graphics Processing Unit. 4, 15–17, 23, 41, 42, 44, 49

H-DIBCO Handwritten Document Image Binarization Contest. 12, 24,
34, Glossary: Handwritten Document Image Binarization Contest
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Acronyms

HBA Howe’s Binarization Algorithm. 41–43, 49

iML Interactive Machine Learning. 2, 4, 5, 17, 44–46, 48, 51, 52, Glossary:
Interactive Machine Learning

k-NN k-Nearest Neighbors. 14

LUPI Learning Using Privileged Information. 3, 5, 21, 44, 46, 48, 49, 51

mAP Mean Average Precision. 33

MLP Multilayer Perceptron. 14

PHOC Pyramidal Histogram of Characters. 47, 48

PSNR Peak Signal-to-Noise Ratio. 31, 32

QbE Query-by-Example. 14, 15, 36

QbS Query-by-String. 14, 15, 36

RNN Recurrent Neural Network. 4, 12, 33, 41, 43–45, 49, 51, Glossary:
Recurrent Neural Network

SVM Support Vector Machine. 14, 19

TP True Positive. 31
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Glossary

Character Recognition is a document analysis and recogntition task,
which aims at identifying a single, segmented character. 3, 5, 7, 9, 15,
46, 49

Convolutional Neural Network is an artificial neural network, which
restricts the number of learnable parameters by learning small filters,
which are applied to all pixels in an image. 12, 47

Deep Learning is a branch of machine learning, which is concerned with
learning representations of the real world by learning a concept hierar-
chy, starting from low level concepts, which are then combined into
more and more high level ones. 12

Document Image Binarization Contest is a contest for image bina-
rization algorithms, which is held in conjunction with the biennial
International Conference on Document Analysis and Recognition. 12,
34

Guided Machine Learning is concerned with the design of interfaces for
human users, which enable a user to perform actions, which allow a
computer program to learn from this guidance. 2, 17, 21, 44, 51

Handwritten Document Image Binarization Contest is a contest for
image binarization algorithms, which is held in conjunction with the
biennial International Conference on Frontiers in Handwriting Recog-
nition. 12, 34

Heterogeneous Computing is a programming paradigm, which distributes
different parts of a computation to processors of different processor
types. 2, 15–17, 41, 44, 49, 51
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Glossary

Image Binarization is an document analysis and recognition task with
the goal to separate text foreground from page background. 1, 3, 7,
9–12, 22, 23, 25, 30, 31, 33, 41, 44, 45, 49, 51

Image Transcription is a document analysis and recogntition task, which
aims at converting images of handwritten or printed text into digital
text. 1, 11

Interactive Machine Learning is the systematic study of algorithms and
systems that improve their knowledge or performance through interac-
tion with external (human) agents. 2, 17, 44, 51

Recurrent Neural Network is an artificial neural network, which incor-
porates function loops enabling it to store information. 4, 12, 33, 41,
51

Sample Selection is concerned with algorithms, which select an optimal
sub-set from a larger training dataset with respect to some objective.
3, 49, 51, 52

Semantic Segmentation is a computer vision task, which aims at sep-
arating different objects in an image from each other by assigning
different labels to the respective pixels. 10

Word Spotting is a document analysis and recogntition task, which aims
at finding query words in a collection of document images. 1, 3, 5, 7,
9, 11, 14, 15, 24, 25, 33, 46–49, 52

56



Bibliography

[1] J. Sauvola and M. Pietikäinen. “Adaptive document image binariza-
tion”. In: Pattern Recognition 33.2 (2000), pp. 225–236.

[2] N. R. Howe. “A Laplacian Energy for Document Binarization”. In:
11th International Conference on Document Analysis and Recognition.
IEEE. 2011, pp. 6–10.

[3] Q. N. Vo, S. H. Kim, H. J. Yang, and G. Lee. “Binarization of
degraded document images based on hierarchical deep supervised
network”. In: Pattern Recognition 74 (2018), pp. 568–586.

[4] D. Doermann. “The indexing and retrieval of document images: A
survey”. In: Computer Vision and Image Understanding 70.3 (1998),
pp. 287–298.

[5] M. Rusiñol, D. Aldavert, R. Toledo, and J. Lladós. “Efficient segmen-
tation-free keyword spotting in historical document collections”. In:
Pattern Recognition 48.2 (2015), pp. 545–555.

[6] P. Krishnan, K. Dutta, and C. Jawahar. “Word spotting and recogni-
tion using deep embedding”. In: 13th IAPR International Workshop
on Document Analysis Systems. IEEE. 2018, pp. 1–6.

[7] K. M. Sayre. “Machine recognition of handwritten words: A project
report”. In: Pattern Recognition 5.3 (1973), pp. 213–228.

[8] A. Graves and J. Schmidhuber. “Offline handwriting recognition with
multidimensional recurrent neural networks”. In: Advances in Neural
Information Processing Systems. 2009, pp. 545–552.

[9] S. K. Jemni, Y. Kessentini, S. Kanoun, and J.-M. Ogier. “Offline
Arabic Handwriting Recognition Using BLSTMs Combination”. In:
13th IAPR International Workshop on Document Analysis Systems.
IEEE. 2018.

57



Bibliography

[10] I. Pratikakis, B. Gatos, and K. Ntirogiannis. “ICFHR 2012 com-
petition on handwritten document image binarization (H-DIBCO
2012)”. In: 13th International Conference on Frontiers in Handwriting
Recognition. IEEE. 2012, pp. 817–822.

[11] I. Pratikakis, B. Gatos, and K. Ntirogiannis. “ICDAR 2013 Docu-
ment Image Binarization Contest (DIBCO 2013)”. In: 12th Inter-
national Conference on Document Analysis and Recognition. IEEE.
2013, pp. 1471–1476.

[12] M. W. A. Kesiman, J. C. Burie, G. N. M. A. Wibawantara, I. M. G.
Sunarya, and J. M. Ogier. “AMADI_LontarSet: The First Handwrit-
ten Balinese Palm Leaf Manuscripts Dataset”. In: 15th International
Conference on Frontiers in Handwriting Recognition. IEEE. 2016,
pp. 168–173. doi: 10.1109/ICFHR.2016.0042.

[13] D. Marr. Vision: A computational investigation into the human rep-
resentation and processing of visual information. MIT Press. MIT
Press, 1982.

[14] P. Svensson. “The Landscape of Digital Humanities”. In: Digital
Humanities 4:1 (2010).

[15] S. Marinai. “Introduction to document analysis and recognition”.
In: Machine learning in document analysis and recognition. Springer,
2008, pp. 1–20.

[16] P. Flach. The Art and Science of Algorithms that Make Sense of Data.
Cambridge University Press, 2012.

[17] T. M. Mitchell. Machine learning. McGraw-Hill, 1997.
[18] R. Szeliski. Computer vision: algorithms and applications. Springer

Science & Business Media, 2010.
[19] R. O. Duda, P. E. Hart, D. G. Stork, et al. Pattern classification.

Vol. 2. Wiley New York, 1973.
[20] S. Russell and P. Norvig. “Artificial intelligence: a modern approach”.

In: Prentice Hall Press (2009).
[21] P. Pacheco. An introduction to parallel programming. Elsevier, 2011.
[22] M. Thoma. “A survey of semantic segmentation”. In: arXiv preprint

arXiv:1602.06541 (2016).

58

https://doi.org/10.1109/ICFHR.2016.0042


Bibliography

[23] H. Zhu, F. Meng, J. Cai, and S. Lu. “Beyond pixels: A comprehen-
sive survey from bottom-up to semantic image segmentation and
cosegmentation”. In: Journal of Visual Communication and Image
Representation 34 (2016), pp. 12–27.

[24] A. Garcia-Garcia, S. Orts-Escolano, S. Oprea, V. Villena-Martinez,
and J. Garcia-Rodriguez. “A review on deep learning techniques ap-
plied to semantic segmentation”. In: arXiv preprint arXiv:1704.06857
(2017).

[25] N. Otsu. “A Threshold Selection Method from Gray-Level Histograms”.
In: Automatica 11.285-296 (1979), pp. 23–27.

[26] W. Niblack. “An Introduction to Digital Image Processing”. In:
Prentice-Hall, Englewood Cliffs, 1986, pp. 115–116.

[27] B. Gatos, K. Ntirogiannis, and I. Pratikakis. “DIBCO 2009: document
image binarization contest”. In: International Journal on Document
Analysis and Recognition 14.1 (2011), pp. 35–44.

[28] I. Pratikakis, B. Gatos, and K. Ntirogiannis. “ICDAR 2011 Document
Image Binarization Contest (DIBCO 2011)”. In: 11th International
Conference on Document Analysis and Recognition. 2011, pp. 1506–
1510. doi: 10.1109/ICDAR.2011.299.

[29] I. Pratikakis, K. Zagoris, G. Barlas, and B. Gatos. “ICDAR2017
Competition on Document Image Binarization (DIBCO 2017)”. In:
14th International Conference on Document Analysis and Recognition.
Vol. 1. 2017, pp. 1395–1403.

[30] I. Pratikakis, K. Zagori, X. Karagiannis, L. Tsochatzidis, T. Mondal,
and I. Marthot-Santaniello. “ICDAR 2019 Competition on Document
Image Binarization (DIBCO 2019)”. In: International Conference on
Document Analysis and Recognition. IEEE. 2019, pp. 1546–1556.

[31] I. Pratikakis, B. Gatos, and K. Ntirogiannis. “H-DIBCO 2010 - Hand-
written Document Image Binarization Competition”. In: 12th Inter-
national Conference on Frontiers in Handwriting Recognition. IEEE.
2010, pp. 727–732.

[32] K. Ntirogiannis, B. Gatos, and I. Pratikakis. “ICFHR2014 Com-
petition on Handwritten Document Image Binarization (H-DIBCO
2014)”. In: 14th International Conference on Frontiers in Handwriting
Recognition. IEEE. 2014, pp. 809–813.

59

https://doi.org/10.1109/ICDAR.2011.299


Bibliography

[33] I. Pratikakis, K. Zagoris, G. Barlas, and B. Gatos. “ICFHR2016 Hand-
written Document Image Binarization Contest (H-DIBCO 2016)”. In:
15th International Conference on Frontiers in Handwriting Recogni-
tion. 2016, pp. 619–623. doi: 10.1109/ICFHR.2016.0118.

[34] I. Pratikakis, K. Zagori, P. Kaddas, and B. Gatos. “ICFHR 2018 Com-
petition on Handwritten Document Image Binarization (H-DIBCO
2018)”. In: International Conference on Frontiers in Handwriting
Recognition. IEEE. 2018, pp. 489–493.

[35] B. Su, S. Lu, and C. L. Tan. “Robust document image binarization
technique for degraded document images”. In: IEEE transactions on
image processing 22.4 (2013), pp. 1408–1417.

[36] C. Tensmeyer and T. Martinez. “Document Image Binarization with
Fully Convolutional Neural Networks”. In: 14th International Con-
ference on Document Analysis and Recognition. 2017, pp. 99–104.

[37] M. Z. Afzal, J. Pastor-Pellicer, F. Shafait, T. M. Breuel, A. Dengel,
and M. Liwicki. “Document Image Binarization using LSTM: A
Sequence Learning Approach”. In: Proceedings of the 3rd International
Workshop on Historical Document Imaging and Processing. ACM.
2015, pp. 79–84.

[38] L. Bottou et al. “Comparison of classifier methods: a case study in
handwritten digit recognition”. In: 12th IAPR International Confer-
ence on Pattern Recognition. Vol. 2. 1994, pp. 77–82.

[39] T. Clanuwat, M. Bober-Irizar, A. Kitamoto, A. Lamb, K. Yamamoto,
and D. Ha. “Deep Learning for Classical Japanese Literature”. In:
arXiv preprint arXiv:1812.01718 (2018).

[40] D. Keysers, T. Deselaers, C. Gollan, and H. Ney. “Deformation models
for image recognition”. In: IEEE Transactions on Pattern Analysis
and Machine Intelligence 29.8 (2007), pp. 1422–1435.

[41] D. Decoste and B. Schölkopf. “Training invariant support vector
machines”. In: Machine learning 46.1-3 (2002), pp. 161–190.

[42] U. Meier, D. C. Cireşan, L. M. Gambardella, and J. Schmidhuber.
“Better digit recognition with a committee of simple neural nets”.
In: International Conference on Document Analysis and Recognition.
IEEE. 2011, pp. 1250–1254.

60

https://doi.org/10.1109/ICFHR.2016.0118


Bibliography

[43] D. Cireşan, U. Meier, and J. Schmidhuber. “Multi-column deep neural
networks for image classification”. In: IEEE conference on computer
vision and pattern recognition. IEEE. 2012, pp. 3642–3649.

[44] H. Kusetogullari, A. Yavariabdi, A. Cheddad, H. Grahn, and J. Hall.
“ARDIS: a Swedish historical handwritten digit dataset”. In: Neural
Computing and Applications (2019), pp. 1–14.

[45] A. P. Giotis, G. Sfikas, B. Gatos, and C. Nikou. “A survey of document
image word spotting techniques”. In: Pattern Recognition 68 (2017),
pp. 310–332.

[46] S. Sudholt and G. A. Fink. “Attribute CNNs for word spotting in
handwritten documents”. In: International Journal on Document
Analysis and Recognition 21.3 (2018), pp. 199–218.

[47] E. Vats, A. Hast, and A. Fornés. “Training-Free and Segmentation-
Free Word Spotting using Feature Matching and Query Expansion”.
In: 15th International Conference on Document Analysis and Recog-
nition. IEEE. 2019, pp. 1294–1299.

[48] I. Pratikakis, K. Zagoris, B. Gatos, J. Puigcerver, A. H. Toselli, and
E. Vidal. “ICFHR2016 handwritten keyword spotting competition
(H-KWS 2016)”. In: 15th International Conference on Frontiers in
Handwriting Recognition. IEEE. 2016, pp. 613–618.

[49] J. Almazán, A. Gordo, A. Fornés, and E. Valveny. “Word spotting
and recognition with embedded attributes”. In: IEEE Transactions
on Pattern Analysis and Machine Intelligence 36.12 (2014), pp. 2552–
2566.

[50] J. A. Rodriguez-Serrano and F. Perronnin. “Label embedding for
text recognition”. In: Proceedings of the British Machine Vision
Conference. BMVA Press, 2013, pp. 5.1–5.12.

[51] T. Wilkinson and A. Brun. “Semantic and verbatim word spotting
using deep neural networks”. In: 15th International Conference on
Frontiers in Handwriting Recognition. IEEE. 2016, pp. 307–312.

[52] M. Stauffer, A. Fischer, and K. Riesen. “Keyword spotting in histori-
cal handwritten documents based on graph matching”. In: Pattern
Recognition 81 (2018), pp. 240–253.

61



Bibliography

[53] J. E. Stone, D. Gohara, and G. Shi. “OpenCL: A Parallel Program-
ming Standard for Heterogeneous Computing Systems”. In: Comput-
ing in science & engineering 12.1-3 (2010), pp. 66–73.

[54] S. Amershi, M. Cakmak, W. B. Knox, and T. Kulesza. “Power to the
people: The role of humans in interactive machine learning”. In: AI
Magazine 35.4 (2014), pp. 105–120.

[55] A. Holzinger. “Interactive machine learning for health informatics:
when do we need the human-in-the-loop?” In: Brain Informatics 3.2
(2016), pp. 119–131.

[56] A. Endert, P. Fiaux, and C. North. “Semantic interaction for visual
text analytics”. In: Proceedings of the SIGCHI conference on Human
factors in computing systems. ACM. 2012, pp. 473–482.

[57] T. M. Fruchterman and E. M. Reingold. “Graph drawing by force-
directed placement”. In: Software: Practice and experience 21.11
(1991), pp. 1129–1164.

[58] F. Heimerl, S. Koch, H. Bosch, and T. Ertl. “Visual classifier training
for text document retrieval”. In: IEEE Transactions on Visualization
and Computer Graphics 18.12 (2012), pp. 2839–2848.

[59] C. Cortes and V. Vapnik. “Support-vector networks”. In: Machine
learning 20.3 (1995), pp. 273–297.

[60] Z. Lu, Z. Wu, and M. S. Brown. “Directed assistance for ink-bleed
reduction in old documents”. In: Computer Vision and Pattern Recog-
nition, 2009. CVPR 2009. IEEE Conference on. IEEE. 2009, pp. 88–
95.

[61] P. Awasthi, M. Balcan, and K. Voevodski. “Local algorithms for inter-
active clustering”. In: International Conference on Machine Learning.
2014, pp. 550–558.

[62] V. Vapnik. Estimation of dependences based on empirical data. Springer
Science & Business Media, 2006.

[63] V. Vapnik and A. Vashist. “A new learning paradigm: Learning using
privileged information”. In: Neural networks 22.5-6 (2009), pp. 544–
557.

62



Bibliography

[64] B. Schölkopf, D. Janzing, J. Peters, E. Sgouritsa, K. Zhang, and J.
Mooij. “On causal and anticausal learning”. In: Proceedings of the
29th International Coference on International Conference on Machine
Learning. 2012, pp. 459–466.

[65] D. Lopez-Paz, L. Bottou, B. Schölkopf, and V. Vapnik. “Unifying
distillation and privileged information”. In: arXiv:1511.03643 [cs,
stat] (Nov. 11, 2015). arXiv: 1511.03643. (Visited on 09/18/2018).

[66] V. Vapnik and R. Izmailov. “Learning Using Privileged Information:
Similarity Control and Knowledge Transfer”. In: Journal of Machine
Learning Research 16 (2015), pp. 2023–2049. (Visited on 09/17/2018).

[67] Y. Hamo and S. Markovitch. “The COMPSET Algorithm for Subset
Selection.” In: IJCAI. 2005, pp. 728–733.

[68] A. Zaeemzadeh, M. Joneidi, N. Rahnavard, and M. Shah. “Iterative
Projection and Matching: Finding Structure-Preserving Representa-
tives and Its Application to Computer Vision”. In: Proceedings of
the IEEE Conference on Computer Vision and Pattern Recognition.
2019, pp. 5414–5423.

[69] F. Rayar, S. Uchida, and M. Goto. “CNN training with graph-based
sample preselection: application to handwritten character recogni-
tion”. In: Workshop on Document Analysis Systems. 2018.

[70] A. Krantz and F. Westphal. “Cluster-based Sample Selection for Docu-
ment Image Binarization”. In: International Conference on Document
Analysis and Recognition Workshops. Vol. 5. IEEE. 2019, pp. 47–52.

[71] F. Shafait, D. Keysers, and T. M. Breuel. “Efficient implementation
of local adaptive thresholding techniques using integral images”. In:
Electronic Imaging. International Society for Optics and Photonics.
2008, pp. 681510–681510.

[72] Y.-T. Pai, Y.-F. Chang, and S.-J. Ruan. “Adaptive thresholding
algorithm: Efficient computation technique based on intelligent block
detection for degraded document images”. In: Pattern Recognition
43.9 (2010), pp. 3177–3187.

[73] C.-S. Hung and S.-J. Ruan. “Efficient adaptive thresholding algorithm
for in-homogeneous document background removal”. In: Multimedia
Tools and Applications 75.2 (2016), pp. 1243–1259.

63

http://arxiv.org/abs/1511.03643


Bibliography

[74] M. Cheriet, R. F. Moghaddam, and R. Hedjam. “A learning frame-
work for the optimization and automation of document binarization
methods”. In: Computer vision and image understanding 117.3 (2013),
pp. 269–280.

[75] M. Soua, R. Kachouri, and M. Akil. “GPU parallel implementation
of the new hybrid binarization based on Kmeans method (HBK)”.
In: Journal of Real-Time Image Processing (2014), pp. 1–15.

[76] M. Soua, R. Kachouri, and M. Akil. “A new hybrid binarization
method based on Kmeans”. In: 6th International Symposium on
Communications, Control and Signal Processing. IEEE. 2014, pp. 118–
123.

[77] B. M. Singh, R. Sharma, A. Mittal, and D. Ghosh. “Parallel Implemen-
tation of Otsu’s Binarization Approach on GPU”. In: International
Journal of Computer Applications (2011).

[78] B. M. Singh, R. Sharma, A. Mittal, and D. Ghosh. “Parallel Im-
plementation of Niblack’s Binarization Approach on CUDA”. In:
International Journal of Computer Applications 3.2 (2011), pp. 22–
27.

[79] B. M. Singh, R. Sharma, A. Mittal, and D. Ghosh. “Parallel Implemen-
tation of Souvola’s Binarization Approach on GPU”. In: International
Journal of Computer Applications 32.2 (2011), pp. 28–33.

[80] X. Chen, Y. Gao, and Z. Huang. “CUDA-accelerated fast Sauvola’s
method on Kepler architecture”. In: Multimedia Tools and Applica-
tions 74.24 (2015), pp. 11809–11820.

[81] R. Dueire Lins, E. Kavallieratou, E. B. Smith, R. B. Bernardino, and
D. M. d. Jesus. “ICDAR 2019 Time-Quality Binarization Competi-
tion”. In: 15th International Conference on Document Analysis and
Recognition. Sept. 2019, pp. 1539–1546. doi: 10.1109/ICDAR.2019.
00248.

[82] P. Krishnan and C. V. Jawahar. “Matching Handwritten Document
Images”. In: Computer Vision – ECCV 2016. Ed. by B. Leibe, J.
Matas, N. Sebe, and M. Welling. Lecture Notes in Computer Science.
Cham: Springer International Publishing, 2016, pp. 766–782. isbn:
978-3-319-46448-0. doi: 10.1007/978-3-319-46448-0_46.

64

https://doi.org/10.1109/ICDAR.2019.00248
https://doi.org/10.1109/ICDAR.2019.00248
https://doi.org/10.1007/978-3-319-46448-0_46


Bibliography

[83] J. Deng, W. Dong, R. Socher, L.-J. Li, K. Li, and L. Fei-Fei. “Imagenet:
A large-scale hierarchical image database”. In: 2009 IEEE conference
on computer vision and pattern recognition. Ieee. 2009, pp. 248–255.

[84] L. Studer, M. Alberti, V. Pondenkandath, P. Goktepe, T. Kolonko,
A. Fischer, M. Liwicki, and R. Ingold. “A Comprehensive Study of
ImageNet Pre-Training for Historical Document Image Analysis”. In:
15th International Conference on Document Analysis and Recognition.
Sept. 2019, pp. 720–725. doi: 10.1109/ICDAR.2019.00120.

[85] P. V. Bezmaternykh, D. A. Ilin, and D. P. Nikolaev. “U-Net-bin:
hacking the document image binarization contest”. In: Computer
Optics 43.5 (2019).

[86] E. D. Cubuk, B. Zoph, D. Mane, V. Vasudevan, and Q. V. Le.
“AutoAugment: Learning Augmentation Strategies From Data”. In:
Proceedings of the IEEE Conference on Computer Vision and Pattern
Recognition. 2019, pp. 113–123.

[87] G. Nagy. “Estimation, Learning, and Adaptation: Systems That
Improve with Use”. In: Structural, Syntactic, and Statistical Pattern
Recognition. Ed. by G. Gimel’farb, E. Hancock, A. Imiya, A. Kuijper,
M. Kudo, S. Omachi, T. Windeatt, and K. Yamada. Lecture Notes
in Computer Science. Berlin, Heidelberg: Springer, 2012, pp. 1–10.
isbn: 978-3-642-34166-3. doi: 10.1007/978-3-642-34166-3_1.

[88] G. Nagy. “Document analysis systems that improve with use”. In:
International Journal on Document Analysis and Recognition 23.1
(2020), pp. 13–29. doi: 10.1007/s10032-019-00344-x.

[89] R. Baeza-Yates and B. Ribeiro-Neto. Modern Information Retrieval:
The Concepts and Technology behind Search. ACM Press Books.
Addison-Wesley Professional Harlow, 2011.

[90] A. Bhardwaj, D. Jose, and V. Govindaraju. “Script independent
word spotting in multilingual documents”. In: Proceedings of the 2nd
workshop on Cross Lingual Information Access (CLIA) Addressing
the Information Need of Multilingual Societies. 2008.

[91] A. L. Kesidis, E. Galiotou, B. Gatos, and I. Pratikakis. “A word
spotting framework for historical machine-printed documents”. In:
International Journal on Document Analysis and Recognition 14.2
(2011), pp. 131–144.

65

https://doi.org/10.1109/ICDAR.2019.00120
https://doi.org/10.1007/978-3-642-34166-3_1
https://doi.org/10.1007/s10032-019-00344-x


Bibliography

[92] M. Rusiñol and J. Lladós. “Boosting the handwritten word spotting
experience by including the user in the loop”. In: Pattern Recognition
47.3 (2014), pp. 1063–1072.

[93] Y. Huang, M. S. Brown, and D. Xu. “A framework for reducing
ink-bleed in old documents”. In: Computer Vision and Pattern Recog-
nition, 2008. CVPR 2008. IEEE Conference on. IEEE. 2008, pp. 1–
7.

[94] A. Santoro, A. Parziale, and A. Marcelli. “A Human in the Loop Ap-
proach to Historical Handwritten Documents Transcription”. In: 15th
International Conference on Frontiers in Handwriting Recognition.
Oct. 2016, pp. 222–227. doi: 10.1109/ICFHR.2016.0051.

[95] A. Santoro and A. Marcelli. “A Novel Procedure to Speed up the
Transcription of Historical Handwritten Documents by Interleaving
Keyword Spotting and user Validation”. In: 15th International Con-
ference on Document Analysis and Recognition. Sept. 2019, pp. 1226–
1230. doi: 10.1109/ICDAR.2019.00198.

[96] C. Carton, A. Lemaitre, and B. Coüasnon. “Eyes Wide Open: an
interactive learning method for the design of rule-based systems”. In:
International Journal on Document Analysis and Recognition 20.2
(2017), pp. 91–103.

[97] T. v. d. Zant, L. Schomaker, and A. Brink. “Interactive evolutionary
computing for the binarization of degenerated handwritten images”.
In: Document Recognition and Retrieval XV. Vol. 6815. International
Society for Optics and Photonics, Jan. 28, 2008, p. 681507. doi:
10.1117/12.765460. (Visited on 05/21/2019).

[98] K. E. Drexler. Radical abundance: How a revolution in nanotechnology
will change civilization. Public Affairs, 2013.

[99] A. F. Chalmers. What is this thing called science? 4th Edition. Open
University Press, 2013.

[100] K. Ntirogiannis, B. Gatos, and I. Pratikakis. “Performance Evaluation
Methodology for Historical Document Image Binarization”. In: IEEE
Transactions on Image Processing 22.2 (Feb. 2013), pp. 595–609. doi:
10.1109/TIP.2012.2219550.

66

https://doi.org/10.1109/ICFHR.2016.0051
https://doi.org/10.1109/ICDAR.2019.00198
https://doi.org/10.1117/12.765460
https://doi.org/10.1109/TIP.2012.2219550


Bibliography

[101] H. Lu, A. C. Kot, and Y. Q. Shi. “Distance-reciprocal distortion
measure for binary document images”. In: IEEE Signal Processing
Letters 11.2 (2004), pp. 228–231.

[102] S. S. Shapiro and M. B. Wilk. “An analysis of variance test for
normality (complete samples)”. In: Biometrika 52.3/4 (1965), pp. 591–
611.

[103] J. S. Milton and J. C. Arnold. “Introduction to Probability and Statis-
tics: Principles and Applications for Engineering and the Computing
Sciences”. In: (2002).

[104] M. Friedman. “The use of ranks to avoid the assumption of normality
implicit in the analysis of variance”. In: Journal of the american
statistical association 32.200 (1937), pp. 675–701.

[105] T. Baguley. Beware the Friedman test! R-bloggers. Feb. 14, 2012.
url: https://www.r-bloggers.com/beware-the-friedman-test/
(visited on 01/14/2020).

[106] D. W. Zimmerman and B. D. Zumbo. “Relative power of the Wilcoxon
test, the Friedman test, and repeated-measures ANOVA on ranks”.
In: The Journal of Experimental Education 62.1 (1993), pp. 75–86.

[107] J. W. Tukey. “Comparing individual means in the analysis of vari-
ance”. In: Biometrics (1949), pp. 99–114.

[108] H. B. Mann and D. R. Whitney. “On a test of whether one of two
random variables is stochastically larger than the other”. In: The
annals of mathematical statistics (1947), pp. 50–60.

[109] S. Holm. “A simple sequentially rejective multiple test procedure”.
In: Scandinavian journal of statistics (1979), pp. 65–70.

[110] K. Pearson. “VII. Mathematical contributions to the theory of evolu-
tion.—III. Regression, heredity, and panmixia”. In: Phil. Trans. R.
Soc. Lond. A 187 (1896), pp. 253–318.

[111] C. Spearman. “The proof and measurement of association between
two things”. In: The American journal of psychology 15.1 (1904),
pp. 72–101.

[112] L. R. Ford Jr. and D. R. Fulkerson. Flows in Networks. Princeton
University Press, 1962.

67

https://www.r-bloggers.com/beware-the-friedman-test/


Bibliography

[113] A. V. Goldberg and R. E. Tarjan. “A New Approach to the Maximum-
Flow Problem”. In: Journal of the ACM (JACM) 35.4 (1988), pp. 921–
940.

[114] N. R. Howe. “Document binarization with automatic parameter tun-
ing”. In: International Journal on Document Analysis and Recognition
16.3 (2013), pp. 247–258.

[115] L. Breiman. “Random forests”. In: Machine learning 45.1 (2001),
pp. 5–32.

[116] R. M. Haralick, K. Shanmugam, and I. Dinstein. “Textural Features
for Image Classification”. In: IEEE Transactions on systems, man,
and cybernetics SMC-3.6 (Nov. 1973), pp. 610–621.

[117] J. A. Fails and D. R. Olsen Jr. “Interactive machine learning”. In:
Proceedings of the 8th international conference on Intelligent user
interfaces. ACM. 2003, pp. 39–45.

[118] B. Settles. “Active learning”. In: Synthesis Lectures on Artificial
Intelligence and Machine Learning 6.1 (2012), pp. 1–114.

68



6
Efficient Document Image Binarization
Using Heterogeneous Computing and

Parameter Tuning
Florian Westphal, Håkan Grahn, Niklas Lavesson
In: International Journal on Document Analysis and Recognition
21.1-2 (2018), pp. 41-58. DOI: 10.1007/s10032-017-0293-7

Abstract

In the context of historical document analysis, image binarization
is a first important step, which separates foreground from background,
despite common image degradations, such as faded ink, stains or
bleed-through. Fast binarization has great significance when analyzing
vast archives of document images, since even small inefficiencies can
quickly accumulate to years of wasted execution time. Therefore,
efficient binarization is especially relevant to companies and government
institutions, who want to analyze their large collections of document
images. The main challenge with this is to speed up the execution
performance without affecting the binarization performance.

We modify a state-of-the-art binarization algorithm and achieve on
average a 3.5 times faster execution performance by correctly mapping
this algorithm to a heterogeneous platform, consisting of a CPU and a
GPU.

Our proposed parameter tuning algorithm additionally improves
the execution time for parameter tuning by a factor of 1.7, compared
to previous parameter tuning algorithms. We see that for the chosen
algorithm, machine learning based parameter tuning improves the
execution performance more than heterogeneous computing, when
comparing absolute execution times.
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6.1 Introduction

Historical handwritten documents have been archived on micro film for
several decades. More recently, the possibility to digitize such documents
has made them available to a broader audience via online services of compa-
nies and government agencies. However, this increase in people accessing
historical document images also increases the demand for simplified access
to these images. Pattern matching and recognition algorithms can help
with this by making document images searchable [1, 2] or by transcribing
them [3, 4]. Many of these algorithms require that the written text is first
separated from its background. This procedure is called image binarization.
Since pattern matching and recognition algorithms will only process image
pixels, which were classified as written text, this first step is vital for further
processing.

With this motivation, it is natural to choose the best available binariza-
tion algorithm for this important first step. However, while binarization
performance is important to extract as much information as possible, the
execution performance of the used binarization algorithm has also great
significance when dealing with large amounts of document images. Therefore,
efficient binarization is especially relevant for companies and government
agencies, whose document image collections are growing continuously, easily
surpassing 50 million images and more. Provided that tuning the parameters
of a binarization algorithm and performing the binarization takes 15 seconds
per image, it will take more than 23 years to binarize those 50 million
images. The main challenge in speeding up the execution performance of a
binarization algorithm is to find ways which do not affect its binarization
performance.

This paper describes how to reduce the execution time of Howe’s bina-
rization algorithm (HBA) [5, 6], a state-of-the-art binarization algorithm,
without reducing its binarization performance, by:

• mapping it to a heterogeneous platform consisting of one CPU and
one GPU

• efficiently tuning its parameters using multivariate regression

We experimentally evaluate our proposed solutions using seven stan-
dard benchmark datasets from the Document Image Binarization Con-
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test (DIBCO) and the Competition on Handwritten Document Image Bi-
narization (H-DIBCO). We show that HBA can be executed on average
3.5 times faster when running completely on the GPU of a heterogeneous
platform than when running only on the CPU. Additionally, we show that a
similar execution performance can be achieved by executing one part of the
algorithm on the CPU and the remaining parts on the GPU.

Furthermore, we analyze the correlation between binarization quality
and execution time with respect to different binarization parameters and
evaluate the performance of our proposed parameter tuning algorithm for
HBA. Our analysis shows that there is a clear negative correlation between
execution time and binarization quality and that our proposed parameter
tuning algorithm chooses parameters on average 1.7 times faster than Howe’s
parameter tuning algorithm [6] with comparable binarization results.

We provide more information on HBA, heterogeneous computing and
other topics relevant for this paper in Section 6.2. Section 6.3 describes
how we map HBA to a heterogeneous platform and Section 6.4 illustrates
our parameter tuning algorithm. We describe the design of the different
experiments performed to evaluate our proposed solutions in Section 6.5 and
analyze the obtained results in Section 6.6. Section 6.7 discusses related
work and Section 6.8 concludes this paper.

6.2 Background

In this section, we introduce a few basic concepts, which are used throughout
the paper. Those concepts are image binarization, heterogeneous computing,
and multivariate regression. We describe image binarization in Section 6.2.1
together with Howe’s binarization algorithm (HBA) [5, 6] and two graph
cut algorithms. A general introduction to heterogeneous computing and
its challenges is given in Section 6.2.2. Section 6.2.3 describes how random
forests [7] can predict two continuous values.

6.2.1 Image Binarization

Image binarization is the process of classifying image pixels as foreground
or background pixels. For images of handwritten documents, this means to
separate the written text from its background. This is especially challenging
when dealing with images of historical documents, which can have various
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Figure 6.1: Image from the H-DIBCO 2012 dataset illustrating common image
degradations, such as faded ink and stains covering the written text.

degradations. Figure 6.1 illustrates common degradations, such as faded
ink and stains covering the written text. Ink bleeding through from the
other side of the page, as shown in Figure 6.6b, is another common problem.
A binarization algorithm for historical documents has to be able to cope
with these degradations, which increase the risk that foreground pixels are
accidentally classified as background pixels or vice versa.

Binarization algorithms by Otsu [8], Niblack [9], and Sauvola et al. [10]
are well known. These algorithms are commonly used as baseline for com-
parison with new algorithms, for example, in competitions, such as the
Document Image Binarization Contest (DIBCO) held at the International
Conference on Document Analysis and Recognition (ICDAR) [11–13] or the
Competition on Handwritten Document Image Binarization (H-DIBCO)
held at the International Conference on Frontiers in Handwriting Recogni-
tion (ICFHR) [14–17]. In the last two binarization competitions, in 2014
and 2016, the binarization algorithm by Howe [6] and derivations thereof
using different preprocessing steps have won these contests. Therefore, we
decided to work with Howe’s binarization algorithm.
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6.2.1.1 Howe’s Binarization Algorithm (HBA)

HBA labels image pixels as foreground or background pixels by minimizing a
global energy function. This function penalizes labelings that do not conform
with the image’s Laplacian, that is, it penalizes pixels in intensity valleys
(ink), which are classified as background and pixels in intensity plateau or
peak areas (background), which are classified as foreground. Additionally to
this simple separation based on the divergence of the gradient, the energy
function penalizes labelling discontinuities, unless they take place at an
edge, as detected by the Canny edge detection algorithm [18]. This addition
improves the stability of the binarization algorithm and encourages the
continuity of foreground and background areas.

In order to minimize the energy function, HBA finds the minimal cut
to separate foreground and background pixels with help of a graph cut
algorithm. Therefore, HBA needs to build a directed graph G = (V,E)
based on the image’s Laplacian and edge image on which the graph cut
algorithm can operate. For an m × n intensity image of pixel values ix,y

with 0 ≤ x < m and 0 ≤ y < n, the graph is built by adding a vertex vx,y

for each image pixel ix,y. Furthermore, a vertex for the source s and the
sink t of the graph are added. Every vertex vx,y is connected with s and t
using directed edges from s to vx,y and from vx,y to t. Figure 6.2 illustrates
this construction for a 3× 1 intensity image. The capacities of the directed
edges from s to vx,y are denoted as ox,y to indicate the flow origin, while the
capacities of the edges from vx,y to t are denoted as dx,y to indicate the flow
destination. These capacities are computed for each image pixel ix,y based
on its Laplacian value 52ix,y as follows:

ox,y = L−52ix,ydx,y = L+52ix,y (6.1)

It is to note, that L represents an adjusting constant to avoid negative
edge capacities and the mentioned Laplacian values are biased by assigning
a high value to bright outlier, i.e., background pixels. Additionally, each
vertex vx,y is connected with its four neighbors (top, bottom, left and right)
using edges in both directions. The capacities of those edges are set to
zero if an edge was detected between the neighboring pixels. Otherwise,
the capacities are set to a predefined penalty value c. This is illustrated in
the example graph shown in Figure 6.2, which assumes that an image edge
was detected between v1,0 and v2,0. Due to this construction, the applied
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s

v0,0 v1,0 v2,0

t

c

c
0
0

o0,0 o1,0 o2,0

d0,0 d1,0 d2,0

Figure 6.2: Example graph constructed for a 3× 1 intensity image with an image
edge between v1,0 and v2,0.

graph cut algorithm will assign foreground and background labels by trading
off the similarity between assigned label and the image’s Laplacian with
labelling continuity.

Howe identified two HBA parameters with the highest impact on the
binarization result: the high threshold thi for the Canny edge detection
algorithm and the penalty value c for penalizing labelling discontinuities.
Due to their high impact on the binarization result, Howe developed an
algorithm to tune these parameters automatically [6]. The general idea for
tuning the penalty value c is to minimize the energy function for a series of
different c values and then to compare every two consecutive images based
on an instability measure. This measure is the normalized difference between
two images. Then, the image with the smallest instability value is chosen as
final result. Along with the parameter c, thi is tuned. Howe argues that it
is sufficient to pick between two high threshold values τ1, τ2 to speed up the
parameter tuning process. However, tuning thi requires to tune the parameter
c as described above for τ1, τ2 and their mean value τ0. This results in
three binarized images B0, B1 and B2. The previously described instability
measure is used on B0, B1 and B0, B2 to compare each of the high threshold
candidate values with their mean. The high threshold with the lowest
instability value is chosen as value for thi. While this tuning algorithm
produces sufficient binarization results, it is computationally expensive,
since tuning the parameter c requires 33 trial binarizations. Therefore, the
complete algorithm requires 99 trial binarizations, since c is tuned for each
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of the three thi values. This is only feasible, because the graph for the energy
minimization can be reused for all trial binarizations performed for one thi

value

6.2.1.2 Graph Cut Algorithms

As mentioned before, energy minimization with help of a graph cut algorithm
is at the core of HBA. This class of algorithms, also known as min-cut /
max-flow algorithms, was originally developed to analyze the maximum flow
through a given transportation or communication network [19]. Nevertheless,
those algorithms have also been widely applied in computer vision for image
restoration [20], stereo analysis [21] and segmentation [22].

The key idea behind the graph cut algorithms is that some resource is
flowing from the source vertex s of the graph to the sink vertex t. The
directed edges between s, t and their intermediate vertices model connections
through which flow can travel from source to sink. The capacity of each edge
indicates how much flow can travel through this particular connection. The
question is then how much flow can maximally be pushed from source to
sink, given the particular graph with its directed edges and edge capacities.

To solve this problem, two different strategies can be applied. One
of these strategies is the Ford-Fulkerson method [19] and the other is the
push-relabel approach by Goldberg and Tarjan [23]. In the following, we
will introduce both strategies shortly.

Ford-Fulkerson Algorithms following this method find the maximum flow
in a given graph by iteratively picking paths from the source s to the sink t
and augmenting the flow along those paths. For each path, the maximum
flow along this path is added to the overall flow through the graph and the
capacities of each edge on this path are reduced by this maximum flow. The
maximum flow along one path is equal to the smallest residual capacity of
the edges constituting this path. Therefore, paths are invalid if the residual
capacity of one of their edges is zero, simply because nothing can flow
from source to sink along this path. For example in Figure 6.2, the path
(s, v0,0, v1,0, t) is valid for c > 0, while the path (s, v2,0, v1,0, t) is invalid. The
algorithm terminates when no valid path between source and sink can be
found.

There are several variations of this method, which differ mostly in
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how paths are picked for augmentation. A few examples for algorithms
following this strategy are the original Ford-Fulkerson algorithm [19], the
Edmonds-Karp algorithm [24] and the algorithm proposed by Boykov and
Kolmogorov [25].

Push-Relabel Algorithms following the push-relabel approach use a differ-
ent intuition than Ford-Fulkerson style algorithms. While Ford-Fulkerson
views vertices as pipe junctions, push-relabel views them as reservoirs. The
key difference in these views is that Ford-Fulkerson’s view requires the flow
into a vertex to be as high as the flow out of this vertex. Push-relabel, on the
other hand, allows that a vertex receives more flow than what can flow out
of this vertex. This additional flow is called excess flow and is recorded for
every vertex. The ultimate goal of the algorithm is to distribute this excess
flow between the reservoirs, so that a maximum amount of flow reaches the
sink. Another vertex property not found in Ford-Fulkerson is the notion of
height. The idea is that each reservoir is located at a certain height level
and that flow can only be pushed from one reservoir vx,y to another reservoir
vx+1,y if vx,y is located higher than vx+1,y.

At the beginning of the algorithm execution, all vertices between source
and sink have a height of zero and no excess flow. The height of the source
is fixed to the number of vertices in the graph and the sink’s height is set to
zero. The algorithm begins then to push as much flow from the source to
its connected vertices as allowed by the respective edge capacity ox,y. After
this initialization step, the algorithm picks vertices and applies one of two
possible operations on them. Those operations are called push and relabel.

The push operation distributes excess flow from the chosen vertex to
one of its neighbors. This operation is only applicable, if the chosen vertex
actually has excess flow and if the directed edge through which the flow is to
be pushed has a residual capacity greater than zero. As mentioned before,
pushing flow is also only possible if the chosen vertex is higher than the
vertex to which flow should be pushed. Therefore, after initialization, the
push operation can only be used to push flow from the vertices vx,y to the
sink, since all vertices vx,y have initially the same height.

The relabel operation adjusts the height of a vertex to enable the dis-
tribution of excess flow between the vertices vx,y. It is only applicable to
vertices, which have an excess flow and whose height is lower than or equal
to the heights of all neighboring vertices. This only considers connected
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neighbors, i.e., neighbors which are connected to the chosen vertex by a
directed edge outgoing from the chosen vertex, if the residual capacity of
this edge is greater than zero. The height of the chosen vertex is then set to
the height of its lowest connected neighbor plus one. So, if vx,y is the chosen
vertex and vx+1,y and vx,y+1 are its connected neighbors with the respective
heights h[vx,y] = 0, h[vx+1,y] = 4 and h[vx,y+1] = 2, the height of vx,y is set
to 3.

By iteratively applying both operations, as much flow as possible reaches
the sink, limited by the graph’s edge capacities. The remaining excess flow is
pushed back to the source, since the source’s height is fixed while the height
of the vertices vx,y only grows. The push-relabel algorithm terminates if
there is no vertex left to which either push or relabel can be applied.

In contrast to Ford-Fulkerson which needs to look at the whole graph
to pick paths from source to sink, push-relabel operates locally only on
the chosen vertex and its connected neighbors. Therefore, push-relabel is
very well suitable for parallel execution. This property of the push-relabel
approach was used by Vineet et al. [26] and Peng et al. [27] to implement
graph cuts on the GPU.

6.2.2 Heterogeneous Computing

A heterogeneous system combines different processor types [28]. In a typical
computer, these types are multicore CPUs and GPUs. Heterogeneous
computing uses those different processors simultaneously to improve the
execution speed of an algorithm. One simple way to achieve this is to
distribute different parts of the algorithm to different processors. This allows
two levels of parallelism, namely the parallel execution of those different
parts on different processors and on the other hand the parallel execution of
each of these parts on its respective processor.

Despite this potential for increasing the execution speed, mapping an
algorithm onto a heterogenous platform entails many challenges. One of
these challenges is memory management. As shown in Figure 6.3, the CPU
uses the computer’s main memory, while the GPU possesses its own, smaller
memory space. Moving data between those different memory spaces inflicts
high performance penalties. If not considered carefully, this performance
loss can outweigh the speedup gained by parallel execution.

Another challenge is the diversity of execution models of the different
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Figure 6.3: Illustration of a heterogeneous platform consisting of CPU and GPU.

processor types. This diversity makes it necessary to carefully select and
optimize algorithms depending on which processor is executing them. For
instance, GPUs are optimized for data parallel execution by larger amounts
of arithmetic logic units (ALU), but smaller control units and caches, as
shown in Figure 6.3. This means that GPUs perform well if the same
sequence of operations has to be performed on different portions of the data,
while they perform poorly if this is not the case.

Apart from these challenges, the code execution on different processor
types has to be coordinated. One way to do this is to use the OpenCL
standard [29]. This standard defines a unified programming interface, which
allows to program and coordinate the execution of programs on many
different processor types.

6.2.3 Multivariate Regression

In machine learning, multivariate regression refers to the task of estimating
several real-valued target variables based on a set of independent vari-
ables. The corresponding learning problem is to learn a mapping f̂ with
f̂ : X → Rn from training data. Here, X denotes the instance space and n
denotes the number of target variables. An instance x ∈X is a vector of
independent variables, called features.

While there is a large variety of machine learning algorithms which can
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be used to learn such a mapping f̂ , we will focus only on one particular
algorithm, namely random forests [7]. The general idea behind random
forests is to build a predefined number of decision trees from random subsets
of the training data. Each tree is then built from a randomly selected set
of features from one of the random subsets. The regression result y ∈ Rn

is then computed by averaging over the regression results of each of the
decision trees.

6.3 Heterogeneous Binarization

There are different paths to improve HBA’s execution performance. In this
section, we focus on implementation based speedup. Therefore, we describe
how HBA can be implemented on a heterogeneous platform to parallelize
image binarization. For this, we decompose HBA and map it onto such
a platform consisting of a CPU and a GPU, Section 6.3.1. Additionally,
we motivate why global relabel, a common heuristic for the push-relabel
algorithm, is crucial when binarizing images of text documents, Section 6.3.2.

6.3.1 Algorithm Decomposition and Mapping

When mapping an algorithm to a heterogeneous platform, it is important
to identify parts of the algorithm which can run independently. This refers
to parts of the algorithm which do not interact with each other to compute
their result. In case of HBA, one example for such independent parts are the
Laplacian computation and the Canny edge image computation. These two
parts can be computed without any interaction between them. Therefore,
they can be computed on different processing units without the need for
synchronization or sharing of data, which would slow down the computation.

Another important consideration are the data dependencies between
those independent parts. The reason for this is the limited bandwidth
between the computer’s main memory and GPU memory. Therefore, the
amount of data exchanged between different independent parts should be
limited as much as possible to avoid the slow data transfer. One example for
this is HBA’s Laplacian computation and the biasing of the Laplacian image
for certain background pixels. The computation of the Laplacian image and
the identification of bright outlier pixels can be computed independent from
each other. However, separating them into two different steps introduces
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Grayscale Image

1.) Laplacian Image and
Background Bias
Computation

2.) Canny Edge Image
Computation

Laplacian Image Canny Edge Image

3.) Energy Minimization

Binarized Image

Figure 6.4: Decomposition of HBA into three independent parts.

an additional data exchange, which outweighs the benefit of the possible
execution on different processing units.

With those considerations in mind, we decompose HBA into three differ-
ent parts: 1.) Laplacian image and background bias computation, 2.) Canny
edge image computation, and 3.) energy minimization. Apart from these
parts, Figure 6.4 shows the exchanged data, as well as the dependencies
between parts. Due to this decomposition, the only data to be exchanged
are the initial grayscale image, the Laplacian image, the Canny edge image,
and the binarized image. Compared to the computation performed in each
part, this constitutes a reasonable tradeoff between computation and data
transfer. Additionally, each of the three parts is independent from the other
two, so that no data is exchanged during computation of any of those parts.
However, while part 1.) and 2.) can be executed directly based on the
grayscale image, part 3.) depends on the results of the previous two steps
and can therefore only start after those two steps completed.
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Due to the chosen decomposition, it is possible to execute the three
different parts of HBA on different processing units. In this paper, we focus
only on CPU and GPU as processing units. Therefore, we obtain 8 different
mappings of HBA parts to a heterogeneous platform, as shown in Table 6.1.

Table 6.1: Mapping of algorithm parts to CPU and GPU

I II III IV V VI VII VIII

1.) CPU CPU GPU GPU CPU CPU GPU GPU
2.) CPU GPU CPU GPU CPU GPU CPU GPU
3.) CPU CPU CPU CPU GPU GPU GPU GPU

After conceptually decomposing HBA and mapping it to a heterogeneous
platform, we choose an implementation for each of the three parts. Here, it
is important to keep in mind that different processing units have different
execution models. Therefore, we choose different implementations or even
different algorithms depending on if one part is executed on the CPU or the
GPU.

For part 1.), the implementation is straightforward, since the Laplacian
image computation and the identification of bright outlier pixels can be
implemented using convolution. This can be implemented similarly for CPU
and GPU with help of OpenCL with the only difference of cache management,
which has to be done manually in the GPU implementation.

Part 2.) is similar to part 1.) in that the same algorithm can be used for
CPU and GPU with exception of the cache management. However, while
we use our own implementation for part 1.), part 2.) is a modification of the
Canny implementation from the OpenCV1 library. We extend OpenCV’s
implementation to make it possible to use relative values for the high
threshold thi and the low threshold tlo in contrast to the absolute values of
the original implementation. This makes it easier to find fitting values for
those thresholds, since the same relative threshold value will be suitable for
more images, despite different absolute gradient values.

So far, we could use the same algorithm for the CPU and the GPU. This
is different for the energy minimization performed in the third part. In
his paper, Howe uses Boykov and Kolmogorov’s graph cut algorithm [25]
to perform the minimization of the energy function [5]. While this is an
efficient algorithm when executed on a CPU, it is not suitable for execution

1http://opencv.org
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on a GPU due to its global tree data structure. A graph cut algorithm,
which is more suitable for execution on a GPU is the JF-cut algorithm by
Peng et al. [27]. This algorithm is based on a push-relabel approach, which
allows parallel local updates, in contrast to sequential updates to a global
data structure, making it therefore more suitable for the GPU. For this
reason, we are using these two different algorithms for CPU and GPU in
our implementation.

6.3.2 GPU Energy Minimization

As mentioned before, the locally applicable push and relabel operations of
the push-relabel algorithm make it suitable for GPU execution. However,
Anderson and Setubal [30] have shown that a periodically executed global
step, called global relabel, greatly improves the execution performance of the
push-relabel algorithm. They also emphasize that this global step should not
be used too frequently, since it can affect execution performance negatively,
due to the required synchronization. Therefore, Anderson and Setubal
propose to execute global relabel only after |V | or 2|V | push and relabel
operations depending on the ratio between number of edges and vertices,
where |V | is the number of vertices in the graph. While this is a useful
heuristic, it is time consuming to keep track of the number of performed push
and relabel operations in implementations for the GPU, since a large number
of these operations is executed in parallel. Vineet and Narayanan [26] reduce
the number of global relabel executions in their GPU implementation by
executing it only after a fixed amount of iterations of push and relabel
phases. However, Peng et al. [27] claim that global relabel benefits execution
performance only in the first stages of their GPU implementation and can be
omitted thereafter. While this is true for the type of image segmentation they
analysed, we argue that HBA requires global relabelling steps throughout
the energy minimization part.

In order to understand the difference between the problem of image
segmentation Peng et al. looked at and document image binarization, we
first need to understand what global relabel actually does. Take the three
vertices v0,0, v2,0 and v4,0 in Figure 6.5, which depicts a subgraph of a graph
constructed for an m× n intensity image corresponding to the first 5 pixels
of the first image row. Remember that in the push-relabel algorithm, we
imagine that each of the vertices has a water reservoir attached to it, which
is located at a certain height level. According to the graph, the reservoir of
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Figure 6.5: Subgraph of a graph built for an m× n image representing the first 5
pixels of the first image row.

v0,0 is empty and can still forward water to the sink. However, it can only
forward as much water as the reservoir of v2,0 holds, namely 2 units of water.
The reservoirs of v2,0 and v4,0 both hold 2 units of water, v0,0 is their closest
connection to the sink and v2,0 is closer to v0,0 than v4,0.

For a dramatic effect, you can imagine a large number of empty reservoirs,
which cannot forward water to the sink, instead of the shown two vertices
v1,0 and v3,0. The edge capacities connecting the reservoirs are sufficient
to transport all water in v2,0 and v4,0 to v0,0. When we restrict ourselves
to local push and relabel operations, we might now increase the height of
v2,0 and v4,0 by one and start pushing the water downhill. On a local scale
however, we do not know if we should push the water in v2,0 towards v0,0 or
towards v4,0, since both alternatives seem equally suitable. On a global scale,
we know that the closest path to the sink is via v0,0. Therefore, global relabel,
as proposed by Goldberg and Tarjan [23], computes for each reservoir the
distance to the closest sink and sets the reservoir’s height level accordingly.
In this way, global relabel builds a ramp rising from v0,0 via v2,0 to v4,0 and
it becomes clear for local push operations to push water downhill in the
direction of v0,0. Obviously, providing an initial direction towards the closest
sink makes the push-relabel algorithm more efficient almost regardless of
the problem it is applied to. This is the case, since we avoid locally correct,
but globally wrong decisions, such as pushing water from v2,0 towards v4,0.
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After motivating an initial global relabel step, the question is now: Why
should we repeat the execution of global relabel? And why is this execution
dependent on the problem at hand? Going back to our example in Figure 6.5,
we can see that after three push operations the water from v2,0 will reach
the sink t and will fill up v0,0’s connection to the sink. Assuming that
at the same time as we pushed the water from v2,0, we also pushed the
water downhill from v4,0, the reservoir of v1,0 will now hold 2 units of water.
Even though, we know globally that the water in v1,0 cannot reach the sink
through v0,0, the local push operation will still forward the water to this
vertex. Only then, a local relabel operation will change the height level of
v0,0 to find another way to the sink. This is not a big issue if the nearest
vertex with a not saturated connection to the sink lies in the same direction
as v0,0, i.e., it is close to v0,0, such as v0,1, which is the vertex next to v0,0
in y direction in the complete graph. However, it becomes an issue if the
nearest vertex is located in the opposite direction, for instance, v9,0, not
shown in the subgraph in Figure 6.5. In the second case, local push and
relabel operations would have to invert the previously built ramp one step at
a time. It becomes immediately clear that global relabel would simplify this
procedure by building a new ramp. Additionally, if we would have executed
global relabel after the three push operations, we would not have pushed
the water from v1,0 to v0,0, but instead, we could have started to push the
water back in direction of v9,0 directly. This may not seem significant in this
small example. However, as mentioned before, there can be a large number
of intermediate vertices between v0,0, v2,0 and v4,0, increasing the number
of superfluous push and relabel operations. Therefore, depending on the
situation, it can be appropriate to repeat the execution of global relabel.

The two mentioned situations, i.e., the next closest sink connection lies
in direction of the current ramp and the case it lies in the opposite direction,
distinguish Peng et al.’s image segmentation problem from the binarization
of document images. In the image segmentation case, as illustrated by
Figure 6.6a, we have one central object, which should be separated from the
background. Therefore, we have one main region in which vertices have an
excess flow and one region in which vertices can forward flow to the sink.
The first region is marked with a white line in the image, while the latter
region is marked with a black line. Due to these two clearly defined regions,
the next closest sink connection will most likely lie in direction of the initially
built ramp. In contrast, in the document image binarization case, there
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(a) Segmentation Problem (b) Binarization Problem

Figure 6.6: Images illustrating typical image segmentation and binarization prob-
lems. Image (a) is part of a benchmark dataset made by Szeliski et al. [31]. Image
(b) is part of the DIBCO 2013 dataset [13]. Additionally, image (b) illustrates
bleed-through.

is no central region in which vertices with excess flow are located and no
general direction towards a region of sink connected vertices. This is caused
by Howe’s energy function, which makes vertices of blank page regions carry
excess flow, while vertices of ink or bleed-through regions are connected to
the sink. With this in mind, one can see from Figure 6.6b that there is
no single sink region, but that vertices connected to the sink are scattered
all across the image. Because of this structural difference, it is far more
likely that the next closest sink connection will not lie in direction of the
initially built ramp, but that a direction change is necessary. Therefore, it is
beneficial for the execution performance to execute global relabel throughout
HBA’s execution, while this is unnecessary in the image segmentation case.

As mentioned before, it is important to perform global relabel not too
frequently. Therefore, we propose a slightly simplified version of Anderson
and Setubal’s heuristic [30] to achieve reasonable performance using global
relabel without the need of keeping track of the number of performed push
and relabel operations. Instead of performing global relabel after a fixed
number of iterations of push and relabel phases, as proposed by Vineet and
Narayanan [26], we double the number of iterations after each execution of
global relabel. In this way, we account for the fact that less and less push
and relabel operations are performed with each iteration and approximate
Anderson and Setubal’s heuristic.
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6.4 Parameter Tuning

Another path towards improving HBA’s execution performance is parameter
tuning. In this section, we argue that the correct choice of HBA’s param-
eters does not only benefit binarization performance, but also execution
performance, Section 6.4.1. Furthermore, we describe a fast way to predict
suitable parameters for a given document image, Section 6.4.2.

6.4.1 Benefits of Parameter Tuning

As mentioned before, the most important parameters for HBA are the
Canny high threshold thi and the penalty or capacity value c. Howe argues
in his paper [6] that selecting suitable parameters for a given image highly
benefits the binarization performance. Additionally to this improvement of
binarization quality, we argue that a fitting parameter choice benefits also
the execution performance. In the following, we detail how poor choices for
each of the two main parameters can negatively affect execution performance.

Canny High Threshold An optimal thi value is found when the edges of
most foreground elements, such as words are detected, while the edges of most
background elements, such as bleed-through or stains are ignored. Choosing
a too low thi value results in selecting many edges from background objects.
Since each detected edge results in a capacity of 0 in the corresponding edge
of the energy function, this leads to a largely disconnected graph. The result
are longer execution times for Ford-Fulkerson style algorithms as well as for
graph-cut algorithms, since it increases the length of the paths that flow
needs to travel from the source to the sink. Additionally, such a largely
disconnected graph has many narrow passages, where only a few graph edges
have the capacity to forward flow, while most surrounding graph edges do
not have the capacity. This leads to the situation that the edge capacities
of those passages are used up fast, resulting in direction changes in the
push-relabel algorithm, which are detrimental to the execution performance,
as discussed in the previous section.

On the other hand, a too high thi value results in ignoring edges from
foreground objects, keeping their corresponding vertices connected to the
rest of the graph. Since the vertices belonging to foreground objects get
high capacity connections to the sink in the energy function, this means
that more flow can be pushed from the source to the sink. This affects the
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execution performance negatively in Ford-Fulkerson style algorithms, since
more paths from source to sink have to be processed. In case of push-relabel
algorithms, more push and relabel operations need to be executed to direct
flow from many different, and potentially far away sources to the vertices of
foreground objects, until the capacities of their sink or neighbor edges are
consumed.

Penalty Value An optimal value for c is high enough to equal out back-
ground noise, such as bleed-through or stains, but low enough to not erase
faint ink strokes. Choosing a too low c value results in the situation that
short paths to the sink get blocked fast, due to exhausted edge capacities.
This increases the execution time of Ford-Fulkerson style algorithms and
push-relabel algorithms, due to the longer paths to the sink. Additionally,
fast blocked paths lead to many direction changes in the push-relabel al-
gorithm, which also slows down execution performance. However, if the
value for c is near 0, processing will be fast, since most edges get saturated
immediately not allowing any equalization. On the other hand, a too high
value for c makes it almost impossible for edges to get saturated. Therefore,
flow can travel over long distances to reach the sink, which leads to longer
execution times. This is particularly problematic in combination with a
high thi value, since then many high capacity connections to the sink are
available.

6.4.2 Parameter Prediction

In the previous section, we discussed how choosing thi and c values lower or
higher than the optimal value can negatively affect not only the binarization
performance, but also the execution performance. Therefore, it is important
to be able to estimate suitable parameter values for a given image. While
Howe provides a parameter tuning algorithm, which works reasonably well [6],
his algorithm is time consuming, since it needs to binarize the given image
several times. In order to estimate HBA’s parameters in a timely fashion,
we propose to predict the parameters using multivariate regression based on
selected image features.

Initially, we looked at 20 different image features, such as intensity
mean, standard deviation, entropy or stroke width. Several of these features
were inspired by the work of Dinç et al. [32], in which the authors select
a binarization algorithm to binarize protein crystal images based on the
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image’s features. Examples for those features are the mean intensity of the
foreground region and the standard deviation of the background region. In
order to reduce the time taken for feature extraction, we used the Breiman-
Cutler permutation variable importance measure [7] for random forests to
select 4 out of these 20 features. After measuring the variable importance,
the 4 most important features were chosen for prediction. In the following,
we describe those 4 selected features, while the other 16 features are described
in Appendix 6.A.1.

Co-Occurrence Matrix Contrast This feature is computed based on the
image’s co-occurrence matrix, which was first introduced by Haralick et
al. [33] to extract textural features from images. The co-occurrence matrix
records for each pair of intensity values, how often they occur in neighboring
pixels in an image. In this context, neighboring pixels are all pixels, which
are one pixel away in horizontal direction. The contrast of the co-occurrence
matrix is a measure of local variations in the image.

Co-Occurrence Matrix Homogeneity A second feature derived from the
co-occurrence matrix is the image’s homogeneity. This feature is a measure
for the degree of smooth transitions between pixels with different intensity
levels in an image.

Edge Mean This feature is computed by computing the Canny edge image
using a fixed value for the high threshold thi. Then, the mean intensity of
the image pixels belonging to the detected edges is computed.

Background Standard Deviation In order to compute this feature, we use
Otsu’s binarization algorithm [8] to get a rough estimate of the image’s fore-
ground and background regions. Then, we compute the standard deviation
of the image pixels classified as background.

Using these four image features, we are using random forests to learn a
mapping f̂ from these features to suitable HBA parameters thi and c for a
given image.
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6.5 Experiment Design

To verify that the proposed measures achieve our overall goal to speed up
binarization without losing binarization performance, we designed several
experiments. In this section, we introduce our general experiment setup
(Section 6.5.1) and explain how we evaluate the execution performance of
different global relabel strategies (Section 6.5.2) and different mappings of
algorithm parts to CPU and GPU (Section 6.5.3). Additionally, we describe
how we measure the importance of parameter tuning (Section 6.5.4) and
how we evaluate the performance of our parameter prediction algorithm
(Section 6.5.5).

6.5.1 Experiment Setup

All experiments were performed on a computer with an Intel i7-6700K quad-
core CPU @ 4.00 GHz, 32 GB DDR4 RAM and an Nvidia GeForce GTX 980.
To execute parts of HBA on CPU and GPU, we use our own implementation
of HBA, which uses the programming interface specified in the OpenCL
standard [29] for executing code on CPU and GPU.

The document image binarization contest datasets from DIBCO 2009 [11],
H-DIBCO 2010 [15], DIBCO 2011 [12], H-DIBCO 2012 [16], DIBCO 2013 [13],
H-DIBCO 2014 [14] and H-DIBCO 2016 [17], were used in all experiments.
These datasets contain 86 images in total, of which 65 images are handwritten
and 21 images are printed documents. The images of printed documents are
from the DIBCO 2009, DIBCO 2011 and DIBCO 2013 dataset.

For all experiments measuring execution time, we perform four consec-
utive time measurements and report the average time for the last three
time measurements. In this way, we exclude the initial cold run and obtain
more stable measurement results, which are not skewed by operating system
caching. Furthermore, by averaging over the three warm runs, we obtain a
time measurement, which is less affected by other operating system tasks
running at the same time. Additionally, it should be noted that we only
measure the execution time for the binarization algorithm, excluding the
time for loading and storing the respective image.

We measure the binarization performance using F-Measure, pseudo-
FMeasure (Fps), the peak-signal to noise ratio (PSNR) and the distance
reciprocal distortion metric (DRD), which are commonly used in binarization
competitions [13, 14, 16, 17]. While F-Measure assesses binarization quality
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in terms of misclassified pixels regardless of the pixels’ location, Fps weights
pixel misclassifications differently to emphasize readability. PSNR measures
the similarity between ground truth image and respective binarized image
and DRD measures visual distortions in the binarized image.

As we show in Section 6.6.3, the binarization parameters thi and c

have a significant impact on binarization and execution performance. To
allow an unbiased comparison of execution times, we use the binarization
parameters found by Howe’s parameter tuning algorithm [6] for all our time
measurements.

6.5.2 Evaluating Global Relabel Strategies

For our evaluation, we consider four different global relabel strategies for the
push-relabel algorithm used on the GPU. Those strategies are None, Initial,
Fixed and Exponential as described in the following.

None We perform the energy minimization using the push-relabel algorithm
without any global relabel step.

Initial As Peng et al. [27], we perform only one global relabel step in the
beginning of the push-relabel algorithm.

Fixed As Vineet and Narayanan [26], we perform a global relabel step in
fixed intervals with every eighth iteration of the push-relabel GPU algorithm.

Exponential As described before, we double the interval size after each
global relabel step starting with an interval of eight iterations.

For each of these four strategies, we measure the execution time for the
images of all datasets using the respective binarization parameters found
using Howe’s parameter tuning algorithm. For this evaluation, all parts of
HBA are executed on the GPU.

6.5.3 Evaluating Algorithm Mappings

As mentioned before, there are eight different possibilities to map HBA onto
a heterogeneous platform consisting of one CPU and one GPU. To identify
the most suitable mapping, we measure the execution times for the images
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of all datasets. Based on our findings presented in Section 6.6.1, we use the
global relabel strategy Fixed in all measurements.

Apart from the execution performance, we need to ensure that each of the
eight mappings produces a comparable binarization performance. Therefore,
we compare the obtained binarization results with their respective ground
truth images using the 4 previously described measures. Additionally, we
compare our results with Howe’s Matlab implementation2, executed on
Matlab version R2016b . This implementation incorporates Boykov and
Kolmogorov’s method for efficient graph cuts [25], as well as Kohli and Torr’s
approach for reusing minimization results after modifying the graph [34].

6.5.4 Evaluating Parameter Impact

In order to evaluate which impact HBA’s most important parameters thi and
c have on the binarization and execution performance, we binarize the images
from all datasets using different values for these parameters. Here, we let thi

range from 0.15 to 0.65 in steps of 0.1 and c from 20 to 1545 in steps of 25.
For all combinations of these parameter values, we measure the execution
time in seconds and the binarization performance using F-Measure.

Based on the results from Section 6.6.1 and 6.6.2, we execute all parts of
the binarization algorithm on the GPU and use the global relabel strategy
Fixed for all measurements.

6.5.5 Evaluating Prediction Performance

We evaluate the performance of our proposed parameter tuning approach
in terms of binarization performance of the chosen parameters, as well
as execution time. For our approach, we use the DIBCO 2013 dataset as
training dataset to build ten random forest models for multivariate regression
using ten different, randomly chosen seed values. In this way, we can show
that our approach is stable against random variations in the construction
of the random forests model. The training dataset was built by choosing
for each image in DIBCO 2013 the binarization parameters thi and c, which
produced the best binarization performance with respect to F-Measure in
the previous experiment (Section 6.5.4). For building the models, we used
the default settings of the randomForestSRC R package [35–37].

2http://www.cs.smith.edu/~nhowe/research/code/
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We use each of the ten models to predict the binarization parameters for
all images in the remaining datasets, DIBCO 2009, H-DIBCO 2010, DIBCO
2011, H-DIBCO 2012, H-DIBCO 2014 and H-DIBCO 2016. The execution
time is measured for each image including feature extraction, parameter
prediction and image binarization. Here, we measure the execution time
including loading and storing the respective image. Similarly, we measure
the execution time for Howe’s parameter tuning algorithm [6] from the time
the image starts loading until the binarized image is stored.

In order to make it easier to compare our parameter tuning approach
with Howe’s algorithm, we use Howe’s Matlab implementation for image
binarization, but we use the parameters predicted by our random forests
model. Therefore, the only difference in binarization performance can be
achieved by the chosen binarization parameters. To compare the binarization
performance of Howe’s algorithm and our approach, we use the 4 previously
described measures for each binarized image.

6.6 Results and Analysis

In this section, we present the results obtained by carrying out the experi-
ments described in the previous section and analyze those results. We evalu-
ate the performance of the different global relabel strategies (Section 6.6.1)
and the different algorithm mappings (Section 6.6.2). Furthermore, we
show what impact the two parameters thi and c have on the binarization
and execution performance (Section 6.6.3) and evaluate the performance of
our parameter tuning algorithm in comparison to Howe’s tuning algorithm
(Section 6.6.4).

6.6.1 Performance of Global Relabel Strategies

Figure 6.7 shows the measured execution times for the images from all
datasets for all four global relabel strategies. From these box plots, we
can see that there is a slight difference between the execution times of the
strategies None and Initial compared to Fixed and Exponential.

Therefore, we conduct a repeated measures analysis of variances (ANOVA)
to analyze this difference more closely. This is a suitable test in this situation,
since we are analysing more than two dependent samples and the depended
variable, i.e., execution time, is continuous and approximately normally
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Figure 6.7: Execution times for the global relabel strategies None, Initial, Fixed
and Exponential for the images of all datasets.Boxes illustrate the first, second and
third quartile; Whiskers indicate the lowest and the highest value within the 1.5
interquartile range; Dots mark outliers outside this range

distributed. We avoid problems with possible violations of the sphericity
assumption by building a multilevel linear model with maximum-likelihood
estimation for ANOVA using the nlme R package [38].

The performed ANOVA test indicates statistically significant differences
in the execution times of the four analyzed global relabel strategies at the
p < 0.05 level [F (3, 255) = 15.19843, p < 0.0001]. Here, numDF and
denDF in F (numDF, denDF ) indicate the numerator degrees of freedom
(numDF ) and the denominator degrees of freedom (denDF ) of the F -
statistic respectively. Both degrees of freedom are estimated by the nlme R
package based on the input data.

The next step in our analysis is to identify strategies which differ sig-
nificantly in their execution times. Therefore, we use the multcomp R
package [39] to perform Tukey’s test as post hoc analysis. This test shows
that there is no statistically significant difference between the global relabel
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strategies None and Initial (p-value = 0.926), as well as between the strate-
gies Fixed and Exponential (p-value = 0.843). However, clear statistically
significant differences exist between all other combinations of these strategies
with p-values < 0.001.

Based on the box plots in Figure 6.7 and the results of our statistical
analysis, we can see that repeated global relabel steps improve the execu-
tion performance of the push-relabel algorithm in the case of document
image binarization. This supports our hypothesis that performing global
relabel steps throughout the execution of HBA’s energy minimization part
improves the execution performance. However, none of the two analyzed
strategies, Fixed and Exponential, which repeatedly perform global relabel
steps, performs significantly better than the other. Therefore, we decide
which strategy to use in further experiments simply based on the lowest
median value. In this case, this strategy is the global relabel strategy Fixed.

6.6.2 Performance of Algorithm Mappings

As described in Section 6.5.3, we measure the execution times for binarizing
each of the images in all analyzed datasets to find the most suitable mapping
of HBA’s parts to CPU and GPU. Figure 6.8 shows the measurement results
for all mappings as indicated in Table 6.1, as well as the time measurements
for Howe’s original Matlab implementation (Matlab). Based on these box
plots, one can see that there are certain differences between the execution
times of different mappings and the reference implementation.

To analyze these differences in more detail, we perform a repeated
measures ANOVA, as in the previous section. This test indicates statistically
significant differences in the execution times for the 8 analyzed mappings and
the reference implementation at the p < 0.05 level [F (8, 619) = 34.91975, p <
0.0001]. Therefore, we perform Tukey’s test as post hoc analysis, to identify
between which mappings there are differences in execution performance.

Tukey’s test indicates that there is a statistical significant difference at
the p < 0.05 level between implementations of HBA, which perform the
energy minimization step on the CPU, i.e., the reference implementation
and mapping I, II, III, and IV, and implementations which perform this
step on the GPU, i.e., mapping V, VI, VII and VIII. Additionally, we can
see statistically significant differences between mappings, which perform
the Laplacian and Canny edge detection on the CPU, i.e., the reference
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Figure 6.8: Execution times for all 8 different mappings of HBA to CPU and GPU
for the images of all datasets.Boxes illustrate the first, second and third quartile;
Whiskers indicate the lowest and the highest value within the 1.5 interquartile range;
Dots mark outliers outside this range

implementation and mapping I and V, and mappings which perform these
computations on the GPU, i.e., mapping IV and VIII. Apart from those
differences, there are no other statistically significant differences between
mappings. From these results and the box plots in Figure 6.8, one can
see that mapping all HBA parts to the GPU yields the best execution
performance. With this mapping, it is possible to speed up the image
binarization on average by a factor of 3.5 compared to executing the whole
algorithm on the CPU.

In order to ensure that the achieved speedup is not gained by decreasing
binarization performance, we measure the binarization performance for the
images of all datasets for all mappings, as well as the reference implementa-
tion using the 4 chosen binarization quality measures. As for the analysis
of the execution time, we perform a repeated measures ANOVA to iden-
tify possible differences in binarization performance between the different
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Table 6.2: Results of the ANOVA test for the 4 used Binarization Quality Measures
for all 8 mappings and the reference implementation.

Measure F (8, 680) p

F-Measure 2.185 0.0268
Fps 6.396 < 0.0001

PSNR 0.3718 0.9355
DRD 1.58421 0.1259

mappings and the reference implementation for each quality measure. From
the outcome of this test, as shown in Table 6.2, we can see that there is no
statistically significant difference at the p < 0.05 level between any of the
mappings and the reference implementation when measuring binarization
performance with PSNR or DRD. However, when measuring the binarization
performance using F-Measure or Fps, we can observe a statistically significant
difference in binarization performance.

We analyze this difference by performing Tukey’s test as post hoc test.
From those test results, we can see that there is a statistically significant
difference only between the reference implementation and the different
mappings, but not among the mappings, for both binarization measures.
Therefore, we can conclude that the speedup was not achieved by decreasing
binarization performance. This can also be seen in Figure 6.9, which shows
the Fps results for the images of all datasets for the different mappings
and the reference implementation. The shown box plots also indicate that
the found difference between the binarization performance of the reference
implementation and the different mappings is caused by the fact that the
reference implementation produces worse binarization results compared to
our implementation for the chosen binarization parameters.

6.6.3 Parameter Impact

By varying the binarization parameters thi and c for the images from all
datasets, we can observe that all images tend to have an approximately
concave response surface with respect to binarization performance. This
makes these parameters particularly suitable for parameter tuning, since
small deviations from an ”optimal” parameter setting cause only small degra-
dations in binarization performance. The approximately concave response
surfaces can be seen in Figures 6.10a, 6.10c and 6.10e, which show the ob-
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Figure 6.9: Fps results for all 8 different mappings of HBA to CPU and GPU for the
images of all datasets.Boxes illustrate the first, second and third quartile; Whiskers
indicate the lowest and the highest value within the 1.5 interquartile range; Dots
mark outliers outside this range

tained F-Measure values for different parameter settings for images from the
DIBCO 2011 dataset. One should note that while these three images were
chosen for illustration purposes, their response surfaces show characteristics,
which can be found in all analyzed images.

When comparing the response surfaces for the binarization performance
with the surfaces for the execution performance (Figures 6.10b, 6.10d and
6.10f), one can see that the parameter settings yielding the best binariza-
tion performance, as indicated by the white circle, also tend to have low
execution times. Therefore, we analyze the correlation between binarization
performance and execution time for all images using the Pearson product-
moment correlation coefficient. In order to make the F-Measure and time
measurements of the different images comparable, we apply standard score
normalization to all measurements of one image. By using this normalized
data, we see that there is a clear negative correlation between binarization
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Figure 6.10: Images illustrating the response surface for binarization performance
(left column) and execution performance (right column) for different parameter
settings of thi and c for selected images from the DIBCO 2011 dataset [12]. The
different markers show the ”optimal” parameter setting (circle), the parameter
setting chosen by Howe’s tuning algorithm [6] (cross) and our tuning algorithm
(triangle).
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performance and execution performance [r = −0.194, n = 31992, p < 0.0001].
This supports our initial hypothesis that well chosen binarization parame-
ters in terms of binarization performance also yield reasonable execution
performance.

6.6.4 Prediction Performance

As described in Section 6.5.5, we use the results of the previous section
to construct ten random forest models for prediction of the binarization
parameters. In order to ensure that there are no statistically significant
differences in binarization performance between the binarization parameters
predicted by each of these models, we perform a repeated measures ANOVA,
as described in Section 6.6.1. Additionally, we include in this analysis the
measured binarization performance of Howe’s parameter tuning algorithm.

The performed ANOVA test shows that there is no statistically signifi-
cant difference between the predictions of any of the random forest models
and Howe’s tuning algorithm at the p < 0.05 level for any of the 4 used
binarization quality measures, as shown in Table 6.3. This can be seen as
well in Figure 6.10, which shows for three selected images which parameters
were chosen by Howe’s algorithm (cross) and by our prediction (triangle),
as well as which parameter settings are ”optimal” (circle) for the respective
image. Optimal parameter settings are the settings resulting in the highest
F-Measure value, which were found during the previous experiment (Sec-
tion 6.6.3). From this image, one can see that the parameters chosen by
Howe’s algorithm and the parameters found by our algorithm are close to
each other for all images.

Table 6.3: Results of the ANOVA test for the 4 used Binarization Quality Measures
for the 10 random forest models and the reference implementation.

Measure F (10, 715) p

F-Measure 0.065 1.0000
Fps 0.219 0.9946

PSNR 0.1291 0.9994
DRD 0.00715 1.0000

Next, we analyze the execution times for our ten random forest models
and for Howe’s parameter tuning algorithm. Figure 6.11 shows the execution
time of Howe’s algorithm for the images from all datasets, except DIBCO
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Figure 6.11: Execution time in seconds for Howe’s parameter tuning algorithm
and our prediction algorithm for the images from all datasets, except DIBCO 2013,
which was used as training set.Boxes illustrate the first, second and third quartile;
Whiskers indicate the lowest and the highest value within the 1.5 interquartile range;
Dots mark outliers outside this range

2013, which was used for training, compared to the random forests model,
which had the highest mean execution time among all ten random forest
models. From these box plots, one can see that there is a clear difference in
execution time between Howe’s algorithm and our prediction algorithm.

To confirm this observation, we perform a repeated measures ANOVA
for the execution times of all ten random forest models and Howe’s tun-
ing algorithm. This analysis shows a statistically significant difference in
execution times at the p < 0.05 level [F (10, 690) = 47.7139, p < 0.0001].
The Tukey test shows that the detected differences in execution times are
only between Howe’s tuning algorithm and the random forest models, with
p-values < 0.0001, but not between the random forest models.

Therefore, we can conclude that our prediction algorithm chooses bina-
rization parameters, which produce comparable binarization performance
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to Howe’s algorithm, while executing on average 1.7 times faster. This
speedup can be explained by the fact that Howe’s tuning algorithm has
to perform the computationally expensive binarization step several times,
while our approach requires only one binarization step per image. Thus, the
average speedup increases to 2.5, when looking only at the larger images
from the analysed datasets, with no statistically significant difference to
the binarization performance of Howe’s tuning algorithm in any of the 4
measures. Here, the larger images are all images from the analysed datasets
with an area at or above the third quartile.

6.7 Related Work

In this section, we discuss previous work related to improved execution
performance of image binarization algorithms due to their implementation
(Section 6.7.1), as well as work related to automatic parameter tuning for
image binarization algorithms (Section 6.7.2).

6.7.1 Efficient Image Binarization

Most research on image binarization has focused more on the quality of the
binarization result than on the execution time. This is also reflected in the
numerous binarization competitions, in which the execution time is either not
reported [11, 13] or not used as evaluation criterium [14, 16]. Nevertheless,
there have been a few implementations of common binarization algorithms
utilizing the parallel computing capabilities of GPUs. For example, Singh
et al. proposed GPU implementations for the binarization algorithms by
Niblack, Otsu and Sauvola et al. [40–42] to speed up these commonly used
algorithms. In their implementations, Singh et al. treat image binarization
as a data parallel problem, where each image pixel is classified as foreground
or background pixel by its own GPU thread. With this parallelization
approach, they report up to 20 times faster binarization in comparison to
a single threaded implementation of the respective algorithm. Recently,
Chen et al. [43] proposed another GPU implementation of an algorithmically
improved version of Sauvola’s binarization algorithm using integral images,
as proposed by Shafait et al. [44]. With this implementation, Chen et al.
report up to 38 times faster execution performance compared to a CPU
implementation. Furthermore, GPU implementations of other binarization
algorithms were proposed by Peña-Cantillana et al. [45] and Soua et al. [46].
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The main difference between the approaches mentioned above and our
approach is that we analyze potential benefits of mapping different parts of
a binarization algorithm to different processors of a heterogeneous platform.
This is important to identify how the available compute platform can be
utilized most efficiently.

Work most closely related to our approach is described in the paper by
Westphal et al. [47], which is a work-in-progress report describing the general
idea of mapping HBA to a heterogeneous platform including preliminary
results for execution and binarization performance. This paper extends that
report by analyzing the importance of global relabel steps during the energy
minimization part of HBA, as well as by exploring the relation between
the choice of HBA’s parameters and the execution time. Furthermore,
we propose an efficient way of choosing these parameters and analyze the
obtained results for all performed experiments more extensively.

6.7.2 Automatic Parameter Tuning

Many binarization algorithms, such as the algorithm by Sauvola and Pietikäi-
nen [10], Kim et al. [48] or Su et al. [49], have parameters, which need to
be fine-tuned depending on a given image to achieve their upper bound
binairzation performance. This fine-tuning is normally done manually for
a sample of the document images to binarize and is then fixed to the best
parameter setting.

This required manual tuning is a limitation of these approaches, which
adds extra work to other document analysis tasks, which use image bina-
rization as one preprocessing step. Additionally, the fixed parameter setting
might not be optimal for all images within one dataset. For this reason,
Gatos et al. [50] and Afzal et al. [51] propose different binarization algorithms,
which do not require manual parameter tuning.

An alternative to parameterless binarization algorithms is the approach
by Mesquita et al. [52], which tunes the parameters for Mesquita et al.’s per-
ception of objects by distance (POD) preprocessing step for binarization [53].
The parameter tuning is performed using the Iterated F-Race approach on
a training dataset to find a suitable parameter configuration to be used
for all images in the target dataset. Here, it is important that the test
dataset is representative of the target dataset to find a reasonable parameter
configuration. This approach differs from our own approach in that it does
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not tune the parameters of the used binarization algorithm directly and that
it does not adapt the parameter configuration to the specific characteristics
of the currently binarized image.

Another approach to address the parameter tuning problem was taken
by Cheriet et al. [54], which is more closely related to our own approach. In
their paper, Cheriet et al. propose a machine learning framework to add
automatic parameter tuning to any image binarization algorithm. The core
of their framework is a set of image features, which they use as input to
several univariate models built for each binarization parameter with support
vector regression. In contrast to the approach by Cheriet et al., we use a
different and smaller set of image features, which is used to build a random
forests model for multivariate regression. This smaller set of features is
beneficial for execution performance, since less time is spent on extracting
different features from an image.

6.8 Conclusions and Future Work

In this paper, we have shown that the execution performance of a state-of-
the-art binarization algorithm can be considerably improved with help of
heterogeneous computing and prediction based parameter tuning, while not
affecting the binarization performance.

After analyzing different ways of mapping parts of Howe’s binarization
algorithm (HBA) onto CPU and GPU, we come to the conclusion that the
whole algorithm should be executed on the GPU to achieve on average a
3.5 times higher execution performance compared to executing the complete
algorithm on the CPU.

We have also presented a new parameter tuning algorithm for HBA based
on multivariate regression using random forests, which chooses parameter
values producing comparable binarization performance to Howe’s parameter
turning algorithm. However, we have shown, that our algorithm performs
on average 1.7 times faster than Howe’s original algorithm when considering
all images from the analyzed datasets, and 2.5 times faster when considering
only large images, i.e., images with an area at or above the third quartile.
The main reason is that we only need to binarize a given image once in
contrast to Howe’s approach.

When comparing the execution time improvements achieved by heteroge-
neous computing and parameter tuning in absolute numbers, it becomes clear
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that the improvement of the parameter tuning algorithm has the greater
impact on the overall execution performance. While we can save on average
0.44 seconds using heterogeneous computing, we save 3.22 seconds using our
parameter tuning algorithm, or 8.73 seconds when considering only large
images. Going back to our initial example with 50 million images, this
improvement translates to 6 years of saved execution time for comparatively
small images or 14 years for images with sizes similar to the largest images
in the analyzed datasets.

Apart from these two main contributions to the execution performance
of HBA, we have also shown that the continuous application of global relabel
steps during the push-relabel algorithm is important for the execution
performance when dealing with document images. However, our results do
not show any significant differences between the two analyzed global relabel
strategies, which performed global relabel steps either in fixed intervals or
in exponentially growing intervals.

Finally, we have shown that there is a statistically significant negative
correlation between execution time and binarization performance for different
parameter settings of HBA. This is an interesting finding, since it means
that it is sufficient to tune HBA’s parameters with respect to binarization
performance to achieve also a reasonable execution performance of the
algorithm.

In future work, it may be interesting to investigate the possibility to
improve the execution performance of the binarization of a batch of images
by interleaving the binarization steps for these images. This could lead to
potential speedups, since the Canny edge detection for the next image could
run on the CPU in parallel to the energy minimization of the previous image,
running on the GPU.

Another direction for future work would be to further improve the
prediction based parameter tuning. Since the current implementation of the
feature extraction and prediction process is not optimized for fast execution,
it would be interesting to investigate how much more time can be saved
when improving the execution performance of these two steps.
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Appendix

6.A.1 Image Features

In this section, we describe the 16 image features, which have been considered
as base for our parameter prediction approach, described in Section 6.4.2, but
which have not been chosen. We describe these 16 features in the following.

Intensity Mean This feature calculates the mean over all intensity values
in the analyzed grayscale image.

Intensity Standard Deviation Similarly to the previous feature, this feature
is computed over all intensity values in the grayscale image, deriving their
standard deviation.

Co-Occurrence Matrix Correlation We derive this feature from the image’s
co-occurrence matrix, which was first introduced by Haralick et al. [33]. It
measures the linear dependency between the co-occurring intensity values
and thus assesses the general repetitiveness of certain patterns in the image.
While repeated smooth transitions between intensity values lead to a positive
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correlation value, repeated jumps between intensity values lead to a negative
correlation value.

Co-Occurrence Matrix Energy As the previous feature, this feature is
derived from the image’s co-occurrence matrix. It is also known as uniformity
and is a measure for the amount of reoccurring transitions between intensity
levels. A high energy indicates that there are only a few, often reoccurring
transitions between intensity levels. Thus, a constant image has the highest
possible energy.

Number of Connected Components This feature counts the number of
connected components above a certain size. The connected components are
identified based on the binarized image, which was produced using Otsu’s
binarization algorithm [8].

Average Connected Components Size For this feature, the connected
components, which were identified for the previous feature, are used to
compute this feature by averaging over the different connected component
sizes.

Normalized Connected Components Size The aim of this feature is to
make the previous feature comparable between images by normalizing the
average connected components size by image size.

Image Size While not a particularly relevant feature in itself, the image
size might help to put the values of other features into perspective, making
different images better comparable.

Foreground Mean To compute the foreground mean, we apply Otsu’s
binarization algorithm [8] to first get an estimated separation of foreground
and background. Then, we compute the mean over the intensities of all
pixels classified as foreground by Otsu’s algorithm.

Background Mean As for the previous feature, the image’s foreground
and background separation is estimated and then the intensity mean over
all background pixels is computed.
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Mean Ratio In order to express how different estimated foreground pixels
are from estimated background pixels, we compute the ratio between the
previous two features, i.e., foreground mean and background mean.

Foreground Standard Deviation The foreground standard deviation is
computed by estimating the separation between foreground and background
pixels using Otsu’s binarization algorithm. Then, the standard deviation
over all detected foreground pixels is computed.

Number of Edge Pixels Using Canny’s edge detection algorithm [18]
with fixed parameters, we estimate the borders between foreground and
background. For this feature, we simply count the number of pixels, which
constitute this border.

Normalized Number of Edge Pixels This feature normalizes the found
number of edge pixels by the image size to make different images better
comparable with respect to their edge pixel number.

Average Line Width This feature estimates the average width of all fore-
ground elements in an image based on foreground elements identified using
Otsu’s binarization algorithm.

Entropy The image’s entropy measures the degree of randomness present
in an image. Therefore, it is another measure for the image’s structure.
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Abstract

In the context of document image analysis, image binarization is an
important preprocessing step for other document analysis algorithms,
but also relevant on its own by improving the readability of images of
historical documents. While historical document image binarization is
challenging due to common image degradations, such as bleedthrough,
faded ink or stains, achieving good binarization performance in a timely
manner is a worthwhile goal to facilitate efficient information extraction
from historical documents.

In this paper, we propose a recurrent neural network based algo-
rithm using Grid Long Short-Term Memory cells for image binarization,
as well as a pseudo F-Measure based weighted loss function. We evalu-
ate the binarization and execution performance of our algorithm for
different choices of footprint size, scale factor and loss function. Our
experiments show a significant trade-off between binarization time and
quality for different footprint sizes. However, we see no statistically
significant difference when using different scale factors and only limited
differences for different loss functions. Lastly, we compare the binariza-
tion performance of our approach with the best performing algorithm
in the 2016 handwritten document image binarization contest and show
that both algorithms perform equally well.

7.1 Introduction

Image binarization, the separation of text foreground from page background,
is an important processing step when analyzing historical document images.
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(a) Faded Ink and Bleedthrough. (b) Stains Covering Parts of the Text.

Figure 7.1: Common Image Degradations in Images of Historical Documents.
Images from the DIBCO 2013 dataset [2].

This separation enables algorithms for layout analysis or document transcrip-
tion to focus only on the written text without the disturbing background
noise. Similarly, image binarization improves document readability for hu-
man audiences. It is challenging, however, in historical documents, due
to common degradations found in those documents, such as bleedthrough,
faded ink or stains, as illustrated in Figure 7.1.

While many previous binarization algorithms were based on hand-crafted
image processing steps, the recent rise of deep learning methods in document
analysis has led to more and more deep learning based image binarization ap-
proaches. However, mostly the use of convolutional neural networks (CNNs)
for binarization has been explored in the literature. To examine a different,
less explored direction, we follow the idea of Afzal et al. [1] to use recurrent
neural networks (RNNs) for image binarization.

The main difference between CNNs and RNNs are the RNN’s recurrent
connections, which allow the results of previous processing steps, called time
steps, to affect the result of the current time step. This behavior of the
recurrent connections allows the RNN to ’remember’ previously seen inputs,
which should enable it to make better binarization decisions by recognizing
the relationship between pixels further apart from each other, such as pixels
forming a character and pixels forming the character’s diacritical mark. To
avoid the vanishing gradient problem, a common issue in RNNs due to
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their large depth produced by the recurrent connections, Long Short-Term
Memory (LSTM) cells are commonly used [3].

In this paper, we present our work with the following main contributions:

• proposal of an RNN based binarization algorithm

• proposal of a dynamically weighted loss function

• evaluation of the impact of the algorithm’s hyperparameters, footprint
size, scale factor and loss function, on the binarization performance

• identification of a significant trade-off between binarization quality
and time for different footprint sizes

Lastly, we compare our proposed approach with other state-of-the-art ap-
proaches. While our approach with a footprint size of 4, a scale factor of
2 and trained with our dynamic loss function performs equally well as the
best performing algorithm from the 2016 binarization contest [4], it shows
a lower performance than the currently best performing approach on the
H-DIBCO 2016 dataset by Vo et al. [5].

7.2 Background

This section introduces the two main components this paper is based on.
Those components are Grid Long Short-Term Memory (Section 7.2.1), which
is used to construct the proposed RNN based binarizer, and Pseudo F-
Measure (Section 7.2.2), the base for the proposed loss function.

7.2.1 Grid Long Short-Term Memory

Grid Long Short-Term Memory (Grid LSTM) networks, proposed by Kalch-
brenner et al. [6], are a variant of LSTM networks [3]. The main difference
to standard LSTM networks is that Grid LSTMs provide support for mul-
tidimensional processing. This support is achieved by arranging LSTM
cells along each of the Grid LSTM’s N dimensions, where the LSTM cells
along a dimension have their own weight matrices Wd, as well as their own
memory vectors md. However, the input to a Grid LSTM layer, consisting
of the inputs from each input dimension xd and the hidden vectors from all
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dimensions from the previous time step hd, is shared between all dimensions
as one concatenated vector h:

h =
[
x1

ᵀ h1
ᵀ . . . xN

ᵀ hN
ᵀ
]ᵀ

(7.1)

Thus, the N outputs of an N -dimensional Grid LSTM layer are computed
as follows:

(h′1,m′1) = LSTM(h,m1,W1)
...

(h′N,m′N) = LSTM(h,mN,WN)

(7.2)

Another feature of Grid LSTMs is the possibility to define priority
dimensions. The idea here is that when computing the LSTM output of
a priority dimension, the vector h contains the current time step hidden
vectors h′d of the non priority dimensions instead of the hidden vectors of
the previous time step.

7.2.2 Pseudo F-Measure

Pseudo F-Measure (Fps) is an evaluation measure for the binarization quality
of a binarization algorithm for document images, which was proposed by
Ntirogiannis et al. [7]. Unlike other commonly used evaluation measures,
such as F-Measure or the peak signal-to-noise ratio (PSNR), Fps takes into
account the fact that labelling errors, which impact the readability of the
actual text, are worse than those that do not affect the readability.

This focus on readability is achieved by weighting the labelling errors
when computing pseudo recall (Rps) and pseudo precision (Pps), based on
the location of the mislabelled pixels relative to the ground truth foreground.
When computing Rps, missed foreground pixels are penalized more and
thus affect the final result more, the closer they are to the middle of the
ground truth character line. Similarly, when computing Pps, misclassified
background pixels are penalized more if they are located in a line width
wide area around a ground truth line. Within this area, pixels closer to the
ground truth are penalized less than pixels that are further away.
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L1
tl

L1
tr

L1
br

L1
bl

L2
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L2
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Figure 7.1: Overall Network Architecture

7.3 Recurrent Binarization

The main contributions of this paper are the proposed Grid LSTM based
network architecture for binarization, as described in Section 7.3.1, and the
customized loss function, described in Section 7.3.2.

7.3.1 Architecture

In our approach, we divide the image to be binarized into non-overlapping
blocks of 64× 64 pixels, padding the image with zeros if necessary. These
blocks are then converted into input sequences to the RNN and binarized
separately from each other. In general, each image block is read by four
separate Grid LSTM layers, each beginning to read the image from a different
corner. This is illustrated in Figure 7.1 through the four different Grid LSTM
blocks reading the provided image block from the top-left corner, L1

tl, from
the top-right corner, L1

tr, from the bottom-left corner, L1
bl, and from the

bottom-right corner, L1
br.

After processing the whole block, the output sequences from all four
Grid LSTM layers are aligned and combined into one feature sequence. The
purpose of the alignment is to ensure that all outputs correspond to the
same respective input pixels. The produced feature sequence is then read
again by two separate Grid LSTM layers in a bi-directional fashion with one
layer beginning at the start of the sequence, L2

s, and one beginning at the
end, L2

e. The final binarization result is then produced by a fully connected
layer, L3, which makes the final decision on the pixel labels based on the
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aligned and combined output sequences of the previous bi-directional Grid
LSTM layer.

With this understanding of the general data flow through the network,
we can now have a more detailed look on how the input Grid LSTM layer
reads a given image block. The image block to process is first divided into
smaller non-overlapping blocks of f × f pixels, with f being the configured
footprint size. At each time step, one of these blocks is then converted
into an input vector for the first input dimension x1 and processed by the
respective Grid LSTM layer. The order in which these input blocks are
processed depends on the respective input layer. For example, L1

tl reads the
blocks from left to right and from top to bottom, while L1

br reads the blocks
from right to left and from bottom to top.

Additionally to the input block in the first input dimension, we make
use of the ability of Grid LSTMs to process multidimensional data and
provide the input block above the current one as input vector x2 to the
second input dimension. As shown in Figure 7.2, this second input block
has the same size as the first input block, i.e., f × f . In order to provide
the network with even more context information, we provide a scaled down
version of the surroundings of the first input block as input vector x3 to the
third input dimension. The area taken into account is determined by the
configured scale factor sf , since the scaled down input block is required to
have the same size as the other two blocks, i.e., f × f . Thus, the size of the
surrounding area considered is (sf · f)× (sf · f).

Provided with the three described input vectors x1, x2 and x3, each of
the four Grid LSTM input layers produces its output in the first dimension,
which is configured as priority dimension and thus is affected directly by the
other two input dimensions and the one non-input dimension. As described
before, this output is further processed by a bi-directional Grid LSTM layer,
which has only one input and one non-input dimension.

Two interesting parameters of the described architecture are the footprint
size f and the scale factor sf . For example, we would expect f to have an
impact on training and binarization time, since larger footprints reduce the
number of time steps per image block. Conversely, a large f may negatively
impact the binarization performance, due to a loss of focus. Similarly, sf is
interesting, since a larger value for sf provides more context information,
but comes at the cost of a loss in resolution.
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x1

x2

x3

Figure 7.2: Network inputs for the 3 input dimensions, x0, x1, x2, for a footprint
size of 16× 16 and a scale factor of 2.

7.3.2 Dynamic Loss

The neural network architecture described in the previous section is trained
using supervised learning. For this, it is important to quantify the difference
between the current binarization result and the available ground truth as
loss. This computed loss can then be used to appropriately adjust the
tuneable weights in the neural network using back propagation through time.
Since image binarization only has two labels, i.e., 0 for foreground and 1 for
background, a suitable loss function would be the binary cross-entropy loss
L, as defined in Equation 7.3.

L = yi · −log(ŷi) + (1− yi) · −log(1− ŷi) (7.3)

This loss function produces large values if the label ŷi assigned to pixel i
is different from the target label yi and is minimized during training. While
this loss function provides us with a suitable measure of the current distance
to the ground truth, it does not take into account the large class imbalance
in document images, which is due to the fact that a page generally consists
of more background than foreground. In order to account for this class
imbalance, a static weight w can be added to L to emphasize certain labelling
errors more than others. As shown in the resulting loss function Lstat in
Equation 7.4, the added weight w allows to configure the relative importance
of background labelling errors over foreground errors.
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Lstat = w · yi · −log(ŷi) + (1− yi) · −log(1− ŷi) (7.4)

While applying a static weight is a reasonable heuristic to address class
imbalance, it does not encourage actual readability of the binarized document.
Therefore, we propose to use the idea of pseudo F-Measure (Fps) [7] in the
loss function and to weight labelling errors dynamically depending on their
location to promote readability. The loss function for this dynamic loss Ldyn

can be formulated as follows:

Ldyn = wi · yi · −log(ŷi)
+ wi · (1− yi) · −log(1− ŷi)

(7.5)

The dynamic label weights wi for background pixels are computed in the
same way as the weights for pseudo precision (Pps) and penalize especially
background labelling errors, which occur in a certain area around foreground
elements. The weights for foreground pixels on the other hand are computed
as the weights for pseudo recall (Rps) and penalize foreground label errors
more, which affect the center of a line.

7.4 Experiment Design

In this study, we assess the overall binarization performance of our proposed
approach, as well as the impact variations of the footprint size f , the
scale factor sf and the chosen loss function have on this performance.
For this evaluation, we have implemented1 our proposed approach using
TensorFlow 1.0.12 and performed all experiments on a computer with an Intel
i7-6700K quad-core CPU @ 4.00 GHz, 32 GB DDR4 RAM and an Nvidia
GeForce GTX 980. In all experiments, we used the competition datasets
from DIBCO 2009 [8], H-DIBCO 2010 [9], DIBCO 2011 [10], H-DIBCO
2012 [11], DIBCO 2013 [2], H-DIBCO 2014 [12] and H-DIBCO 2016 [4].
The achieved binarization performance was evaluated using the measures
commonly used in these competitions, i.e., F-Measure, Fps, the peak-signal
to noise ratio (PSNR) and the distance reciprocal distortion metric (DRD).

1The implementation and additional experiment raw data can be found at: https:
//github.com/FlorianWestphal/DAS2018

2https://www.tensorflow.org
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7.5. Results and Analysis

In general, we train our binarization algorithm on 5 out of the 7 datasets,
while one dataset is used for validation and one is used for testing. For each
evaluated configuration, we train the network 7 times, so that each dataset is
used once for validation and once for testing. In each training run, we train
the network from scratch for 201 epochs, which has been found sufficient
for all network configurations to converge. Here, one epoch consists of 2048
image blocks, which is processed in batches containing 32 image blocks. For
training, we use the Adam optimization algorithm [13] with TensorFlows’
default parameters. After completing the training, we choose the model
which produces the lowest labelling error on the validation set for evaluation.

For our evaluation of the impact of f on the binarization performance,
we evaluate 3 different footprint sizes, f2, f4 and f8 with a value of 2, 4
and 8 for f respectively. Since we use 5 LSTM cells per input pixel and
input dimension, the number of LSTM cells in all Grid LSTM layers varies
depending on f . In order to avoid an unfair comparison between f2 and f4,
we increase the number of LSTM cells per layer for f2 to 20 cells per input
pixel. This ensures similar model complexities for these two configurations.
However, based on initial measurements, we do not see the need to adjust
the model complexity of f2 or f4 when comparing these configurations to f8.
Additionally to the binarization performance, we evaluate the impact of f
on the training and binarization time.

The impact of sf on the binarization performance is evaluated for 3
different scale factors, sf1, sf2 and sf4 with a value of 1, 2 and 4 for sf
respectively. Here, sf1 represents the case in which no scale factor is used,
since it results in x1 and x3 being identical at each time step.

Lastly, we evaluate the impact of the used loss function on the binarization
performance. As loss functions, we use the binary cross-entropy loss L,
statically weighted loss functions with a weight of 2, L2

stat, and 0.5, L0.5
stat,

and the proposed dynamically weighted loss function Ldyn.

7.5 Results and Analysis

In the following, we present the results of our experiments to evaluate the
impact of footprint size (Section 7.5.1), scale factor (Section 7.5.2), and loss
function (Section 7.5.3) on the binarization performance of the proposed
algorithm. Additionally, we compare the binarization performance of the
best configuration of our algorithm with other state-of-the-art methods
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Table 7.1: Average training and binarization times for the evaluated footprint
values.

f2 f4 f8

Training (in hours) 29.6248 7.1041 3.6841
Binarization (in seconds) 8.4149 2.2259 1.4121

(Section 7.5.4).

7.5.1 Footprint Impact

As described in the previous section, we measure the impact of different
footprint sizes on the training and binarization time. Table 7.1 shows the
average training times over the 7 training runs, as well as the average
binarization time for all test set images of the 7 runs. These measurements
show that increasing the footprint size and thus decreasing the number of
time steps per image block indeed decreases the training and binarization
time. While going from f2 to f4 yields the expected speedup of 4, a speedup
of only 2 is achieved going from f4 to f8. This reduced speedup is probably
caused by the lower number of LSTM cells in f4 compared to f8.

While reducing training and binarization time is a worthwhile goal, this
must not come at the expense of binarization quality. Therefore, we also
analyze the footprint size’s impact on the binarization result. As shown
in Figure 7.1, the binarization quality as measured in Fps is reduced by
choosing a footprint size of 8. In order to quantify this observation, we
perform the Friedman test to assess if there is a statistically significant
difference in the distributions of the measured binarization quality for all
images from the test sets for any of the quality measures. Based on the
results shown in Table 7.2, we can see that there is a statistically significant
difference between the footprint sizes at the p < 0.05 level. An afterwards
performed pairwise Wilcoxon rank-sum test with Holm correction shows
that there is no statistically significant difference in binarization quality
between f2 and f4, but between f2 and f8, and f4 and f8 for all 4 quality
measures. This shows that f4 yields the best trade-off between execution
and binarization performance.
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Figure 7.1: Fps results for the evaluated variations in footprint size for all test set
images. Boxes illustrate the first, second and third quartile; Whiskers indicate the
lowest and the highest value within the 1.5 interquartile range; Dots mark outliers
outside this range

Table 7.2: Results of the Friedman test for the 4 used binarization quality measures
for the evaluated variations in footprint, scale factor and loss function.

Footprint Scale Factor Loss Function
Measure χ2 p χ2 p χ2 p

F-Measure 86.116 < 0.0001 6.0233 0.049 25.409 < 0.0001
Fps 80.023 < 0.0001 4.4651 0.107 81.516 < 0.0001
PSNR 82.977 < 0.0001 5.5116 0.064 27.028 < 0.0001
DRD 76.256 < 0.0001 4.2558 0.119 16.995 0.0007

7.5.2 Scale Factor Impact

Similar to the previous analysis, we perform the Friedman test to identify
differences in the measured binarization performance for the 3 evaluated
scale factors. Based on the p-values reported in Table 7.2, we can see that
there is a statistically significant difference between those scale factors at
the p < 0.05 level only for F-Measure. However, the post-hoc test performed

123



7. Document Image Binarization Using Recurrent Neural Networks

Table 7.3: Ranking of all evaluated configurations based on all test set images and
all 4 binarization quality measures.

Configuration Score

f4 - sf2 - Ldyn 1158.0
f4 - sf1 - Ldyn 1269.0
f4 - sf2 - L 1368.0
f4 - sf4 - Ldyn 1381.0

Configuration Score

f4 - sf2 - L2
stat 1454.0

f2 - sf2 - Ldyn 1474.0
f4 - sf2 - L0.5

stat 1780.0
f8 - sf2 - Ldyn 2500.0

for F-Measure does not indicate any statistically significant differences for
any pair of scale factors. While there is no significant difference between
the scale factors, we can observe a certain trend by ranking all evaluated
configurations based on their performance on each test set image for each of
the 4 binarization quality measures. The results of this ranking in Table 7.3
show that for the used datasets a scale factor of 2 tends to produce better
binarization results than the other 2 evaluated scale factors.

7.5.3 Loss Function Impact

Figure 7.2 shows the binarization performance achieved by models built using
one of the 4 analyzed loss functions on their respective test dataset. This
box plot shows that all used loss functions produce a similar binarization
performance with L0.5

stat yielding slightly worse binarization results. The
results of the performed Friedman test, as shown in Table 7.2, indicate a
statistically significant difference between the analyzed loss functions at the
p < 0.05 level. When analyzing this difference using a pairwise Wilcoxon
rank-sum test with Holm correction, we see that L0.5

stat is significantly worse
than the other 3 loss functions only for Fps. For all other quality measures,
there is no statistically significant difference between any of the loss functions.
However, based on the ranking in Table 7.3, we can observe the general
trend for the analyzed datasets that L2

stat and Ldyn perform similarly well,
while L and L0.5

stat perform worse.

7.5.4 Binarization Performance

Based on the performed statistical analyses and the ranking in Table 7.3, we
can see that the best performing configuration of our binarization algorithm
uses a footprint size of 4 (f4), a scale factor of 2 (sf2) and was trained using
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Figure 7.2: Fps results for the evaluated loss functions for all test set images.

our proposed dynamically weighted loss function (Ldyn). In Table 7.4, we
compare this configuration with the mean-wise best performing method in
the H-DIBCO 2016 contest [4], i.e., the method by Hassaine et al., and with
the current state-of-the-art on the H-DIBCO 2016 dataset, i.e., the method
by Vo et al. [5]. For this comparison, we use the models, which were trained
using the H-DIBCO 2016 dataset as test set. From Table 7.4, one can see
that our approach has a higher performance than the method by Hassaine
et al. on F-Measure (FM) and pseudo F-Measure (Fps), while it has a lower
performance than this method on PSNR and DRD. However, the method
by Vo et al. [5] shows a higher performance than all other approaches.

7.6 Related Work

Over the past decades, many algorithms for image binarization have been
proposed. Those algorithms include global threshold based methods, such
as Otsu’s method [14], local thresholding methods, such as the method by
Sauvola and Pietikäinen [15], as well as graph cut based methods, such as
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Table 7.4: Comparison of different image binarization approaches on the H-DIBCO
2016 dataset [4].

Measure Hassaine et al. Vo et al. f4-sf2-Ldyn

FM 88.72± 4.68 90.10 88.79± 4.80
Fps 91.84± 4.24 93.57 92.53± 4.2
PSNR 18.45± 3.41 19.01 18.43± 3.11
DRD 3.86± 1.57 3.58 3.98± 1.85

Howe’s algorithm [16]. In more recent years, the trend in document image
binarization has shifted from those previous algorithms using hand-crafted
features towards machine learning based methods mostly relying on deep
learning techniques. Most deep learning based image binarization algorithms
use convolutional neural networks (CNNs) [17], such as the approach pro-
posed by Pastor-Pellicer et al. [18], or variations thereof, such as the deep
supervised network (DSN) approach by Vo et al. [5] or the fully convolutional
neural network (FCN) approach by Tensmeyer and Martinez [19].

However, the work most closely related to our own approach is the
approach by Afzal et al. [1], which uses recurrent neural networks (RNNs)
with long short-term memory (LSTM) cells for image binarization. The
main difference to this approach is our evaluation of different footprint sizes,
scale factors and loss functions, as well as an overall improved network
architecture.

While not related to our approach in terms of basic network structure,
the work by Tensmeyer and Martinez [19] is related to our work in their
use of pseudo F-Measure (Fps) for training. The difference between between
their and our approach is that they use Fps directly as loss function for
training, while we use only the weights of Fps in a weighted cross-entropy
loss function.

7.7 Conclusion

In this paper, we have presented an RNN based binarization algorithm, which
used the ability of the employed Grid LSTM cells to handle multidimensional
input to incorporate context information in each binarization step. We
have evaluated the execution and binarization performance of our approach
when using different footprint sizes and have identified a significant trade-off
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between execution time and binarization quality with respect to footprint size.
We showed that increasing the footprint size significantly reduces training
and binarization time, at the cost of significantly reducing binarization
performance when increasing the footprint size from 4 to 8. Thus, we
conclude that a footprint size of 4 yields the best trade-off between execution
and binarization performance.

Furthermore, we have analyzed the impact of different scale factors for
additional context information on the binarization performance. However,
we have not found any statistically significant differences in the binarization
performance of the evaluated scale factors. Therefore, we can only make
the observation, based on a ranking of all evaluated configurations, that a
scale factor of 2 tends to perform better on the used DIBCO and H-DIBCO
datasets.

Lastly, we have evaluated the impact of different loss functions on the
binarization performance. Apart from the statistically significant drop in
binarization performance as measured by Fps when using a static weight,
which penalizes foreground errors stronger than background errors, we
could not identify any other statistically significant differences between the
analyzed loss functions. However, the observed trend based on a ranking of
all configurations is that the proposed dynamically weighted cross-entropy
loss tends to perform well.

In a comparison based on binarization performance on the H-DIBCO
2016 dataset between two state-of-the-art solutions and our approach, our
approach ties with the best performing algorithm in the H-DIBCO 2016
competition [4], but shows a lower performance than the currently best
performing approach on this dataset.
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Abstract

In a child’s development, the child’s inherent ability to construct
knowledge from new information is as important as explicit instruc-
tional guidance. Similarly, mechanisms to produce suitable learning
representations, which can be transferred and allow integration of new
information are important for artificial learning systems. However,
equally important are modes of instructional guidance, which allow the
system to learn efficiently. Thus, the challenge for efficient learning is
to identify suitable guidance strategies together with suitable learning
mechanisms.

In this paper, we propose guided machine learning as source for
suitable guidance strategies, we distinguish between sample selection
based and privileged information based strategies and evaluate three
sample selection based strategies on a simple transfer learning task.
The evaluated strategies are random sample selection, i.e., supervised
learning, user based sample selection based on readability, and user
based sample selection based on readability and uncertainty. We show
that sampling based on readability and uncertainty tends to produce
better learning results than the other two strategies. Furthermore, we
evaluate the use of the learner’s uncertainty for self directed learning
and find that effects similar to the Dunning-Kruger effect prevent this
use case. The learning task in this study is document image binarization,
i.e., the separation of text foreground from page background and the
source domain of the transfer are texts written on paper in Latin
characters, while the target domain are texts written on palm leaves
in Balinese script.
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8.1 Introduction

When designing systems that learn from experience, it is worthwhile to
consider well working learning systems, such as humans and particularly
children. This consideration can be used to draw inspiration for approaches to
test and directions to pursue. More importantly, comparing effects observed
in different learning systems can lead to the discovery of inherent properties
of learning systems in general.

One key aspect of developmental learning is to replicate the ability of hu-
mans to transfer previously learned knowledge to new domains or to changed
conditions. This ability of humans is captured in the theory of cognitive
constructivism of Piaget [1], which views the human learning process as
knowledge construction process going through the stages of information
selection, organization and integration with previous knowledge [2]. Thus, a
large focus of developmental learning lies on designing learning mechanisms,
which learn representations from given data. These representations aim
to help solving the given task, but must also be transferable and allow
integration of new information.

While devising such mechanisms is challenging, we know from human
learning and human development that just possessing the ability to construct
knowledge is not sufficient for efficient learning. Another crucial factor for
efficient learning is the mode of instruction, which needs to fit the learner’s
proficiency level. For human learning, Clark et al. [3] argue that novices
benefit from full and explicit instructional guidance, while experts can benefit
from discovery based learning. This notion is reflected in artificial learning
systems, for example, in reinforcement learning agents, which essentially
perform discovery based learning without prior knowledge of the task, but
which are currently unable to learn to play low reward Atari games, such as
Montezuma’s Revenge without expert demonstration [4]. Thus, devising
suitable modes of instruction are as important for developmental learning as
the design of suitable learning representations for transfer learning.

In this paper, we describe guided machine learning (gML) with its
different types of guidance as possible framework of thought for different
modes of instructional guidance. Furthermore, we discuss and evaluate
different forms of guidance for a simple transfer learning task and evaluate
the use of the learner’s uncertainty for self guided learning in form of active
learning [5].
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(a) Image from the H-DIBCO 2016
dataset [12].

(b) Image from the
AMADI_LontarSet [13].

Figure 8.1: Difference in appearance of documents from different collections.

The general learning task used in this paper is document image binariza-
tion, i.e., the separation of text foreground from page background. The used
algorithm is pre-trained on a source dataset of document images from the
Document Image Binarization Contests (DIBCO) [6–8] and the Handwritten
Document Image Binarization Contests (H-DIBCO) [9–12], and the aim is
to learn to binarize images of a target dataset from as few labeled samples
as possible. The images from the source dataset show handwritten and
printed text written in Latin characters on paper, as shown in Figure 8.1a.
The target dataset, on the other hand, is written in Balinese script on palm
leaves, as shown in Figure 8.1b.

The main contributions of this paper are:

• proposal of gML as thought framework for modes of instructional
guidance

• evaluation of the learner’s uncertainty as source for self guided learning

• evaluation of different instruction strategies

• proposal and evaluation of the use of uncertainty visualization to help
user guidance

Our results show that effects similar to the Dunning-Kruger effect [14]
interfere with the use of the learner’s uncertainty for active learning. Further-
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more, we show that user guided learning achieves better binarization results
with the same number of labeled training data than normal supervised
learning with random sample selection. However, we find that providing the
user with a low level explanation of the binarization result, in form of the
learner’s visualized uncertainty, yields even better binarization results.

In the following, We provide background information about document
image binarization and the used learning system in Section 8.2. Section 8.3
describes our ideas on gML and Section 8.4 discusses the estimation and
potential pitfalls in estimating the learner’s uncertainty. We describe the
different strategies for guidance in Section 8.5 and describe the experiment
design in Section 8.6. The results of the evaluations are presented in
Section 8.7, Section 8.8 describes related work and Section 8.9 concludes
this paper.

8.2 Background

8.2.1 Image Binarization

Image binarization is a document analysis task with the goal to separate text
foreground from page background. This is achieved by labeling each pixel in
an input image as either foreground or background pixel. Image binarization
is a common pre-processing task for other document analysis algorithms,
such as word spotting [15] or image transcription [16]. While comparatively
simple in contemporary documents, image binarization becomes increasingly
difficult in historical documents, due to common image degradations, such
as faded ink, stains or ink bleeding through from the other side of the page.
Many algorithms have been proposed to address this task, including the
algorithms by Otsu [17] and Niblack [18], as well as the more recent deep
supervised network approach by Vo et al. [19].

8.2.2 Recurrent Binarization

The underlying binarization algorithm of our gML system is the recurrent
neural network (RNN) based algorithm by Westphal et al. [20]. This algo-
rithm divides a given document image into blocks of 64× 64 pixels. Each
of these blocks is then read sequentially and individually by four separate
Grid long short-term memory (LSTM) [21] network layers, each starting
from one of the block’s four corners. The output of these layers is combined
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and processed by another two Grid LSTM layers. The final binarization
result is achieved through a weighted sum of the outputs of the two Grid
LSTM layers, mapped into the interval between 0 and 1 by the sigmoid
function. Thus, each pixel in the processed block receives a continuous value
between 0 and 1. To receive the final result, each of these continuous values
is rounded to either 0 (foreground) or 1 (background).

8.3 Guided Machine Learning

In this paper, guided machine learning (gML) refers to a form of interactive
machine learning [22, 23], which is concerned only with learning algorithms
allowing an external agent to steer the learning process. For defining gML in
this paper, we adapt Mitchell’s definition of machine learning [24] as follows:

Definition 8.1. A computer program is said to learn through guidance G
from external agent A with respect to some class of tasks T and performance
measure P, if its performance at tasks in T, as measured by P, improves
through actions performed by A with the aim to achieve such an improvement.

Thus, the main focus of gML lies on exploring different guidance mech-
anisms for steering the learning process. Here, we distinguish between
mechanisms based on sample selection, Section 8.3.1, and mechanisms based
on privileged information, Section 8.3.2. Both directions and their sub-
categories are described in the following sections.

8.3.1 Sample Selection

Mechanisms in this category guide the learning process through the selection
of training samples. Common selection approaches are random, data focused
a priori, learner focused a priori and learner focused adaptive.

Random selection This approach chooses training samples randomly and
the only provided guidance are the provided correct labels for the given
training samples. This is the standard supervised learning approach.

Data focused a priori selection This strategy determines the complete
training set before starting the training, based on the characteristics of the
training data. For example, curriculum learning [25] builds the complete
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training set by initially choosing easy samples and then adding more and more
difficult ones to the training set. This distinction between easy and difficult
samples is done based on the data set’s characteristics and is independent of
the learner.

Learner focused a priori selection This method determines the complete
training set before starting the training, based on the learner’s characteristics.
Machine teaching [26] employs this strategy by creating an optimal training
set based on the knowledge of the target function to be learned and of the
learner’s learning mechanism.

Learner focused adaptive selection This approach builds an initial train-
ing set, which is iteratively updated, based on the learner’s current proficiency.
Two approaches following this strategy are iterative machine teaching [27]
and Teaching-to-Learn and Learning-to-Teach (TLLT) [28, 29], which aim
to generate a new optimal training set after each training iteration based on
the learner’s current state.

8.3.2 Privileged Information

On the other hand, privileged information approaches, as described by Vapnik
and Izmailov [30], guide the learner by providing additional information
about a training sample to the learner. However, this additional information
is available only at training time, but not at test time. Here, we distinguish
between a priori selected privileged feature information, a priori selected
privileged target information and adaptively selected privileged information.

A priori selected privileged feature information This strategy adds addi-
tional features to the training samples regardless of the learner’s current
performance. Examples for this approach are similarity control and knowl-
edge transfer as described by Vapnik and Izmailov [30], as well as generalized
distillation [31]. Another example for this strategy is learning by demon-
stration as described by Rozo et al. [32]. In their paper, the demonstrated
movement trajectory used to teach collaborative behavior to a robot arm
can be viewed as privileged information only available at training time.

A priori selected target information This approach adds richer target
information to the training samples regardless of the learner’s current per-
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formance. One example for this form of guidance is distillation [33], which
trains a learner with lower model capacity on the outputs of a pre-trained
teacher with higher model capacity.

Adaptively selected privileged information This method adapts the pro-
vided privileged training information based on the learner’s current state.
Explanatory debugging, as described by Kulesza et al. [34], for example, falls
in this category. The system described in their paper illustrates the learner’s
state for its users by showing them the important words, which led it to
classify a message in a certain way. The user can then provide privileged
information by adjusting which words are used for the classification and how
important those words are for a certain class.

Since we view our learner as novice in the target domain of our transfer
learning task, we consider only gML strategies for this task. In this study, we
focus on sample selection strategies, in particular on random selection and
learner focused adaptive selection. For the latter, samples are selected by a
human user by assessing the learner’s current proficiency either based solely
on its current output or on its output combined with a visualization of its
uncertainty. However, we also evaluate the use of the learner’s uncertainty
for active learning, which is not a gML technique.

8.4 Estimating Network Uncertainty

The binarization algorithm used in this study labels each image pixel pi as
foreground or background by first assigning to it a continuous value ŷi ∈ [0, 1]
and then deriving its label li as li = bŷi + 0.5c. Since this turns the value 0.5
into the decision boundary between foreground and background, we use the
distance of the predicted value ŷi from this decision boundary as measure
for the network’s certainty that it assigned a label correctly. Conversely, the
distance between ŷi and the assigned label li can be viewed as the network’s
uncertainty ui, with:

ui = |ŷi − li| (8.1)

This pixel-level uncertainty estimate can then be used to receive an estimate
of the network’s labeling uncertainty for any given image by averaging over
all pixel uncertainties.
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Figure 8.1: Illustration of the possible relationships between binarization quality
and uncertainty, depending on the majority of pixels, with red indicating a positive
correlation and blue indicating a negative correlation.

Being able to estimate the network’s uncertainty for a given image or a
particular area of an image has two potential advantages. First, it should
make it possible to identify image areas, which contain many pixels with
assigned labels easily changeable through training, and second it should make
it possible to identify image areas, which have the highest need for change.
The first advantage naturally follows from the definition of our uncertainty
measure, i.e., values with high uncertainty lie close to the decision boundary
and thus are easily moved across it. However, the second advantage hinges on
the relationship between binarization quality and uncertainty, as it assumes
a negative correlation between both.

In order to analyze this relationship, we simplify the possible states of
one pixel with respect to binarization quality and uncertainty to four distinct
states:

• correctly labeled - certain

• correctly labeled - uncertain

• incorrectly labeled - uncertain

• incorrectly labeled - certain
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This is a simplification, since there is no sharp border between a certain or
uncertain labeling, in contrast to a correct or incorrect labeling. Depending
on the state of the majority of pixels in a binarized image, we can see that
the relationship between quality and uncertainty changes. As exemplified by
Figure 8.1, we can expect a negative correlation when the majority of pixels is
either labeled correctly with high certainty or if labeled incorrectly with high
uncertainty. Conversely, one would expect a positive correlation between
binarization quality and uncertainty if the majority of pixels is labeled
correctly with high uncertainty or labeled incorrectly with high certainty.
This means however that uncertainty can be used to select image areas,
which need to be improved, only if the network estimates its uncertainty
correctly, i.e., assigns higher uncertainty to incorrectly labeled pixels. But
since this estimate relies on the network’s ability to label pixels correctly, it
should become susceptible to the Dunning-Kruger effect [14], which describes
the observation that the lack of ability to perform a certain task may also
impede the objective assessment of the correct execution of this task.

8.5 Learning from User Guidance

In this study, our gML system receives user guidance in form of additional
training samples and uses these samples for re-training. Here, it is important
to note that the used binarization algorithm binarizes and trains on blocks
of 64× 64 pixels at once. Therefore, one training sample for this algorithm
is one such image block. Additional training samples for re-training can be
obtained from users by letting them correct the network’s shortcomings, i.e.,
by providing the correct labels to mislabeled pixels within one such block,
and thus producing ground truth data for the block.

Since the used mechanism simply provides ground truth data for training,
the question arises: What is the benefit of learning from user guidance over
learning from a ground truth dataset? The answer to this question is the
selection of training samples. While normal training based on a ground
truth dataset would require several images to be completely labeled and
would then randomly select blocks to train on, in our case of learner focused
adaptive selection, blocks to train on are selected by a user and only those
blocks need to be labeled. This should lead to less labeled blocks and
faster improvements in binarization quality, since a user can easily identify
blocks, from which the network can learn the most, i.e., blocks containing
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many labeling errors. On the other hand, when blocks are chosen randomly,
there is no such guarantee. In fact, in this case, blocks containing only
background pixels are chosen more often, since document images consist
mostly of background pixels.

Additionally to providing users with the network’s binarization output
to select training samples, it appears reasonable to visualize the network’s
labeling uncertainty. Since areas of high uncertainty should be easier to
change, as described in Section 8.4, this may help users to select blocks,
which will lead to easier improvements or prevent changes in pixels for which
the network has found the correct label, but is fairly uncertain about the
labeling result. Such a visualization can be achieved easily by quantization
of the estimated uncertainty and by mapping each of the quantization levels
to a color.

As user guidance focuses on the shortcomings of the current model, a
training set selected in this way may overemphasize rare failure cases, while
omitting common and currently correctly labeled cases. This, in turn, may
lead to worse binarization results after re-training and may increase the
need for labeled training samples. One straightforward strategy to avoid this
situation is to combine the new user provided training samples with training
samples, which were used to build the original model. This combination can
help to learn the correct labeling of identified failure cases without forgetting
how to label common ones. However, this strategy relies on the fact that
the document images on which the original model was trained are similar to
the images of the new image collection, which may not always be the case.

8.6 Experiment Design

8.6.1 Experiment Setup

All experiments reported in this paper were conducted on a computer with
an Intel i7-6700K quad-core CPU @ 4.00 GHz, 32 GB DDR4 RAM and an
Nvidia GeForce GTX 980. The implementation of the recurrent binarization
algorithm was adapted from the original TensorFlow1 implementation by
Westphal et al. [20] from GitHub2.

1https://www.tensorflow.org
2https://github.com/FlorianWestphal/DAS2018
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8.6. Experiment Design

The base model used as starting point for all conducted experiments
has been trained on the DIBCO and H-DIBCO datasets, DIBCO 2009 [6],
H-DIBCO 2010 [9], H-DIBCO 2012 [10], DIBCO 2013 [8], and H-DIBCO
2014 [11], while the DIBCO 2011 [7] dataset was used for validation and
H-DIBCO 2016 [12] for testing. While the DIBCO and H-DIBCO datasets
are well suited to build a general model for binarization, due to their
inhomogeneity in appearance, they are, for the same reason, not suitable for
our experiments. Since the main idea of this study is to re-train a base model
to fine-tune it to a particular, homogeneous image collection, a homogeneous
dataset is required. Therefore, we chose the AMADI_LontarSet [13], which
consists in total of 100 images with associated ground truth, and extracted
two collections of visually similar images from it. These collections are the
Bangli set, a collection of 14 images from the Bangli collection, and the
IIIC set, a collection of 17 visually similar images taken from four different
collections. Each of these two sets is split into two subsets of 7 or 8/9 images
respectively, which are used for training or testing.

In all conducted experiments, the binarization quality will be assessed
using only pseudo F-Measure (Fps), which is an evaluation metric specifically
designed to assess binarization quality, since it takes into consideration
that certain labeling errors are less severe than others [35]. While other
common binarization quality measures, such as F-Measure, peak signal-to-
noise ratio (PSNR) and distance reciprocal distortion metric (DRD) [36]
were considered, they are omitted here, since they either show the same
result as Fps, in case of F-Measure, or overemphasize background labeling
errors. This overemphasis can be problematic in initial phases of fine-tuning,
as it favors labeling trade-offs, which erase text and thus make the document
illegible.

Furthermore, since we are mostly interested in the improvement in
binarization performance with respect to the base model, we compute the
relative Fps improvement (F̃ (t)

ps ) of a re-trained model t as follows:

F̃ (t)
ps = F

(t)
ps − F (base)

ps

F
(final)
ps − F (base)

ps

(8.2)

Here, F (t)
ps denotes the binarization quality achieved by a re-trained

model t, while F
(base)
ps and F

(final)
ps denote the quality achieved by the

base model and a model trained to convergence on the target collection’s
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complete training set respectively. F (final)
ps is trained in this way to allow

an estimation of the potential room for improvement starting from the base
model’s performance and to put the binarization quality achieved by the
evaluated guidance strategies into perspective.

8.6.2 Evaluating Uncertainty and Quality

In order to analyze the relationship between network uncertainty and bi-
narization quality, we compute a model’s uncertainty on all images of a
given test set and measure then the binarization performance of this model.
Based on these values, we can compute Pearson’s correlation coefficient ρ to
measure the linear correlation between uncertainty and binarization quality.

We compute this correlation coefficient for the seven used DIBCO and
H-DIBCO datasets by training a model on all but two of these datasets, and
use one of the held out datasets for validation and the other for testing. We
then combine the results for network uncertainty and binarization quality
on the test dataset from all these seven models by standardizing them, and
compute their overall correlation coefficient. Similarly, we combine the two
sub-collections of the Bangli and IIIC dataset by building two models per
dataset, standardizing their results and then combining them.

While there is only one final model in case of the DIBCO and H-DIBCO
datasets, for the Bangli and IIIC dataset, we look at the correlation coefficient
for the base model, as well as for the final model, i.e., the model produced
from the base model after training to convergence using the respective
training dataset.

8.6.3 Evaluating Guidance Strategies

In this paper, we evaluate 5 different guidance strategies for selecting image
blocks to train on. These strategies are supervised learning, i.e., random
selection (frnd), selection based on readability (fr), selection based on
uncertainty and readability (fur), as well as a combination of blocks selected
by fr or fur with blocks from the source training set, denoted as frc and furc

respectively. For fr, we had one user selecting an equal number of image
blocks from all training set images, adding up to a total of 512 blocks per
training set. These blocks were selected based on the user’s perception of
which mislabeled blocks affected the readability most negatively. The same
number of image blocks was selected by the same user for fur with the key
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Table 8.1: Correlation coefficients, and average Fps and uncertainty results for the
analyzed datasets and models.

ρ Fps uavg

DIBCO/H-DIBCO -0.416 90.960 0.013
Bangli (base) 0.158 27.930 0.045
Bangli (final) 0.157 54.797 0.044
IIIC (base) 0.813 51.003 0.025
IIIC (final) 0.444 58.160 0.052

difference that the user had access to the network’s visualized uncertainty
and could therefore make use of this knowledge during selection.

Since the overall aim of this study is to reduce the number of labeled
image blocks, we analyze the impact different selection strategies have on the
binarization performance when taking subsets from the 512 selected training
blocks of size 32, 64, 128, 256 and 512. Each of these five subsets is then
used to re-train the base model for 5 training epochs with a batch size of 8
blocks per batch. Thus, the weights of the five produced models are updated
5 · (4, 8, 16, 32, 64) times respectively. The produced models are then used to
assess the strategy’s impact on the binarization performance. While frc and
furc use the same image blocks as fr and fur respectively, their number of
training blocks is always twice as large, since they combine, e.g., 32 blocks
from fr with another 32 blocks from the base model’s training set.

8.7 Results and Analysis

8.7.1 Uncertainty and Binarization Quality

Table 8.1 shows the correlation coefficients and binarization quality measured
in Fps for the DIBCO/H-DIBCO, Bangli and IIIC datasets. In this table,
(base) denotes the base model’s binarization quality on the respective dataset,
while (final) denotes the quality of the model trained on all available training
samples for the respective dataset until convergence. In case of the DIBCO/H-
DIBCO datasets, we can see the negative correlation between uncertainty
and binarization quality, one would expect from a model proficient in labeling
images from a certain dataset. This is the case, since the majority of pixels
is labeled correctly with high certainty, while mislabeled pixels have a high
uncertainty (cf. Figures 8.1a and 8.1b). Thus, uncertainty could be used to
identify blocks, which should be used for training.

However, for the base model applied to the Bangli and IIIC dataset, we
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(a) DIBCO 2016 - binarization
result.

(b) DIBCO 2016 - uncertainty
visualization.

(c) Base model - binarization re-
sult.

(d) Base model - uncertainty vi-
sualization.

(e) Final model - binarization re-
sult.

(f) Final model - uncertainty vi-
sualization.

Figure 8.1: Binarization result and uncertainty estimate for different models on the
image from Fig. 8.1a and 8.1b. Red identifies high uncertainty pixels, while low
uncertainty pixels are shown in blue.
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observe a positive correlation with relatively low binarization performance.
This is caused by a majority of pixels being labeled either incorrectly with
high certainty or correctly with high uncertainty. Figures 8.1c and 8.1d
exemplify this by showing that, in case of the Bangli dataset, the base
model has the tendency to mislabel foreground pixels with high confidence,
explaining the low binarization performance. This resembles the Dunning-
Kruger effect, since the network’s lacking proficiency in finding the correct
foreground labels also impedes its uncertainty estimation.

While one would expect a better uncertainty estimate and thus a negative
correlation between uncertainty and binarization quality after training to
convergence on a collection’s complete training set, this is not the case for
the Bangli and IIIC dataset, as shown in Table 8.1. This observation is
especially striking for the Bangli dataset, as we see no change in neither
correlation nor average uncertainty. However, when looking at the example
images in Figures 8.1e and 8.1f, we can see that the labeling performance
changes from labeling the majority of pixels incorrectly with high certainty
towards labeling the majority of pixels correctly with high uncertainty. Thus,
the correlation remains positive, even though the binarization performance
increases. While not visible in the shown examples, we can observe that the
overall average uncertainty stays the same between base and final model,
because the areas of increased uncertainty are re-distributed through training,
from the dark background regions of the image towards the foreground text.

Lastly, we observe for the Bangli and IIIC dataset that foreground pixels
are assigned a high uncertainty after training, compared to the DIBCO and
H-DIBCO datasets (cf. Fig. 8.1b and 8.1f). This appears to be an artifact
caused by the two ground truth images per image in the AMADI_LontarSet,
which do not always agree with each other or with the actual source image
in such a form that ground truth strokes are sometimes significantly thinner
than the actual character strokes or lie outside the area of the actual character.
Therefore, it is reasonable to assume that the network does not reach the
same level of certainty in labeling foreground pixels than when being trained
on one reliable ground truth dataset.

8.7.2 Guidance Strategies

Figure 8.2 shows the relative improvements in Fps for all images of the
Bangli dataset, which were achieved by models trained according to the 5
evaluated strategies on 32, 64, 128, 256 or 512 training blocks. In order
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Figure 8.2: Relative improvements in Fps for the different feedback strategies
and different numbers of feedback blocks for the Bangli dataset. The strategies
depicted in this plot are random selection (frnd), selection based on readability (fr),
selection based on uncertainty and readability (fur), and the respective combined
approaches (frc) and (furc). Boxes illustrate the first, second and third quartile;
Whiskers indicate the lowest and the highest value within the 1.5 interquartile range;
Dots mark outliers outside this range.

to find statistically significant differences between the different strategies
and numbers of used training blocks, we perform the Friedman test between
all strategies and training block numbers. This test shows a statistically
significant difference between strategies and number of blocks used for
training at the p < 0.05 level. Therefore, we perform pairwise Wilcoxon rank-
sum tests with Holm correction to find differences between the strategies.

The most interesting finding from these pairwise tests is that fr and fur

perform consistently, statistically significantly better than frnd trained on
32 blocks, given that fr and fur trained on more than 32 blocks. While this
appears like a low bar, it is not achieved by any of the other strategies, which
indicates that these two strategies produce a better binarization performance
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with less training samples. Furthermore, it can be seen from Figure 8.2 that
fur produces models, which perform more consistently and better than fr.
The main reason for this may be that including considerations about the
network uncertainty in the selection process lead the user to create more
representative training sets, which result in better models.

Additionally, one can observe from Figure 8.2 that frc and furc tend to
perform worse in relation to the other strategies the more blocks are used for
training. This appears to be the case due to the dissimilarity between the
DIBCO/H-DIBCO datasets and the Bangli dataset, which prevents a proper
fine-tuning to the Bangli dataset if too many DIBCO/H-DIBCO samples
are used for re-training.

The results for the IIIC dataset are omitted here, since they are not
sufficient to draw any conclusions about the evaluated 5 strategies. This
may be the case, since the base model performs well on the IIIC dataset and
training does not result in a large improvement over this initial performance,
as shown in Table 8.1. Therefore, the potential room for improvement
may not be large enough to observe clear differences between the different
strategies.

8.8 Related Work

Within document analysis, several approaches have been proposed, which
incorporate user feedback to achieve better solutions to their respective
analysis task. Examples for such systems are the document retrieval system
by Rusiñol and Lladós [37] or the document recognition system by Carton
et al. [38]. However, the work most closely related to our own is the work
by Huang et al. [39]. Their proposed approach uses pixels labeled by the
user to learn to remove ink bleeding through from the other side of the
page. The works by Huang et al., and Rusiñol and Lladós differ from our
work since their aim is to improve their approach’s performance only on
the current sample, while we aim to improve the overall performance of our
model. While Carton et al.’s goal is similar to ours in this respect, their
approach is mostly to provide aid to the user to define rules for their rule
based document recognition system.
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8.9 Conclusion

In this paper, we have proposed gML as source for efficient modes of instruc-
tion for systems within developmental learning. Further, we have compared
different sample selection based gML strategies with each other on a simple
transfer learning task. The evaluated strategies were random selection (frnd),
i.e., supervised learning, and learner focused adaptive selection with either
user selected samples based on readability (fr) or user selected samples
based on readability and uncertainty (fur). We show that in this case, fur

tends to perform better than the other two strategies. The reason for this
tendency may be that the combination of selection based on readability
with selection based on visualized uncertainty results in more representative
training sets, i.e., training sets, which do not overemphasize text regions,
since background regions are selected as well, due to their high uncertainty.
However, further work is required to confirm this tendency for other tasks
or datasets.

Apart from the evaluation of different guidance strategies, we have shown
that the relationship between network uncertainty and binarization perfor-
mance depends on the network’s labeling proficiency. While well trained
networks show a negative correlation between uncertainty and binarization
quality, networks trained on images from different collection tend towards
a positive correlation between these two measures. We have argued that
this positive correlation is caused by the network’s overconfidence in its
incorrect label assignments, which is caused by the network’s low proficiency
- a problem reminding of the Dunning-Kruger effect. This effect prevents
the use of network uncertainty as single guide for training sample selection.
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Abstract

Involving humans in the learning process of a machine learning
algorithm can have many advantages ranging from establishing trust
into a particular model to added personalization capabilities to reducing
labeling efforts. While these approaches are commonly summarized
under the term interactive machine learning (iML), no unambiguous
definition of iML exists to clearly define this area of research. In this
position paper, we discuss the shortcomings of current definitions of
iML and propose and define the term guided machine learning (gML)
as an alternative.

9.1 Introduction

With the continuing advances in machine learning, the decisions taken by
machine learning algorithms have more and more impact on everyday life.
Therefore, it is important that users of these algorithms, as well as people
affected by these decisions can understand and trust the used algorithms.
One common way to achieve this is interactive machine learning (iML) [1],
which interactively involves users in the training process. This can help
users to better understand the decisions taken by the machine learning
algorithm and therefore increase trust in those algorithms. Furthermore,
it enables users to adjust the algorithm’s behavior to their needs. Thus,
making the benefits of machine learning available to the wider public, leading
to a democratization of machine learning.

While characterizations and definitions of iML have been provided in
survey papers by Amershi et al. [2], Bertini and Lalanne [3] and Holzinger [4],
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we argue that all of these definitions are ambiguous to some degree and
thus include or exclude more approaches than intended. As an unambiguous
definition is important to define a research area clearly and to help identify
relevant work easily, we propose a new definition for iML, which avoids
the identified ambiguities. Furthermore, we argue that the word interactive
in iML is unintentionally broad and propose the term guided machine
learning (gML) for this area instead.

We discuss the issues with current definitions of iML in Section 9.2. In
Section 9.3, we propose our definition of gML and examine its implications
for other fields of research within machine learning, and in Section 9.4, we
summarize the main points of this position paper.

9.2 Interactive Machine Learning

In the following, we clarify basic machine learning terminology in Sec-
tion 9.2.1, describe the difficulty to distinguish iML from general machine
learning (ML) in Section 9.2.2 and discuss the shortcomings of different at-
tempts to establish this distinction in Sections 9.2.3 and 9.2.4. Furthermore,
we argue that the term interactive is too broad to describe what is currently
considered as iML in Section 9.2.5.

9.2.1 Machine Learning

Machine learning is concerned with algorithms that learn from data. Mitchell [5]
defines this learning as follows:

Definition 9.1. A computer program is said to learn from experience E
with respect to some class of tasks T and performance measure P, if its
performance at tasks in T, as measured by P, improves with experience E.

In order to achieve this learning from experience, a machine learning
algorithm builds a model from the training data. Thus, the model encodes
the current state of the learner. Since solving tasks from the given class
of tasks is based on the model, improvements of the model result in an
improved performance.
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9.2.2 Difference to Machine Learning

In order to establish iML as distinct field of research, any definition of
iML needs to separate it clearly from existing fields. This is especially true
since the name interactive machine learning does not in itself separate iML
from ML. Based purely on the name, one could define iML as algorithms
that improve their performance at a task through interactions. Here, it is
important to note that this definition does not limit the type, source or
target of the interactions. From Definition 9.1, we can see that improvement
through experience, for ML, compared to improvement through interactions,
for iML, is the only difference between this name based iML definition and
the definition of ML. However, this makes iML identical to ML, since
experience presupposes interaction, as we will show in the following.

Experience can only be gained through either practical action
or observation. Gaining experience through practical action involves doing
something and observing its effect, thus it involves interaction. For example,
learning to play Tetris involves playing the game and observing the results
of each decision taken; hence, interacting with the Tetris world. There-
fore, gaining experience through practical action clearly requires
interaction.

Furthermore, gaining experience through observation requires this obser-
vation to be active. This means that it is not sufficient to gather observational
data, but this data needs to be processed to gain experience. However, this
processing of observational data requires a certain level of interaction with
this data. For example, it is not sufficient to stare at someone playing Tetris
to learn how to play, instead hypotheses need to be formed based on current
observational data to direct attention to gain more relevant data and to
extract relevant observations. Therefore, gaining experience through
observation clearly requires interaction.

In order to avoid this overly broad definition of iML, common definitions
of iML require the presence of a human or non-human interaction partner,
which distinguishes iML from ML.

9.2.3 Human-in-the-Loop

The most common restriction on the interaction partner is to require this
partner to be human. For example, Bertini and Lalanne describe iML as
follows: ”Interactive Machine Learning is an area of research where the
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integration of human and machine capabilities is advocated, beyond scope of
visual data analysis, as a way to build better computational models out of
data. It suggests and promotes an approach where the user can interactively
influence the decisions taken by learning algorithms and make refinements
where needed.” [3]. This clearly separates iML from ML by requiring a human
user to interact with the learning algorithm. However, one potential issue
with this approach is that it introduces a certain degree of ambiguity, since
it is unclear if an iML algorithm, according to this description, should
still be considered as such if the human is replaced with a program
simulating human interactions. This uncertainty is problematic for a
definition of iML, since it leaves the classification of an algorithm as iML
algorithm up for interpretation. In this way, it may be possible that
important iML approaches are not recognized as such and are
overlooked by the iML community.

9.2.4 Non-Human Agents

One way to avoid this ambiguity caused by requiring human interaction
partners is to extend the iML definition to non-human partners. This is
done, for example, in Holzinger’s definition of iML [4]:

Definition 9.2. Interactive machine learning is concerned with algorithms
that can interact with agents and can optimize their learning behavior through
these interactions, where the agents can also be human.

While this definition clearly sidesteps the ambiguity caused by limiting
iML only to human interaction partners, it is actually even more ambiguous.
The main issue of this definition is that it requires an ambiguous
distinction to be made between non-human agents and machine
learning mechanisms, in order to distinguish iML from ML. In the
following, we will illustrate the difficulty to make this distinction with the
help of the operation of decision tree pruning as example.

Decision tree pruning is an operation performed on a decision tree to
avoid overfitting and to improve the overall performance of the decision
tree by removing training data specific subtrees. Han and Cercone [6],
for example, propose the DTViz system, which allows human users to
interactively construct and prune decision trees. Clearly, this system allowing
users to perform tree pruning should be considered as iML system according
to Definition 9.2. One algorithm, which could replace the user in this
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approach, is the pruning algorithm proposed by Kearns and Mansour [7].
This algorithm determines automatically for a given decision tree which
subtrees should be pruned and thus performs the same task as the human
user. Therefore, the use of this algorithm instead of a human user should not
change the system’s classification as iML system. This is the case, since the
basic interaction, the system presents the current decision tree and receives
pruning decisions from the agent, is still the same. However, the same can be
said about the approach proposed by Gelfand et al. [8], which integrates the
tree pruning into the tree construction process. While the basic interaction
stays the same, the pruning algorithm becomes part of the learning algorithm.
Based on this, one can either argue that this integrated approach
should be classified as iML, since the interaction is basically the
same as in the case of the DTViz system, or argue that it should
not be classified as iML, since no real interaction is taking place,
because the pruning algorithm is part of the learning mechanism.
Thus, it is not possible to unambiguously classify the presented pruning
approach as iML algorithm.

The presented example illustrates that it can be difficult to distinguish
between an agent interacting with a machine learning algorithm and a part
of this learning algorithm. However, this distinction is necessary, since
otherwise any learning mechanism and thus all of ML could be classified as
iML, which would render the definition useless.

9.2.5 Interactive Learning

Apart from the problem of differentiating iML from ML, another issue
for any definition of iML is that the term interactive covers two
different scenarios. On the one hand, the interaction partner has an idea
of the task the machine learning algorithm should perform and directs it
towards this goal, while on the other hand the interaction partner may not
have such a goal and may just interact with the algorithm without clear
purpose. Clearly, both scenarios are covered by the term interactive, since
an agent interacts with the learning algorithm in both cases. However, the
former, directed scenario is arguably more interesting and most commonly
considered in characterizations of iML. This is made clear, for example, in the
previously mentioned description of iML by Bertini and Lalanne [3], as well
as by Amershi et al., who state: ”As a result of these rapid interaction cycles,
even users with little or no machine-learning expertise can steer machine-
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learning behaviors through low-cost trial and error or focused experimentation
with inputs and outputs” [2]. In order to obtain a focused definition
of iML, which reflects this preference, any iML definition needs
to explicitly exclude the undirected case. An alternative solution, i.e.,
the replacement of the word interactive with guided will be discussed in the
next section.

9.3 Guided Machine Learning

In this section, we propose guided machine learning (gML) as alternative to
interactive machine learning (iML). In Section 9.3.1, we propose a definition
for gML and discuss how this definition addresses the previously raised issues.
Furthermore, we review the relationship between gML and other fields of
research within machine learning in Section 9.3.2.

9.3.1 Proposed Definition

In Section 9.2, we have shown that, while it is important to distinguish
iML from ML, it is difficult to do without introducing a certain degree of
ambiguity. We argue that the ambiguity introduced by allowing non-human
agents, as discussed in Section 9.2.4, is worse than when focusing only on
human interaction partners. This is the case, since considering non-human
agents either requires highly subjective judgments on whether or not to
include a proposed algorithm or, if relaxed too much, may lead to including
all of ML. Therefore, we propose to focus on human interaction partners.

In order to reduce the ambiguity introduced by limiting our definition to
human users, we propose to require the presence of a user interface instead
of a user for considering an approach as falling under our definition. In this
way, the substitution of a real user with a program simulating user activity
does not undermine the definition, while the required presence of a user
interface sets a clear boundary between considered approaches and the rest
of ML.

As mentioned in Section 9.2.5, the use of the word interactive covers two
distinct scenarios of which only one is relevant. While this issue could be
addressed in the definition, we propose to replace interactive with guided,
since this captures the intended scenario in which a user interacts with a
machine learning algorithm in order to improve its performance on a certain
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task. Therefore, we propose the term guided machine learning and define
learning through guidance similar to Mitchell’s definition for learning [5] as
follows:

Definition 9.3. A computer program is said to learn through guidance G
from a human H with respect to some class of tasks T and performance
measure P, if its performance at tasks in T, as measured by P, improves
through actions performed by H, given that these actions are dependent on
the program’s current state and aim to achieve such an improvement.

This definition captures the guidance aspect by requiring the human
user to perform actions, which improve the performance of the machine
learning algorithm, with the goal to achieve this improvement. Furthermore,
it captures the interactiveness of this guidance process by requiring the user’s
actions to be based on the current state of the algorithm. This state can
be presented to the user directly in form of the current model or indirectly
in form of the current performance on the task. In this way, it is possible
for the user to iteratively provide guidance to the algorithm throughout the
learning process. With this definition of learning from guidance, we can now
define gML as follows:

Definition 9.4. Guided machine learning is concerned with the design of
interfaces for human users, which enable a user to perform actions, which
allow a computer program to learn from this guidance.

This definition clearly separates gML from ML by requiring the machine
learning algorithm to learn from data collected iteratively through a user
interface. It avoids to be dependent on the deployment context by not
requiring the presence of a human or the presence of guidance actions, but
instead focuses on the presence of an interface, which would allow a human
to perform such actions.

One potential issue of the proposed definition is that ascertaining the
required properties of the provided interface may be subjective. However,
we would argue that checking if a provided interface presents the machine
learning algorithm’s current state in a way aimed at human understanding
and allows actions to be taken in response to the presented information,
which can improve the algorithm’s performance, is reasonably objective.
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9.3.2 Definition Consequences

In the following, we will discuss the relationship between gML, as defined in
the previous section, and other research areas in ML.

9.3.2.1 Supervised Learning

The key defining feature of supervised learning is that supervised machine
learning algorithms learn to perform their task from a labeled training data
set. While these labels are generally provided by humans, supervised learning
cannot be considered as gML, since data sets in supervised learning are
available in full at the beginning of the training. In contrast, in gML, training
labels are provided throughout the training process via a user interface and
depend on the model’s current state. One example for such guidance through
the provision of more labeled data is the approach to pixel classification
proposed by Fails and Olsen [9]. In their approach, Fails and Olsen allow
users to view the current pixel labeling performance of a classifier and to
provide more pixel labels to improve the performance. Apart from the plain
pixel labels, the provided information also contains the implicit knowledge
that the newly labeled pixels are more relevant to the learning process than
a randomly selected set of pixels, which would be chosen by a supervised
learning approach.

9.3.2.2 Unsupervised Learning

The overall goal in unsupervised learning is to extract information from a
given data set without any form of human intervention or guidance. Thus,
unsupervised learning is clearly unrelated to gML.

9.3.2.3 Reinforcement Learning

Reinforcement learning is concerned with learning how to act in a given
situation not from a prescribed ideal action, as in supervised learning,
but instead from a cumulative reward signal [10]. In general, reinforcement
learning approaches cannot be considered as part of gML, since reinforcement
learning requires only the collection of a reward signal, which does not
necessarily presuppose a user interface. However, reinforcement learning
ideas can be used in gML approaches, such as in the approach by Thomaz
and Breazeal [11], which allows users to give reward signals to a virtual
robot, in order to teach it to bake a cake. The reward signal provided for
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certain behavior depends on the robot’s current state, since its actions are
determined by it.

9.3.2.4 Active Learning

In active learning [12], an active learning algorithm selects the training
samples, which should be used to train a machine learning algorithm based
on the learning algorithm’s current state. While this conditionality on the
learner’s state leads to a close relationship between active learning and gML,
not all active learning approaches are also gML approaches, since active
learning does not require a user interface. However, active learning is useful
for designing user interfaces, since it can reduce the amount of data to be
presented to a user. For example, the approach proposed by Heimerl et
al. [13] for classifying text documents as relevant or irrelevant uses active
learning to solicit user labels.

9.3.2.5 Adversarial Training

In adversarial training scenarios, learning is facilitated by the competition be-
tween two or more learners. Typical examples for these scenarios are Samuel’s
checkers program [14], which trained an algorithm to play checkers by playing
against itself, as well as generative adversarial networks (GANs) [15], which
train a generator to generate samples from a target distribution together
with a discriminator for distinguishing between generated and real samples.
While learning using adversarial training proceeds in an iterative feedback
loop between the adversaries, it is clearly different from gML. This is the
case, not only because most adversarial training does not use humans as
adversary, which would be required for gML, but also because gML does
not assume a competition between the user and the algorithm. In contrast,
the guidance aspect requires the user to perform actions with the aim to
improve the learner’s performance.

9.3.2.6 Explainable Machine Learning

The main goal of explainable machine learning is to make decisions taken by
an ML algorithm transparent, understandable and explainable [16]. This can
be achieved either through post-hoc explanations, which are generated on
demand for a particular decision, or through ante-hoc explanations, which
arise naturally from the used model [17]. While explainable ML does clearly
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not belong to gML, it is an important aspect in the interface design for gML
approaches. In particular ante-hoc systems are useful for gML, since they
are directly interpretable by users and should therefore make it easier for
them to guide the learning process. This connection between explainable
ML is even clearer in the concept of causability [17], which requires the
provided explanation to reach a certain causal understandability. This is
interesting for gML, since a causal explanation of a taken decision should
enable users to guide the learning process more efficiently and more easily.

9.3.2.7 Machine Learning Environments

While not directly a research area in ML, machine learning environments,
such as Weka1, may appear to be closely related to gML, since they provide
a user interface, which can be used to choose learning algorithm and model
hyperparameters, which can improve the algorithm’s performance on a task.
However, the difference between those environments and gML approaches
is that they normally rebuild the previous model from scratch with the
newly chosen hyperparameters. This is different from gML, which assumes
an update rather than a rebuild of the model. One approach, which blurs
this line between machine learning environments and gML is human-guided
machine learning (HGML) [18], which allows users to interact with an
automated ML (AutoML) system. These interactions can be concerned with
the input data, for example in form of feature or instance selection, with
the model development, such as model selection or parameter settings, or
with the model interpretation, for example in form of model assessment
or parameter comparison. Such a system could be considered as a gML
approach, if the user actions are used as input to teach a meta-learner to
find a suitable configuration for the AutoML system. One other approach,
which may bridge the gap between gML and machine learning environments
is explanatory debugging, as proposed by Kulesza et al. [19]. The main
idea of explanatory debugging is to provide users with an explanation of the
algorithm’s current performance, which can help them to modify the model
accordingly.

1https://www.cs.waikato.ac.nz/ml/weka/
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9.4. Summary

9.4 Summary

In this paper, we have discussed various issues of existing descriptions and
definitions of iML. We have argued that iML needs to be defined based
on the presence of an interaction partner to distinguish it from general
machine learning. However, we have also shown that requiring the presence
of a human or non-human interaction partner leads to certain ambiguities.
Furthermore, we have pointed out that the word interactive in iML may
lead to the inclusion of approaches commonly not considered as part of iML.
We have addressed these issues by proposing guided machine learning and
defining it in a way, which avoids the identified sources of ambiguity.
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Abstract

This paper proposes a pre-training method for neural network-based
character recognizers to reduce the required amount of training data,
and thus the human labeling effort. The proposed method transfers
knowledge about the similarities between graph representations of
characters to the recognizer by training to predict the graph edit
distance. We show that convolutional neural networks trained with
this method outperform traditional supervised learning if only ten or
less labeled images per class are available. Furthermore, we show that
our approach performs up to 33% better than a graph edit distance
based recognition approach, even if only one labeled image per class is
available.

10.1 Introduction

In recent years, machine learning and particularly deep learning approaches
have become popular as solution for document analysis and recognition
problems, due to their good performance. However, achieving this good per-
formance requires large amounts of training data. This makes deep learning
approaches difficult to use for companies and government institutions, which
possess large amounts of diverse document image collections, since they
may have to invest into creating labeled subsets for each of their document
collections. Therefore, it is important to reduce the amount of labeled data
needed for these approaches.
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(a) MNIST Digit (b) KMNIST Character

Figure 10.1: Graph for a digit from the MNIST data set [5] and one character from
the Kuzushiji-MNIST (KMNIST) data set [6].

In this paper, we aim to achieve this goal for character recognition with
the help of a learning using privileged information (LUPI) based approach [1,
2]. In LUPI, a different representation of the training data is provided
as privileged information, which tends to be harder to acquire, but from
which it is easier to learn the actual task. Thus, privileged information is
used to help learning the task from fewer training samples, while not being
available during normal operation. Character recognition was chosen to
allow a thorough exploration of possible approaches, while making it likely
that obtained conclusions can be transferred to similar document analysis
tasks, such as word spotting [3].

The main contribution of this paper is the proposal to use graphs repre-
senting the character to be recognized, as shown in Fig. 10.1, as privileged
information in a LUPI based approach. This is motivated by the fact that
graph matching is known to outperform learning based approaches, if only
few training samples are available [4]. We transfer the knowledge about the
similarity between different character images, as represented by the Graph
Edit Distance (GED) between their corresponding graphs, to a Convolutional
Neural Network (CNN) by learning to predict the GED. In this way, access
to the privileged information, i.e., the character graphs and their respective
GEDs, is not necessary in normal operation. While this information can be
generated automatically, it is beneficial not to rely on it during operation,
since it slows down the recognition speed.
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Given that the GED can be learned sufficiently well by the CNN, it is
reasonable to assume that it will perform equally well or better in terms of
character recognition performance than a GED based character recognizer,
even if only few labeled instances are provided for training. This implies that
a CNN trained in this way will outperform a CNN trained using a standard
supervised learning procedure given only few training samples. However, it
is known that CNN based approaches outperform GED based approaches
given sufficient training data [4]. Therefore, it is reasonable to assume that
the proposed approach will loose its advantage over standard supervised
learning if just enough training data is provided. This raises the question:
How much is enough?

Our results show that for a simple digit recognition task our proposed
approach performs better than a standard supervised learning procedure
if only five or less instances per class can be provided. For more complex
handwritten Japanese characters, this number rises to ten labeled instances
per class. After the respective threshold is passed, our approach performs
similar to supervised learning. Furthermore, we show that our approach
performs statistically significantly better than the GED based approach on
both data sets, even if only one training sample per class is given.

10.2 Background and Related Work

10.2.1 Learning Using Privileged Information

Learning using privileged information (LUPI) is a learning paradigm, which
aims to reduce the amount of training examples needed by an algorithm
to learn a certain concept [1, 2]. This is accomplished under LUPI by
introducing an intelligent teacher, which provides additional information
about the available training examples. Thus, the training set consists of
triplets (xi, x

∗
i , yi) with xi ∈ X, x∗i ∈ X∗ and yi ∈ Y . Here, X is the set of

instances in the feature representation, which will be available at test time,
X∗ is the set of instances in the privileged feature representation as given
by the intelligent teacher and Y is the set of instance labels. It is important
to note that the set X∗ is available during training time, but not during
testing.

In order to make use of the given privileged information, its use can
either be integrated into the algorithm’s learning process directly or it can
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be used in a framework of knowledge transfer [7]. In the latter case, the
privileged information is used to train a separate learner f ′ : X∗ → Y , which
then has to transfer its knowledge to the actual learner f : X → Y . In this
paper, we follow this second approach.

10.2.2 Graph Matching

Graph matching is a common technique in pattern recognition [8, 9], which
has been applied in document analysis to keyword spotting [4] and signature
verification [10]. The main idea is to define a graph, which traces the lines of
a word or a signature with its edges, as shown in Fig. 10.1 for characters. This
graph can then be used to match against other word graphs by calculating
the Graph Edit Distance (GED) between them. This distance is based
on the amount of node and edge insertions, deletions and substitutions
required to transform one graph into the other. Thus, graphs of the same or
similar words will have small GEDs. While computing the exact GED is an
NP-hard problem, there are efficient approximations, such as the Hausdorff
Edit Distance (HED) [11], which is used here.

10.2.3 Siamese Networks

A Siamese network is a neural network architecture, which was initially
proposed for fingerprint matching [12] and signature verification [13]. The
main idea is to train two CNNs with tied weights as feature extractors
for pairs of images. The distance between the extracted feature vectors is
assessed and used as base for predicting the probability of whether or not
the two given images are similar to each other. By learning this probability,
the CNN feature extractors learn to extract an image’s feature vector, which
is close to the feature vectors of similar images and farther away from feature
vectors of dissimilar images.

10.2.4 Related Work

Different LUPI approaches have been proposed for digit recognition. For
example, Vapnik and Vashist [2] have used poetic descriptions of digits from
the MNIST data set [5] as privileged information to train an SVM+ classifier.
Another approach has been taken by Lopez-Paz et al. [14], who use the
original 28× 28 pixel large MNIST digits as privileged information, while
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x∗j

x∗i

HED(x∗i , x
∗
j) = HED̂(xi, xj)

...

∆z

(64)

...

z(xi)

(64)

...

z(xj)

(64)

z

z

(28, 28)

(28, 28)

xj

xi

Figure 10.1: Illustration of the Siamese network architecture to learn the approxi-
mate graph edit distance ĤED(xi, xj) for the images xi and xj from the Hausdorff
Edit Distance between their corresponding graphs x∗i and x∗j .

down-sampled images of size 7× 7 serve as inputs to a multilayer perceptron
classifier.

One broader area related to the overall aim of this paper is few-shot
learning (FSL), which is concerned with approaches learning a new task
from a small number of training samples. Based on the FSL classification
by Wang et al. [15], our approach can be considered a model based FSL
technique using task-specific embedding learning.

10.3 Learning from Privileged Information

10.3.1 Graphs as Privileged Information

In contrast to previous approaches, we are using graphs as privileged infor-
mation. The main motivation for using this information for a knowledge
transfer based LUPI approach is the high correspondence between the actual
instances, i.e., the character images, and their respective graphs. Thus,
transferring the knowledge about similarities between different character
instances, as expressed by the GED, is likely to teach the actual learner f
to extract relevant features from the images. These features should allow f

to learn the recognition task from only a few labeled images.
Here, we use the projection profile based graph extraction algorithm

by Stauffer et al. [16] as intelligent teacher, which provides the privileged
information. This method extracts the graphs automatically from a given
image using vertical and horizontal projection profiles. Fig. 10.1 shows two
example images and their respective extracted graphs.
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To compute the graph edit distance between the defined graphs, we use
the Hausdorff Edit Distance (HED) [11]. As proposed by Stauffer et al. [4],
we standardize the node locations of each graph by subtracting their mean
and dividing them by their standard deviation. Similarly, we use a constant
cost τv for node deletions and insertions and a constant cost τe for edge
deletions and insertions. Furthermore, we follow their approach by using a
Euclidean distance based cost for node substitutions and by using an α and
β parameter to control the importance of edge compared to node operations,
as well as the importance of deviations in horizontal or vertical direction
respectively.

10.3.2 Knowledge Transfer Using Siamese Networks

We transfer the knowledge about similarities and differences of training
images from the privileged information domain to a CNN based classifier by
training a Siamese network to predict the unnormalized HED, as illustrated in
Fig. 10.1. As shown in the figure, the Siamese network receives two images, xi

and xj , as input and is trained to predict the HED between the corresponding
graphs, x∗i and x∗j . Each image is processed by a ResNet-20 [17] type CNN
base z, which extracts a 64-dimensional feature vector per image. The HED
is predicted by taking the weighted sum over the absolute differences between
the two feature vectors and the network is trained by minimizing the mean
squared error.

This training procedure forces z to learn to extract 64 relevant features
from a given image to map this image into a 64-dimensional embedding
space, in which the distances between points reproduce the edit distances
between the respective graphs. Since this feature extraction is learned, in
contrast to the handcrafted nature of the graph extraction and edit distance
computation, it is likely that a character recognizer based on z will perform
as good or better than an HED based recognizer. This implies that a z
based recognizer will perform better than a CNN based recognizer trained
using standard supervised learning for small training set sizes. However, this
advantage is limited by the HED’s usefulness for character recognition and
is thus likely to decrease the more training data becomes available.

One challenge for the proposed approach is that learning the HED is
presumably harder than learning to recognize characters, since the edit
distance is a more complex concept than the concept of a character class.
Hence, more training data should be required to learn the HED than to
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learn the actual recognition task. However, this does not increase the human
labeling effort, since the graph extraction and the HED computation do not
require labeled data. Thus, we pre-train the ResNet-20 CNN base z on a
large number of images and their corresponding HEDs. This pre-trained
base is then used as foundation for different recognizers to learn the actual
recognition task from few labeled instances.

10.4 Experiment Design

10.4.1 Experiment Setup

All experiments were conducted on a computer with an Intel i9-7900X CPU
@ 3.3 GHz, 32 GB DDR4 RAM and two Nvidia GeForce GTX 1080 Ti. The
projection profile based graph extraction has been implemented1 based on
the description by Stauffer et al. [16]. The GMatch4Py2 implementation of
the HED has been modified to match the description by Stauffer et al. [4].
Our approach for learning the HED and all evaluated CNN based character
recognizers have been implemented in Keras3 version 2.2.4 based on the
example ResNet implementation provided by Keras.

We evaluate our proposed approach on the MNIST [5] and KMNIST [6]
data set. While the MNIST data set consist of modern handwritten digits
with ten classes, the KMNIST data set consists of historical handwritten
Japanese characters with ten character classes. Images from both data sets
are shown in Fig. 10.1. Both data sets provide 60 000 labeled training images
and 10 000 labeled test images.

In all experiments, we measure the performance of the evaluated digit
recognizers in terms of accuracy. The accuracy acc is defined as follows:

acc = 1
|Te|

∑
x∈T e

I[c(x) = ĉ(x)] (10.1)

Here, Te denotes the test data set, I[·] is the indicator function, and c(x)
and ĉ(x) are the actual and the predicted class label of x respectively.

1All implementations used in this paper, as well as the raw data are available at
https://github.com/FlorianWestphal/ICDAR2019.

2https://github.com/Jacobe2169/GMatch4py
3https://keras.io
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10.4.2 Evaluated Character Recognizers

We evaluate our proposed training approach by comparing following digit
recognizers.

HEDkNN For this recognizer, we use the HED between all training graphs
and the extracted character graph to label. The character class is determined
by the extracted graph’s k nearest neighbors (kNN) in terms of HED.

ĤEDkNN This recognizer also uses a kNN approach for labeling the test
images. However, in this case the 64-dimensional feature vectors, extracted
by the pre-trained CNN base z, are used to determine the Euclidean distance
between the train and test samples. Thus, this recognizer is expected to be
most similar in performance to HEDkNN .

ĤEDNN Similar to ĤEDkNN , this recognizer uses the feature vectors
extracted by the CNN base z, but uses them as input to a fully connected
neural network layer with a softmax activation function to perform the
classification.

ĤEDNN+ This recognizer adds a fully connected layer with softmax acti-
vation function on top of z and trains the entire CNN using the provided
training samples.

S This recognizer uses the same network architecture as ĤEDNN+. How-
ever, it is trained from scratch with standard supervised learning using only
the provided training data and no HED based pre-training.

10.4.3 Training and Evaluation Procedure

Since the main aim of the proposed approach is to train a character recognizer
with only few training samples, we create ten randomly sampled, balanced
training sets of size 10, 30, 50, 70, 100, 250, 500, 1 000 and 2 500 from the
MNIST and KMNIST training sets respectively. Furthermore, we randomly
select corresponding balanced validation data sets of 100 images each from
the respective training sets. The validation data set size has been chosen to
be 100 to reduce the overall required human labeling effort. Additionally,
we create a randomly chosen, balanced subset of the MNIST and KMNIST
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test set containing 1 500 images for evaluating the HEDkNN recognizer.
This has been necessary to ensure reasonable execution times for the HED
computation.

We tune the parameters of the used graph extraction method and the
parameters for the HED computation based on the tuning procedure de-
scribed by Stauffer et al. [4]. The tuning is performed only on the images
of the respective validation data set. Then, we train the CNN base z on
2 500 images by learning to predict the corresponding HEDs, which were
computed using the tuned parameters. This model is trained for 100 epochs
and the final configuration is chosen based on its performance on a validation
set containing 500 images. Here, a larger validation data set can be used,
since the images do not need to be labeled.

The evaluated character recognizers are trained on the selected training
sets containing at most 1 000 images. Where applicable, the recognizer is
trained for 50 epochs and the validation data set of 100 images is used to
choose the final model. Data augmentation in form of moderate rotations
and shifts has been performed when training the CNN base and the digit
recognizers, when applicable.

We execute the described procedure for MNIST and KMNIST each ten
times to obtain more reliable results.

10.5 Results and Analysis

10.5.1 Comparison with Graph Matching

In this section, we compare all five evaluated recognizers based on their
performance on the randomly chosen subset of the MNIST and KMNIST
test set containing 1 500 images each. Fig. 10.1 and 10.2 show the average
accuracies for all five recognizers depending on the training set size over ten
randomly chosen training sets per training set size.

From Fig. 10.1, one can see that the HED based recognizer HEDkNN

outperforms the CNN baseline classifier S when only one labeled image per
class is provided. However, S outperforms HEDkNN as soon as more than
one labeled image per class is available. Furthermore, one can see that the
three recognizers based on the proposed pre-training strategy consistently
outperform HEDkNN . Similar observations can be made for the results
obtained on the KMNIST data set, as shown in Fig. 10.2. Nevertheless, one
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Figure 10.1: Average accuracy of the five evaluated recognizers on the MNIST data
set [5] depending on the training set size.

difference with respect to HEDkNN is that it outperforms ĤEDNN for a
training set size of 1 000 images. This is likely due to the inability of the
trained feature extractor to learn feature representations for the Japanese
characters, which are sufficiently separable for the fully connected neural
network layer of ĤEDNN . However, the performance of ĤEDkNN , the
recognizer most similar to HEDkNN , shows that the extracted features are
generally more suitable for character recognition than the HED.

The graph matching basedHEDkNN should perform better than learning
based approaches, if only few training samples are provided. Therefore, we
analyze the recognition results for the five strategies, if only one image per
class is provided, more closely. The box plots in Fig. 10.3 show that all
recognizers based on the proposed pre-training approach perform similarly
to each other and better than both HEDkNN and S on the MNIST data
set. Furthermore, it appears from the figure that the proposed recognizers
perform better than S on the KMNIST data set.
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ĤEDNN+
S

Figure 10.2: Average accuracy of the five evaluated recognizers on the KMNIST
data set [6] depending on the training set size.

In order to confirm the observed performance differences, we conduct
a repeated measures analysis of variances (ANOVA), which indicates for
both data sets statistically significant differences in mean accuracy at the
p < 0.05 level. For this reason, we identify the pairwise differences between
the recognizers using Tukey’s test as post hoc analysis. This analysis
confirms the previously made observations about the performance differences
at the p < 0.05 level. Furthermore, it shows for the KMNIST data set
that HEDkNN performs statistically significantly better than S and that
ĤEDNN performs statistically significantly better than HEDkNN . This
analysis shows that the proposed learning based recognizers perform at least
as well or better than the graph matching based approach even if only one
labeled image per class is provided.
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ĤEDNN
ĤEDNN+
S

Figure 10.3: Accuracies of the five evaluated recognizers on the MNIST [5] and
KMNIST [6] data set for a training set size of 10. Boxes show the first, second
and third quartile; Whiskers indicate the lowest and highest value within the 1.5
interquartile range; Dots mark outliers outside this range.

10.5.2 Comparison with Standard Supervised Learning

In this section, we compare the three HED pre-training based recognizers
with the baseline CNN recognizer S on the complete MNIST and KMNIST
test set. We identify the training set size for which the proposed pre-training
yields statistically significant benefits over standard supervised learning by
performing a repeated measures ANOVA between the four recognizers for
each training set size. Tukey’s test is performed in cases where ANOVA
identified statistically significant differences at the p < 0.05 level. From
these tests, one can see that the proposed pre-training results in statistically
significant better accuracy than standard supervised learning only if at most
10 labeled images for MNIST and at most 30 labeled images for KMNIST
are provided. However, when just comparing the achieved mean accuracies
of the different recognizers, as shown in Table 10.1 and 10.2, it appears that
the proposed pre-training can have a visible positive effect for training set
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Table 10.1: Recognition accuracy in % for the evaluated recognizers on the MNIST
data set [5] for different training set sizes.

ĤEDkNN ĤEDNN ĤEDNN+ S

10 64.15± 4.39 66.11± 3.68 61.39± 9.56 35.85± 7.38
30 79.17± 3.93 84.33± 3.37 89.42± 1.65 87.68± 2.06
50 83.56± 2.17 88.11± 1.55 92.70± 1.04 91.85± 1.16
70 86.49± 1.69 89.96± 1.57 93.68± 1.37 93.28± 1.41

100 88.94± 1.48 91.49± 1.17 94.84± 0.80 94.57± 0.66
250 92.65± 1.31 93.46± 0.64 96.20± 0.36 96.01± 0.92
500 94.22± 0.79 94.51± 0.45 96.77± 0.60 96.99± 0.58

1000 95.21± 0.90 94.94± 0.34 97.81± 0.41 97.83± 0.40

Table 10.2: Recognition accuracy in % for the evaluated recognizers on the KMNIST
data set [6] for different training set sizes.

ĤEDkNN ĤEDNN ĤEDNN+ S

10 30.90± 2.29 31.51± 2.07 28.13± 3.03 20.72± 3.16
30 44.35± 3.72 44.25± 4.74 44.30± 3.96 41.02± 5.27
50 51.47± 2.51 49.01± 2.24 52.64± 3.78 50.34± 3.16
70 54.54± 3.69 51.17± 3.07 56.68± 2.85 54.79± 2.69

100 57.57± 3.27 53.98± 1.96 62.79± 2.98 60.63± 2.42
250 65.23± 2.41 60.08± 1.42 72.29± 2.08 72.84± 2.69
500 69.42± 1.99 62.25± 0.94 79.43± 1.23 80.31± 1.33
1000 74.26± 1.49 63.34± 1.13 85.12± 0.66 84.85± 1.77

sizes of up to 50 images for MNIST and 100 images for KMNIST.
Additionally, one can see from Table 10.1 and 10.2, as well as from

Fig. 10.1 and 10.2, that the suitability of the extracted 64-dimensional
feature vectors for recognition is limited by the usefulness of the HED. This
is evidenced by the fact that ĤEDkNN and ĤEDNN perform significantly
worse than ĤEDNN+, if a sufficient number of training instances is provided.
This is the case, since ĤEDNN+ can use the provided training data to
improve the feature extraction, while ĤEDkNN and ĤEDNN have to rely
on the feature extractor, which was pre-trained using the HED. For this
reason, ĤEDNN+ performs better than a CNN trained using standard
supervised learning if only few labeled samples are provided and similarly
well when sufficient training data is available.

179



10. Learning Character Recognition with Graph-based Privileged
Information

10.6 Conclusions

In this paper, we have proposed to use character graphs as privileged
information to learn character recognition when only a limited number of
labeled data is available for training. We have shown that our approach
outperforms a baseline CNN in cases when only 100 labeled images or less are
available for training and equally well if more labeled images are available.
We have argued that this loss of advantage in recognition performance,
given more training data, is due to the large performance gap between
graph matching based approaches to recognition and CNN based approaches,
which appears as soon as at least three labeled images per character class
are provided. Furthermore, we have shown that our proposed approach
performs statistically significantly better than a graph based recognition
approach, even if only one labeled sample per class is available. Therefore,
it is reasonable to assume that our proposed approach may also perform
better than graph matching in other application cases, such as word spotting,
in which learning based approaches are currently outperformed by graph
matching if only few labeled images are available. Since providing a sufficient
amount of labeled data for word spotting tends to be more difficult than
for character recognition, the additional processing effort for the proposed
pre-training should be more justifiable in this case. Thus, we are planning
to investigate the applicability of the proposed approach to word spotting
in the future.
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Abstract

This paper compares three different word image representations
as base for label free sample selection for word spotting in historical
handwritten documents. These representations are a temporal pyramid
representation based on pixel counts, a graph based representation, and
a pyramidal histogram of characters (PHOC) representation predicted
by a PHOCNet trained on synthetic data. We show that the PHOC
representation can help to reduce the amount of required training sam-
ples by up to 69% depending on the dataset, if it is learned iteratively
in an active learning like fashion. While this works for larger datasets
containing about 1 700 images, for smaller datasets with 100 images, we
find that the temporal pyramid and the graph representation perform
better.

11.1 Introduction

Being able to search a collection of historical handwritten document images
for occurrences of a particular word, for example a name, can be a great
help to historians and genealogists in their work. Furthermore, it can create
a more simplified access to historical documents for a broader public. This
task of searching for words in images either by string or by example is
called word spotting [1]. In recent years, the performance of word spotting
systems has greatly improved through the use of learning based approaches
using convolutional neural networks (CNNs), for example in the work by
Sudholt and Fink [2] or by Krishnan et al. [3]. However, one drawback of
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these approaches is the large amount of labeled data required to train these
approaches.

In this paper, we explore sample selection as one possible way to im-
prove the word spotting performance of a learning based system without
increasing the number of labeled samples. This will make it possible to
reduce the amount of data to label without compromising performance. The
main idea is to select word images from an unlabeled set of images, which
represent different aspects of the target collection as well as possible, given
the limitation in the number of samples to select. This diversity in selected
samples should lead to a better word spotting performance, given the same
number of images, compared to randomly selecting images to label. In order
to achieve diversity in the aspects relevant for word spotting, it is important
to represent the unlabeled word images in a suitable way to facilitate the
selection of such a diverse training set.

The main contribution of this paper is the proposal and evaluation
of three different word image representations for sample selection. The
evaluated representations are a temporal pyramid representation based on
foreground pixel counts, a graph representation based on word graphs and
a Pyramidal Histogram of Characters (PHOC) representation based on
predicted PHOCs.

We show that it is possible, depending on the dataset, to reduce the
required amount of training data by up to 69% without leading to a statically
significant reduction in word spotting performance by learning to extract a
suitable PHOC representation of word images using an active learning [4]
approach. While this approach works well when around 1 700 word images
can be labeled, we show that the temporal pyramid and the graph repre-
sentation can perform as good or better than random sampling for small
dataset sizes of 100 images.

11.2 Related Work

While sample selection has not been applied to word spotting, it has been
used for other document analysis tasks, such as character recognition and
binarization. For character recognition, Rayar et al. [5] show that by selecting
training samples based on the bridge vectors in a relative neighborhood
graph it is possible to reduce the size of the original training set by almost
63% without reducing the recognition accuracy. However, one drawback of
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this approach is that it relies on label information in the original training
set. Krantz and Westphal [6] follow a similar strategy for selecting training
samples for image binarization using a relative neighborhood graph. In
contrast to Rayar et al., their approach avoids the need for a labeled set to
choose from by creating pseudo labels through clustering. In this way, they
reduce the training set on average by 49.5%, which leads to a decrease in
binarization performance by 0.55%.

Other methods, which have been used to increase the performance of word
spotting approaches given only a limited number of training samples are data
augmentation and pre-training on synthetic data. One possible augmentation
strategy for word spotting is to apply different image transformations, such
as shear, rotation and translation to the image, as has been proposed by
Sudholt and Fink [2]. Gurjar et al. [7] have shown that pre-training a
CNN based word spotting approach with the synthetic dataset by Krishnan
and Jawahar [8] can achieve a reasonable word spotting performance, even
with only few training samples. Since the achieved improvements for both
of these methods are independent from the particular training set, it is
likely that improvements achieved through the application of augmentation,
pre-training and sample selection will add up. Thus, the sample selection
approaches evaluated in this paper will add an additional way to reduce the
amount of training data required for training a word spotting model on top
of augmentation and pre-training.

11.3 Background

11.3.1 Word Spotting with PHOCNet

One CNN based approach to word spotting, which allows query by example,
as well as query by string scenarios, is PHOCNet [9]. This neural network
based on the VGG16 architecture [10] predicts the pyramidal histogram of
characters (PHOC) [11] from a given input image. The PHOC is a vector of
binary values, which indicate the presence or absence of characters from a
predefined character set in different parts of a word. Since the PHOC can
be derived from a string, it is possible to search for specific word images
by predicting their PHOCs and then identifying those word images whose
PHOCs are most similar to the generated search PHOC. Similarly, in a
query by example scenario, the PHOC of the query image can be predicted
and can then be used to find word images with similar PHOCs.
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11.3.2 Graph Matching

Graph matching is a commonly used approach in pattern recognition [12,
13] and has been applied also to word spotting [14]. The main idea here is
to represent a word image as a graph, as shown in Fig. 11.1. By computing
the graph edit distance between this search graph and other word graphs, it
is possible to search a dataset of word images for the most similar instances.

(a) Word Image (b) Extracted Graph

Figure 11.1: Word graph for one image from the Alvermann Konzilsprotokolle
dataset [15].

For extracting graphs from word images, we use the projection based
approach by Stauffer et al. [16]. This approach identifies first the nodes of a
graph by splitting the binarized word image into segments using horizontal
and vertical projection profiles, identifying gaps between characters. These
segments are further subdivided horizontally and vertically in predefined
intervals Dh and Dv. The center of mass of each of these sub-segments
is chosen as one node of the graph. Undirected edges are added between
two nodes if their respective segments are connected by the lines of the
skeletonized word.

Since computing the exact graph edit distance is an NP-hard problem,
efficient graph matching requires suitable approximation algorithms. One
of these algorithms is the Hausdorff edit distance (HED) [17]. The HED
represents a lower bound to the exact graph edit distance and its computation
has a quadratic time complexity. This is achieved by matching nodes and
edges between the graphs independently, without considering other node or
edge assignments.
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11.3.3 Sample Selection with Iterative Projection and
Matching (IPM)

While there are many different sampling strategies, such as K-medoids
sampling, dissimilarity-based sparse subset selection [18], structured sparse
dictionary selection [19] or representative selection on a hypersphere [20], in
this paper, we focus on the iterative projection and matching (IPM) approach
by Zaeemzadeh et al. [21]. In this approach, sample selection is achieved by
reducing an M ×N matrix A of M training sample representations a ∈ RN

to a K×N matrix containing K selected samples. All vectors a representing
the training samples are normalized, denoted as ã, to lie on the unit sphere.
The resulting matrix of unit vectors is denoted as Ã. The algorithm picks
iteratively samples by first finding the most representative direction for the
current matrix Ã in the unit sphere. Second, the unit vector ã with the
smallest angle to the chosen direction is selected and all unit vectors in Ã
are projected onto the null space of the selected sample, effectively creating
a lower dimensional subspace from which the following sample will be chosen.
This process is repeated until K samples were selected.

11.4 Sample Selection for Word Spotting

11.4.1 Sample Selection Pipeline

We select training samples from an unlabeled set of word images, as shown
in Fig. 11.1, by first extracting a sample representation for each word image.
Since this representation is the base for the selection process, it is important
that it characterizes the word in the processed word image in such a way that
it becomes distinguishable from images of other words. This makes it possible
to select a set of images of different words, which is the dimension of diversity
relevant for the learning task, i.e., PHOC prediction. In this paper, we
evaluate three different word image representations, viz. a temporal pyramid
representation (Section 11.4.2), a graph representation (Section 11.4.3), and
a PHOC representation (Section 11.4.4).

After extracting the respective representations, we compute the pairwise
distances between all word image representations using a suitable distance
metric. In this way, a word image xi is represented as a vector xi ∈ RN

+
containing its distance to all N word images. The N ×N distance matrix D
is then used as input to IPM [21] to select the K most representative samples.
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Figure 11.1: Sample selection pipeline for the three evaluated word image represen-
tations.

One advantage of representing the word images as vector of distances is that
it leads to an N dimensional vector space with N > K. This is beneficial
for IPM, since the IPM algorithm effectively reduces the dimensionality
of its input matrix through projection for every chosen sample. The IPM
algorithm then yields the most representative K samples given the provided
distance matrix D.

11.4.2 Temporal Pyramid Representation (TP-R)

One simplistic approach to represent a word image is the proposed temporal
pyramid representation (TP-R). This approach represents a word image as
vector of pixel counts in different segments of the word image.

In order to ensure that the pixel counts represent the actual word in
the image, we remove noise by first binarizing the image. Furthermore,
we remove possible word fragments from adjacent words in the image by
finding at most four appropriate seams to cut away fragments close to the
four borders of the image using the seam carving algorithm [22]. Lastly, we
resize the word image to remove the created white space around the word,
as illustrated in Fig. 11.2.

Similar to temporal pyramid pooling [2], we split the input vertically into
n segments for different values of n. However, we also split the input image
horizontally at the vertical center of mass to make it possible to distinguish
ascenders and descenders. The resulting segments for n = 2 and n = 4 are
shown in Fig. 11.2. The sums of pixels for each of the created segments are
normalized by dividing them by the total number of foreground pixels in the
word image and combined into a single vector representing the image. For
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(a) Cleaned Image (b) Segments for n = 2 (c) Segments for n = 4

Figure 11.2: Word graph for one image from the Alvermann Konzilsprotokolle
dataset [15].

the example given in Fig. 11.2, this results in a 12-dimensional vector. The
distance between different word images can then easily be computed using
the Euclidean distance. Here, we use the Euclidean distance as it appeared
to have a slightly better performance in initial experiments than the Cosine
similarity.

The main advantage of this representation is that it is fast to extract and
that it is fast to compute the distance between two representations. One
possible disadvantage is that this approach is susceptible to variations in
writing style, such as slant, skew or spacing variations within a word.

11.4.3 Graph Representation (G-R)

Another possible word image representation is its graph representation (G-R).
We extract the graph by first pre-processing the word image as described
in Section 11.4.2 and then deriving the word graph from the cleaned image
using the projection based approach by Stauffer et al. [16].

Since the graph representations cannot serve as input to the used sample
selection algorithm, we compute the pairwise distances between the word
graphs using the Hausdorff edit distance (HED) [17]. For the HED compu-
tation we use the cost model proposed by Stauffer et al. [14]. This model
defines a node insertion and deletion cost τv, an edge insertion and deletion
cost τe, as well as a parameter α to trade-off node edit costs with edge edit
costs and a parameter β to trade-off shifts in node location in horizontal
direction with shifts in vertical direction when computing node substitution
costs.

The main advantage of this representation is that it captures the shape
of each character in the word and is thus more resistant to variations in
writing style than TP-R. However, while it is fast to extract the graph
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representation from a word image, computing the HED requires considerably
longer computation times than computing the Euclidean distance.

11.4.4 PHOC Representation (PHOC-R)

We extract the PHOC representation (PHOC-R) of a word image by predict-
ing it using a PHOCNet pre-trained on the synthetic dataset by Krishnan
and Jawahar [3]. While it is necessary to use a PHOCNet trained in such a
way when no training samples have been selected and labeled, the PHOCNet
can be tuned to the target dataset, as soon as a small set of word images has
been selected. In this way, the PHOC representation can get more suitable
for the target dataset the more samples have been labeled. Thus, this
representation facilitates active learning [4]. After extracting the PHOCs,
the pairwise Euclidean distances are computed, as shown in Fig. 11.1. Here,
the Euclidean distance is used instead of the Cosine similarity, which is
common in PHOC based retrieval, since initial tests have shown a better
sample selection performance for the Euclidean distance.

The main advantage of this representation is that it is closely aligned
with the learning task and that it can improve based on the number of
training samples available. Furthermore, the distance computation between
two representations is fast. One possible disadvantage of this approach is
that it requires the PHOCNet to be retrained whenever more training data
becomes available. Since it is reasonable to select only few samples initially,
when the PHOCNet’s performance can be expected to be poor, this can lead
to several time intensive training runs until the desired training set size is
reached.

11.5 Experiment Design

11.5.1 Experiment Setup

We conduct all experiments in this paper using the PHOCNet implementa-
tion1 by Sudholt and Fink [9]. For the sample selection, we use the IPM
implementation2 by Zaeemzadeh et al. [21] and we compute the HED be-
tween graphs using the HED implementation in GEDLIB3 by Blumenthal

1https://github.com/ssudholt/phocnet
2https://github.com/zaeemzadeh/IPM
3https://github.com/dbblumenthal/gedlib
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et al. [23, 24], which we modified to support the cost model by Stauffer et
al. [14]. The code used to conduct all experiments as well as the raw data is
available online4. All experiments were conducted on a computer with an
Intel i9-7900X CPU @ 3.3GHz, 32 GB DDR4 RAM and two Nvidia GeForce
GTX 1080 Ti.

We evaluate the different word image representations using the Alver-
mann Konzilsprotokolle (AK) dataset and the Botany dataset from the
ICFHR2016 Handwritten Keyword Spotting Competition (H-KWS) [15], as
well as the George Washington (GW) dataset by Lavrenko et al. [25]. For
the two H-KWS datasets, we use their respective Train II partition as source
dataset to select samples from and we use the size of their respective Train I
partition as the maximum number of samples to select. This means for the
Botany dataset, for example, that the largest selected training dataset with
1 684 images is chosen from a dataset with 3 611 images. Since there is no
official partitioning of the George Washington dataset into train, validation
and test set, we use the partitioning for the first of the four folds used by
Almazán et al. [11]. We combine the train and validation set into one source
dataset and use the size of the train dataset as the maximum number of
samples to select. For all datasets, we select training sets with 100, 500, and
the dataset specific maximum number of samples.

Since the extraction of TP-R and G-R requires binarized input images,
we binarize all word images using Howe’s binarization algorithm [26]. We
predict the required binarization parameters using the approach by Westphal
et al. [27], which has been trained on the dataset of the 2013 document
image binarization contest [28]. After visual inspection of one image, we
adjust one of the predicted parameters for the Alvermann Konzilsprotokolle
dataset and the George Washington dataset to increase the recall.

Apart from the pre-processing, the graph extraction and HED computa-
tion requires a number of dataset specific parameters, such as Dv and Dh

for the graph extraction and τv, τe, α, and β for the HED computation. In
our experiments, we use the parameters suggested by Stauffer et al. [14]
for each of the respective datasets. Since these parameters were obtained
through parameter tuning on labeled samples of the respective datasets, the
obtained results have to be seen as an upper bound for the performance.
This is the case, since we assume that no labeled data is available before
performing the sample selection.

4https://github.com/FlorianWestphal/DAS2020
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In order to make use of the ability of PHOC-R to adapt to a given dataset
by training the used PHOCNet, we initially select only 50 images using the
PHOCs predicted by a PHOCNet pre-trained on the HW-SYNTH dataset
by Krishnan and Jawahar [8]. Then this PHOCNet is trained further using
the selected 50 images. Based on the PHOCs predicted by this network,
another 50 images are selected to obtain the first training set containing
100 images. This is continued by training the first PHOCNet, which was
trained on the HW-SYNTH dataset, on the selected 100 images. Once the
network is trained, its predicted PHOCs are used to select 400 additional
images to obtain the next largest training set containing 500 images. In a
similar fashion, the samples for the dataset specific maximum number of
samples are chosen.

Apart from using the three evaluated word image representations for
sample selection, we also use random sample selection as baseline for com-
parison. In order to obtain a more reliable result, we randomly select three
training sets for each training set size and each of the used datasets. For this
selection approach, we report the average results over these three training
sets. Thus, we evaluate in total four sample selection approaches, viz. TP-R,
G-R, PHOC-R and Random.

11.5.2 Training Setup

In this paper, we use a PHOCNet with temporal pyramid pooling (TPP)
layer, as described by Sudholt and Fink [2]. As described by Gurjar et al. [7],
we train the PHOCNet using stochastic gradient descend and use binary
cross entropy as loss function when training to predict PHOCs.

For the selected training sets containing 100 and 500 images, we pre-train
the network using the HW-SYNTH dataset [8] for 80 000 weight update
steps with a batch size of 10, a momentum of 0.9, a weight decay of 5 · 10−5

and an initial learning rate of 10−4, which is decreased after 70 000 steps
to 10−5. The training is continued with the same momentum vector using
the selected training samples at a constant learning rate of 10−5. For the
training sets containing 100 images, this training is continued for 40 000 steps,
while for those sets containing 500 images training is continued for 70 000
steps. These training durations have been chosen to ensure convergence on
all datasets. When using the dataset specific maximum number of samples,
no pre-training is used and the PHOCNet is trained from scratch for 80 000
weight update steps with the same parameters as when training on the
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HW-SYNTH dataset.
We extract the character set, which is used to define the dataset specific

PHOC vector, for each dataset from all transcriptions in its source dataset.
Here, we make use of all available transcriptions, since it is reasonable to
assume that a suitable character set can be derived given knowledge about
the dataset for which the PHOCNet should be trained. In this paper, we
perform case insensitive word spotting. Therefore, we convert all ground
truth labels to upper case. Since the PHOC descriptors are dataset specific,
the HW-SYNTH pre-training has to be performed for each dataset.

In order to increase the generalization performance of the trained PHOC-
Net, we use data augmentation. While we augment the images of the
HW-SYNTH dataset by varying their size, as described by Gurjar et al. [7],
we use the augmentation strategy proposed by Sudholt and Fink [2] for the
evaluated datasets. Depending on the number of weight update steps, we
generate 400 000 or 500 000 augmented samples for each training set. When
the original training set size is only 100 images, we generate only 400 000
images, since this is the maximum number of images the network can process
in 40 000 update steps.

11.5.3 Evaluation Procedure

We evaluate the word spotting performance of the trained PHOCNets using
the official evaluation dataset in case of the Alvermann Konzilsprotokolle
dataset and the Botany dataset. For the George Washington dataset, we
follow the evaluation procedure by Almazán et al. [11]. This means that we
use the transcriptions of all word images in the test dataset as query strings
for the query by string (QbS) case. For the query by example (QbE) case,
we use all test images as query image, as long as at least one other image
of the same word is present in the test dataset. In both cases, the images
are retrieved from the test. In the QbE case, the respective query image is
removed from the retrieval result.

We evaluate the retrieval performance using the mean average preci-
sion (mAP), which is the average over the average precisions (APs) for all
evaluation queries. The average precision APq for a query q is defined as
follows:
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APq =
∑n

i=1 P (Rq,i, Eq) · I[ri ∈ Eq]
|Eq|

(11.1)

Here, Rq,i ⊆ Rq,n denotes the set of the first i, out of n, retrieved elements
for the query q. The set of relevant or expected elements for q is denoted by
Eq and I[·] is the indicator function, which is 1 if the ith retrieved element
ri ∈ Rq,i is relevant with respect to q and 0 otherwise. The function P (R,E)
returns the precision given the set of retrieved elements R and the set of
relevant or expected elements E. It is defined as follows:

P (R,E) = |R ∩ E|
|R|

(11.2)

11.6 Results and Analysis

Tables 11.1, 11.2, and 11.3 show the word spotting results in mAP for the
QbE and QbS case for all three training set sizes for the four evaluated sample
selection approaches TP-R, G-R, PHOC-R and Random. Furthermore, the
last two rows of those tables show the QbE and QbS results for the case that
the PHOCNet is trained on all images in the source dataset. Fig. 11.1 shows
the relative number of unique words within the selected training sets with
respect to the total number of unique words in the respective source set in
relation to the relative mAP results. These results are relative to the mAP
achieved by training on the whole source dataset. In this way, it is possible
to show the mAP results for all datasets, selection approaches, query types
and training set sizes in one scatter plot.

In order to compare the results for the four selection approaches for each
training set size and each of the two query types, i.e., QbE and QbS, we
perform a one-way repeated measures analysis of variances (ANOVA) on the
average precisions (APs) obtained from each evaluation query. We use this
statistic test, since the same query, i.e., the subject or independent variable,
is answered by PHOCNets trained using differently selected training sets,
i.e., the treatment, resulting in AP results, i.e., the dependent variable.
This setup corresponds to the one-way repeated measures design. We avoid
making assumptions about the distribution of the obtained AP results by
applying a rank transform to the APs of the evaluated approaches before
applying the ANOVA test.
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Figure 11.1: Relationship between the relative number of unique selected words and
the achieved relative mean average precision for the four evaluated sample selection
approaches and the three evaluated datasets.

If the applied ANOVA test indicates a statistically significant difference
between the APs obtained for the four sample selection approaches, we
perform a pairwise Wilcoxon rank sum test with Holm correction to identify
between which approaches exist statistically significant differences. The
application of the Holm correction to the pairwise tests is important to avoid
the multiple comparisons problem. We show the results of these pairwise
comparisons in the tables in form of score values indicated in brackets behind
each of the mAP results. These score values are computed by adding one to
the score of a method if it is statistically significantly better than another
method at the p < 0.05 level and we reduce the score by one if a method is
statistically significantly worse than another method. Therefore, the score
values within one comparison group add up to zero. If the ANOVA test does
not indicate any statistically significant differences between approaches at
the p < 0.05 level, the score value is left blank.

Based on the results for the Alvermann Konzilsprotokolle (AK) dataset
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Table 11.1: Word spotting results for the Alvermann Konzilsprotokolle dataset in
mAP (%) and the corresponding score values indicating statistically significantly
better (+1) or worse (−1) results at the p < 0.05 level.

TP-R G-R PHOC-R Random All

100 QbE 51.08 (−1) 55.45 (±0) 52.73 (±0) 56.07 (+1) —
QbS 26.88 (−2) 38.45 (+1) 37.55 (±0) 38.36 (+1) —

500 QbE 76.41 (−1) 76.95 (−1) 83.96 (+3) 79.91 (−1) —
QbS 65.13 (−1) 68.13 (±0) 76.27 (+1) 69.36 (±0) —

1 849 QbE 88.45 (−2) 92.47 (+2) 94.64 (+2) 90.80 (−2) —
QbS 76.12 (−1) 87.35 (+1) 91.41 (+2) 82.67 (−2) —

5 968 QbE — — — — 96.71
QbS — — — — 95.71

in Tab. 11.1, one can see that TP-R performs statistically significantly worse
than at least one other method for all query types and training set sizes. One
possible reason for this could be variations in writing style, such as varying
spacing between characters or differences in size for certain characters in
a word, which lead to different TP-Rs for the same word, making it more
likely that images of the same word are selected. Fig. 11.1 confirms this by
showing that for the AK dataset TP-R selects a lower ratio of unique words
per selected training set than any other selection approach.

For G-R and PHOC-R, one can see from Tab. 11.1 that these approaches
perform better compared to the other two approaches, the more training
samples are selected. While this is to be expected for PHOC-R, since its
word image representation improves with the number of available training
samples, it is surprising for G-R. One explanation for this result may be
that it is not G-R, which improves, but rather that random selection fails to
make use of the possibility to select a more diverse sample when the training
set is large. This can be seen in Fig. 11.1, which shows that G-R selects
nearly the same ratio of unique words as TP-R and Random for the two
smaller training sets, but selects a higher ratio of unique words than both of
them for the largest training set.

Lastly, we test for statistically significant differences between the word
spotting results obtained by training on the largest training set selected using
G-R and PHOC-R and the results obtained using the whole source dataset
for training. We find that there is no statistically significant difference
between the training set selected using PHOC-R and the source dataset.
This indicates that by using PHOC-R, it is possible to reduce the training
set for the AK dataset by 69% without statistically significant reduction in
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Table 11.2: Word spotting results for the Botany dataset in mAP (%) and the
corresponding score values indicating statistically significantly better (+1) or worse
(−1) results at the p < 0.05 level.

TP-R G-R PHOC-R Random All

100 QbE 36.73 (—) 36.24 (—) 35.06 (—) 36.52 (—) —
QbS 23.83 (±0) 18.94 (−1) 18.73 (−1) 23.50 (+2) —

500 QbE 54.62 (±0) 54.86 (±0) 59.59 (±0) 56.80 (±0) —
QbS 57.31 (±0) 59.27 (±0) 66.04 (±0) 63.12 (±0) —

1 684 QbE 60.89 (±0) 56.33 (−1) 65.16 (+2) 58.70 (−1) —
QbS 54.40 (−1) 54.31 (−1) 71.41 (+3) 57.21 (−1) —

3 611 QbE — — — — 78.75
QbS — — — — 83.90

word spotting performance.
Similar to the AK dataset, one can see for the results of the Botany

dataset in Tab. 11.2 that the word spotting performance of PHOC-R improves
compared to the other three approaches, the more training samples are
available. However, we do not see a similar improvement for G-R. One reason
for this may be the larger variation in writing styles in the Botany dataset
leading to less unique words to be selected, as shown in Fig. 11.1. However,
this cannot be the only explanation, since such variations should affect
TP-R even more than G-R. Another possible aspect could be binarization
errors, which affect G-R more than TP-R, since they can make the graph
representations of the same word appear to be different. TP-R is presumably
more robust towards binarization issues, due to the normalization of the
word image’s pixel counts.

When comparing the word spotting performance of a PHOCNet trained
on the complete source dataset with the performance of a model trained
on the largest training set selected using PHOC-R, we find the former to
perform statistically significant better than the latter. This may be due to
the large writing style variations in the Botany dataset, which lead to the
necessity for larger training datasets.

For the George Washington (GW) dataset, the relative word spotting
performance for G-R and PHOC-R is comparable to the AK dataset with
respect to the fact that their performance improves compared to the other
two approaches, the more training samples are selected (cf. Tab. 11.3).
However, TP-R performs better on this dataset than on the AK dataset, in
particular when only 100 training samples are selected. This may be the
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Table 11.3: Word spotting results for the George Washington dataset in mAP (%)
and the corresponding score values indicating statistically significantly better (+1)
or worse (−1) results at the p < 0.05 level.

TP-R G-R PHOC-R Random All

100 QbE 77.05 (+3) 72.13 (−2) 74.47 (+1) 74.07 (−2) —
QbS 71.68 (+1) 73.81 (+1) 72.73 (+1) 69.38 (−3) —

500 QbE 86.77 (±0) 87.88 (+1) 87.45 (+1) 87.39 (−2) —
QbS 85.62 (±0) 85.60 (±0) 87.32 (+1) 86.00 (−1) —

1 823 QbE 91.39 (±0) 92.72 (±0) 95.22 (+3) 92.50 (−3) —
QbS 85.55 (−2) 90.62 (+2) 91.53 (+2) 87.67 (−2) —

3 645 QbE — — — — 94.09
QbS — — — — 92.08

case, since there is less variation in writing style in the GW dataset, which
makes it easier for TP-R to select word images with more unique words. We
compare the word spotting performance achieved by training on the source
dataset with the performance achieved by training on the largest selected
training sets. We find that there is no statistically significant difference
between the performance of G-R, PHOC-R and the source dataset in the
QbS case and that there is no statistically significant different between the
performance of PHOC-R and the source dataset in the QbE case. Therefore,
we conclude that using PHOC-R can help to reduce the amount of training
data required for the GW dataset by almost 50%.

11.7 Conclusion

In this paper, we have evaluated three different word image representations
for unlabeled sample selection for word spotting. The evaluated repre-
sentations are a temporal pyramid representation (TP-R), a graph based
representation (G-R) and a pyramidal histogram of characters representa-
tion (PHOC-R). We have shown that, depending on the dataset, the use of
PHOC-R can lead to a reduction in the number of required training samples
of up to 69% without reducing the word spotting performance in a statisti-
cally significant way. We have argued that the main reason for PHOC-R’s
performance is that it learns to adjust its word image representation in an
active learning like fashion. Thus, it performs best when a larger amount of
training samples can be retrieved iteratively. For selecting smaller training
sets, we have shown that G-R and TP-R can perform as well or better than
random selection. We have pointed out that current limitations of these
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two word image representations may be due to binarization issues, as well
as their susceptibility to variations in writing style. Possible future work
would be to improve the used binarization method and to increase TP-R’s
robustness by applying skew and slant correction to the word images. Addi-
tionally, it may be interesting to consider and evaluate the use of different
distance metrics for TP-R and PHOC-R. Since both representations have
many dimensions, the Manhattan distance or fractional distance metrics
may make the represented word images more distinguishable, as pointed
out by Aggarwal et al. [29], which could result in a more suitable sample
selection.
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Over the last decades companies and government 
institutions have gathered vast collections of im-
ages of historical handwritten documents. In or-
der to make these collections truly useful to the 
broader public, images suffering from degrada-
tions, such as faded ink, bleed through or stains, 
need to be made readable and the collections as 
a whole need to be made searchable. Readabili-
ty can be achieved by separating text foreground 
from page background using document image bi-
narization, while searchability by search string or 
by example image can be achieved through word 
spotting. Developing algorithms with reasonable 
binarization or word spotting performance is a 
difficult task. Additional challenges are to make 
these algorithms execute fast enough to process 
vast collections of images in a reasonable amount 
of time, and to enable them to learn from few la-
beled training samples. In this thesis, we explore 
heterogeneous computing, parameter prediction, 
and enhanced throughput as ways to reduce the 
execution time of document image binarization al-
gorithms. We find that parameter prediction and 
mapping a heuristics based binarization algorithm 
to the GPU lead to an 1.7 and 3.5 increase in exe-
cution performance respectively. Furthermore, we 
identify for a learning based binarization algorithm 
using recurrent neural networks the number of 
pixels processed at once as way to trade off exe-
cution time with binarization quality. The achieved 
increase in throughput results in a 3.8 times faster 
overall execution time.

Additionally, we explore guided machine learning 
(gML) as a possible approach to reduce the re-
quired amount of training data for learning based 
algorithms for binarization, character recognition 
and word spotting. We propose an initial gML 
system for binarization, which allows a user to 
improve an algorithm’s binarization quality by se-
lecting suitable training samples. Based on this sys-
tem, we identify and pursue three different direc-
tions, viz., formulation of a clear definition of gML, 
identification of an efficient knowledge transfer 
mechanism from user to learner, and automation 
of sample selection. We explore the Learning Us-
ing Privileged Information paradigm as a possible 
knowledge transfer mechanism by using charac-
ter graphs as privileged information for training a 
neural network based character recognizer. Fur-
thermore, we show that, given a suitable word 
image representation, automatic sample selection 
can help to reduce the amount of training data re-
quired for word spotting by up to 69%.
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