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ABSTRACT 
 
 
 

Since first published in 1998, the Enterprise 
JavaBeans technology has become a popular choice for 
the development of middleware systems. Even though 
its popularity, the technology is considered quite 
complex and rather difficult to master. The main 
contribution to its complexity is the part of the EJB that 
deals with persistence. The most common and most 
popular way of implementing EJB persistence is called 
Container Managed Persistence (CMP).  

Today, developers consider the utilization of CASE 
tools for the EJB development process obvious. Despite 
this, available CASE tools have very limited support for 
the complete CMP development process.   

In this thesis we have isolated steps within the CMP 
development process that could benefit from CASE tool 
support. We have then identified possible solutions and 
remedies to address these steps. These solutions where 
then implemented in a full fledged CASE tool, called 
CMP Developer. 

 
 

Keywords: EJB, CMP, CASE Tools, CMP Developer   
 
 



CONTENTS 
ABSTRACT .....................................................................................................................................I 

CONTENTS ................................................................................................................................... II 

1 INTRODUCTION .................................................................................................................. 1 
1.1 DEFINITIONS AND ABBREVIATIONS.................................................................................... 2 

2 ENTERPRISE JAVABEANS FUNDAMENTALS ............................................................... 4 
2.1 EJB ANATOMY ................................................................................................................. 5 
2.2 BEAN TYPES ..................................................................................................................... 6 

2.2.1 Session Beans .............................................................................................................. 6 
2.2.2 Message-driven Beans ................................................................................................. 6 
2.2.3 Entity Beans................................................................................................................. 6 

2.3 PERSISTENCE .................................................................................................................... 7 
3 CONTAINER MANAGED PERSISTENCE ......................................................................... 9 

3.1 CMP FIELDS..................................................................................................................... 9 
3.2 FINDERS AND EJB-QL ...................................................................................................... 9 
3.3 CREATORS ...................................................................................................................... 10 
3.4 CONTAINER MANAGED RELATIONSHIPS .......................................................................... 10 
3.5 DATA TRANSFER OBJECTS .............................................................................................. 10 
3.6 PERFORMING A TYPICAL CMP TASK MANUALLY ............................................................ 11 

4 METHOD ............................................................................................................................. 13 

5 CANDIDATE STEPS FOR CASE TOOL SUPPORT ........................................................ 14 
5.1 PERFORM ACTIONS THAT REQUIRE EDITING OF MULTIPLE FILES ...................................... 14 
5.2 MAP CMP BEANS TO SQL TABLES ................................................................................. 14 
5.3 VALIDATE CMP BEANS AGAINST UNDERLYING DATABASE MODEL ................................. 14 
5.4 EDIT CMP BEANS TO REFLECT CHANGES IN UNDERLYING DATABASE ............................. 15 
5.5 SWITCH EJB SERVER VENDOR ........................................................................................ 15 
5.6 MAP DTOS TO CMP BEANS ............................................................................................ 15 
5.7 NAME ITEMS ACCORDING TO A NAMING CONVENTION .................................................... 16 

6 POSSIBLE SOLUTIONS ..................................................................................................... 17 

7 CMP DEVELOPER ............................................................................................................. 20 
7.1 MAJOR FEATURES........................................................................................................... 20 

7.1.1 Load CMP model ....................................................................................................... 20 
7.1.2 Customize CMPs ........................................................................................................ 21 
7.1.3 Create CMR............................................................................................................... 22 
7.1.4 Synchronize CMP Model ............................................................................................ 23 
7.1.5 Generate Code ........................................................................................................... 24 

7.2 PERFORM A TYPICAL CMP TASK USING CMP DEVELOPER ............................................... 24 
8 DISCUSSION ....................................................................................................................... 26 

9 CONCLUSIONS .................................................................................................................. 28 

10 FUTURE WORK ............................................................................................................. 29 

11 APPENDIX A ................................................................................................................... 33 

  ii 



1 INTRODUCTION 
 

The Java programming language has become a popular choice for the development 
of large-scale middleware systems. The core technology for building middleware 
software using Java is called Enterprise JavaBeans (EJB). According to the EJB 
specification version 2.0 (DeMichiel and Yalçinalp 2000), EJB is a component-based 
architecture for the development and deployment of distributed business applications. 
The specification was first released by SUN Microsystems in 1998 and is as today up 
to version 2.1. Rather than providing the implementation themselves, SUN only 
provides the specification and allows other third party vendors to create their own 
implementation. This is a common procedure for most Java technologies, which is a 
step aimed at preventing possible vendor lock-ins. If a vendor does not conform to the 
EJB specification, their product will not become EJB certified.  

Over the years, the EJB specification has undergone some great improvements, but 
is still considered by many developers to be a relatively advanced technology. 
Particular advanced is the layer of EJB dealing with persistence, the layer responsible 
for storing data in the system to reliable storage. There are currently two different 
techniques, offered by the EJB specification, to implement such persistence: bean 
managed persistence (BMP) and container managed persistence (CMP). It is the 
opinion both by SUN Microsystems and most developers that CMP should be used 
whenever possible. CMP takes the approach of using one-to-one mapping between 
database tables and data entities in the object model. In CMP, a bean is modeled as a 
data entity, i.e. an object containing data but very little or no behavior. The result is a 
simple one-to-one mapping between the CMP model and the underlying relation 
database model. 

The CMP development process is made up of a number of smaller steps. At its 
most basic level, each database table requires a group of Java classes, known as a 
CMP. Each CMP bean require a set of CMP fields, which map directly to the database 
columns and a set of CMRs, which may map to the database relations. The actual 
mappings are not specified in the Java classes, they are placed into XML configuration 
files, known as deployment descriptors. Even though each step by itself might seem 
rather trivial, it all adds up to a time consuming and error prone process. 

The utilization of CASE tools for Java development is today considered obvious to 
most developers (Holt 1999) (Menendez 1991). Obvious is also the use of database 
tools for generating and maintaining database models. There are currently many data 
modeling tools available, but very few data usage tools. Chan (1993) highlight this 
problem and calls for CASE researchers to provide tools that can perform both parts. 
Although many Java development tools have support which simplifies the creation of 
CMP beans, we have found no CASE tool which gives a good and solid support for the 
complete CMP process, i.e. supporting the process of creating an operational CMP 
model from an existing database model.  

With interviews, literature studies and by analyzing existing tools, we isolated 
eight possible steps within the CMP development process which would benefit from 
CASE tool support. The validity of our findings was determined using a web based 
questionnaire. Based on the result of the questionnaire, we analyzed ways a CASE tool 
could be introduced to support these steps. Then, we constructed a CASE tool based 
on our findings, which we called CMP Developer.  

As a first step in using CMP Developer, the developer specifies mapping rules 
used to automatically generate a CMP model. The CMP model is then visualized and 
can be further configured. The tool does also support re-synchronization between the 
CMP model and the database model. When the underlying database schema changes, 
the tool shows how this affect the current CMP model and lets the developer remap the 
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CMP model to fit with the new database schema. Finally, all necessary Java code and 
XML files can be generated. 

A simple evaluation was carried out in which 2 common CMP tasks was 
performed with and without CMP Developer. The time was recorded for each task.  

 
Chapter 2 gives an overview of EJB and how CMP fits into the EJB architecture. 

Chapter 3 gives a better understanding of the different CMP concepts. The method 
used in this thesis is explained in chapter 4. In chapter 5, we define the eight steps we 
identified as candidates for CASE tool support, and in chapter 6 we describe how such 
a support could be introduced. Our final result, the CMP Developer CASE tool, is 
presented in chapter 7. The result of the thesis and future work in the field is some of 
the issues discussed in chapter 8. The thesis is concluded in chapter 9. Future work in 
the field is discussed in chapter 10. 

 

1.1 Definitions and Abbreviations 
 

Application Server A server that provides common middleware services 
for the applications it is hosting. 
 

BMP Bean Managed persistence, a persistence type where 
actual storage of entity bean data is handled by the 
EJB developer. 
 

CASE Tool Computer-based support in the software development 
process. 
 

CMP Container Managed Persistence, persistence in EJB 
handled by the application server. 
 

CMP field Java properties in the entity bean that map to 
underlying database columns. 
 

CMR Container Managed Relation, a relationship between 
two CMP beans. 
 

DTO Data Transfer Object, a plain serializable Java object 
that are used to transfer data between processes or 
hosts. 
 

Deployment Descriptor An XML file that contains meta-data about beans in 
the EJB application. 
 

EJB Enterprise JavaBeans, a component-based architecture 
for the development and deployment of distributed 
business applications.  
 

EJB Application A set of Enterprise JavaBeans assembled into an 
application. 
 

EJB Container The portion of the application server that actually 
hosts the EJB applications. 
 

EJB-QL EJB Query Language, a language used to query entity 
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beans.  
 

Entity Bean A type of bean used to store data to reliable storage. 
 

Finder method A Java-method used to locate one or more entity 
beans. 
 

Foreign key Columns in a database table that point to a primary 
keys in other tables. 
 

JAR Java Archive, the Java standard for package and 
compression of applications. 
 

JDBC Java Database Connectivity, the standard Java API 
used to interact with databases. 
 

JMS Java Messaging Service, the Java API used to access 
message oriented middleware. 
 

JNDI Java Naming and Directory Interface, the Java API 
used to interact with directory services. 
 

JSP Java Server Pages, a technology used to create 
dynamic web content. 
 

JTA Java Transaction API, the standard Java API used to 
interact with one or more transaction managers. 
 

RDBMS Relation Database Management System, a system that 
provides a relation database. 
 

RMI Remote Method Invocation, the standard Java protocol 
for remote invocation. 
 

SQL Structured Query Language, a language used to query 
databases. 
 

Servlets A technology used to create dynamic web content. 
 

Vendor lock-in A situation in which a company is tied to a product 
suite of another company. 
 

Wizard A graphical guide for performing a task, divided into a 
number of sub-steps. 
 

XDoclet An open source code generation engine that enables 
Attribute-Oriented Programming for java. 
 

XML Extensible Markup Language, a markup language used 
in the deployment descriptors. 
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2 ENTERPRISE JAVABEANS FUNDAMENTALS 
 

The purpose of this chapter is to give the reader a basic knowledge of the EJB 
technology with focus on persistence. 

In April 1997, SUN Microsystems announced their initiative to extend the Java 
platform to include a set of enterprise APIs (Nordby 2002), given the common name 
J2EE. These APIs included the most common task involved in enterprise computing, 
such as APIs for messaging (JMS), web scripting (JSP/Servlets), transaction handling 
(JTA), database access (JDBC) and middleware computing (EJB). In December later 
that year, SUN published version 1.0 of the EJB specification in draft mode. As of 
today, in 2004, SUN is up to version 2.1 but the main goals of the initial specification 
still apply. The initial design goals where the following (Matena and Hapner 1999): 

 
 Enterprise JavaBeans will be the standard component architecture for building 

distributed object-oriented business applications in the Java programming 
language. Enterprise JavaBeans will make it possible to build distributed 
applications by combining components developed using tools from different 
vendors. 

 Enterprise JavaBeans will make it easy to write applications: Application 
developers will not have to understand low-level transaction and state management 
details; multi-threading; resource pooling; and other complex low-level APIs. 
However, an expert-level programmer will be allowed to gain direct access to the 
low-level APIs. 

 Enterprise JavaBeans applications will follow the “write-once, run anywhere” 
philosophy of the Java programming language. An enterprise Bean can be 
developed once, and then deployed on multiple platforms without recompilation or 
source code modification. 

 The Enterprise JavaBeans architecture will address the development, deployment, 
and runtime aspects of an enterprise application’s life cycle. 

 The Enterprise JavaBeans architecture will define the contracts that enable tools 
from multiple vendors to develop and deploy components that can interoperate at 
runtime. 

 The Enterprise JavaBeans architecture will be compatible with existing server 
platforms. Vendors will be able to extend their existing products to support 
Enterprise JavaBeans. 

 The Enterprise JavaBeans architecture will be compatible with other Java 
programming language APIs. 

 The Enterprise JavaBeans architecture will provide interoperability between 
enterprise Beans and non-Java programming language applications. 

 The Enterprise JavaBeans architecture will be compatible with CORBA. 
 

With these initial goals in mind, how does EJB work in today’s industry? EJB is 
today a very popular technology for systems targeting the Java platform. Many 
companies are involved in the EJB server market. One of SUN Microsystems main 
objectives with the EJB architecture was to provide a standard architecture for server 
vendors and developers. To achieve this goal, each EJB vendor is required to pass a set 
of tests carried out by SUN in order to get EJB certified. This certification process is a 
mean to prevent vendor lock-ins. The EJB architecture actually does, however, have 
vendor lock-ins to some extent. Porting an EJB application working well with one EJB 
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server to another can be a time-consuming and difficult task. The fact that most EJB 
server vendors provide guides on how to port EJB applications to their particular 
server proves this portability issue. The JBoss application server (JBoss 3.0) has 
actually developed a tool that can convert a BEA Weblogic (BEA Weblogic 8.1) 
application to a JBoss application (Weblogic Converter). Babcock (1998) feel the EJB 
specification is being implemented by so many vendors in their own way that it is in 
danger of losing its promise of cross-platform interoperability. 

2.1 EJB Anatomy 
 

This section will take a deeper look on the parts that make up the EJB architecture, 
using a bottom up approach. At the lowest level of the architecture are the actual 
Enterprise JavaBeans. An Enterprise JavaBean is assembled from a set of Java classes, 
at minimum one, at maximum five, depending on the type of bean and if the bean can 
be accessed remotely. A beans interface, as seen by its clients, is defined in a specific 
Java interface. The implementation of the bean interface is specified in the bean class. 
Yet another interface, called the home interface, defines how to find and create 
instances of the bean. If the bean needs to expose a local interface, meaning it can be 
accessed within the application server without a remote invocation call, it needs to 
contain a local bean interface as well as a local home interface. To make the bean 
remotely accessible it needs to provide a remote bean interface and a remote home 
interface. A bean is required to expose either a local interface, remote interface, or 
both. Figure 2-1 shows a bean with all the classes and interfaces mentioned previously. 
The home and the bean interface may be of type local or remote. 

 

 
Figure 2-1: An Enterprise JavaBean consisting of 3 Java source files 

 
To be able to deploy and run an Enterprise JavaBean inside an EJB Server, the 

Java classes are not enough information. To provide additional information about the 
Enterprise JavaBean, specific XML configuration files are needed, called deployment 
descriptors. The specification defines a standard deployment descriptor called ejb-
jar.xml, which contains basic information needed by the container, such as which 
classes make up a certain EJB. Every EJB server vendor may also define their own 
additional deployment descriptors, used to specify vendor specific features. Figure 2-2 
shows an EJB application with a set of Enterprise JavaBeans, a standard deployment 
descriptor, and two vendor specific deployment descriptors.   

 

 
 

Figure 1-2: An EJB application containing a set of beans and deployment descriptors 
 

The class files and the deployment descriptors are assembled into an EJB 
application by simply storing them in a Java archive (JAR) file. The deployment 
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descriptors needs to reside in a directory called META-INF in order to make them 
distinguishable from other XML files.    

The assembled EJB application is then deployed into the application server. Upon 
deployment, the application server runs various tests to ensure that the application 
follows restriction imposed by the EJB architecture. The portion of the EJB server that 
stores and runs the different EJB applications is called the container. Figure 2-3 shows 
an EJB server hosting 3 EJB applications. 

 

 
Figure 2-2:  An EJB server hosting three EJB applications. 

2.2 Bean Types 
 

The EJB 2.0 specification defines three types of EJB components for fulfilling 
different design requirements in an EJB application.  

2.2.1 Session Beans 
 

A Session bean is the simplest type of EJB component. This bean type works 
much in the same fashion as traditional RMI classes because it contains very few EJB 
constraints and features. Session beans are mainly used for executing business 
processes on behalf of the client it is serving (Cavaness and Keeton 2001). Session 
beans can be either stateful, meaning they keep their conversational state between 
invocations from the client, or stateless, meaning they do not. Stateless session beans 
are easy for the container to handle since any bean in the pool can be assigned to 
handle an incoming method invocation. With stateful session beans, each bean has a 
conversational state with its corresponding client and can therefore not be used for 
serving other clients until the session is finished. Since stateful beans cannot be reused, 
they grow large in numbers as the number of simultaneous clients’ increase, since each 
client requires their own session bean. To overcome memory problems associated with 
many session beans the application server uses a technique called passivation, where 
least recently used beans are written to disc, somewhat like swapping in an operating 
system.         

2.2.2 Message-driven Beans 
 

Message-driven beans were introduced with EJB version 2.0 as an approach to 
integrate software components that use object-oriented middleware and those that use 
message-oriented middleware (Lepe et al. 2000). JMS provides reliable asynchronous 
messaging for the Java platform. A Message-driven bean is mapped to a JMS message 
queue or a message topic, depending on the messaging model used, and receives 
messages that are placed in the queue or published to the topic.  

 
 

2.2.3 Entity Beans 
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Entity beans are by far the most complex type of EJB component according to 
both Bruce Tate et al. (2003) and Marinescu (2002). They are designed for creating the 
persistence layer of the EJB application; the layer responsible for making the data in 
the application persistent. Entity beans are persistent objects, meaning that their state is 
synchronized with a non-volatile storage, usually a relational database. This allows the 
data stored in the entity beans to survive a system crash or a reboot.  

There are basically two ways of designing entity beans, which has also caused 
some disagreement in the EJB community. Many authors such as Roman et al. (2001) 
suggest that an entity bean should represent a single row in a database table, resulting 
in one entity bean for each table. The other approach is to create entity beans only for 
independent tables, tables not dependent on any other table, and create the dependent 
tables as normal Java objects.  The first approach is called fine grained and the latter 
coarse-grained. 

The coarse-grained approach has been documented as an EJB pattern under the 
name composite entity pattern (Alur 2003). The composite entity pattern should be 
considered deprecated with the release of version 2.0 (Marinescu 2004). The main 
motivation behind using composite entities was to reduce the number of invocations 
on an entity bean, since each invocation always resulted in a remote method 
invocation, even if the calling bean resided within the same application server. EJB 
version 2.0 introduced the concept of local interfaces to cope with the problem. Local 
interfaces allow beans within the same application server to talk directly, using 
standard Java invocations instead of remote invocations.        

2.3 Persistence 
 

The most difficult part of EJB development is without a doubt creating the 
persistent layer (Tate et al 2003) (Marinescu 2002); the layer responsible for making 
the data model in the middleware persistent. It is the job of the persistent layer to 
assure that objects in the data model is made persistent, i.e. storing their data in a 
persistent storage, for example a relational database. Changes to the data model are 
replicated in the persistent storage to allow changes to be durable even after the 
application has been shutdown and restarted. Persistence is implemented in EJB by 
using entity beans. There are two approaches for implementing persistence with entity 
beans: have the developer write code for storage and retrieval of entity beans, called 
Bean Managed Persistence (BMP), or have the application server do all the work, 
known as Container Managed Persistence(CMP). The latter uses information provided 
in the deployment descriptors to figure out how database tables map to entity beans. 
The choice of approach seems quite obvious at first: why have the developer 
implement persistence when it can be handled by the application server? First, even if 
you are not writing any actual code for accessing the database, you need to provide a 
great deal of information in the deployment descriptor. Configure the deployment 
descriptors is a quite difficult task and has a fairly high learning curve, as apposed to 
BMP, where just some basic JDBC knowledge is required to get started. Another 
reason for considering BMP is when the limitations of CMP prevent a database 
operation that is needed. As an example, CMP can not perform advanced SQL text 
searches or build dynamic SQL queries, so whenever these operations are necessary, 
CMP is not an option (Allen 2001).  

CMP has been greatly improved with each new version of EJB. By the first 
version, researchers agreed on BMP as the clear choice for creating the persistence 
layer. This has completely changed with version 2.0 and past, as SUN MicroSystems 
now recommends using CMP whenever possible instead. CMP has been greatly 
improved with each version, and EJB servers have added more and more support for 
advanced CMP settings while BMP has been almost left unchanged.  
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CMP has some very important advantages over BMP. As mentioned, the 
application server handles all communication with the database. This is an advantaging 
in robustness, assuming that the application server contains fewer bugs than database 
access code written by the developer. CMP are also more portable across RDBMS 
vendors since they never contain vendor specific SQL. All SQL are generated by the 
application server or in the case of certain methods called “finders” specified in a SQL 
neutral language called EJB Query Language (EJB-QL). When comparing 
productivity, writing the database access code with BMP is a far more time consuming 
process than specify mapping in the deployment descriptor, as in the case of CMP. 
Emmanuel Cecchet et al. (2002) show how much less code CMP requires in 
comparison with BMP. All these advantages make a pretty strong case for using CMP; 
nevertheless BMP was the best practice prior to version 2.0, why? The main reason for 
authors such as Marinescu (2002) and Tate et al. (2003) to favor CMP with version 2.0 
was its improved performance capabilities. In versions before 2.0, well written BMP 
could outperform CMP quite easily, but with version 2.0 the tables were turned in 
favor of CMP. Also, application server vendors started to include more advanced CMP 
tuning options. BEA Weblogic is particularly interesting when it comes to caching; 
different concurrency strategies and cache parameters can be specified for each CMP 
(Nyberg et al. 2003) 

When it comes to tuning BMP, there is hardly any support in today’s application 
servers, since the application server has no control of the code executed within the 
bean. CMP gives full control to the application server so that it can make clever 
decisions on how to control the bean. As an example, the application server can not tell 
if a BMP bean method invocation caused a change in the beans data, making all 
method calls result in a database update. This results in decreased performance 
because of all the unnecessary database operations. Furthermore, most CMP engines 
have support for caching, which can dramatically improve performance since it 
reduces the number of accesses to the database (Wutka et al. 2001). Another situation 
where BMP suffers from poor performance is often referred to as the N+1 problem. 
This happens when the application server tries to load multiple entity beans from the 
database. In the case of BMP, the application server first fetches the primary keys for 
the beans that are to be loaded and then for each primary key retrieves the data 
associated with the key, hence the name N+1, loading N beans result in N+ 1 queries 
to the database. CMP overcomes this problem by using a technique called bulk loading 
where the application server fetches all data in a single database query and then 
populates the beans with this information.      
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3 CONTAINER MANAGED PERSISTENCE 
 

The basics of EJB and CMP have already been outlined; this chapter looks more in 
depth on CMP.   

It is important to understand when CMP should and should not be used. CMP is 
best suited when an application has a data model that needs to be persistent. Highly 
database driven systems that require complex database queries and extremely high 
performance are less suitable. This is because CMP lacks support for various advanced 
features like dynamic queries, complex vendor specific queries, and invocation of 
stored procedures.  If an application has mostly configuration data and only some 
advanced statistical queries, CMP could deal with the configuration data while the 
statistical queries are implemented as stored procedures and invoked directly with 
JDBC. Cecchet et al. (2002) describes this design alternative as a good choice when 
CMPs can not handle complex joins and multiple tables. Burke and Paterson (2002) 
believe this configuration will also improve performance. On the other hand, Gorton 
and Liu (2003) show that the choice of EJB server will impact performance so much 
more than the choice between CMP and direct JDBC access.  Figure 3-1 shows these 
kinds of systems on a scale; and approximately to which extent CMP is suitable. 

 

 
Figure 3-1: The scope of CMP 

 
CMP is really just a set of CMP beans, which are entity beans, mapped to database 

tables in a one-to-one fashion. Columns in the database tables map to CMP fields in 
the CMP bean. Relationships defined as foreign key constraints in the database can 
map to a special CMP relations called CMRs (Container Managed Relationships).     

3.1 CMP Fields 
 

A CMP field is a simple Java property, an attribute with a set- and get-method, 
mapped to a column in the database. Properties in the bean are marked as CMP fields 
in the standard deployment descriptor; the actual database mapping is provided in 
vendor specific deployment descriptors. The data type of a CMP field needs to be 
compliant with the data type of its underlying database column. It is the job of the 
application server to convert data types between the two; it needs to know what kind of 
mapping it to use. The mapping must be configured when setting up a data source in 
the application server. As an example of different mapping: a boolean CMP field could 
be converted to a bit data type when using SQL Server  (Microsoft SQL Server 2000) 
mapping, and an integer based type when using Oracle (Oracle 9i) mapping.   

3.2 Finders and EJB-QL 
 

The user of an entity bean needs a way of locating a bean; this is done using what 
is called a finder. Finders consist of a method declaration, specified in the bean 
interface, and a query script written in a language called EJB-QL, specified in the 
deployment descriptor. Once a finder is invoked, the application server collects the 
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parameters, runs the EJB-QL script to extract data from the database and populates one 
or more entity beans that are passed back to the invoker. The EJB-QL is actually 
converted into database vendor specific SQL before it is sent on to the database server. 
The application server will use the mapping configured for the data source it is using. 
This extra layer of abstraction makes EJB-QL database vendor neutral. Finders also 
reduce the amount of required code, since all database access is taken care of by the 
application server. Syntactical errors in finders, however, are not caught until deploy 
time and logical errors are not caught until the finder is first invoked. The statement 
below shows an example of the EJB-QL for a finder:     

 
SELECT OBJECT(o) FROM OrdersSchema o WHERE o.status=?1 
AND o.account.id=?2 
 
Finders are very static in their nature; it is not possible to dynamically build up an 

EJB-QL statement in runtime. Finders are not very suitable when most of the queries 
are dynamic. There are of course some exceptions from this rule, depending on which 
EJB server is used. For example, BEA Weblogic 8.1 has support for dynamic queries 
using the EJB-QL (Nyberg et al. 2003). 

3.3 Creators 
 

Creators are the least troublesome concept of CMP. They are simply methods that 
create new entity beans and initialize their CMP fields. Creators are not specified in 
any deployment descriptor.  

3.4 Container Managed Relationships 
 

In a database schema, relationships between tables are defined using foreign key 
constraints. Finders can be used to take advantage of relationships in the data model. If 
table A is referenced by table B using a foreign key constraint, we could find all 
related B rows by using a finder that extracts only rows with a foreign key column 
equal to that one of the A table. A more powerful and more object oriented approach 
would be to use something called a Container Managed Relation (CMR). A CMR is an 
entity bean relation that maps to an underlying foreign key constraint. The primary key 
entity bean exposes a property that allows related foreign key beans to be fetched or 
modified. This approach actually hides the underlying foreign key constraint from the 
bean user. CMRs are defined in the bean interface, declared in both the standard and 
the vendor specific deployment descriptors. 

3.5 Data Transfer Objects  
 
The session façade pattern (Marinescu 2002) deals with poor performance that 

comes from direct invocation of entity beans. The pattern simple states: put a session 
bean in front of the entity beans so that multiple small remote invocations can be 
grouped as a single invocation between the client and the server. To change 10 
attributes on a CMP would require 10 remote invocations, whereas using a session 
façade; all attributes could be transferred in a single remote invocation. The pattern 
does not however specify how the actual data transfer between the client and EJB 
server should be solved. The problem is dealt by the Data Transfer Object pattern 
(DTO) (Marinescu 2002), or sometimes just called Transfer Object (Deepak Alur 
2003). A DTO is a plain Java object which can be serialized and sent back and forth 
between the client and the server. Its main purpose is to transfer CMP data to the 
client, this is necessary since CMPs can not be accessed directly if using a session 
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façade. Bruce Tate et al. (2003) and Marinescu (2002) finds the use of DTO evident 
when using CMP. Figure 3-2 shows the session façade and DTO pattern combined.  

 

 
Figure 3-2: The session façade and DTO pattern combined. 
 

3.6 Performing a Typical CMP Task Manually 
 
This section describes a typical scenario that most developers face when using 

CMP. The purpose is to make the reader understand the process of creating and 
mapping CMP beans manually. Chapter 7 will describe how this task is performed by 
using CMP Developer. Understanding this task will help understand how CMP 
Developer really simplifies this task.   

In this example scenario we use an MS SQL Server database with two tables: one 
table containing books and another table containing book reviews. Figure 3-3 shows 
the two tables and the relationship between them; the review table has a foreign key 
constraint on the isbn column. The id column of the review table is an auto 
incremented column, known as an identity column in MS SQL Server.   

 

 
 
Figure 3-3: Example SQL Schema 
 
The described task creates two CMP beans that map directly to the book and the 

review tables. The task also includes implementation of one CMR, one finder for 
retrieving books based on title and two creator methods, one for each bean. The order 
in which the steps are presented is not necessary, some rearrangements could be done. 

 
 

Step 1 Write Java Code 
 
1.1 Classes Six files are required: LocalBook.java, LocalBook-

Home.java, BookBean.java, LocalAuthor, LocalReview-
Home.java and ReviewBean.java. BookBean and 
ReviewBean need to contain seven container interaction 
methods defined in the EntityBean interface which they 
implement. The methods are left empty. The other files 
contain only their class declaration for now. 
 

1.2 CMP fields For each column in the database, a get- and set-method are 
created in LocalReview and LocalBook. Since they are 
Java interfaces, their methods contain no body. The same 
get and set methods are also created in the ReviewBean 
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and BookBean classes as abstract methods. Since there are 
eight columns all together it means we end up with 32 
methods.   
 

1.3 Finders A finder is required to find books by their titles. The finder 
is declared as a method in the LocalBookHome interface. 
It has one parameter which is the title name in the search. 
 

1.4 Creators To be able to create reviews and books we must define a 
create method for each of them. The create method is 
defined in both the home interfaces and in the bean 
classes. The create methods in the bean classes need to 
take the input parameters and initialize their CMP fields. 
Creators require no configuration in deployment 
descriptors. 
 

1.5 CMRs To be able to get reviews for a specific book we need to 
create a CMR called getReviews both in LocalBook and in 
BookBean. 
 

Step 2 Configure Deployment Descriptors 
 
2.1 Classes For each entity bean, two in this case, an entity bean entry 

is required in the standard deployment descriptor. This 
entry contains various information, such as which classes 
makes up each bean, the CMP version and so forth.  
 

2.2 CMP Fields CMP fields are specified in both the standard deployment 
descriptor and in a vendor specific deployment descriptor. 
The standard descriptor contains information on which 
properties are CMP fields, and which one of those is the 
primary key. The mapping between each CMP-field and 
its underlying database column is specified in the vendor 
specific descriptor. We must also specify the id column of 
the review table as an identity column; which is also 
specified in the deployment descriptor. 
 

2.3 Finders The name of the finder along with the argument list and 
the actual EJB-QL statement is defined in the standard 
descriptor. 
  

2.4 CMRs CMRs are very tricky to configure by hand. The 
relationship is specified in both the standard and the 
vendor specific deployment descriptor, and there are many 
options to configure like cardinality and delete rules just to 
name a few.  

 
 

The presented task took exactly17 minutes to carry out. A novice developer would 
require much more; maybe double or even triple the time. When a task was performed 
with four tables instead of two, the task took 36 minutes, more than double the time 
taken to with two tables. That is the expected, since using four tables require the 
presented task to be performed twice.         
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4 METHOD 
 

At present, many Java development tools have support which simplifies the 
creation of CMP beans. There is, however, no CASE tool which gives a good and solid 
support for the complete CMP development process.  

The intention of this thesis was to investigate if it was possible to introduce a 
CASE tool, supporting the full CMP development life cycle. This means, to introduce 
a CASE tool capable of both creating a CMP model, based on an existing relation 
database, as well as maintaining the model as the underlying database changes.  

To accomplish this, we needed to isolate steps within the CMP development 
process that could benefit from CASE tool support. We also needed to analyze what 
kind of CMP support is missing in available Java development environments. Isolating 
these steps was achieved by studying literature, articles, and existing tools (Intellij 
IDEA 4.0) (JBuilder 9.0) (Eclipse 3.0) (JDeveloper 9i). Since most steps were found in 
literature, they had to be validated to assure they apply in industry, not only in theory. 
To achieve this, an industry survey was conducted. The survey was created as a web 
application containing a set of assertions about problems in the CMP development 
process. An example of such an assertion could be that it is difficult to map settings in 
the standard deployment descriptor with settings in the vendor specific deployment 
descriptors. The people that completed the questionnaire would specify to which 
extend they agreed with each assertion. The motivation behind using a web based 
questionnaire was to get input from expert CMP developers located really far away, 
who would normally not have been able to take part of a written questionnaire of this 
kind. This was important since most CMP experts are not located nearby. Most 
participants had over 2 years of industrial EJB experience. 

Based on the result of the questionnaire, we examined how a CASE tool could be 
introduced to support these steps. There was also the possibility that some steps would 
be too difficult to support, or, based on the questionnaire, would not be considered 
good candidates for CASE tool support.    

The next step was to actually construct the CASE tool, which was given the name 
CMP Developer. CMP Developer was constructed for the Java 2 Enterprise Edition 
platform. It runs as a stand-alone desktop application, utilizing the Swing user 
interface. It includes specific support for two EJB servers: JBoss (JBoss 3.0) and BEA 
Weblogic (BEA Weblogic 8.1). 

Finally, a simple evaluation was performed in which two common CMP tasks was 
performed with and without CMP Developer. 
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5 CANDIDATE STEPS FOR CASE TOOL SUPPORT 
 

The previous chapters talked about some of the complex issues with CMP 
development. This chapter will present our findings, which are steps within the CMP 
development process that could benefit from CASE tool support. These findings 
served as the fundamental input for the design of the tool.  

5.1 Perform Actions that Require Editing of Multiple 
Files   

 
Since CMP requires a lot of meta-data in the deployment descriptors, some 

identifiers like CMP field names and CMRs will be scattered across several files. To 
modify one such identifier requires modification of many files. Some tools allow these 
identifiers to be updated in a single action, but most of them only change the Java 
sources and standard deployment descriptors not the vendor specific deployment 
descriptors.  

 
Improvement 1: 
Allow a single point for changing CMP related information that spans multiple files. 

5.2 Map CMP Beans to SQL Tables 
 

The process of CMP development is really an act of creating beans that will map 
to database tables in a one-to-one fashion, as the EJB specification does not allow 
aggregate CMP beans. A large portion of the time spent developing CMP beans is used 
for creating the bean properties and mapping them to columns in the database. This 
phase takes considerable time and all the developer does is to create simple one-to-one 
mappings between two data models. This process serves as a very good candidate for 
being automated. There are currently no serious tools that have support for this feature.      

 
Improvement 2: 
Automatically create mappings between entity beans and database tables. 

 

5.3 Validate CMP Beans against Underlying Database 
Model 

 
The main contribution to CMPs high complexity is lack of compile time 

validation. CMP relies much upon deployment descriptors, which are meta-data 
written in XML. These files are not validated when the application is compiled and 
assembled, but first when the application is deployed on the application server. To 
accommodate this problem, tools could be used both for writing information to the 
deployment descriptors and to ensure that they are valid. Most common development 
environments, like JBuilder (JBuilder 9.0) and Intellij Idea (Intellij IDEA 4.0), have 
some quite limited support for maintaining deployment descriptors. Most of the 
information in CMP deployment descriptors is about how entity beans map to SQL 
tables; which properties in the entity beans map to which columns in the database and 
so forth. None of the development environments has support for validating database 
information in the deployment descriptors against the actual database. The first area of 
improvement would be to have validation of database related information in 
deployment descriptors against the actual database schema. This in essence means to 

  14 



make sure all references to database elements are valid. These database elements are 
for example tables, columns, primary keys, and foreign keys. Valid in this context 
means that the referenced database element exists and that the mapping with the 
corresponding entity element is correct, for example a column of type VARCHAR 
may not be mapped to a CMP field of type Integer.  

 
Improvement 3: 
 Ensuring database information supplied in CMP deployment descriptors corresponds to 
the actual database.          

5.4 Edit CMP Beans to Reflect Changes in Underlying 
Database 

 
Looking at CMP from a maintenance perspective, there is quite a challenge to 

keep mapped entity beans up-to-date with a frequently changing database. This is 
because, as stated before, invalid database references in deployment descriptors are 
hard to spot. For instance, when a column name is changed in the database, the 
deployment descriptor will still contain the old column name and therefore will be 
invalid. Other database operations that require changes in the persist layer include: 
adding, removing or altering tables, column and foreign key constraints. Maintenance 
could be greatly improved by allowing developers to easy spot how changes in the 
database will reflect their entity beans, and give them a chance to easily re-map entity 
beans if necessary.   

 
Improvement 4: 
 Provide a mechanism for easy update of entity beans as underlying database change. 

5.5 Switch EJB Server Vendor 
 
To be able to run a CMP application, the standard deployment descriptor is not 

enough. Developers must also provide vendor specific deployment descriptors for their 
specific application server. All mappings between tables and entity beans are specified 
in the vendor specific deployment descriptors, not in the standard deployment 
descriptor. The general rule is that the more information placed in the vendor specific 
deployment descriptors, the less portable the application becomes. In order to port an 
application, written for one EJB server vendor, to another vendor, deployment 
descriptors for the new vendor need to be created and populated with information 
equal to the information in the old vendor deployment descriptors. This phenomenon is 
called a vendor lock-in, since the application is tied to a specific vendor and requires 
developers to reconstruct parts of the application to make it work with another EJB 
server vendor. CMP development could be greatly improved if this vendor lock-in 
issue could be addressed.    

 
Improvement 5: 
Prevent vendor-locks in that come from using vendor specific deployment descriptors. 

5.6 Map DTOs to CMP Beans 
 
Entity beans are never accessed remotely; clients should use session beans as a 

façade for the entity bean layer (Alur 2003). The client still needs a way to retrieve the 
full, or a subset, of the data of an entity bean in one single method invocation. This can 
be solved by using Data Transfer Objects (DTO) (Marinescu 2002). DTO are plain 
Java objects that are used as data holders for shipping entity bean data between the 
server and the client. A DTO can also represent different views of one or more entity 
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beans by only mapping different subsets of the CMP-fields or mapping CMP fields 
from several entity beans.  

Mappings between entity beans and DTO require update as the underlying 
database change. When a column is removed in the database, the corresponding CMP 
field needs to be removed. If the removed CMP fields had any mapped DTO attributes, 
those will need to be removed too. 

 
Improvement 6: 
Provide automatic generation of DTOs based on existing entity beans. 
 
Improvement 7: 
Provide a mechanism for easy update of DTOs as underlying entity beans change. 

 

5.7 Name Items According to a Naming Convention 
 
Since entity beans are made up by multiple files, it is important to follow a certain 

name standard so that related beans can be spotted without looking in the deployment 
descriptor. Below shows the standard naming convention recommended by SUN 
Microsystems (EJB Naming Conventions 2004).  

 
 

Item Syntax Example 
Enterprise bean name (DD) <name>EJB ProductEJB 
EJB JAR display name (DD) <name>JAR ProductJAR 
Enterprise bean class <name>Bean ProductBean 
Home interface <name>Home ProductHome 
Remote interface <name> Product 
Local home interface Local<name>Home LocalProductHome 
Local interface Local<name> LocalProduct 
Abstract schema (DD) <name> Product 

 
 

Improvement 8: Make it easy to follow a specific naming convention.  
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6 POSSIBLE SOLUTIONS 
 

This chapter will go through each candidate step and explain our solutions to the 
problem. It will explain why a certain solution was chosen over another and so forth.  

 
1. Allow a single point for changing CMP related information that spans multiple 
files. 

 
This improvement was addressed by completely hiding the deployment descriptors 

from the developer. The only way to change a setting is by using the graphical 
interface. Every setting, which spans multiple files, is exposed as one. For example, 
CMP fields and CMRs are settings that both span the standard and the vendor specific 
deployment descriptor. They are, however, configured in the GUI, in the same 
window. The developer is not aware of which files will be affected by configurations 
in the GUI. 

 
2. Automatically create mappings between entity beans and database tables. 

 
This improvement was solved by introducing a GUI wizard that allows the 

developer to specify rules for how to create and map CMPs to underlying database 
tables. The developer can specify some default values such as package name, 
transaction and caching attributes that will initially be applied to all CMP beans. To 
provide unique names for each bean, this includes the names of the home, local, and 
remote interface as well as the bean class and the EJB name, a pattern matching 
technique was used. Each name was generated based on a pattern expression. The table 
name was required to be present in the expression in order to generate unique names, 
since the underlying database table name is guaranteed to be unique for each bean. The 
table below shows an example of the pattern expression for the home and local 
interface. 

 
Name Pattern Expression 
Local home name Local${tablename}Home 
Local name Local${tablename} 

 
When new beans are added afterwards, the previous rules are stored and applied to 

the new beans, rather than have the developer specify them all over again. 
 

3. Ensuring database information supplied in CMP deployment descriptors 
corresponds to the actual database. 

 
Since CMP Developer uses the database to build the CMP model, it assures that 

the model is correctly mapped to the underlying database. This improvement was 
actually a positive side affect of the solution to improvement 2. The CMP can, 
however, still be out of sync with the database schema, if the underlying database 
changes. Improvement 4 takes care of this problem. 

 
4. Provide a mechanism for easy update of entity beans as underlying database 
change. 

 
This improvement was really important since it is very hard to spot that the CMP 

model is out of sync with its database schema. Normally the deployment descriptors 
had to be carefully examined and compared with database tables to find 
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inconsistencies. These problems were solved by showing inconsistencies graphically 
between the tables and CMP beans, and by allowing the developer to remap the beans 
to fit the new database schema. This is a two step process. First, a higher level view 
shows the tables, the beans and how they are mapped. This step helps in spotting 
newly added tables or dropped tables. The second step shows the mappings between 
the CMP-fields and the database columns. The first step gives a hint if changes have 
been made on the CMP field level, so the first step can actually tell if any changes 
have been made.   

 
5. Prevent vendor-locks in that come from using vendor specific deployment 
descriptors. 

 
Portability is one of Java’s most important qualities. SUN Microsystems promoted 

Java using the “Write once, run anywhere” slogan. EJB and CMP in particular, 
however, do have portability issues to some extent. As an example, Borland (2002) 
provides an extensive guide on how to migrate EJB applications compliant with BEA 
Weblogic, to the Borland application server. The guide actually claims EJB as being 
the least portable Java technology.  

The problem with vendor lock-ins comes from vendors providing their own 
deployment descriptors, which they are free to do without breaking EJB compliance. 
Since mappings between database columns and CMP fields, as well as mappings 
between foreign keys and CMRs, are not specified in the standard deployment 
descriptor, the vendors are required to put this in their own deployment descriptors. 
Those are the real critical settings that affect portability. Other vendor settings apply 
mostly to performance, like caching and transaction parameters; those do not affect 
portability to the same extent. Porting an EJB application and leaving out the 
performance options will still work under another EJB server, but will not be perfectly 
tuned for performance. Since the result of the questionnaire showed that porting EJB 
applications between EJB servers was not really a major issue, we decided only to 
include support for two major application servers: BEA Weblogic and JBoss. To 
support several EJB servers, the design allows the developer to change the EJB server 
at any time in which options for the chosen EJB server will be presented in the CMP 
mapping view.  

 
6. Provide automatic generation of DTOs based on existing entity beans. 

 
Data Transfer Objects (DTO) are plain Java objects that can be serialized and 

transferred between processes. DTOs are used to transfer entity data between the client 
and the EJB layer without exposing any entity beans. Practically all studied literature 
advised the use of DTOs, but the result of the questionnaire showed that very few 
developers used DTOs in industry. That is why this improvement was never addressed 
in our tool. Another reason for not including this feature was the fact that some 
existing tools included some DTO-support. 

 
7. Provide a mechanism for easy update of DTOs as underlying entity beans 
change. 

 
This improvement is directly linked to the previous improvement, thus this 

improvement was not addressed either. Updating DTOs could be achieved by some 
development tools by recreating the DTOs when their underlying CMP beans change. 

  
8. Make it easy to follow a specific naming convention.  
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This improvement was achieved by using pattern expression of names when 
generating CMP beans for the first time. The default values are naming conventions as 
suggested by SUN Microsystems.  
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7 CMP DEVELOPER 
 
This chapter explains how a developer would in fact use CMP Developer. It 

includes a description of the major features provided by CMP Developers and how to 
use them in an example scenario. Chapter 3.5 presented how an example CMP task 
would be carried out manually. Current chapter demonstrates the exact same task but 
performed using CMP Developer. Some steps in the task is fully automated by CMP 
Developer, others need some assistance by developer but are still significantly 
simplified.     

7.1 Major Features 
 
Features are presented in the order a developer would normally use them. These 

major features cover about every identified problem discussed in the previous 
chapters.       

 

7.1.1 Load CMP model 
 
The first step in using CMP Developer is to create an initial CMP model using the 

“new CMP model” wizard. First, the wizard connects to a relational database using 
various JDBC parameters and database vendor specific drivers provided by the 
developer. Once a connection is established, naming convention rules and other default 
values, like transaction attributes and pooling options, are provided that will be applied 
to all beans initially. Figure 7-1 shows the naming patterns that will be used when the 
CMP beans are generated. Every pattern requires the “${tablename}” variable to be 
present in the expression in order to generate unique names. When the CMP is created, 
the ${tablename} variable will be substituted with the actual table name of each CMP 
bean. This technique is also applied for JNDI names. At this point, only standard EJB 
options have been specified, the next step is to select a target EJB server in order to 
provide EJB server specific settings. The available EJB servers are BEA Weblogic, 
JBoss and a generic EJB server. The generic server is really a dummy option, no 
settings are available and no deployment descriptors other than the standard 
deployment descriptor will be generated. JBoss only has a few options, whereas BEA 
Weblogic on the other hand has a rich set of options, mostly for performance tuning. 
Upon completion of the wizard, CMP Developer generates the CMP model based on 
the specified values. Figure 7-2 shows an example of a loaded CMP model. The result 
shown is actually the SQL Schema of the database; the boxes are tables, and not CMP 
beans. The model shows the tables, their columns, and relationships between them. 
Every table shown has a mapped CMP bean; tables without mapping are not shown. 
All relationships between tables are shown; those that have a CMR are marked with an 
additional icon displaying the cardinality of the CMR.    
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Figure 7-1: Pattern rules for naming.  

 

 
 

Figure 7-2: A loaded CMP Model. 
 

7.1.2 Customize CMPs 
 
The default view in CMP Developer, as in figure 7-2, does not show the actual 

CMP mapping for each table. The mapping is first revealed when clicking the “EJB-
mapping” hyperlink on a table. Figure 7-3 shows the available mapping options. There 
are several GUI tabs to configure general EJB settings, CMP fields, finders, creators, 

  21 



and EJB server specific settings. The general tab is mostly for changing different CMP 
names like the home name, the local name, and the abstract schema name. These 
names have initially a value based on the rule pattern specified when the CMP model 
was loaded. The current selected tab in figure 7-3 is the CMP field tab. This tab is for 
customization of CMP field names and their data types. Initially, the CMP field name 
is the same as the database column name. The type of CMP field is decided by CMP 
Developer based on the database column type. For example, a VARCHAR database 
type will be converted to a String Java type. The finder tab allows the developer to 
configure finders for the bean. No real syntactical analysis is performed on the EJB-
QL for finders; therefore CMP Developer will detect an incorrect finder query. 
Keywords, CMP fields, and constants in EJB-QL are, however, colored differently. 
This helps in spotting invalid queries, for example a misspelled CMP field or a 
keyword will be displayed in black, not their specific color. The creators tab is used for 
configure creators. A new creator is created by selecting which CMP fields will be 
used in the ejbCreate parameter list. The EJB server tab in figure 7-3 displays BEA 
Weblogic, since it was the selected EJB in this example. If JBoss had been the selected 
EJB server, the tab would have read “JBoss”. The tab contains various EJB server 
specific settings.  

 
 
 

 
 

Figure 7-3: CMP mappings for a table. 
 

7.1.3 Create CMR 
 
By default, CMP Developer creates no CMRs when a CMP model is loaded; they 

have to be created manually. This manual action is, however, just a simple click; CMP 
Developer automatically generates default values for all settings. In a foreign key 
relationship, CMP Developer will assume a one-to-many relationship, since there is no 
way to figure out that it is a one-to-one relationship. The reason for using one-to-many 
relationships by default is that it is a much more common configuration than one-to-
one. A many-to-many relationship is not possible since the CMP model maps directly 
to the underlying database schema, and relational databases do not allow many-to-
many relationships.     
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Figure 4-4: Configuration of a CMR 
  
 

7.1.4 Synchronize CMP Model 
 
A problem discussed in the previous chapters was inconsistency between the 

database model and the CMP model. When the underlying database change it is 
normally impossible to spot that the CMP model is out of sync. This feature takes care 
of the problem. The synchronization feature is implemented as a GUI wizard in three 
separate steps. The first step displays all CMP beans, all database tables, and how they 
are mapped. This step shows if tables have been added or dropped since last 
synchronization, and allows the developer to remap the CMP beans. The second step, 
shown in figure 7-5, shows mappings on the CMP field level. This step follows the 
same principal as the previous step but shows mapping between CMP fields and 
database columns, instead of tables and CMP beans. In figure 7-5, the team table is 
selected and shows that two new columns have been added: the coach and the 
hometeam column. Tables that have changed their column list are marked with a 
special icon, as shown for the team table on the left. The last step shows added and 
deleted relationships. The developer can not make any changes in this step. 

The synchronization wizard can also be used to remap CMP beans and fields when 
the database schema has not changed. If, at a certain time, a CMP bean is no longer 
needed, the CMP bean could be disconnected from its table and removed. The same 
principle goes for CMP fields. 
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Figure 7-5: The Synchronization wizard. 
 

7.1.5 Generate Code   
 
This feature it is important to explain in order to understand how CMP Developer 

integrates with other development tools. Integration with other tools is a key issue for 
any CASE tool (Gray and Ryan 1998). CMP Developer has to be able to take 
deployment descriptors generated by another development tool or, perhaps, written 
manually and be able to insert its own XML without affecting existing XML.  

To keep complexity low, CMP Developer uses a quite simplified but yet powerful 
approach of coping with existing CMP beans. In the wizard used to generate code, the 
developer is presented with a list of existing CMP beans, and it is possible to chose 
which beans should be deleted and overwritten. For those existing CMP beans that are 
preserved, CMP Developer will not overwrite any configuration that the bean 
participates in. Such configuration could be a CMR where one side of the relation is a 
preserved bean. Another step in the wizard will graphically display which files will be 
generated, deleted and overwritten. 

7.2 Perform a Typical CMP Task using CMP Developer 
 
Chapter 3.5 described how a typical CMP task is performed manually. There were 

quite many steps required to perform such a small task. This section will show the 
same task performed using CMP Developer. 

 
  

1. Load CMP model Appropriate connection properties and database drivers are 
provided in order to connect to the database. Only the 
review and the book table are selected.  
 

2. Configure CMR The CMR between review and book is enabled and the 
CMR name is changed to getReviews.  
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3 Finders The EJB mapping for the book table is selected and a 

finder called findByTitle is added under the finders tab. 
 

4 Creators One creator is added for both the book and review table 
under the creators tab. 
 

5. Generate Code Code is generated by running the “generate code” wizard. 
 
It is now down to 5 steps compared to the 9 steps required when performed 

manually in section 3.6. The biggest difference is not really the reduction in steps, but 
the reduction in time each step takes to execute. All steps carried out using CMP 
Developer takes only a few seconds each. The steps in the manual task take several 
minutes each. To be more precise, the task took only 3 minutes to perform, compared 
to performing the task manually, which took 17 minutes. Performing the task with four 
tables, instead of two, did not double the time as it did when performed manually, 
since step one and five are only performed once regardless of the number of tables. 
Below shows the exact result of the two tasks.  

 
 Task 1 Task 2 
Tables 2 4 
Java files 6 13 
CMP-fields 8 14 
CMRs 1 3 
Finders 1 2 
Creators 2 4 
Performed manually 17 min. 36 min. 
Performed using CMP Developer 3 min. 5 min. 
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8 DISCUSSION 
 
 

A total of 23 people participated in the questionnaire, which can be found in 
Appendix A. The questionnaire confirmed that most of the identified problems were 
really as problematic in industry as expected. The main assertion the questionnaire 
participants did not agree on concerned the usage of Data Transfer Objects (DTOs). It 
was discovered, to our big surprise, that only a few participants used DTOs in industry. 
Of course, they might use some modification of the DTO pattern, such as the Value 
Object pattern (Marinescu 2002) or they simple use DTO but are not just aware of it. 
This is possible since DTOs are just plain Java objects that are used to ship data 
between the EJB application and the client; there is nothing special that marks them as 
DTOs. Since so few participants actually used the DTO pattern in industry, support for 
it was not included in CMP Developer.   

One thing that was quite astonishing was the fact that most participants disagreed 
with the ninth statement, saying it is problematic to map vendor specific descriptors to 
the standard deployment descriptor, but at the same time agreed with the fourth 
statement saying that it is time consuming to update multiple deployment descriptors 
for one configuration. In fact, only one participant specified a higher value for the 
ninth than the fourth statement. From this, we can conclude that the participants do not 
think it is hard to write the actual mapping; they just think it is very time consuming.  

Questions in the questionnaire were almost solely about the validity of identified 
problems. It would probably have been a good thing to include other questions as well, 
so that some design issues could easily be resolved. It would have, for example, been 
of interest to know which EJB server each participant preferred. We included support 
for JBoss and BEA Weblogic since they were our top choice. Perhaps it would have 
been better to let participants decide.     

As the design of CMP Developer started, we were quite certain it would be the 
first tool ever that utilizes the underlying database for validation. This turned out not to 
be quite true, as we actually found a tool called Middlegen, which can visualize a 
database model and generate Java code and XDoclets for CMPs. The tool was, 
however, very poor, not even close to the intended quality of CMP Developer. 
Because it was so poor, it could hardly be classified a serious development tool. It 
lacked support for important features like synchronization and validation. Therefore, 
any further inquiry of Middlegen was not performed.     

It was not really in the scope of this thesis to evaluate how useful CMP Developer 
would be in a live project. As a side note, CMP Developer was successfully used as 
part of another master thesis, performed in parallel with this thesis. The goal for that 
thesis was to investigate how reliability could be improved with an EJB cluster. CMP 
Developer was used to build the entire CMP layer of the application. Although this 
was not a formal evaluation, it is still a measure of success worth mention.  

There is one limitation in CMP Developer, which may be quite problematic. When 
CMP Developer generates Java code and deployment descriptors it overwrites any 
existing data. There is, however, the possibility to leave certain CMPs intact if those 
have been modified outside of CMP Developer. On the other hand, there is no 
possibility to merge a CMP edited outside of the tool with the generated code. Such a 
merge might become very complex to fully realize. A good solution might have been 
to include a section in the Java files where developers are free to insert their own code 
without having to worry about being erased as code is generated. The same approach is 
not feasible for the deployment descriptors. There is not a single entry were extra data 
could be inserted outside the tool, entries are scattered throughout the entire XML file. 
A possible solution is that all XML tags that have been inserted outside the tool and 
are not included in the generated code are merged with the generated code. Tags that 
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are in both XML structures are overwritten by the generated code. This way, you can 
add vendor specific tags not available in CMP Developer. You can still not change 
existing tags outside of the tool, but on the other hand, they can easily be changed by 
using the tool. 

The fact that CMP systems should be used for smaller not very data-driven 
application, it was important to keep any overhead, required to setup a small CMP 
model, to a minimum. Low overhead was more important than other qualities, 
considered important by IEEE (1996), such as tool scalability and tool integration.        
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9 CONCLUSIONS 
 

A large and growing number of middleware applications are built with EJB 
technology. When it comes to constructing the persistence layer of those applications, 
CMP is considered superior to BMP. Even though it’s the top choice, this study has 
shown that CMP development is a time consuming and error prone process.  

Today, developers consider the utilization of CASE tools for the EJB development 
process evident. Despite this, available CASE tools have very limited support for the 
complete CMP development process.  

We identified eight major steps within the CMP development process that were 
candidates for CASE tool support. Six of these steps were considered valid according 
to our questionnaire participants. We have proven that all six steps could be 
successfully supported by our CASE tool, CMP Developer. The two steps that were 
not included in the tool; both concerned the usage of Data Transfer Objects (DTO). It 
turned out that only a few participants in the questioner actually used DTOs in 
industry.   

About every step within the CMP development process was somewhat related to 
insufficient validation support in today’s development tools. In a typical CMP project, 
there exists a compiler for validation of plain Java code, XML schemas and DTD for 
validation of XML files. However, there is basically no validation of CMPs. All 
validation of CMPs is performed upon deployment or worse, at runtime. This gap can 
be bridged by using a CASE tool, such as CMP Developer. 

The evaluation, in which two common CMP tasks was performed with and 
without CMP Developer, showed that the tasks can be performed much faster when 
using CMP Developer. 
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10 FUTURE WORK 
 

We believe this thesis is an important step in introducing better development tools 
in the EJB-, as well as in the entire Java community. We only performed a basic 
evaluation between development with and without CMP Developer. It would have 
been interesting to perform an extensive evaluation involving several EJB developers. 
As an example, a larger system could be developed by two groups in parallel, and only 
one group would use CMP Developer. Different metrics, other than the time spent, like 
bugs in written code and so forth could be collected and analyzed.  
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11 APPENDIX A 
CMP Questionnaire 
 
Each assertion was answered by specifying a value from zero to four. The higher 

the value the more the participant agreed with the assertion. 
 

1 I prefer CMP over BMP  

Value: 3.50 / 4    
 

 

 
2 Creating CMP beans by hand is a complex and error prone process  

Value: 3.45 / 4    
 

 

 
3 A good IDE/tool is crucial for effective CMP development  

Value: 3.14 / 4    
 

 

 
4 Changing CMP fields, CMRs is time consuming since it requires edit of multiple files  

Value: 3.05 / 4    
 

 

 
5 Its problematic that CMP fields, and CMRs are not validated against the underlying 
database until deploy time/runtime.  

Value: 3.14 / 4    
 

 

 
6 Porting larger CMP applications between application servers requires much work.  

Value: 2.67 / 4    
 

 

 
7 I use Data Transfer Objects (DTO) in conjunction with CMPs.  

Value: 1.85 / 4    
 

 

 
8 There exist good tools, for example Middlegen, that allows CMP beans to be generated from 
a relational database.  

Value: 2.00 / 4    
 

 

 
9 It is difficult to map settings between ejb-jar and vendor specific deployment descriptors 
like weblogoc-ejb-jar and jboss-jar.  

Value: 2.16 / 4    
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