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CHAPTER 1 

INTRODUCTION 
 

1. MOTIVATION 
 
With the growing need for efficiency, cost reduction, reduced disposition of outdated electronics 
components as well as scalable electronics components, and also reduced health effects of our 
daily usage of electronics components.  Recent trend in technology has seen companies 
manufacturing these products thinking in the mentioned needs when manufacturing and 
virtualizations is one important aspect of it. The need to share resources, the need to use lesser 
workspace, the need to reduce cost of purchase and manufacturing are all part of achievements of 
virtualization techniques. For some people, setting up a computer to run different virtual 
machines at the same time can be difficult especially if they have no prior basic knowledge of 
working in terminal environment and hiring a skilled personnel to do the job can be expensive. 
The motivation for this thesis is to help people with little or no basic knowledge on how to set up 
virtual machine with Ubuntu operating system on XEN hypervisor. 
 

2. INTRODUCTION 
 
This chapter provides an introduction to the experiment presented in this thesis. 
It also describes the background of the experiment and motivation for pursuing this work. 
 
Virtualization is the way of making a virtual version of an actual thing. In computing, virtualization 
can be useful for various purposes. i.e. Sharing the resources of a computer hardware with 
multiple operating system. 
 
This thesis provides an instruction guide on how to install and set up Ubuntu operating system on 
XEN hypervisor with para-virtualization. This is termed, “platform virtualization of type: para-
virtualization”. 
 
Platform virtualization is the creation of virtual machine, which acts like a real computer with an 
operating system. Software that are run on these virtual machines are separated from the 
hardware resources of the host computer itself. This paper presents a perfect example where an 
Ubuntu operating system will play host to other operating systems and even another Ubuntu 
operating system through XEN hypervisor.  
 
Para-virtualization on the other hand is a technique in platform virtualization by which we can 
configure the virtual machines to use certain resources within the physical pc. It can vary from 
limited memory accessibility to restrictions to certain PC hardware, i.e. the network interface. In 
other words, guest program will be specifically modified to run on the platform. 
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3. AIM 
 
The aim of writing this thesis is to present in the clearest possible way on how to install and 
configure the system interfaces and virtual machines for different purposes. The reader should be 
able to set up an Ubuntu operating system with XEN hypervisor and running multiple virtual 
machines at the same time without necessarily having prior knowledge of operating system 
installation previously. 

4. METHODOLOGY 
 
In this thesis, we installed XEN on Ubuntu as the Dom0 (the underlying operating system that XEN 
operates on) and other operating systems as Virtual Machines (VM) using para-virtualization. 
It is important to use para-virtualization because we can modify the or reduce the guest virtual 
machine’s execution time spent performing operations which cannot be done compared to non-
virtualized systems.  
The following outlines below how this is achieved. 
 
a) Check the memory capacity of the CPU: 

It is very important to know the capacity of the CPU we used in this experiment so as to 
partition the hard disk appropriately according to requirements of Operating system we are 
using and also the spaces to assign each virtual machine and the Logical Volume Management 
space. Also, we need to assign memory for the Start-up UEFI files and Swap space (see chapter 
2 for definitions of start-up UEFI files and Swap Space), and finally, we need space where the 
operating system is installed.  

 
b) Boot up the CPU from the Ubuntu installation disk and partition the hard disk 

appropriately: 
 
 On booting the CPU from the Ubuntu installation disk, we followed instructions that state 

that we should create or resize partitions by ourselves. Then we partitioned the operating 
system. Table 1 is a sample-partitioning table of how a CPU with 500GB of hard disk and 
8GB ram memory was partitioned. 
 

 
Table 1. Sample experiment partition table. 
 

FILE 
SYSTEM 

MOUNT 
POINT 

FILE 
SYSTEM 
TYPES 

FLAGS SIZE REMARKS FILE SYSTEM 
TYPES (IN HEX) 

/dev/sda1 /boot/efi Fat32 ------ 199MB The start-up UEFI 
Files 

EF 

/dev/sda2 / Ext2 Boot 50,0GB Ubuntu OS 83 
/dev/sda3 ------- Linux-swap 

(v1) 
------ 32,0GB Swap space 82 

/dev/sda4  Ext2 ------ 418GB Place where we put 
the VMs 

83 
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 First on the table is the memory for the firmware files, which in this case is 199MB, the size 
of the firmware system file memory could vary from system to system, and a good guess 
should be something ranging from a 100-500MB.  
 

 Then the a 50GB memory for the Ubuntu Operating system was created (Ubuntu 13.04), 
you can read on Ubuntu documentation on the required minimum memory size for an 
Ubuntu operating system in Ubuntu software documentation, this could be in the disk itself 
in the software version disclaimer online. Please note that there are different minimum 
memory requirement for different operating systems.  
 

 The next step is to create a memory for the Swap space, which in this case was 32GB. The 
minimum required swap space is 4 times the size of the RAM. 
 

 The memory left after the above-mentioned 3-memory reservation can be used for the 
Logical Volume management where all the virtual machine files are stored. 
 

c) Continue the Installation and install Ubuntu OS in the space created for it:  
If we look at the Table 1 in the second column titled “mount point” we can see that various 
partitions are mounted at different location in the file system. To install Ubuntu at any of the 
above created spaces their mount point need to be created as the root memory “/”. 

 
d) Install and Setup Para-virtualization: 

Install “synaptic package installer” which is in turn used to install “XEN hypervisor”, “XEN 
tools”, “LVM2” and “bridge-utils”. Setup the GRUB to prompt us to select how the system is 
being booted up at run time. The GRUB helps us to boot the Ubuntu with XEN hypervisor, and 
then finally configure the network interfaces to give Internet access to the Virtual machines, 
create LVM file system at the memory reserved for it when the partitions were created and 
finally create virtual machines.  
Ps. if the computer is not connected to the Internet, you have to download the mentioned 
packages into a flash disk and install them manually. It is however more convenient to be 
connected to the Internet so all packages is just downloaded and installed online.  

 
There are other methods the system can be set up but method outlined above is one of the 
simplest (if not the simplest) because it doesn't require additional software setup. i.e. we are not 
required to resize the LVM with G-parted or any other disk resizing tool if we had instead of 
creating the partitions ourselves, let Ubuntu did it for us, by just installing the system with 
Ubuntu’s LVM direct install method. 
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CHAPTER 2 

FUNDAMENTALS 
 
In this chapter of the thesis we are going to go over the key concepts of the virtualization and what 
we hope you get out of this section is that gaining basic knowledge to be able to answer the 
following questions: 
 

 What is virtualization in computer systems? 
 

 What are the different types of virtualization? 
 

 What sort of benefits does virtualization provide? 
 
These questions have to be well investigated and the answers must be clear enough for the one 
who is willing to implement virtualization within his/her environment. 
Additionally a glossary is going to be provided in the end so as to make the reader more familiar 
with the key terms can be come across within the entire study. 
 
Let’s begin with the definition of the virtualization. Virtualization, in computing, according to 
CDW•G reference guide on Virtualization and Infrastructure Optimization, is defined as “a method 
of decoupling an application and the resources required to run it — processor, memory, operating 
system, storage and network access — from the underlying hardware host.” [1] Virtualization 
technology comes in several different varieties including hardware, storage, server, application 
and the network virtualization. We will take a closer look at the hardware virtualization and its 
types together with also a brief mentioning of the other types of the virtualization technologies. 
But before going through all these explanations it is necessary to make some terms clear in order 
to have a better understanding over the concept. 
 
1. VIRTUAL MACHINE 
 
In “Search Server Virtualization” cf.[2] a virtual machine is described as the following; “virtual 
machine is a software implementation of a machine that executes programs like a physical 
machine. An operating system or program can be installed and run inside a virtual machine.” cf.[2] 
A virtual machine is typically related to two components, the host and the guest operating system. 
 

 Host Operating System: A host operating system would be the primary, first, installed 
operating system. If you are using   a bare metal virtualization (Type 1) platform such as 
XEN in our case, there really is not a host operating system beside the hypervisor. If you are 
using a Type 2 hypervisor instead of a Type 1, then the host operating system is whatever 
the operating the system those applications are installed into. 
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 Guest Operating System: We can call a guest operating system as a virtual guest or virtual 
machine which (VM) is installed under the host operating system. The guests are virtual 
machines that you run in your virtualized environment. 

The virtual machine forms a non-existing-in fact physical computing environment by requesting 
for CPU, memory, hard disk, network and other hardware resources which are managed by a 
virtualization layer that translates these requests to the underlying physical hardware. There are 
two different kinds of virtual machines classified with respect to their use and correspondence to 
any real machine. 
 
a) System virtual machine 

 It is a virtual operating environment which acts as if it is a separate computer. Each virtual 
machine of this kind can be viewed like a different computer within a computer. A System 
Virtual Machine shares the underlying physical machine resources with a/multiple virtual 
machine(s) without causing any damage or interrupting each other while each has its own 
running operating system. The coordination and the separation between virtual machines are 
performed by the software called hypervisor. System virtual machine is the type used in our 
installation. 

 
b) Process virtual machine 

This sort of virtual machines runs as applications inside a host machine. A Process Virtual 
Machine is executed exactly as a normal program within a device of interest and supports a 
single process. It is also called a run-time-only process that means that it starts up when you 
run that specific software in your system and terminates when you turn the application off. 
Their aim is to maintain platform independent programming without getting bothered by what 
the underlying hardware and the operating systems are. They are usually suited to 
programming languages.  
 

Virtual machines can provide advantages over the installation of OS's and software directly on 
physical hardware. To be more specific; isolation ensures that applications and services that run 
within a VM cannot interfere with the host OS or other VMs. Virtual machines can also be easily 
moved, copied, and reassigned between host servers to optimize hardware resource utilization. 
 
 
2. HYPERVISOR 

The industry has shifted from one-to-one hardware platforms and has created more efficient 
devices in which resources are shared between numerous workloads. This is done by the 
introduction of virtualization technology. And it is a known fact that the evaluation of 
virtualization technology greatly revolves around one piece of very important software. That is the 
hypervisor. 
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A hypervisor or virtual machine monitor (VMM) is “a piece of computer software, firmware or 
hardware that creates and runs virtual machines. A computer on which a hypervisor is running 
one or more virtual machines is defined as a “host machine”, and each these running virtual 
machines are called the “guest machines” [4], as also mentioned before. Basically in both principle 
and the practice, a hypervisor allows you to have several virtual machines all working optimally 
on a single piece of computer hardware. 

Each operating system exploits the host's processor, memory, and other resources to itself. This is 
done by the hypervisor. The hypervisor manages the systems processor, memory and other 
resources to allocate what each operating system requires. A virtualization hypervisor appears in 
two forms: a bare-metal hypervisor, also known as Type 1 Hypervisor; or a hosted hypervisor, 
also known as Type 2 Hypervisor. There are important differences between a hosted and bare-
metal virtualization hypervisor. 

Note that a bare-metal hypervisor, namely XEN is implemented in our installations. 

a) Type 1 hypervisor 

 

Figure 2.1. Type 1 Hypervisor cf.[5]. 

When we talk about Type 1 hypervisors we are talking about the bare-metal hypervisors. A bare-
metal virtual machine monitor is the hypervisor which is got installed directly onto the hardware. 
Thus, a bare-metal virtualization hypervisor does not require us to install a server operating 
system first. Bare-metal virtualization means the hypervisor has direct access to hardware 
resources, which results in better performance, scalability and stability. A Type 1 hypervisor 
provides better performance and greater flexibility because it operates as a thin layer designed to 
expose hardware resources to virtual machines, reducing the overhead required to run the 
hypervisor itself. The most popular examples of this kind are the following: 
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i. VMware ESX and ESXI 
ii. Microsoft Hyper-V 

iii. XEN 

It is important to clarify at this point what “Domain-0 and Domain-U” mean also. 

 Domain-0 / Privileged Domain: A Virtual Machine which has privileged access to the 
hypervisor. It manages the hypervisor and the other domains. 
 

 Domain-U / Guest Domains: Domains that are created by Domain-0.Sometimes simply 
known as Guest or Dom-U. 

 
b) Type 2 hypervisor 

 

 
 Figure 2.2. Type 2 Hypervisor cf[5]. 

Unlike the bare-metal virtualization hypervisor, a hosted hypervisor requires you to first install an 
OS. These hypervisors are basically like applications that install on a guest OS. This approach 
provides better hardware compatibility than bare-metal virtualization, because the OS is 
responsible for the hardware drivers instead of the hypervisor. 

But there are some drawbacks of this kind. Since a Type 2 hypervisor does not have direct access 
to hardware and must go through the OS this process increases resource overhead and can 
degrade virtual machine (VM) performance. Also, because there are typically many services and 
applications running on the host OS, the hypervisor often steals resources from the VMs running 
on it. 

While Bare-metal virtualization technology fits well for enterprise data centers, hosted 
hypervisors are common for desktops, because they allow you to run multiple operating systems. 
These virtualization hypervisor types are also popular for developers, to maintain application 
compatibility on modern operating systems. The most popular hosted virtualization hypervisors 
are: 
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i.      Microsoft Virtual PC 
ii.       VMware Workstation, Server, Player and Fusion 

iii.       Oracle VM Virtual Box 
iv.       Parallel Desktops 

 
 
3. TYPES OF VIRTUALIZATION TECHNOLOGY 
 
“The whole point of everything we are doing with virtualization is to get more utilization out of 
hardware.  ” As Dave SOBEL, CEO of Evolve Technologies , stated in one of his speech, today  
virtualization has become the cornerstone of favorite money-saving initiative not only for many 
enterprises but also for individuals having ordinary computers in their home/school/work 
environment. 
 
a) Hardware virtualization or platform virtualization 

This refers to the “creation of a virtual machine that acts like a real computer with an 
operating system. Software executed on these virtual machines is separated from the 
underlying hardware resources.” [7] For example, a computer that is running Microsoft 
Windows may host a virtual machine that looks like a computer with the Ubuntu Linux 
operating system; Ubuntu-based software can be run on the virtual machine. The hypervisor 
handles sharing the physical resources of the hardware between the guest operating systems 
running on the host.  
 

When we talk about hardware virtualization we mainly talk about two different kinds of 
virtualization technology. “Full-Virtualization” and  “Para-Virtualization”. 
 

 Full-Virtualization: The guest OS is unaware that it is being virtualized. The hypervisor will 
handle all requests from operating system to hardware according to the demand and may 
even keep the results for future use. In this instance, the virtualized operating system is 
completely isolated from the hardware layer by the hypervisor. This provides the highest 
level of security and flexibility as a broader range of operating systems can be virtualized. 
 

 Para-Virtualization: The guest OS needs to be constructed in such a way that it knows that 
it is virtualized. The kernel of the operating system is adjusted to replace instructions that 
cannot be virtualized with methods that interact directly with the hypervisor. Value for 
para-virtualized environments comes in the form of lower overhead and optimized 
operations. Para-virtualization is typically seen in Linux environments with the XEN 
kernels included, although it is more and more common to find Full Virtualization vendors, 
including some para-virtualization drivers, in their latest products. 

 
b) Storage virtualization 

This is “the grouping of storage devices such that it seamlessly appears to be one large storage 
device. “cf.[9] With storage virtualization, information can be intelligently managed; for 
example, data that is accessed less frequently can be moved to a slower device. Utilization of 
storage space could be improved. Each storage device by itself may have unused space, but 
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that unused space might be too small to be utilized for a single file that the operating system 
wants to place. Storage virtualization makes the use of unused space on multiple devices 
automatically accumulated because parts of the file can be stored on separate devices. 
With server virtualization technology, a physical server called the host is separated into 
several virtual guest servers. These virtual servers can run different operating systems and 
software, making them ideal when testing new applications on various operating systems. 
 

c) Application virtualization 
This is a process for changing the way that software runs on a computer’s operating system. 
Application virtualization separates applications from the operating system. It allows the 
application to run on a remote computer instead of on the user's computer.  
 

d) Network virtualization 
This is “a method used to combine computer network resources into a single platform, known 
as a “virtual network”. cf.[9] With network virtualization, a network can be partitioned into 
several virtual networks that each have a different purpose and can run simultaneously. It is 
achieved by allowing the sharing of storage, bandwidth, applications, and together with other 
network resources. 

 
4. WHAT SORT OF BENEFITS DOES VIRTUALIZATION PROVIDE? 

 
There are two major benefits leveraging the virtualization technology. The first, as it is already 
being stated, it allows us to have multiple operating systems running simultaneously on the same 
machine. For instance, when we take a look at my computer, I am running Windows 8 on my 
laptop but I also have a virtual machine that is running a Linux operating system. I can operate in 
either environment without interrupting one another. 
The second major benefit is that we can better utilize our hardware. If we consider my current 
processor usage, we see that it is just a small fraction of what it could be, often less than 10%. If we 
install multiple simultaneous of operating systems onto a single machine, then we can take 
advantage of available processing power instead of letting it get wasted. 
There are still three additional benefits that are worth mentioning. Such as, energy consumption 
should lessen when several physical machines have been consolidated into fewer machines. 
Systems previously requiring multiple devices can be now easily engineered with less even with a 
single one. This creates a great deal of savings in terms of energy consumption. Another one is the 
rack space, cabling and so on. The more you use, the more you pay. With virtualization, we 
consume less. This ends up with lesser rental (physical storage) and configuration costs. 
Lastly, centralized management allows us to peer into our virtual machines and manipulate them 
from a single console. We can now start, stop, move, monitor, increase resources, or even clone a 
virtual machine all from one portal. This enables us manage and control the huge systems with a 
big amount of easiness in comparison to the previous handling techniques. 
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5. GLOSSARY 
 

Additional to above descriptions in the virtualization process and the inner mechanisms making 
the implementation possible, here in this part we aimed to clear out some more question marks 
from the reader’s minds, which may arise due to the lack of knowledge, by providing some more 
conceptual explanation. We thought it is more convenient and practical to give them here in the 
second chapter rather than having them in a different section at the end of the thesis since all 
these terms are being actively applied or at least mentioned throughout the whole installation 
process. 
 
 
a) Swap space  

Swap space is used when the systems running UNIX based operating systems are out of their 
physical memory (RAM). The reason why using swap space can be considered as a solution to 
this issue is based on the structure of memory allocation mechanisms of this kind of operating 
systems. Operating systems belong to this family divide their random access memory into 
small blocks called pages. In the pursuit of creating the swap space inside the system, if for 
some reason the physical memory available in the device gets full then the inactive pages 
inside the memory (RAM) can be moved to swap space thus the kernel can give the memory to 
current running application(s) which needs free memory immediately to run. It should be 
noted that accessing the swap space takes more time than accessing the RAM therefore a 
complete replacement of the physical memory with the swap space should not be considered 
as a good option. 
Swap space can be allocated either as a swap partition or as a swap file. It can also be allocated 
as a combination of both. For a smooth operation of swapping, swap space ought to be chosen 
at least twice as much the RAM of the device. 

 
b) Logical volume management 

 Volume management creates an abstracted layer over the physical storage your device has. 
Via volume management you can construct logical volumes and that gives you a great 
flexibility in many ways compared to using the physical storage device directly. Using logical 
volume management, file systems can be placed into logical volumes. These logical volumes 
are created by partitioning the physical volume. When one or more logical volume comes 
together they form a volume group. In the end, size of the file systems becomes flexible. For 
instance in case that the size of a file system is not sufficient, you can simply extend the size by 
adding extra logical volumes (physical volume partitions) to the volume group where the file 
system exists. 

 LVM stands for logical volume manager. It is a tool for logical volume management. By 
the help of LVM, disks can be allocated, stripped, mirrored and you can resize the logical 
volumes. To emphasize simply again what a logical volume, what a physical volume and 
what a volume group is; 
 

 Logical Volume is a logical disk that is made up of partitions of actual physical disk. 
 

 Physical Volume is typically the hard disk embedded in your device. 
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 Volume Group is a group of logical volumes. The size of volume groups all together 

must be equal to the total size of the physical disk comes inside your device. 
 
 

c) Boot loader and multi-booting  
Booting is the start-up process, which starts the operating system of a computer. This process 
can be seen as a sequence, which is the initial set of operations that the computer performs 
when it is switched on. 
Boot loader is a program, which loads the operating system for the computer. As soon as the 
electrical power is received in the CPU of a computer the codes reside on the nonvolatile 
memory are executed by the boot loader and booting process begins. The codes can be taken 
via a CD-ROM or USB disk. 
Multi-Booting makes the installation of multiple operating systems on a single computer 
possible. When the computer starts, a menu from which you can choose whichever operating 
system you wish to use appears and you can make the selection. Multi-Booting is performed by 
the use of specific kinds of boat loaders such as GRUB, LILO or NTLDR. 
 

d) Terminal 
Terminal is a Unix Shell known as command-line interpreter, which acts as an interface 
between the user and the kernel. In simple terms, terminal is a program that accepts inputs in 
the form of text commands and then converts them to the appropriate operating system 
functions. You perform nearly all the important operations in a UNIX based system by 
implementing codes in Terminal. 
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CHAPTER 3 

SETUP AND INSTALLATION OF UBUNTU 13.04 FOR 
PARAVITURALIZATION 
 
In this chapter, we will explain the basic steps on how to install Ubuntu for para-virtualization 
purpose and how it is applicable in our experiment. 
The installation can be done in the following outlined steps below: - 
 
1. THE INSTALLATION PROCESS 

 
a) INSERT THE BOOTABLE UBUNTU DISK AND BOOT UP THE PC 
b) FOLLOW STEPS TO INSTALL UBUNTU 
c) PARTITION THE HARD DISK  
d) INSTALL SYNAPTIC PACKAGE INSTALLER 
e) INSTALL XEN, XEN TOOLS, BRIDGE UTILS AND LVM2, WITH SYNAPTIC. 
 
a) Insert the bootable Ubuntu disk and booting up the CPU 

Most CPU’s are designed to boot from the computer’s main hard disk. To start the installation 
process, you need insert the bootable Ubuntu disk and   press the boot option key to change 
the boot setup so that it can be able to boot from the Ubuntu installer disk. The boot option key 
varies from CPU to CPU. It is F8 for most of them but can also be F2 or F9. 
The computer will then boot through to the different stages shown on figures 3.1 - 3.4. 

 
b) Follow the steps to install Ubuntu 

Figures 3.1, 3.2, 3.3 and 3.4 are good reference points to understanding how the installation 
steps goes. Once the system has booted up with the Ubuntu installer disk, you will be 
immediately taken to the graphic interface seen in Figure 3.1. We want to install Ubuntu, so we 
click on “install Ubuntu” at the step one. Next we tell the installation process to download 
Ubuntu updates, and also install 3rd party software and click on “continue” as seen in figure 
3.2. In figure 3.3, we should click on “something else” and then “continue” which will then 
take us to the place where we will configure the different hard disk partitions and then 
continue the installation. Figure 3.6 is a good reference point on how to the configuration table 
should look like. At this point, you should refer to sub-section c (Partitioning the hard disk) for 
detailed steps on how to partition the hard disk. Thereafter, click on “Install now”. During the 
installation, we will be prompted to select our location, this can help to keep the computer 
time synchronous with the region we are, and going further, we are prompted to select the 
keyboard layout of the CPU. You should select it based on the language of the computer 
keyboard configurations else you’ll get stuck in finding some keys when typing with it, as 
pressing one button will display a different letter on the keyboard. Finally, the installation will 
prompt you to enter the name you’ll like to call the PC, your name as the PC user, and the PC’s 
password. 
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The Installation will then run for a few more minutes and then restarted. This time, you do not 
need to press the installer key to select that the PC should boot from the Ubuntu Installer disk. 
You can just leave it to automatically boot from the CPU’s hard disk. The PC then boots up to 
the Ubuntu desktop layout and perhaps some congratulatory message to tell you that your 
installation was successful. 

 
 

 
Figure 3.1 First step in setting up Ubuntu installation. 
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Figure 3.2 second step in Ubuntu installation 
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Figure 3.3 third step in Ubuntu installation 
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Figure 3.4 Sample existing Hard disk partitioning. 

 
c) Partitioning the hard disk  

Partitioning the hard disk could be tricky at times; this could be in some cases as a result of the 
available hard disk spaces and also how the hard disk configuration in the CPU is installed. 
Some CPUs have more than one Hard disk and this can be confusing. I will advise you to take a 
look at figure 4.5 before continuing to read further. 
If there are 2 hard disks in the CPU, we are most likely to see 2 sets of free spaces when the 
disk partition pages boots. The most common being “sda1” and “sdb1”, and can have default 
partitioning configurations. Erase the existing partitions if there is any and then create the new 
partitions yourself to suit your configuration plan. Existing partitions can be in form of default 
swap partition and UEFI partition. To erase an existing partition, simply click on the partition 
and then click on “-”, This is can be seen in Figure 3.4. To create a new partition, click on the 
free space and then click on “+”, this will then prompt you to choose what type of partition you 
wish to create. According to our table, we want to create 4 partitions, one for the UEFI file 
system, one for the swap space, one for the main Ubuntu operating system the system will run 
on and finally, one for which all the virtual machine files are stored. Each of these has different 
configurations in nature, and therefore be created a primary partition.  For instance, on the 
prompt of what type of partition we want to create when creating the UEFI file system 
partition, we first type in the size we want the partition to hold then we should select 
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“primary”, for “type of the partition” and “beginning of space” for “Location for the new 
partition” This is basically telling the partition system to be created from the next immediate 
block in the hard disk. Then finally select “EFI boot partition” at    the point “use as”. That is 
where we specify what type of partition we wish to create.  
We can follow the steps below in Figure 3.5 to create the partitioning table we desire. 
Please note that Partitions for the Ubuntu OS and that of which will hold the Virtual machines 
should be created as an EXT2 file system. The EXT2 file system is the default for Ubuntu 
Operating systems. cf.[1][2][8]. After which the table should look like figure 3.6 
 
 
 

 

 
Figure 3.5 Sample Ubuntu partitioning for para-virtualization. 
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Figure 3.6 Sample partition table for para-virtualization. 
 
d) Install synaptic package installer 

Synaptic package installer is a graphical package management software for “apt” which is a 
feature in Ubuntu when installing 3rd party software. There are various other package installer, 
which works with “apt”, but in our experiment, we use Synaptic which in my opinion is easier 
and convenient to search and install Ubuntu 3rd party software.  
To Install Synaptic package installer, click on “software center” in the application menu to the 
left of the Ubuntu desktop. Then at the search bar, type “Synaptic package installer”. You will 
immediately identify the synaptic package installer in the results (it is most likely the first 
displayed in the list). Double click on it and follow the prompts thereafter to install it. See 
figure 3.7 below for reference. 
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Figure 3.7 Installing Synaptic package manager. 
 
 

e) Install xen, xen tools, bridge utils and lvm2, with synaptic. 
Just like the title of this subsection, we will use Synaptic package installer to install the above 
mentioned software packages. To open synaptic, click on applications, it is to the top-left of the 
start-up menu of the Ubuntu desktop. At synaptic, click on the search bar and search for XEN. A 
list of results will be displayed. Select “XEN-hypervisor-4.3-amd64” and click on the radio 
button by the side to mark it for installation. As at the time of this experiment, it is the latest 
version of XEN hypervisor software release. You may need to scroll down a bit to find it in the 
list of results displayed by synaptic package installer. Figure 3.8 shows how you can search for 
a package with “synaptic package installer” while Figure 3.9 gives a glimpse of how a sample 
result could look like. In the same way, search for the other packages listed above i.e. “xen-
tools”, “bridge-utils” and “Lvm2”. Please note that in some cases, “xen-tools” can be included 
in the xen 4.3 packages. If this is the case, you can ignore installing “xen-tools”. You can know 
this be seeing the result from “xen-tools” search highlighted in green, which means that it has 
been installed. For best performance, please install the packages in the order in which they are 
listed. 
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Figure 3.8 Sample Synaptic search. 
 

 
Figure 3.9 Sample Synaptic results. 
 
In the next chapter, we’ll look at how we configure these installed software packages with 
terminal console. 
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CHAPTER 4 

CONFIGURING XEN AND THE XEN NETWORK BRIDGE 
 
1. INTRODUCTORY CONCEPTS 
In the previous chapter, we learnt how to install the components necessary for para-virtualization. 
In this chapter, we’ll learn how to configure the different component to support para-
virtualization. Most of which will be done using the Command Line interface (CLI).  
 

a) The CLI (command line interface): Just like its name, “Command Line Interface”, a text 
is written in a terminal and the written text (or command) executes the function of a 
particular script in the CPU. In other words, it is an interacting program from which the 
user interacts with a computer program or a scripting language in form of successive line of 
texts. Figure 4.1 below shows how a sample CLI interface when it is being run. 
 

 
Figure 4.1. Sample command line interface 

 
b) Scripting language: It is a programming language that supports other programs made for 

special run time applications that can interpret task executions that could also be executed 
a human operator. Xen, Xen-tools, bridge-utils, lvm2 and a host of many other software 
applications can be executed with a scripting language. 

 
c) XEN TOOLS 

As we mentioned earlier in this thesis, XEN is the underlying hypervisor software in which 
we create the virtual machines, but one will wonder, why we have to install a separate 
application called XEN-TOOLS.  “Xen-tools” is a Xen VM provisioning tool. Xen automated 
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testing system uses it to for installing Debian-derived Operating system test VMs and it can 
also be run from Command line.  Ubuntu itself is a distribution based on Debian. cf. [10] 
 
 

d) LVM2 (logical volume manager distribution 2) 
A logical volume manager is a software layer on top of hard disk and partitions, which 
creates ease of use of the CPU’s hard disk management such as re-partitioning and back up. 
cf. [11] 
 

e) Bridge-Utils (bridge utility) 
Bridge-Utils is a software layer on top of the CPU’s Ethernet card, which creates ease of use of 
the CPU’s Ethernet interface for network sharing among the VMs. Without a network bridge; 
we cannot connect the VM to the physical Ethernet interface. And that's the beauty of 
virtualization, (resource sharing). Each VM needs an IP address to connect to the Internet 
and to be able to achieve that; there should be a virtual bridge, which manages the 
connection between the Ethernet interface and the VMs. With bridge-utils, we can be able to 
achieve that. The bridge utility or simply bridge-utils package contains a utility needed to 
create and manage network bridge devices. This is useful in setting up networks for a guest 
virtual machine. It can be verified whether or not the PC has this packet through the Software 
Center. When you type the name in the Software Center, if it pops up ticked then that means 
that it is already installed. To be able to understand how a network bridge works, we’ll 
introduce you to the concept of routing, network address translation and dynamic host 
configuration protocol (DHCP). cf. [12] 

 

 
Figure 4.2 Concept of routing. 

 
 Routing: it is the process of selecting the best path for a network during 

communication. All network devices must have a routing address called the “IP 
Address”.  In network bridging, VMs are assigned IP addresses to be able to use the 
network through a network address translation protocol. All these functionalities 
are embedded in the bridge-utils. cf. [12]. Figure 4.2 above gives us an insight on 
how routers and computers are connected for routing purposes. 
 

 

Public ip address

Router 1 Router 2

Private ip addres #1 Private ip address #2 
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 Network Address Translation (NAT): It is a networking protocol used in IPv4 
addressing which allows multiple devices to connect to a public network at the same 
time, utilizing the same public IPv4 address. With a virtual network bridge, we can 
be able to connect to the Internet from the virtual machines through NAT. cf. [12]. 
Figure 4.3 gives us an overview of how the NAT is deployed in routing of packets. 

 Dynamic Host Configuration Protocol (DHCP): 
This is a standardized networking protocol utilized on IP networks. It dynamically 
assigns IP addresses and other information that a device needs for Internet 
communication. All devices on a DHCP network can receive IP address automatically 
from the central DHCP server, this reduces the need for a network administrator or 
a user to configure these settings manually. cf. [12].  

Figure 4.3 Connecting to the Internet via NAT. 

2. OPENING THE CLI (Terminal)  
To begin configurations of xen, we need to open the CLI (terminal) program and start writing 
the configurations command into the computer. Unlike the other times where you just have to 
click on buttons and the computer will execute a command, this time, the command will be 
given in form of texts.  
To open CLI, click on “applications” it is to the top left of your desktop menu in Ubuntu, then 
click on the search bar and type “terminal”, then click on the displayed result.  
 

3. ENABLE ROOT LOGIN AND SU (SUPER USER) 
In Linux, there is a Super User named Root. By default it has access to all commands and files 
running on the operating system. Among root's powers is the ability to modify the system in 
any way desired and provide access permissions. Thus first thing to be done is to make it 
enabled. 
Choose root password by typing the command below in the CLI:  

 

You will be prompted to enter the current administrative password, which was created by the 
user at the point of installation, and then you will be prompted to enter the new root 
password that is to be created twice. 

PUBLIC 
INTERNET  NAT switc

h
itcwwswwwit

hh

PRIVATE INTERNET ETTTERNEINTT

sudo passwd 
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4. LOGIN AS ROOT USER (super user): 

 After creating the root password, login as the root user (super user) with the command 
below 

 You will be prompted to type in the root password after entering the above command. 
Enter the password, which you created in step “3” above. These steps can be seen in 
figure 4.4 below. 

 
Figure 4.4 Enabling the SU (root / super user). 

5. FIX SOME ISSUES IN UBUNTU 13.04 (Not required in Ubuntu 13.10 and later) 
If you are installing a later version of Ubuntu i.e. “Ubuntu 13.10”, you do not need to do this 
step. Gnome is a free-open source desktop environment and graphical user interface that runs 
on top of a computer operating system. Enable the start-up of Firefox by assigning the right 
permissions to gnome:  

 

6. ENABLE THE BOOTING OF UBUNTU WITH XEN IN THE GRUB BOOT LOADER 
A boot loader is the first software program that runs when a computer starts. When the PC is 
turned on, the operating system is loaded into memory by a special program called a “boot 

cd/home/<user>;  
sudo chown –R <user>:<user> /home/<user>  

su – 
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loader.” It has responsibility of loading the Linux kernel with its required files. This is basically 
how we choose Ubuntu to boot with Xen.  

 
a) Enter the editing mode of the boot loader by entering the command below: 

Before you continue, you may want to read the “VI Editor Manual” found at the Annex II 
at page 52. 

 
b) Change the option “GRUB_TIMEOUT” to “GRUB_TIMEOUT = -1”.  

By changing the GRUB Timeout to -1, you will be prompted to select manually how you 
want the CPU to boot up whenever you turn it on or whenever the CPU is restarted. This 
illustration can be seen in figure 4.5. 
 

 
Figure 4.5 Editing the “GRUB”. 

 
c) After editing the boot loader, you will need to save it in the system settings for the 

command to be executable at the next boot time. You do that by entering the command 
below  
 
 
 

vi /etc/default/grub 
 

update-grub 
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7. CONFIGURING XEN 
 

a) Select the Xen tool stack: 
A tool stack is required so that it can be used to manage guest operating systems from the 
command-line. We set it to the default one. 
To Edit the Xen tool stack, enter the command below 

 
 
 

b) Then change the option “TOOLSTACK” to “TOOLSTACK = “xm” ”. 
The “xm tool stack” is Xen management user interface. VM configurations, files, logs can be 
accessed with it. This can be seen in figure 4.6. 
 

 
Figure 4.6 Editing the XEN tool stack. 

 
c) Reboot the computer: 

For the whole changes we have done in the computer to take effect, we need to reboot the 
computer. We do that by just typing the command “reboot” in the CLI.  

 

 
 

vi /etc/default/xen 
 

reboot 
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d) Boot-up Ubuntu with XEN hypervisor: 
While booting up, the system will prompt you to select from an available boot options to 
boot from when booting. Select “Ubuntu with XEN 4.3” from the list and press enter to 
continue. 
PS. Please note that you’ll need to log in again as the root/super user whenever you reboot 
the computer or open a new terminal. 

8. VERIFY THE INSTALLATION: 
 

a) Check the execution of Xen by the list command of the tool stack by typing the command 
below: 

 
 
 

In the xm list, you can be able to see how many virtual machines are currently running under  
XEN. Here you can only see the Domain-0, which is Ubuntu (the default operating system.) 
This is illustrated in figure 4.7. 

 

 
Figure 4.7 Sample Output from an “xm list” command. 

 
 
 

xm list 
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9. CONFIGURING THE XEN NETWORK BRIDGE 

a) Disable Network Manager:  
In order to be able to configure the network interfaces manually Network Manager has to be  
disabled. 
 This we do by  typing the following commands in the CLI (both commands are issued 

separately):  

 

 
 
 

b) Setup Linux bridging and add a Xen bridge xenbr0: 
The next step is to setup an appropriate network configuration. 
 
 To edit network configuration at the hosts, enter the command below  

 
 
 
 

 
 On entering the above command, the corresponding display should look like this: 

 
 
 
 
 

 Edit it (add the missing lines displayed below, also see figure 4.7 for reference) so it looks 
like what is below: 

 
 
 
 
 
 

 
 

 

/etc/init.d/network-manager stop 

vi /etc/network/interfaces 

auto lo 
iface lo inet loopback 

auto lo 
iface lo inet loopback 
 
auto xenbr0 
iface xenbr0 inet dhcp 

bridge_ports eth0 
 

auto eth0 
iface eth0 inet manual 

update-rc.d network-manager disable 
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Figure 4.8 Editing the Network interface. 

c) Restart the network manager to enable xenbr0 by entering the command below 
 

 
 
 

Or simply reboot the whole computer again. 

d) After the restarting the network manager or a reboot of the entire CPU, Check if bridge is 
working by entering the command below:  

  

The results from issuing the command in above should look like figure 4.9 below. 

 
Figure 4.9 sampled result from the “brctl show” command. 

/etc/init.d/networking restart 

brctl show 
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CHAPTER 5 

CREATING A LOGICAL VOLUME GROUP FOR THE VMs, VMs 
INSTALLATION AND START UP 
To create a virtual machine, we need to have set up the Network type, the network bridge and a virtual 
hard disk space for the VM (logical volume). We have already set up first three that were mentioned but 
not the logical volume. A logical volume holds the file system of the VM. The concept is, because it is 
a virtual machine, it should also have a virtual storage space and that's where the Logical Volume 
group and Logical volume manager (LVM) comes into play. We talked about LVM earlier in 
chapter 4. The logical volume group or just logical volume (LV) is the actual storage itself where 
all the VM files are stored. The VM files also have their own kind of storage space called the “file 
system”. If you look at it from a layer-wise point of view, it is: - A “File system” is encapsulated in a 
“Logical Volume (LV)” and a “Logical Volume (LV)” is in turn encapsulated in a “Physical Volume 
(PV)”. cf. [11][8][1][3] 

1. STORAGE VOLUMES IN UBUNTU FOR VM CREATION. 
 

a) The Physical Volume: 
A physical disk is divided into one or more physical volumes, and logical volume groups can be 
created in each sub physical volumes. With logical volume management, a physical volume would 
be allocated to a single volume group and logical volumes created in the volume group to hold the 
file systems. One can say that it is an abstraction layer between the operating system and physical 
hard drives. Virtual Machines are created into these logical volumes. cf. [11] 
 

b) Recreate the physical volume in the space allocated for the VM. 
Although we have a predefined physical volume when the installation was made, its block size is not 
defined for the section of the hard disk we have created for the virtual machine; therefore we cannot 
create a volume group in it as it is. We need to re-create the current physical volume to take the 
default block size of the allocated memory. To do this we just enter the command below. 

 
 
 
 

c) Create a Logical Volume Group in /dev/sda4: 
Remember “/dev/sda4” is the disk space location that we have reserved system space for the Virtual 
machines during partitioning earlier. 

 

 
 

pvcreate /dev/sda4 
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 We do this by simply writing the command below. 

 
 
 

Ps. vmpool is simply a name given to the volume group that was created.  

 Verify the creation of Logical Volume Group by entering the command below 

Looking at figure 5.1 below, we can see details of the volume group which has been created. 

 
Figure 5.1 Sample output from a “vgdisplay” command. 

 We can also see more information about the volume group and the available space on the 
physical volume with the command below; 

 

 

pvdisplay 

vgcreate vmpool /dev/sda4 

vgdisplay 
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d) Disable GUI (graphic user interface)  
This should be done only if your computer is running on an AMD processor only.  
You can do that by entering the command below into the CLI 

 
 
 
 

 
2. CREATING A VM 

 
a) Components required in creating a VM: 

 Finally, we have all our configurations set for creating a VM, there are the following below. 
 

 Network type: dhcp 
 

 Memory: 2048M (=2GByte) 

 Lvm (name of logical volume group you want to install the virtual machine in) 

 Bridge (the xenbr0 you created for network access to the virtual machine) 

 Hostname (name of virtual machine you would like to create) 

 Distribution name: “quantal” (name for Ubuntu 12.04, which is a sample VM we’ll be 
installing. It is a different operating system compared to the one we have on the system 
currently – Ubuntu 13.04) 
 

b) VM creation / installation command: 
 

 Install the virtual machine by entering the command below.  
 
 
 
 
 
 
 
This can also be seen in figure 5.2. Figures 5.3 and 5.4 shows what follows when the virtual 
machine installation is running. In figure 5.2, we are given an auto generated password; you 
will need to write the password down somewhere. It is the root password to log into the 
virtual machine after the installation.  

 Check the log file of the xen created image tool at location with the command below  

Update-rc.d –f gdm remove 

xen-create-image --dhcp --memory 2048M --
hostname <hostname> --lvm  vmpool  --mirror 
http://archive.ubuntu.com/ubuntu/ --bridge 
xenbr0 --dist quantal –force. 

vi /var/log/xen/xen-tools/<hostname>.log 
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 The “M” which is used within the upper command’s “2048M” part has to be erased from the 

configuration file. This has nothing to do with the command; this is just a bug in the system. 
This can be done by first entering the configuration file of the installed virtual machine and 
changing it manually. 
 

 To edit the virtual machine configuration file enter the command below 
 
 
 
 

Please not that “<hostname>” is the host name given to the virtual machine. It can be 
any arbitrary name of your choice.  
 

 Locate the place where the memory of the virtual machine memory is “2048M” in the 
displayed text and change it to “2048”. See Figure 5.5 for guidance. 

 
 

 
Figure 5.2 Creating a Virtual machine. 

vi /etc/xen/<hostname>.cfg 
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Figure 5.3 Virtual Machine installation process. 
 
 

 
Figure 5.4 VM installation is successful and installation summary displayed.  
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Figure 5.5 Editing the Configuration file of the created VM. 

3. BOOT-UP THE VIRTUAL MACHINE 
 

a) VM Start-up command: 
 
 Start the VM and connect to console with the command below 
 
 
 
 
 

b) VM Star-up sample interface. 
After step “A” above, the CLI will automatically change to a layout where it will prompt you to 
log on to the installed virtual machine. You are now ready to log in and work on your newly 
installed virtual machine. This can be seen in figure 5.6. 
Figure 5.7 illustrates how to log on to the virtual machine, while figure 5.8 is a pinging test 
command executed to test the network configuration of the newly installed virtual machine. 
 
 

xm create /etc/xen/<hostname>.cfg -c 
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Figure 5.6 Sample VM start-up interface / login 
 
 

 
Figure 5.7 logging in as root user in the newly installed VM 
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Figure 5.8 checking the network connection of the VM by pinging a website. 
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CHAPTER 6 

SUMMARY & CONCLUSION 
 
1. SUMMARY 

Outlining the steps we have taken in VM creation with Xen para-virtualization, we have: 
 

a) Planning:  
Here, we identify what software packages we need for the installation, identify what method is 
best suited for the environment we are working in. i.e if we are working with a computer that 
is not connected to the internet. Also, check the requirements of the VM we will be installing. 

b) Available disk space / System capacity: 
We should then check the capacity and of the CPU used for the purpose of the VM installation if 
what we have is enough and how many VM we can support in it. 

c) Disk Partitioning: 
Partition the disk accordingly; Reserve space for the VM, the swap space, the Operating system 
itself (Dom0 / Ubuntu) and UEFI start-up file spaces. 

d) Installing Ubuntu 
Install Ubuntu in the root partition (“/”) 

e) Install a package installer: 
In our case, we have used “Synaptic package installer” 

f) Install Xen: 
Install the Xen Hypervisor 

g) Install required packages: 
Install packages such as, xen-tools, lvm2, bridge-utils, etc. 

h) Configuring the network bridge 
i) Creating a Logical Volume for the VM 
j) Install the VM 
k) Start-up the VM 
 

 
2. CONCLUSION 
 
Over the years, computer systems have developed rapidly to meet future challenges. One of the 
main drivers of this development is the demand for more robust and affordable. Virtualization 
itself offers a cheaper means of system usage and can support robust systems but it may require 
high CPU power.  
In Para-virtualization there could be complications in the package installation. Some packages 
may not be compatible with either the system itself or the scripting language used. It is most 
advisable to use most recent software release versions as most of the previous problems 
encountered during similar installations and configurations may have been corrected.  
More complications in deploying para-virtualization technology can be from the host system’s 
hardware driver and the virtualization software itself. 
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 To be able to successfully implement para-virtualization technology, we need enough memory 
capacity which can hold both the base system and the Virtual systems. We must also make sure 
that our implementation does not exceed the efficiency threshold. This can be difficult to estimate. 
Some software might need more memory than expected. Often times, to not exceed the efficiency 
threshold one make plans to leave a good amount of free memory for unseen purposes. If a virtual 
machine would normally use 4GB of hard disk memory, one can allocate 5 to 6 GB to it.  
When planning to implement para-virtualization technology we need to ask ourselves the 
following questions:- 
 

 Do we have the hardware / memory capacity for the deployment? 
 

 Is the base system software we are currently running compatible with the virtualization 
technology we want to use? 

 
 How much resource do we want to allocate to the virtual machines? 

 
 When does it make sense to deploy virtualization technology? 

 
The first question posed to us no doubt is the first thing to think of when trying to implement a 
virtualization technology. The higher the capacity of the hardware / storage system, the more 
virtual machines it can support. In most cases, some hardware can be upgraded so it can be able to 
support virtualization technology. 
 
Secondly, we must also think about the compatibility of the software with the hardware 
technology. In our experiment, we installed Xen on a Linux based operating system (Ubuntu). Xen 
technology cannot be supported by windows, which is not a Linux based operating system. 
 
 
Thirdly, taking into account our system capacity, the amount of resources dedicated to each 
virtual machine is very important. In some cases, some virtual systems need more storage 
resource than the others. So allocating the same amount of storage to all the virtual machines 
deployed will not be a wise idea. 
 
The final question can be a very tricky one in the sense that, all the dynamics constituting the  
deployment of virtualization technology have to be well investigated .This can be the case when it 
is inefficient to implement a virtualized technology compared to running two or more separate 
systems simultaneously. Here the key point is to take into consideration equipment costs together 
with system installation process in the sense of extra time and the effort needed to switch to 
virtualized systems from conventional methods and of course the professionals by whom the 
system is being implemented within the work field. One of the main aims of virtualization is of 
course to cut down expenses where necessary and also to save precious time and space. If these 
aims cannot be achieved, then it is of no use to try to implement virtualization technology. 
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Finally, this thesis helps our understanding on how para-virtualization is being implemented, 
what to think about when carrying out the implementation, what software we need to support the 
configuration of para-virtualization, the steps of which the installation is being carried out and 
what to take consideration of before the installation.  
 
All the steps explained in this thesis are carried out precisely, and thus it took a great amount of 
time to come up with this work. The installation process requires expertise to overcome the 
difficulties faced from very beginning of the process till the end. 
 
The success of this thesis can be attributed to extensive studying, practical experiments and many 
thanks to our supervisor (Prof. Dr. Kurt Tutschku) who dedicated his precious time to us 
whenever we needed his support. 
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ANNEX II: HOWTO- PLANNING AND INSTALLATION OF UBUNTU 
AND XEN (VM installation & Start-up) 

VERSION 2013-11-07 
 

Title:   Planning and Installation of Ubuntu and Xen  
Authors:  Gabriel IRO and Mehmet Batuhan ÖZCAN 
 
Version: Nov. 7th, 2013 
 
        
1. Table of Contents 
 
 
2. Introduction 

 
Virtualization is the way of making a virtual version of an actual thing. In computing, virtualization 
can be useful for various purposes. i.e. sharing the resources of a computer hardware with 
multiple operating system 
In this paper, we will take you through how to install a VM running on an Ubuntu OS as the base 
system while having Xen as the hypervisor controlling the VM. The installation process takes a 
couple of steps namely, planning the whole installation process itself, partitioning of the hard disk, 
installing Ubuntu on the root partition, installing a package installer, installing xen, installing 
required packages, configuring the network bridge, creating a Logical Volume for the VM, 
installing a virtual machine and finally, starting up the virtual machine. 

 
3. Proper Planning for the Installation of Ubuntu 
 

 

FILE 
SYSTEM 

MOUNT 
POINT 

FILE 
SYSTEM 
TYPES 

FLAGS SIZE REMARKS FILE SYSTEM 
TYPES (IN HEX) 

/dev/sda1 /boot/efi Fat32 ------ 199MB The start-up UEFI 
Files 

EF 

/dev/sda2 / Ext2 Boot 50,0GB Ubuntu OS 83 
/dev/sda3 ------- Linux-swap 

(v1) 
------ 32,0GB Swap space 82 

/dev/sda4  Ext2 ------ 418GB Place where we put 
the VMs 

83 
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The guest Virtual Machine (VM) and the host Virtual Machine (VM) are the two components that make 
up a virtual machine. The guest VM is the component that functions as if it were a physical machine and 
the host VM is the underlying hardware that provides computing resources such as processing power, 
memory, disk, etc. And what makes a guest and a host together a virtual machine by functioning in 
between is called the Hypervisor or in other words Virtual Machine Monitor. A hypervisor allows 
multiple operating systems to share a single hardware by controlling the host‘s processor and resources 
and allocating what is needed to each operating system running on Virtual Machines. 
 
Our experiment requirements which have to be implemented on the host machines are the followings:  
(Note that the defined sizes are adaptable) 
 
a) UEFI Partition (200 Mb): The Unified Extensible Firmware Interface is a software technology 

that prepares a computer to boot into an operating system after it is turned on. 
 
b) Root Partition (50 Gb): The root file system is represented by a forward slash (/). It is the top of 

the directory tree, and contains Ubuntu OS and everything that is installed with Ubuntu. A 
partition must be created for the root directory. 

 
c) Swap Space (32 Gb): This is space on the hard drive that can be used as virtual memory. Virtual 

memory allows a computer to run large programs and perform complex tasks even if it does not 
have enough physical RAM to do the job. The Swap Space should be twice the size of the RAM. 

 
d) Space for VMs (418 Gb): This is where the Virtual Machines will reside. 

 
4. Installing Ubuntu 13.04 and Preparing for Xen Installation 

 
a) Install Ubuntu 13.04: 

 Insert a bootable Ubuntu Installer Disk or flash drive into the PC then turn on the PC 
 When the PC is coming on, continuously tap the ”F9“ button to go to boot selection menu 
 When the boot selection menu displays, select the bootable device you have inserted into the 

PC and press enter to continue 
 Select “Install Ubuntu” at the next stage. The PC then boots to “Preparing to Install 

Ubuntu” page.  
 If you have Internet connection, check “Download updates while installing” otherwise, you 

can leave it unchecked. 
 Check the button “Install this third party software”. Then click on continue. 
 Next step, click on “do something else” which will then take us to the step where we 

configure the partitioning table (partitioning the hard disk). 
 
b) Partitioning the Hard Disk according to our requirements; 
 
Partitioning basically enables us to separate the operating system and program files from user 
files. One of the major reasons why we partition the HDD is to prevent any damages and accidents 
may occur within the hard disk. Separating your operating system and files means that if 
something happens to one, the other is more likely to be safe. For example, if your OS starts filling 
up the disk and if the disk contains only one big partition then the entire system will stop 
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functioning when the disk is filled up. Or similarly if the Swap Space is not well isolated from the 
rest of the system and starts allocating a lot of space then the whole system will be affected from 
this situation. But, instead if the partitioning is performed correctly only that partition which 
contains the problem will be corrupted while the system still keeps functioning. Let’s now take 
look at how we perform the partitioning step by step. 

 Delete any existing partitioning table by clicking on each of the partition and click on the “-” 
button to delete it. 

 Start with creating an EFI partition of 200 MB. Note that at “use as” you should select “EFI 
boot partition” and the partition type is Logical.  

 Then double click on the displaying free hard disk space,   
 Type a size of 50GB for the first disk, Select the file system of EXT2 (extension 2 file 

system) at “use as”. 
 Then select the mount point “/” which basically means that it will be mounted at the 

root. 
 Type of partition is “Logical” 
 Then click on ok. 

 
 For the Swap area, double click on the left over free space again and type a size twice the size 

of your RAM as the swap space size, then at “use as” select “Swap Area”. At type of 
partition select “Logical”. 

 Finally, double click on the remaining free space, leave the size as it is, select “ext 2” file 
system at “use as”, a Logical volume at “partition type”. At Mount Point, leave it blanc, as 
we should not mount the partition where we will be installing the virtual machines.  
 

Your Partitioning table is now ready for installing Ubuntu 
 

c) Install Synaptic Package Manager 

It is the package management system in Ubuntu. You can browse, Install, remove, configure, or 
upgrade software packages via Synaptic. It can be downloaded from the Software Center. 
 

d) Setting up the root password / enabling root log in to be able to log in as root user. 
 In Linux, there is a Super User named Root. By default it has access to all commands and files 

running on the operating system. Among root's powers is the ability to modify the system in 
any way desired and provide access permissions. Thus first thing to be done is to make it 
enabled. 

 
 Enable root login and su: 

Choose root password by the command:  
 

sudo passwd 
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 You will be prompted to enter the current administrative password, which was created by 
the user at the point of installation, and then you will be prompted to enter the new root 
password that is to be created twice. 

 
 

e) Login as root user (super user): 
 After creating the root password, login as the root user (super user) with the command below 

 

 You will be prompted to type in the root password after entering the above command. 
Enter the password, which you created in step “d” above. 

 Fix some issues in Ubuntu (Not needed if you install Ubuntu 13.10 and later.) 
Gnome is a free-open source desktop environment and graphical user interface that runs on 
top of a computer operating system. Enable the start-up of Firefox by assigning the right 
permissions to gnome:  

 

You should now proceed to the next step, which is installing the Xen hypervisor. 

5. Installing Packages needed for the VM installation with synaptic package manager. 

a) The following packages are to be installed using synaptic package manager:- 
 Xen 
 Xen tools 
 Network bridge 
 Lvm2 

 
Before installing Xen (or check whether it is installed) using the Synaptic pkg manager (use the 
Synaptic pkg manager for all of the installation of missing pkgs) check what kind of processor is 
running on the PC by typing the command “uname  -m”.  

 
b) Enable the booting of Linux with Xen in the GRUB boot loader 

 
A boot loader is the first software program that runs when a computer starts. When the PC is 
turned on, the operating system is loaded into memory by a special program called a “boot 
loader.” It has responsibility of loading the Linux kernel with its required files. This is basically 
how we choose Ubuntu to boot with Xen.  

 
 Enter the editing mode of the boot loader by entering the command below: 

cd/home/<user>;  
sudo chown –R <user>:<user> /home/<user>  

su – 

vi /etc/default/grub 
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 Then change the option “GRUB_TIMEOUT” to “GRUB_TIMEOUT = -1”. This basically 

means that on the next boot time, when the computer is restarted, you will be prompted to 
select what system you want to boot into. 

 After editing the boot loader, you will need to save it in the system settings for the command 
to be executable at the next boot time. You do that by entering the command below  
 
 
 

 
c) Select the Xen toolstack: 

A toolstack is required so that it can be used to manage guest operating systems from the 
command-line. We set it to the default one. 

 
 To Edit the Xen toolstack, enter the command below 

 
 Then change the option “TOOLSTACK” to “ TOOLSTACK = “xm” ” 

 
 Then reboot the computer by entering the command below:  

 
 
 
 

 
 The system will prompt you to select from an available boot options to boot from when 

booting. Select “Ubuntu with XEN 4.3” from the list and press enter to continue. 
 

d) Verify the installation: 
 

 Check the execution of Xen by the list command of the toolstack by typing the command 
below: 

 
 

 

6. Do the Xen Network configuration 

e) Install bridge utility (or check whether it is installed):  
The bridge utility or simply bridge-utils package contains a utility needed to create and manage 
network bridge devices. This is useful in setting up networks for a guest virtual machine. It can be 
verified whether or not the PC has this packet through the Software Center. When you type the 
name in the Software Center, if the name pops up ticked then that means that it is already installed. 

update-grub 

vi /etc/default/xen 
 

reboot 

xm list 
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f) Disable Network Manager:  

In order to be able to configure the network interfaces manually Network Manager has to be 
disabled by the following commands:  

  
  
  
  

 
 

 
g) Setup Linux bridging and add a Xen bridge xenbr0 

The next step is to setup an appropriate network configuration. 
 

 To edit network configuration at the hosts, enter the command below Location of the file is  
 
 
 
 

 
 On entering the above command, the corresponding display should look like this: 

 
 
 
 
 
 

 Edit it (add the missing lines displayed below) so it looks like what is below 

 
 
 
 
 
 
 
 
 
 

h) Restart the network manager to enable xenbr0 by entering the command below 
 

update-rc.d network-manager disable 

/etc/init.d/network-manager stop 

vi /etc/network/interfaces 

auto lo 
iface lo inet loopback 

auto lo 
iface lo inet loopback 
 
auto xenbr0 
iface xenbr0 inet dhcp 

bridge_ports eth0 
 

auto eth0 
iface eth0 inet manual 
 

/etc/init.d/networking restart 
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i) Check if bridge is working by entering the command below:  
 
  
 
 

7.  Create a Virtual Machine 
 
A physical disk is divided into one or more physical volumes, and logical volume groups can be 
created in each sub physical volumes. With logical volume management, a physical volume would 
be allocated to a single volume group and logical volumes created in the volume group to hold the 
file systems. One can say that it is an abstraction layer between the operating system and physical 
hard drives. Virtual Machines are created into these logical volumes. 

 
a) Create a Physical volume to make use of the available space allocated for the VM by the command 

below: 
 
 
 
 

b) Check the available space on the physical volume (pv) by the command below: 

 

c) Create a Logical Volume Group in the sda4 disk space which was reserved for the Virtual 
machines during partitioning earlier. 

 
 Create the logıcal volume group with the name ”vmpool ” with the command below 

 
 
 
 

 Verify the creation of Logical Volume Group by checking the entering the command below 
 
 
 
 

d) If necessary provide sufficient space to lvg (typically the case for the AMDs) 
 

 
e) Disable GUI (graphic user interface) on AMD only by entering the command below: 

 
 

brctl show 

pvdisplay 

Vgcreate vmpool /dev/sda4 

vgdisplay 

Update-rc.d –f gdm remove 

Pvcreate /dev/sda4 
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f) Create a VM using the xen-tools 
 Configuration of the virtual machine to be created and its file location (mirror): 

 Network type: dhcp 
 Memory: 2048M (=2GByte) 
 Lvm (name of logical volume group you want to install the virtual machine in) 
 Bridge (the xenbr0 you created for network access to the virtual machine) 
 Hostname (name of virtual machine you would like to create) 
 Distribution name: quantal (name for Ubuntu 12.04 which you will be installing) 

 
 Install the virtual machine by entering the command below 

 
 
 

 
 
 
 

 Check the log file of the xen created image tool at location with the command below  

 
 Later on the “M” which is used within the upper command’s “2048M” part has to be erased 

from the configuration file. This has nothing to do with the command, this is just a bug in the 
system. This can be done by first entering the configuration file of the installed virtual 
machine and changing it manually. 
 

 To edit the virtual machine configuration file enter the command below 
 

 
 
 

Please not that “<hostname>” is the host name given to the virtual machine. It can be 
any arbitrary name of your choice. 
 

 Locate the place where the memory of the virtual machine memory is “2048M” in the 
displayed text and change it to “2048” 

8. Boot-up the Virtual Machine 
a) Start the VM and connect to console with the command below 

 
 
 

xen-create-image --dhcp --memory 2048M --
hostname <hostname> --lvm  vmpool  --mirror 
http://archive.ubuntu.com/ubuntu/ --bridge 
xenbr0 --dist quantal –force. 
 

vi /var/log/xen-tools/<hostname>.log 

vi /etc/xen/<hostname>.cfg 

xm create /etc/xen/<hostname>.cfg -c 
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b) Your Virtual machine will start up in a new console window in the screen. You are now ready to 

log in and work on your newly installed virtual machine.  
 
 

9. Vi Editor Manual 
 
KEY COMMAND 
: wq write file and quit  
: w write file  
j move cursor down  
k move cursor up  
h or [BS] move cursor left  
l or [SPACE] move cursor right  
i insert text, before the cursor 
+ or [RETURN] first non-whitespace character on next line  
cw Change word  
dd or d_ delete line  
yy or y_ yank current line into the general buffer  
"ayj yank current line and one below into buffer a  
yfc yank until next occurrence of c on current line into the general buffer  
w forward until beginning of word 
e forward until end of word 
b backward until beginning of word 
$ forward until end of line 
 


