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ABSTRACT 
 
 
 

This work is an evaluation of Linear Quasi-
Anticipation in real time domains. The evaluation is 
performed with experiments in two types of problem 
domains: pathfinding and Robocup soccer simulation. 
The experiments gave us valuable insights and made it 
possible for us to identify key issues concerning linear 
anticipation in dynamic and real-time domains. These 
key issues are presented in the report and should be a 
worthwhile read for anyone interested in hybrid agents, 
anticipatory systems, and searching in linear time. 
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1 INTRODUCTION 
Stuart Russell (1995) states, “The long-term goal of [artificial intelligence 

research] is the creation and understanding of intelligence”. There are, however, 
several obstacles to overcome before that goal can be reached. Ndumu (1996) argues 
that slow execution times are a major problem of AI research. He observes that the 
world often changes faster than an agent can decide on actions to take and is thus 
forced to simply react to the changes in the world. Thus, lack of efficient algorithms 
and/or hardware is a hindering factor for AI researchers. His viewpoint is shared by 
Wooldridge and Jennings (1998b) who argue that more research on how to engineer 
solutions to AI problems is necessary since some theories are not easily implemented. 

Autonomous decision-making agents are a fascinating research area that is still in 
its infancy. Not only is it fascinating since the agents have to be sophisticated enough 
to cope with change in the environment, but they must also do it in real-time. There 
exist many proposed approaches to creating autonomous agents. One such approach is 
called Linear Quasi Anticipation (LQA), which was created by Paul Davidsson. Initial 
experiments showed promising results for LQA, however, these experiments were 
rather simple in nature. The purpose of this work is to continue the evaluation of LQA. 
Two experiments will be presented; pathfinding in a more complex environment than 
the one originally presented, and a Robocup soccer simulation to test the technique in a 
dynamic real time environment.  

1.1 Research questions 
Given that Davidsson showed promising results with applying LQA in the 

pathfinding domain we aim to evaluate if it is possible to deploy LQA agents in the 
real time domain. In particular, we will 1) evaluate LQA in a more complex 
pathfinding environment from a real time perspective, and 2) evaluate LQA in 
Robocup Soccer Simulation. We perform the evaluation by comparing the 
performance of LQA to that of established techniques in these domains. 

1.2 Research method 
The bulk of this evaluation is of exploratory nature. The purpose of our study is 

thus not to create an optimal pathfinder, or the best robotic soccer team, but to evaluate 
LQA in these environments and under those constraints. 

1.3 Overview of thesis 
This thesis begins by giving a brief overview of important concepts used 

throughout the work. These concepts include what autonomous agents are (chapter 2), 
how their architecture affects their performance in different domains, and what the 
important challenges for all autonomous agents are (chapter 3). 

An agent will generally perform best when it considers the outcome of its possible 
actions in order to select what action to make. A special case of such future state 
evaluation is called linear quasi anticipation and is introduced in chapter 4. 

Chapter 5 is focused on describing the experimental evaluation performed in the 
pathfinding and Robocup domains. These domains are fundamentally different and 
raise the need to clarify in what types of domains LQA is suitable (chapter 6), based on 
the results of our experiments. 

Finally we point out uncertainties and potential problems with the technique and 
give suggestions to areas where further research would be beneficial. 
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1.4 Results 
We show that LQA is a feasible technique to use in both pathfinding and Robocup, 

but its efficiency is in some ways directly related to the skills of the agent designer. 
This restriction, which we discover during our experiments, leads us to shift focus 
from the exploratory investigation to investigating and describing the underlying 
issues in LQA which affect its performance. These issues include the dependence on 
an effective set of reactive rules, the difficulty of performing anticipation in domains 
with different degrees of uncertainty, and how and when to avoid a predicted 
undesired state. 
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2 BACKGROUND 
First we will present some of the concepts used throughout the remainder of this 

thesis. We will introduce the concept of autonomous agents and describe the difference 
between specific autonomous agent architectures. 

  

2.1 Autonomous agents 
An autonomous agent is a system situated within and a part of an environment 

that senses that environment and acts on it, over time, in pursuit of its own agenda and 
so as to effect what it senses in the future (Franklin, 1996). Human beings and animals 
can be seen as autonomous agents, but in this work, we are going to look at artificial 
ones, implemented as software units in computer systems. 

Just about all software agents have a basic architecture as shown in figure 1. 
 

 

Sensors 
Thought- 
process Effectors 

perception actions 

 
Figure 1: A basic architecture for a software autonomous agent 

  
There are a number of attributes by which one can categorise agents with. An 

important one is by what degree the agent interacts with its environment. The agent is 
said to be situated and embodied in its environment to different extents (Brooks, 
1991). Whether the agent is situated or not means if it uses information about the state 
of its environment or not. Whether the agent is embodied or not means if it is 
physically in its environment or not. Davidsson (1996), gives us the example of an 
industrial robot. This robot is embodied but not situated. It is embodied because it 
physically exists in its environment but it is not situated because it does not take any 
information about the state of the world into account when it operates (its behaviour is 
simple controlled by a pre-programmed set of commands). If we were to add a contact 
sensor to the robot and re-program it to halt when something is blocking its moves, we 
would have made the robot situated as well as embodied. Davidsson further 
exemplifies this in table 1. 

 
 Situated Not situated 
Embodied Mobile robots Industrial robots 
Not embodied Software agents Computer simulations 
Table 1: Categorization of agents  according to the embodied and situated attributes 

 
The agents we will focus on in this work are situated but not embodied. 
 
In this work we will focus on the hybrid  approach for constructing autonomous 

agents. The hybrid approach is the concept of combining two other approaches for 
constructing agents, namely the deliberative and the reactive. These are explained in 
later sections. 
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2.2 Agent architectures 
One of the first things to establish when talking about autonomous agents is agent 

architecture. Architecture can be thought of as the general framework by which they 
are structured, i.e. certain program structures, techniques and algorithms that are used 
in a specific approach. Knowing which architecture an agent is constructed by, we get 
a general picture about how the agent work and what type of agent it is without diving 
into any details about its purpose and technicalities. (Davidsson, 1996) describes two 
general approaches to agent architectures. One of them representing a top-down 
approach and the other one a bottom-up approach. These architectures are often called 
deliberative and reactive. A third agent architecture, which in fact is a combination of 
the former two, is called hybrid  and is the focus of this work. In the sections below we 
will give a general introduction to the three types of agent architectures. 

2.2.1 Deliberate Architectures 
The top-down deliberative architecture is what mostly resembles traditional AI 

problem solving. In this approach, agents are constructed to solve (often difficult) 
problems by using logical reasoning. It typically has an abstract and detailed 
representation of the world or problem domain and it analyses this to reach a 
conclusion about the most suitable action. The world is often represented symbolically 
and the reasoning process is often done algorithmically. An excellent example of a 
deliberative agent is a computer controlled chess player. This agent uses the current 
chessboard as its world model. It knows the set of rules that controls the chess game. 
With this data, it can symbolically create and evaluate future world states by 
algorithmically traversing a search tree. It can then select the best move it was able to 
find during the time it was allowed to think. 

Davidsson (1996) presents a general structure of a deliberative agent architecture, 
which is shown in Figure2. 

 

 
Figure 2: General structure of a deliberative agent architecture 
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2.2.2 Reactive Architectures 
The bottom-up reactive architecture is a somewhat more novel approach than the 

deliberative one. During the last two decades, more attention has been given to the 
more routine tasks performed by an agent that interact in the real world. It is generally 
thought that these routine, and often simple, tasks outnumber the problems that require 
abstract reasoning to be solved. Without the need for abstract world modelling, these 
reactive agents should be given a set of behavioural rules that is triggered depending 
on stimulus from the environment. A good example of a reactive agent is a mosquito. 
A mosquito will almost always fly towards light, something one can observe in the 
summertime at night when they gather around electrical lights. This behaviour does 
not come from any logical reasoning on the mosquito’s behalf. It is purely reactive 
behaviour triggered by stimulus from the environment. Reactive agents have 
successfully been applied in several domains, especially in games and simulations 
(Nwana, 1996). This may be due to their computational cost efficiency. 

Davidsson (1996) presents a general structure of a reactive agent architecture, 
which is shown in Figure 3. 

 
  

 
Sensors 

 
Stimulus 

Response 
Behaviour 

 
 

Effectors 

 
Figure 3: General structure of a reactive agent architecture 

 
 

2.2.3 Hybrid Architectures 
More recently, the idea of combining the two into a hybrid architecture has 

emerged in the research community. The hopes are that the two approaches will 
complement each other. As Davidsson (1996) writes “In fact, the weaknesses of 
reactive architectures correspond closely to the strengths of the deliberative 
architectures”. Furthermore, the combination of the reactive and the deliberative 
approach is closer to human intelligence than either of the two alone. The deliberative 
approach lacks any counterpart in nature, and the reactive approach’s equivalence is 
primitive animals like insects and reptiles.  

Davidsson (1996) presents a general structure of a hybrid agent architecture, which 
is shown in Figure 4. 

 
 

 
 

Sensors 
 

Reactive 
Component 

 
 

Effectors 

 
Deliberative 
Component 

observations modifications

 
Figure 4: General structure of a hybrid agent architecture 
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3 IMPORTANT CHALLENGES FOR AUTONOMOUS 
AGENTS 
Regardless of which architecture an agent is constructed by, there are some 

fundamental challenges that must be considered.  

3.1 Interaction with the environment 
3.1.1 World modelling 

For an agent to be able to interact within its environment, it has to have some kind 
of model that describes the environment1. That world model can have different levels 
of complexity, depending on a number of things: 

• The agent’s sensors  – the world model must be restricted to what the 
agent is able to perceive. If the agent only has eyes (or cameras) and not 
ears (or microphones), it cannot perceive aural information and thus that 
type of information cannot be a part of the world model. 

• The complexity of the problem domain – if the agent’s task is a simple 
one and it can safely be performed without any need for extensive 
information, a simple world model can be sufficient. For example, an -
automated lawn mower or vacuum cleaner only needs to avoid obstacles 
and therefore it only needs a sensor that tells it if it has collided with 
something. There is no need to put expensive visual sensors and computer 
hardware on that type of agent and maintain a highly detailed 3D world 
model of the environment only to perform such a simple task as avoiding 
obstacles. On the other hand, if the purpose of the agent is to completely 
simulate a human being (which of course is highly difficult, to say the 
least), the world model should be as complex as the one perceived by 
human beings. 

• What information should the agent be aware of? – If the agent shall be 
able to make a highly correct assessment of the state of the world, it may 
need very extensive information. For example, in our soccer experiment 
(described in later sections), for the agent to be able to make good 
decisions about what to do, it may need to take several environmental 
factors into account. If, for example, it intends to kick the ball towards the 
goal, the angle and distance might not be enough, there might be a hard 
wind blowing, which will change the direction of the ball after the agent 
has kicked it. 

3.1.2 Sensors 
It is important that the sensors provide the agent with reliable and useful 

information. This is due to the fact that the only information about the environment the 
agent has comes through its sensors. Depending on the type of agent and the type of 
the environment, the difficulty of implementing these sensors can range from 
extremely easy to extremely difficult. In a software agent (the type on which we focus 
in this work), it is usually quite easy to implement sensors. It is easy because the 
programmer has access to all the necessary data within the program, and he can simply 
feed that data to the agent’s sensors in any desirable form. Implementing sensors for 
physical real world agents, such as an industrial robot or Sony’s Aibo robot, can be 
quite a challenge. It is not a problem to getting the data, for visual or audio data one 
can simply put cameras or microphones on the robots. The real challenge is actually 

                                                 
1 Reactive agents, however, are somewhat of an exception since they only react to immediate sensory 
input, but their set of rules must have been constructed with a specific environment in mind. 
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interpreting the data and turning it into useful knowledge about the world. These 
problems have their own research areas like for example image analysis, computer 
vision, etc. These types of problems are beyond the scope of this work since we focus 
on software agents. 

3.1.3 Effectors 
The effectors are things that make it possible for the agent to execute its 

commands. For a real world agent these might be legs, arms, hands, and so on. The 
legs make it possible for the agent to walk. In software agents, these effectors are often 
virtual, which means that they are seldom implemented as their real world 
counterparts. To make this a bit clearer, imagine the “leg” effectors, which make it 
possible for the agent to walk. These need extensive functionality in the case of the 
real world robot; they need sensors for balance (so the robot won’t fall over), they 
need visual information (the distance to the ground, so it knows where to put the foot 
at the next step) and it needs a rather complicated set of algorithms to actually perform 
the walk using robotic legs. In the case of the software agent, the “leg” effector might 
only consist of a velocity vector, which tells the program how far and in what direction 
the agent should be moved. So consequently, the things that hold true for the sensors 
hold true for the effectors as well. 

 

3.1.4 Path finding 
Pathfinding is perhaps the most fundamental and common problem when 

implementing an agent that interacts with any type of spatial environment. Pathfinding 
operates on a set of nodes with connectivity information, i.e. some form of graph. 
When creating such a graph, one needs to consider by what constraints the agent type 
can move. For instance, human characters can walk, jump, swim, etc, but they cannot 
fly. On the other hand, a hovercraft can fly. The networks for these two agent types 
would be very different, and therefore could not be shared within the application. 

The graph search part of pathfinding has been “researched to death” and optimal 
solutions exist. Examples of such established techniques are A*, Dijkstra’s, Breadth-
first, Depth-first, IDA*, etc.  

Traditionally, pathfinding has mostly been a 2D problem, since it is only in the last 
decade that 3D environments has become commonplace (at least in consumer 
applications). The main difference and challenge between pathfinding in 2D and 3D 
lies not in the search itself but in the generation process and storage of a searchable 
network of nodes. In 2D one can often use a two dimensional matrix, in 3D, however, 
a three dimensional matrix would be highly inefficient and impractical (due to memory 
requirements and search times). Furthermore, it is far more challenging to generate the 
network for a 3D world. This is the area where there still aren’t any optimal and 
established solutions, due to the many possible types of world models. Also, the nature 
of the techniques depends on the available type of world information (polygonal, 
volumetric, etc). An important research topic in the future is how to generate the 
graphs given a specific world model. 

There certainly exist 3D pathfinding techniques, but these are often application 
specific, targeted at specific environments and objectives. Some 3D pathfinding 
strategies make use of the fact that certain 3D worlds (for example indoor 
environments) are largely 2D environments, connected by stairs, ladders and elevators. 
One can thus use established 2D pathfinding techniques with the addition of special 
cases for the stairs, ladders and elevators. Other applications may need more elaborate 
3D pathfinding solutions. One such elaborate effort for 3D pathfinding exist in the 
game Quake III Arena (Q3A) (released by id Software, 1999), which is primarily 
based on Area Awareness System (AAS) designed by J.P. van Waveren who describes 
the technique in his thesis (van Waveren, 2001). This technology makes it possible for 
the agents to navigate in arbitrary polygonal 3D environments, this effort should 
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therefore be acknowledged as a successful attempt at pathfinding in 3D, in a time 
when very few such solutions exist. However, this is not a generalized 3D pathfinding 
solution. It is highly specialized for the use in Q3A. It should be mentioned that the 
AAS/Q3A solution is designed for static environments. Most of the AAS is pre-
calculated to make the solution suitable for the high real time demands of a game like 
Q3A. We believe that it is highly difficult to construct a “generalized” 3D pathfinding 
solution and most people will construct specialized versions for use in their specific 
target environment. 

When it comes to pathfinding in 3D, one might take the opposite standpoint and 
say that 3D pathfinding is not a research problem, but an engineering problem. 2D 
pathfinding techniques exist (and are well researched) it is now only a matter of adding 
a third dimension and making appropriate adjustments to the algorithms and data 
structures to make it efficient and reliable in the target environment. 

 

3.2 Decision making (State evaluation + rules vs. Search 
+ planning) 
Agents have to make decisions about what to do in the world at every frame of 

execution. At the high level, these actions should be attempts at reaching their high 
level goal, or more often, a short-term sub goal that leads towards the high level goal. 
In this work we focus on hybrid agents, which is the combination of the reactive and 
deliberate approaches for creating agents, therefore we should look at what type of 
decision-making mechanism the two traditionally use. 

The deliberative approach traditionally uses search schemes to exhaustively try out 
all available actions and find the one that leads to the best outcome. When the best 
possible action is found, the agent knows what to do at the current point in time. 

The reactive approach has a more “passive” way of doing things. It looks at the 
state of the world, goes through its set of rules, and selects the rule that best fits the 
current state of the world. 

So which of these approaches are better? The idea of the hybrid approach is that 
they both have their strengths and weaknesses and if we were to combine the two, they 
will complement each other. The focus of this work and later described linear quasi 
anticipatory architecture aims to use the reactive part for short-term goals such as 
walking, avoiding close-by obstacles and other simple things, while the deliberative 
(or planning) part is supposed to anticipate when the reactive part will run into 
problems and steer it away from them. Evaluating how suitable this is for real time and 
(very often) dynamic environments is the focus of this work. 

3.3 Cooperation 
Depending on the target application for the agents, it may be beneficial if the 

agents have the ability to cooperate with each other in order to better achieve a 
common goal. Robocup soccer simulation is a great example of this. In order for a 
team to be successful at playing soccer, the agents within the team must cooperate. 
That statement is very easy to prove. If we simply start by implementing a soccer team 
where each agent has no idea of the other agents in its team and it just tries to go for 
the ball and shoot it in the opposing team’s goal, we will quickly see the effect of no 
cooperation. The agents will all run for the ball and gather in a cluster closely around 
the ball, all of them fighting for control over it. If we let this “egoistic” team of agents 
play against another team that on the other hand has some level of cooperation (for 
example zone-play and passing the ball to agents higher up in the field), the 
cooperating team will quickly out-play the “egoistic” team. What we see is that the 
“egoistic” team runs around in a cluster, all chasing the ball, while the cooperating 
team have a wider spread of their players and therefore has a greater chance of 
reaching the ball quickly and passing it up the field. Note that the cooperating team 
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doesn’t even have to communicate with each other; their form of cooperation lies in 
the design of play-style (positioning players at different places in the field). This was 
the approach used by Coradeschi & Karlsson (1997). 

3.3.1 Communication 
To increase the ability of the agents to cooperate, we can introduce the possibility 

for them to communicate with each other in some way or another. We can illustrate 
this with the soccer simulation example. If an agent in one of the teams gets control of 
the ball when it is near its own goal, it probably wants to kick the ball up the field to 
lessen the risk of the opposing team scoring. The outcome of this kick up the field will 
be far more beneficial if it can pass it to another agent that is already there (instead of 
just kicking it away from the own goal). The agent can simply shout a request for an 
agent in its team that is further up the field. If another agent is present there, it can 
reply with its position and the agent with the ball knows where to pass it. 

3.4 Competition 
Competition between agents is as well as cooperation an important aspect in many 

domains where autonomous agents exist. It may be direct competition in the form of 
warfare, sports, etc, or it may be competition in order to reach certain behaviours of 
the system as a whole. The former type of competition is pretty self-explanatory and 
involves fighting in action games, team against team in soccer games, and so on. The 
later form of competition can be a bit less intuitive to understand, but making agents in 
a system compete about for instance resources can result in economic dynamics that is 
used to govern request and demand for limited resources. These economic dynamics is 
an emergent property . This means that this property has not been implemented into the 
system as a function; it is a result of the combined behaviour of the individual parts of 
the system. One such attempt is called HOMEBOTS (Ygge et al, 1996) and is a multi-
agent system for energy resource allocation and load balancing. Each unit in a 
household that needs power (refrigerator, washing machine, dish-washer, etc) makes 
bids for power on a virtual market. Depending on how urgently the unit needs the 
power, it will stay in the bidding process at different lengths. 

To exemplify emergent properties in a more intuitive way, imagine a rasterized 
image in a newspaper. The image is made up of individual grey-scaled points. Each 
point does not tell you anything on its own, but the combined points show you an 
image of a person, place or anything. The image we perceive is an emergent property. 
Interestingly enough, intelligence is often thought of as an emergent property, and just 
as human intelligence is pretty much uncharted, perhaps so is most of artificial 
intelligence.  

3.5 Versatility and flexibility 
An agent that does only one thing and (even worse) only works in a specific 

constrained environment is generally not of much use. We want flexible agents that 
work in different environments and versatile so that they are able to perform multiple  
tasks. To exemplify this, let us look at computer games. In a 3D computer action 
game, an agent must be able to navigate in arbitrary 3D environments, shoot at other 
players, collect ammunition and power-ups and simply act human-like.  It should 
preferably do all this in a blending sort of way; so that it shoots at other players at the 
same time it is going to collect power-ups. 

3.6 Robustness and fault-tolerance 
The whole point of autonomous agents is that they are what they say they are: 

autonomous. This means, of course, that they should run on their own without any 
need for human intervention. This might not always be the case in increasingly 
complex software environments, though. If the agent receives unexpected data from its 
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sensors, the program might crash. This calls for robustness and fault-tolerance. The 
agent should be able to: 

• Handle unexpected data without flipping out or crashing. 
• Recover from states such as; getting stuck, falling into an infinite loop, etc. 
• Be resource independent (if memory or execution time is unavailable, wait 

until it is). 
These attributes are generally not any problem to include in the agents. They are 

mostly a matter of prolonged development time, which is a topic that lies under 
software engineering more than under AI. 
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4 FUTURE STATE EVALUATION 
In this chapter we will describe the concept of anticipation and particularly how it 

is used in the technique we are evaluating. 

4.1 Introduction 
The primary advantage of the hybrid architectures is the reduced reliance on 

searching through a tree in order to make simple decisions. However, in order to create 
even better hybrid agents, we must create better reactive and deliberate agents – or at 
least work to improve them. 

The contents of a search tree are domain and problem specific. Search trees taken 
out of context and examined by themselves have the following characteristics: The 
start (top) node represents the current state, at time t=0. At each node a number of 
actions can occur – each such action is depicted by an edge leading to a new state, at 
time t=t+v. Thus, since we are not just interested in what state we are in – but also at 
which point in time – these graphs are directed graphs without loops.  

 
time 

 
Figure 5: A state tree of an arbitrary environment 

 
Figure 5 shows one such generalized tree. Note that the states of the tree are not 

necessarily in integral time steps (and thus, v in t=t+v can have arbitrary size). The 
reader should note that the graph is directed so that it is not possible to move 
backwards in time, but the arrowheads in all edges have been removed for clarity. 

 

4.2 Anticipation 
Anticipation is one technique to limit the size of the search tree. While searching 

the tree for the optimal “path” (i.e. course of actions to take to reach a desired state), 
an anticipatory agent can prune branches based on their likelihood of occurring, 
according to the reactive set of rules it (since it is a hybrid agent) is guided by. Thus, 
the agent can focus on following the edges that the reactive agent is most likely to 
consider. To further illustrate the use of anticipation, let us consider a fictive 
autonomous lawnmower agent. The agent’s power source is batteries and it must 
recharge itself at a base station when needed. If an anticipatory layer would guide this 
agent, the anticipation might determine that there is no need to recharge the batteries – 
and remove the consideration of what would happen if the batteries were recharged 
from the tree.  
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time 

 
Figure 6: The dark nodes represent the state tree after anticipation 

 
Consider figure 6 above, where the leftmost sub tree could represent what happens 

if the aim is to recharge the batteries. The colour intensity of the nodes and edges 
represent the likelihood that the anticipatory layer will consider them, and the black 
edges represents the most likely course(s) of action. The quality of anticipation, i.e. 
how close to reality it is, depends on the amount and quality of information available 
to the anticipator regarding all relevant factors in the environment. Anticipation can be 
used in most areas where the other objects in the environment exhibit rational 
behaviour. If the objects would exhibit irrational behaviour their behaviour could not 
be anticipated. 

 

4.3 Quasi Anticipation 
In most cases complete information on the behaviour of all objects in the 

environment is unavailable to the agent so, in order to anticipate at all, their behaviour 
must be generalized. The other objects in the environment would be represented by 
models with rational behaviour as close to the actual, observed behaviour as possible. 
If anticipation is performed with these models as a base, it is referred to as quasi-
anticipation. 

 

4.4 Linear Anticipation 
The most extreme form of anticipation is possible if the anticipator has complete 

and accurate knowledge of the environment, its own behaviour, and the behaviour of 
all other objects. It is then possible to determine, for every object, what would happen 
if it were given a specific sensory input at a specific point in time. It would also be 
possible to determine exactly how each object in the environment will react to changes 
in the environment. Given this setting, it is possible to examine the state of the 
environment at any future point in time by simply creating a copy of the environment 
and “fast-forward” in time. Since the reactive set of rules are deterministic, the search 
tree would thus be reduced to a single path within the graph, and the full state of the 
environment can be examined at every point in time, as in figure 7. This single path is 
what gives the method its linearity. 
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time 

 
Figure 7: The state tree during linear anticipation 

 
In other words, it is possible to perform linear anticipation in the environment.  
 
We believe that there are very few environments where linear anticipation can be 

applied. The obstacles to applying linear anticipation include: 
• Incomplete knowledge of the state of the environment –The agent’s 

knowledge of its environment is limited to what it perceives through its 
sensory input. The sensors are usually located on, or in close vicinity of, the 
agent. Thus, an agent can usually not know, for example, which (if any) 
objects are behind a wall. 

• Incomplete knowledge of the other agents – In order to fully anticipate how an 
agent will react the anticipator must have complete knowledge of it. This 
normally means having an exact copy of the anticipated agent where the 
anticipator can input sensory data and observe actions. The anticipated agent 
must thus 1) not have any state, or 2) fully expose its behaviour (and be able to 
communicate this to the other agents). 

• Uncertainty of the result of actions – in many domains it is not possible to 
determine the exact outcome of an action. Consider kicking a soccer ball, the 
exact location the ball will end up in is extremely hard to determine with 100% 
accuracy since it depends on several factors: power, direction, and location of 
the kick, friction between the shoe and the ball, wind factors, and how it will 
bounce once back on the ground, etc. 

• Timing issues – in the real-time domain an important factor in determining the 
outcome of an action is the exact time of the action. Even a small difference in 
the actual and perceived time of an action can have a cascading effect on the 
anticipation. In an environment where the agents are distributed (such as 
client-server via TCP/IP) timing issues may be a real problem. To further 
complicate matters, actions from the other agents may be perceived out of 
order. 

 
 
Despite the many obstacles to linear anticipation, it is still an interesting method to 

investigate due to its constant time-complexity. Davidsson (1996) proposed one such 
improvement: linear quasi-anticipation (LQA), which combines the ideas of quasi 
anticipation and linear anticipation.  
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4.5 Linear Quasi Anticipation  
LQA constantly monitors the state of the environment and the anticipated changes 

to it. It updates the actions of the agent thereafter, in order to avoid undesired states 
(marked dark-grey in figure 8). Thus, the idea behind LQA is that maximum gain can 
be reached by always following the path of desired states, and that an undesired state 
cannot lead to a desired state. The set of rules that the reactive part is controlled by is 
always kept up-to-date by the anticipator, and LQA can thus be considered to be part 
of the incremental planner, or any time, family of methods. These methods have a 
common characteristic; they can be interrupted at any time and still yield a 
“somewhat” good action plan. The longer they run, the better the plan will be. This 
feature of incremental planners makes them very interesting for use in the real-time 
domain. Kabanza (1997) describes some other methods for incremental planning.  

 
time 

 
Figure 8: Illustration of how the anticipator examines the state tree 

4.6 The Architecture of Linear Quasi Anticipation 
The LQA architecture (figure 9) is realised as a hybrid agent architecture. The 

reactive component behaves just as it would in a normal reactive architecture. It runs 
its set of rules on the current world state and reaches a conclusion about which action 
to take. The deliberative component runs concurrently and tries to anticipate future 
world states in order to detect undesired ones. When such an undesired state is 
detected its purpose is to change the behaviour of the reactive component so that that 
state never occurs. It does this by applying a change rule  to the reactive component’s 
set of rules. The change rule  may either describe a modification to one or several of 
the active rules in the reactor, or it may be an instruction to add a specific new rule to 
the reactor’s set of rules.  
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Figure 9: The LQA architecture 
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The World Model contains all information about the environment that is relevant 
to the agent, such as obstacles, goals, and other agents. In order to be able to anticipate 
future states, the world model must contain detailed descriptions of the other agents; 
including all their characteristics (such as speed, stamina, etc) as well as their goals, 
undesired states, and set of rules. 

Every action performed via the effectors is done by the reactor, which merely acts 
according to the mapping between sensory inputs and its set of rules. This 
characteristic of all hybrid architectures facilitates swift response to stimuli in favour 
of always performing the “best” actions. 

The purpose of the anticipator is to detect future undesired states and determine 
how to avoid them. The anticipator creates a copy of the world model and runs it faster 
than real time, at the same time executing simulations of the reactive parts of all agents 
(including itself) in the world based on the knowledge on their set of rules. At the end 
of each simulation cycle the anticipator examines whether or not the agent is in an 
undesired state, if it is not the simulation continues. When an undesired state is 
encountered and the reactor’s set of rules is modified the anticipator restarts from the 
current state of the world model. Thus, the anticipator is always anticipating future 
undesired states. 
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5 EVALUATION OF LINEAR QUASI ANTICIPATION 
The focus of our research is to evaluate if Linear Quasi-Anticipation is a feasible 

technique for autonomous agents interacting in real time environments. As such, we 
have decided to evaluate LQA in real time game domains, which generally have the 
following characteristics: 
• Large amount of existing agents which can be used for comparative studies 
• Highly sensitive real-time aspects – the autonomous agent must not wait too long 

to take action 
• Game objectives are highly compatible with autonomous agent applications 

(competition, cooperation, exploration, goal acquisition, world interaction) 
• Dynamic environment, which makes the anticipatory capabilities highly 

interesting 
 
In this chapter we will describe two experimental evaluations of Linear Quasi-
Anticipation in two different domains: pathfinding and Robocup Soccer. The main 
purpose of the pathfinding experiment is to repeat Davidsson’s (1996) experiment with 
some additions to the environment. For this experiment we used a static environment. 
Robocup Soccer is a highly dynamic environment where anticipation is troublesome – 
but we are interested in seeing if linear anticipation is feasible in this environment.  
 
 

5.1 Pathfinding 
5.1.1 Area of study 

Pathfinding is a collective term for deducing how to move from one position to 
another in an environment, which may contain arbitrary obstacles and movement 
restrictions. Humans typically have little problems with pathfinding, e.g. by looking at 
a map we can decide within seconds a possible path to travel. The exact algorithm 
used by the human brain is, of course, unknown, but there do exist several algorithms 
that can deduce the optimal, or near-optimal, path between two points. These 
algorithms rely on searching through a graph representing the possible paths, and 
applying different heuristics to reduce the search, i.e. prune paths from the graph. 
Thus, these algorithms have the following properties: 

a) Execution time is a function of the size of the search tree (i.e. the distance 
between goal and target) 

b) Memory requirements are a function of the size of the search tree 
c) Complete world knowledge required 
d) Most often, the shortest path is found 

 
Effective pathfinding is very important for most areas of computer science and  

has been successfully applied in a wide range of application domains: 
• Automatic vacuum cleaner or lawn mower control program 
• Computer games and simulations 
• Logistics 
• Internet routing 

 
As mentioned, performance of pathfinding algorithms is a function of the size of 

the search tree. The exact size of the tree (and thus time and space complexity) varies 
from algorithm to algorithm, or –to be more exact – which specific heuristic is used to 
estimate the path. In our experiments the memory requirements of the pathfinding 
algorithm was an order of magnitude larger than the length of the path (see figure 18). 
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We will discuss the most widely used pathfinding algorithm, A* (“A-Star”) later in 
this chapter.  

Traditional pathfinding algorithms typically have low time complexity, but the 
space required to hold a path is typically between O(n log n) or O(n2) (n is the number 
of nodes visited during a search), depending on several factors, such as how the 
specific “terrain” is constructed, and in how many dimensions the paths can extend.  

If it is possible to create an algorithm that successfully navigates an agent without 
the scaling of the memory requirements and execution time as mentioned above, great 
benefits could be earned in the aforementioned application areas. Much effort has been 
spent on pathfinding, but no one has been able to create an algorithm that is both good 
at pathfinding and has low time and space complexity. This is why novel approaches 
are indeed interesting and worthwhile. 

 

5.1.2 Prior work 
The first experiment Paul Davidsson conducted to test his idea of LQA was 

pathfinding in a very small two-dimensional world (Davidsson, 1996). In his 
description of the experiment he shows us how he started out with one rule for the 
reactor. He then added rules one by one to tackle the different problems that arose as 
more difficult obstacles were introduced in the agent’s environment. The world was a 
rather small world (ten by ten squares) and movement was limited to four directions. 
Davidsson showed that the anticipator was a crucial component if the agent was to 
successfully solve the pathfinding problem. This was the case because the reactor, with 
its simple set of rules, would often get stuck in a loop (of some sort) and with its 
limited “intelligence” being unable to realise this. The anticipator, having been 
programmed to detect loops, would detect them before they have occurred and modify 
the reactor’s set of rules and thereby preventing the agent from reaching this undesired 
state. 

This is in fact (to date) the only prior work known to us that has been done with 
LQA, which makes the idea an unexplored one. Furthermore, it is unknown in which 
domains the LQA technique is applicable and how it compares to other and more 
established techniques. 

5.1.3 Experiment 
The first experiment2 we conducted was to repeat the one made by the inventor of 

the technique, i.e. pathfinding, and compare its performance with a deliberate agent 
architecture (i.e. one that utilises a standard pathfinding algorithm). 

5.1.3.1 Feasibility, initial thoughts, assumptions  
Before starting our experiments we had great enthusiasm and high hopes for 

solving pathfinding by using the LQA technique. But at the same time, we were very 
aware of the great difficulties that may arise in certain situations. A typical example of 
such a difficulty is concave obstacles. These are very difficult, and may be impossible 
to overcome without substantial search. Our strategy was to construct a low level 
reactive part (controlled by a set of rules) that handles the simple decisions (like 
moving toward the goal) and then to implement a high-level anticipation layer that 
would solve all the difficult problems that may arise. The purpose of the experiment 
was to duplicate the experiment performed by Davidsson (1996), but with a somewhat 
more complex environment. 

 
 

                                                 
2 The source code is available electronically at: http://hus7.rsn.bth.se/~seger/magarb 
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5.1.3.2 The test bed 
The environment is a 100 by 100 grid with obstacles at various locations. The 

agent has knowledge of the map, its location, and the location of the target (i.e. the 
position to reach from the current position). The environment for our test is presented 
in figure 10. We are well versed in the problem domain of pathfinding, i.e. what type 
of environment is typically hard for pathfinding techniques to solve. Using that 
knowledge, the environment was constructed to contain mostly very challenging areas 
but also some relatively easy ones. The thirteen waypoints were semi-randomly 
generated until the authors were happy that difficult passages as well as some easy 
ones were present. Normally one would perform tests in several different maps, 
however, we believe that this map contains a sufficient variety of obstacle 
characteristics. 
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Figure 10: The map used for the pathfinding experiment. 

 
The agent can move in eight directions. The sensory input to the reactor is the state 

of the eight neighbouring squares (i.e. space, wall, or target). The only effector 
available to the agent is movement in one of the eight available directions. The 
anticipator has complete world knowledge. 

The goal for the agent(s) in the environment is to walk to the target positions in 
consecutive order. The measurements include time taken to reach the target, number of 
steps taken, and number of potential nodes explored. In order to be able to repeat the 
same sequence of target positions we seeded the random number generator with a 
constant. 

This test bed does not include any direct real-time aspects since we a) wanted to 
keep the experiment as simple as possible, and b) we are examining real-time aspects 
indirectly – by comparing the time needed for two different approaches to go from 
start to goal. Thus, the test bed is neither competitive nor cooperative, but created to 
study the approaches in isolation. 

 

5.1.3.3 Pathfinding using LQA 
The first step of the implementation was to construct an empty architecture 

according to the LQA principles. The following step would then be to add pathfinding 
logic (i.e. rules) to the reactor – this, however, proved to be a greater challenge than 
we had originally anticipated. The switch from traditional pathfinding ideas to logic 
formulated in atomic rules was not a straightforward task. We did not plan to blindly 
reuse the rules presented by Davidsson, only the LQA architecture. We wanted to try 
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to formulate the rules ourselves and naïvely thinking we could accomplish the same 
task with another set of rules. We tried adding rules such as “Don’t walk in your own 
path” or specialisations thereof (i.e. “Don’t turn this way here again”) that were meant 
to tackle the loop problem. First, and foremost, the rules did not provoke a significant 
change in behaviour (loops still occurred, only of a different sort), and second, they 
were on the borderline of what an acceptable reactive rule should be (since they used 
memory). 

 
Finally, we decided to minimise the set of rules used by Davidsson to just three 

rules (see listing 1 below). 
1. Don’t increase distance to the target, unless forced to 
2. Don’t turn around, unless forced to 
3. Don’t go to this position 

Listing 1: The reactive set of rules is in the pathfinding experiment 
 
The reactor used the three rules to rank the 8 different directions it could walk in 

and chose the highest ranked square. The anticipator, utilising this reactor, detects 
loops by analysing the anticipated path. If a loop is detected, the reactor’s set of rules 
is appended with a “Don’t go to this position” rule (denoting an arbitrary position in 
the loop). 

Using this strategy, the agent was able to find its way from its start position to the 
target position. However, it sometimes cornered itself with forbidden squares (marked 
“Don’t go to this position”). To remedy this behaviour we let the anticipator detect this 
and when it did so, letting it clear the marked positions except for the current position. 
This resulted in that the agent eventually made its way out of the corner situation, but 
not until after a few iterations. 

 

 
Figure 11: LQA agent moves from position 0 to position 1 
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Figure 12: LQA agent moves from position 2 to position 3 

 
 

Figure 11 represents the agent (A) going from position 0 to position 1 (G). The 
light grey line is how the agent has anticipated the path to go, and each dark grey dot is 
a change rule  “Don’t go to this position”. In figure 12, the agent is trying to go from 
position 2 to position 3, and is having great difficulties in getting past the horizontal 
wall (which in practice is a concave obstacle). It will eventually lock itself in, at the 
top right corner of the current “room”, at which point the anticipator clears and 
restarts, as described above. It takes about 5 such restarts before the agent makes it to 
the goal. 

 
 

5.1.3.4 Pathfinding using the A* algorithm 
The traditional way of solving pathfinding is to perform a brute force search of the 

entire search area. There are of course algorithms that are optimised to visit fewer 
nodes than the most basic breadth-first search, but they are all fundamentally operating 
under the same principles. The most widely used of those is called A* (Russell, 
Norvig, 1995). Pseudocode for A* is given in listing 2 on the next page. 

The algorithm works by computing a cost function for each node it visits. 
Normally the cost indicates the distance, but it can also be any arbitrary value 
indicating how hard or costly it is to travel through a certain node. It uses a priority 
open list to store the nodes it shall examine and a closed queue to keep track of the 
nodes that it is done with. It starts by putting the start node on the open list. The cost 
function is f(n) = g(n) + h(n), where n is the node that it is calculating the cost for, g(n) 
is the cost of getting to node n from start and h(n) is the heuristics (the estimate) of the 
cost from node n to the goal node. The nodes on the open list priority queue are sorted 
so that the cheapest node is always on top. It then always extracts the node on top 
when it goes to examine a new node. When it reaches the goal node, it has found an 
optimal path. An example of a heuristics may be the Manhattan distance3 to the goal. 
The A* is optimal in the sense that no other known algorithm visits fewer nodes given 
the same heuristics and finds the optimal path. 

                                                 
3 The Manhattan distance is calculated by adding delta x to delta y in a square grid environment. The 
name refers to the streets of Manhattan in New York City, which are all laid out in a grid. The shortest 
path you can walk between two positions there is called the Manhattan distance. 
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priorityqueue Open 
list Closed 
 
 
AStarSearch 
   s.g = 0  // s is the start node 
   s.h = GoalDistEstimate( s ) 
   s.f = s.g + s.h 
   s.parent = null 
   push s on Open 
   while Open is not empty 
      pop node n from Open  // n has the lowest f 
      if n is a goal node  
         construct path  
         return success 
      for each successor n' of n 
         newg = n.g + cost(n,n') 
         if n' is in Open or Closed, 
          and n'.g < = newg 
        skip 
         n'.parent = n 
         n'.g = newg 
         n'.h = GoalDistEstimate( n' ) 
         n'.f = n'.g + n'.h 
         if n' is in Closed 
            remove it from Closed 
         if n' is not yet in Open 
            push n' on Open 
      push n onto Closed 
   return failure // if no path found 

 Listing 2: Presudocode for the A* algorithm 
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We constructed a deliberate agent that used A*, with a straight-line distance 

function (heuristics) for finding its path in the test environment. 
 

 
Figure 13: A* agent moving from position 0 to position 1 

 

 
Figure 14: A* agent moving from position 2 to position 3 

 
 
 
The dark grey area in figure 13 represents the nodes investigated by the A* 

algorithm when used to find a path from position 0 to position 1. The light grey in the 
picture is the path that A* has found. Figure 14 shows the same information, but from 
path 2 to 3. 
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5.1.3.5 Comparison 
The single most important task that a pathfinding agent should perform is to reach 

the target as soon as possible. Given this, it is not important if it doesn’t walk the 
shortest path (whereas another agent may stop to think for too long) as long as it gets 
there first. The deliberate agent will always choose the optimal path; this is because 
before it starts to move, it makes a complete search and constructs a full path from the 
start to the goal position.  
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Figure 15: Concave obstacle 

 
The reactive agent on the other hand, starts moving immediately and thereby gains 

a head start. Unless the reactive agent runs into any difficult obstacles on the way it 
will reach the target before the deliberate agent. The nature of a difficult target is 
exemplified in figure 15 whereas an easy one is what figure 16 illustrates. The small 
detour the reactive agent makes in figure 16 is often less costly than the search the 
deliberate agent does before finding the optimal path.  
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Figure 16: Convex obstacle 
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5.1.3.6 Measurements 
Using the map and letting each agent walk to the targets in consecutive order 

(starting at position 0), we collected the following characteristics of the agents: 
• Time to reach the target 
• Number of steps taken (the distance the agent actually walks) 
• Number of nodes (squares) searched 
We wanted to make a relevant and fair comparison between LQA and A*, therefore 
we had to have some common factor to measure by. Traditionally, nodes visited, has 
been used as the factor to measure the effectiveness of a pathfinding algorithm. We felt 
that this was best in our study as well. To make the time comparison fair, we had to 
make the time it takes for the LQA agent to walk one step equal to the time it takes for 
A* to expand (search) one node. We are fully aware that this is not the case if the 
agents were situated in a real environment. However, we present both the 
measurements for nodes visited and number of steps taken, so the reader can easily 
assign constants to multiply these measurements by in order to know which method 
fares best in a specific environment. 
In our experiments the time to move from one square to another is minimal (i.e. the 
same as examine a square) and thus, if one wants to generalize or repeat our 
experiments, this must be accounted for. Thus, even though the LQA agent wins in 
some situation in our experiments it might lose if the time to perform a move is much 
greater than the time to plan a move – which is most often the case. Such situations 
can easily be computed given the data below (Figure 17, 18, 19). There is one chart for 
each characteristics describing how the agents perform – the x-axis denotes the target. 
To see the effort required (e.g. in time) for moving from position 4 to position 5 you 
should read the time measurement at position 5. 
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  Figure 17: Number of steps travelled by the agents to reach target n from n-1 

 
As we described in pathfinding using our LQA implementation above, the behaviour 
in terms of number of steps required to reach the target for the LQA agent is very poor 
for compared to the A*-based agent. In general the LQA agent moves an order of 
magnitude more times than the A* agent, except when going from target 0 to 1, and 
from 5 to 6. These two paths are primarily convex whereas the other paths are 
primarily concave – the path from 2 two 3 is, as we showed above, extremely hard to 
deduce for the LQA agent – requiring almost two orders of magnitude more steps than 
A*. 
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  Figure 18: Number of nodes examined when travelling from position n-1 to position n. 

 
It is no surprise that the A* algorithm visits many nodes, but we need to justify why 
the numbers are as large as they are. The map has 10’000 tiles, and even though the A* 
algorithm keeps track of its open and closed lists; it still needs to access the other tiles 
several times during its execution. 
The nodes visited for the LQA agent represents the tiles that the anticipator is 
considering – this is not, by itself, necessarily bad or prohibitive since it represents the 
accumulated number of nodes visited while moving according to the reactive set of 
rules (all these nodes are not in the memory at the same time). Our implementation, 
however, forced us to remember the tiles that had been walked upon in order to 
prevent loops. Thus, the memory requirement of our LQA agent is directly 
proportional to the number of steps taken – the previous diagram indicates that, at least 
for our set of rules, this can be a prohibitive amount of memory. 
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  Figure 19: Time to reach position n from position n-1 
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In our experiments4, the time to evaluate one step is the same as the time to actually go 
one step. Thus, for both agents the time to reach the target is proportional to the 
number of steps taken and the number of nodes visited. The measurements presented 
can be used to determine how long it will take to perform the searches with different 
costs for examining and performing steps. This final measurement, the time to reach 
the target, is presented to clarify our findings. Furthermore, we believe that the time to 
reach the target is the most important attribute of an agent acting in the real-time 
domain. 
On the fairly complex map described here, the overall performance of LQA is poor 
compared to A*. It could be that the set of rules used by LQA is inefficient, but we 
were unable to find other rules (as described above) in the time allocated to the 
experiment. The LQA agent is, however, capable of finding the target in all cases 
examined. The LQA agent has great difficulty in “backing up” from undesired 
locations in the map – it can easily (and faster than A*) go from position 0 to 1, but 
requires unnecessarily long time to go from position 2 to 3. 
It is important to note that these measurements are completely a result of solving the 
pathfinding problem with these specific reactive rules and state evaluation, a form of 
problem solving that does not seem to be appropriate for pathfinding, since this in 
most cases is a problem heavily dependent on searching. However, rules and state 
evaluation is the form of problem solving that the LQA architecture suggests, but these 
measurements should not be seen as an evaluation of the architecture itself but rather 
emphasize the importance that the rules play in the behaviour of the agent. 

 

5.1.4 Lessons learned 
The experiments we made showed some positive results in five of the 

environmental situations (when going to target positions 1, 2, 5, 6, 12 where there are 
no or only small convex obstacles) the reactive part of our LQA pathfinding agent 
performed really well - it could find its way to the target without much execution 
compared to traditional search methods. In the other cases the time to reach the target 
is generally unacceptably high. 

 From our studies (in the form of experiments), discussions and reasoning we have 
concluded that pathfinding in most applications should be performed using search 
techniques (such as the A* algorithm). However, there are a few situations when these 
search techniques will be unpractical due to execution time and memory requirements. 
One such situation might be performing pathfinding in a real time strategy game with 
thousands of computer controlled moving objects. One might think that LQA would be 
a good candidate for such a case; however, the anticipatory part of the architecture 
prevents it from being so. The anticipatory part always requires some memory (in our 
implementation this is relative to the length of the path taken); so using LQA for 
thousands of agent instances would scale the memory requirement just like it would 
for the search approaches – although not necessarily at the same rate. The only viable 
approach for these situations is using purely rule driven pathfinding, since these have 
constant memory requirements. 

                                                 
4 Extracts of these experiments are available in video format at: http://hus7.rsn.bth.se/~seger/magarb 
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5.1.4.1 Purely rule driven pathfinding 
Looking beyond the reactive rules that we used in our pathfinding agent, there are 

a few other approaches to solve pathfinding using logical rules. The two most common 
are: 

• Simple trace 
• Robust trace 
• Random bounce 

The trace part in the names indicates that the two techniques both use a tracing 
strategy to navigate around obstacles, they trace the boundaries of the object until they 
are moving in the right direction towards the goal again.  

Simple trace uses a simplistic strategy of tracing until it has a free slot in the 
direction towards the goal. Furthermore it never makes a 180 degrees turn (in order to 
avoid local loops). Simple trace has one draw back; it sometimes gets stuck in loops 
(on a large scale), much like our reactive rules did. 

 

1 

 
Figure 20: Robust trace in action 

 
 Robust trace is a little bit more advanced; if it encounters an obstacle, it computes 

a line segment joining the blocking position and the goal (the dotted line in figure 20). 
It then traces until that line is crossed and restarts the algorithm. Robust trace is always 
able to reach the target (although the path taken is often far from optimal), at the 
expense of the small memory required to remember the line segment. 

Random bounce is the simplest possible pathfinding technique. It works by 
randomly choosing a new direction whenever it bumps into an obstacle. Needless to 
say, its behaviour cannot be expressed in terms of space or time complexity. 

When we did our experiment, we kept the rules as close to Davidsson’s as 
possible. It may be a viable option to use simple trace for the reactive part of an LQA 
agent, and use the anticipator to detect loops and change behaviour (trace direction), 
but it will not change the results of our findings – such an agent will still suffer from 
the same fundamental problems as ours did – the same amount of memory would be 
needed for the loop detection, and the set of rules for simple trace is a subset of the 
rules we (and Davidsson) decided upon. Thus, simple trace with an anticipatory layer 
cannot perform better than our implementation with regard to these issues. 

If memory limits is an issue, the best alternative to tree searches and anticipatory 
searches is robust trace (since it does not need an anticipatory layer in order to function 
correctly). 
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5.1.5 Conclusion 
The effectiveness of the set of rules used by the reactor is vital for the success of a 

LQA agent performing pathfinding. One of the greatest challenges when constructing 
a LQA agent is how to avoid an undesired state when the anticipator has detected it. 
First the anticipator must know what to do to avoid a specific undesired state, secondly 
the anticipator must realise when it must do so in order to successfully hinder the state 
from occurring again.  

From our experience we do not recommend LQA for pathfinding, at least not in 
cases where an A* or robust trace implementation is applicable, except for 
environments completely lacking concave obstacles. However, in such environments a 
far simpler solution would be sufficient – such as random bounce or simple trace. A* 
and other search algorithms require complete world knowledge in order to find a path 
to the target. On the other hand, a LQA agent might do well in a situation where the 
knowledge of the environment is incomplete, as would the two trace algorithms, but 
this requires further studies. 
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5.2 Robocup 
5.2.1 Introduction 

Robocup (www.robocup.org) is a popular experimental environment for AI studies 
and research in the academic community. The high level aim of Robocup is that in 
fifty years, robot soccer players will beat their human opponents. There are three main 
categories within the Robocup soccer championship: 

• Simulation league 
• Small size robot league 
• Middle size robot league 
• Four-legged robot league 
• Humanoid league 

The simulation league is a pure software environment, while the other leagues are 
played with real mechanical robots. The environment in which the soccer 
championships are played, aims to mimic the conditions of the real world as much as 
possible. This involves sensory input of visual and auditory data, which is of low 
quality and is also distorted. Uncertainty of the outcomes of performed actions, e.g. 
kicking the ball may result in a different trajectory than intended, is a common 
characteristic in all the types of Robocup leagues. These difficult conditions make the 
environments both frustrating and interesting for AI research. 

5.2.2 Soccer simulator 
The simulator used for the simulator league competition is simply called 

Soccersim. Soccersim is a standalone server that maintains all objects in the simulated 
world (i.e. other agents) and communicates changes of this world to the relevant 
parties. Communication with Soccersim is performed via TCP/UDP packets, which 
results in quick communication at the cost of potential packet loss. Furthermore, 
Soccersim intentionally distorts the data in the packets.  

Soccersim uses a time slicing technique to manage the state of the game – every 
100ms the objects in the world are updated according to speed, direction, momentum, 
and wind.  

The server sends visual, auditory, and other sensory input to the agents. Using this 
information, it is up to the agents to build its world model and calculate the outcome of 
its actions. The agent’s speed and direction is sent from the server, but no information 
about player or ball positions is revealed. The only positional information that is 
known to the agent is relative direction to other objects and absolute coordinates of 
field flags (see Figure 21). Using this information the agents can usually construct a 
world model in which they can pinpoint positions of self, ball and other players. 
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    Figure 21: The soccerfield and flags in Robocup Soccersim 
 
 
 
 

5.2.3 Reactive agents 
One of the most common approaches for implementing Robocup soccer agents is 

using a reactive agent architecture. Since planning is extremely difficult in a world 
with much uncertainty and poor quality of data, the reactive approach has often proved 
to be the way to go. It is quite simple to construct some basic rules that will make the 
agents play soccer like a 5-year-old kid, e.g. the following set of rules: 

1. If you have the ball, kick it towards the opponent’s goal 
2. If you see the ball, run to it 
3. If you don’t see the ball, look around for it 
These simple rules can be viewed as a simple agent to use as a starting point, from 

there on it’s all about improving, tweaking and experimenting (Jennings, et al. 1998). 
 

5.2.4 Robocup soccer strategies 
Since soccer is a highly complex problem with no established solution (like a 

search tree for tic -tac-toe), there is no single approach to follow. Instead the designers 
have to test and evaluate different strategies that might seem suitable from educated 
guesses. A common strategy in Robocup is to make use of zone play. Much like 
human players in ordinary soccer, each agent has an assigned zone that it should not 
wander too far away from (i.e. defender, forward, goalie, and so on). Not only is this a 
good solution for solving “clustering of agents” (a problem that is an effect of the 
simple kid-play rules mentioned above), it is also a good when adding behaviour that 
makes the agents pass the ball to each other. With the use of zone play, the agents can 
pass to teammates without seeing them. An agent simply passes to the teammate’s 
zone. 

It is common to associate the different zones with different built-in behaviour of 
the agents – e.g. defensive agents are pre-programmed to kick the ball away from the 
zone in a purely reactive manner. 
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Another example of Robocup tactics is “keep away”. In keep away play the 
primary goal (except for scoring) is not letting the opposing team get the ball. Some 
Robocup development teams have had success with this strategy. McAllester and 
Stone (2000) managed to hold the ball for an average of 25 seconds with an average 
distance of 24 meter from the opponent team’s end of the field. They did the 
experiment against the then last year’s champions CMUnited-99. The features of its 
predecessors are described in detail in (Stone et.al. 1998), and its successor in (Stone 
& McAllester, 2001). 

 

5.2.5 laFamilia 
Our approach was to construct a basic reactive layer for use in a multi layered 

architecture. We built the agent (called laFamilia 5) from the ground up, in C++, since 
we wanted to get an intimate understanding of the Soccersim platform. The other 
option we had was to use one or more of several utility functions and API’s available 
that handle basic communication and skills, this might have saved development time 
but we feel that the extra effort of developing these functions ourselves was time well 
spent given the knowledge we got. In retrospect, we have come to conclusions about 
the platform and its limitations that we otherwise might not have discovered. 

 

5.2.5.1 Feasibility, initial thoughts, assumptions  
We learned from the pathfinding experiment that if it were feasible to use a 

specific search algorithm to solve a problem it would perform better than LQA. We 
expected LQA to perform better in the real-time soccer environment since the possible 
future state explosion makes any search algorithm impractical. In this environment, it 
will not be the deliberate agents that are the worst competition, but the reactive agents. 
Our hypothesis was that it should be easy to enhance a reactive agent with an 
anticipatory layer, thus making it perform better. 

A practical, but important, lesson we learned from the pathfinding experiment is 
that the set of rules used by the reactive layer should be easy to modify since it 
requires quite a bit of intelligent guesses and tweaking of these rules for the agent to 
function. 

5.2.5.2 Reactive rules 
To make our agent implementation flexible, we decided to add rules dynamically. 

We put rule lines in a text file  (see listing 3), which we parsed. The certain rule -line 
corresponds to a rule function in a rule implementation file. These rule functions were 
mapped using function pointers. This approach made it easy to add, remove and 
rearrange rules when testing and evaluating our implementation. 

Each rule consists of a set of conditions followed by one action. Given the state the 
agent is in, the action for which all conditions are true will be performed. This is a 
completely deterministic rule system, which is parsed from the top to bottom. The first 
rule that evaluates to true is triggered, if no rule is applicable, the default rule at the 
end of the file is triggered. 

 
(see ball) (have ball) (near goal) (clear shot at goal): kick towards goal 
(see ball) (have ball) (teammate closer): pass to teammate 
(see ball) (have ball): dribble 
(see ball) : run to ball 
(default) : turn left 

Listing 3. The text file format for specifying rules and behaviour. 
 

                                                 
5 The source code is available electronically at: http://hus7.rsn.bth.se/~seger/magarb 
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The first rules we implemented were of the simplest possible kind: run towards the 
ball, and kick ball towards goal. These rules gives the agent the previously mentioned 
“5-year old” behaviour. When adding more behaviour to our agent, we had to make a 
constant trade-off in where to specify the behaviour, on one hand, we wanted to be 
able to specify fairly complex behaviour, and on the other hand we wanted to expose 
the basic functionality so that the rules text-file would be easy to use and modify. This 
works well as long as the person changing the rules is aware of the underlying effects 
(e.g. run to ball runs at different speed depending on the distance to the ball – and can 
even incorporate basic zone-play, and pass to team mate always passes up the field). 

For the purpose of our study, we wanted the reactive layer to contain simple and 
general rules. This is so that the reactive layer should be functional and not strategic in 
its nature. The actions should be functional primitives that are used and combined by a 
higher level in order to achieve higher strategic goals. 

5.2.5.3 World interaction 
Firstly, when one wants to make an agent interact with the soccer simulation, one 

has to resolve some timing issues. The server accepts commands from the clients at 
certain intervals, which differ slightly depending on the command. Most of these 
timing intervals, however, are around 100ms. It is important to get the timing right, 
because if it is not, the commands that lie outside of the timing interval will be 
discarded (instead of delayed) and the performance of the agent is heavily deteriorated.  

 
Timeslots 100 ms 100 ms 100 ms 100 ms 100 ms 100 ms 100 ms

Command interval 100 ms 99 ms 101 ms 120 ms 120 ms          120 ms  
 Figure 22: Time slots in the client-server protocol 

 
Figure 22 illustrates this. The arrows indicate the flow of commands from an agent 

to the simulator. The time goes from left to right. The third command arrives at the 
server only 99 ms after the second and is thus silently discarded by the server. Since 
the agent has no way of knowing that this happened (but gets informed of it by way of 
sensory inputs up to 150 ms later) in time to resend the command a stall occurs. An 
agent needs to send e.g. run commands every timeslot in order to run, and if the 
command interval is not synchronised with the server a jerky, or stalling, movement 
will occur – often leading to lost opportunities for the agent. If, on the other hand, the 
command interval is greater than 100 ms, the agent will not be able to keep the pace 
with other agents that have correct synchronisation. 

 
The agent receives visual information every 150ms, including everything the agent 

can see inside its view cone. Each visible object is reported as such: 
• Name and type of object, {ball, other player, flag}. 
• Direction relative to the agent’s body. 
• Distance from the agent. 

It is possible to design an agent to act in this world without knowledge of its 
position on the field, with a limited set of rules (such as the “5 year old” behaviour) 
but for more advanced behaviours the absolute position on the field, for all objects, is 
needed. We used a weighed average of the positions deduced from the visible flags to 
estimate the absolute position of our agent which gives an estimate that is within 1 
meter of the actual position (due to the noise in the sensory input). While other, more 
refined techniques for determining the agents position exists (Iocchi & Nardi, 1999), 
we found our method to work adequately. 

Every 100ms, the agent receives sensory data about itself, including its current 
speed and actual direction relative to the body. 
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The agent is never informed as to what its actual body direction is so a 
combination of dead reckoning and knowledge of the server’s physical model is 
necessary to deduce the angle of the body, in absolute coordinate space. It is very 
important that the agent thinks it is facing the same direction it actually is facing since 
all directions in the agent-server protocol are relative to the agents body direction. We 
found that by using dead reckoning based on our last known position and the reported 
speed of the agent we could estimate our position to within 0.5 meters. 

In most cases (configurable on the server) it is not possible to distinguish which 
player the agent sees, i.e. the shirt numbers of the other agents is unknown, but the 
team they belong to is known. In effect, if the agent sees a teammate at absolute 
position (10,10) 60 seconds into the game, and again at 70 seconds into the game, it is 
unknown whether or not this is the same teammate. In theory it would be possible for 
all teammates to report their absolute position through the simulated “speech” 
functionality, but due to the high level of noise and short range it is an inappropriate 
form of communication. Thus, each agent is aware of its own position and the ball (if 
seen) but all information regarding the positions of the other players on the field is 
highly inaccurate (as shown in figures 23, 24, 25 below). In these figures, the bright 
circles (with numbers attached to them) are players that belong to the anticipatory 
agents team, i.e. the agents that we are evaluating. The dark circles (also with 
numbers) are the players in the opposing team. The big black arrow that points from a 
bright player indicates which player’s view we are currently looking at, and the 
direction that player is looking in. The black circles indicates which other players on 
the field that player currently sees and therefore has any knowledge about. 

 

 
Figure 23: Light grey player number 1 can see dark grey number 3 and 
light grey number 3, but not the ball (the black dot in the lower right 
corner). 

 
 

 
Figure 24: Light grey number 1 sees 3 players, none of which are where he 
thinks 
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   Figure 25: Light grey 1 sees dark grey 2&1, and light grey 2&3, plus a number of ghosts 

 
 

5.2.6 Experiment 
To evaluate our LQA Robocup soccer agent, we decided to perform the 

experiment6 by playing it against a publicly available Robocup soccer agent called 
Biter. Buhler and Vidal (Buhler and Vidal, 2001) give a detailed description of the 
inner workings of Biter as well as an overview (Buhler and Vidal, 2002). We also 
played our purely reactive agent (the LQA agent without the anticipatory part) against 
Biter, so that we could evaluate the impact of anticipation. Listing 4 shows the set of 
rules we used for the LQA soccer agent. 

 
(see ball) (have ball) (near goal) (clear shot at goal): kick towards goal 
(see ball) (have ball) (teammate closer): pass to teammate 
(see ball) (have ball): dribble 
(see ball) : run to ball 
 (default) : turn left 

 Listing 4. The set of rules used for the reactive part of LQA in the experiment. 
 

The evaluators for the rules are described in table 2 and the effectors where 
implemented as described in table 3. 

 
Evaluator Implementation 
(see ball) Evaluates to true if the server reports that the ball is visible for 

the player. 
(have ball) Evaluates to true if the ball is within one meter of the player. It is 

within this distance that the player can kick the ball. 
(near goal) Evaluates to true if the player is within 20 meters of the goal. 
(clear shot at goal) Evaluates to true if there is a clear line-of-sight between the 

player and the goal. 
(teammate closer) Evaluates to true if there is a teammate closer to the opponents 

goal than the current agent. 
(default) Always evaluates to true 
Table 2: Description of the evaluators used in the Robocup experiment 

                                                 
6 An extract of a match is available in video format at: http://hus7.rsn.bth.se/~seger/magarb 
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Effector Implementation 
Kick towards goal Kick the ball with full power towards the center of the goal. 
Pass to teammate Kick the ball towards the teammate that was previously 

evaluated as being closer to the opponent goal. 
Dribble Kick the ball with little power (forward). The purpose of this is 

that the player will “pass to himself”, and the ball will be harder 
to intercept for the opponent team. 

Run to ball The player will run, with full power, straight for the ball. 
Turn left The player rotates a few degrees to the left. This is usually done 

in order to collect new sensory inputs. 
Table 3: Implementation of the effectors in the Robocup experiment 

 
Each team consisted of eight players. This amount was the maximum number of 

players we could run on our hardware. We did not use goalkeepers in any of the teams. 
Each game was played for the duration of 5 minutes. We used three different 
computers: one for the Robocup soccersim server and one computer for each team. 
The two computers that hosted the teams had similar computational power and 
memory capacities. Each match was repeated ten times. The results from the 
experiments are presented in table 4. 

 
Teams: LQA vs. Biter Reactive vs. Biter
Match 1 2 - 1 3 - 3
Match 2 2 - 1 0 - 2
Match 3 1 - 2 3 - 4
Match 4 1 - 2 0 - 3
Match 5 2 - 0 2 - 1
Match 6 2 - 0 3 - 2
Match 7 1 - 3 2 - 3
Match 8 1 - 3 2 - 5
Match 9 1 - 1 0 - 2
Match 10 2 - 2 2 - 1
Total 15 - 15 17 - 26  

Table 4: The results from the LQA vs. Biter experiment 
 
 
We were unfortunately unable to play our team against itself because of 

difficulties in the navigation system; this is a similar problem that the team AT-
Humboldt (Burkhard, Hannebaur and Wendler, 1998) experienced. These difficulties 
are an implementation detail concerning approximation of positional information. If 
the team start on the right half of the field, they loose their orientation very quickly. 
Therefore, in the experiments, our team always played on the left half of the field. We 
are unaware of any such limitation in the Biter team. 

We can draw no conclusions from the fact that the overall score between LQA and 
Biter is a tie. The results are interesting though; First, we can observe that the 
anticipatory layer on top of the reactive layer provides a better soccer team, and 
second, we can observe from the fact that Biter scored higher with the reactive 
opponent that the anticipatory layer correctly identifies the undesired states and is, to 
some extent, able to avoid them.  
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5.2.7 Applying LQA in the Robocup domain 

5.2.7.1 Introduction 
The aim of our experiments with Robocup soccer was to see how hybrid agents 

with linear anticipation as a high-level decision making method would do in this 
environment, an environment that we initially thought suitable for hybrid agent 
architectures. The environment has many of the characteristics that we were interested 
in, e.g. highly sensitive real time aspect, many existing agents to compare ours with as 
well as pure game objectives such as cooperation, competition and more.  

Soccer is a human activity and the cognitive process involves many things and 
operates on many different levels. Exactly how human cognitive processes work is 
something that lies beyond the scope of this thesis and also beyond our knowledge and 
competence. However, we do have a basic, layman’s understanding of it and that is 
something we use all the time when developing and evaluating agents and their 
decision making processes.  

One of the ideas behind LQA and hybrid agents is to mimic human behaviour in 
the way of combining low-level reactive responses to stimuli and high level planning. 
To exemplify this one might say that humans use low level reactive behaviour when 
they quickly draws away their hand from a hot plate whereas they use high level 
planning when they decide not to put their hand on it in the first place. The LQA 
decision-making method also includes anticipation. Anticipation is something humans 
use all the time and is also a central part of soccer. For anticipation to work, it needs 
some world knowledge and some general expectations of what will happen at a certain 
state in the world. As stated earlier we thought that this was an excellent platform to 
test hybrid agents with anticipation. There were, we thought, world knowledge to use 
and general expectations can be derived from general soccer objectives such as the 
opposing team will most certainly run towards the ball.  

The reactive part of the agent was, as previously explained, not too hard to 
construct. The anticipatory layer, however, presented us with some serious difficulties. 

5.2.7.2 Linear anticipation in Soccer simulator 
To implement linear anticipation according to the LQA model, we need three types 

of information to perform the anticipation on: 
• A world model. 
• Simulated new world states – each action that an agent performs has a 

unique effect on the world it inhabits. Anticipation according to the LQA 
model is done by simulating the actions of all the agents currently in the 
world and thereby deriving a simulated new world state. (In our case, this 
new state is new sensory information that is fed to the agent). It might not 
be necessary to include all agents currently in the world; it might be 
sufficient to only include agents in the immediate vicinity. In that case, 
when choosing which agents to include in the anticipation, the range of 
their possibility to affect the world should be taken into account. For 
instance, in soccer, only the agents in close approximation to the ball are 
able to affect the next world states. In other environments, however, 
agents that are far away in the distance might still be able to play an 
important part though they might be very far away. This selection is done 
somewhat “automatically” by the soccer server, since the agent only sees 
other players that are nearby and in front of it. 

• The set of rules for each agent currently in the world – in order for the 
anticipation to know which actions each agent will choose, it needs access 
to the set of rules for each agent currently in the world, otherwise it can 
not generate the simulated new world state. It is still possible, however, to 
approximate new world state, by using a behavioural model of how the 
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agents are expected to behave. The details of anticipation and 
approximating behaviour is discussed further in sections 5.2.7.4 
(Approximating the world model), 6 (Problem domains suitable for linear 
anticipation), and 7 (Problems with linear anticipation). 

In the Soccer simulator, we don’t have any of these three types of information 
available.  

Despite being aware of the difficulties of applying linear anticipation in the 
Robocup soccer environment, we decided to implement as much of the LQA method 
as possible. This attempt, however, ended in the realization that the LQA method is not 
very applicable in this particular environment, mainly because of the constraints it has. 
To conform to the LQA method, the anticipation should account for the movements 
and actions of the other agents in the world. This was unfortunately not possible in this 
case, since the knowledge of each agent is severely restricted. First, the agent is only 
aware of the other agents currently in its field of view, and secondly it is only aware of 
those agents’ absolute positions and nothing about their internal state (such as speed 
and direction, which are needed in order to correctly anticipate their future states and 
positions). The reactive step for all the other agents produces actions that are relative 
to their speed and direction, in compliance with the restrictions set forth by the 
Soccersim. Using only the agent’s limited world knowledge it cannot execute the 
reactive step in the other agents so, in effect, during the anticipation step of an agent, 
the behaviour of the other agents will be severely approximated according to a basic 
behaviour (such as opponents shoot towards the goal) and the set of undesired states is 
limited to “opponent team has ball”. 

Furthermore, in order to accurately model the future, a complete world model 
(objects, locations, physical properties, etc) is needed. The only way to have such a 
model for each agent is to incorporate the Soccersim into each agent. This is not 
possible due to architectural restrictions in the Soccersim, and instead we implemented 
a simple approximation of the Soccersim environment based on dead reckoning for 
positions and movement, and assumptions for behaviour. 

 

5.2.7.3 What is an undesired state, and how can it be prevented? 
When designing the LQA agent we must decide what states are undesired, and 

what to do if such a state is detected. Typical undesired states in soccer include when 
the opponent team gets control of the ball, the ball is near the own goal, and the 
opponent team scores a goal. Detecting these undesired states is easy, if the agent has 
sufficient world knowledge; however choosing an appropriate response to prevent 
these situations is not a trivial matter.  

 
(have ball) (near own goal): kick towards opponent goal 

  Listing 5: Example rule that can counter an undesired state 
 
Some rules (such as the rule in listing 5) can be constructed to counter some of the 

undesired states, but others must be prevented before they happen; like preventing the 
opponent team from getting control of the ball. Anticipation is needed in these 
circumstances. One approach to prevent the opponents from getting control of the ball 
is to change the direction of kicking the ball, at the last foreseeable time when the team 
is in control of the ball. This is analogous to dribbling past an opposing player by 
kicking the ball to the side just before the opposing player is about to confront the 
player that currently is in possession of the ball. 
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5.2.7.4 Approximating the world model 
As previously explained, the LQA architecture needs a world model including 

knowledge of the other agents currently in the world (i.e. their current state and their 
behavioural functions). 

Concerning the world model, we mainly need positional information. Since we 
lacked this in a direct way from the sensors (only relative updates with randomised 
errors are sent to the agents), we are left with the alternative to approximate positional 
information in the anticipation. This can be done using dead reckoning. Dead 
reckoning originated in sea fare before the times of radar and GPS. When the seamen 
needed to pin point their position without any reference points (due to lack of 
visibility) they used this technique to approximate their position. It is done by simply 
using heading and speed to calculate a new position. 

Since we also lacked the set of rules for each of the other agents, we had to 
anticipate behaviour as well as positional information. To do this we simply used 
assumptions of what the other agents were most likely to do. In soccer one can make 
the very fundamental assumption that the opposing players will run towards the ball, 
this seemed sufficient for our comparison. We let the anticipation run for 1 second, 
which actually is a pretty long time in this environment since each “tick” is 100ms, 
also baring in mind the uncertainty of the world knowledge. The agent currently in 
control of the ball performed the anticipation. If he detected that an opponent would be 
in close proximity (one meter) of the ball within the anticipated time, he would react to 
this by kicking the ball in a different angle.  

Our experiment showed some success, but unfortunately not in the way we most 
desired. What one wants most of all when one is implementing a soccer-playing agent 
is success in the game; this is often easier said than done, though. Our anticipation 
scheme worked fairly well in the sense that it anticipated approximated future states 
and could from that information detect an undesired state.  The undesired state we 
experimented with was opposing team gets control of the ball. This undesired state 
was detected correctly in the cases where a) the agent had correct locational 
information about the other players and b) when the other players’ behaviour followed 
the approximated behaviour. These two conditions were true in approximately 50% of 
the cases. However, changing the behaviour of the agent so that it turns a future 
undesired state into a future desired state is a significantly harder problem. This 
problem can be divided into two main sub problems: 

• When to change behaviour 
• What the new behaviour should be  

In a later section we will discuss these two important problems in a more general 
sense. Here we will talk about them from a soccer point of view. 

To successfully decide when to change behaviour one has to take a lot of 
information into account. For instance, the outcome of the action depends on the 
movements of the other agents. Imagine the following example. The agent (illustrated 
as a light grey circle in the figures) is currently moving forward to the right side of the 
field (see figure 26). Our agent has detected a future undesired state where an 
opponent (the dark grey circle “a” in the figures) has collided with him and taken 
control of the ball, it is now up to our agent to decide when to take the evasive action. 
His evasive action is to dribble the ball to the side to manoeuvre around the opposing 
player. If he does so immediately (see figure 27) the outcome will be unfavourable 
since he will then run into another agent (the dark grey circle “b” in the figures), but if 
he waits and changes his behaviour at a later time (figure 28) the outcome will be 
favourable. 

Apart from deciding when to change the behaviour, it can also be beneficial to 
determine if the agent should change its strategy altogether, e.g. to leave the ball and 
run to the bottom right position, hoping that a team mate will pass the ball there. 
Determining such new behaviour is something that requires a huge amount of 
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evaluation of the current world state and the outcomes of every possible action – i.e. 
the linear anticipation needs to fall back onto classical tree search methods. This also 
applies to the problem of determining when to change the current behaviour. 

In the Soccersim environment, it is infeasible to perform full state evaluation since 
the agent has so limited knowledge of the state of the world at any given point in time. 
Furthermore, it has no way of knowing what the possible future states will be without 
having a full, and correct, model of the simulation. Based on these attributes of the 
Soccersim environment, we do not believe that anticipation is a viable option for 
developing such agents.  

 
 
 

 
a 

b 
 

Figure 26: Original planned route 
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Figure 27: Executing the evasive action immediately  
 
 
 
 
 

 

a 
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Figure 28: Waiting a bit, and then executing the evasive action 
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5.2.8 Lessons learned 
From having high hopes and good theoretical ideas, we came to realise how much 

our ability was restricted within the limitations of the target environment. The idea of 
adding anticipation, as a means to detect and solve undesired situations is good in 
theory, but can be very difficult to implement in practice depending on the available 
information. Our experience from these experiments has taught us that the anticipatory 
layer must have a complete, or at least near complete, world knowledge to be able to 
function correctly. We were, however, able to implement an approximate anticipation 
functionality and detect undesired states, but then we ran into another difficult 
problem: what to do about them and when to do so. To determining when to apply a 
change of behaviour is a decision that requires much information and many evaluation 
functions, this was something we lacked. The necessary amount of information was 
unavailable from the server and we were unable to implement the many evaluation 
functions due to the low quality and unavailability of the information. We were also 
unable to implement functionality for determining what to change the behaviour to due 
to the same limitations. 

We could unfortunately not come to any reliable conclusions about anticipation 
using this particular simulation environment. But the experiment was not all for 
nothing; it helped us identify the important problems and issues that come into play 
with anticipation. These problems and issues will be the focus of the remainder of this 
thesis.  

 
 



  41 

6 PROBLEM DOMAINS SUITABLE FOR LINEAR 
ANTICIPATION 
In this chapter different domains will be describe. As we have learned from the 

experiments, different domains come with different conditions which affect the 
efficiency and suitability of using LQA in these domains. 

6.1 Introduction 
During our evaluation of LQA it became evident that it is not always clear and 

certain what it is, exactly, one is evaluating. Our goal was to evaluate LQA in real-
time domains using experimentation to reach conclusions. In most cases, however, 
what we really were evaluating turned out to be the effectiveness of the set of rules and 
not the effectiveness of LQA as architecture. This was also the conclusion of Maja J. 
Mataric  in her experiments (Mataric, 1997) with robotic navigation using behaviour-
based control. She concludes: “The design of behaviours, the basic unit of behaviour-
based controllers, determines the effectiveness of the control system, and is the main 
challenge of the approach, much like abstraction and representation are among the 
grand challenges of AI”. The conclusion we have reached is that it is not relevant, and 
perhaps not possible, to evaluate the effectiveness of an architecture or “structure” for 
problem solving. What one should do is instead to classify different domains and 
different problems according to their characteristics to determine how suitable they are 
for LQA. This is what we will try to do in this section. 

The single most important characteristic for a problem domain is predictability. If 
future world states are completely predictable, the addition of linear anticipation to a 
reactive rule based agent can increase the performance considerably (Davidsson, 
1996). What makes a problem domain predictable then? In our experiments we had a 
static world (football field and path-finding map) in which moving and dynamic 
entities (agents) interact. To make such a world completely predictable we have to 
know location data for all static objects and we have to know the behaviour of all 
dynamic entities. The behaviour of the dynamic entities must be known so that the 
anticipation part of the agent can run simulated future world states. So naturally, in 
order for the simulation to yield correct results, the behaviour of the agents in the 
simulation should be the same as the behaviour of the real agents. In most problem 
domains, however, the behaviour of dynamic entities is seldom known. Therefore the 
anticipation must be modified to yield approximated predictions, which will vary in 
accuracy depending on how predic table the world is. So consequently, if the problem 
domain is completely predictable, the anticipation’s predictions will be completely 
accurate, and if the problem domain is unpredictable, the anticipation’s predictions 
will be inaccurate and untrustworthy. 

6.2 Classifying the domains 
We will now try to classify domains according to characteristics that play an 

important role for anticipation. We have identified the following generalisations of 
problem domain types: 

• Static world and completely known behaviour of agents 
• Static world and unknown behaviour of agents 
• Dynamic world and completely known behaviour of agents 
• Dynamic world and unknown behaviour of agents 

These four domain types are taken to their extremes, i.e. completely known or 
completely unknown behaviour and completely static or completely dynamic 
world model. This is seldom the case in reality. It is generally the case that most of 
the world model remains static (floors, walls, ceilings, etc) while some parts of the 
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environment are dynamic (elevators, etc). We have chosen to use these extremes to 
better illustrate the differences between them.  
Static world and completely known behaviour of agents – in this domain type, no 

objects change their location during the runtime of the program and the behaviour of 
the agents in the world are completely known.  

An example of this kind of domain is the classic Pac-man game (figure 29). The 
static world is the map. And the behaviour of the agents (the monsters that chase the 
Pac-man guy) is completely known (they always move towards Pac-man unless there 
are walls in the way). It should be noted that not even this simple game completely 
fulfils the characteristics of the domain type since there are dynamic objects in the 
form of coins and “freeze-pills” that make the monsters freeze for a limited time 
period, but apart from this exception this is a very good example of this type of 
problem domain. 

Anticipation in this type of domain is fairly simple to implement and it will yield 
completely accurate predictions. The only negative aspect of this domain type is that it 
is not very common due to its simplistic nature. 

 
 

 
   Figure 29: The classic Pac-man game 

 
 
Static world and unknown behaviour of agents – in this domain type, the world is 

still static, however, the behaviour of the other agents is unknown or only partially 
known. If the behaviours are completely unknown, than the anticipation has to work 
with expected behaviour. Expected behaviour is behaviour that is generally known to 
occur. For example, in the soccer environment, the agents will generally runs towards 
the ball and they will generally try to advance to the opposing team’s side of the field. 
If the behaviours are partially known, the anticipation has something to work with and 
can complement this with expected behaviour. In both cases, the behavioural model of 
the other agents can be updated and improved during the runtime of the program 
through observations, this, though, is not a trivial problem and we talk more about this 
problem in chapter 8, Reflections. An example of this type of domain is the Robocup 
soccer simulation, with which we conducted extensive experimentation. The soccer 
field is static while the agents dynamically move around the field. In this environment, 
we did not have complete information about the field (information we received via 
visual sensory input), but we did know that the objects we knew about did not move 
around, they were static. The only information we had about the other agents was 
locations, nothing about their behaviour was known. We had to use expected 
behaviour as the only knowledge for the anticipation, something that proved to be 
somewhat insufficient in this environment, and therefore the anticipation did not yield 
high levels of accuracy in its predictions. 
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Dynamic world and completely known behaviour of agents – in this type of 

domain, the behaviour of the agents are completely known and the agent’s future states 
can be fairly easily predicted by the anticipation. The important thing is to take the 
changes in the environment into account. What rules determine when and how the 
environment changes then? Changes in the environment may occur as a result of 
different kinds of events. For example, a door might have been opened by another 
agent, a box might be moved in front of a passage way by another agent, an earthquake 
might result in the complete collapse of a house, and so on and so forth. The events 
triggered by other agents can be predicted since their behaviour is completely known, 
events not trigger by other agents though can be a far greater challenge for the 
anticipation to predict. To be able to predict those events, the anticipation must have a 
fairly complex knowledge of the world. In fact, if the anticipation shall be able to 
make completely accurate predictions, it must have a copy of all the rules that guide 
the events in the world. However, in this problem domain, it can be acceptable to trade 
some accuracy of predictions for a much lower level of complexity in the anticipation 
part. 

Dynamic world and unknown behaviour of agents – in this type of domain, the 
world may change dynamically and the behaviour of the agents is unknown to the 
anticipator. This is the most difficult domain to perform anticipation in. To predict 
changes in the environment becomes even more difficult than in the last case. First we 
have the problem of predicting events that are triggered by forces and rules in the 
world, which is impossible without the whole knowledge of how the world works (as 
stated in the last paragraph) and secondly we have the problem of predicting events 
triggered by other agents, which naturally is difficult since their behaviour is unknown. 

 

6.3 Domains suitable for anticipation 
So which of these four general types of problem domains are suitable for 

anticipatory agents? The first one is certainly suitable for anticipation, since there are 
no (or very few) unknowns, and the anticipation part can simple iterate the future 
world states and make its predictions without any need for guesses and expectations. 
The second domain introduces the problem of building a behavioural model from 
observations as well as possibly using expected behaviour to approximate an otherwise 
unknown behaviour. If these problems can be solved, anticipation can be suitable in 
this domain type, but if they cannot be solved, the anticipation will not yield accurate 
results and should therefore not be used. The third domain seem rather well suited for 
anticipation if one can accept not being able to predict changes in the world triggered 
by rules or forces in the world, these changes might not occur very often and can 
therefore safely be ignored (in the anticipation, but should be updated in the world 
model when they have occurred). The fourth type of domain is the most difficult one 
to perform anticipation in and do not seem very suitable for anticipation unless the 
very difficult problems it comes with can be solved, that, however, is not likely to 
happen any time soon. Let us expla in why. The fourth type of problem domain is the 
one that most resembles the real world. In the real world, objects are not static, 
behaviour of other “agents” or human beings are unknown (or only partially known) 
and events can be triggered by an almost infinite number of things. These conclusions, 
however, is something that applies to most (if not all) problem solving methods, since 
the less you know about something, the harder it is to deduce the best possible action. 
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7 PROBLEMS WITH LINEAR ANTICIPATION  
In this chapter we will take a closer look on predictability, something that is highly 

important to anticipation. 
 
The quality, or accuracy – i.e. how much does the anticipated future differ from 

the real future - of anticipation is directly proportional to 
1. The predictability of the environment 
2. The number of future “steps” anticipated. 
Furthermore, the final quality of a series of consecutive anticipation steps can be 

expressed as qfinal=qstep
intervals. Thus, if we can anticipate with a quality of 95% for a 

step, and we anticipate 5 steps into the future, the anticipated future will be 77% 
accurate. If, on the other hand, we can anticipate with only 75% accuracy, we will end 
up with 23% accuracy after 5 steps. Although the exact formula may be different (if 
such a general formula exists) the proportions remains true regarding the cascading 
inaccuracy of anticipation. Generally, it is thus infeasible to use anticipation in worlds 
with low predictability, unless the specific domain justifies the effort in doing so (that 
is if even the slightest possibility of a certain future undesired state must be accounted 
for). In domains with low predictability and were failure is catastrophic (consider for 
example nuclear devices) the effort of anticipating can be justified if there is a 
(slightly) higher chance that a catastrophe will not occur. 

As described, anticipation is highly sensitive to the accuracy of the world model, 
and the simulations thereof. In the best case, the anticipator will have perfect world 
knowledge, but it may still perform poorly as we will describe below. 

 
In order to describe the other problems with anticipation we need to provide an 

example domain we can use for our discussion. The example involves a cat and a 
mouse in a room with obstacles. The cat is an agent that always tries to capture the 
mouse. It has two rules: 

1. If the location of the mouse is known, move to it (capture is implicit) 
2. Otherwise, look around until location of mouse is found 
The cat does not have any undesired states. 
 
The rules for the mouse are: 
1. If the location of a cheese is known, move to it (eating is implicit) 
2. Otherwise, look around until location of cheese is found 
The undesired state for the mouse is to get caught by the cat7 
 
At a given instant in this world the state-tree of the mouse is given in figure 30 

below.  
 time 

 
Figure 30: The state tree for a mouse. Stars 
represent the mouse obtaining cheese. 
Crossed out circles indicate that the mouse 
will get caught by the cat. 

 

                                                 
7 I.e. it will get caught if it ends up on the same location as the cat 
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The figure represent the possible future states, from the top state number 1 at time 
t=0 and three time units ahead. The state tree is binary since the mouse only has two 
actions it can perform8. The tree above could be seen as a model of the life of a mouse 
that, at any instant in time, has two choices: hunt for cheese, or flee from the cat. The 
tree is organised such that the rightmost child of every node represents what will 
happen if the mouse hunts for cheese, and the leftmost child represents fleeing (or 
hiding) from the cat. Desired states for the mouse include obtaining cheese (these 
states are marked  ). The undesired states include getting caught by the cat (these 
states are marked  ). In the tree above, the thick solid line represents one of the three 
optimal sets of actions the mouse can perform (first hunt, then hide, then hide again) 
while the thick dotted line represents the actions the specific set of rules would have 
the mouse perform given the sensory inputs (hunt, hunt, hunt). This scenario presents 
us with a fundamental challenge for the anticipator when it has detected an undesired 
state: What to do, and when to do it. 

The problems relating to the question of “What to do” regards the difficulty in 
creating a set of rules that can correctly describe and account for all possible events 
within the world model (it is quite ok if the rules do not account for extra-
environmental events – which would be the equivalent of an earthquake or a meteor 
strike). If the rules simplify the environment, then an error is introduced into the 
anticipation process (as described in the beginning of this section). Furthermore, the 
rules must account for the complete environment (not just a subset of the environment) 
since some actions may be overlooked (and again introduce an error in the anticipation 
process). The amount of world knowledge not only govern the possible set of rules, 
but also what can be deduced from events in the world if the agent would have had 
learning capabilities.  

To further illustrate the difficulty of deducing what to do, we will now exemplify 
the need for sufficient world knowledge. Consider the cat and mouse example – the 
agent that controls the cat only knows that it should catch the mouse and is also 
expected to learn the behaviour of the mouse by observation. The cat must have 
knowledge of the obstacles of the world etc, but for the cat to be able to correctly 
anticipate the behaviour of the mouse it must know about cheese. If the cat doesn’t 
know about the cheese in the world it can never deduce why the mouse moves as it 
does. Thus, the world model must include every possibly relevant piece of 
information, and the agent’s set of rules must be able to use some or all of this 
information. 

When detecting an undesired state, the agent has to determine both how to prevent 
it from happening (which action to take) and when to perform this action. Consider the 
state tree for the mouse – if the mouse anticipates the undesired state of being caught 
by the cat, the correct action would be to hide. If the mouse would decide to start 
hiding directly it may perform sub-optimally9. If, on the other hand, it waits until the 
immediately preceding time step it may be too late. We also encountered this timing 
problem when developing the Robocup Soccer Agent, as described in chapter 5.2. We 
believe that, in order to determine when to take the best possible evasive action a full 
search of the tree must be undertaken. Simon (1958) is believed to be the first person 
that identified this problem. He used the term substantive rationality  to describe what 
decision to make, and procedural rationality  to describe how to perform it.  

 
 
 
 

                                                 
8 In none of our experiments were we able to reduce the possible set of actions to only two and at the 
same time maintain realistic behaviour. 
9 For example, when the undesired state is far into the future and opportunities for acquiring cheese 
are lost 
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We believe that in order to make the best possible action one must consider all 

future states, not just the ones that will lead to immediate reward, much like a chess 
player must consider how sacrificing his queen may yield an advantageous situation. 

When considering all possible future states at a specific point in time a graph, like 
figure 31, can be drawn. The graph represents the level of undesirability of different 
future states in an abstract domain. In the graph, a great number of states are 
represented along the x-axis, and the height of the graph at one state represents how 
undesirable that particular state is. Thus, the lower the graph is at a state, the more 
beneficial it is for the agent to reach that state. Since the agent must consider all 
possible future states in order to know what the outcome of every action is, a full 
evaluation (search) of the tree must be conducted. Otherwise it has a chance of striving 
for a local maximum desirability (points 1 and 3 in the graph) instead of the real global 
maximum desirability (point 2 in the graph). 
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Figure 31: Illustration of the levels of undesirability at a specific 
point in the future. The x-axis contains a great number of states.  

 
 
 
Jennings and Wooldridge (1998a) argue that no agent based solution can overcome 

this problem of reaching a local maximum due to lack of an overall system controller 
and global perspective (as opposed to an agent’s local state). This might be seen as 
something negative for collectives of simple agents, but their statement concerns 
finding optimal solutions in a specific search space. It should not be confused with 
behavioural concepts such as emergent properties (as discussed in section 3.4). 

1 

2 
3 
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8 REFLECTIONS 
During our studies we have tried to make a fair evaluation of the LQA architecture 

in the real-time domain. Unfortunately, in each experiment that we performed we 
encountered problems with the LQA approach that are not directly related to the LQA 
architecture as such, but in other areas of agent-research upon which LQA is founded. 
One cannot use LQA without an adequate set of rules for the reactive component, but 
there exist little or no hands-on guidance from the reactive agent research on how to 
create such rules. Thus, we can only provide a fair evaluation of LQA in a very limited 
context; i.e. how the anticipatory layer can improve an existing reactive agent. We 
cannot compare LQA to other agent approaches and conclude that LQA is worse, 
equal, or better, since our studies indicate that the real differences lie in the 
effectiveness of the reactor’s set of rules. This is why we do not want to draw too 
many conclusions from our Robocup experiment where the LQA agent played against 
the Biter agent. 

The Robocup experiment is much more important than just a Biter vs. LQA 
comparison in that it really stresses that one must have greater knowledge and control 
of the fundamental issues first. We now know that it is very important to have an 
effective set of change rules. We have also realised how important it is to decide when 
to trigger a change rule . LQA, in its current form, has no solution to this problem. 
LQA depends on a fairly accurate world model, which is not available in the Robocup 
environment. Our studies neither support nor contradict whether or not LQA can be 
used in the real-time domain. We believe that LQA could have fared a lot better in the 
Robocup environment if the world knowledge was without errors, but this is an 
important issue to examine in future studies. 

The potential benefit of using LQA for pathfinding is the low memory 
consumption, a trait that is common to all reactive driven problem-solving methods. In 
our attempt, we were not able to create a solid pathfinding agent without using 
memory for loop detection. It is quite possible that a set of reactive rules can be 
created that do not cause the agent to exhibit the behaviour we had to prevent with the 
loop detection, but we were unable to come up with another solution during the time 
allocated to the experiment. 

An issue that is essential when performing anticipation in a real-time environment 
where the behaviours and internal states of the other agents are unknown or only 
partially known is trying to improve the agent’s knowledge of the other agents, so 
anticipation can be more accurate. One method for doing this is trying to build 
behavioural models of these agents from observations. The only information an agent 
has of the world it inhabits comes from observations via its sensors, so if this 
information could be used somehow to improve the model of the observed agent’s 
behaviours, the anticipation would be able to yield more accurate predictions. This, 
however, is a far more complicated problem than for example constructing rules, 
because it concerns identifying patterns and relations in a context sensitive way. 

As described, we believe that the LQA method must be supplemented with more 
refined methods of defining reactive rules, change rules, and when to apply the change 
rules. While LQA is an impressive solution to minimize the search for future undesired 
states the question remains whether or not LQA will still be an attractive option when 
these issues have been addressed. For example, it seems that the only way to determine 
when to apply a change rule  is to perform a full search of the state-space. It is quite 
possible that the time doing this would be proportional to the time saved by linear 
anticipation, thus minimizing the benefits gained through the use of LQA. 

Having said that, we feel that the fundamental ideas behind LQA are very good 
and promising. We believe that for AI to evolve beyond searching and state machines, 
new approaches need to be explored. Trying to mimic intelligence in nature, which is 
one of the ideas behind hybrid agents, seems like the right way to go. However, we 
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would like to stress that it might not necessarily be a good idea to mimic intelligence 
in nature. It all comes down to choosing the right tools for the task at hand. Therefore 
it is important to have a wide knowledge of the field and knowing what different 
solutions are out there.  We believe that LQA should not be categorised as good or 
bad, it should be evaluated for its applicability in different domains, something we 
have tried to do in this work. 
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9 FUTURE WORK 
We have been unable to give a specific recommendation for or against LQA in the 

real-time domain due to the underlying obstacles we encountered. Many of the issues 
we encountered are research areas of their own and not unique to LQA. Most of the 
difficulties we ran into evolve around decision-making in dynamic worlds and doing 
so within the restraints of real time applications. Here is a list of the key issues that 
play an important part in LQA and would benefit from further research: 

• Anticipatory systems – identifying undesired states, deducing what to do 
about it and then making the best decision of when to do it. 

• World modelling – creating a relevant model and updating it in an ever- 
changing environment. 

• Building a behavioural model from observations – whenever an agent has 
an incomplete model of the entities in the world, the anticipation will 
suffer to different degrees. Dynamically improving this model will 
increase the performance of anticipation in such environments. This, 
however, is an example of an extremely difficult AI problem, which 
involves pattern recognition and detecting relations in a context sensitive 
way. 
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10 CONCLUSION 
We have come a long way since the beginning of this thesis. We began our studies 

of LQA by experimenting about how applicable it is in the path-finding domain as 
well as the Robocup soccer domain. We discovered that while it was possible and 
sometimes even feasible to apply LQA in these domains, there were some unresolved 
issues in the LQA method itself that needed more attention depending on the target 
domain. LQA, in its current form, is primarily suitable for static domains with 
complete world knowledge. 

The primary result of this thesis is not the outcome of the experiments, but rather 
the insights we have gained, and shared, by conducting them. We have identified 
several key areas where further research is needed, especially regarding the 
anticipation itself, but also in other areas (such as world modelling), which are of great 
importance to the accuracy of the anticipation. We have tried to identify and categorize 
the suitability of different domains for LQA. It is recommended to first check this list 
before deciding on applying LQA within a specific domain. 
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