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Abstract
Context: By doing a depth-prepass in a tiled forward renderer, pixels
can be prevented from being shaded more than once. More aggressive
culling of lights that might contribute to tiles can also be performed.
In order to produce artifact-free rendering, only meshes containing
fully opaque polygons can be included in the depth-prepass. This limits the benefit of the depth-prepass for scenes containing large, mostly
opaque, meshes that has some portions of transparency in them.
Objectives: The objective of this thesis was to classify the polygons
of a mesh as either opaque or transparent using the GPU. Then to
separate the polygons into two different vertex buffers depending on
the classification. This allows all opaque polygons in a scene to be
used in the depth-prepass, potentially increasing render performance.
Methods: An implementation was performed using OpenCL, which
was then used to measure the time it took to separate the polygons
in meshes of different complexity. The polygon separation times were
then compared to the time it took to load the meshes into the game.
What effect the polygon separation had on rendering times was also
investigated.
Results: The results showed that polygon separation times were
highly dependent on the number of polygons and the texture resolution. It took roughly 350ms to separate a mesh with 100k polygons
and a 2048x2048 texture, while the same mesh with a 1024x1024 texture took a quarter of the time. In the test scene used the rendering
times differed only slightly.
Conclusions: If the polygon separation should be performed when
loading the mesh or when exporting it depends on the game. For
games with a lower geometrical and textural detail level it may be
feasible to separate the polygons each time the mesh is loaded, but
for most game it would be recommended to perform it once when
exporting the mesh.
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Chapter 1

Introduction

1.1

Background

In a tiled forward renderer the framebuffer is divided into a screen space grid
of tiles. For each tile in the grid a list of lights that will potentially affect the
geometry in that tile is generated each frame. Then when the shading is performed
only the lights associated with the tile that the pixel belongs to are taken in
consideration. This is in contrast to a standard forward renderer, where all lights
in the scene must be taken into account for every pixel during the shading process.
This allows a tiled forward renderer to perform better with a larger number of
lights compared to a standard forward renderer. It is common to start each frame
in a tiled forward renderer with a depth-prepass, a geometry pass for opaque
mesh polygons used to populate the depth-buffer. This populated depth-buffer
then allows for better use of the early depth-test in the subsequent shading pass,
preventing pixels from being shaded more than once. The information in the
populated depth-buffer can also be used for more aggressive culling of lights that
might contribute to tiles by providing a maximum depth value for each tile, and
therefore lights volumes further away than that value can be culled. [1, 2]
The problem lies with large, mostly opaque, meshes that has some portion
of transparency. Since it contains some transparency it can’t be included in
the depth-prepass or else it would result in incorrect rendering results for the
transparent parts. This causes the depth-buffer generated by the depth-prepass
to lack information which results in pixels being shaded more than once and light
sources not contributing to a tile potentially being unnecessarily evaluated.

1.2

Objectives

This thesis solved this problem by splitting meshes into two separate vertex
buffers, one for opaque polygons and one for polygons with transparent areas.
This was done by looking at each polygon’s uv coordinates and examining all
texels falling inside those coordinates to see if any of the texels had an alpha
value below a given threshold. The polygons which had at least one texel with
an alpha value below the threshold were classified as transparent and written to
1
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Figure 1.1: A visualization of the objective of this paper, to take a polygon mesh
and split it into two parts. Each part containing only opaque polygons or polygons
containing some transparency. The boxes beneath each mesh represents a vertex
buffer.
a separate vertex buffer than the polygons whose texels all had an alpha value
greater than or equal to the threshold.
By performing this separation of polygons, all opaque geometry can be included in the depth-prepass, potentially reducing rendering times by avoiding
unnecessary light and shading calculations.
Because most meshes used in games contains several thousand polygons each,
and there is no dependency between the polygons, they can all be processed in
parallel. This kind of work is ideal for execution on the Graphics Processing Unit
(GPU), which can dispatch several hundred small cores, allowing lots of polygons
to be processed simultaneously. Therefore the classification of the polygons was
performed on the GPU.

1.3

Research questions

How can individual polygons of a mesh be classified as opaque or transparent based on the their uv coordinates, texture data and texture
sampling mode using the GPU? This is the main research question this thesis provides an answer to.
Is the classification efficient enough to be performed when loading
the mesh into the game or is it better suited to do when exporting the
mesh? The efficiency here refers to the algorithm’s execution time, in particular
how it relates to the time it takes to load the mesh into the game. If the addition of

Chapter 1. Introduction

3

separating the polygons of a mesh when loading the mesh into the game increases
the loading time considerably, it might be better to separate the polygons as a
step in the mesh exportation process. Some guidelines for determining whether it
is feasible for a game to separate the polygons during load-time will be presented.
How will this method impact the rendering time versus using the unseparated vertex buffer containing both opaque and transparent polygons? What impact the polygon separation had on rendering times was measured
using GPU timer queries. The render result will often differ when rendering using the unseparated meshes versus using the separated ones. This is due to the
increased resolution of the depth buffer allowed by the separation of opaque and
transparent polygons. Therefore when comparing the rendering times, a scene
crafted to render identically between the unseparated and separated meshes was
used. This was to prevent comparisons of rendering times where the visual result
differed, which would make the data obtained less relevant.
How will the texture sampling mode affect the correctness of the
classification? The texture sampling mode refers to the the addressing mode
and interpolation scheme used.

1.4

Methodology

To provide an answer to how the polygon separation can be done an implementation was performed. The implementation included methods to measure the time
it took to separate the polygons of a mesh. Both the time spent on the GPU
performing the actual separation and the time it took until the mesh was usable
on the CPU side again were measured. A method to measure the rendering time
using GPU timer queries was also included.
An experiment was then conducted measuring the execution time of the implementation on meshes with a varying degree of geometrical and textural complexity
to answer the question if it is feasible to perform the work at system load-time
or if it’s better to perform when exporting the polygon meshes.
The experiment was also used to measure any difference in rendering times
between meshes with unseparated and separated polygons.

Chapter 2

GPGPU

2.1

Overview

CPUs typically only have a handful of large, powerful cores, making them excel at computations involving single or few parallel tasks. GPUs on the other
hand have hundreds, or even thousands, of smaller processor cores (illustrated in
Figure 2.1). This makes them ideal for running so called embarrassingly parallel algorithms, problem which can easily be separated into a number of parallel
tasks, with little or no dependency and communication between each task. GPUs
though have traditionally been limited by their fixed-function pipeline to only
be able to perform tasks involving graphics processing. Newer GPUs with support for programmable shaders are changing that, making more stages of GPU’s
pipeline programmable by the developer. The latest versions of Direct3D and
OpenGL further increases that flexibility by introducing the compute shader, a
programmable shader decoupled from the traditional graphics pipeline. With the
compute shader it is now easier than ever to perform non-graphics related tasks
on the GPU, so called general-purpose computing on GPUs (GPGPU).
Today GPUs, with the help of GPGPU, are increasingly being used to offload a
range of different general computation tasks from the CPU, ranging from things
like collision detection to cryptography and weather forecasts [4, 5, 6]. Using
GPGPU trying to achieve ray tracing in real time has also been an active area of
research in recent years [7, 8, 9]. This shows how versatile the GPU has become
with the introduction of GPGPU.

2.2

OpenCL

The Open Computing Language (OpenCL) is a framework for performing GPGPU.
OpenCL consists of the OpenCL programming language used for writing small
programs, called kernels, for running on GPUs. This programming language is
based on the C99 programming language, with additions such as vector types,
built-in image support, and address space qualifiers, to better fit the architecture
of a GPU. Then there is also the OpenCL API which is used for managing GPU
memory and scheduling kernels for execution on GPUs, among other things.
4
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Figure 2.1: An illustration of the count and size difference of cores between GPUs
and CPUs.[3]
OpenCL is one among several competing technologies for performing general
computations on the GPU. The OpenCL standard is open and royalty-free[10],
governed by the Khronos Group, a consortium consisting of every major GPU
manufacturer and many influential game developing companies [11, 12]. An open
and royalty-free standard allows any hardware vendor to implement OpenCL on
any platform. This is in contrast to the proprietary nature of it’s main competing
technology, Compute Unified Device Architecture (CUDA), developed by Nvidia.
Nvidia has limited CUDA to only being able to run on the company’s own GPUs,
locking you to a single GPU manufacturer [13]. Then there are also the newer
versions of Direct3D and OpenGL APIs with support for compute shaders. With
Direct3D being tied to the Microsoft Windows platform, it is, along with it’s
compute shaders, therefore unable to run on other platforms like Linux and OS X.
OpenGL shares OpenCL’s open nature, being an open and royalty-free standard
governed by the Khronos Group, allowing it to be run on any capable hardware
and platform.

2.2.1

Motivation for using OpenCL

The motivation for choosing OpenCL for the implementation boiled down to
driver maturity and hardware/platform support. With CUDA being limited to
Nvidia’s own hardware and Direct3D and it’s compute shaders tied to the Windows platform, and not wanting to limit the implementation to specific a hard-
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ware vendor or platform, the choice lied between OpenCL and OpenGL with it’s
compute shaders.
When this thesis was written, the latest version of OS X available was 10.9.4,
only supporting OpenGL 4.1. With compute shaders being introduced in version
4.3, OpenGL compute shaders were unavailable on OS X at the time. This fact
together with seemingly more reports on the internet of driver immaturity related
to OpenGL compute shaders compared to OpenCL led to the choice of doing the
implementation in OpenCL. More specifically OpenCL 1.1, because none of the
features introduced in any later version was needed for the implementation.

Chapter 3

Implementation

3.1

Overview

The implementation was written in the C99 programming language, a language
often chosen when writing performance oriented code. This choice minimized the
performance overhead of the language used, allowing for more precise measurements of the execution time of the algorithm itself.
OpenGL was chosen for rendering the scenes due to it being easy to use together with OpenCL, and they share their cross vendor and platform nature. The
version of OpenGL used was 3.3, due to this being the earliest version supporting
the GPU timer query functionality used for measuring the rendering times. The
OpenCL extension cl_khr_gl_sharing was used to allow sharing resources, in this
case buffers and textures, between OpenCL and OpenGL, without performing a
copy.
The problem was split at the polygon level, with each polygon looked at and
classified independently. The information needed to classify a polygon as transparent or opaque is it’s uv coordinates, the texture data and texture sampling
mode. Then all texels falling inside the triangle formed by the the polygon’s
uv coordinates can be sampled and their alpha values compared to the given
threshold. To classify the polygons a polygon rasterization algorithm was chosen.

3.2

Polygon Rasterization

The polygon rasterization algorithm described by Pineda[14] was used in the
implementation. Only the simplest variant where the whole polygon’s bounding
box is traversed was implemented. The pseudocode can be found in Algorithm 1.
edgeFunction is defined as edgeF unction(u, v, p) = (px −X)∆Y −(py −Y )∆X,
where (X, Y ) and (X + ∆X, Y + ∆Y ) are points on the line constructed from
u and v. If you insert a point into this function the sign of the result will tell
you where that point lies in relation to the line. If it is negative, it lies on the
"left" side of the line, if positive, it lies on the "right" side. If the result is
zero, it lies exactly on the line. A visualization of how the if-case on line 15 in
7
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Algorithm 1 Polygon classification using triangle rasterization
1: function is_polygon_transparent(vertices[3], texture, sampler)
2:
v0 ← vertices[0].uv
3:
v1 ← vertices[1].uv
4:
v2 ← vertices[2].uv
5:
bb.bottomLef t ← min(min(v0 , v1 ), v2 )
. Construct bounding box.
6:
bb.topRight ← max(max(v0 , v1 ), v2 )
7:
texelW idth ← 1.0 / getT extureW idth(texture)
8:
texelHeight ← 1.0 / getT extureHeight(texture)
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:

for y ← bb.bottomLef t.y to bb.topRight.y step texelHeight do
for x ← bb.bottomLef t.x to bb.topRight.x step texelW idth do
p ← (x, y)
edge1 ← edgeF unction(v0 , v1 , p)
edge2 ← edgeF unction(v1 , v2 , p)
edge3 ← edgeF unction(v2 , v0 , p)
if edge1 ≥ 0 and edge2 ≥ 0 and edge3 ≥ 0 then
. p is inside the triangle created by v0 , v1 and v2 .
alpha ← sampleT exture(texture, sampler, p).alpha
if alpha < threshold then
return true
. The polygon contains some transparency.
end if
end if
end for
end for
return false
. The polygon does not contain any transparency.
end function
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Figure 3.1: A triangle constructed from a polygon’s uv coordinates, overlaid on
a texture. The yellow rectangle is the bounding box of the triangle. If the edge
functions of the triangle’s three lines all return positive results, the point lies
inside the triangle. Otherwise, if any of them return a negative result, the point
lies outside the triangle.
Algorithm 1 determines if a texel lies inside the triangle can be seen in Figure 3.1.
Because polygon rasterization was used for choosing which coordinates the texture
was sampled at and the GPU’s sampler hardware was used, it should mean that
it is the same texels that would be sampled during the GPU’s rasterization pass
when rendering the mesh. This means that different sampling modes should not
affect the correctness of the classification as long as the texture sampling mode
used for rendering is the same one that was used for separating the mesh.

3.3

OpenCL kernel details

The OpenCL kernel was dispatched with a work size equal to the number of polygons, meaning each kernel invocation classified a single polygon and all polygons
were classified in parallel.
The kernel’s inputs consisted of the polygon mesh’s vertex buffer and it’s
texture and texture sampler. The kernel’s outputs consisted of two buffers, for
writing the transparent and opaque polygons to respectively, each with an associated counter variable keeping track of how many polygons had been written to
the buffers.
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When the kernel was run, it’s work id was used for indexing into the mesh’s
vertex buffer to retrieve the polygon’s uv coordinates. The uv coordinates, together with the texture and texture sampler, was then passed to a function which
classified the polygon as either transparent or opaque. This function was implemented using the polygon rasterization algorithm described in Algorithm 1.
After the polygon had been classified, it’s vertices were written to one of the
two output buffers, depending on the classification. For synchronization, the
output buffer’s associated counter variable was atomically incremented, and the
return value was used as an offset into the output buffer, preventing polygons
from overwriting each other’s vertices. The vertices were then written to the
proper output buffer starting at the returned offset.
The output buffers’ counters were also later read back to the CPU to let it
know the number of polygons which has been written to each of the buffers.

3.4

Limitations

The implementation was limited to a single texture per mesh. This is not an
inherit limitation of the algorithm, just a limitation of this particular implementation. The choice to not support multiple textures per mesh was done due to it
not being necessary for the test meshes used.

Chapter 4

Results

4.1

Test design

The polygon mesh used in the tests was the Stanford Dragon, with parts of
it’s body transparent (as seen in Figure 4.1). Three versions of this mesh was
used, each with a different polygon count. Two versions (25k and 100k triangles)
were chosen to represent the polygon count of meshes in games today. The third
version (400k triangles) was chosen to see how the implementation would scale for
future games. Furthermore, two different texture resolutions were used together
with the meshes, 1024x1024 and 2048x2048 pixels. Testing each mesh with two
different texture resolutions provides some insight of how the implementation
scales as the texel density increases. So each test was run six times, one time for
each combination of polygon count and texture resolution.
To measure the impact the polygon separation had on rendering times, a test
scene with one directional light and 72 instances of the test mesh (divided into six
rows with twelve instances each) was used. This test scene can be seen in Figure
4.2. The unseparated meshes were rendered in a back-to-front order to produce
artifact-free rendering of the transparent parts. For the separated meshes, the
opaque polygons were first rendered in a front-to-back order to make better use
of the early depth-test. The transparent polygons were then rendered in a backto-front order to not produce any artifacts in the rendering. Because of the way
the test scene was constructed, with little or no intersection between the meshes,
and the opaque polygons being renderer in a front-to-back order in the separated
case, doing a depth-prepass would provide no benefits. For the unseparated case it
would be useless since every mesh there contains transparency, making it a no-op.
Therefore a depth-prepass was not used in the tests when measuring the rendering
times, since it instead would likely increase the rendering times because of the
extra geometry pass needed. Since the test only contained one light affecting all
meshes, using a tiled forward renderer would not provide any performance gains.
Therefore only a standard forward renderer was used.
The meshes were stored on disk in the obj format and then loaded using an
obj parser written by the author of this thesis. The textures for the meshes were
stored in the png format and decoded using the stb_image library[15].
11
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Figure 4.1: The mesh used to test the implementation, Stanford Dragon with parts
of it’s body transparent. Seen here is the 400k polygon version.

Figure 4.2: The scene used for measuring the time it took to render the meshes.
The 400k polygon version was used for this picture.
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OS
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Description
Intel Core i5-4670 3.4GHz
16 GB
Nvidia GeForce GTX 780M with 4GB VRAM
256GB PCIe SSD
OS X "Mavericks" 10.9.4
Xcode 5.1.1

Table 4.1: Description of the system specifications used when performing the tests.
Polycount
25k
100k
400k
25k
100k
400k

Texture resolution
1024x1024
1024x1024
1024x1024
2048x2048
2048x2048
2048x2048

Total
97.10 ms
90.74 ms
156.20 ms
380.27 ms
349.96 ms
484.31 ms
(a)

Kernel
95.04 ms
87.74 ms
112.82 ms
378.04 ms
346.85 ms
440.65 ms
(b)

Throughput
0.263M
1.140M
3.545M
0.066M
0.288M
0.908M
(c)

Table 4.2: Polygon separation time for a single mesh (a), separation time spend
in the OpenCL kernel (b), and kernel throughput in polygons per second (c).
Polycount
25k
100k
400k
25k
100k
400k

Texture resolution
1024x1024
1024x1024
1024x1024
2048x2048
2048x2048
2048x2048

Loading time
46.33 ms
99.42 ms
323.58 ms
130.53 ms
184.27 ms
406.68 ms

Separation time
97.10 ms
90.74 ms
156.20 ms
380.27 ms
349.96 ms
484.31 ms

Increase
209.6%
91.27%
48.27%
291.3%
189.9%
119.1%

Table 4.3: Polygon separation’s effect on mesh loading performance. Loading
time includes the time needed to read and decode the mesh’s texture as well.
Polycount
25k
100k
400k
25k
100k
400k

Texture resolution
1024x1024
1024x1024
1024x1024
2048x2048
2048x2048
2048x2048

Unseparated
3.104 ms
12.122 ms
47.949 ms
3.117 ms
12.122 ms
47.949 ms

Separated
3.156 ms
12.189 ms
48.338 ms
3.160 ms
12.188 ms
48.338 ms

Table 4.4: Rendering times of the test scene with the polygons both separated
and unseparated.
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The execution times of the OpenCL kernel were obtained using the OpenCL
function clGetEventProfilingInfo together with the kernel’s dispatch event object.
The timer query API provided by OpenGL was used for measuring the time spent
on the GPU rendering the test scene. SDL2’s SDL_GetPerformanceCounter was
used for measuring the time elapsed on the CPU.
Each test was run 1000 times, then the measured times were sorted and the
top and bottom 10% were discarded to remove any pikes. The average of the
remaining values were used as the test execution time. The system specifications
used when running the tests are described in Table 4.1.

4.2

Analysis

In Table 4.2 it can be seen that it was actually faster to separate a mesh with
100k polygons than it was to separate a mesh with 25k polygons. The most likely
cause of this is that 25k polygons was not enough to fully utilize the GeForce
GTX 780M used in the tests, while 100k polygons was.
When the texture resolution changed from 1024x1024 to 2048x2048, increasing
the number of texels by 4x, it can be seen in Table 4.2 that the kernel throughput
dropped to approximately 1/4 the number of polygons per second, suggesting
that the kernel throughput was linearly dependent on the number of texels.
As seen in Table 4.3, even though an unoptimized obj loader was used, the
separation of transparent and opaque polygons increased the mesh loading times
considerably, in some cases by several hundred percent. If a binary format optimized for fast loading times had been used the loading time increase by the
polygon separation would have been even more substantial.
Table 4.4 shows that for the test scene used, it was slightly slower to render
when the polygons had been separated. A likely cause for this is that the number
of draw calls for the separated meshes were doubled for this particular scene, compared to the unseparated meshes. This was the case since every mesh rendered
contained some transparent polygons, and the opaque and transparent polygons
each used their own draw call. In most games the number of meshes containing
transparent polygons is often far fewer than those not containing any transparent
polygons at all. Therefore the test scene chosen was not really representative of
real games, and the number of draw calls would typically not increase as much
as seen in this test scene.
In order to answer the question of whether it is practical to perform the polygon
separation when loading the mesh into the game as opposed to doing it as a step
in the mesh exportation pipeline, a threshold value of how long game loading
times customers can tolerate would have to be defined.
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Hoxmeier and Dicesare[16] found: “This study showed that, for browser-based
applications, the highest level of satisfaction existed in the sub-3 second category.
However, satisfaction stayed high and fairly steady through the nine-second category, with a noticeable drop in the twelve-second category.”
“ ‘Would you use this application again?’ was an open-ended yes/no question. ...
the first four groups (0,3,6,9 second response time) all the answers to question
14 were “yes”. It is only in the last group (12- second response time) where five
subjects answered “no”.”
Nah[17] did an experiment where two groups were given a list of questions
and a webpage containing ten links, all of which required visiting for answering
the given questions. Seven of those links would load without any delay, while
the remaining three links would load indefinitely. One of the groups received
feedback in the browser while the pages were loading, while the other group did
not. The study found that for the third visited non-working link, the average
tolerable waiting time was 3 seconds for the group without feedback, while for
those who received feedback it was 7 seconds.
Therefore to not decrease customer satisfaction, game loading times should
be kept below the region of 7-9 seconds, provided that some kind of feedback is
presented to the user.
Note that the tests in Table 4.3 were performed on an expensive high-end
graphics card, and if run on lower-end graphics cards used by some consumers,
the polygon separation time would further be increased. Therefore, unless the
game currently has short loading times and a low polygon count and texture
resolution, the recommendation would be to do the polygon separation once as
part of the mesh exportation pipeline, instead of doing it each time the meshes
are loaded into the game.

Chapter 5

Conclusions and future work

5.1

Conclusions

The implementation done in this thesis showed that it is possible to classify
polygons as either opaque or transparent, and then separate them into different
vertex buffers using the GPU. The answer to the follow-up question whether the
separation of polygons is fast enough to be performed when loading the polygon
mesh into the game depends on the geometrical complexity and texel density of
the specific game.
For the modern games with an aim for photorealism, where the polygon count
of a single character can reach as high as 150k triangles[18], it would be recommended to do the separation as a part of the mesh exportation pipeline. This is
due to the loading times of the game possibly already being quite long as a result of the game’s highly detailed world. Separating the meshes’ polygons would
mean an increase in loading times by possibly hundreds of percent, potentially
putting the game’s loading times in excess of the threshold proposed in Section
4.2, risking a decrease of customer satisfaction. In contrast, for games with a low
polygon count and/or texel density it could be possible to perform the polygon
separation when loading the mesh into the game while still keeping the loading
times below the proposed threshold.
In the test scene used the polygon separation did not give an increased rendering performance. It was instead slightly slower, likely because of an increased
number of draw calls. The test scene used was a poor representation of real games
though, and with the use of a different scene one could probably expect to see at
least some improvement in rendering times.
It is therefore up to each individual developer to assess if their game has
enough meshes that are partially transparent to be able to gain any signification
rendering performance, and if they are willing to accept the increase in load times
or if they should separate the polygons when exporting the meshes.
As reasoned in Section 3.2 the texture sampling mode used should not affect the correctness of the classification as long as the texture sampling mode is
consistent between separation and rendering of the mesh.
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Future work

This thesis only performed the experiments on a single mesh with varying polygon counts and texture resolutions. Adapting the implementation to a real game
as future work would provide valuable real-world data. This data would be necessary for getting a more complete picture of exactly how long mesh separation
times one could expect and also how much of an rendering performance improvement it could provide. A natural extension of this work would be to also test it
on more hardware, including different GPU manufacturers, GPUs from different
price classes and even on GPUs integrated into the CPU.
One limitation of the solution proposed in this thesis is for meshes with either
a low polygon count or with polygons significantly varying in size. By splitting
the workload along the polygon boundary, the number of tasks being scheduled
is equal to the number of polygons. For meshes with a low polygon count this
may not be enough to fully utilize the GPU (as shown with the 25k polygon case
in Table 4.2). With meshes whose polygons significantly vary in size, the smaller
polygons may be classified a lot faster than the larger polygons, potentially leaving
parts of the GPU unused when the smaller polygons has been classified but the
larger polygons are still being processed. For future work the OpenCL kernel
could process one texel at a time, instead of a whole polygon. This would allow
scheduling a whole lot more threads to the GPU, minimizing the risk of starving
it, while also making the performance independent of the size ratio between the
different polygons.
In order to increase the performance of the polygon separation, more sophisticated polygon rasterization algorithms could be used. Currently only the
most basic traversing scheme described by Pineda[14] is used, where the polygon’s
whole bounding box is traversed row-by-row, checking if each texel falls inside the
polygon. By using a more clever traversing scheme which minimizes the number
of texels visited, or an algorithm better fitting the characteristics of a GPU, some
performance could probably be gained.
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Appendix A

Polygon separation kernel

1
2
3
4
5
6

#define
#define
#define
#define

VERTEX_SIZE
(3 + 2 + 3)
TEXCOORD_OFFSET
3
TEXCOORD_VECTOR_COMPONENTS s34
TRANSPERANCY_THRESHOLD
0.95f

bool is_polygon_transparent(float2 texcoords[3], read_only image2d_t
texture, sampler_t sampler, float2 texel_size);

7
8 // The kernel entry point.
9 kernel void polysep(global const float *input,
10
read_only image2d_t texture,
11
sampler_t sampler,
12
global float *output_opaque,
13
global unsigned int *output_opaque_count,
14
global float *output_transparent,
15
global unsigned int *output_transparent_count)
16 {
17
size_t vertex_offset = get_global_id(0) * 3;
18
int2 texture_size = get_image_dim(texture);
19
float2 texel_size = (float2)(1.0f, 1.0f) / convert_float2(
texture_size);
20
float2 texcoords[3];
21
22
// Use vector loads to read whole vertices at a time.
23 #if VERTEX_SIZE == 8
24
float8 vertex1 = vload8(vertex_offset + 0, input);
25
float8 vertex2 = vload8(vertex_offset + 1, input);
26
float8 vertex3 = vload8(vertex_offset + 2, input);
27
28
texcoords[0] = vertex1.TEXCOORD_VECTOR_COMPONENTS;
29
texcoords[1] = vertex2.TEXCOORD_VECTOR_COMPONENTS;
30
texcoords[2] = vertex3.TEXCOORD_VECTOR_COMPONENTS;
31 #else
32
#error Vertex sizes other than 8 is currently unimplemented.
33 #endif
34
35
// Flip y-coordinate.
36
texcoords[0].y = 1.0f - texcoords[0].y;
37
texcoords[1].y = 1.0f - texcoords[1].y;
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39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
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59
60
61
62
63
64
65
66
67
68
69
70
71
72
73
74
75
76
77
78
79
80
81
82
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texcoords[2].y = 1.0f - texcoords[2].y;
// Determine which of the vertex buffers to write to by
performing the classification.
global float *output_buffer;
unsigned int output_vertex_offset;
if (is_polygon_transparent(texcoords, texture, sampler,
texel_size)) {
output_buffer = output_transparent;
output_vertex_offset = atomic_inc(output_transparent_count)
* 3;
}
else {
output_buffer = output_opaque;
output_vertex_offset = atomic_inc(output_opaque_count) * 3;
}
// Use vector stores to write whole vertices at a time.
#if VERTEX_SIZE == 8
vstore8(vertex1, output_vertex_offset + 0, output_buffer);
vstore8(vertex2, output_vertex_offset + 1, output_buffer);
vstore8(vertex3, output_vertex_offset + 2, output_buffer);
#endif
}
bool is_polygon_transparent(float2 texcoords[3], read_only image2d_t
texture, sampler_t sampler, float2 texel_size)
{
// This triangle rasterization code is based on
// http://people.csail.mit.edu/ericchan/bib/pdf/p17-pineda.pdf
// Currently only the simplest bounding-box traversal is
implemented and a
// single texel is checked at a time.
float2 v0 = texcoords[0];
float2 v1 = texcoords[1];
float2 v2 = texcoords[2];
// Calculate the triangle’s bounding box.
float2 bottomLeft = min(min(v0, v1), v2);
float2 topRight = max(max(v0, v1), v2);
// Preparation for the triangle’s edge functions.
float dx01 = v1.x - v0.x;
float dx12 = v2.x - v1.x;
float dx20 = v0.x - v2.x;
float dy01 = v1.y - v0.y;
float dy12 = v2.y - v1.y;
float dy20 = v0.y - v2.y;
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84
85
86
87
88
89
90
91
92
93
94
95
96
97
98
99
100
101

float3 edge_rows;
edge_rows.x = (bottomLeft.x - v0.x) * dy01 - (bottomLeft.y - v0.
y) * dx01;
edge_rows.y = (bottomLeft.x - v1.x) * dy12 - (bottomLeft.y - v1.
y) * dx12;
edge_rows.z = (bottomLeft.x - v2.x) * dy20 - (bottomLeft.y - v2.
y) * dx20;
float3 stride_right = (float3)(dy01, dy12, dy20);
float3 stride_up = (float3)(dx01, dx12, dx20);
float3 edges;
float2 texel;
// Iterate each row starting from the bottom of the bounding box
for (texel.y = bottomLeft.y; texel.y <= topRight.y; texel.y +=
texel_size.y) {
edges = edge_rows;
// Iterate each texel in the row.
for (texel.x = bottomLeft.x; texel.x <= topRight.x; texel.x
+= texel_size.x) {
// Test if all of the edge functions has the same sign.
if ((edges.x >= 0.0f && edges.y >= 0.0f && edges.z >=
0.0f) || (edges.x <= 0.0f && edges.y <= 0.0f && edges
.z <= 0.0f)) {
float alpha = read_imagef(texture, sampler, texel).w
;

102
103

104
105
106
107
108
109
110
111
112
113
114
115
116
117
118
119
120
121
122 }
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if (alpha < TRANSPERANCY_THRESHOLD) {
// The polygon contains some transparency.
return true;
}
}
// Step right to the next texel.
edges += stride_right;
}
// Step up to the next row.
edge_rows -= stride_up;
}
// The polygon is fully opaque.
return false;

