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2.
Abstract

This is a report about machine learning in the field of computer science. The problem
handled is prediction of energy consumption in district heating systems. Prediction of
energy consumption in district heating systems is a delicate problem because of the so-
cial behaviours, weather and distribution time that has to be accounted for. One algo-
rithm is introduced and three different experiments are made to determine if the algo-
rithm is useful. The results from the experiments were good. This report differs in ap-
proach to the problem then other reports found in this field. The difference is that this
report tries to handle social behaviours and looks at a decentralized view of the problem
instead of centralized.
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4.
1 Introduction

Ordinary guidance systems of today is typically only monitoring the current state of the
system and fail to take the history and/or future into account. If we only monitor the cur-
rent state then we won't be able to make as informed decisions as we otherwise could.
A good example of this is guidance system for the operation of cars. When the car goes
straight forward there is no problem. But because of the fact that the system only is
strictly reactive it would not be able to foresee a curve and hence when the curve comes
the system has to react by braking hard to avoid wreaking the car. If the system knew
about or could foresee the curve before entering it, it could have planned for slowing
down much earlier.

Another example is district heating systems where it is a good relation between the
ambient temperature and the needed amount of hot water for household heating i.e. if
we could foresee the ambient temperature we could also foresee the need of water for
household heating [1]. The distribution time for the hot water is also very long so a de-
cision has to be made far in advance. If there was a way to foresee temperature drops it
would be possible to plan how much energy we really need to produce. A much harder
problem is the tap water prediction. Tap water consumption is mainly based on social
behaviour such as if it is a holiday or ordinary workday and therefore harder to predict
[14].

2 Background

This section will give some background information about district heating, forecasting
and machine learning.

2.1 District Heating Systems
A district heating system is a way to deliver heat in form of hot water to consumers. The
consumers use the hot water for household heating and hot tap water production. Dis-
trict heating consists of one or several heat producers and consumers. Each component
in a district heating system is connected through miles of pipes where the hot water is
distributed.

A major problem with district heating system is long delivery time from producer
to consumer. If a consumer needs increased heating because of, e.g., a lower ambient
temperature, the decision to rise the temperature at the production site has to come hours
before the temperature raise is really needed. To manage this delicate situation some
form of prediction/forecast has to be done. Today this decision is mainly performed by
statistics and the experience and knowledge by the operators of the heat producer [1].
As we see in Figure 2.1 this is a difficult problem.

The Absinthe project is working with improvement in monitoring and controlling
district heating systems using agent technology [6].
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Figure 2.1 Example graph over one day consumption

2.2 Forecasting
Since the beginning of mankind we have urged for foretelling the future, e.g. who
doesn't want to be able to predicted next day's weather or the winner in a certain race.
Weather forecasting is perhaps the most common type, however, if we want to have a
future with more automatic systems or robots, a lot more research has to be done in this
domain. Today many predictions are based on statistics. When we don't have a large sta-
tistic base to use, other techniques has to be developed. Another way to do prediction is
the use of a machine learning algorithm. The algorithm is introduced to a large set of
training data and learns to predict given a number of parameters. The course of actions
is exactly the same as in any application that uses machine learning. This is because ma-
chine learning simply is a way to classify something from a given set of input data.

To be able to do predictions an algorithm has to do two things. Based on input de-
liver an answer, and when the time for the result of the prediction comes, learn from the
result.

2.3 Machine Learning
The history of machine learning began already back in 1943 [13], more than a decade
before McCarthy formed the term artificial intelligence in 1956. One of the first scien-
tific articles that was published in this area was McCullogh and Pitts article, “Logical
Calculus of the Ideas Immanent in Nervous Activity”, which laid the foundation for neu-
ral networks. Even if this the article was not aimed at machine learning, many thoughts
in that article is still in use in state of the art machine learning research. Learning is one
of the skills that is needed to be intelligent in the “Turing Test” [13]. Machine learning



6.
history often goes hand in hand with more common artificial intelligence research such
as heuristic search trees and agents [11].

In 1968 Marvin Minsky and Seymour Papert published a report regarding percep-
tron; which is a simple feed forward neural network. In feed forward networks the input
travels in one direction from the input nodes to the output nodes. The report described
the limitations of simple neural networks and their possibilities. Concerning neural net-
work the next big achievement came in 1969 when Bryson and Ho introduced the back-
propogation algorithm. Backpropogation networks has the ability to pass errors and re-
sults back into the network and by that update the weights of the network, i.e., backpro-
pogation is used to train the neural network. However, despite the early research and
knowledge, neural networks were not used due to limitations of computational capacity
[11].

2.4 Weighted K-Nearest Neighbour
This algorithm is easy to implement and is good when we are using distinct mathemat-
ical values. It can only use numbers and there might be a problem when the data is text
or boolean values [11, 13].

The learning consists of memorising the training data and then stores it. No calcu-
lations are made during the learning phase. The most common way to classify an entity
in an implementation of the algorithm is to use the Euclidean distance algorithm [11].

The normal K-Nearest algorithm is only classifying by the dominant class near the
class to classify. A weighted k-nearest is also considering the distance between the en-
tity and the training data [11].

An advantage of the K-nearest algorithm is that it is easy to implement. There are
several disadvantages with this algorithm, the most important thing is that it can be quite
slow when classifying a entity when the training set is large. Another limitation is that
it can not produce a continuous output.

2.5 Genetic Algorithms
Genetic algorithms can be seen as a way to simulate the behaviour of evolution. When
Darwin’s "The Origin of Species on the Basis of Natural Selection" was published, the
modern science reached a turn point [13]. It was later shown that what was good for na-
ture also can be used in artificial systems. We know that evolution is a successful and
robust way for survival. A genetic algorithm is trying to emulate what the nature has
been doing for the last 4 billion years, to adapt and to survive.

Genetic algorithms are often used as a optimization algorithm because that it is
searching a space of candidate hypothesis for the one hypothesis that optimizes a pre-
defined numerical measure for the problem. This measure is often called the fitness
function [11]. The algorithm is using a number of individuals that has a bit encoded
string that is representative for the problem. These individuals are searched to find the
individual that has the highest fitness point. The individuals is evolved by some opera-
tor such as mutation or crossover, see figure 2.2.



7.
Figure 2.2 Original parents (left), crossover (middle) and mutation (right)

To implement a genetic algorithm the following questions has to be answered:

• What is the fitness function?

• How is an individual represented, or how is the DNA encoded?

• How are the individuals selected, for crossover etc.?

• How do the individuals reproduce, e.g., which type of crossover is used?

The fitness function depends on the problem and is basically a function that takes a in-
dividual and returns a real number that could be used for the selection process [13].

One problem with genetic algorithms is the so called Hill-climbing problem. It
means that the maximum of the function we found is only a local maximum, see figure
2.3.

Figure 2.3 Illustration of the Hill-climbing problem. The circle indicates a local maximum.
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2.6 Neural Networks
The first paper on neural networks was written in 1943 by McCullogh and Pitt [13].
Neural network simulates the working of neurons, axons and synapses in a human brain.
Even if the computer never could simulate all neurons in a human brain we can still use
this technology in learning. Neural networks are quite unpredictable and it is hard to un-
derstand how the program really works. In most learning algorithms it is quite easy to
look at the training set and then predict what the outcome will be. With neural networks
this can be really hard to do [12].

A neural network consists of nodes that are bound together by weighted connec-
tions. The processing is done in parallel through the whole network without any central
control.

There are several different types of neural networks. The simplest type is the single-
layer network. Which is called a perceptron network, illustrated in Figure 2.3, and is ac-
tually only input nodes and one output node.

Figure 2.3 Illustration of a perceptron

The output of perceptron is always 1 or -1, i.e. a boolean output. A perceptron net-
work can only represent linear-separable functions, see figure 2.4.

Figure 2.4 Linear-separable problems; I1 AND I2 (left), I1 OR I2 (middle) and I1 XOR I2
(right). The XOR problem is not linear-separable.
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Example of linear-separable functions is boolean functions as OR and AND. A
XOR function can be solved by a two layer perceptron network which is learnt by back-
propogation.

In multi layered networks where we have hidden nodes between the input and the
output nodes. A multi layered network can contain perceptron nodes or sigmoid nodes
which is quite different from the perceptron node that only can output a boolean value.
A sigmoid node, illustrated in Figure 2.5, uses a different activation function often
based on tanh or ex. The output of a sigmoid node is always between 0 and 1. The big-
gest problem with a multi layered net is that it is not as easy to learn as a single layered
network with only one perceptron.

Figure 2.5 Illustration of a sigmoid node

To solve the problem with learning multi layered networks Bryson and Ho came up
with the backpropogation algorithm in 1969. But it became ignored until the mid 80s.
One of the reasons might be that this method is quite computing intensive.

There are other neural network variants, e.g. the Hopfield network and the Kohonen
network. The Hopfield goes one step closer to nature by taking the energy of a network
in count and a Kohonen network is described as a self-organizing map. Both algorithms
is recurrent and differs from the usual feed forward networks by the fact that the graph
is not one-way [9].

The neural network has several advantages to other machine learning algorithms,
e.g., it can handle noisy data extremely well [7]. One problem is that they can be quite
hard to learn and it may take some time to go through a training set. And it will often
take several iterations of the training set to achieve a low error rate.
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3 Hypothesis

With a Machine Learning algorithm the energy consumption of household heating and
tap water is possible to predict with 5% accuracy.

3.1 Research Questions
During this project the following question has come to my mind.

• Is it easier to predict a cluster of household than only one household?

• If working with cluster, is the decentralized view better then the centralized view?

4 Goals

The goal of this report is to try to find a suitable machine learning algorithm for local
heat predictions. Another goal is also to build a foundation for further research.

5 Delimitations

Forecasting is a huge domain and not all problems can be solved during the short period
of time that this report is written. The number of machine learning techniques is quite
great so another limitation is the algorithms that are described in this report. To describe
all existing machine learning algorithms would take to much time. Furthermore I will
not go into details about district heating system because of the complexity that the re-
port would get.

This report will only describe three different algorithms/techniques for machine
learning that is most relevant for the report, i.e., all algorithms based on decision trees
are removed. The three algorithms are K-nearest Neighbour, Genetic Algorithms and
Neural Networks. During the test cases, only one day will be tested. The reason for this
is that it otherwise would take to much time to train the algorithms.

The algorithm proposed will not be compared to other prediction methods such as
statistic prediction. The reason for this is the limited time and the report does not try to
prove that this way is better then any other.
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6 Heat Prediction in District Heating Systems

To be able to predict the consumption of a consumer the relation between different pa-
rameters has to be known. The first step is to find these parameters. The second step is
to determine which algorithm to use for the learning phase and the third and last step is
to develop a algorithm that uses the machine learning algorithm.

One approach to the problem is in “Korttidsprognoser för fjärrvärmelast och ute-
temperatur med on-linekopplade datorer” [10], which use neural networks to make bet-
ter prediction of a metrological prediction. They try to predict the out-door temperature
from another prediction. The approach is strictly centralized and do not try to take social
behaviours in account. Their conclusion is that neural networks do not make better pre-
dictions than statistic methods.

Another approach is in “District Heating Forecast Using Artificial Neural Net-
works” [3], approaches a slightly different problem and tries to predict the whole sys-
tems consumption during a certain time-period. This approach is also strictly central-
ized and does not count for social behaviours or local weather. Their results are positive
and the model is currently in use at some production plants in Great Britain.

6.1 Problem description
One of the biggest problem with district heating system is the delay between the deci-
sion from the production plant to the real effect is noticed at a consumer site. To be able
to predict how much energy the system will need in n cycles we need to do some sort
of prediction. The old classic way is based on statistics and the operator’s experience.
The prediction is made from a centralized point of view and does not take the local con-
sumers state in the estimation, e.g., local temperature variations. If we make a predic-
tion based on local information, instead of a centralized predictions, we can use a lot
more data, i.e., the prediction will be more informed. The sum of all predictions then
gives us the total need of energy.

To make a prediction we have to choose the right parameters among several possi-
ble parameters. The selection needs to be based on relevance and availability.

Genetic algorithms and K-nearest neighbour algorithms do not have any particular
disadvantages against neural networks but neural networks are known to be good at pre-
diction tasks [3, 4, 9]. Therefore I decided to use neural network in this report.
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6.2 The simulator
To generate consumption values a simulator written by Wernstedt is used. This simula-
tor is a reimplementation of Wollerstrand et.al. [2] To generate tap water need (based
on detailed measurements by Holmberg [8]). The energy need for household heating is
an implementation of the thermo dynamical model described by Davidsson et.al. [5], to
vary the outdoor temperature during a day, a weather model described by Ygge and
Akkermans is used [14].

To calculate the household heating need, the following formula is used.

Pi = Watt
Ti = Temperature requested
Rx = Thermal resistance
Cx = Thermal capacitance
To = Temperature outdoor

To simulated the variations in outdoor temperature, To.

To = Temperature outdoor
Tm = Lowest Temperature
Tv = Variance of temperature
s = Time interval expressed in hours, i.e., in simulation 1/60 for minutes

The tap water model is valid for 1 to 100 apartments. To simulated flow size and
tapping duration the following formulas are used. Simulation of a random number, Y,
from a certain distribution with cumulative distribution function Fy can be performed
using uniformly distributed numbers [2]. The variable X is uniformly distributed on the
interval (0, 1)

Y has a desired distribution when F-1
y is the inverse of function Fy.

To simulate the duration between tapings a non-homogenous Poisson process is
used.

µ(u) = Time-varying opening intensity.
T = Time to be derived.
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To simulate the opening intensities the following formula is used

p = Given from measurement data [8].
n = Calculated from the distribution function for open valve time.

6.3 Simulation Experiments
The prediction is made by 2880 neural nets, in every minute two nets are used, one for
tap water and one for household heating. The reason for the large amount of neural nets
is that the tapwater function is rather complex and it would require a neural net with sev-
eral hidden layers that would be computing-intensive [9]. Another reason for not using
one neural net is the unsuccessful result of initial testing. Instead we are using this ap-
proach, which is more memory consuming, is used. The memory consumption can be
approximated by.

M = The memory needed
Ninput = Number of input nodes
Nhidden = Number of hidden nodes
Noutput = Number of output nodes
B = Number of bytes for selected float point variable
R = Resolution, i.e. minutes 1440

Neural nets with 2 input nodes, 4 hidden nodes and 1 output node using 32-bit floating
point will be used. According to the function described above the algorithm will use ap-
proximately 100Kb of internal ram. The algorithm used is described in figure 6.1.

Figure 6.1 Pseudo code for the prediction algorithm

µ p
1 p–( )η--------------------=

M Ninput
Nhidden Nhidden

Noutput+( ) 2 B R⋅ ⋅ ⋅=

Prediction algorithm
init()

Create a vector, net, for n Neural Nets

Create and initalize n Neural Nets in net

Create a vector, savedInput, for n inputs

Set cycle to 0

predict(input, output)

Set savedInput(cycle + d) mod n to input

Train net(cycle - d + n) mod n with savedInputcycle mod n and output

Return classified result from netcycle mod n with input
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During all experiments the algorithm was trained with one week of simulated data
for 16 iterations. After training, the algorithm was tested by letting it classify a different
data set over one day. The classifier counted the number of errors done by the algorithm.
An error is when the predicted value wasn't in-between 10% of the real value. The input
parameters to the algorithm were time and outdoor temperature. The reason for these
two parameters is that this is what is available through the simulator

The first experiment investigates the possibilities to predict the consumption for
only one house hold. The delay used was 180 cycles or 3 hours.

The second experiment compares a centralized approach to a decentralized ap-
proach. The centralized approach tries to predict a whole cluster of households and the
decentralized approach tries to predict one household at the time and then take the sum
of all predictions in the cluster. In the decentralized approach every household has its
own process which makes the prediction for only that household. Figure 6.2 illustrates
centralized versus decentralized.

Figure 6.2 Illustration of a centralized prediction (left) and of a decentralized prediction
(right)

6.4 Experiment Results
The result from the first experiment, only one house hold, is shown in figure 6.3. The
grey line represents the predicted consumption and the black line illustrates the actual
consumption. The tap water and household heating water is summed and the error is cal-
culated on the total consumption during one cycle. The error for the total consumption
was 171 times of 1440 (1 day), i.e., 11.875%. If we look only at the household heating
water it never failed to predict within the limit of 10%. But with the tap water it failed
to predict 1436 times or 99.7% of the time. However it is the total that is important and
this result shows that tap water is the field that needs to be improved. If we look at a
whole day the predicted consumption value which were 431.32883 kW and the real
consumption value was 430.51968 kW, i.e., a error less then 0.2%.

0 n
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Figure 6.3 An example of predicted and real consumption from the first experiment
(for a more detailed view see appendix 1.1).

In the second experiment the differences between centralized and decentralized ap-
proach were tested. Figure 6.4 shows a example of a test run. The major improvement
against the first experiment is that the error rate decreases as the cluster size increases.
The centralized view is slightly worse than the decentralized approach, differing only
approximately 0.1%. With a cluster size at 10 the error of the prediction of the total con-
sumption is as low as 31, i.e., 2.152% for the decentralized approach and 32, i.e.,
2.222% for the centralized approach. However the prediction of the tap water consump-
tion is almost as worse as the experiment with one household.
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Figure 6.4 An example of the errors produced by the centralized approach and the
decentralized approach (for a more detailed view see appendix 1.2).

In figure 6.5 the actual consumption, centralized prediction and decentralized pre-
diction over one day is compared. Both the centralized and the decentralized is very
close to the total consumption over one day.

Figure 6.5 Total consumption and prediction for different cluster sizes (for a more detailed
view see appendix 1.3).
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6.5 Additional Experiment
Because of the results in experiment one and two an additional experiment was made.
The purpose is to investigate how important the resolution of the prediction is. In the
two first experiments the resolution was one minute, in real world this value might be
10 or 20 minutes. The third experiment tries four different resolutions, 10, 20, 30 and
60 minutes. The experiment was conducted with 10 different training sets to minimize
the risk errors because of a more complex training set. After the last experiment the av-
erage errors for tap water and total (house hold heating had the same error as before)
was calculated. In figure 6.6 the results is presented. As we see in the graph the error
decreases with lower resolution. Note that the results from the different sub experiments
where very varied therefore the average error is presented.

Figure 6.6 Error means from 10 experiments with different resolution. The resolutions are
10, 20, 30 and 60 minutes instead of 1 minute as the first experiment. (See appendix 1.4
for a more detailed view)
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7 Conclusions

The first test case didn't prove the hypothesis but the result were quite reasonable any-
way. It's seems to be possible to predict consumption rather well. But we also have to
remember that these results where made in a simulated environment. A problem with
the simulator is that it doesn't simulate sudden weather changes and therefore the neural
net might be over fitted. Based on the result from the first experiment I believe that a
machine learning approach to prediction is viable approach. Of course it can never be
100% because the system can not predict, e.g., if the families will be on holiday for a
week.

The second experiment answered one of two important questions. It is easier to pre-
dict a cluster than a single household. The reason for this is probably the averaging ef-
fect that the size of the cluster has. However the differences between decentralized and
centralized view was to small to say if one is better then the other for certain however
in the experiments the decentralized approach was slightly better then the centralized.
Based on the results, the precision using either decentralized or centralized increases the
larger the cluster became. Even if the results for the decentralized view wasn't as good
as expected I believe that this approach will outperform the centralized approach if
more research is done, see section 8 for more thoughts about this..

The third experiment was just an addition to the previous experiments. Looking at
the results of that experiment, the hypothesis 5% limit is fulfilled for intervals larger
than 20 minutes.

The two reports mentioned earlier have a different approach to the overall problem
[3, 10]. This report differs in many ways from these two reports by approaching the
problem at a lower level and tries to deal with social behaviours. The decentralized view
is also a fundamentally different approach from these reports.

This work is only a beginning and more work needs to be done, section 8 will deal
with some of the issues that one can further investigated.
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8 Discussion

Cooperation between agents might be a way to increase the precision of the prediction.
During the second test case a decentralized approach was compared to a centralized ap-
proach. The outcome of this test weren't as good as expected. One approach to increase
the performance of the decentralized approach using agents might be to let the agent's
share their knowledge between each other, e.g., one agent has discovered that after it
has rained the sun always shine.

To make better predictions, especially based on social behaviours, more input data
has to be provided. A solution to this is intelligent houses, e.g., houses that know how
many people the house is housing right now. One way to achieve this in another way
might be to let different applications share information, e.g., a calendar application
could share the work hours. The possibilities are almost endless. Another problem is
that today all settings are made manually and the settings aren't updated as often as
needed or not at all. The settings for the heating of a house have to be updated when
something is changed in the household, e.g., a new resident has moved in.

A third way to make better predictions could be to evaluate other neural networks,
e.g., Kohonen net. Also simple multi layered nets with different evaluation and training
algorithms, e.g., QuickProp or Rprop, needs to be evaluated.

One thing that also needs to consider is the economical issues that this kind of sys-
tem might create. To make a decentralized system, a lot of the hardware in a district
heating system has to be replaced or upgraded. Is the cost for this really worth the value
of lower energy consumption? Environmentally there is no doubt because of lower pol-
lution etc.

If the system is more economical then earlier attempts to lower energy consump-
tion, will it still be safe for the consumers, e.g., a really cold day in October which could
be extremely hard to predict. Perhaps some safety restriction has to be installed to avoid
predictions that are very wrong.
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Appendix 1.1

Appendix 1.1 Graph over real consumption and predicted consumption from Test case 1
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Appendix 1.2

Appendix 1.2 Decentralized and centralized errors from experiment 2
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Appendix 1.3

Appendix 1.3 Real, decentralized predicted and centralized predicted consumption from
experiment 2
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Appendix 1.4

Appendix 1.4 Error means from 10 experiments with different resolution. The resolutions
are 10, 20, 30 and 60 minutes instead of 1 minute as the first experiment.
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