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ABSTRACT 
 

 

Performance objectives are often neglected during 
the design phase of a project, and performance 
problems are often not discovered until the system is 
implemented. Therefore, there is a need from the 
industry to find a method to predict the performance of 
a system early in the design phase. One method that 
tries to solve this problem is the Software Performance 
Engineering (SPE) method. This report gives a short 
introduction to software performance and an overview 
of the SPE method for performance prediction. It also 
contains a case study where SPE is applied on an 
existing system. 

Keywords: software performance engineering, SPE-
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1 INTRODUCTION 
Based on our own and others’ experiences [Smith and Williams 2001], 

performance is often neglected in the beginning of the software development process. 
By the time it is clear that the performance requirements cannot be fulfilled, it is often 
too late or very expensive to change the design or implementation. 

Our aim is to evaluate if it is possible to use a process or method to help identify 
critical performance objectives early in the development lifecycle. We researched a 
software prediction method called Software Performance Engineering (SPE) [Smith 
and Williams 2001] and used it in a case study. 

The report also provides some background information on other performance-
related methods [Gunther 2000, Papaefstathiou et al. 1994], but we have not used these 
methods to analyze our case study. Because of this, there is no way to conclude 
whether they would provide more or less accurate results than SPE. 

In our case study, we used SPE, and a tool called SPE-ED to predict the 
performance as early as in the design phase. In addition to the above, we have also 
evaluated the method and the tool themselves, to see how useful they are in a real life 
situation. 

We have shown that when comparing the metrics of a design in the SPE-ED tool 
with the actual implementation of the design, the results have a good accuracy. The 
predicted values are close to the actual values (the actual response time is 86 % of the 
predicted value), and this means that the tool could be an aid in the design phase when 
comparing different design proposals. 

We start this report with an introduction to what performance in software system 
is, and why it is important. Then follows a description of the SPE process in chapter 3. 
In the next chapter, we describe the system that we have chosen for our case study, 
called Moray. In chapter 5 we present our analysis of Moray, using SPE. Our 
experiences working with the process are presented in chapter 6. In chapter 7, we 
discuss related work in the form of other performance prediction and evaluation 
methods. Finally, our conclusions are presented in chapter 8.  
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2 PERFORMANCE 
Performance is a quality in software that indicates how well it performs with 

regard to time-related issues. Performance is usually measured using response time or 
throughput. Response time is the time between a request being sent to the software and 
the answer being received. Response time can be measured with different granularity: 
it could be the response time for a single function call, or the end-to-end time for an 
entire scenario. For example, a response time requirement may state: “the results of the 
search should be displayed within 10 seconds after the search is started”. Throughput 
in a system is a measurement of how many requests that can be processed within a 
given interval of time. A typical throughput requirement may look like: “the system 
should be able to handle 500 requests per minute”. 

There are two important aspects of performance, namely responsiveness and 
scalability [Smith and Williams 2001]. Responsiveness is the system’s ability to meet 
its performance objectives. Often, this is defined from a user perspective. For end-user 
systems, this means that there can often be an objective and a subjective 
responsiveness. The objective component states the actual nature of the system, for 
example that a transaction takes one minute. The subjective part is related to how fast 
the system is perceived by its users. For example, the loading of a text document into a 
text editor may be perceived faster if the text is presented first, and included pictures 
later (or upon request). The other aspect, scalability, is related to the system’s ability to 
meet its objectives when the demand of its services increases, for example if the 
number of users is doubled. 

Often in the development of new systems, performance is ignored, or considered 
unimportant until the late stages of development. This approach is even advocated by 
prominent people within the software engineering community [Jacobson et al. 1999]. 
This reasoning is often based on old misconceptions about performance. One of these 
is that performance cannot be measured until the software is running. In reality, it is 
often difficult (sometimes even impossible) to address performance at such a late 
stage, because major performance improvements require design changes. Another 
misconception is that managing performance takes too much time. Whereas it is true 
that performance management increases the amount of work in the design phase of the 
project, this time is often saved later in the development phase. This is because it is 
much cheaper to fix problems at the earlier stages of development than after 
implementation. 

Numerous bad examples, both from our own experiences (Example 1), and from 
literature [Smith and Williams 2001] show us that performance is always important 
and needs to be managed as early as possible in the software development process. The 
next chapter will show us one way of doing it. 

 

Example 1.1: An object-oriented and distributed system for load balancing of 
resources required each node to calculate its own resource needs and negotiate them 
with all its sibling nodes. The negotiation step would be iterated several times until a 
(pre-defined) balance was reached. The original negotiation algorithm did not 
consider performance at all, and as a result the system was unreasonably slow for 
even a few nodes. A new, improved, faster algorithm managed to bring the 
performance to acceptable levels for ten nodes or so, and was used successfully 
during a demonstration. However, in any real world application, the system would 
need to handle dozens of nodes, and since the execution time increased exponentially 
with the number of nodes, it was clear that this system would never work in its 
current design. 
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Example 1.2: A transaction handling system needed to search a database containing 
different incoming requests, and process these requests according to type and state. 
The system worked perfectly during development and testing when the database 
contained hundreds of requests. A few days after it was put into operation, the whole 
system seemingly stopped. It was quickly discovered that this was caused by the 
searching component, which took far too long to search through the database. This 
was because the database now contained thousands of requests, something that was 
never tested before. Luckily, the system was not critical, so operations could be 
halted while it was redesigned. 

Example 1. Two examples of performance failures 
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3 SOFTWARE PERFORMANCE ENGINEERING (SPE) 
 

3.1 Introduction 
Software Performance Engineering (SPE) [Smith and Williams 2001] is a method 

for constructing software systems to meet performance objectives. The process begins 
early in the software life cycle and uses quantitative methods to identify satisfactory 
designs and to eliminate those designs that are likely to have unacceptable 
performance – before such bad designs are implemented. SPE continues through the 
detailed design, coding, and testing stages to predict and manage the performance of 
the evolving software. The SPE process supports several different software 
development models, including the ever-popular waterfall model, as well as the more 
sophisticated iterative and incremental models that are gaining ground more and more. 

The SPE process is not a finished piece of work, but instead keeps evolving over 
the years as new enhancements and modifications are added. For example, one of the 
greatest weaknesses of SPE was that it was ill suited for handling object-oriented 
models and development. This has now been addressed. By using notations from the 
Unified Modeling Language (UML) [Booch et al. 1999] together with some 
extensions, SPE has been improved and has now additional support for object-oriented 
development. The version of SPE presented below (the one we have been using during 
our work) is actually the SPE process for object-oriented systems. But SPE is more 
than just a process to follow, and additional aspects of it are also discussed in the 
sections below. 

3.2 The SPE Process 
The SPE process consists of a number of steps that are described below. These 

steps are also shown in Figure 2. 

1. Assess performance risk. The first step of the SPE process is to determine how 
much effort to put into SPE activities. If the system you are developing is a 
small system similar to others you have developed before, then not much SPE 
work is needed. On the other hand, if there are many uncertainties involved in 
the development of the software, then more effort should be put into SPE. 

2. Identify critical use cases. In this step, you select those use cases that are likely 
to have the most significant impact on the performance of the system (real 
performance or performance as perceived by the users). Use cases in SPE are 
equal to use cases in the UML, and are depicted with (UML) use case 
diagrams. 

3. Select key performance scenarios. For each use case, a number of key 
performance scenarios are selected. These scenarios are the ones that are 
executed most frequently, or those that in some other way are critical for the 
performance of the system. In SPE, performance scenarios are represented by 
UML sequence diagrams (with some extensions). 

4. Establish performance objectives. For each scenario above, a performance 
objective should be established. This is the goal we need to achieve in order to 
consider the performance of the scenario as adequate. For each scenario, we 
should also specify the workload intensity, i.e. how often or to what extent this 
specific scenario is in use. 

5. Construct performance models. By using execution graphs, a model of the 
software execution is created, containing the processing steps for each 
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scenario. In Figure 1 below, a simple execution graph is shown. The execution 
starts with a process to initiate a session, and then loops through getting and 
processing requests a number of times. When all requests are processed, the 
session is terminated. This graph is very simple and contains only two of the 
possible node types in SPE. For a complete list of different nodes, please refer 
to Appendix A – SPE Modeling Notations. 

 

initiate
Session

getRequest

process
Request

terminate
Session

n

 
Figure 1. A simple execution graph 

 

6. Determine software resource requirements. The software resource 
requirements identify the resources needed by the software alone, not 
regarding the system configuration at all. For each step in the execution graph 
in Figure 1, we can specify the resource requirements, such as the number of 
database accesses and messages sent. 

7. Add computer resource requirements. In this step we map the software model 
onto the components of the real system, such as CPUs, disks, and networks. It 
helps us identify the performance issues related to such factors as multiple 
users and other workloads. 

8. Evaluate the models. The evaluation is done in steps. If the software execution 
model (an example model is shown in Figure 3) passes the evaluation, then we 
can proceed to evaluate the system execution model (Figure 4). If any 
evaluation fails, there are two alternatives: 

• Modify the product concept. If there is a simple, cost-effective way to 
modify the product, then we try to do so, and evaluate its performance 
(repeat steps 5 to 8). 

• Revise performance objectives. If there is no way to improve upon the 
product, and it still does not meet the performance objectives, we must 
change the performance objectives. Remember that this is still in the 
beginning of the project, so this is an acceptable solution. With the 
performance objectives redefined so early, the stakeholders in the project 
can decide if they still want to continue with development or not. 

9. Verify and validate the models. The ninth and final step is actually an ongoing 
activity that continually compares the reality to the model. We must ensure 
that there is a correspondence between the two if we want our results to be 
meaningful. 
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identify critical  
use cases 

assess  
performance risk 

select key performance  
scenarios 

establish performance  
objectives 

construct performance  
model(s) 

add software resource  
requirements 

add computer resource  
requirements 

evaluate performance  
model(s) 

modify product  
concept [ feasible ] 

revise performance  
objectives 

[ infeasible ] 

modify/create  
scenarios 

verify and validate  
models 

[ performance acceptable ] 

 

Figure 2. The SPE process 
 

The SPE process requires different types of data (described in the next chapter), 
and therefore relies on input from many different stakeholders. User representatives for 
example, can have valuable input considering key performance scenarios and more 
importantly, performance objectives. Software developers can provide estimates of 
resource requirements. However, a few specialists do most of the required work 
described above. The system architect is the main character throughout the early stages 
of the process, while the performance engineer is responsible for most of the work 
later in the development.  
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3.3 SPE Data and Models 
As stated earlier, SPE should be introduced in the beginning of a project, before 

the system is built. As a result of this, the first SPE models are rather sketchy, and the 
data used is more often estimations than real values. However, as the project proceeds, 
the SPE models can be more and more refined, and actual data becomes available to 
replace previous guesses. SPE requires the following five types of data: 

1. Key performance scenarios. As stated above, the focus should be on the 
scenarios that are most frequently used. In most applications, 20% of the 
functions are used 80% of the time [Smith and Williams 2001]. Special 
attention should also be paid to less frequent but larger tasks that can severely 
affect system performance when they are executed. 

2. Performance objectives. The important thing to remember about setting the 
performance objectives is that they must be quantitative. The objective can be 
expressed as throughput, response times, or constraints on usage of some 
resource, but you must be able to verify the system’s performance by 
measurement. 

3. Execution environment. The execution environment should include all relevant 
data about the environment the system will run in. This includes hardware and 
network configuration and speed, operating system, middleware, database 
specifics, other systems running in the same environment, and more. 

4. Software resource requirements. These are the resources required by the 
software itself. Types of resources that can be specified here include CPU 
usage, number of SQL statements, file I/O, amount of logging, etc. Since some 
of these can be hard to determine before the software is built, we can instead 
use the concept of work units in our first models. 

5. Computer resource requirements. These are the requirements above mapped 
onto the hardware devices in the system. Note that sometimes the resource 
requirements here are of the same type as the software resource requirements 
above. 

The data collected above is then used as input in the models of SPE. There are two 
important models: 

1. The software execution model represents key facets of software execution 
behavior and is constructed using execution graphs to represent key 
performance scenarios. It provides a static analysis of the mean, best- and 
worst-case response times. Figure 3 shows a sample software execution 
model. In addition to the execution graph itself; the software execution model 
also contains the software requirements of each step in the execution graph. 
The model states for example that the second step, validateTransaction, will 
use 2 of the work unit resource, and will communicate with the database 3 
times. The work unit is an abstract resource, because in this early phase of the 
project, we do not have the detail required to make more precise estimations 
about CPU usage or such. However, we can make rough estimations, for 
example that validateTransaction is twice as big as validateUser (complexity, 
CPU usage, processing time, or similar). 
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validateUser

validate
Transaction

sendResult

 
WorkUnits 1 
DB 2 
Msgs 0 

 
WorkUnits 2 
DB 3 
Msgs 0 

 
WorkUnits 2 
DB 1 
Msgs 1 

  

Figure 3. A software execution model 

The next step is to calculate the processing overhead for the system, which is 
shown in a chart as in Table 1. The first two rows describe the type and quantity of 
the devices we have in the system. In this system for example, we have one CPU, 
one disk, and one network. The third row describes the service unit for the device, 
i.e. the unit we use to measure the device usage in. For CPUs, we measure the 
number of instructions executed, for disks the number of physical I/Os, and so on. 
The next three rows contain the mapping between the software resource 
requirements above (Figure 3) and their device usage. For example, these numbers 
state that a WorkUnit is 20,000 CPU instructions, while a DB transaction will 
result in 500,000 CPU instructions and two physical I/Os to the disk. The last row 
defines the service times for each device. In this system for example, the execution 
time for a CPU instruction is 0.01 ms, for a physical I/O it is 20 ms, and for a 
network message it is 10 ms. 

 

Device CPU Disk Network 

Quantity 1 1 1 

Service unit Kinstr. Physical I/O Msgs 

    

WorkUnit 20 0 0 

DB 500 2 0 

Msgs  10 2 1 

    

Service time (s) 0.00001 0.02 0.01 

 

Table 1. Processing overhead 
 

2. The system execution model is used to represent additional facets of execution 
behavior and is a dynamic model that represents the key computer resources as 
a network of queues. These queues represent components of the environment 
that provide some kind of processing service, such as processors or network 
elements. The model provides the following information: 
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• more precise metrics, 

• sensitivity of performance metrics to variations in workload composition, 

• effect of new software on service-level objectives of other systems, 

• identification of bottleneck resources, and 

• comparative data on performance improvement options to the workload 
demands, software changes, hardware upgrades, and various combinations 
of each. 

Below, a simple system execution model is shown. It consists of the diagram 
and table in Figure 4. The diagram represents the system as a Queueing 
Network Model (QNM) consisting of three elements: a CPU, a disk, and a 
network (as described in the previous section). Each element consists of a 
queue and a server. Requests arrive in the system and go to the CPU queue, 
wait for their turn, get processed by the CPU server and then go into the 
network or disk queue (or exit the system if they are finished). In the table 
below the diagram, the resource usage is shown for a certain transaction (the 
same transaction depicted in the software execution model in Figure 3). These 
values are calculated by multiplying the values in the software execution 
model with the corresponding values in the processing overhead (Table 1). For 
the validateUser step, 1 WorkUnit x 20,000 instructions + 2 DB accesses x 
500,000 instructions gives the first entry in the table (1,020,000 instructions). 
If we know the service times1 of the different servers below, we can calculate 
the response time of this transaction. 

Enter

CPU

Network

Disk

Exit

 
Processing step CPU kinstr. Disk Network messages 

validateUser 1020 4 0 

validateTransaction 1540 6 0 

SendResult 550 4 1 

Total: authorizeTransaction 3110 14 1 

 

Figure 4. A system execution model 

                                                 
1 The SPE-ED tool uses number of visits and service time (the time spent by the server actually 
serving the request) in its calculations. Other tools may use other parameters for their calculations. 
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3.4 Performance Principles 
SPE also contains nine principles that should be adhered to in performance-

oriented development. Some of them have already been mentioned or hinted at above, 
because they are important cornerstones of the SPE method.  

3.4.1 Performance Objectives Principle 
“Define specific, quantitative, measurable performance objectives for 

performance scenarios.” [Smith and Williams 2001] If you have clear and defined 
performance objectives, you can measure and evaluate your system to see if it meets 
performance objectives or not. On the other hand, if the performance objectives are 
vague then there’s no way of telling how good the performance really is. Objectives 
should have the form “the response time of this scenario should be 1 second for up to 
500 users”, rather than “the system should be fast”. 

3.4.2 Instrumenting Principle 
“Instrument systems as you build them to enable measurement and analysis of 

workload scenarios, resource requirements, and performance objective 
compliance.” [Smith and Williams 2001] Instrumenting is the process of inserting 
specific code into your software that measures certain execution characteristics. For 
performance-related measurements, you could record the number of times a certain 
function executes, how long it takes to execute, the size of the messages it sends, and 
more. This is vital in order to see whether or not we fulfill the objectives defined 
above. It is important to include instrumentation in the design of the system – it is 
much harder to add after implementation. 

3.4.3 Centering Principle 
“Identify the dominant workload functions and minimize their processing.” 

[Smith and Williams 2001] This principle is another variation of the 80-20 “rule” 
mentioned previously (section 3.3). In most systems, 20% of the functionality will be 
used 80% of the time. Because of this, the performance of these functions will greatly 
affect overall system performance. You should identify and implement these functions 
early, so that you can get an early indication of possible performance problems. One 
application of this principle is the Fast Path performance pattern (discussed below). 

3.4.4 Fixing-Point Principle 
“For responsiveness, fixing should establish connections at the earliest feasible 

point in time, such that retaining the connection is cost-effective.” [Smith and 
Williams 2001] Fixing can be explained as the process that connects the existing data 
with the information the user requires. For example, the data can be a list of items, and 
the information the user requests is a sorted list of these items. If the sorting is done 
upon the user’s request for the information, then that is late fixing. If the list is already 
sorted, then it is early fixing. The response time is clearly less in the last case (no 
sorting is needed at the time of the request). However, the list still needs to be sorted, 
probably upon addition of new items, and will affect the response times of those 
functions instead. Furthermore, early fixing often affects the flexibility of the system 
negatively, since it assumes certain user behavior. 

3.4.5 Locality Principle 
“Create actions, functions, and results that are close to physical computer 

resources.” [Smith and Williams 2001] SPE describes four types of locality. Spatial 
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locality is better if the data needed is in the memory of the computer that uses it, rather 
than being on a distant file server. In object-oriented environments, spatial locality is 
better if related data are allocated together. Temporal locality is better if related work 
is executed together instead of being split into several time frames. Effectual locality 
depends on whether the work is matched to the processor it is being run on. Finally, an 
example of good degree locality is when all of the data being processed fits in the 
memory at once (rather than needing intermediate storage on disk). 

3.4.6 Processing Versus Frequency Principle 
“Minimize the product of processing times frequency.” [Smith and Williams 

2001] When processing multiple requests, there are two ways to go. The requests can 
be processed one at a time, or they can be collected together to a batch and processed 
all at once. These are the most extreme cases of course, and often systems work in a 
way between these two (i.e. collecting and executing groups of requests). This 
principle states that we should find the combination of the amount of work done 
(processing) and the number of times work is being done (frequency) that has the 
optimal response time. 

3.4.7 Shared Resources Principle 
“Share resources when possible. When exclusive access is required, minimize 

the sum of the holding time and the scheduling time.” [Smith and Williams 2001] 
The first part of this principle is self-explanatory. As an example of applying the 
second part, consider a system where two processes make several writes to a disk. 
Holding time is maximized (and scheduling time minimized) if each process locks the 
disk until all writes are finished (even if that process is not writing all the time during 
its execution). Scheduling time is maximized (and holding time minimized) if the two 
processes lock before every write, and unlock right after. For optimal performance, we 
need to find the situation where the sum of these two times is the least. 

3.4.8 Parallel Processing Principle 
“Execute processing in parallel (only) when the processing speedup offsets 

communications overhead and resource contention delays.” [Smith and Williams 
2001] Often, performance can be improved with parallel processing, i.e. running 
several tasks simultaneously (on one or several processors). However, this introduces 
additional work for communication and synchronization between the different 
processes. It is important to be aware of this fact, because too many parallel processes 
infer so much communication overhead that it can exceed the performance gains of the 
parallelism itself. 

3.4.9 Spread-the-Load Principle 
“Spread the load when possible by processing conflicting loads at different 

times or in different places.” [Smith and Williams 2001] Spreading the load can be 
done in two major ways. One alternative is to schedule processes so that they use 
resources at different times, thereby reducing contention. Another way is to split the 
resources into several parts so that each process only uses a part of the entire resource. 

3.5 Patterns 
SPE also includes performance patterns and “antipatterns” (more on antipatterns in 

the next section). A pattern is a common solution to a problem that can be found in 
many different contexts. The first patterns to be introduced were the design patterns 
[Gamma et al. 1995], and they captured expert knowledge of software design 
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solutions. This way, software engineers did not have to “reinvent the wheel” all the 
time, but could learn from the experiences of others. It also helped them to view the 
systems on a more abstract level. Instead of going into detail about what a collection of 
classes do, one could describe them with a design pattern. 

After their success, the use of patterns spread to other software engineering areas 
as well. Performance patterns [Smith and Williams 2001] show us common 
performance-related problems, and solutions to these problems, which will result in 
better performance when implemented. Performance patterns have a higher abstraction 
level than that of design patterns, and they can be implemented in many different 
ways. Because of this, performance patterns cannot be depicted with class diagrams or 
such. Below, two performance patterns are presented briefly. 

3.5.1 Fast Path 
Looking at any system will show that it has a few functions that are used heavily 

(a significant portion of the execution time). This so-called dominant workload has 
been discussed earlier in this paper, the Centering Principle (see section 3.4.3) tells us 
to identify such functions, and minimize the work they do. One way to do this is the 
Fast Path pattern. For example, consider a web shopping site. Users might start by 
selecting a category of items, then searching for what they want within that category. 
The result is a list of items, in which the users select the one they are interested in. 
Then a detailed item information page is displayed where the user can select to buy it. 
A Fast Path implementation could keep track of the most popular items, and display 
them on the very first page, thereby eliminating a lot of the processing. This benefits 
not only the current user, but also other users, who do not have to contend with as 
many requests as before. In fact, if you look at any shopping site on the web, you will 
most likely find lists of most popular items, new items (they are also more likely to be 
bought), or items similar to ones you have bought before (you are likely to buy such 
items). These various features are all implementations of the Fast Path performance 
pattern. 

3.5.2 Flex Time 
Consider a system that makes a backup of its database every hour. If the database 

were large, the processing involved would be considerable. During the time the backup 
is done, the application itself, and other applications running in the same environment, 
would suffer from degraded performance. One way of dealing with this would be to 
make the system execute partial backups instead, but more often. For instance, it could 
do a backup of a fourth of the database every 15 minutes. This would have less of an 
impact than the previous hourly bursts of intense activity. This pattern applies several 
of the principles above, including Spread-the-Load and Processing Versus Frequency 
(sections 3.4.9 and 3.4.6). 

3.6 Antipatterns 
The performance patterns presented above show us ways to achieve good 

performance. On the other hand, performance antipatterns [Smith and Williams 2000] 
show us what not to do, or which solutions that are likely to cause performance 
problems. This helps us to identify situations to avoid in design, or areas to address if 
performance needs to be improved. Once a problem is identified, the antipatterns also 
show us how to fix (or refactor) it. Refactoring means that the solution is reworked 
while its correctness is maintained. As previously, antipatterns are best illustrated with 
examples. 
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3.6.1 The “God” Class 
A “god” class is a class that does most of the work in a system, while letting other 

classes act as simple data containers. A design with this antipattern usually consists of 
one large class containing all the operations and the logic of the system (this class is 
often called Manager or Controller), and several other small classes which represent 
objects (usually they only have get() and set() operations). An inverted version of the 
“god” class also exists, in which a large central class contains all of the system’s data. 
“God” classes are often a result of procedural thinking in object-oriented software, and 
can often appear in systems that are new versions of older legacy systems. 

The problem with both versions of the “god” class is the excessive amount of 
communication between objects that is required. For every operation, the “god” class 
needs to communicate with its surrounding classes, often several times (for example 
once for checking a value and a second time to change it). 

The solution to the “god” class is to refactor the design so that functions and data 
are more evenly spread between the different classes. An object should contain most of 
the data it needs for a function. This is an example of good locality (see section 2.4.5). 

3.6.2 Circuitous Treasure Hunt 
This antipattern is usually found in database applications. It consists of software 

that requests data from a table, uses that data in the next request to the database, and so 
on, until it receives the final data that is required. 

The problem with this design is that it requires a great amount of database 
processing every time the final result is needed. This problem is worsened if the 
database is on a remote server. If so, then queries and results need to be sent over a 
network, possibly through middleware, degrading performance even more. 

Several solutions exist to the Circuitous Treasure Hunt problem. The best is 
probably to redesign the database, but this usually requires that the problem is 
discovered early in the development process. In client-server environments, another 
solution is to use the Adapter design pattern [Gamma et al. 1995]. The adapter, which 
resides closer to the database than the caller, is then responsible for all intermediate 
queries and results, and only transmits the final result back to the caller. 
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4 CASE STUDY – MORAY 
To evaluate the Software Performance Engineering (SPE) model, we have chosen 

to predict the performance of a prototype version of a system called Moray. Moray is a 
system that Dimension Telecom AB has developed for the telematics department at 
Vodafone Sverige AB. It is a platform that makes it easier for Vodafone and its 
customers to incorporate new telematics services. The main functionality of the 
platform is distribution of predefined messages either by SMS, e-mail, or to an 
emergency service center. An overview of the Moray system is presented below in 
Figure 5. 

One service that uses Moray is the alarm application “Vodafone Trådlöst Larm” 
(Vodafone Wireless Alarm), which is an alarm package for the consumer market. The 
customer can decide what kind of alarm that should be sent when, for example, the fire 
alarm in the kitchen, or the burglar alarm, goes off. The customer can for example 
choose that an SMS message to a neighbor or a friend, and perhaps an alarm to the 
emergency service center, should be sent (which in turn can send out a guard). These 
messages are called actions and each action is triggered by the source of the alarm, the 
type of alarm, and the id of the node that triggered the alarm. 

The platform consists of a database containing all information about the customers 
and the type of services they subscribe to, an administration application that is used for 
editing information about the customers, and the core system that is responsible for 
handling incoming alarms or events and the execution of the different actions. 

Other functionalities in Moray are support for billing, i.e. communication with the 
billing system, SNMP monitoring, logging, and user authentication. 

The administration application and Moray are both programmed in Java 2 and the 
database is an Oracle 8i. The target platform is Sun Solaris running on a Sun 
Enterprise 450 server. 
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Figure 5. System overview of Moray 

 

 

We have chosen to compare the predicted performance based on one of the design 
proposals of the Moray platform [Dimension Telecom 2001a] and SPE-ED with the 
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actual performance measured on an implemented prototype of the platform (based on 
the same design). 

In the next chapter we will predict the performance of the scenario when an alarm 
arrives in Moray. Figure 6 shows the execution flow of this scenario where an alarm 
arrives and two actions are executed: one SMS message and one e-mail. This sequence 
diagram is later transformed into a software execution model, which is described in 
section 5.1.5.  

Listener LogWriter DBQuery Action SMSEngine CDREngineEMailTransportAlarmRequest

1: createHistoryEvent

2: createAlarmRequest

3: getActions
4: createAction

5: execute 6: sendSMS

7: createCDR

8: createActionEvent

9: execute 10: sendEmail

11: createCDR

12: createActionEvent

 
Figure 6. Execution flow for the Incoming Alarm scenario 
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5 SPE ANALYSIS OF MORAY 
This chapter describes how we used the SPE process to model and predict the 

performance of one of the use cases in Moray.  

5.1.1 Step 1 – Assess Performance Risk 

As the system already exists, this step is not of great importance. However, if it 
were to be built from scratch the SPE effort should have been minimal. This is based 
on the system being similar to previously built systems, and estimations that it will 
have minor computer and network usage. Possible performance bottlenecks have been 
identified as delays when waiting for other systems, such as the SMSC, SMTP-server, 
and billing server. 

5.1.2 Step 2 – Identify Critical Use Cases 

Figure 7 shows some of the use cases for the Moray system. We already know that 
the use case Incoming Alarm is the critical use case and is the one that is to be 
executed most often. It also has most of the performance requirements [Dimension 
Telecom 2001b]. The other use cases are related to the administration of the system. 
All use cases are described in the following subsections. 

 

 Moray 

Service A Incoming Alarm 

Service B 

Customer Service 

Create Action 

Delete Action 

View Log 

 

Figure 7. Some of the use cases in Moray 
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5.1.2.1 View Log 

In order to monitor the system, and as help for finding errors, the users at the 
customer service need functionality to search and display all events for a specific 
customer. Events that can be displayed are incoming alarms, executed actions, and 
modifications made by the customer service personnel (for example deletion of an 
action, or addition of a receiver to an action). 

5.1.2.2 Create Action 

There must also exist functionality for creating an action for a specific alarm, i.e. 
what message to send and to whom, when a certain type of alarm arrives. Table 2 
shows an example of an action that is executed if an alarm of the type Fire arrives 
from (telephone number) +46709379516 with id 1. When the action is executed an 
SMS is sent to +46709379511 containing the message “Fire!”. 

 

Source Type of alarm Id Message Type of action  Receiver 

+46709379516 Fire 1 Fire! SMS +46709379511 

 

Table 2. Example of an action 

5.1.2.3 Delete Action 

The system must have functionality for handling the deletion of a configured 
action from the system. 

5.1.2.4 Incoming Alarm 

The system must be able to receive alarms and to execute the corresponding 
actions, if any. The corresponding action should be located based on the source of the 
alarm, the type of alarm, and the id of the node (if specified).  

5.1.3 Step 3 – Select Key Performance Scenarios 

As the use case Incoming Alarm is expected to be the most used scenario, we 
select it for performance consideration. In order to evaluate this scenario, the workload 
intensity must be specified, (i.e. the number of incoming alarms during a peak period). 
This was not specified by the customer in the requirements specification [Dimension 
Telecom 2001b], but the average load has been specified to 2 alarms per second. There 
is also a requirement on the system to be able to queue 100 alarms at peak loads, but 
no response time has been specified. 

5.1.4 Step 4 – Establish Performance Objectives 

The SPE model states that performance objectives and workload intensities should 
be identified and defined for each scenario. These objectives specify the quantitative 
criteria for evaluating the performance characteristics of the system and can be 
expressed by response time, throughput, or constraints on resource usage. Workload 
intensities specify the level of usage for the scenario. 

Based on the requirements specification of Moray [Dimension Telecom 2001b] we 
have chosen the following objectives for this scenario (Table 3): 
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Response time 250 ms 

Workload intensity 2 alarms / second  

 

Table 3. Performance objectives 

5.1.5 Step 5 – Construct Performance Models 

Figure 8 shows the execution graph that corresponds to the Incoming Alarm 
scenario in Figure 7. Each node is described in the following sub chapters and the 
symbols and notation are described in Appendix A – SPE Modeling Notations. 

Incoming
Alarm

Create
History Log

Search for
Actions

#actions

Execute
Action

Execute 
Action

Send SMS

Send E-mail

Create CDR

Create
Action Log

 

Figure 8. Software Execution Graph 

5.1.5.1 Incoming Alarm 

The alarm is received and parsed into an internal representation of an alarm.  

5.1.5.2 Create History Log 

A history event is saved via a log server using CORBA. The event contains 
information about the date and time when the alarm was received, the date and time it 
was sent, from whom the alarm was sent, the type of alarm, and the id of the alarm. 



  19 

5.1.5.3 Search for Actions  

The database is searched for actions that correspond to the source, type, and id of 
the alarm. Each action that is found is stored in a list. An action contains information 
about the type of action (e.g. SMS or e-mail), the message to send, the tariff class, and 
one or more receivers. 

5.1.5.4 Execute Action 

Each action that is found is executed. This can be either an SMS or an e-mail. 

5.1.5.5 Send SMS 

The message specified in the action is sent as an SMS to the receivers specified in 
the action. Each SMS is sent via the SMSC (communication to the SMSC uses 
TCP/IP). 

5.1.5.6 Send E-mail 

The message specified in the action is sent as an e-mail to the receivers specified 
in the action. E-mails are sent via an SMTP server (communication to the SMTP 
server uses TCP/IP). 

5.1.5.7 Create CDR 

For each action found, a Call Data Record (CDR) is created. The CDR is sent 
(using CORBA) to a billing server. This is later used when the customer is charged for 
the service. 

5.1.5.8 Create Action Log 

For each action executed, an action event is saved via a log server (communication 
with the log server is done through CORBA). The event contains information about 
the date and time when the action was executed, if the action was executed 
successfully, the type of action, and the address of the receivers. 

5.1.6 Step 6 – Determine Software Resource Requirements 

We have identified the following types of software resources that are important for 
Moray: 

• Work unit – the CPU usage 

• Database access – the number of accesses to a database 

• Messages – the number of messages sent via a local LAN 

• Delay - the time when waiting for other systems to respond, e.g. the SMTP 
server when sending an e-mail 

The resource requirements that identify the resources needed by the software is 
specified for each step in the execution graph and can be found in Figure 9. 
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Figure 9. Software Resource Requirements 

5.1.7 Step 7 – Add Computer Resource Requirements 

In this step we need to specify the processing overhead for each software resource 
request. We have made the following estimations for the computer resource 
requirements for this scenario (Figure 10). 

Facility template:
Server

Devices
Quantity

Service units

WorkUnit
DB

Msgs
Delay

Service time

CPU
1

KInstr

250
500
100

3e-006

Disk
1

I/Os

2

0.005

Delay
1

Visits

1

0.001

GlNet
1

Msgs

1

0.01

 

Figure 10. Processing overhead for Moray 

The WorkUnit row specifies that each work unit requires 250,000 CPU 
instructions. The DB row specifies that each database access specified in the software 
execution model results in 500,000 CPU instructions and two physical I/Os to the Disk 
device. The Message row specifies that each message in the software model requires 
100,000 CPU instructions and one message sent over the network. The Delay row 
specifies that each delay in the software model results in one visit to the Delay device 
in the system model. 

The last row specifies the service time for each device. The number of seconds of 
CPU time per 1000 instructions is 3 µs. The time for a physical I/O is 5 milliseconds, 
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each unit of delay is 1 millisecond, and the time to transmit one message is 10 
milliseconds. 

5.1.8 Step 8 – Evaluation of the Model 

5.1.8.1 Software execution model 

Figure 11 shows the elapsed time results for the software execution model 
solution. It shows the elapsed time for one completion of the Incoming Alarm 
scenario, with no contention delays in the computer system. The figure shows that the 
best-case elapsed time is 108 milliseconds. The time for each processing step is next to 
each node. The results show that the design will meet the performance goal of 250 
milliseconds. 
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Figure 11. Software model results 

5.1.8.2 System execution model 

The software model provides a static analysis of the response time; therefore it 
only characterizes the resource requirements for the software. If the predicted 
performance had been unsatisfactory, we would have had to re-design the system, or 
revise our performance objectives. As the predicted performance for this scenario is 
satisfactory, we proceed by solving the system execution model. This model is a 
dynamic model that characterizes the software performance in the presence of factors 
such as workloads or multiple users, which could cause contention for resources. The 
results from the software execution model function as input for the system execution 
model. In our case, this is handled automatically by the SPE-ED tool.  

 Figure 12 shows the results of solving the system execution model for 2 alarms 
per second, and with a maximum response time of 250 milliseconds. The end-to-end 
time is 12.4 milliseconds more than in the software execution model (Figure 11), but 
still clearly below the stated requirement of 250 milliseconds. 
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Figure 12. System model results 

5.1.9 Step 9 – Verification and Validation of the Model 

The question now is if we have built the model right, and if the resource 
requirements we estimated are reasonable. If we compare the results from the software 
model and the system model with the actual implemented system (see Table 4), we see 
that the results we got from the SPE-ED tool are similar to the implemented system. 

 

Step SPE system model 
results (ms) 

Actual time (ms) Actual / predicted 
(%) 

Incoming alarm 5 2 40 

Create HistoryLog 26 18 69 

Search for actions 26 20 77 

Send SMS 13               10            2  77   

Send e-mail 12               18            3 150 

Create CDR 14 11 79 

Create ActionLog 26 25 96 

Total time: 121 104 86 

 

Table 4. Comparison of predicted vs. actual execution times 
 

When experimenting with the workload intensity parameter we saw that the 
elapsed time in the software model was still below 250 ms with up to 9 requests per 
second. 

To see the impact a certain factor has on the performance of the whole system, we 
made some simulations where we varied different parameters (such as hardware 

                                                 
2 This is a weighted value. The actual time for Send SMS is 11 ms and the probability is 95 %. 
3 This is a weighted value. The actual time for Send e-mail is 350 ms and the probability is 5 %.  
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resources). First, we investigated various CPU speeds and configurations (the results 
of these simulations are illustrated in Table 5). We discovered that it did not make 
much difference if we increased the CPU speed. There were also no significant 
benefits when trying to use multiple processors. 

 

CPU speed SPE system model result 

333 MHz 121 ms (0.1208 s) 

666 MHz 113 ms 

1 GHz 111 ms 

2*333 MHz 121 ms (0.1206 s) 

4*333 MHz 121 ms (0.1205 s) 

 

Table 5. Predicted response times using different CPU speeds 
 

To see what impact a slower disk has on the performance, we ran simulations 
where we varied the disk access times. The different response times are shown in 
Table 6. The response times increase with slower disk accesses, but not significantly. 

 

Disk access time SPE system model result 

0.001 s 113 ms 

0.005 s 121 ms 

0.010 s 131 ms 

0.015 s 143 ms 

0.020 s 154 ms 

0.025 s 166 ms 

 

Table 6. Predicted response times using different disks 

 

Changing the number of executed actions (iterations) resulted in the most dramatic 
changes in response time. The results from the simulations are presented in Table 7 
and show the predicted response time, together with the resource utilization of each 
device. The results indicate that network usage increases with the number of actions, 
and therefore the network is a potential bottleneck. Based on these simulations we can 
draw the conclusion that the design will not allow for more than two actions to be 
executed per request and still meet the performance objective of 250 ms. 
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Number of actions CPU Disk Delay Network Response time 

1 1 % 1 % 1 % 8 % 121 ms 

2 4 % 2 % 5 % 22 % 199 ms 

3 5 % 2 % 7 % 31 % 292 ms 

5 8 % 2 % 11 % 47 % 548 ms 

10 14 % 2 % 21 % 88 % 3860 ms 

 

Table 7. Predicted resource utilization 

5.2 Results 

As seen in the previous section, the predicted performance was similar to the 
actual performance of the implementation of the design. Although the accuracy of the 
predictions varies a great deal (from 40% to 96%, see Table 4), the performance 
relations between the different steps (i.e. which steps take most time, and which steps 
are fastest) are similar. This means that while SPE-ED might not predict the response 
times exactly, it can give valuable hints about which steps that use the most resources. 
Since the values we used in the execution graph and computer resource requirements 
were more or less based on estimations, there’s no way to know that the SPE model 
and SPE-ED tool predictions will always be the as accurate as ours – they could be 
worse, but they could also be better. However, the SPE process states that the 
performance model should be updated as the project evolves. Therefore, the 
predictions will be more accurate as the project goes on. 

The greatest benefit of using SPE and the SPE-ED tool that we saw, was its 
usefulness in finding potential bottlenecks. By giving the ability to vary different 
parameters of the system configuration, it can be used to predict how beneficial (or 
harmful) a change can be, before the change is made. In our case, it pointed out that 
the network communication had a high level of resource utilization, and also that 
upgrading to faster or more processors will result in minimal performance 
improvement.  

Based on the results from the SPE method and SPE-ED tool, we should consider 
revising the design for this scenario to decrease the number of messages sent over the 
network.  
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6 EXPERIENCES OF USING SPE 
During the time we worked with SPE and the SPE-ED tool, we made several 

experiences. The main disadvantage with the SPE process is that it takes a 
performance specialist to provide the overhead specifications. It is not very common 
for this kind of person to be available in small companies like ours. 

We did not see any benefits in time, comparing the use of the SPE method vs. 
implementing prototypes. This could probably be related to the fact that we had no 
previous knowledge of the SPE model and resource estimations, whereas on the other 
hand we are experienced programmers – naturally work takes longer if you do not 
know how to do it. In subsequent projects, however, the use of SPE is likely to be 
easier, since we now know much more about it. The most important thing we learned 
from SPE was to focus on performance early in the design phase (and then 
continuously through the project life cycle). 

If a company is interested in SPE, but doesn’t have the time or resources to invest 
in the full SPE process, there might still be reasons to learn about it. SPE’s 
performance principles, performance patterns, and performance antipatterns work 
independently of the process, and are useful tools for anyone working with software 
performance. 

We also evaluated the SPE-ED tool, and the results are mixed. Though it makes it 
easier to follow the SPE process, it has some disadvantages in terms of usability that 
probably will not encourage the use of SPE. We have not found it as easy to use as 
Connie B. Smith states. Besides having a somewhat unintuitive user interface, it also 
sometimes hangs, crashes, or simply doesn’t update the results after a simulation. We 
would also have appreciated if there had been a library with common overhead 
specifications for different types of standard hardware. 

Nevertheless, the tool was useful when searching for potential bottlenecks. In our 
case study, it helped us identify that the network would become a bottleneck rather 
quickly if the number of actions increased. There is another problem though. Given 
that small companies might not have the resources to use SPE at all, the question is if 
large companies can benefit from it. Whereas SPE itself might be useful, we are not 
convinced that the SPE-ED tool will support the large amount of scenarios that a large 
project is sure to have. It is already hard to navigate through the example projects and 
scenarios that are included with the tool, so controlling the performance of a large 
project will be very difficult. It is our opinion that the SPE-ED tool needs significant 
work to be truly useful. 
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7 RELATED WORK 
 

7.1 Performance-by-design 
One of the methods we examined is performance-by-design, which is developed 

by Dr. Neil J. Gunther [Gunther 2000]. Performance-by-design uses queuing theory 
and mean value analysis (MVA) techniques to predict performances of different types 
of systems, ranging from standard uniprocessor systems to complex multiprocessor 
systems, as well as systems with parallel or distributed processing. 

The use of queuing theory means that all systems are viewed as consisting of 
several queuing centers, which can be thought of as points of service where processes 
arrive, wait in line, and then get serviced, much in the same way as customers in line at 
the checkout stands in a supermarket. Queuing centers are characterized by several 
different properties, listed below: 

• distribution of arrivals (do the arriving requests follow some pattern, or are 
they randomly distributed), 

• distribution of the service times (similarly as above, what factors influence the 
time it takes for a process to be serviced once it reaches the point of service), 

• the number of servers, 

• the buffer size at the queuing center, 

• the total number of requests that can be present in the system, 

• and service policy (i.e. FIFO, LIFO, etc.). 

Normally, queuing theory is quite complex, and uses probability analysis for 
calculations, making it difficult and time-consuming to use for performance 
predictions in software systems. Fortunately, there are ways of simplifying this, by 
using mean values instead of real ones. With mean value analysis, large systems of 
queuing centers can be analyzed for performance in a simple way. Although the 
resulting metrics are only approximated, they are good enough to be used in most 
situations. 

To aid with performance-by-design analyses, there is a tool called the Pretty Damn 
Quick (PDQ) Solver, also developed by Gunther. Once the system has been modeled, 
and necessary metrics have been collected, the PDQ Solver can be used to calculate 
such values as response time and mean time between failures (MBTF). Naturally, these 
values can also be calculated manually. 

To conclude, performance-by-design seems to be a powerful method, suited for 
most types of systems. It is also quite up to date, as Gunther’s examples include widely 
spread architectures such as client-server, and special cases, such as the World Wide 
Web. Since it in many ways is a simplification of more complex theories, it is 
definitely a less complex method than others that could be used. 

Is it simple enough though? Well, it could be. However, while studying this 
method, it seems that Gunther assumes there is a person performing the role of a 
performance analyst. This might very well be the case in larger organizations, or 
organizations that have reached a high level of maturity. The performance analyst of 
such cases should not have any problems with applying performance-by-design, 
especially once he or she has learned to use the PDQ Solver. In the more common 
case, however, a regular software engineer is the one responsible for performance 
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considerations. In our experience, the software engineer in question is unlikely to have 
the background knowledge and the time required for learning this method, as it still 
does involve complex mathematics if a deeper understanding is desired. 

 

7.2 A Layered Approach 
The “layered approach” is another method for performance prediction 

[Papaefstathiou et al. 1994, Cao et al. 2000]. Developed by researchers at the 
University of Warwick (UK), this method is based on (older versions of) SPE and tries 
to improve on some of the weaknesses of that method. The layered approach was 
specifically developed to address performance prediction in parallel systems, 
something that SPE did not handle very well. Since the system model often is complex 
and takes a lot of time to develop, mathematical and queuing methods are often 
inadequate when it comes to evaluating the system models. The evaluation must then 
be done through other means, for example simulation, and this takes more time. Also, 
since the system model in SPE is both software and hardware dependent, it cannot be 
reused on other occasions. To solve all this, the layered approach model consists of 
three layers, where the topmost layer is further subdivided into two parts (see Figure 
13). 

 

Parallel Paradigm Layer

Hardware  Layer

Application Layer

Sub-Task Layer

Application Domain

 
Figure 13. The layered approach 

 

• The application layer is described using a software execution graph, in a 
similar way as in SPE. The model can then be analyzed using graph analysis 
algorithms. 

• The sub-task layer is also described using a software execution graph. The 
resource usage of each sub-task must then be calculated using the SPE 
method. The metrics obtained in this process are used in the application layer 
above. 
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• The parallel paradigm layer is used to identify the resource contention caused 
by the nature of the software structure. This is possible because the large 
majority of parallel paradigms can be modeled by a few basic structures. 

• Finally, the hardware layer models the underlying hardware structure and is 
used to describe the communication, synchronization and contention in the 
system. 

As with all layered models, one of the characteristics of the layered approach is 
that the layers are independent of each other. This means that a model in a layer can be 
exchanged for another model without affecting the surrounding layers. For example, if 
the hardware is changed, only the hardware layer needs to be updated with the new 
structure. 

Since the layered approach was developed to address some of the weaknesses of 
SPE, it is no surprise that the disadvantages mentioned above are less of a problem 
here. In fact, the key advantages of the layered approach include its usefulness in 
parallel computing and the ability to reuse the different layers. However, as implied 
above, recent development within the SPE method has also led to improvement in 
these areas, so the advantages of the layered approach are not so prominent. 

The key disadvantage of the layered approach is that it is only usable on systems 
that only make use of a limited set of parallel paradigms. Although most systems fall 
into this category, there are certain to exist systems that do not. Furthermore, for the 
layered approach to work optimally, there needs to be a library of frequently used 
parallel algorithms, to facilitate the reuse process. Another disadvantage is that the 
layered approach is a relatively untested technique, and we feel that more experience is 
needed to see if it is a viable option compared to the other, more traditional, methods. 
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8 CONCLUSIONS 
Performance is an important quality of most software systems. Yet, performance is 

often neglected in the beginning of the software development process and only 
addressed when it is already too late to do anything about it. How can this practice be 
changed, and what are the benefits in that case? 

Software Performance Engineering (SPE) [Smith and Williams 2001] is a method 
that focuses on software performance early in the software life cycle. In addition to the 
process itself, which uses quantitative methods to evaluate designs, SPE also provides 
principles, patterns, models, and tips to help performance engineering. SPE is used 
throughout the project life cycle, to predict and to manage software performance. 

We have conducted a case study on a system called Moray, a platform whose main 
functionality is distribution of predefined messages in various ways (SMS, e-mail, or 
to an emergency service center). Since the Moray system was already implemented 
when this thesis project was conducted, we used it to evaluate SPE, and a tool called 
SPE-ED. We modeled the system in the SPE-ED tool, and compared its predicted 
response time values with our actual values. 

The accuracy of the results varied, but on average they were acceptable. Generally, 
the values given by SPE-ED tool were more pessimistic than the reality (which is 
better than if it had been the other way around). However, the greatest use of the 
method and the tool (as we see it) was not to give exact predictions, but to identify 
real, and potential, bottlenecks in the system. Quite surprisingly, it turned out that the 
greatest bottleneck in our system was the network communication, and that a re-design 
may be needed to ensure that it meets its performance objectives. 

To conclude, we think that it is a good idea to focus on performance issues early in 
the development process. The important thing is not which method or tool that is used 
(we have given short descriptions of other performance prediction methods besides 
SPE), but rather that there is an awareness of when and how performance problems 
arise, and how they can be avoided.  
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10 ABBREVIATIONS 
 

CDR Call Data Record 
CIMD2 Computer Interface to Message Distribution 
CORBA Common Object Request Broker Architecture 
SMS Short Message Service 
SMSC Short Message Service Center 
SMTP Simple Mail Transfer Protocol 
SNMP Simple Network Management Protocol 
SPE Software Performance Engineering 
UML Unified Modeling Language 
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11 APPENDIX A – SPE MODELING NOTATIONS4 

11.1 Execution Graph Notation 
 

Basic Node 
 

Functional component at current level 
of refinement. 

Expanded Node 

 

The function has been refined; details 
are in associated subgraph. 

Repetition 
Node 

n

 

Subsequent nodes repeat n times; the 
last node in the loop has an arc to this 

node. 

Case Node 

 

Attached nodes are conditionally 
executed; each has an execution 

probability. 

Pardo Node 

 

Attached nodes are executed in 
parallel; all must complete (join) before 

proceeding. 

Split Node 

 

Attached nodes represent new 
processing threads; they need not all 

complete before proceeding. 

 

                                                 
4 [Smith and Williams 2001] 
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11.2 Information Processing Graph Notation 

Queue and 
Server 

 

An active resource with a queue. 

Delay 

 

An active resource without a queue. 

Submodel 

 

The node is expanded in a submodel. 

Branch • Multiple paths may enter or leave this 
node. 

Source 
 

The origin of a transaction. 

Sink 
 

A transaction exit. 

Submodel 
Entry 

 
Submodel processing begins. 

Submodel 
Return 

 
Submodel processing ends. 

 

 


