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ABSTRACT 
 
 
 

Software engineers will possibly never see the 
perfect source code in their lifetime, but they are seeing 
much better analysis tools for finding defects in 
software. The approaches used in static code analysis 
emerged from simple code crawling to usage of 
statistical and probabilistic frameworks. This work 
presents a new technique that incorporates machine 
learning and information visualization into static code 
analysis. The technique learns patterns in a program’s 
source code using a normalized compression distance 
and applies them to classify code fragments into faulty 
or correct. Since the classification frequently is not 
perfect, the training process plays an essential role. A 
visualization element is used in the hope that it lets the 
user better understand the inner state of the classifier 
making the learning process transparent. 

An experimental evaluation is carried out in order 
to prove the efficacy of an implementation of the 
technique, the Code Distance Visualizer. The outcome 
of the evaluation indicates that the proposed technique 
is reasonably effective in learning to differentiate 
between faulty and correct code fragments, and the 
visualization element enables the user to discern when 
the tool is correct in its output and when it is not, and to 
take corrective action (further training or retraining) 
interactively, until the desired level of performance is 
reached. 

 
Keywords: Software validation, static analyzer, 
normalized compression distance, source code 
visualization. 
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1 INTRODUCTION 
 
There exist many ways to minimize the number of bugs in a program. Writing tests 

is typically what programmers use to detect faults in program execution. Also project 
teams gather in code review meetings in order to examine software code 
systematically. Researchers believe it is the most efficient but also the most expensive 
way to find software vulnerabilities. Therefore, it is impossible to use them on a 
complete system’s code [21]. Another popular way is the use of static code checkers. 

 
Software analysis performed without actually executing the software itself is 

known as static code analysis. While dynamic analysis is based on trying to run a 
program and compare its actual and expected behavior (for example, in unit testing), 
static analysis is examining a program’s source code. It scans through code and tries to 
find likely programming violations that typically compilers ignore and become latent 
problems [2]. Static analysis helps to find problems on untested paths as it does not 
depend on having good test cases (or having test cases at all). But one must be cautious 
because it is not a replacement for software testing, but rather a complement. 

 
Recently there has been a surge of interest in using static code analysis to find 

program errors ([2] – [6], and the list goes on). The use of static checkers varies from 
simply enforcing the standards and naming conventions within IT shops to finding 
security vulnerabilities such as buffer overflows or memory leaks. Reducing the 
programming errors helps to make software more reliable and secure which leads to 
significant quality improvement of the system [1]. Our previous work [22] showed 
how techniques in static analysis emerged from simple code crawling for finding 
obviously uninitialized and still referenced variables to usage of statistical and 
probabilistic frameworks for automatically extracting programmer’s intentions 
previously hand-specified. It showed how step by step researchers came to an 
employment of more advanced techniques, including machine learning. 

 
The technique presented in this thesis describes a new approach to static code 

analysis. It makes use of learning through data compression in order to discover 
similarity between, and identify patterns of, fragments of code. In set terms, it uses a 
normalized compression distance (NCD) which is an approximation of a universal 
metric known as normalized information distance (NID). NID is a powerful similarity 
metric as it is able to measure the absolute information distance between any 
individual objects [8]. The approximation is used because NID is appealing in theory 
but incomputable in practice. NID depends on notion of Kolmogorov Complexity [9]  
which is replaced by today’s real-world compressors (gzip, bzip2, or PPMZ, for 
instance) in NCD. More details on similarity metric are provided in Section 2.1. 

  
Today’s real-world compression algorithms are able to compress text files to about 

one quarter their original size. Moreover, two combined files yield in better 
compression ratio (archive file) than a sum of the two compressed separately. The 
technique makes use of compressed pairwise combined code fragments. The 
underlying idea of the NCD can be explained as the follows. If two fragments of code 
are very similar in their contents, then they will compress much better when combined 
together prior to compression, as compared to the sum of the size of each separately 
compressed code fragments. If two fragments have little or nothing in common, then 
combining them together would not yield any benefit over compressing each fragment 
of code separately. Thus, if the NCD value between two code instances is low they can 
be classified in the same category (faulty or correct). The naïve NCD classification, 
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described in Section 3.2, is used for training, classifying and identifying faulty code 
fragments. 

 
However, the NCD calculation between fragments of pure (as it is) source code is 

not acceptable, as it is subject to programming language syntax noise. The sensitivity 
to syntactic details might overwhelm the semantics of the code. Consequently, before 
NCD calculation, the entire program’s source code is parsed to another textual 
representation that emphasizes codes structure rather than syntactic details. The code 
adapting strategies are elaborated in Section 3.1. 

 
An important aspect of the naïve NCD classification is to train it with code 

fragments that somehow capture the essence of the faulty and correct code. Actually a 
major weakness with systems that use machine learning techniques is that they tend to 
act like black boxes, i.e. it is difficult for the user to determine what exactly has been 
learned. For this reason a form of information visualization is incorporated into the 
proposed technique. The decision to use a heatmap approach is strengthened by work 
done in [16]. There the introduced intrusion detection system combines machine 
learning with a visualization component. The system also uses the heatmap technique 
to color requests received from a web server as being malicious or benign. The 
combination was proven to be effective. The provided interactive visual feedback 
allowed ascertaining the state of the learning process, making correct decisions 
upfront, and selectively training and retraining the system until it had reached a desired 
level of performance. 

 
In addition, the concept of incorporating the heatmap method into the proposed 

technique as an indication of correctness of a source code is inspired by the work of 
Jones et al. [24]. In that work, empirical studies showed that the heatmap can be 
successfully used to assist in fault localization within program’s source code. This 
method employs mapping scheme that uses visual artifacts and colors to visually map 
the participation of each statement, in the outcome of the execution of a procedure. 
Based on this visual mapping, the user can inspect statements in the program, identify 
statements involved in failures and locate potential faulty statements. The heatmap 
technique and its implementation are detailed in Sections 2.2 and 3.3 respectively. 

 
The experiments demonstrate that the technique’s implementation, the Code 

Distance Visualizer, is able to recognize faulty code statements. Although the thesis 
does not give a rigorous proof that after some fixed training the prototype leads to 
correct code classification, it does contain an intuition argument and also sample 
evidence of such classification from real programs that do lead to finding errors, in 
Sections 5 and 6. 

 
All in all, the proposed static program analysis technique takes as input a 

program’s source code, parses it, uses some set of code instances that are labeled as 
“faulty” or “correct” for training, and outputs the classification and the ranking of 
program’s code fragments. As the classification is not perfect, the heatmap technique 
helps to visualize the inner state of the classifier as it uses different tones of colors. A 
block diagram of the design of the proposed technique is shown in Appendix 12. 

1.1 Aims and Objectives 
The aim of this thesis is to propose a new static program analysis technique for 

finding defects in software. The following objectives are required to be fulfilled to 
meet the goal. These are however not limited to the list below: 

• To identify and master the chosen tools suitable for the proposed technique; 
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• To design and to implement the prototype that embodies the proposed 
technique; 

• To carry out an experimental evaluation in order to prove the efficacy of the 
prototype. 

1.2 Research Questions 
Following are the research questions that need to be addressed during the thesis: 

1. Is the proposed technique (the combination of three fields) feasible in 
practice? 

2. Can patterns learned from program’s source code using NCD be used to 
classify a code fragment into faulty/correct? 

3. Does the assistance of the visualization component affect the quality of the 
training process? 
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2 PRELIMINARIES 
In this section the terms that serve as a foundation for the thesis are introduced. 

Since the proposed static program analysis technique is based on a novel approach to 
learning data patterns, the need to explain it in more details is evident. The approach is 
known as learning through data compression. It is based on a universal similarity 
metric which is used for measuring how similar (or dissimilar) two code fragments are. 
Section 2.1 elaborates this metric. 

 
Since code fragments are not completely similar or dissimilar, their classification 

is not guaranteed to be perfect. Consequently human insight into the inner state of the 
classifier is crucial for an efficient training process. Having similarity expressed in 
plain numbers is still complex to grasp. The fact is that humans are limited in their 
cognitive and perceptual capacities. For these reasons software visualization 
techniques are introduced in order to better comprehend the data. Visualization 
techniques vary in the level of visual mapping and visual feedback they provide. 
Section 2.2 describes a graphical data representation, known as a heatmap. The reason 
for choosing the heatmap technique was its successful application in fault localization 
[24]. Moreover, it played an essential role in making the training process of intrusion 
detection system transparent [16]. 

2.1 Similarity Metric 
To set the scene for this section, we begin with a brief overview of the concept of 

the similarity metric. First, we recall the notion of a metric. Let X be a nonempty set 
and R+ be the set of nonnegative real numbers. A metric on X is a function D : X×X → 
R+  satisfying the metric (in)equalities (x, y, z Є X): 

• D(x, y) = 0 iff x = y (the identity axiom); 
• D(x, y) + D(y, z) >= D(x, z) (the triangle inequality); 
• D(x, y) = D(y, x) (the symmetry axiom). 
In mathematics, the metric D is called the distance function between x and y. A 

familiar example of a metric is the everyday distance between two objects x and y 
expressed in, say, meters. Obviously this distance satisfies three properties above (for 
instance, x = Karlshamn, y = Ronneby, and z = Karlskrona). Note that distance D is a 
nonnegative real valued function. 

 
Consider next a somewhat more complicated metric, the Kolmogorov complexity 

(also known as algorithmic entropy). A rigorous mathematical treatment of this theory 
can be found in [9]. The main concept can be explained by the following example. The 
Kolmogorov complexity K(x) of a string x is the length of the shortest binary program 
x* to compute x on an appropriate universal computer—such as a universal Turing 
machine. Thus, K(x) = |x|, the length of x*, denotes the number of bits of information 
from which x can be computationally retrieved. It is the accepted absolute metric of 
information content in an individual finite object, as it measures the amount of 
absolute information the sequence x contains. Researchers in [10] used it to define the 
concept of information distance. The underlying idea is that the information distance is 
based on the length of the shortest binary program that computes x from y. Therein the 
authors showed that it is a universal cognitive similarity distance and can be used in a 
pattern recognition between two individual objects, for example, two text files. 

 
Large objects (for example, long strings) that differ by a tiny part are intuitively 

closer than tiny objects that differ by the same amount. For example, two functions of 
ten lines of code that differ by nine lines are very different, while two whole class files 
of hundred lines of code that differ by only nine lines are very similar. Thus, absolute 
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difference between two objects does not govern similarity, but relative difference 
seems to. Vitanyi et al. in [8] added normalization1 into this wide class of similarity 
metrics (normalized version of the information metric). Their proposed normalized 
information distance (NID) proved to be a metric and demonstrated that it is universal 
in the sense that this single metric uncovers all similarities simultaneously that the 
metrics in the class uncover separately. It discovers all effective similarities in the 
sense that if two objects are close according to some effective similarity, then they are 
also close according to the normalized information distance. Put differently, the 
normalized information distance represents similarity according to the dominating 
shared feature between the two objects being compared. 

 
However, to apply NID in practice one has to do some approximations as its 

optimality comes at the price of using the incomputable notion of Kolmogorov 
complexity, as a result of the universality requirement. So Vitanyi et al. [8] took it 
further. They replaced the use of Kolmogorov complexity with a standard real-world 
compressor. It resulted in the normalized compression distance (NCD), computed 
from the length of compressed data files. Put differently, two objects are considered 
close if one can be significantly “compressed” using the information in the other. 
Intuitively, if two strings are a very similar (one contains a lot of information about the 
other), then they can be compressed more succinctly, as we need to encode only the 
differences. The compressed length of each string alone will be not very different from 
the compressed length of both strings. However, if two strings are rather different, the 
compressed length of the strings together will be significantly larger than the 
compressed length of one of the strings itself. 

 
The normalized compression distance of two objects x and y is given by: 

)}(),(max{
)}(),(min{),(

yCxC
yCxCyxCNCD −

= ,  

where the length of the compressed object x is denoted as C(x), with the others follow 
the obvious pattern. It was shown that the use of standard compressors (bzip2 or zlib, 
for instance) optimally approximates the incomputable Kolmogorov complexity [8]. 
As a result, it is a universal similarity metric in that it discovers all computable 
similarities. Also the method proved to be powerful as it does not use subject-specific 
features or background knowledge and can be applied in different domains [7]. 
Examples of successful applications include optical character recognition (OCR) [7], 
music clustering [13], a completely automatic construction of a language tree for over 
fifty Euro-Asian languages and a completely automatic construction of a language tree 
of the whole mitochondrial phylogeny tree [8]. For more detailed treatment of 
information theory please see the references. 

 
In the following chapters the terms normalized compression distance (its 

abbreviation NCD) or simply distance are used interchangeably. 

2.2 Heatmap 
A heatmap is a graphical representation of data where the values taken by a 

variable in a two-dimensional map are represented as colors. There are many different 
types of heatmap such as tree, geographical, microarray maps and etc. They are wildly 
used in different disciplines.  

 

                                                      
1 Normalization is a mathematical process that adjusts for differences among data from varying 
sources in order to create a common basis for comparison. 
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Most heatmaps use mapping techniques to represent their data rather than charting 
and graphing techniques, thus providing unique views of data which is not available in 
charts and graphs. 

 
The first component of the visual mapping is the color. The key idea of a heatmap 

is to map a real number to a particular color on the color wheel [18]. Depending on the 
application, the heatmap can consist of a hue of one color (for example, green), or a set 
of colors. For instance, Figure 1 represents the spectrum of colors from red via yellow 
to green which can be the spectrum for a heatmap. 

 

 
Figure 1: The spectrum of three colors usually used in the heatmap technique. 

 
The heatmap can be designed to indicate which records tend to be grouped 

together, separate them from other groups of records as well as reflecting the overall 
quality of the dataset. 
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3 TECHNIQUE 
How the parts fit together into a whole is more important than what the parts are. 

Thus, this chapter describes how the combination of before-mentioned techniques 
works together. The technique consists of three major parts. First, the code being 
analyzed is adapted in a way that exposes code semantics and hides syntax details 
(Section 3.1). In the second part the patterns of faulty and correct training code are 
learned using NCD and new code is classified according to their values (Section 3.2). 
Furthermore, all the black-box learning process is made transparent through 
visualization (Section 3.3). Finally, Section 3.4 demonstrates how the embodied ideas 
work in action. For the overall sketch of the technique see Appendix 12. 

3.1 Adapting the Code 
Code similarity (or dissimilarity) must not depend on programming language 

syntax details but rather on code semantics.  Distance calculation on the plain code (as 
it is) might lead to subjective results. Thus, the code being analyzed needs to be 
polished before NCD calculation. For this reason the original source code is parsed to 
another textual representation which we call adapted code. Later on, the adapted code 
is used for the actual classification. Note that in this step it is important to keep track 
of the mapping between original and adapted code, as a user is interested in the 
classification of the original code rather than the adapted. 

 
During our investigation we were searching for approaches to how to adapt code’s 

semantics that emphasize the distance between faulty and correct code and 
simultaneously suppress syntactic details. We came up with four major code adapting 
strategies that are described in the following paragraphs.  

 
Firstly, the symbols such as whitespaces, curly and angle brackets, colons, 

semicolons, and etc. were discarded. As for example, the tabular characters (“\t”) used 
for line indention make code blocks look more similar by default. 

 
The second strategy is related to long identifier (variable and function) names. 

Long names have a greater impact over the short ones in the similarity between code 
fragments. The faulty use of a variable in a code fragment should not depend on the 
length of its name. Moreover, long names overwhelm other code similarities (or 
dissimilarities) and make the distance calculation biased. For example, the following 
two if expressions make the same mistake: 

if (x = 10) 
and 
if (really_long_variable_name = 10). 
The only difference is the name of the variable. Although they both are used in the 

same manner both expressions have the same semantic mistake (misuse an assignment 
operator) but just because of the long name in the second expression they are literally 
dissimilar (at least much more than they should be). In this case the long identifier 
overwhelms the effective similarity (the dominant shared pattern which we are 
interested in) and makes the expressions appear more distant. In order to overcome this 
problem, a substitution table of randomly generated strings (names) of length two is 
introduced. For each variable’s first use in code we assign a name taken from the 
substitution table. Later on, all occurrences of the variable are substituted with this 
assigned two-character name. In this way, all the uses of variables in code have equal 
impact2. For the same reason specific programming language keywords (return and 

                                                      
2 In the implementation of the technique there are also options to keep the original identifier names 
and to change all names to the same id (any string can be supplied by a user). While we were looking 
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while, for instance) were shortened to a length of two characters (re and wh 
respectively). 

 
The third strategy is related to the semantics of the operators. For example, in the 

C programming language, operators might consist of one character (“=”, “-“, “!”, and 
etc.), of two characters (“<=”, “&&”, “++”, and etc.), or of three characters (“<<=”, 
“>>=”, and etc.). It means that by default in a distance calculation some of them have 
greater influence than the others. What is more, some operators share the same 
characters and are very similar, though they have completely different meaning. For 
example, in code 

if (x == 10) { 
 x = 10; 
} 

the assignment operator and the comparison operator are very similar literally though 
their functions are completely different. This makes distance calculation subjective to 
the operators involved. To solve this problem all the operators are parsed into strings 
of equal length and each of them consists of characters that are not present in the other 
operators. For example, the comparison operator is encoded by two equal signs (as it is 
originally), but the assignment operator is encoded by two colons (see code excerpt in 
Figure 2). In this way the use of different operators has the same impact of 
dissimilarity. 

 
Finally comes the question of how to deal with constant values used in code. 

String values or large literal constants, for instance, can unbalance the distance 
calculation in the same way as long identifiers do. Consequently all such values are 
replaced by some fixed constant or removed3. 

 
A fragment of original source code and its adapted version is illustrated in Figure 

2. 
 
For the above-mentioned reasons, the code being analyzed is run through our 

implemented adapter (more on this see in Section 4.1). All NCD distance calculations 
are done on the adapted code. The need of this step is also supported by computer 
program plagiarism detection systems (SID [23], for instance). It is the first step they 
perform before applying various algorithms to compute the shared information 
between given programs. Indeed, it is relatively easy to change a program syntactically 
without changing its semantics, for example, by renaming variables and functions. In 
order to be independent from such cheating, these systems must be based on the 
analysis on program’s structure. The technique proposed in this thesis shares this 
requirement as it also mines for patterns in program’s structure rather than its syntax. 

 

                                                                                                                                                      
for most appropriate strategy in the experiment stage we tried different configurations and chose the 
ones that worked best on our subject programs. However, in other circumstances or domains 
researchers might come up with different configuration that shows better results. Thus, we left this 
flexibility in the prototype. 
3 However, in the Code Distance Visualizer there is also an option to leave the values as they are, as 
on some other programs they might convey a valuable semantic knowledge. 
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Figure 2: The excerpt of an original source code on the left and its adapted version on the right. 

3.2 Detecting Faults 
After a program’s source code has been adapted, the code fragments are ready for 

the NCD calculation between them. NCD values are used for learning code patterns in 
code instances that are known in advance to be faulty or correct and then in 
classification of new code. 

3.2.1 Naïve NCD Classification 
Naïve NCD classification was described in [17]. Here we paraphrase its 

description and adjust it for our requirements.  
 
The straightforward way to use NCD for classification is to choose, for each of the 

code labels “faulty” or “correct”, a number of code fragments that somehow captures 
the essence of the category (training stage). Then the classification is done by 
calculating the NCD of the new code fragment with each of the training instances, and 
selecting the label for the new code fragment corresponding to the training instance of 
code with the minimum NCD value. This approach seems intuitively obvious and is 
not difficult to apply. In each case, the individual compressed sizes of each fragment 
of code are calculated. Then, some or all possible pairs of code fragments are 
combined and compressed to yield pairwise compressed sizes. The key concept is that 
if two fragments of code are very similar in their contents, then they will compress 
much better when combined together prior to compression, as compared to the sum of 
the size of each separately compressed code fragment. If two fragments have little or 
nothing in common, then combining them together would not yield any benefit over 
compressing each fragment of code separately.  

 

3.2.2 Ranking 
After classification is done a ranking can be performed to discover the fragments 

of code that are closest to training instances labeled as faulty, for example. This might 
be useful in several ways. First of all, it increases the efficiency of the training process. 
If, after some training, there are some false positives present among the top ranked 
faulty code fragments, then the prototype needs more training (or retraining). And it 
can be easily done by marking the top false positive as a correct code instance. This 
training might be effective, as it removes false positives (and usually also similar ones) 
from the top and pushes the true ones higher. Secondly, a user can inspect ten code 
fragments classified as faulty, but she can certainly not do this when it comes to a 
thousand. The ranking enables a user to focus on the code fragments most likely being 
(closest to) faulty. Finally, this technique proved to be effective as various ranking 
schemes were successfully used in the current static code checkers to reduce the 
fallacy rate of false positives ([5] and [6], for instance). Thus, ranking feature is a must 
in the implementation for efficient code analysis. 
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3.3 Visualization Component 
As described in the previous subsection, the naïve NCD classification classifies 

code fragments into faulty or correct.  However, when a training process is being 
shown as a “black box”, it is difficult to ascertain how the classifier is being trained. In 
order to be able to judge the quality of the output, the training process has to be 
transparent. Once the user has visual access to the internal state of the classifier, he can 
understand what the learner is actually learning more precisely and interactively guide 
it by being able to mark code fragments on screen as faulty or correct. 

 
Afterwards, all code fragments must be grouped and visually separated. The 

heatmap technique enables performing it in a convenient way (see Section 2.2). In our 
prototype we have implemented the heatmap of three colors and their hues (Figure 1). 
The color of the code fragment can be in a spectrum of colors from red via yellow to 
green. The spectrum of color depends on the NCD value of a particular code fragment 
and whether it is more likely to be faulty (red color) or correct (green color). When 
some code fragments overlaps, the higher priority is given to the more specific code 
fragment. For example, individual statements have higher priority than the code block 
they belong to. 

 
As was previously stated (see Section 3.1), all distance calculations are done on 

the adapted code of the original file. Thus, in order to support the transparency of the 
training process, the visual access to the adapted version of the original file is given as 
well. In this case, the user can see both version of source file in parallel with the 
heatmap technique applied on them. 

 
It is worth mentioning the ability of visualization to provide the user with 

immediate feedback. Thus, after each training step all code fragments are being 
repainted according to the latest classification. Consequently, the user can immediately 
see how any changes performed on the classifier impact the visualization of the source 
code. 

 
A popular cliché is that – “we tend to believe what we see”. Thus, information and 

data must be visualized faithfully. From our experience we state that when all 
available information is visualized at once (differences between statements, nested 
blocks, and so on) it becomes quite confusing to understand what is what. 
Consequently, in order to get a better insight, the user can decide which information 
has to be shown (or hidden). 

 

3.4 Prototype in Action 
In order to present the ideas implemented in the prototype we give a presentation 

of the user interface (see Figure 3, for instance)4. The user interface can be divided 
into a few major parts: the original source view, the adapted source view, the list of 
training instances, the ranking view and the code fragment information view. 

 

                                                      
4 Because coloring is essential in the proposed technique, all figures are presented in color. When the 
paper is viewed or printed in black and white, the figures are displayed in grayscale. Unfortunately, 
grayscale mapping for the purpose of this presentation is less effective at conveying the nature of our 
visualization. In case, when a color printer is not available, it is suggested to read this paper in an 
electronic (color) version. 
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Figure 3: The screenshot before initial training. 

 

 
Figure 4: The prototype with the list of training instances. 
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Marking code fragments 
A code fragment can be composed of structures such as code block, individual 

statements, expressions, and mixture of them (see Section 4.1.1 for more details). To 
make the selection process more visually apparent, different types of code fragments 
use different selection methods. Thus, the user can select an individual statement by 
double clicking on it. A code block can be selected by double clicking on the 
beginning of it. A code block begins with an opening curly bracket symbol5. In order 
to select an entire if, while or for statement, the accelerator key Ctrl has to be pressed. 
In conjunction with double click on the expression, this will result in the selection of 
the whole statement (expression plus its block).  

 
Moreover, as each code fragment from the original source view is linked with a 

corresponding code fragment in the adapted code view, the latter will be selected as 
well. For instance, in Figure 3 you can see how the corresponding individual 
statements are selected in both original (if (integer = 5)) and adapted views 
(IF(qe:::1)). 

 
In order to mark the selected code fragment whether being faulty or correct, the 

user can use either corresponding buttons (represented in the toolbar and in the edit 
menu) or keyboard shortcuts (provided for all the controls to speed up the interaction). 

 
Training instances 
Each marked code fragment turns into a training instance and is appended to the 

list of training instances which is represented in the right side of the display (see 
Figure 4). To make it more clear, faulty and correct training instances are colored 
respectively with red and green colors. Moreover, the user can remove a particular 
training instance from the list by clicking right mouse button on it and choosing 
remove option from a popup menu. 

 
Ranking code fragments 
After each training step the user can get top ranked code fragments. In order to get 

a list of the top ranked faulty code fragments, the check box Faulty has to be selected. 
In the other case, the list will contain code fragments considered correct. Moreover, 
the user can choose which types of code fragments (individual statements, code blocks 
and expression blocks) that will be ranked. If the corresponding checkbox is selected, 
the ranked list will contain code fragments of that type. Thus, the ranked list in Figure 
5 contains only code fragments which belongs to the “individual statements” type, and 
excludes other types of code fragments.  

 
The user can see how the particular code fragment is represented in the source 

code by double clicking on an appropriate ranked list element. This feature increases 
the usability of the prototype since the user does not have to scroll through the whole 
source view while looking for a particular ranked code fragment. 

                                                      
5 The proposed technique was applied on code written in C programming language. The reasons why 
C was chosen are stated in Section 4.1. 
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Figure 5: The ranking view with top 7 faulty individual statements. 

 
Showing layers 
Sometimes it is difficult to effectively apply heatmap technique on code fragments 

which overlap. In this case, the visualization may be ambiguous. Currently the 
prototype provides three types of layers: individual statements, code blocks and 
expressions. The user can choose which layers to show by selecting corresponding 
buttons in the toolbar or view menu. For instance, in Figure 6, the “individual 
statements” and “code blocks” layers are shown, while the “special blocks” (entire if, 
while, and for statements, i.e. expressions plus their code blocks) layer is hidden. This 
makes the visualization more flexible and gives the user the possibility to focus on 
needed code granularity. 

 
Full code fragment information 
The status of each code fragment depends on the distance to the closest training 

instance. Thus, in order to understand why a particular code fragment was recognized 
as being faulty or correct, the user has to see how it is related to all the training 
instances.  
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Figure 6: Full code fragment information view. 

 
The user can get information about a particular code fragment by clicking on it. In 

Figure 6, on the left side of the dialog you can see how this information is represented 
in the separate view. The information contains distance to each training instance 
(colored with respective status, either red (faulty) or green (correct)), distance to the 
closest training instance (colored as well). Moreover, it shows the adapted version of 
the code fragment and the adapted version of the closest training instance. This 
information provides the user with ability to visually compare the code fragment with 
its closest training instance in a lower more precise level. 

 
Exporting/Importing training instances 
The user can export all training data (the list of training instances) gathered in one 

project into a file with xml format. Afterwards, this data can be applied on other 
projects. Moreover, the user can even create artificial training instances in the xml file 
that somehow captures the essence of some particular fault and apply them on real 
code. This feature is useful since it lets the user check for a particular bug without 
having a real example of it in actual code. The described operations can be selected 
from the toolbar or via the File menu. 
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4 TOOLS 
This chapter describes the tools that are employed in the proposed technique. The 

three main tasks are to adapt a program’s source code according to before-mentioned 
strategies (Section 4.1), to calculate normalized compression distances between 
fragments of the previously adapted code (Section 4.2), and to visualize the learning 
progress (Section 4.3). Appendix 12 depicts the overall sketch of the technique and 
shows the role of the used tools. 

4.1 Static Analyzer (Sparse) 
The prototype’s implementation Code Distance Visualizer uses static analysis to 

extract semantic code properties. For this reason we needed to employ some kind of a 
code parser. As there are so many parsers (basically for any programming language) 
available out there, the only thing we needed to decide is what programming language 
to choose. We settled on the C programming language for several reasons. Firstly, as 
we knew that experiments are going to be carried out at the end in order to evaluate the 
efficacy of the technique, more open source projects are available in the selected 
language, hence it should be easier to find applicable source code and bug tracking 
systems for the experimentation stage. Thus, the language must be quite popular and 
not a fancy new one. Secondly, we also needed to be familiar with the selected 
language rather than learning a new one. C seemed to be a reasonable candidate. 

 
Consequently we employed Sparse6, the semantic parser for C, to reflect semantic 

properties of a program rather than details of its syntax. 
 
Sparse comes as a small library written in C. Its main goal is to create a semantic 

parse tree for some arbitrary code for further analysis. The provided parse tree is 
described by the header files. After that, we are able to do whatever we want with this 
tree and not worry about the library ever again. 

 
Sparse provided a power of needed control over the source code in order to 

generate the adapted version of it. For example, the first thing it was used for was 
getting rid of the unnecessary characters in user’s code which can make code 
fragments look similar by default. Thus, with a parse tree constructed using Sparse we 
developed code adapter which implements all the adapting strategies mentioned in 
Section 3.1. 

 
It is worth mentioning that the proposed technique is easy applicable to any 

programming language as long as there is a parser available for it. Then, only changing 
the adapter component, it can be applied on code written in corresponding language. 
Moreover, the same training instances might be used on both languages, as actually the 
adapted code versions are used for classification. However, the intuition says that 
programming languages must be similar and it might work only on some faults. An 
exploration whether the technique trained on faults in one programming language can 
be successfully used on programs written in other language is out of scope of this 
thesis. 

4.1.1 Granularity 
When it comes to an implementation the notion of theretofore heavily mentioned 

code fragment starts to matter. The possible granularities include whole file, procedure 
content, code block, individual statement, expression, and mixture of them. Currently 

                                                      
6 Sparse – a Semantic Parser for C, originally written by Linus Torvalds, now maintained by Josh 
Triplett, available at http://www.kernel.org/pub/software/devel/sparse 
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the naïve NCD classifier calculates distances between individual statements and code 
blocks (that which are within curly brackets). Code blocks may consist of whole 
procedure content, of other (nested) code blocks, or of one or more statements. Also, 
as is shown in the Section 5, the expressions in statements if, while, and for may 
convey important semantic information about code blocks associated with them. Thus, 
in the prototype, code fragment can consist of while expressions, of its blocks, or both, 
for instance. The code given in Figure 7 consists of 8 possible code fragments: whole 
subroutine’s body, the inner while block, while’s expression, whole while statement 
(expression plus its code block), and 4 individual statements (on lines 3, 4, 5, 7). 

 

 
Figure 7:  Code excerpt consisting of 8 different code fragment that can be marked in Code Distance 
Visualzer. 
 

For this reason the implemented adapter also chops source code into the required 
fragments. These adapted fragments are subsequently passed for the normalized 
compression distance calculation between them. Later on, the visualization techniques 
are used to show the mapping between original and adapted code. 

 
The limit for the code fragment to be composed only of the mentioned structures 

(and not of any desirable code excerpts) is that otherwise the matrix of NCD values 
(see next subsection) will explode exponentially in size. One solution was to consider 
the sliding window approach that was successfully applied in intrusion detection 
systems [16]. However, it showed no meaningful results when applied on real code 
(we tried sliding window of sizes from two to four). A likely explanation for this is 
that in code there are no strict location limits for the fault to occur. It might be the 
wrong usage of an operator (few characters), be located in one statement, cover few 
statements, or spread over multiple code blocks or even files. For example, memory 
allocation with malloc can be done in one file, released with free in another, and freed 
again somewhere else. Thus, the size of sliding window can not be fixed and, again, 
results in NCD matrix explosion, if multiple sizes are allowed. For example, if taking 
into account all possible sizes for a sliding window, then 15 code fragments can be 
constructed from a few lines code in Figure 7. 

 
In the current implementation, when there are n statements the growth of the NCD 

matrix is  
( ) ( )22 nOCn =+ , 

where C is the sum of blocks and expressions of if, while, and for statements which are 
also considered as code fragments. If the multiple sizes of the sliding window were 
allowed then the growth would become 
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So the matrix construction phase affects the performance of the technique 
significantly, especially on huge source code files. 
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4.2 Machine Learner (CompLearn suite) 
The theory described in Section 2.1 formed the foundation for a new practical tool 

that resulted in an open source software package CompLearn freely available on the 
web7. 

 
CompLearn is a software system built to support compression-based learning in a 

wide variety of applications. It implements the before-mentioned normalized 
compression distance and can be used to discover and to learn patterns in data. It 
provides this support in the form of a library written in highly portable ANSI C. It also 
supplies a small suite of simple command-line utilities as simple applications that use 
this library.  

 
We use it for calculating the NCD values between adapted code fragments. It 

returns a non-negative number (typically, but not always, greater than or equal to 0 and 
less than 1.1) representing how different the two fragments are. The largest number is 
somewhere near 1. According to the manual, it is not exactly 1 due to imperfection in 
compression techniques or other irregularities in the underlying compressor, but for 
most standard compression algorithms it is not common to see a number above 1.1 in 
any case. 

 
As the manual of the CompLearn suite points out, it is very important to choose a 

good compressor for your application. Three compressors come in a suite: bzlib, zlib 
and blocksort. The default is blocksort but it works well on strings less than 100 bytes. 
In our case, some code fragments of programs being analyzed exceed this size. 
Cebrian et al. [14] systematically investigated the performance of real-world 
compressors and showed that in some cases they are not idempotent. In other words, 
the normalized compression distance between two identical strings in some 
circumstances grows to very high values (and must be 0 or at least close to it). It was 
shown that it is skewed by the size of the arguments. The maximum useable length of 
the arguments is determined by the compressor-specific window or block size. For 
example, zlib with default configuration works well with strings up to 15 Kbytes. As a 
result, it was chosen for the prototype. All these mentioned parameters can be 
configured in the configuration file. 

 
All in all, using the CompLearn toolkit we calculate a square NCD matrix of the 

adapted and chopped up source code. The matrix consists of pairwise distances 
between each code fragments that indicate how similar they are. Consequently we 
have all the necessary information to perform naïve NCD classification described in 
Section 3.2.1. Here visualization methods come into play, as we want all the available 
information to be conveyed in an understandable way. This includes also the inner 
state of the naïve NCD classifier. Only then efficient analysis can be performed. 

4.3 Visualizer (GTK+) 
While choosing a toolkit for creating graphical user interface we concentrated on 4 

requirements: free of charge, C language support, well documented and easy to use. 
Finally, a powerful cross-platform widget toolkit called GTK+8 (GIMP Toolkit) was 
chosen as it totally satisfied all the demands.  

 

                                                      
7 CompLearn Toolkit – Machine Learning Via Compression,  written by R. Cilibrasi, available at 
http://www.complearn.org 
8 GTK+ - Widget Toolkit for creating GUI, available at http://www.gtk.org 
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First of all, it is licensed under the Lesser General Public License (LGPL), so open 
software, free software, or commercial non-free software can be developed using 
GTK+ without having to spend costs on licenses or royalties. 

 
Moreover, as the CompLearn suite and Sparse are written in the C language, we 

had constraints while choosing a toolkit for creating a GUI. GTK+ has been designed 
from the ground up to support a range of languages, such as C/C++, Java, Perl Python, 
C#, Ruby, etc. 

 
GTK+ has a well documented API and tutorials with useful examples. What is 

more, there is a great variety of books about GTK+ application development. The one 
we found most useful was that by A. Krause [20]. 

 
Creating a graphical user interface with GTK+ API requires a lot of C boilerplate 

code. To ease the GUI development we have used the Glade interface designer9. It 
enables you to build and edit user interface designs for GTK+ applications in a more 
convenient way - interactively. The GTK+ library provides an extensive collection of 
user interface building blocks such as text boxes, dialog labels, numeric entries, check 
boxes, and menus. These building blocks are called widgets. Glade is used to place 
widgets in a GUI. Glade allows you to modify the layout and properties of these 
widgets. Moreover, Glade deals with connections between widgets and application 
source code.  

 
Glade stores all information about the GUI in a .glade file with XML format, 

enabling easy integration with external tools. We found out that there exists the 
libglade library which can dynamically create GUIs from the XML description. With 
Glade and libglade there is no need to write C code. This also helped us to keep the 
code for the GUI and the application’s functionality separate. The only thing we had to 
do is to implement callback functions that determine the application’s behavior – for 
example if the user clicks a menu or toolbar button. We connected callback functions 
with appropriate signals specified with Glade by using one of the Glade’s methods - 
glade_xml_signal_autoconnect. 

 
One of the main functions of the GUI is to display program’s source code for the 

analysis. To increase the readability of the code we employed GTK+ extension 
GtkSourceView10. It is a widget that extends the standard GTK+ text widget called 
GtkTextWidget, by implementing indentation, syntax highlighting, bracket matching, 
line numbering and other features typical in today’s source code editors. 

 
 

                                                      
9 Glade – a User Interface Designer for GTK+ and GNOME, available at http://glade.gnome.org 
10 GtkSourceView – a text widget that extends the standard GTK+ 2.x text widget, available at 
http://gtksourceview.sourceforge.net 
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5 EXPERIMENTS 
Researchers wishing to experiment with software validation techniques face 

several difficulties – among them the problem of locating suitable experimental 
subjects.  In our case, we even need multiple versions of the same software (erroneous 
and error-free). Obtaining such subjects is a nontrivial task. Open source software, 
often in multiple versions, is readily accessible, but it is not equipped with code-level 
description of bug fixes (although some comes even with test suites). Even when 
suitable experimental subjects are available, prototype-testing method may not be 
robust enough to operate on those subjects, and the time required to ensure adequate 
robustness may be prohibitive. 

 
To empirically evaluate the proposed technique, we implemented a prototype, 

which we call Code Distance Visualizer. Broadly stated, our goal for these 
experiments was to obtain meaningful information about the effectiveness of the 
proposed technique for fault detection. An important goal was to carry out the 
experiment on real-world programs that contain the real code. 

 
The reminder of this section describes our experimental evaluation of the Code 

Distance Visualizer. 

5.1 Subject Programs 
The choice of experimental programs is extremely important while evaluating the 

new technique for finding defects in software. 
 
While implementing the Code Distance Visualizer, we were playing with small 

size programs (up to few hundred lines of code) written in C. Originally these 
programs were created by Siemens Corporate Research [11], and now are known as 
the “Siemens programs”. Later on, the programs were modified and made publicly 
available to other researchers by Do et al. [12]. During the implementation it formed a 
good foundation, as each program comes with a single non-erroneous version and 
several erroneous versions. In addition, the seeded bugs were properly documented. 
We tested the prototype mostly on the programs schedule and tcas (and their versions). 

 
After a while, when we got more familiar with them, we discovered some 

disadvantages. To begin with, these programs were initially created with the intent to 
evaluate the effectiveness of dataflow- and controlflow-based testing [11]. So the 
authors had some requirements on the seeded faults related to capabilities of dynamic 
analysis. For example, they discarded faults that were too easy (detected by more than 
350 test cases) or too hard (detected by less than 3 test cases) to find. While our 
technique is based on static analysis, the subject programs are biased in this sense. It 
might not represent the real efficiency of the prototype. Also the fact that these 
programs are small raises legitimate concerns about the interpretation and 
generalizability of the achieved results. And the most questionable issue is that the 
faults are artificially constructed rather than real ones. 

 
However, the main reason we rejected the “Siemens programs” is that most seeded 

errors were a few-character changes (operator “<=” changed to “<” or constant “10” 
changed to “20”, for instance). This means that the distance between faulty and correct 
code is really small and basically only exact matches can be classified correctly. 
Consequently we even added options in the prototype to increase the impact of the 
operators, for instance. But it was more like a subjective way of telling the pattern the 
learner must learn rather than allowing it to figure the pattern out itself. The early 
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finding was that our technique is not applicable for discovering such kind of faulty 
code (also see the discussion in Section 7). 

 
Thus, for the experiments we analyzed some open source projects that have 

publicly available bug tracking systems. After having performed an analysis we have 
chosen the open source project Samba (see the following subsection). The decision on 
choosing a project was more or less flexible in the sense that we were choosing 
depending on our first impression. For example, after a quick analysis of a project’s 
bug-tracking system, we rejected it if, in our humble opinion, the defects were poorly 
documented. Also some projects were rejected as their source code repositories 
seemed to be very slow. Any other big project might work as well because the selected 
faults were not specific or unique. 

 

5.1.1 Samba 
As the front page at samba.org says, “Samba is an Open Source/Free Software 

suite that provides seamless file and print services to SMB/CIFS clients.” The code 
base extended to more than 0.5 million lines of code since its first release in 1992. The 
current stable release is Samba 3.0.28a. We started to analyze early releases but faced 
problems related to dependencies. For example, versions of some libraries were no 
longer available but required in older Samba version. Thus, we decided on the newer 
branches starting SAMBA_3_0_RELEASE. 

5.2 Procedure 
As mentioned in previous section, we analyzed the open source project Samba.  

The following is the explanation of the performed procedure for the evaluation of the 
Code Distance Visualizer. 

 
The experiment was set as a proof of principle; we applied the Code Distance 

Visualizer on some known and in advanced analyzed code fragments where we know 
what the answer should be. Thus, we connected to the analyzed project’s publicly 
available bug-tracking system and went through the present bug reports. We focused 
on defects. In particular, we were looking for descriptions that contained words such as 
“fixed”, bug-fix”, and the like (low level code defects). When a reasonable candidate 
was found we looked in which revision the fix was made. Then this revision and the 
previous revision (where a bug was present) were downloaded from the source code 
repository. We were interested in code changes that were made in several places and 
single place modification were rejected outright. In this case, we were able to train the 
prototype by feeding it with some known faulty code fragments and their corrected 
versions. Afterwards we checked whether it correctly caught the remaining faults. 
Since an interactive tool with feedback is tested, several possible strategies for training 
present themselves. From our experience, a good strategy was to start training the 
prototype with one faulty code fragment and its corrected version, as it learns the exact 
differences between faulty and correct code. We called this two-instances training an 
initial training as it was the first training performed in the experiments. Also the 
ranking feature was used to improve the analysis process. For example, in Samba’s 
code (tagged as SAMBA_3_0_RELEASE) a memory leak bug was removed in nine 
places (revision 21755 of file net_rpc.c). Thus, we retrieved this and previous 
revisions, trained the prototype with one of the faulty code blocks and its corrected 
version (with memory leak removed). Then we used the ranking feature to see the top 
nine (as we knew they are nine) faulty code blocks and checked whether among them 
all the remaining memory leaks were present. If some of them were missing, because 
of some false positive being present in the top, than we continued the training. 
Additional training involved marking the false positive that took the highest position 
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in the ranked list as correct. Usually this and some similar false positives disappeared 
from the ranking freeing their positions to other code fragments. 

5.3 Measurements 
The experiments allow easy measuring of quantities such as actual number of 

faults, number of faults identified, number of false positives, number of training 
instances required, and etc. Having those measures, we are able to calculate the 
relevance of the proposed technique. Relevance [19] is a measure of usefulness of the 
output, the ratio of the number of correctly identified code fragments over the total 
number of code fragments considered: 

fragmentscodenumbertotal
fragmentsidentifiedcorrectlyrelevance

___
__

=  

The relevance measure of a set of code fragments represents the likelihood of a code 
fragment in that set being faulty. For example, we calculate the relevance of a set of 
code fragments obtained by a ranking feature after feeding the prototype with some 
training instances. 

 
Suppose a program consists of 100 code fragments and 10 of them are faulty. The 

user is interested in the relevance of seeing a faulty code fragment in the top 5 ranked 
list. Thus, he feeds the prototype with some training instances. Further, suppose that 
the prototype classifies 20 code fragments as faulty, 7 correctly and 13 incorrectly, and 
3 of the false positives make it into the top 5 ranking. Then, according to the formula 
above, the relevance of classification is 0.35 (7/20) while the relevance of the ranked 
list of 5 fragments is 0.4 (2/5). 

 
As the amount of code under analysis is huge, contains thousands of code 

fragments, we calculate only the relevance of faulty code fragments (as we know in 
advance how many of them must be) in the ranked list. So, if it is known that there are 
10 faulty code fragments, then the top 10 faulty code fragments are retrieved using the 
ranking feature and its relevance is calculated. 

5.4 Threats to Validity 
The fact that the proposed technique is applied only on faults retrieved from one 

open source project (although a big one) raises legitimate concerns about the 
interpretation and generalizability of the results. More and better controlled empirical 
evaluations will be required before we can claim with confidence the overall 
effectiveness of the proposed technique. This step is anticipated in future work (see 
Section 9). 

 
In addition, the evaluation lacks of a validation of the instances selection for initial 

training. Now for each experiment the first faulty code fragment and its corrected 
version was used (the first correction of the fault in the source code repository). To 
strengthen the validity of this training, a variant of k-fold cross-validation technique 
could be employed [27]. For example, if there are ten code corrections (ten pairs of 
correct and faulty code) then tenfold cross-validation are used. Each pair in turn is 
used for training and checked whether the remaining ten pairs are identified correctly. 
Thus the learning procedure is executed a total of ten times on different training 
instances. Finally, ten error estimates can be averaged to yield an overall errors 
estimate. 
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6 RESULTS 
The experiments, described in the previous chapter, were carried out and the data 

were collected in order to evaluate the efficiency of the Code Distance Visualizer 
implementation. 

 
Table 1 shows the data collected from the experiments with Samba’s source code. 

The column files shows the name of the source file involved in the experiments. The 
columns correct revision and previous revision indicate the revision where faults were 
fixed and the most recent previous revision respectively. The column SLOC indicates 
the number of lines of source code. The total number of faults for each file is shown in 
the column total faults. CI stands for correctly identified code fragments, FP – for the 
number of false positives in a ranked list, and R – for the relevance measure of a 
ranked list. The columns after initial training and after additional training group the 
mentioned measurements into separate stages. The more detailed columns’ meanings 
can be found in the previous chapter. 

 
After initial 

training 
After additional 

training Files Correct 
revision 

Previous 
revision SLOC Total 

faults
CI FP R CI FP R 

net_rpc.c 21755 21609 6695 9 7 2 0.778 9 0 1
libsmb_compat.c 16418 10783 450 4 4 0 1 – – – 
pdb_get_set.c 16418 16254 1073 37 17 20 0.459 22 15 0.595
cmd_lsarpc.c 
cmd_lsarpc.c 
winbindd_pam.c 
sesssetup.c 

25181 
25285 
25272 
25286 

23784 
25281 
25154 
24702

1121 
1119 
2382 
1765

14 9 5 0.643 14 0 1

Table 1: Data obtained from applying the Code Distance Visualizer on faults in Samba's code. SLOC 
stands for the number of lines of source code, CI – correctly identified code fragments, FP – false 
positives, R – relevance measure of the ranked list. 
 

The file net_rpc.c contained 9 memory leaks fixed. The excerpt of the command 
diff on the revisions involved is depicted in Figure 8. It can be seen that a programmer 
forgot to “shutdown” the variable cli or the like causing a memory leak in some 
circumstances (when the true branch of the if statement is executed). After initial 
training among the first 9 positions in the ranked list there were 2 false positives 
leading to the relevance of 0.778. Then, the additional training, explicitly marking one 
of the false positives as non-faulty, made both them disappear from the list freeing 
their positions to the correctly identified faulty fragments. Code fragments with 
memory leaks removed that are illustrated in Figure 8 can be seen correctly identified 
in Figure 9 (in bright green). Moreover, all the other code blocks that were not 
modified in the revisions but contained no memory leak (the call cli_shutdown was 
present) were classified correctly and visualized also in green. Further code inspection 
showed the strengths of visualization as one red code fragment in the newer revision 
(where all the memory leaks are assumed to be fixed) caught the eye. It was a properly 
identified code block in the sense that it was missing the caller cli_shutdown (see fairly 
red code block in Figure 9). However, deeper analysis showed that it is a false 
positive. It was a special case when the if expression checks whether cli is null and 
then takes corresponding actions (so there is no need for shutting it down). The 
additional difference in if expression was too little to make greater distance from faulty 
training instance, though it was just circa .0174 closer than the correct training 
instance. The distances between this false positive code fragment and training 
instances can be seen in the info tab in Figure 9. Additional training on this false 
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positive (by marking it as correct) made the classification ideal, as only faulty code 
fragments were in red hue. In this small example, the strengths and weaknesses of the 
learning process become visually apparent, and the user can respond interactively to 
improve the classification, in doing so receiving immediate feedback (“click-by-click” 
literally) and taking into account the new state of the classifier, before performing 
additional training. This would not be true of tools with no visualization support even 
though working along the same principles. Unfortunately a lack of space and the static 
nature of a written presentation, prevents of from providing more insight into the 
interactive nature of this process than is possible here. 

 

 
Figure 8: Excerpt of a command diff performed on revisions 216009 and 21755 of file net_rpc.c. The 
memory leak was removed by adding call cli_shutdown on variable cli. Figure 9 shows correctly 
identified fragments where the memory leak is removed. 
 

 
Figure 9: False positive memory leak. Indeed the call cli_shutdown is missing but if expression 
explicitly checks whether cli is null (in line 5813), so there is no need to “shut it down”. Note on the 
left (in the info tab) that it was also close to one of the correct training instances. The other two visible 
blocks (starting at lines 5820 and 5830) are identified correctly. The more code is in the yellow hue 
the more neutral it is, as it is distant from training instances. 
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The files libsmb_compat.c and pdb_get_set.c contained bugs caught by static code 

analyzer Klocwork11. At least commit message in revision 16418 read as follows: “Pull 
in more Klocwork fixes.” The former file contained fixes for 4 possible null pointer 
references. Figure 10 shows differences between the involved revisions. As Table 1 
shows after initial training all the remaining faults were identified correctly and took 
top positions in the ranking (see Figure 11). The latter file contained opposite fixes, i.e. 
redundant null pointer checks. In total redundant null check was removed in 37 
locations. After initial training, 17 redundant checks were present in the ranked list of 
37 faulty code fragments in total. It resulted in circa 0.46 of relevance. The first false 
positives were met in positions 15 and 16. After explicit training on them, 5 more 
correct training instances made into the ranked list and increased its relevance up to 
circa 0.6. Farther training did not lead to significant improvements (just few more 
correctly identified blocks appeared in the ranking) and training itself was random 
(consequently subjective) as we could not come up with a fixed strategy of which 
training instances to choose next. There were two main problems with this. First, some 
of these fixes (that did not make into the ranked list) appeared within big code blocks. 
Consequently the similar parts, shared with faulty training instances, of the big code 
block were overwhelmed by other parts which led to greater distances and made it fail 
getting into the ranked list. Second, training just on false positives which appear in the 
ranked list make the classifier suffer from a problem of uncorrelated bias. The 
classifier becomes unbalanced, in the sense that it has a richer combination of correct 
code shapes and, consequently, captures more code fragments as correct ones. 
Whereas, becoming blind to faulty code fragments (even previously correctly 
classified faulty code fragments might become correct). Thus, after feeding the 
prototype with few, for example, correct class instances, at best, it should be trained 
also with their faulty versions. 

 

 
Figure 10: An excerpt of a command diff performed on revisions 10783 and 16418 of the file 
libsmb_compat.c. An addition of two null pointer checks can be seen. 

                                                      
11 Klockwork – a commercial static code analysis tool, available at http://www.klocwork.com 
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Figure 11: Screenshots after initial training on bugs in file libsmb_compat.c. The upper one shows 
correctly identified faulty fragments with the ranked list on the left and the lower one shows correctly 
identified their fixed versions. Code blocks in yellow are far-distant from both training instances and 
can be perceived as neutral (or can be trained explicitly as non-faulty). 
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The last bug in Table 1 was present in 3 different files and involved 4 commits 
with fixes. It was a correction to the caller unistr2_to_ascii, as the maxlen parameter 
(the 3rd argument in the caller, see Figure 12) should be set to the size of the 
destination, not to the size of the source string. Figure 12 depicts the first commit 
which fixes one of the occurrences of this bug. At first sight it might look that the bug 
can be easily chased down with the traditional find feature which is present in most of 
today’s text editors. However, for example, the attempt to search all the occurrences of 
caller unistr2_to_ascii returned more than 216 results (so the relevance of this list is 
only circa .065). Also analysis of the log messages among the involved revisions 
showed that all commits were made by the same programmer in a period of 
approximately 3 hours. No other commits (by this programmer) were present in this 
time frame. It gives a reason to believe that he worked only on the mentioned bugs for 
approximately 3 hours. Thus, this easy to correct bug is not so trivial to find. After 
initial training with the faulty caller and correct caller obtained from the first commit 
(see Figure 12), the Code Distance Visualizer correctly identified 9 occurrences of this 
faulty statement leading to relevance of 0.643. After additional training to get rid of 
false positives (marking relatively few of them as correct) all the 14 bugs took the top 
positions in the ranked list. And it took less than 10 minutes12. 

 

 
Figure 12: An excerpt of a command diff performed on revisions 23784 and 25281 of the file 
cmd_lsarpc.c. 
 

                                                      
12 It includes the time needed only for training and identifying faulty code statements. It does not 
include the time required to set up Code Distance Visualizer, the time needed for NCD matrix 
calculation, and etc., as it is a prototype and the performance requirement was not priority one during 
the implementation. 
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7 DISCUSSION 
The experimental evaluation, described in previous chapters, showed that the Code 

Distance Visualizer implementation of the fault detection technique is capable of 
classifying code fragments into faulty and correct. Taking into consideration the 
novelty of the principles of its inner working, it is already a fairly substantial finding. 
In this chapter major strengths and weaknesses of the technique are pointed out 
(Section 7.1). In addition, as the thesis does not provide any experiments on users, for 
example, to ascertain the effectiveness of the visualization, our own experience using 
the prototype is discussed in Section 7.2. 

7.1 Findings 
In the experiments over a total of 14,605 lines of code13, the results showed that 

the Code Distance Visualizer correctly identified 37 faults out of 64 in total (see Table 
2) after initial training. Thus, in average more than half of the bugs were caught in 
each case (for 4 kinds of bug) after training the prototype just with two instances: one 
faulty code fragment and its corrected version. This led to the average relevance of 
0.58. Moreover, all the faults in the file libsmb_compat.c were correctly identified 
after this initial training. 

 
After initial 

training 
After additional 

training 
Total 

number of 
faults 

SLOC 
CI FP R CI FP R 

64 14,605 37 27 0.58 49 15 0.77 
Table 2: Summarized results. Columns provide totals of the Table 1. 

 
A strategy to choose false positives that took the highest positions in the ranked 

list for the additional training proved to be effective. This simple additional training, 
marking the false positive as correct, improved the average relevance up to 0.77. It 
resulted in a low false positive and false negative rate. All the faults in file net_rpc.c 
and files cmd_lsarpc.c, winbindd_pam.c, and sesssetup.c were identified correctly 
after performing additional training. 

 
However, the faults in file pdb_get_set.c were not caught even after farther 

training (unless a majority of them were manually marked as faulty). The deeper 
analysis of the missed faults illustrates weaknesses of the proposed technique. For 
example, the Code Distance Visualizer is not able to identify a small code 
modification within a relatively big code block. The similar parts, shared with training 
instances, within big code block are overwhelmed by its other parts and subsequently 
results in greater distances. It was also previously noticed in Section 5.1, while 
choosing subject programs for the evaluation. Knowing the principles of the technique, 
it is not surprising that the classifier is blind to few character changes within a few 
hundred character code, as there is no space for variations and only exact matches will 
be classified correctly. On the other hand, the exact matches can be trivially identified 
by other means, for instance, with a find feature of today’s text editors. Thus, this is 
not seen as a significant drawback. In any case, in order to provide more generalized 
findings, for example, what size of modifications within up to what size of block can 
be identified, the more rigorous experiments are required (see Section 9 on future 
work). 

 

                                                      
13 Moreover, the number of lines of code actually can be multiplied by two as two versions (faulty and 
correct) of each file have been considered. 
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Another weakness of the technique is that inappropriate training can make the 
classifier unbalanced. This also relates to the machine learning concept of overfitting 
[27]. In other words, the learner might adjust to some very specific features and 
become over trained in one category. For example, in our case it might be thought that 
continuous prototype training just on false positives (found in the ranked list) finally 
will make all them disappear and only faulty code fragments will be present in the list. 
However, the classifier becomes unbalanced in the sense, that it has a richer 
combination of correct code shapes and, consequently, captures more code fragments 
as correct ones. Whereas, becoming blind to faulty code fragments (even previously 
properly classified faulty code instances might become correct). Thus, after feeding the 
prototype with more, for example, correct class instances, ideally, it should be trained 
also with some of their faulty versions. For this reason, we were not able to come up 
with a fixed training strategy that would lead to the most appropriate classification for 
the file pdb_get_set.c.  This ended up 15 bugs going uncaught. 

7.2 User Experience 
While implementing the technique, we had the experience of using the tool with 

no visualization added. For example, at the beginning there was no heatmap assistance 
implemented in the prototype. All distances between code fragments were represented 
by plain numbers. Although initially we were experimenting with simple and small 
code fragments it was still difficult to decide what was what. Moreover, when it came 
to training, it was difficult to follow what exactly the classifier was learning, what 
changes additional training did, as one had to check all distances by manually 
inspecting the numbers, (almost) memorizing them and to compare mentally how they 
were affected after each training. There were no doubts that additional support from 
the tool was required, as we knew we were going to apply it on big and complex code 
from real world applications. 

 
An addition of the heatmap technique (and other visualizations) improved the 

training significantly by making the learning process more transparent. After each 
training an immediate visual feedback about the inner state of the classifier was 
apparent to the user. In other words, it was evident which code fragments were neutral 
(distant from training instances), which ones were closer to faulty instances than 
others, and so on. The user was aware when the technique was correct in its output and 
when it was not, and could take a corrective action (further training or retraining) 
interactively until the eligible level of performance is achieved. Also in the same 
period of time the user was able to perceive greater amounts of data when the heatmap 
was used rather than plain numbers, as she didn’t need to inspect actual distances 
between code fragments14. 

 
The classification of complex files frequently was not perfect. A user inspection of 

even visualized code in many and/or huge files containing plenty of instances 
classified as faulty might be infeasible. For example, it might be unacceptable to go 
through hundreds of code fragments colored in a spectrum of red manually. Here the 
added ranking feature becomes handy. It allows concentrating on code fragments that 
are most likely being (closest to) faulty. Our empirical studies showed that ranking and 
analyzing the top faulty code fragments was more advantageous than analyzing all the 
code fragments considered faulty by the classifier. Moreover, the false positives at the 
highest positions in the ranked list can be used for the efficient training. For example, a 
good candidate for further training is the first (seen at the highest position) false 
positive in the ranked list, as it disappears from the list (usually with some other 
similar false positives) letting the real faults move up. This was also confirmed during 
the experimental evaluation (see previous subsection). Another feature that would 

                                                      
14 Of course the feature showing all the details in-depth was left also. 
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allow one to get an overview of the huge (or many) files and locate problematic spots 
in a more comprehensive way the is so-called global view of software proposed in 
[24]. This feature is intended in the future work (see Section 9). 

 
It is worth mentioning the advantage of the static nature of the proposed technique. 

Absent requirement to execute software in the prototype allows us to perform analysis 
of the programs, such as operating systems (their kernels), server applications (Samba, 
for instance), and etc. The user can even take excerpts of code and analyze them 
separately. This could not be achieved if dynamic analysis were considered. 

 
Our working (as software developers) experience also gives us some clues that the 

Code Distance Visualizer can be used as a valuable assistant during code review 
meetings. During code review usually only some chosen code excerpts are analyzed.  
The proposed technique allows easy jumping to the other most similar code fragments 
(where the same problem/solution can be identified). For example, suppose there is 
written a common function by one programmer. Later on, another programmer takes 
this function, adjusts it, and develops his own version of it (yes, copying and pasting 
code is a common practice). Suppose further that the former programmer finds an error 
in the function and fixes it. Since he knows nothing about the adjusted function, the 
error is not fixed there. The Code Distance Visualizer can be used to identify such 
similar code fragments. 

 
The inner workings of the technique are not bounded to any specific fault’s 

characteristics that are known in advance to lead to failures (null pointer dereferences, 
for instance). The prototype does not look for analogies of patterns defined in 
advanced in a given code base. The user can instead train the prototype to identify the 
faults specific only to her domain. This can be achieved only with annotation-based 
static analyzers that require invasive code modifications or writing compiler 
extensions (as in [3], for instance). Using this tool, none of them are required. 
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8 RELATED WORK 
Because the goal of locating errors is important, numerous other researchers have 

tried various approaches. Below, we discuss other similar techniques for finding bugs. 
 
The previous tool for finding defects that is closest to our proposed is probably 

that of Brun and Ernst [25]. They implemented a tool that is trained using machine 
learning techniques to identify program properties which indicate errors. The 
experimental evaluation performed showed that most of the extracted fault-revealing 
properties do lead a programmer to an error. There are two primary differences 
between our approach and this previous work. First, they use a dynamic analysis to 
extract semantic properties of the program’s computation, whereas we use a static 
analysis. Actually, in the training stage they need to execute programs twice: a version 
containing at least one error and a version with at least one error removed. In our case, 
no execution of the program is required in any stage (training or classification). 
Second, their tool adopts a classical batch-learning approach, in which a fixed quantity 
of manually labeled training data is collected at the start of the learning process. In 
contrast, the focus of our work is the incremental learning on a series of manual user 
inspections. 

 
Statistical machine learning techniques (Markov modeling, bootstrapping) were 

successfully applied on classifying the program’s behavior in [26]. There the classifier 
was trained incrementally to map execution statistics such as branch profiles to a label 
of program behavior such as “pass” or “fail”. Again in our work we focus on static 
analysis (not dynamic) and mapping program’s source code (not behavior) to a label 
such as “faulty” or “correct”. 

 
Empirical studies proposed in work of Jones et al. [24] showed that software 

visualization techniques can be successfully used to assist in fault localization in a 
program’s source code. The Code Distance Visualizer applies the heatmap technique 
in a similar way to their implemented tool Tarantula15. There the technique employs a 
mapping scheme that uses visual artifacts and colors to visually map the participation 
of each statement, in the outcome of the execution of a procedure. Based on this visual 
mapping, the user can inspect statements in the program, identify statements involved 
in failures and locate potential faulty statements. However, there are two substantial 
differences between our tool and Tarantula. First of all, Tarantula is not a code 
analyzer, but rather a visualization system that displays the results of running suites of 
tests against software systems. It simply visualizes the portions of code that are 
executed by passed and failed tests leaving all the analysis to the operator. Secondly, 
Tarantula provides the user with both a local and global view of the software, while 
the Code Distance Visualizer gives access only to the local view. The global view lets 
user focus on likely faulty code sections and provides information about the entire 
state of the source code. This Tarantula’s advantage is considered to be added to the 
Code Distance Visualizer in the future (see Section 9 on future work). 

 
So far we have not found any similar static code analyzer to the proposed. The 

most related one in the used technologies probably is [6], where a feedback rank 
scheme is used and correlation among reports (errors reported by analyzer) is 
represented in a probabilistic framework. There the classifier is trained during 
interactive reports inspection process and probabilities for non-inspected reports are 
recalculated. This approach primary attacks the false positives problem in static code 

                                                      
15 Tarantula – a visualization system for fault localization, available at 
http://pleuma.cc.gatech.edu/aristotle/Tools/tarantula 
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analysis and learning techniques are applied just to perform error ranking. In 
comparison, we use the classification explicitly for finding errors and apply it on code 
fragments. Also the related approach is not visualized in any way although a list of 
errors is re-ranked in an on-line manner. 

 
What concerns the normalized compression distance, despite its quite young age, it 

has already been put to the broad range of successful applications for learning and 
discovering patterns in data. Few of them are mentioned here. In bioinformatics it was 
used to construct a phylogeny tree from a NCD matrix calculated on the complete 
mitochondrial genome sequences [8]. In music it was successfully applied for 
hierarchical clustering of MIDI files and distinguished various musical genres [13]. In 
linguistic it was used to mine similarities between languages [7]. Probably the closest 
application of normalized information distance to the proposed one in this thesis is in 
plagiarism detection within programming assignments. The Software Integrity 
Diagnosis (SID) system [23] uses a variant of the NID to measure the similarity 
between two source code files (thus, SID may be also defined as Shared Information 
Distance). It takes as an input zip file with the programs to compare and outputs so-
called similarity score. There the first phase also involves some sort of a tokenization 
procedure to convert source code into token sequences, as it is based on the analysis on 
program’s structure rather than on counting identical variables or the like. Similarly, 
here in the proposed technique, the analysis is based on the structure of code 
fragments. However, SID system does not provide any interactivity to the user.  Only 
in the final output the recognized analogous parts are highlighted in a graphical user 
interface. The process acts as a black box to the user. But of course, it is not surprising, 
as the aims of their technique and our proposed are completely different. It might be 
done on purpose to avoid exposing inner system’s state to the cheaters. Anyways, so 
far the normalized compression distance has not been used for code classification into 
faulty and correct. 

 
All in all, the wheel was not reinvented; we didn’t do it twice. 
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9 FUTURE WORK 
In this study we have exposed the effectiveness of the proposed static code 

analysis technique for locating faults in source code. However, during its 
implementation and evaluation the number of various improvements in todo lists has 
increased considerably. In the following paragraphs the most significant intended 
improvements and the like are stated. 

 
Immediate follow-up work includes making our proposed tool and technique 

publicly available under some open source license, for instance, GNU Public License 
(GPL). This will allow other researchers to try the technique, maybe improve it, add 
some features, or simply provide us a valuable feedback. Based on the received 
feedback, new further trends might be considered. 

 
Furthermore, the fact that we have applied our technique only on one open source 

project calls into question the confidence of the obtained results. In order to provide a 
more rigorous proof about the effectiveness of the proposed technique, more and better 
controlled empirical evaluations are required. Additionally, the subject program suite 
has to be expanded to more varied programs in order to generalize the results reported 
in this thesis. For example, it will indicate which kind of faults the technique is most 
effective for and/or which faults it is incapable of identifying. Also the Code Distance 
Visualizer can be trained on some general faults (misuse of an assignment operator, for 
instance) and then applied on other project to check these faults in it. So far we have 
tried it just on the artificially created code. It would be an interesting result, if such 
faults could be found in some real projects as well. 

 
A number of future directions are possible regarding the machine learning aspect 

of this work. For example, NCD can be combined with some existing trainable 
classifiers and replace the naïve NCD classification. According to [17], there are at 
least two good choices for trainable learner components for use with NCD: neural 
networks and support vector machines [27]. This approach brings more complexity 
into the technique, though it might achieve higher accuracy in the classification. In any 
case, it would be interesting to compare the performance of the resulting classifiers 
with the currently implemented naïve NCD classifier. 

 
We have exposed the significance of software visualization techniques when being 

applied on static code analysis. However, visualization can be more effective in 
summarizing results and highlighting promising locations in the program for further 
exploration. At the moment, the Code Distance Visualizer leads developers to focus 
their attention locally instead of providing a global view of the software. An approach 
that provides the user with a global view of the software, while still giving access to 
the local view, can provide the user with more comprehensive information. This 
feature is embodied in before-mentioned tool Tarantula and proved to be effective in 
practice. 

 
Another possible future trend regarding the visualization aspect would be to assign 

different colors to distinct error categories. For example, one code fragment can be 
marked as faulty and assigned to category of memory leaks, whereas another code 
fragment can be marked also as faulty but assigned to category of null pointer 
dereferences.  Then memory leaks are visualized in a spectrum from yellow to red, 
while null pointer dereferences are visualized in a spectrum from yellow to blue. This 
would give a better insight when different kinds of errors are involved in the training 
process. 
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Last but not least is writing a paper with the intention to be published in an 
appropriate workshop or a journal. 
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10 CONCLUSIONS 
This thesis presents the design, implementation, and evaluation of an original static 

source code analysis technique that uses machine learning and software visualization. 
The goal of the technique is to assist users in locating errors in code based on given 
training instances of faulty and correct code fragments. 

 
The original research was motivated by the fact that, rather surprisingly, so far no 

one has taken a similar tack in static code analysis. Thus, the challenges faced during 
the exploration of the combination of three areas were inspiring on their own and the 
resulting technique is already an interesting finding in itself. 

 
The thesis demonstrates the ability of a naïve NCD classifier to learn patterns in 

one code fragment and to identify them in another. The user’s responsibility is to 
choose the training instances that somehow capture the essence of the faulty or correct 
code. The visualization component makes visually apparent what exactly the learner 
has learned and allows the user to take a corresponding action (further training or 
retraining) in an interactive manner (“click-by-click” literally). 

 
The experimental evaluation of the technique uses an implementation called the 

Code Distance Visualizer. The evaluation reports experimental results that quantify the 
technique’s ability to detect faulty code fragments. In the experiments over the source 
code from the open source project Samba, the top-ranked faulty code fragments were 
on average 57% correctly identified as faulty after initial training. Further, the 
additional training increased this average up to 77%. 

 
The thesis provides some preliminary evidence that the proposed technique can be 

used for fault detection in software, and suggests empirical experiences that can be 
used to provide more solid evidence. For example, the tool also can be used as 
assistant in code review meetings for easy jumping between similarly problematic or 
exemplary code fragments. 

10.1 Research Questions Revisited 
In the beginning of the thesis three research questions were raised in order to guide 

the work throughout the project. These questions are now revisited in order to see how 
the outcome of the research helped to answer them. 

 
1. Is the proposed technique (the combination of three areas) feasible in 

practice? 
The technique’s implementation in the Code Distance Visualizer demonstrated that 

the combination of three different fields, namely machine learning, information 
visualization and static code analysis is feasible. Moreover, we surpassed expectations 
and exposed that the proposed technique is reasonably efficient for locating faults in 
source code.  

 
2. Can patterns learned from program’s source code using NCD be used to 

classify a code fragment into faulty/correct? 
The experiments proved that the naïve NCD classification is capable of classifying 

code fragments into faulty and correct. According to the findings (see Section 7.1) the 
application of the proposed technique does lead to the identification of faults in source 
code. 
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3. Does the assistance of visualization component affect the quality of the 
training process? 

The thesis does not provide any experiments on users to ascertain the efficiency of 
the visualization. However, our performed empirical attempts have showed that 
information visualization plays essential role in understanding complex process of 
supervised learning. When the user has a visual access to the inner state of the 
classifier, she can see the strengths and weaknesses of the training process and, 
consequently, interactively improve the classifier (see Section 7.2). 

10.2 Contributions 
• The proposal of a novelty technique for static code analysis; 
• An implemented tool that embodies the proposed technique; 
• Experiments that demonstrates the performance of the technique. 
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12 APPENDIX I. SKETCH OF CODE DISTANCE 
VISUALIZER 
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