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ABSTRACT 
 

 
Context. In forthcoming years, sustainability will lead the development of society. Implementation of 
innovative systems to make the world more sustainable is becoming one of the key points for science. 
Load balancing strategies aim to reduce economic and ecological cost of the heat production in district 
heating systems. Development of a decentralized solution lies in the objective of making the load 
balancing more accessible and attractive for the companies in charge of providing district-heating 
services. 
Objectives. This master thesis aims to find a new alternative for implementing decentralized load 
balancing in district heating systems.  
Methods. The development of this master thesis involved the review of the state-of-the-art on demand 
side management in district heating systems and power networks. It also implied the design of the 
architecture, creation of a software prototype and execution of a simulation of the system to measure 
the performance in terms of response time.  
Results. Decentralized demand side management algorithm and communication framework, software 
architecture description and analysis of the prototype simulation performance. 
Conclusions.  The main conclusion is that it is possible to create a decentralized algorithm that 
performs load balancing without compromising the individuals’ privacy. It is possible to say that the 
algorithm shows good levels of performance not only from the system aggregated response time, but 
also from the individual performance, in terms of memory consumption and CPU consumption. 

 
 
 
 

Keywords: Demand side management, Peer-to-peer, 
Data aggregation. 
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1 INTRODUCTION 
The responsible use of natural resources is now one of the biggest challenges of 

mankind. The promotion of sustainable development techniques, as well as the 
implementation of mechanisms for conservation and protection of the natural 
resources has become a key point not only for governments but also for private 
enterprises. International policies like the KYOTO’s protocol have also established 
agreements for the conservation and responsible use of the natural resources. Those 
initiatives have opened new spaces of investment and development, which have 
become a perfect environment for implementing new technological projects. 

Thus, the incursion of new methods and technologies may positively affect some 
of the preexistent methods for resource conservation. District Heating Systems (DHS) 
is a centralized service of distribution of heat, in which a group of buildings 
(Consumers) connect to one or many central points (Producers) that are in charge of 
providing them with heat. The importance of a DHS is that it centralizes the heating 
process, which reduces the economic and environmental cost of the heat production, 
since it requires less energy spending than heating each building separately. 

Even DHS is efficient delivering the heat and reducing the cost of the heating, it is 
possible to improve them even more. For example, when the group of customers 
requires more heat than the producer is in capacity of producing under normal 
conditions, is necessary to use more energy in the heat generation process. Usually, the 
generation of more energy requires using heavy fuels. Using heavy fuels has negative 
environmental and economic impact, since they are expensive and highly contaminant. 

An alternative to solve the problem of the overload of the producer is the 
implementation of special pricing scheme, which rewards with cheaper prices the 
consumers that use the services in times with low concurrency. This approach may be 
inconvenient from final user viewpoint, since it may affect the quality of service 
perceived by the user (e.g. If an inhabitant of the building wants to take a shower at 10 
pm before going to bed, he/she would not like to wait until the service concurrency 
decreases). Besides, some countries, including Sweden do not apply differentiated 
pricing schemas.  

Another option is the implementation of an automatic mechanism to control the 
consumption, in which each building is capable of managing its consumption 
automatically. This automatic control is also known as Demand Side Management 
(DSM). In Sweden specifically, there is a company dedicated to the design, 
implementation and administration of DSM systems for DHS, its name is NODA 
Intelligent Systems AB. Noda has developed a commercial platform that has achieved 
to reduce the cost of heat production in many DHS around Sweden. Noda’s platform 
provides a centralized service of administration and regulation of consumption, which 
calculates a set of programmed reductions. The service finally picks some of the 
consumers and assigns them the reductions. The accumulation of the distributed 
reductions ends reducing the global consumers’ consumption. 

Even Noda’s system results in operational and economical terms have been more 
than acceptable; still remain some points of improvement. One of them is the 
availability of the platform. The system works on a centralized server, which makes it 
prone to stop operating due severe server side problems. The second and maybe the 
most relevant, is the information privacy. Heat producers are reluctant to share 
information about production with their competitors. Besides producers, in some cases 
consumers are also reluctant to share any type of information. 

One alternative to mitigate the influence of privacy and availability issues is the 
implementation of a decentralized system. The new system architecture may support a 
communication schema in which the information of consumers and producers is 
hidden in a certain level. This master thesis focuses on exploring suitable solutions to 
the availability and privacy problems, in the context of the distributed systems. 
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1.1 Main Concepts 
This section contains a set of definitions important to the good understanding of 

the document. 

1.1.1 District Heating System 
A district heating system (DHS) is a centralized service of heat distribution in 

which a set of buildings connects to a set of heat production units that provides heat to 
the buildings. Buildings and production units connect through a pipe network and the 
heat can be delivered as heat water, steam or waste heat from factories. Generally, 
each building has an internal pipe network separated from the district-heating network. 
The building uses the internal network to deliver heat for heating building spaces and 
tap water. Most of the cases the internal building network is not directly connected to 
the external network, in those cases the building uses a heat exchange system to 
transfer the heat from the external pipe to the internal pipe. DHS is considered 
environmental friendly and profitable, since they reduce the energy required to 
produce heat for a community of buildings.  

1.1.2 Demand Side Management 
Producer over load arises when consumers’ needs overpass the desired production. 

In DHS context producer overload generates extra costs, since the increment of the 
production over the normal levels leads to extra cost not only economic but also 
ecological. Demand side management (DSM) aims to reduce the producers’ load 
applying regulations of consumption in the client side. DSM can be direct or indirect. 
An example of indirect approach is to use special pricing scheme, in this case the users 
can adjust the consumption in relation to the economic benefit they want to get. To be 
effective, this approach requires the total implication of the user, since he/she is the 
final responsible of the consumption control. Besides, it can affect the perception of 
quality of service from the user viewpoint because in many cases it advocates the user 
to change its usual behavior.  On the other hand, direct DSM approach lies on the 
automatic load control. In this case an automatic software/hardware tool performs load 
shedding or load shifting to reduce the load on the producer. Load shifting refers to 
balance the load moving the consumption forward or backward (e.g. to automatically 
start the dishwasher in the early morning, when the service concurrency is low). Load 
shedding refers to compensation of the load, which means to shed the consumption on 
certain parts to cope the needs of others (e.g. to reduce the energy spent in space 
heating in times of peak consumption). 

1.1.3 Peer-to-Peer System 
It is an architecture style in which the components of the system (i.e. peer) interact 

directly and collaborate to perform one or several tasks. All components in a peer 
system have the same degree of responsibility and they share the same privileges. The 
peer-to-peer principle lies in scalability and availability aspects, since the peer 
community does not need any kind of central coordination to perform their common 
activity. 
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1.2 Research Approach 
This section contains the research questions that motivated the development of this 

master thesis and how the researcher approaches to answer them. 

1.2.1 Research Questions 

1.2.1.1 RQ1. Is it possible to use a distributed algorithm to coordinate load-control 
behavior within a DHS, and if so, how would such an algorithm look like? 

1.2.1.2 RQ2. How and to what extent can privacy among the individual consumers 
within the DHS be upheld in the distributed algorithm? 

1.2.1.3 RQ3. How and to what extent is it possible to maintain the performance 
levels of existing solutions when implementing the distributed algorithm? 

1.2.2 Research Methodology 
RQ1 was approached by performing an investigation of the state-of-the-art in the 

subject demand side management in the electricity industry. The document search was 
performed mainly in IEEE explore and Computer society databases. I found that the 
most of the work focused on the implementation of semi-centralized systems, and 
some of the works related to the use of decentralized approaches left open the 
implementation of the communication frameworks. Besides, the market regulations on 
the electricity industry are substantially different to the ones applied to the district 
heating industry. Taking into account that most of the coordination strategies in the 
electricity industry are based on variable market pricing, it was necessary to extend the 
literature review to cover other alternatives of to solve the problem of resource 
allocation and data aggregation in distributed systems. Using those information 
sources, I finally came to the definition of the load control coordination strategy and 
the inter node communication strategy. 

RQ2 required the analysis of the problem from the coordination perspective and 
from the communication perspective. As you can see in the section 3.2 in the 
decentralized algorithm each member of the load control coalition has access to perfect 
information in regarding aggregated consumption. It means that all the participants in 
the coordination know the global system state in terms of: desired production, 
estimated consumption and estimated buffer. Knowing the global information each 
individual can decide its own strategy without any kind of communication to the rest 
of the participants. Since each participant takes its decision isolated, the privacy is 
related just to data aggregation process. The section 3.3 explains the approach 
proposed to maintain the privacy of the information during the data aggregation 
process. 

As result of the answer of RQ1 and RQ2 I defined a framework, which was the 
base to specify the architecture that finally became a system prototype. 

The final step of this master thesis was to answer RQ3. To find that answer I 
performed an experiment using the prototype. The experiment tested the performance 
and behavior of the system in a simulated environment. The performance attributes 
evaluated during the tests were: Global system response time, individual memory 
consumption and individual CPU usage. 
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2 RELATED WORK 
The implementation of systems to improve the resource allocation and 

management in district heating system is a field under evolution. Despite it has not 
been extensively analyzed; it certainly represents a point of improvement and further 
research. Noda Intelligent Systems AB is a Swedish company located in Karlshamn. 
The main research and business interest of Noda is the development and improvement 
of the load balancing in district heating systems. Their platform based on software 
agents with semi-centralized coordination [1] is a pioneer and novel implementation to 
effectively perform load balancing in real district heating systems. Several 
experimental results [2-4] endorse their research and implementations. As part of the 
evolution of their system and business model, Noda is willing to enhance the current 
platform and move it to a completely decentralized demand side management 
approach. 

Unlike the district heating industry, electricity supplement industry has invested 
more effort in the implementation of systems to perform effective demand side 
management. Smart grid technology promotes the creation of self-managed electricity 
networks. The inclusion of specialized electricity storage devices as well as the 
implementation of special communication networks, combined with inclusion 
“intelligent” devices makes possible the control of the electricity consumption, which 
finally is reflected in the reduction of the service cost. 

The approach exposed in [5] is one of the former cases of research on load control 
in electricity networks. In the paper the authors propose a set of strategies for load 
control based on the energy-pricing scheme. In the paper they describe four main 
function of a demand side management system (i.e. Tactical control, Behavior 
modeling, Usage diagnostics and Strategic planning), which is a first approximation to 
a framework for performing load balancing. Although the paper was written long time 
ago, the precepts established in it are valid for the current context of the DSM. 
Likewise, the proposed framework is partially suitable to the requirements of this 
master thesis1.  

Another case of architecture design for management of electricity distribution is 
presented in [6]. In the paper the authors focus on the definition of an extensive a 
robust agent based architecture, in which the agents cooperate to perform different 
activities related to the administration of the electricity network. The architecture 
defines the internal of an agent participating in the network administration. Five 
subcomponents or modules compose each agent. The high-level communication 
component is in charge of the communication from and to the agent. The planning & 
coordination module is in charge of performing logic activities like participation in 
local or multi agent decision processes. The framework defines two data models. The 
acquisition model is a common data model for inter-agent communication (e.g. 
workload and current status) and the self-model defines internal data structure2. 

Recently, more research projects related to smart grid management systems have 
been performed, and the evolution of the area is being higher than some years ago. In 
[7] propose a semi-centralized agent based approach to perform load balancing in 
transmission networks3. In their approach the authors partially distribute the logic of 
the system across the agents. It allows the sub networks to perform isolated load 

                                                        
1 Tactical control and behavior model are the core concepts of this master thesis, since the former 
establishes the criteria for the execution of load control activities and the later defines the data used by 
the load control. Although the usage diagnostics and strategic planning are very important, this master 
thesis excludes them to limit the scope. 
2 Since the framework is not focused in a single type of device, each agent has to manage internally 
the data model associated to its specific related device 
3 In this case the system is focused on large-scale systems of supply networks, which are composed by 
smaller sub networks. 
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balance operations. After the execution of the specific management operations, the sub 
network agent may notify the central coordinator, which may notify the rest of sub 
networks. 

In [8], the authors expose a novel agent-based system for performing demand side 
management in smart grids. The system is based on a community of smart homes, 
which have the capability of self-managing the operation of the electrical devices (e.g. 
dishwasher, washing machine and heating). As well as in the case of the district 
heating systems they expect to compensate the consumption overload, performing 
consumption shifting. The basic idea is to use the software agents to take decisions 
regarding the best time to start specific electronic devices4. The agents would take 
pricing schemas and predictions of the other behavior as base to select the most 
suitable time for starting the devices. The system uses a non-cooperative game 
approach in which the agents decide the best time to perform the load balancing 
operations, based on the prices of the energy in different periods of the day. 

On the other hand, [9] and [10] present different kind of decentralized approaches. 
In [9] the authors propose a design to enable the decentralized administration of power 
network and uses the power load control as case study to explain it. The document 
states a set of four requirements (i.e. Inherent Distribution, Interoperation, Intelligent 
Components and Flexibility) that the system has to satisfy. In the document they also 
consider two different types of networks; the internal network, which is the one inside 
the building. The second network is the one that connects a group of buildings (i.e. the 
power network). The framework proposed defines three main phases. In a first phase, 
each agent communicates it internal information (e.g. device characteristics, and 
connections). In the second phase the agents cooperate to create a map of the network, 
which they will finally use to calculate the decision to take. In the third phase each 
agent uses the information of the whole system, and its internal information to take 
decision about load control operations. Each agent finally shares the information again 
to rest of system agents to update the global network profile. 

PowerMatcher [10] is a multi-agent system that proposes a distributed electricity 
market. In PowerMatcher a set of agents participates in auctions to define possible 
readjustments in their consumption behavior. The distributed auction process follows a 
tree structure in which subsets of agents participate in smaller markets to define the 
consumption strategies to follow. The auctions processes are controlled by special 
components called SD-Matcher. Each SD-matcher acts as a central coordinator of the 
subsection. It receives bids from the agent in the auction, aggregates them and defines 
the market price. Finally it allocates the power to the agents based on the final market 
and the bid.   

The [5] and [6] state a good basic framework for implementing load control in 
smart-grids, which are also applicable to the context of the district heating systems. 
But even the frameworks are useful; they still leave open the problem of the 
distribution of responsibility and coordination among the agents involved in the 
system. On the other hand, the pricing and non-cooperative approach proposed by [8] 
shows to be suitable for the electricity industry case, but in the case of district heating 
systems, at least in Sweden is not suitable, since the energy distribution is not subject 
of regular price variation5. Although PowerMatcher proposes a distributed design, it is 
not hundred percent decentralized, since the existence of the SD-Matcher components 
limits the decentralization adding new single points of failure. Besides, the concept of 
many central auction coordinators compromises the privacy of the information. The 

                                                        
4 Certain electronic devices like washing machines and dishwashers are extensively used and 
represent a big amount of energy consumption. Since those devices do not require to be used in a 
specific time like T.Vs and computers, they can be automatically activated in times of low 
consumption load. 
5 Regular energy price variation means that a central coordination entity defines constant changes on 
the energy prices, based on the service demand and availability of the energy. 
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case exposed in [9] is very suitable in some aspects. The concept about having a real 
cooperation among the participants (in our case the buildings), in which they share 
information and uses the shared information to identify possible ways of balance the 
charge is very related to the problem that this master thesis tries to solve. The principal 
limitation arises from the same information sharing approach, which in some way can 
also compromise the privacy of the information in the system. 
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3 PROBLEM ANALYSIS 

3.1 Problem Domain 
A DHS is composed of one or more producer units (i.e. production plants that heat 

the water), several consumer units (e.g. residential or commercial buildings) and a 
pipeline network that connects the producers and the consumers [1]. The producers 
send the energy in form of hot water to the consumer through the pipeline network.  

A DHS centralizes the heating process, reducing the amount of required fuel and 
thereby also reducing greenhouse emissions [11]. However, there are some intervals of 
the day in which the heat consumption increases [4] (e.g. in the mornings when people 
take hot showers and in the night when people come back home from work). Those 
intervals are "peak load" times. Peak load times are bad for producers and the 
environment because producers have to produce more heat and faster. This production 
usually requires the use of heavy fuels (e.g. oil). Heavy fuels are expensive and highly 
contaminant hence they have a negative impact not only in the economics but also in 
the environment. 

An alternative for reducing the impact of the peak load times is Demand Side 
Management (DMS) [1]. Using DMS the producer can automatically control the 
overall consumption of the system. The control of the heat load can be made in several 
ways, the most common being moving the load or shedding the load. In the case of 
shedding, the producers and the consumers coordinate a reduction of the load by 
reducing the amount of energy required by one or several consumers [1] (i.e. cutting 
the consumption from time to time). Each building retains certain amount of heat (i.e. 
heat buffer) depending on its heat conservation properties. The building uses portions 
of that buffer to compensate the heat that is leaving to consume. It is important to have 
the compensation since that ensures that the delivered quality of service (i.e. user 
comfort) will not be affected by the consumption reduction. 

 

 
Figure 1 Presents a DHS composed by a set building with different characteristics. 
The dotted line represents the pipe network that the production unit uses to deliver 
the heat to the consumers. The red box represents the amount of heat produced by 
the production unit (or units). Each building has an associated consumption, which 
depends of the size of the building. Besides, each building possesses a heat buffer 
that varies depending on the heat conservation properties of the building. 
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As [1] explains, it is possible to create a centralized agent based system, which 
effectively reduces the aggregated consumption of a set of consumers. The system 
exposed in [1] uses an auction system to deliberate about the amount of consumption 
to reduce and how it has to be distributed among the participants. The auction process 
is conducted by a central server, which defines how to distribute the reductions among 
the consumers based on the information about the state of the buildings (i.e. outdoor 
temperature and building heat conservation properties). It assigns load control 
activities to the consumers that have the best states.  

Articles [2], [12] show that the centralized approach can effectively control the 
load on real district heating systems without affecting the user comfort. [3] Presents 
experiments on system availability under specific conditions of lack of sensor data. 
Although the centralized approach certainly performs an effective demand side 
management, an important concept regarding the privacy of the information access is 
not already considered. Information privacy is capability of the system of hiding 
information that is not supposed to be shared by the producers and consumers. In the 
case of the consumers they may not want to share details regarding their consumption 
habits to a central coordinator or any other entity. On the other hand, producers are 
reluctant to share information about their production; since this can drive them to 
competitive disadvantages (e.g. competitors can use the information to change prices 
of services and goods). Especially in the case of the producers the lack of information 
privacy is the main limitation to achieve third party access (TPA). TPA enables the 
load control on DHS in which more than one heat producer is in charge of the 
production. 

Besides privacy, availability and scalability arise as other weak points of the 
centralized approach. The single point of failure can compromise the operation of the 
system in case of a crash in the central coordinator. The evolution of the system 
implies the increment on the number of consumers under coordination, which means 
that the performance of the coordinator can be affected by the proliferation of new 
consumers to attend.  

This master thesis focuses on finding an alternative to remove the central 
coordination, to enhance the weak points mentioned before (i.e. privacy, availability 
and scalability), but without negatively affect the quality of service and the 
performance delivered by the current centralized implementation. The section (3.2) 
exposes a decentralized algorithm to perform demand side management. The section 
(3.3) shows a framework for performing data communication among the members of a 
peer-to-peer system. 

3.2 Decentralized Demand Side Management 
3.2.1 Decentralized Algorithm 

The algorithm proposed focuses on the distribution of the load balancing 
responsibility. It contributes to avoid situations of disadvantage of any of the 
participants, since all the participants spend the same proportion of its internal heat 
buffer to cope the load balancing.  

The algorithm runs in two phases, distributed and local (isolated). In the former 
one, all the members of the coalition participate in a data aggregation process. The 
results of the aggregation are: aggregated consumption of the set of consumers (AC), 
aggregated buffer of the set of consumers (AC) and the global expected reduction (i.e. 
calculated by the set of producers based on their aggregated desired production). In the 
second step AC, AB and AR are propagated to all the members of the coalition. In the 
later step, each member calculates its local cost function, based on the aggregated 
values. The algorithm calculates a reduction schedule of 24 time slots for the next day, 
based on AC, AB, AR and weather forecast.  

 



  11 

3.2.1.1 Parameters 
• Group of consumers: N = 1,...,n[ ] . 

• Set of time slots:T = 1,..., t[ ] , Where t = 24 (In the context of this thesis 
each time slots is 60 minutes). 

• Estimated consumption of a consumer in a time slot: 
!i, j where i " N, j " T #Ci, j  

• Estimated buffer of a consumer in a time slot: 
!i, j where i " N, j " T # Bi, j  

• Desired production in a time slot:! j where j " T # Pj  

3.2.1.2 Steps of the algorithm 

3.2.1.2.1 Estimation request 
The algorithm starts with a request for consumption estimation. Initially the 

producer or group of producers is in charge of triggering the DSM activity. 

3.2.1.2.2 Broadcast and data aggregation 
After getting the request, one of the consumers sends a broadcast message asking 

for data aggregation. Once all the consumers know the aggregation request, they 
coordinate the aggregation of data regarding expected local consumption and buffer. 
The results of this activity are the aggregated consumption (AC) and the aggregation 
buffer (AB). 

! j where j " T # ACj = Ci
i=1

N

$  (1) 

! j where j " T # ABj = Bi
i=1

N

$  (2)	  

 

3.2.1.2.3 Calculate global reduction and reduction request 
The producer or group of producers coordinates to define the expected 

consumption reduction (CR) per each of the time slots. 
! j where j " T #CRj = ACj $Pj  (3) 
After calculating the consumption reductions, the producer(s) send a request to the 
producers for applying the reductions. 

3.2.1.2.4 Broadcast AC, AB and CR 
The consumers group spreads the AC, AB, and CR among all the members of the 

group. 

3.2.1.2.5 Local reduction 
The algorithm calculates a buffer cost function. The function defines how much of 

the heat buffer shall be used by each consumer during each time period. The function 
is based on an equitable distribution of the buffer to spend. The principle of the 
function is: In case that the group needs to perform a load balancing activity, the cost 
shall be distributed among all the consumers in an equable percentage. This approach 
is similar to a cooperative game solution. In a cooperative game all the participants 
create a coalition to perform a specific activity (i.e. load balancing), and the final 
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benefit / cost of the activity is divided in equivalent parts among the members of the 
coalition. Dividing the cost as percentage of the buffer ensures that all the participants 
affect their comfort in equivalent parts and in the worst possible scenario all of them 
will participate giving their entire available buffer.  
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The local part of the algorithm implies two steps and it is executed only in case 

that AR > 0, otherwise no actions are taken by the members of the coalition in the 
associated time slot. In the first step each member calculates the global reduction 
percentage per each time period, which is the product of dividing the estimated 
reduction on the accumulated buffer (AR/AB). The calculation of the local reduction 
amount (V) is also part of the first step; its value is the result of multiplying the local 
buffer (B) by the reduction percentage. In the second step members readjust the values 
for the next iteration. Since the local buffer for the next time period is affected by the 
reductions in the current time period, each member has to locally recalculate the global 
and local buffer values. The value of the global buffer is the result of subtracting the 
estimated reduction (AR) to the estimated aggregated buffer (AB) for the next 
iteration. Likewise, the value of the local buffer is the result of subtracting the local 
reduction (V) to the local buffer of the next iteration. 

 

 
Figure 2 Sequence of activities that conforms the distributed algorithm 

 
The next section (3.3) proposes an approach to perform aggregation and broadcast 

of the information. Those two activities are the key point of the initial phase of the 
decentralized DSM algorithm. 

3.3 A Framework for Broadcast and Data Aggregation in 
Peer to Peer Systems 
Section (3.2.1) presented a distributed algorithm to coordinate a set of buildings to 

perform a DSM activity. The algorithm is composed by two parts: data communication 
and aggregation and the calculation of local reductions. The later phase is covered by 
the cost function presented in the same section (3.2.1.2.5). The former phase requires 
the analysis of a special communication infrastructure that this section covers. The 
starting point of this chapter is the introduction of the peer-to-peer concept, which 
constitutes the basic communication platform. 

In [13] the authors define peer-to-peer as “P2P refers to technology that enables 
two or more peers to collaborate spontaneously in a network of equals (peers) by using 
appropriate information and communication systems without the necessity for central 
coordination”. It means that by definition the peer-to-peer style fits the needs imposed 
by the decentralized demand side management domain. Figure 3 shows a general 
picture of the peer-to-peer concept.  
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Figure 3 General model of a peer-to-peer network 

 
3.3.1 Distributed Hash Table 

A Hash Table (HT) is indexed data structure composed by rows, which are 
subdivided in key and value data. The HT uses the key as unique identifier (index) for 
accessing to the information stored in the value. The main characteristic of a HT is that 
provides fast and easy access to the information stored.  

A Distributed Hash Table (DHT) is a big HT shared and maintained by several 
machines. The data in the DHT is horizontally distributed across bricks, each brick is 
in charge of storing a portion of the rows of the table [14] (See Figure 4). The DHT 
uses replica strategies and two-phase commit protocol to ensure the consistency and 
reliability of the data stored in it[14]. There are many specific implementations of 
DHT in different programming languages and platforms (e.g. SIPDHT (C++), JDHT 
(Java), Pastry (Java)). 

 

 
Figure 4 Distributed Hash Table 

3.3.1.1 DHT key namespace 
The name space of a DHT is the range of values assignable to a key, which is of 

160 bits. It allows the definition of 2160 different identifiers. This characteristic is very 
important, since it denotes the size of a peer-to-peer network based on DHT practically 
does not limit the amount of peers connected. The name space can be denoted as a big 
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ring. This ring representation allows the peers to easily find neighbors in order to route 
the messages. 

3.3.2 Publish and Subscribe 
A way to broadcast information among a set of nodes in a network is throw the 

usage of publish and subscribe. It is an event-driven architecture style in which several 
subscribers subscribe to an information source (i.e. Topic). Any information publisher 
can connect to the topic to publish messages. The topic forwards the messages to the 
subscribers. Publish and subscribe pattern is highly decoupled since the subscription 
and notification processes are completely independent and asynchronous. The 
subscribers can subscribe and unsubscribe at any time without affecting the rest of the 
participants. 

 
Figure 5 Publish and subscribe pattern 

 
Publish and subscribe is a good alternative to broadcast information in a decoupled 

way. However, the concept of topic becomes a point of centralization in this approach, 
which may condition its usage in a distributed environment.  

In peer-to-peer, publish and subscribe could be implemented using a dedicated 
peer in charge of reading the incoming messages (i.e. Event Manager) and forwarding 
them to the participants. Although the central event manager is a real alternative, it is 
not viable, since it does not solve the single point of failure problem.  

A second alternative is to replicate the event manager logic in all the subscriber 
peers. Using this approach it is possible solve the single point of failure problem, since 
any of the peers is capable of taking and forwarding the messages to the rest of the 
participants in the broadcast. Considering the topic an entry in the distributed hash 
table, the event manager would be the subscriber peer that is closer to the topic in the 
key space. Despite this approach avoids the single point of failure problem; it still 
presents a performance issue regarding the overloading of the peer that is assuming the 
event manager role. 

3.3.3 Peer Tree 
Arranging the peers in a tree structure the system can distribute the load of the 

event management among the subscribers. Even though only one of the subscribers 
takes the role of event manager (i.e. root of the tree), it is only responsible to forward 
the message to its direct children. Each child is in turn responsible to forward the 
message to its children. The forward action repeats until the complete set of 
subscribers receive the message. 

Besides enhancing the broadcast, the tree also establishes a logic order to perform 
data aggregation. In the aggregation case the flow of information is the opposite of the 
broadcast (i.e. children notify parent). Furthermore, the tree structure contributes to 
address the privacy issue since it restricts the information sharing in aggregation. Due 
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each peer is only able to directly send information to its parent, and a parent does not 
have access to the details about the set of children of its child6. 

Although a tree structure satisfies some of the requirements, its static nature may 
constraint the fault tolerance. Since each node has to know exactly who are its father 
and children, a node or link failure can compromise the communication of subset of 
the system (i.e. the sub tree that is on behalf the failing node). Besides, the creation 
and maintenance of the tree structure may introduce an associated configuration cost, 
which may drive to uncontrollable situations in case of a large group of peers. In this 
context it is necessary to add dynamism to creation and maintenance of the tree.  

In [15], the authors propose an approach to reach a dynamic creation and 
maintenance of a tree for broadcasting and aggregation of information among 
distributed peers. They use a Distributed Hast Table (DHT) as distributed lookup 
service for all the nodes in the network. Balakrishnan et al previously studied the usage 
of DHTs as lookup service for P2P applications. In [16] the authors explain the 
advantages of using DHT and describe some specific applications in real systems (i.e. 
CAN, Chord, Pastry and Tapestry). 

3.3.3.1 Privacy Issue 
Besides scalability, performance and fault tolerance; the implementation of a peer 

tree structure is also a good alternative to solve the privacy issue. Figure 6 illustrates 
how the system performs broadcast and aggregation operations. In the broadcast 
operations the participants just send general information originated for an event 
publication. Since the participants don’t require sharing individual information, this 
activity does not compromise the privacy of the information. On the other hand, when 
the system performs aggregation, although each node receives information of a 
specific group of peers (i.e. children), the receiver is not able to know if the 
information sent by a child is individual, or it is the result of an aggregation. 
Moreover, in case of being product of an information aggregation, the receiver is not 
able to know what are the members of the aggregation, due it is aware just of its parent 
and its children set. 

 
 

 
Figure 6 In the broadcast operation each peer sends the broadcast message to each 
of its children. In the aggregation process each peer aggregates its own data and the 
data received from its children and send it to its parent. 

3.3.3.2 Parent function 
The main concept in the dynamic creation and maintenance of a peer tree is the 

parent function. Each peer uses the parent function to calculate the id of its parent. As 
the range of possible ids delivered by the parent function is very wide, it is practically 
impossible that the result of the function be the id of an existent peer. It implies that a 

                                                        
6 The parent does not know if the information received from its child relates to specific child 
information, or if the information is product of the aggregation of its child information and the 
information of the children set of the child. 
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prospective parent is not only in charge of its own id but also of a range of them. The 
range of ids behalf of any peers depends on its location in the overlay and location of 
its predecessor in the ring. Consider x and y as peers in a DHS, if y is the predecessor 
of x then x is in charge of the range of ids in “[x…y)”. 

In [15] the authors estates the parent function as P(x). They also estates three basic 
constraints that govern P (x): 

• If α is the root node then P (α) = α. 
• If α is the root node and x is any other node then there will be a direct path 

from x to α. 
• All nodes will converge to α in a finite number of steps in a finite network. 

This rule implies there will not be loops in any path. 
• A node cannot be parent of itself, so if P (x) = x, P(x) has to be executed 

until it finds a different parent. It is known as Pi (x), where “i” is the 
number of repetitions need to find a valid parent.  

The definition of the parent function is not in the scope of this master thesis, but in 
the rest of this section the parent function will be referenced the main concept in the 
tree structure definition. 

After the definition of the parent function, the authors also suggest two main 
protocols to dynamically manage the tree: construction and maintenance protocols. 
The former establishes a set of possible scenarios and the actions that take place when 
a new node joins to the tree. The later focuses in cases in which the tree has to be 
reorganized due normal reasons like a leaving notification from a peer, or failure 
circumstances like a weak link or node crash. 

3.3.3.3 Constructing the tree 
Considering that the peer tree is built on top of an existing peer-to-peer network, 

the first step for a new peer is to connect to the current P2P network. Generally in 
peer-to-peer systems the joining process implies that the requestor knows at least one 
of the members of the P2P network. The member node is in charge of introducing the 
new peer to the rest of the members (i.e. adding the requestor node to the DHT). After 
the new node is included in the system it can theoretically ask to any of the members 
of the existent tree for the parent function7.  

3.3.3.3.1 Node joins to the tree 
The new node looks up in the key name space for the one that identifies the tree. If 

it exists, then it asks for any of the members for the parent function P (x). Otherwise, it 
creates a new id (α) to identify the tree. Besides, it parameterizes the parent function 
and becomes the first root (since there are not more members in the tree). 

3.3.3.3.2 Node becomes the root 
Once the new node (x) gets into the tree, it identifies what is the range of ids it is 

in charge of (i.e. all the ids that are between it and its predecessor in the key space), if 
(α) is in that range, then the new node becomes the root of the tree. The former root (y) 
also realizes that x becomes the root, so it takes maintenance actions according to 
3.3.3.4.5 

3.3.3.3.3 Parent lookup and child registration 
If the x is not the new root, it executes the P (x) to identify its parent. In [15] the 

authors suggest that in some cases P (x) can give as result values inside the range of 
values of x, this implies that P (x) may be rerun it until it gives a result out of x’s 

                                                        
7 In [15] the authors suggest that joining to the P2P network  and to the peer tree is a single process, 
which is not completely true in real implementations, since not all the peer in the network may be 
interesting on to participate of the aggregation or broadcast activities. 
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range. Once x gets an id out of its range, it does a lookup for the responsible of its 
parent id (z). Finally x sends a message containing the registration request (The 
request shall contain the result of P (x), due z will need it for maintenance operations) 
to z. 

3.3.3.3.4 Parent node adds child node 
As soon as the registrations messages arrives to z, node z adds x (and the attached 

P (x) value) to its children list8. 

3.3.3.4 Maintaining the peer tree 
The maintenance activities cover monitoring of the tree state and the cases that 

require reorganization of the tree. The reorganization cases cover normal reasons (e.g. 
Changes on parents/root or a node leaves the tree) and fault tolerance (e.g. Node 
failures or weak links). 

3.3.3.4.1 Parent verifies if its children are alive 
After node x register as child of node z, node x acquires the responsibility of 

periodically notifies to z that it (i.e. x) is alive. If after some time9, z does not receive 
any notification from x, the node z proceeds to delete x of its children list. 

3.3.3.4.2 Node leaves the network 
When a node decides to leave the tree, it has to complete three steps. The former 

one is to perform a lookup for its successor. In the second one it notifies to its children 
what is their new parent. Finally it notifies to its parent and its parent proceeds to 
delete it from the children list. 

3.3.3.4.3 Node fails 
If a node fails, its children will detect the failure as soon as they try to notify their 

aliveness. When the child node identifies that its parent is not alive anymore, it simply 
executes 3.3.3.3.1 to join to the tree again. 

3.3.3.4.4 Node finds that one of it children is not its child anymore. 
A new node x finds that is not responsible of a range of ids due a new node y came 

into the tree and took that range of ids. The node x has to notify its children that it is no 
longer its parent, so they may contact its new parent (i.e. y). After being contacted by 
its new children, node y verifies if effectively they are its children according to P (x). 
If the requestors are effectively its children, then node y proceeds to add them to its 
children. 

3.3.3.4.5 Node finds a new root node 
The node x finds a new neighbor node and the new node becomes the root. The 

former root leaves the root responsibilities to the new node. It finally looks for a new 
parent using the parent function.  

 
The next section covers the high level design of the application. The section is subdivided in 
two main views. The module view presents the system using static entities or building block. 
The components and connectors view exposes the system in a conceptual perspective, 
explaining how the building the modules interact in different situations. 

                                                        
8 Despite that [15] includes an alternative mechanism to manage the children overload. It is not taken 
into account for this master thesis, since it adds more complexity to the current framework and it is 
not closely related to the thesis context. 
9 The time out of the aliveness message depends on the needs of the system and its performance and 
goals. 
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4 ARCHITECTURE 
This section contains the models and specifications that define the software 

system. The architecture specification follows some of the guidelines defined by the 
view and beyond approach [17]. This master thesis specifically includes the 
components & connectors view as well as the module view. 

4.1 Components and Connectors View 
The component and connectors view presents the system in terms its conceptual 

components and the possible interactions (i.e. connectors) among those components.  

4.1.1 Primary Presentation 
Figure 7 shows the system using a peer-to-peer architecture style. The model 

presents the relation among main components of the system (i.e. Consumer and 
Producer) and the underlying platform. Although a peer-to-peer platform shall provide 
a wider range of services than the ones presented in the Figure 7 (i.e. connect and 
route), it just focus in those that directly supports the implementation of inter-
component communication10. Basically the system components shall be able to 
connect to a network of peers and they shall also be able to send data packages to other 
members of the network. The route concept establishes that the sender knows who will 
receive the message, but it does not care about how the messages reach their final 
destination. In the figure it is also possible to see that there is basic communication 
constraint, which establishes that the messages routing is only possible among 
instances of the same component (i.e. Consumers cannot route messages to Producer 
and the other way round.) 

 

 
Figure 7 Peer-to-peer view of the system 

 
Figure 8 shows the system from publish and subscribe perspective (See 3.3.2). The 

event manager exposes a set of topics. The consumer subscribes to the consumption 
aggregation and reduction aggregation topics, whilst the producer subscribes the 
reduction calculation topic. Event publication and notification are covered by the next 
section under the subsection Element Behaviors. 

                                                        
10 I assume that the peer-to-peer platform implements all the communication protocols and 
maintenance of the distributed data hash table. 
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Figure 8 Publish and subscribe view of the system 

4.1.2 Element Catalog 

4.1.2.1 Elements 
Element Properties 
Consumer Local consumption 

Local buffer 
Producer Production 
Topic Consumption Aggregation Topic 

Reduction Application Topic 
Reduction Calculation Topic 

 

4.1.2.2 Element interfaces 
Element Services 
Peer-to-peer 
platform 

1. Connect ():  
2. Route (peer id, Message):  

Publish / 
Subscribe 
Manager 

1. Subscribe (Topic):  
2. Publish (Topic, Message):  

 

4.1.2.3 Element Behaviors 
The consumer reacts to two different types of event (See Figure 9). Calculate local 

data and calculate local reduction activities are product of broadcast operations. In 
both cases the consumer not only has to execute the activity but also it is responsible to 
forward the message to its children. In the aggregation activity, there are two decision 
points. In the first it decides if the process has finished (i.e. it received a message from 
each of its children). In the second it decides what shall do with the result of the 
aggregation. If it is not the root of the aggregation three, then it shall send a message 
containing the result to its parent. Otherwise, it shall publish a to the reduction 
calculation topic, which will be managed by the producers tree. 
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Figure 9 Activity diagram of the consumer component 

 
The producer behavior is pretty similar to the behavior of the consumer. It is 

involved is involved in a data aggregation process, which is identical to the one 
performed by the consumer (See Figure 10).  

 

 
Figure 10 Activity diagram of the producer component 

 

4.1.3 Rationale 
The design criterion is pretty simple, each broadcast operation (i.e. Consumption 

Aggregation, Reduction Calculation and Reduction Application) is mapped to a 
specific publish and subscribe topic. The conceptual consumers and producers connect 
to the topics through the Event Manager over the peer-to-peer platform. 

4.2 Module View 
4.2.1 Primary Presentation 

The primary presentation contains the structural diagrams of the system. This 
section is focuses on presenting the main system entities and their static relationships. 
To make easier the interpretation and reading of this section the system diagram was 
split in 5 main diagrams. 
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4.2.1.1 System Module View 
The consumer, producer and message model are the main modules of the system. 

They are supported by the peer-to-peer platform, which is in charge to provide the 
main communication services for data broadcast and aggregation. The System has 
dependencies with some external interfaces (i.e. weather service, Heat exchange 
system and Producer service). See Figure 11. 

 

 
Figure 11 System Module View 

 

4.2.1.2 Producer Module View 

 
Figure 12 Producer View 

 
The Production aggregation agent is the main component of the producer module. 

It uses the Production Service to query the desired production. The producer agent 
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uses its information and the information reported by the peers that on behalf of it to 
partially calculated the aggregated desired production. See Figure 12. 

 

4.2.1.3 Consumer Model 
The consumer model contains two types of data. The local data refers to the data 

specifically related to the building (i.e. building properties and building estimations). 
The aggregated data is the result of the aggregation of the local data and the data of the 
other peers that are on behalf of it. See Figure 13. 

 
Figure 13 Consumer data model 

4.2.1.4 Consumer Module View 

 
Figure 14 Consumer detailed view 



  23 

Three layers compose the consumer module. The communication layer uses the 
messages of the message model module. The data layer uses the consumer model. The 
logic layer has the main responsibility since is in charge of calculating local 
consumption and buffer and aggregates local and on behalf peers. In the logic layer are 
also located the components that calculates and applies the heat consumption 
reductions. The service layer provides communication with external systems. See 
Figure 14. 

 

4.2.1.5 Message Model 

 
Figure 15 Message Model 

4.2.2 Element Catalog 

4.2.2.1 Elements 
Element Properties 
Consumer Module   

Data 
Aggregator 
Agent 

It is responsible to calculate the local consumption and buffer and to 
participate in global aggregation and broadcast activities. It uses the 
weather information and the building heat properties to estimate the 
expected consumption and buffer 

Load Balancer 
Agent 

Its responsibility is to calculate the final set of reductions based on the 
whole system aggregated data and the global reductions calculated by 
the group of producers. 

 
Sensor Agent It is responsible of applying the final reductions.  

It uses the HES API to apply the changes on the consumption. 
Producer Module Encapsulates all the producer logic. 

Production 
Aggregator 
Agent 

It is responsible of participating in global aggregation and broadcast 
activities to calculate the global expected production. It uses the 
production service to get the producer expected production. 

Data Model  
Building 
Information 

It holds all the information related to the building heating properties. 
It has the properties listed below. 

1. Internal desired temperature: Flow number that defines the 
internal desirable temperature 

2. Internal minimal temperature: Flow number that defines the 
internal lower temperature that does not negatively affects the 
user comfort 

3. Energy signature: Index that defines the energy loosing along 
the time 

4. Actual: Array of float numbers that defines the temperature 
per each time slot. 

Local Data 1. Local estimated consumption: array<float> 
2. Local estimated buffer: array<float> 

Aggregated 
Data 

1. Aggregated estimated consumption: array<float> 
2. Aggregated estimated buffer: array<float> 

Message Model  
Aggregation 
Request 

It holds the information required to start the aggregation of the 
consumers’ estimated consumption 
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1. Message identifier: Unique identifier of the message 
2. Date of the request: The date in which the consumers will 

apply the reduction. 
Aggregation 
Response 

1. Message identifier: Unique identifier of the message 
2. Date time of the response: The date in which the consumers 

will apply the reduction. 
3. Set of expected consumption: Set of the aggregated estimated 

consumption per each time slot. 
4. Set of expected buffer: Set of the aggregated expected buffer 

per each time slot. 
Reduction 
Request 

1. Message identifier. 
2. Date time of the response. 
3. Set of expected consumption. 
4. Set of expected buffer. 
5. Set of expected reductions. 

  
 

4.2.2.2 Element interfaces 
The system doesn’t have internal interfaces since the whole architecture follows an 

event driven approach. In further specifications interfaces could be included by 
designers but in this level of the design they are not required. 

4.2.2.3 Element Behaviors 
Element Description 
Consumer Module  

Data 
Aggregator 
Agent 

In the consumption aggregation, the data aggregator agent has the 
responsibility of aggregating the information sent by its children, and 
passing it the result to its parent. 
If it does not have parent (i.e. it is the root), it is in charge of sending 
an Aggregation Response message back to the producers group. 

Load Balancer 
Agent 

It uses the decentralized algorithm to calculate the reductions per each 
time slot. 

Sensor Agent It periodically reads the Local Reductions object to apply the 
reductions according to the DSM time slots. 

Producer Module  
Production 
Aggregator 
Agent 

In the production aggregation, the production aggregator agent has the 
responsibility of aggregating the information sent by its children, and 
passing it the result to its parent. 
If it does not have parent (i.e. it is the root), it is in charge of 
calculating the expected reduction and sending a new reduction 
request to the consumers group. 
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4.2.3 Context Diagram 

 
Figure 16 Module view context diagram 

 
Element Description 
Peer-to-peer 
platform 

It provides communication services for sending and reception of 
messages. It manages the broadcast activities using publish and 
subscribe services on top of the peer tree. It exposes the next set of 
methods: 

1. connect (): Allows the peers to connect to the network. 
2. subscribe (Topic): Allows the peers to subscribe to a specific 

event provider defined by topic. 
3. publish (Topic, Message): Publishes a new message to a 

specific event provider. 
Weather Service It provides weather forecast information. 

1. getForecast(Date):  Retrieves the weather forecast of a specific 
day. 

HES Interface 
(API) 

It provides the set of functions to interact with and control the Heat 
Exchange System 

1. openValve(): Opens the valve. 
2. closeValve(): Closes the valve. 

Production 
Service 

It retrieves the expected production of a producer in a specific time 
slot. 

1. getProduction(Date): Retrieves the desired production of a 
specific day.  

 

4.2.4 Rationale 
The module specification is driven by the correspondence between conceptual 

components and system modules. Besides consumer and producer modules, it is 
necessary to add an additional module that holds message definitions (e.g. java classes, 
xml schemas or plain files). The messages are transversal to the application and they 
are the main communication way to perform inter-peer communication and event 
notification from the event manager. 

Since the topics are conceptual, it is difficult to find a direct mapping to the 
module view. In this case, some agents are in charge of administrating topics 
notifications, so the each component has a dedicated agent per each topic that it is 
listening to. 
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5 EXPERIMENT 
The main objective of the experiment was to evaluate the system performance in 

terms of response time and memory used for the system during each launch. In the 
experiment the response time makes reference to the elapsed time between the starting 
of the system coordination until final calculation of the total set of reduction. The 
response time excludes the final broadcast of information (i.e. global reduction and 
buffer), since under normal conditions; it is an asynchronous operation that does not 
compromise the overall system performance. 

5.1 Prototype 
The application prototype is a java application implemented on top of Pastry 

platform [18] and Scribe framework [19]. Pastry is platform that enables the creation 
of peer-to-peer networks based on distributed hash table technology. It provides a set 
of services for creation and maintenance of the networks, taking care of quality aspects 
like load balancing, catching and scalability. Meanwhile, Scribe is a framework that 
runs on top of pastry. Scribe is a completely distributed implementation of public and 
subscribe pattern. 

The prototype is divided in three different jar files (i.e. producer, consumer and 
common), which directly maps the modules specified in the section 4.2.1. The 
prototype includes three more jars, one that contains the pastry implementation (i.e. 
FreePastry-2.1) and two more that provide communication and integration services to 
pastry (i.e. xpp3_xpath-1.1.4c and xpp3-1.1.4c). Besides, it contains two configuration 
files, used to simulate system data. The producer properties file contains the 
production information. The consumer properties file contains information the 
building properties and weather forecast information. 

5.2 Experiment Set-up 
The experiment intended to simulate the performance of the system under different 

set of consumers. The objective was to observe how the response time increases in 
relation to the amount of consumers connected to the system. The experiment 
considers only a network with a single producer agent. 

The consumers and producer are simulated using a java virtual machine for each 
instance. Each JVM loads the system component (i.e. Consumer or Producer), the 
common library (i.e. messaging and common services) and the Pastry runtime, which 
allows creating the P2P network. 

The automatic launching of the components was done using an automatic tool (See 
Figure 17). Using this application was possible to execute many instances of the 
consumer component and stop them after the completion of each run of the 
experiment. 

 
Figure 17 Application for automatically launch and stop the peers 

 
The experiment was executed on a laptop with a processor Intel(R) Core(TM) 

i52410M CPU @ 2.30 GHz 2.30 GHz, RAM of 8 GB and operative system Windows 
7 Enterprise (64-bit). Besides, each peer was launched on Java(TM) SE Runtime 
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Environment (build 1.6.0_23-b05) and Java HotSpot(TM) 64-Bit Server VM (build 
19.0-b09, mixed mode). 

The system performance was tested in 24 different consumer sets with size: 10, 20, 
30, 40, 50, 60, 70, 80, 90, 100, 110, 120, 130, 140, 150, 160, 170, 190, 200, 220, 250, 
300, and 350. Each consumer / producer runs under default JMV options with a 
maximum assigned memory of 16 MB. For each set of consumers have been 
performed three different executions of the simulation. The response time has been 
calculated as the average of the results of the three simulations. 

5.3 Experiment Result 
5.3.1 Response time 

Figure 18 shows the result of the response time test applied to the system. The Y-
axis represents the response time in seconds, while the X-axis has the amount of 
consumers simulated in the test. In the graphic it is possible to see that in the former 8 
cases, the aggregated response time follows a linear increment. In the second segment, 
which covers from the group of 90 to 160, the system presented a stable and almost 
constant response time. In the third segment, the response time presents a linear 
increase like in the first segment. In the former segment the segment comes back to a 
constant stable response time. 

 

 
Figure 18 Response time test result 

 

 
Figure 19 Approximate CPU in relation to the amount of consumers 

 
In general the system presented an acceptable performance, since the increment of 

the response time is very low in proportion to the increase of the amount of nodes 
executed by each launch of the experiment. Although the response time results are not 
bad, it is possible that they were not accurate enough due the fact that the nodes are 
sharing CPU time. In the Figure 19 the dashed line represents the maximum CPU 
usage during the execution of the distributed data aggregation for each set of 
consumers. In the graphic it is possible to see how the increment of the peak CPU 
usage is directly proportional to the number of processes executed in parallel. 
Especially after 180 consumers when the CPU cost of the distributed aggregation 
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reaches more than 90, the response time shows a higher increment. So it is possible 
that the CPU sharing time cause delays in the processes execution, affecting the 
accuracy of the data. 

 

5.3.2 Individual Performance 
The second part of the experiment focused on observing the performance of the 

prototype in terms of memory consumption and CPU usage of each individual. The 
tool used to get this information is the Java Visual VM, which is a graphical tool 
included in the JDK. This tool allows monitoring the behavior of all the java 
applications that runs on a single machine. 

5.3.2.1 Memory Usage 
Figure 20 shows the evolution of the memory consumption of a single peer. In 

general the entire peers present very similar behavior. This memory consumption was 
also independent of the amount of peers that conformed the peer network (i.e. the ones 
in the set of ten presented the same behavior than the ones in the set of 350). The 
graphic also shows a very regular usage of the memory resources, since the maximum 
memory used by the peers is very far from the maximum assigned memory. At the 
same time, it is possible to see that the lower memory usage is almost the same every 
time (i.e. 1 Mb), which corresponds to the memory used by the pastry runtime library. 

 

 
Figure 20 Memory used by a peer along certain range of time 

5.3.2.2 CPU usage 
In terms of CPU usage the peers also have shown to be very effective, since in 

most of the cases the consumption has not overpassed the 2%, which is in fact very 
low.  

 
Figure 21 Percentage of CPU used by a single peer 
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6 CONCLUSIONS 
RQ1. Is it possible to use a distributed algorithm to coordinate load-control 
behavior within a DHS, and if so, how would such an algorithm look like? 
As the section 3.2.1 shows, it is possible to create a decentralized algorithm to 

perform load balancing in district heating systems. It is possible to formulate the 
demand side management problem as a collaborative scenario, in which a set of 
consumers is sharing a limited resource (i.e. heat). In this collaborative scenario, the 
members have a common goal, which is to reduce the load on the set of producers. 
Besides, each consumer has an individual goal imposed by the quality of service that it 
has to deliver (i.e. user comfort). The consumer coalition has to achieve the global goal 
as much as it does not affect the individual goal of any of the consumers. The 
algorithm proposed satisfies the conditions stated before because the consumers 
distribute equably their responsibility in the reduction process. The coalition defines a 
global operation cost (i.e. aggregated consumption reduction), a contribution fee per 
each of the participants (i.e. consumer buffer) and the individual cost to pay. If we 
consider that the final individual cost is defined in proportion to the fee, all the 
participants will contribute with a proportion of its buffer, reducing the load on the 
producer but equitably distributing the impact to the user comfort. 

RQ2. How and to what extent can privacy among the individual consumers 
within the DHS be upheld in the distributed algorithm? 
As explains the section 3.3.3.1, the system provides certain degree of privacy 

though none of the members of the community has access to specific information 
regarding consumption or production of any of the members in the system. Each 
information receiver does not know if the information that is receiving is related to an 
individual or it is result of an aggregation operation. The implementation of the 
aggregation tree allows the system to hide the specific owner of the information. There 
exists better mechanisms to maintain the privacy, for example no information sharing. 
In [8], the authors used a non-cooperative game to model the demand side 
management problem. In our case that approach is not applicable since the system has 
a lack of pricing variation or any other reference to take decisions, which makes 
necessary the consumers coordination.  

RQ3. How and to what extent is it possible to maintain the performance levels 
of existing solutions when implementing the distributed algorithm? 
It is difficult to make a comparison of the new system performance respect to the 

existent solution. The simulation performed on the semi-centralized version explored 
the user delivery quality of service, but it did not include the system performance in 
terms of response time or memory/CPU consumption. In general, the result of the 
simulation shows that the complete system has a behavior close to be linear and very 
flat. It shows that the system can scale in number of members without significantly 
compromise the performance. Furthermore, the result of the individual performance 
test shows that the components has a constant performance behavior, which means that 
the performance of the individuals does not depends on the amount of individuals in 
the system. Besides, the individual CPU and memory tests showed that the java 
implementation has low hardware requirements. 
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6.1 Future work 
Current decentralized algorithm design considers the buffer recovery a linear 

process. For example, if a building takes 10 minutes to recover X portion of the heat 
buffer then it will take 20 minutes to recover 2X portion of the buffer. Even that 
assumption is not far from the reality; usually the buffer recovery is defined by a factor 
that is not always linear. A new version of the algorithm shall explore in more detail 
variable buffer recovery factor, and how it can affect the coordination among the 
consumers. 

Besides, it would be benefit to consider a second part of the algorithm that treats 
just in time coordination strategy. Current version manages the long-term strategy, 
since its output is a schedule of reductions to be performed during the next day. Just in 
time strategy shall take care of the readjusting the reduction schedule taking into 
account the variation of the system during the day. For example, what if many 
consumers got estimations of the consumption that are well below the actual 
consumption? That deviation could negatively affect the producer load, making 
inefficient the system.  

Another good point to work on is the analysis of the impact that has the variation 
of the peer tree distribution. How can the variation of the children factor affect 
performance and scalability of the system? 

Besides, including availability test in the simulation could give more details about 
how suitable is the system in real conditions. How does the presence of instable 
network connections and highly volatile peers affect the system accuracy and 
performance? 

Although the results extracted from the experiment give a good starting point to 
estimate the performance of the application in a real environment. The simulation in a 
single computer makes difficult to really get accurate data regarding aggregated 
response time and individual performance. Moreover, the limitations of hardware used 
in this experiment prevent the simulation of more extensive networks (e.g. up to 1000 
peers). 

Future improvements of the design may explore in more detail deployment 
aspects. Is the hardware currently installed in the consumer and producer nodes 
enough to execute the new implementation? How will the software updates be 
propagated and installed? 
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