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ABSTRACT 

The development of Graphics Hardware Technology is blazing fast, with new and more improved models, that 

out spec the previous generations with leaps and bounds, before one has the time to digest the potential of the 

previous generations computing power. With the progression of this technology the computer games industry 

has always been quick to adapt this new power and all the features that emerge as the graphic card industry 

learn what the customers need from their products. The current generations of games use extraordinary visual 

effects to heighten the immersion into the games, all of which is thanks to the constant progress of the 

graphics hardware, which would have been an impossibility just a couple of years ago. 

Ray tracing has been used for years in the movie industry for creation of stunning special effects and whole 

movies completely made in 3D. This technique for giving realistic imagery has always been for usage exclusively 

for non-interactive entertainment, since this way of rendering an image is extremely expensive when it comes 

to computations. To generate one single image with Ray Tracing you might need several hundred millions of 

calculations, which so far haven’t been proven to work in real-time situations, such as for games. 

However, due to the continuous increase of processing power in Graphical Processing Units, GPUs, the limits of 

what can, and cannot, be done in real-time is constantly shifting further and further into the realm of 

possibility. So this thesis focuses upon finding out just how close we are to getting ray tracing into the realm of 

real-time games. 

Two tests were performed to find out the potential a current (2009) high-end computer system has when it 

comes to handling a raster - ray tracing hybrid implementation. The first test is to see how well a modern GPU 

handles rendering of a very simple scene with phong shading and ray traced shadows without any 

optimizations. And the second test is with the same scenario, but this time done with a basic optimization; this 

last test is to illustrate the impact that possible optimizations have on ray tracers. These tests were later 

compared to Intel’s results with ray tracing Enemy Territory: Quake Wars. 
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CHAPTER 

1 
INTRODUCTION 

This chapter consists of a small introduction to the thesis and the work I have done on it. 

1.1 BACKGROUND 

Ray tracing can be used to create images that are so realistic that one might not be able to tell whether it is in 

fact a manufactured image or not. For obvious reasons such results are highly interesting to the visual 

entertainment industry to create the latest special effects, realistic extra terrestrial environments and other 

things that would not be possible or economically realistic to stage in reality.  A more in-depth explanation of 

ray tracing can be found in Chapter 2. 

In the visual entertainment industry you also find computer game companies that are well known for creating 

visually stunning real-time computer games. The computer games industry is often first with pushing the 

newest computer hardware to its limits to give an even greater game experience. So it would only seem natural 

that the game industry would jump from regular raster rendering to full ray tracing as soon as the hardware 

could support it. Since then the creative mind would become the only limit for the visual potential of computer 

games.  

Seeing a complete ray tracer in a real-time commercial game is most likely several years away. But how soon a 

hybrid ray tracer, which in this case means the usage of regular raster rendering coupled with a partial ray 

tracer implementation which will handle the shadows in the scene, could be used in a game is something that 

is harder to speculate about. So this thesis aims at having a look at a simple hybrid ray tracer and how it 

performs on a high-end PC, and uses these results to discern if the hardware can support a game enough to 

help it venture to where no game has gone before. You can read about this in Chapter 3. From here on the 

mention of ray tracing can be assumed to mean hybrid ray tracing. 

 

1.2 METHODOLOGY 

The focus of this thesis is to find out how feasible hybrid ray tracing is in real-time situations on current high-

end end-user computer systems. 

The approach I chose for doing this was to do a couple of basic tests and with this gauge the performance to 

see how good a modern GPU is at hybrid ray tracing. 
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1.3 HYPOTHESIS 

Hybrid ray tracing can be used in real-time games without any major impact on performance. 

The hypothesis has been reached after experiencing years of incredible improvement of computer hardware. 

There are also many different techniques for improving ray tracing performance, which in combination to the 

extraordinary performance of computers should make this hypothesis valid. 

 

1.4 RESEARCH OBJECTIVES 

This thesis aims at finding out if one can maintain a good performance on a modern computer system with the 

usage of a simple ray tracer. Performance is measured in frames per second, FPS. 

 

1.5 DELIMITATIONS 

Since ray tracing is such a huge subject, this thesis will be limited investigating the potential of using ray traced 

shadows in games. I will also forego all optimizations, except a simple culling optimization, and leave this up for 

grabs for future research on this matter. 

The implementations were done with the help of a premade DirectX 10.0 3D Engine, which was purely a choice 

to speed up the implementation time. 

To fully understand this thesis it is required to know about 3D Programming and vector math since this thesis 

will not go in-depth into these subjects. 

 

1.6 ACKNOWLEDGEMENTS 

I would like to thank Stefan Petersson at BTH for hinting me to take a look at hybrid ray tracing when I was 

clueless about what my thesis should be about. I would also like to thank Amanda Rösler for giving excellent 

feedback on my report, which helped my thesis become even better.  
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CHAPTER 

2 
RAY TRACING 

2.1 INTRODUCTION 

Ray tracing has been used to create stunning 

artificial scenery, see Image 1, for years for the 

usage of movies and so on. Ray tracing is 

however in most situations extremely expensive, 

computationally, although the theory behind it is 

a simple one. This chapter will give a brief recap 

of what ray tracing is and how it works. 

 

 

 

 

 

 

2.2 APPROACHES TO RAY TRACING 

The birth of ray tracing is often said to be from Turner Whitted who in 1980 wrote a paper on the first Ray 

Tracing algorithm (Whitted, 1980). 

Ray tracing is a technique that simulates how rays of light pass through a scene, as it would in the real world, 

and how it reacts to the objects in it. In real life an unlimited amount of rays get sent from the sun through the 

solar system and eventually some of them hit the earth. These primary rays generate secondary rays when 

they impact a surface and these new rays have absorbed some of the coloration that the initial impact surface 

had. These new rays scatter in all possible directions and when they hit a new surface they illuminate this 

surface as well, but not in the same pure color that came from the sun, but with varying traces of the surface 

the secondary rays were emitted from. This in turn colors the new surface towards the color of the first 

surface. How much of this material’s coloration and light that gets transferred to the new surface depends on 

how reflective the surfaces are. This continues forever and some of these primary and secondary rays hit our 

retinas at some point and with them carry the color and intensity that all the interaction in the world has 

Image 1 - Ray traced scene.  Ray tracing can be used to achieve truly 

stunning scenes. 

http://en.wikipedia.org/wiki/File:Glasses_800_edit.png  (May 1st 2009) 

http://en.wikipedia.org/wiki/File:Glasses_800_edit.png
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caused. This is the results of what we see in everyday life. This is in fact a type of ray tracing. When the light 

rays emanate from the light source and ends up in the eyes of the beholder it is called forward ray tracing, see 

Image 2.  

 

 

However when it comes to calculating ray tracing on a computer, forward ray tracing is highly inefficient. Since 

we have an unimaginable amount of light rays sent in all possible directions, and all of them have to be 

calculated into infinity for reflections and refractions until they at some point hopefully end up in the view 

finder of the virtual camera lens and the computer screen. This would be an immense waste of computing 

power, since the vast majority of all those rays would never hit the camera at all. That is where, the commonly 

used, backward ray tracing comes in, see Image 3. 

Backward ray tracing only generates the exact amount of primary rays that will be needed to give a complete 

image. In other words it generates one ray per pixel of the image and sends this ray into the scene from the 

virtual camera, rather than from the light source, and traces this ray in the virtual world, scene, and it gives a 

very realistic result. 

When it comes to secondary rays in the scene there are commonly three types that are used. These types are 

reflective, refractive and shadow rays. 

 

 

 

Reflective rays are what can be seen in Image 3. These are rays that get reflected in a mirrored direction. 

Surfaces can have varying degrees of reflectivity, which decides how much of what the reflective ray later 

Image 2 - Forward ray tracing 

Image 3 - Backward ray tracing. The ray begins at the camera and moves 

towards the blue sphere. It then reflects and generates a secondary ray that 

travels towards the red cube, which then reflects towards the sun. 
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collides with gets shown in the original intersection point, aka creating a mirror image. Mirrors have complete 

reflectivity whereas walls or furniture might have very limited reflectivity and you might only see very slight 

shapes of the object being reflected into it. 

Refractive rays are emitted when the surface that is hit has some degree of transparency. Then the secondary 

ray travels through the object with an altered direction based on the refraction index of the surface.  Then 

when the new ray hits another surface then this point is what gets shown at the point where this ray was 

emitted. This results in the effect of seeing through an object. 

Shadow rays are used to discern how much light is reaching a specific point on a surface. The theory behind 

this ray is simple. For every intersection point for a ray you generate new rays that travel towards all the light 

sources in the scene. If the shadow ray hits an opaque surface before it hits the light, then that means that the 

point must be in shadow. If it hits nothing before it reaches the light then the point is lighted, see Image 4 and 

5. 

 

 

 

 

 

Image 5 - Rendered result of Image 4. 

Image 4 - Example of shadow rays. Two primary rays are sent from the camera. 

The green secondary ray has free passage to the light and is therefore now 

shadowed. The red secondary ray gets intersected by the sphere and is 

therefore in shadow. 
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However the world is not made up of black and white, but out of shades of grey. So it is not trivial to decide if a 

point is in the shadow or not based on just one shadow ray, assuming there is only one light source. If you take 

a close look at shadows in real life you will most assuredly see that shadows are blurred along the edges 

between shadow and light. This is called soft shadows (Bikker, 2005). The way to reproduce this phenomena is 

to not limit the amount of shadow rays to just one per intersection, but instead, ideally, have an unlimited 

amount of shadow rays sent towards each light in the scene. The direction of these rays should not be 

identical. So assuming that the lights are volumetric you send the rays in random directions that will still reach 

close enough to the light to be inside its radius. Then the amount of light is decided by the amount of rays that 

reach the light, without any collisions, compared to the total amount of rays, see Image 6. That way you will get 

smooth transitions between shadow and light at the edges, see Image 7. There are however other approaches 

to solving this. 

 

 

 

  

 

Image 6 - Soft shadows. Here you can see that every intersection point generates two shadow rays. The white one reaches a point on the light 

without intersecting the sphere. The black one had no such luck. Therefore this specific point in the final image will have 50% shadow. 

 

 

Image 7 – Illustration of the difference between hard and soft shadows. 

http://home.elka.pw.edu.pl/~mskrajno/tutorials/lighting/general/General.html (May 1st 2009) 

http://home.elka.pw.edu.pl/~mskrajno/tutorials/lighting/general/General.html
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CHAPTER 

3 
IMPLEMENTING AND TESTING A HYBRID RAY TRACER 

3.1 INTRODUCTION 

There have been examples over the recent years of highly optimized ray tracers that have come close to real-

time performance. The most recent example would probably be implementation of a ray tracer for the game 

Enemy Territory: Quake Wars which ran at 14-29 FPS (Valich, 2008). This was of course impressive, but the 

computer that this was done on was no ordinary home computer. So what I will be looking at is a hybrid ray 

tracer more suited to benchmark a, albeit high-end, home computer’s ray tracing power to determine how 

close these computers are to be able to wield this technology at all. 

 

3.2 SCENARIO 

The scenario which was implemented was a basic one, since it was just thought o be a proof of concept. It 

consists of an implementation of a scenario and two similar tests performed on it. One of the tests consists of a 

hybrid ray tracer without any optimizations, and one containing a simple bounding sphere cull test. 

The scenario is as follows: 

It is a small scene with two small boxes and one large box, inside which the smaller boxes will reside. In this 

large box there is also a light source which is used for the ray tracing calculations. All the boxes are opaque. 

The ray tracer is a basic one that only supports shadow rays, since these are the easiest and cheapest, 

computationally, to calculate. So there will be something more interesting to watch than just shadows floating 

in space I also use a phong shader and draw the boxes with this as well and then blend the two images to get a 

complete image.  
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3.3 IMPLEMENTATION 

For the ray tracer itself the “Simple Ray Tracing Implementation” by Martin Christen (Christen, 2005) was used, 

which is a backward ray tracer. However all the reflection and refraction related calculations were removed 

since we will only be interested in ray traced shadows. 

It is not possible to transfer and access a whole scene as general geometry in the current GPU generations, 

which however might work in future generations (Boyd, 2008). All the geometry of the scene will have to be 

uploaded to the GPU for intersection tests in an alternative way. This way of course refers to having to convert 

all the primitives in the scene into a texture, which was then sent to the ray tracer and have to sample the 

geometry from this texture. The resource of choice for this was a one-dimensional texture with 3 color 

channels. Every texel in the texture represents only vertex in the geometry. So the first three texels represent 

the first triangle, and the next three represent the second triangle and so on, see Image 8. Since only the 

geometry for intersection tests was used there was no need to store any other information than the 

coordinates. The texturing and so on was done with the phong shader, so the ray tracer only needed to 

calculate how much one pixel would be influenced by shadows. There are many known optimizations for ray 

tracing, but these are outside the scope of this thesis. So instead, to simulate the impact of optimizations on 

the results, a simple bounding sphere culling test was performed and compared to the un-optimized version. 

 

Image 8- Illustration of geometry to texture mapping. 

Three triangles are stored into a one-dimensional array sequentially. 

So after creating the scene and generating the geometry texture some surface to shoot the rays at was needed, 

since current shader models need actual geometry to render something. So a quad was created which was 

positioned in front of the virtual camera and fillings its view frustum (Samyn, 2009) at all times. And some 

render targets were also set up since ray traced scene had to be blended on top of the phong shaded one. The 

render target for the ray tracer only needed one color channel, because the only information needed is how 

much a specific point was shadowed in the scene. What color this would result in was up to the shader that 

would blend the two render targets in the end. So with this all preparations were done and the scene was 

ready to be ray traced. 
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The shaders were implemented in HLSL. For the rays in the shader a Ray struct was defined that contained all 

the information that would be needed for the intersection tests of the ray, see Listing 1. 

The vertex shader only generates the current pixels coordinate in world space which was then used to generate 

the primary ray for this specific pixel, see Listing 2. 

 

 

 

 

 

ray.t = float(0xff); ray.P = float3(0,0,0);                             

uStepSize = 1.0f / textureWidth;                         // The texture coordinate increment between vertices. 

u = 0.0f;   // The initial texture coordinate. 

for( uint i = 0; i  < triangleCount; i++) 

{ 

       u = (i*3) * uStepSize;  // Uses uStepSize to calculate the starting coordinate for  

   // the triangle. 

       v0 = gSceneTex.SampleLevel (float2(u, 0.0f), 0); // Gets the vertex from the texture. 

       u += uStepSize;        // Increments the coordinate to the next vertex. 

       v1 = gSceneTex.SampleLevel (float2(u, 0.0f), 0); 

       u += uStepSize; 

       v2  = gSceneTex.SampleLevel (float2(u, 0.0f), 0); 

       // Ray-Triangle intersection code here. 

} 

Ray ray = (Ray)0;  

ray.direction = normalize(posWS - gEyePosWorldSpace);   // Direction towards the pixel. 

ray.origin = gEyePosWorldSpace;                                             // Starts from the camera. 

ray.t = float(0xff);                                                                        // Maximum depth 

struct Ray 

{ 

        float3 P;               // Last intersection point. 

        float3 direction; // Rays direction vector. 

        float3 origin;      // The origin of the Ray. 

        float t;                 // How far along the Rays direction 

                                     // the latest intersection occurred. 

}; 

Listing 2 – Initialization of a primary ray. 

Listing 1 – Ray Struct. 

Listing 3 – Code that extracts the geometry from the geometry texture for usage with the intersection test. 
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This newly initialized primary ray was sent to the ray trace function. The ray trace function does the initial 

intersection test against the geometry in the scene; which decides if shadow rays are needed, in other words 

tests if the primary ray hits anything at all.  

The extractions of the vertices from the texture were just a matter of calculating the correct texture 

coordinates and sampling it, see Listing 3. 

 

Image 9 – Screen shot of Intersection tests. 

There are three objects. One small pyramid (blue), one small box (green) and  

a large box which surrounds the camera and other objects (red). 

 

The Ray-Triangle intersection test is an optimized version that does not need pre-computed normals for finding 

an intersection and thereby saves memory and time (Haines & Akenine-Möller, 2002). The first thing done after 

this was to test to make sure that the intersections with the primary rays worked. So some unique colors were 

baked into the alpha channel of the geometry and rendered this color to the screen for the primitive with the 

lowest t value, see Image 9. It was a crude but effective test which showed that everything was working 

perfectly so far. 

Next step was to look at the generation of the 

shadow rays. The simplest form of shadow rays use 

the intersection point for the primary ray as their 

own origin and the direction is the vector between 

this intersection point and the light. However this 

would be a very crude way to do it. Since no matter 

how many shadow rays created the direction 

vector would be exactly the same, so the result 

would be the same for all rays generated from the 

same primary ray. This would generate no soft 

shadows since this would assume that the light was 

a point light, and point lights do not exist in reality, 

since even the smallest light source still has some 

sort of volume. The way to solve this was to 
Image 10 – Illustration of variation shadow rays. 

Without variance the only direction spawned is one towards the center of the 

light (red arrow). While the desired effect is the random rays aimed towards 

random points in or on the light source (blue arrows). 
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deliver some variation to the direction vector; the origin point is obviously the same for all shadow rays. The 

variation needed was to be able to randomize rays towards the light that would not necessarily hit the light 

straight in the center, but at any point on its entire surface, see Image 10. 

Since there are no intrinsic functions in HLSL for pseudo random values the solution is to pass some random 

values the shader as a texture. So for this purpose a one-dimensional texture with 1024 vectors with random 

values between -1 and 1 were put into this texture and these vectors were normalized if the length was above 

unit length. This texture was only generated once to save performance. So then it was only a matter of taking 

the radius of the light, assuming that it is of spherical shape, into cosideration when creating the direction 

vector, see Listing 4. The amount of shadow rays created have a direct impact on the quality of the soft 

shadows but also a negative impact on performance. Assuming there are no shadow rays and only primary rays 

with a 1280x1024 resolution. This would lead to 1.3 million primary rays to do intersection tests against every 

triangle in the scene, assuming no spatial hierarchy optimizations to the intersection tests, every frame. 

However if one would use a hundred shadow rays for every primary ray you would have 132 million 

intersection tests against every triangle in the scene, which obviously is very expensive. So for the testing three 

shadow rays per primary ray intersection was used. 

 

 

 

 

 

The next step here was to see what the shadow rays hit first, since in the scene the camera is inside a large box 

so there will always be an intersection. Then we have to find out if this collision happened before or after the 

ray intersected the light sphere. If it was before then something was blocking the shadow ray and shadow 

contribution should be incremented, and if it was after then it passed through the light without obstruction, 

see Listing 5. The algorithm for the Ray-Sphere intersection was also highly optimized and very efficient (Haines 

& Akenine-Möller, 2002). 

 

 

 

 

 

 

 

The shadow contribution was returned as the result from the pixel shader and was written to the render target. 

After this the scene was redrawn with the phong shader and this result also drawn to a render target. The last 

step was to then blend these two render targets into a complete image.  This shader simply sampled the two 

textures where it used the phong shader’s texel as the diffuse color and the ray tracer texel as a scalar for this 

ambient color, see Listing 6.  

randomVector = lightPos + (lightRadius * gRandTex.SampleLevel(Tex, float2(j * randFactor ,0), 0).rgb); 

newPosition = lightPosition + lightRadius * randomVector; // The radius is used to scale the vector 

shadowRay.direction = normalize(newPosition, shadowRay.origin); 

Listing 4 – Code for generation of variance shadow ray direction. 

RayIntersect(shadowRay); 
float shadowFactor = 1 .0f / rayCount; 
 
if(shadowRay.t < float(0xff))                      // If the ray intersected something 
 { 
     shadowRay.P = shadowRay.origin + (shadowRay.t * shadowRay.direction); // Where is the intersect point 
      if( !RaySphereIntersect(shadowRay, light[i].pos, light[i].radius))                  // If it does not intersect the light 
          shadowContrib += shadowFactor;                       // Then increase the shadow    
}                             // contribution 

Listing 5 – Code for calculating the Shadow contribution of a specific pixel on the screen. 
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The initial results of all this work can be seen below, see Image 11. There is very obvious noise due to the low 

amount of Shadow Rays but it is still a very encouraging result for so very little code that was needed. 

 

 

 

 

 

 

 

 

 

Image 11 – Result of the Raster – Ray Tracing hybrid implementation. 

There is very apparent noise in the Soft Shadows due to the low Shadow Ray count. 

 

The optimized version of the ray tracer required a second texture to be transferred to the shader. This one 

contained the position and radius of every bounding sphere that surrounded one of the cubes. As well as the 

index at which a cube started at in the geometry texture and how many triangles this object consisted of. 

With this information the ray intersect function was updated from Listing 3 to include this bounding sphere test 

before any Ray - Triangle intersections were done, see Listing 7. This ensured that only rays that could possibly 

intersect any triangle in the object at all are allowed to attempt intersection test against the objects triangles. 

  

diffuse = gRegular.Sample(Tex, IN.uv).rgb; 

shadowContrib = gShadow.Sample(Tex2, IN.uv).r; 

lightContrib =  1 - shadowContrib; 

ambient = (0,0,0); 

return float4(( shadowContrib * ambient )  + (lightContrib * diffuse), 1.0f); 

Listing 6 – The Shader code that merges the two textures and generates the final image. 
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3.4 PERFORMANCE TESTING 

Then it was time to test the implementation of the hybrid ray tracer. What was to be done specifically was 

simply to try scenes of varying complexity, see Images section and see how it impacts performance. As well as 

trying varying screen resolutions. Each test contains statistics from both the un-optimized and the optimized 

ray tracer. 

The test system was as follows: 

Component Description 

CPU Intel Q6600 @ 2.8 GHz 
Memory 8 GB Corsair PC-6400 DDR2 
GPU ATI/AMD 4870 512 MB GDDR5, Catalyst 9.3 
OS Vista 64bit 

 

There were five tests in total and these are of varying screen resolution. Each of these tests was performed five 

times and the median of these performance results were used to form the graphs for each resolution. Each test 

had five sub steps. For each step the complexity of the scene was tripled. It started with two cubes with 12 

triangles in each and at step five the scene consisted of 108 cubes for a total of 1944 triangles. See Images 13 – 

17 for the final renders of each of these five sub-steps.  

float sphereFactor = 1.0f /float( objectCount * 2); // The increment between bounding spheres 
 
for(uint j = 0; j < objectCount; j++) 
{ 
    spherePos = gBoundsTex.SampleLevel(Tex, float2(j * sphereFactor, 0), 0); // Extract position and radius 
    if(RaySphereIntersect(ray, spherePos.rgb, spherePos.a))            // Test if the rays intersect the sphere 
    { 
        // Get the index at which the object starts in the geometry texture as well as where it ends. 
        sphereOffset = gBoundsTex.SampleLevel(Tex, float2((j * sphereFactor + sphereFactor), 0), 0).rg; 
 
        for(uint i = sphereOffset.r; i < uint(sphereOffset.g); i++) // loop from the starting index to ending index 
        { 
            // retrieve triangles from texture here just as before. 
            // Ray-Triangle intersection test here. 
        } 
    } 
} 

Listing 7 – Updated Ray Triangle Intersect function. 
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3.4.1 TEST 1: 320X240 

Primary Rays: 76 800 

Worst-case Shadow Rays: 230 400 

Worst-case Ray-Triangle Intersection Tests at Sub-step 5: 597 196 800 

 

 

Graph 1 – Results for 320x240 resolution 

 

3.4.2 TEST 2: 640X480 

Primary Rays:  307 200 

Worst-case Shadow Rays: 921 600 

Worst-case Ray-Triangle Intersection Tests at Sub-step 5: 2 388 787 200 

 

 

Graph 2 - Results for 640x480 resolution 

  

422,2
354,4

238,2

129
54,8

335,4

139,4
51,8 18 6

0

100

200

300

400

500

24 72 216 648 1944

FPS

Triangles

320x240 Optimized 320x240

121
102,8

70,4

37,6
15,4

108,6

42,6

15 5 2
0

50

100

150

24 72 216 648 1944

FPS

Triangles

640x480 Optimized 640x480



20 | R e a l - t i m e  R a y  T r a c i n g  H y b r i d  

3.4.3 TEST 3: 800X600 

Primary Rays: 480 000 

Worst-case Shadow Rays: 1 440 000 

Worst-case Ray-Triangle Intersection Tests at Sub-step 5: 3 732 480 000 

 

 

Graph 3 - Results for 800x600 resolution 

 

3.4.4 TEST 4: 1280X1024 

Primary Rays: 1 310 720 

Worst-case Shadow Rays: 3 932 160 

Worst-case Ray-Triangle Intersection Tests at Sub-step 5: 10 192 158 720 

 

 

Graph 4 - Results for 1280x1024 resolution 
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3.4.5 TEST 5: 1680X1050 

Primary Rays: 1 764 000 

Worst-case Shadow Rays: 5 292 000 

Worst-case Ray-Triangle Intersection Tests at Sub-step 5: 13 716 864 000 

 

 

Graph 5 - Results for 1680x1050 resolution 
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3.4.5 TEST CONCLUSION  

With the tests performed and compiled one can quickly see that the five test results were identical when it 

comes to the percentage of performance loss between every sub-step in the test.  

For example the difference in performance between the first two sub-steps in the un-optimized Test 1 and Test 

5 resulted in a 58% performance loss in Test 1 and a 62% performance loss in Test 5. So the performance loss 

factor between the sub-steps regardless of which resolution is what remained closely the same.  This result was 

basically the same on all steps for the un-optimized version of the code, see Graph 6, except for Step 4 – Step 5 

for the higher resolutions.  

At this point the un-optimized code was performing so poorly that the FPS could only be considered as zero, 

which is the cause for the spike in the chart. The reason for this overall performance loss is of course because 

the un-optimized version has to test every triangle against every ray with no exception. 

 

Graph 6 – Visualization of how much performance was lost in the different tests between every sub-step. 

As for the optimized code the situation was different but the results scaled the same way across the 

resolutions. Sub-step one culled many rays from any triangle intersection tests so most rays only needed to do 

the sphere intersection test against the objects in the scene. As the scene grew more complex, more rays 

passed the sphere intersection test and needed to check against triangles so performance was reduced. 

However the reduction in the optimized version can be considered linear with an average loss of 14% 

performance every time the scene grew.  

In the Graph 7 you can see the average FPS of every sub-step for all resolutions for the optimized and un-

optimized tests. And you can clearly see that the optimized code gives a clear advantage over the un-optimized 

version. However one must not forget that this small optimization is a highly inefficient one and is directly 

influenced by the things such as how far away the objects are from the camera and so on. This is because the 

optimization does not use a spatial hierarchy for the culling so there is no way of knowing which bounding 

sphere should be checked first so that the ones behind it can be ignored if there was an intersection. It is 

merely used as an example of the large influence optimizations have on ray tracing. This is further discussed in 

chapter 4.1. 
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Graph 7 – Show the overall performance difference between the optimized an un-optimized code. 

However it needs to be pointed out that this test only goes as far as to use 2,000 triangles. This is very far from 

how many triangles a modern game would have in the scene at any one time. You would need at least 100 

times more triangles to be able to run in real-time for it to be viable. This quite clearly points out that more 

advanced optimizations are required in order to cut down on the ray – triangle intersection tests. 
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Chapter 

4 
DISCUSSION AND CONCLUSIONS 

In this chapter the test results will be used to come with a conclusion about their relation to the hypothesis, as 

well as a discussion about this thesis and suggesting possible future work within this subject. 

 

4.1 DISCUSSION 

This thesis focuses on the general potential for heavy duty computations of modern GPUs with the focus of ray 

tracing shadows. The tests performed were however basic and are only to be used a starting point for future 

research of real-time usage of hybrid ray tracer implementations. 

The optimized version of the tests was just there to show how important optimization is to the computational 

cost of a ray tracer. It would be ideal to use some of the more advanced techniques for a hybrid ray tracer and 

investigate how much closer this would bring a ray tracer into the realm of real-time games. 

There are many known optimizations for ray tracers. For example Kd-trees (Bikker, 2005) and uniform grids 

have been used for ray tracing speedups so that would make them ideal techniques to use for the continuation 

of this work. 

A general performance problem may also be extensive cache misses when sampling the textures in the shader. 

There were no considerations taken to this phenomenon so it is likely that the overall performance would be 

higher if one made sure to increase the frequency of cache hits. 

There is also the problem of noise in the soft shadows which would be too expensive to solve with a radical 

increase of shadow rays. This is also a problem that needs solving before one would see ray traced shadows in 

games, since soft shadows are often highly desirable in games so it would be good if this artifact could be 

solved with a computationally cheap technique so that the amount of shadow rays can be kept at a minimum. 

One possible way would be to take a look at blur filters and see if they are adaptable towards this situation. It is 

also possible to completely forego looking into soft shadows and use post-effects to estimate the soft shadows 

if one does not want perfect soft shadows. 

 

4.2 CONCLUSION 

The hypothesis came from years of direct experience of the fast improvement of computational power in GPUs 

and the observations of many other attempts to create real-time ray tracers that have come very close. So it 
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would only seem natural to assume that if a complete ray tracer can come close then a hybrid one must surely 

come even closer. This is because a hybrid ray tracer requires less rays to be generated and far from as much 

data to keep track of, since some portions of the implementation has been removed and replaced by regular 

raster, and is therefore inherently faster than a full ray tracer. 

Ray tracing is computationally extremely 

expensive no matter how you look at it. Raster 

rendering only takes each pixel at face value 

and often does not need to do intersection tests 

to get the result desired which is the major 

reason why raster is so cheap.  

Looking at the test results one can clearly see 

that an un-optimized ray tracer, even if it is a 

hybrid one, requires a vast number of 

calculations to render an image. And comparing 

this result to the slightly optimized version one 

can clearly see that for the success of a real-

time hybrid ray tracer is highly dependent on 

the optimizations that can be done to reduce 

the intersection tests, among other things, such as faster intersection test algorithms. 

With the announcement of DirectX 11 and its imminent arrival on the horizon, along with compute shaders 

(Boyd, 2008) that allows more common data structures to be used on the GPU and hardware to have even 

more threading capabilities, and new and more powerful GPUs constantly under development it is only a 

matter of time until we will see commercial games that use hybrid ray tracers. It can also be seen in Image 12 

that the amount of floating point calculations leap between GPU generations and one would be safe to assume 

that the same will happen with the DirectX 11 compliant hardware that will come soon.  

However the most promising fact that proves that hybrid ray tracers are already viable is the results that Intel 

had with the previously mentioned ray tracer implementations of Enemy Territory: Quake Wars (Valich, 2008). 

The computer used for this utilized four Tigerton 2.93 GHz CPUs which has 187.6 GFLOPS each (Barker, o.a., 

2008). With four CPUs it totals to respectable 750.4 GFLOPS. However as can be seen in Image 12 one can 

clearly see that the GT200 GPUs clearly exceeds the 750 GFLOP mark which. This does not take SLi systems into 

considerations, which would even further increase this performance. So then one might ask why Intel had such 

great results with a full ray tracer when the implementation in this thesis yielded poorer results with the 

cheaper hybrid ray tracer. This quite obviously leads one to come to the conclusion that it is the optimizations 

that makes Intel’s ray tracer that much faster than this one. This is supported by my tests which showed the 

importance of the optimizations.  

So one would come to the conclusion that a high-end system with at least one GT200 GPU coupled with a 

highly optimized hybrid ray tracer is possible with lots of performance left to spare for more advanced raster 

techniques. However these GPUs are not common in computers today so although hybrid ray tracers are 

possible in modern games, any commercial games using this technology will probably wait until these GPUs 

have become standard on computers, which is probably still a couple of years away. 

So it is clear that the time of real-time ray tracers, even if only hybrid ones, is already here. 

  

Image 12 – This graph clearly shows the GFLOPS boost between GPU 

generations. 

http://ixbtlabs.com/articles3/video/cuda-1-p1.html (May 19th 2009) 

http://ixbtlabs.com/articles3/video/cuda-1-p1.html
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IMAGES 

 

Image 13 – Sub-step 1 from the Tests 

 

Image 14 - Sub-step 2 from the Tests 
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Image 15 Sub-step 3 from the Tests 

Image 16 - Sub-step 4 from the Tests 
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Image 17 - Sub-step 5 from the Tests 


