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Abstract
Using the mobile phone to play games is very common today. The
development is going forward, which has increased the demands
from the users. Demands such as; increased visual appearance,
faster feedback and improved interactive possibilities. To meet
with these requirements a more powerful computer can facilitate
the work for the mobile phone, for example rendering a game and
sending the image data to the phone using wireless
communication. The phone can then decode and display the image
on its screen.
The main object for this thesis is to implement a JPEG based
decoder on Windows-based phones using C# and XNA 4.0. The
decoder is based on an existing C++ implementation, which
follows the JPEG standards.
The need of an 8x8 matrix made the existing XNA matrix
inapplicable, which lead to the use of own defined matrices
instead. Even though it seemed promising, the matrices that were
own defined were too slow and created a bottleneck in the
decoding process.
C# is not efficient at iterating through arrays with lots of data.
An XNA based stream to decode the compressed image data made
it possible to decode the image without using the matrices, and
resolve the bottlenecks.
The FromStream method is in some cases almost nine times faster
than the own implementation, the bottlenecks are for the mostly
found in the matrix calculations.
When possible, use C++ when creating applications, it handles
large amounts of data much faster than equal C# applications,
unfortunately C++ will not work on all devices, such as Windows
based phones.
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1 Introduction
The JPEG image format is currently used in several different units. These can be anything
from a digital camera to a well-known video game, where the JPEG image format has often
been chosen by a purpose. It has also been under development over several years, which has
made it efficient and well used. While it compresses well, the image quality is good even
though it is a lossy image format.
This thesis work mainly describes how a standard Joint Photographic Experts Group (JPEG)
image data stream can be decoded in real-time using C# and XNA 4.0 on Windows based
phones. Comparison and evaluation of two C# implementation is done, where one of them is
based on an existing C++ implementation. The most important bottlenecks that exist are
addressed and discussed.

2 Thesis structure
In order to understand the later chapters, the first pages will briefly describe how JPEG image
data is structured, decoded and encoded.
The later parts describe how a JPEG decoder can be implemented using C# and XNA. Two
different implementations are compared to each other in both code and performance.
Quantitative data is shown in different graphs, measured from the different implementations.
Identified bottlenecks that arise from the code are brought up and discussed.
Appendix A contains code for some decoding parts of the decoding client. Appendix B
includes an example Huffman tree and its table.

3 Problem description and research
questions
The possibilities today to use a mobile phone for gaming are great. A lot of different games
on different portable platforms and devices exists today. Some of the games require more
performance from the device than others. Faster interaction and higher graphic quality are
only a few of many demands from users.
One way to meet these demands can be to use existing hardware, such as a personal computer,
to reduce the requirement of an ordinary mobile phone. This brings up the major question, is
it possible to decode JPEG image data on Windows 7.5 based phones using C# and XNA in
real-time?
To communicate between a mobile phone and other devices, it is usually not only possible,
but easier to use a wireless communication instead of a cable. The use of a cable may lose a
game’s play value, because the possibilities of freedom are greatly reduced if the phone needs
to be near the computer. This brings up another minor question, if it is possible to use
wireless local area network for communication between a mobile phone and a personal
computer without major disturbance.
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4 Methodology
Two C# implementation focused on Windows based phones has been made to measure a
mobile phone’s performance in terms of decoding JPEG image data. From these
implementations a quantitative survey is made and analyzed, to determine if it is possible to
decode a stream of JPEG images in real-time on a Windows phone. The data stream to be
decoded is received from a personal computer which acts like a server. The mobile phone
connects to this server through a socket, and receives JPEG encoded image data from it, using
wireless communication.
The C# implementation is based on a C++ JPEG decoding application that is implemented for
personal computers, which use the Windows 7 operating system. The reason to base the C#
application from a C++ implementation is that the C++ implementation decodes JPEG image
data fast and correct.
Measurement data describing the C# decoder’s performance is gathered from the phone using
different JPEG settings, while it decodes JPEG images. This data is then put together and
analyzed in order to see how fast and well the Windows 7 phone decodes JPEG image data.
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5 JPEG data format
JPEG image data can be decoded and encoded differently depending on the use of different
stages. This section will describe standard decoding of a compressed colored image.

5.1 Decoding
1. Entropy Decoding – decompresses binary data using inter alia Huffman coding.
2. De-quantization – lossy computations using multiplication and integer truncation.
3. Inverse Discrete Cosine Transform – 8x8 matrix multiplications.
4. Up-sampling – increase color component resolution.
5. Color Space Transformation – transform from one color space to another.

Figure 5.1, JPEG decoding overview [FileFormat]

5.1.1 Entropy decoding
Before the compressed JPEG image can be de-quantified, it has to be entropy decoded, which
is also the first step in the JPEG decoding process (Figure 5.1) [FileFormat]. Entropy
decoding is a form of lossless data decompression, which uses Huffman coding to decompress
the image data. This is important in order for the other processing steps of the decoder to
work on uncompressed data.
Huffman uses predefined tables to decode the compressed data, which have to be the same
tables as the image has been encoded with. Otherwise the decompressed data will be incorrect
and the image will not be able to decode properly at later decoding stages. Huffman tables and
quality tables are described in the JPEG image’s header. An example of a Huffman tree and
its table is shown in Appendix B (Figure 10.2).
The sub result after entropy decoding is so called image blocks, 8x8 matrices, which hold 64
values that lie in the frequency domain, and each value describes a transformed color value
from the original image. Depending on the size of the image, more or less blocks will be
decoded. A block’s first value, located at the top left corner of the 8x8 matrix, is called the
DC component [Cabeen]. It represents the average value of all components in the 8x8 block
and is a larger, lossless value. The other 63 values are called the AC components, and are
often, depending on JPEG quality and where the values are situated in the block, tiny values
around or equals zero.
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The DC component of a block is calculated as a difference from the previous DC block value.
In order to correctly decompress the AC data a special block traversing order has to be used, a
so called ZigZag order [Cabeen] (Figure 5.2). It iterates through the upper left values of the
8x8 matrix, because it is where the most values, which are different from zero, are situated.
While decoding, the system will search for a special marker, end of block (EOB). EOB means
that after this symbol all remaining block valu4.es equal zero and it is not necessary to
continue the block computation. Instead, one knows how many values is left and can fill up
the missing bits with zeros.

Figure 5.2 – The ZigZag traversal order of an 8x8 block, starting at 0, ends at 63.

5.1.2 De-quantization
The image data, all 8x8 pixel blocks are now ready to be decompressed by de-quantization,
which is one of two lossy stages in the JPEG decoding process. It is done using a quality
matrix (Table 5.1) with compression values, ranging from 1 to 100, the higher value the better
image quality but worse compression and vice versa. The value represents the quality of the
JPEG image.
De-quantization is done through 64 integer multiplication by values from a JPEG standard
quality matrix. Each value of the frequency domain is multiplied by a corresponding constant
for that component in the quality matrix. The result of each multiplication is then rounded to
the nearest integer.
The standard JPEG quality matrix, with a quality of 50, will result in a fine quality picture that
compresses very well. The matrix is derived from experiments involving the human visual
system [Cabeen].
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Table 5.1 – JPEG standard quality matrix
When another quality level is needed; a scalar is used to change the quality matrix values. If
one wants a matrix with increased image quality, a quality number greater than 50 is used,
then the standard quality matrix is multiplied by (100 – quality number) / 50. For a quality
level less than 50, in other words decreased image quality, the standard quality matrix is
multiplied by 50 / quality number [Cabeen].

5.1.3 Inverse Discrete Cosine Transform (IDCT)
The value at the top most left corner correlates to the lowest frequency of the original image.
The more to the bottom right corner of the matrix one comes; the values correlate to higher
frequencies [Cabeen]. In order to change the frequencies into color values, Inverse Discrete
Cosine Transform has to be applied on all blocks. To do so, a Discrete Cosine Transform
(DCT) matrix must first be created.
DCT works by converting parts of different frequencies into signals from the values that lie in
the entire 8x8 block. The values are transformed from a so called frequency domain to a
frequency spectrum fre.
The DCT equation (Equation 5.1) computes the i,jth entry of the DCT of an image. N defines
the size of a block that the DCT is applied to, which in this case is eight and X and Y range
from 0 to7.

Equation 5.1 - DCT
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In order to use this DCT equation for the decoder application, the matrix equation has to be
derived from (Equation 5.1) [Cabeen]. The final DCT matrix is computed based on (Equation
5.2).

Equation 5.2 – Matrix DCT
The C++ code for doing this is shown in appendix A.
To do IDCT on a 2-dimensional array (a matrix), both the DCT_Matrix and its inverse is
needed. It is easy to calculate the inverse because the DCT_Matrix is an orthogonal matrix,
hence the columns of T form an orthonormal set. The inverse of the matrix is therefore the
transpose of the DCT_Matrix → DCT_MatrixT. Appendix A contains C++ code for how to
create IDCT and DCT matrices.
When using IDCT to do matrix multiplications, the block to be affected is first multiplied
from the left by the inverse of DCT_Matrix and then multiplied from the right by the
DCT_Matrix using matrix multiplication, (Equation 5.3). This will affect both the columns
and the rows. Appendix A contains C++ code for doing 8x8 matrix multiplications.
After applying IDCT on all 8x8 blocks all block values are level shifted by 128. DCT works
on a data range between (-128) to 127, the additions will change the interval from (-128) to
127 into 0 to 255.

Equation 5.3 – The matrix product of two matrices

5.1.4 Up-sampling
This JPEG decoding stage is one of two optional decoding stages in the JPEG process. It is
applied if the JPEG image has been encoded using down-sampling on a JPEG block, reducing
the chrominance components resolution, by using a group of them for each luminance
component.
Up-sampling increases the resolution on the CBCR components by the a specified ratio, which
describes how many chrominance components are used per luminance component
[FileFormat]. After up-sampling, the pixel ratio between all three components is one, in other
words there are as many chrominance components as luminance components. The Y
component is never up-sampled or down-sampled, because the human eye is more sensitive to
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low frequency color information, brightness of a pixel, rather than high frequency
information, color of a pixel.

5.1.5 Color space transformation
There are a lot of different image color spaces that can be used when working with an image.
The JPEG format often uses the Y’CBCR color space when encoding instead of RGB, mainly
because it is possible to compress the components differently. The first mentioned color space
has three components, Y the luminance component, which describes the brightness of the
pixel, and the two chrominance components CBCR describe the color of the pixel. The Y’CBCR
color space is a scaled and offset version of the YUV color space; where Y describes the same
information as the Y in the Y’CBCR space [Payette 02]. The U represents the color and the V
the saturation. The two values can be interpreted as coordinates on the YUV color plane, U as
the X-axis and V as the Y-axis, (Figure 5.3). The CBCR components work in a similar way as
described. (Equation 5.4) describes how to convert from Y’CBCR to RGB when decoding
JPEG data [Hamilton 92].

Figure 5.3 – The Y’CBCR color plane at Y = 0.5
[Eugster 10 Img]

Equation 5.4 – Transform Y’CBCR to RGB
ITU-R BT.601 standard
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5.2 Encoding

Figure 5.4 JPEG decoding overview
Encoding is similar to reverse decoding, but there are some important differences to think of
when encoding. This paragraph describes the important differences between JPEG decoding
and encoding stages (Figure 5.4).

5.2.1 Color space transformation
This stage transforms the color space from RGB into Y’CBCR. The transformation equation
(Equation 5.5) used when working with JPEG image data is different from the equation used
when decoding [Hamilton 92].
If color space transformation is skipped, the image is stored in three separate channels for red,
green, and blue color components [Equasys]. This will result in less efficient compression of
the image data, therefore it is recommended to use the Y’CBCR color space [FileFormat].

Equation 5.5 – RGB to Y’CBCR
ITU-R BT.601 standard

5.2.2 Down-sampling
Down-sampling is done by using less numbers of the chrominance components for each
luminance components. The chrominance components are divided into groups where each
group is assigned to a range of luminance components. The compression ratio depends on the
choice of a set of rules. There are three different rules, the first 4:4:4 (no subsampling) means
that for every 8x8 block of Y samples, there is one 8x8 block for each CB and CR samples.
The second rule 4:2:2, means that for every two horizontal 8x8 blocks of Y sample, there is
one 8x8 block of each CB and CR sample. The last rule 4:1:1 says that for every four 8x8
blocks of Y samples, there is one 8x8 block of each CB and CR samples [Intel].
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5.2.3 Discrete Cosine Transform (DCT)
Because DCT works on a data range from (-128) to 127, the block values which lie in the data
range 0 to 255, is first subtracted with 128 before any DCT is applied.
DCT is applied to a block by first doing matrix multiplication from the left by the
DCT_Matrix, and then from the right by the DCT_MatrixT, the transpose which is the same as
the inverse.
The difference to apply DCT instead of IDCT is the order of the matrix multiplication, and the
data range level shifting. Here data range shifting is done before the matrix computations.

5.2.4 Quantization
The JPEG encoding quantization stage is a flexible compression stage, where one can choose
how much the image data is compressed using a quality matrix. Depending on the choice of
quality, the JPEG standard matrix values are different.
The values are used when dividing the values of an 8x8 data block. After the computations,
the values are rounded to nearest integer, and most of the high frequency values are rounded
to very small values, where many of them equal zero, depending on the input data of an image
block.
The standard JPEG quality matrix (Table 5.1) is used both when encoding and decoding any
8x8 block by quantization and de-quantization.

5.2.5 Entropy coding
The final encoding stage is called entropy coding or entropy encoding, and it is here the image
is compressed to binary data using predefined tables which is situated in the JPEG image data
header.
As the decoder, the entropy encoder uses a ZigZag pattern (Figure 5.2) to traverse over an
image block’s values [Cabeen]. When the computation has reached the first zero of all
remaining zeros, it marks this component by an end of block marker, which the entropy
decoder stage uses to decompress the image correctly.
The data is then saved to a nibble, half a byte, where each half describes how the compressed
data is structured after compression, which makes it possible to decode by entropy decoding.
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6 Windows Phone Decoding
The JPEG decoder implementation is made for Windows 7 based phones using the latest SDK
available at time. The programming language used is C# with help of the XNA 4.0 platform
and its tools, to increase functionality. The C# implementation is based on a C++
implementation, which uses standard JPEG encoding and decoding.
The C# language is a high level programming language, and provides a lot of help with
memory management, compared to C++ where the user needs to handle all of the memory
management by oneself. However, this also means that in C# is it hard to know what happens
beneath the code, in the memory.
I think the best way had been if C++ code, so called native code was available on the
windows phone. However, developers other than Microsoft developers have no access to
native code on windows 7 mobile devices. We may see this in the future perhaps.
The XNA client application is mainly divided into two different functions, update and render.
These functions can be called at different rates depending on the application’s need and
requirements [MSDN a]. The update function will be called either at a fixed interval or in a
continuous loop. If set to fixed intervals, the draw function only will be called if the update
function is not due. The continuous loop will call both functions an equal number of times.
This has great effect on the application for the mobile phone. When a fixed interval is set, the
draw call does not catch up with the update frequency, and the application seems to be slow.
With this in mind, a fixed interval has not been set up in this implementation.

Figure 6.1 – Data is sent from and to the mobile phone
The data, which the phone is decoding, comes from an application that acts as a server (Figure
6.1). The phone then connects to this server as a client, using a TCP socket as communication.
When connected, the server sends the encoded data through the socket and the phone then
receives this data, and at the same time decodes it. After the data is decoded, it will be
rendered and shown on the display of the mobile phone.
Sockets that can directly can communicate with Windows sockets are new in the Windows
Phone SDK. If these sockets did not exist, it would be much harder to create a fast
communication between a phone and a computer.
The data between the server and the client is sent in bytes, and interpret differently depending
on its use. The first data that the client receives is the header information of the JPEG image
data. It holds the width, height and quality level data of the image. It also describes how the
data has been encoded so it can be decoded correctly. This is described in Huffman tables,
which is used in the entropy decoding part of the decoding process, (Figure 5.1). The header
is only read at the first frame. Later frames use the first frame’s header data, and instead of
reading the header, an offset is added.
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When the header has been read or skipped, all of the other data is received from the server and
read to the memory. Data can be received and sent in different sizes, the smaller data size, the
greater overhead is included.

6.1 C# implementation
This C# implementation is based on an existing C++ implementation. It has been converted
more or less row by row from C++ code, but with a thought that C# does not have all
functionality as C++. Examples are pointers in C++, which fall under the category of so called
unsafe code in C#. Unsafe code is very hard to implement and use for Windows Phone 7.
Even though you manage to implement it, is it not worth the trouble, because Windows Phone
Marketplace will reject it [Lee 10].
The whole JPEG decoding process mentioned above (Section 5.1) is not used in this
implementation. The optional step up-sampling is skipped because the server application is
not using down-sampling for compression. The other four stages reduce the data size to a
certain level that works for testing it on the mobile phone.
The first step is to calculate the quantization tables used by the luminance and chrominance
components. This is done using information from the header to ensure that correct values in
the tables are defined. These tables, including predefined JPEG data, are then used when
decoding each 8x8 block of the compressed image data.
Many matrix multiplications are made during the decoding process, one for each block of
every component; Y, CB and CR. This means that when increasing the image size, a lot more
matrix multiplications are made.
The last step to do before the image can be rendered is to convert the data from the Y’CbCr
color space to the RGB color space.

6.2 XNA Stream based
Instead of using the C# ported code, one can use a static method called
Texture2D.FromStream from the XNA framework. This method decodes and creates texture
data from a stream of data. The function may be used if the data stream is one of the
following file types; Joint Photographic Experts Group (JPEG), Graphics Interchange Format
(GIF) or Portable Network Graphics (PNG) [MSDN b].
The method requires a memory stream of byte data including an image header with
information regarding the image file, in order to work properly. If no header is defined, the
method does not know how to interpret the incoming data. In other words, information
regarding the image data must be defined, such as image width, image height, how the image
has been encoded, and the image file type.
The result after calling the Texture2D.FromStream function, with correct in-data, is a
Texure2D file filled with pixel data, which later can be rendered on the mobile phone.
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7 Performance measurements
In order to perform measurements of the two mobile phone client implementations, a test
server, in this case a personal computer, was used to encode a benchmark application’s screen
data into standard JPEG image data. While the server encodes the screen data, it is
simultaneously sent to the phone. The mobile phone receives and decodes this data using one
of two C# implementations, the own implementation or the FromStream method. (Table 7.1)
describes the test server specifications, and (Table 7.2) describes the test mobile phone client
specifications.
Table 7.1 – Test server specification:
Component

Description

CPU

Intel Core2Quad Q9450, 2,66 GHz

RAM

8 GB

GPU

ATI Radeon 5850

HDD

OCZ Vertex2 SSD 120 GB

Operating system

Microsoft Windows 7 Professional 64-bit

Development environment

Microsoft Visual Studio 2010 SP1

Table 7.2 – Test mobile phone client specification:[Samsung]
Component

Description

Model

Samsung GT-I8350 Omnia W

CPU

Qualcomm MSM8255 Snapdragon,
Scorpion 1,4 GHz

RAM

512 MB

GPU

Adreno 205

HDD

8 GB

Operating system

Windows Phone 7.5 Mango

The benchmark application Aliens vs. Predator DirectX 11 Benchmark Tool [Guru3D] was
used on the server in order to measure the performance of the JPEG decoder on the mobile
phone.
Both wireless connection and connections through cable has been used when running the
benchmark, but the final tests (Figure 7.1 – Figure 7.12) are benchmarked using only wireless
connection from the computer and the mobile phone. The mobile phone was placed in a fixed
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position in all the tests, to try to get results that were affected as little as possible by variations
in the environment. All tests were run twice to reduce error rate, such as computer lag and
delay from the network.
Both the Byte graphs and the Timing graphs (Figure 7.1 – Figure 7.12) have two different
axes, the X-axis and the Y-axis. The X-axis in all graphs shows which frame the data was
collected from. The Byte’s Y-axis describes the data size of a specific frame and the Y-axis
on the Timing graph describes how many milliseconds the decoder (blue line) or the whole
frame (red line) took.
The measurements uses two different image resolutions, 400x240 (Figure 7.1 – Figure 7.6)
and 800x480 (Figure 7.7 – Figure 7.12), the latter one is the phone’s maximum screen
resolution. Three different JPEG quality setting were tested, 50, 70, and 85. The quality
settings were chosen in order to see how the decode time changed with different qualities,
from the standard JPEG quality 50 up to 85, with little decompression. No qualities under 50
were chosen, because I wanted to maintain image quality with average compression.
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7.1 Test 1 – Own implementation


Settings
o Image width: 400
o Image height: 240
o JPEG quality: 50
o Number of frames sampled:

50

Bytes
130000
120000
110000
100000
90000
80000
70000
60000
50000
40000
30000
20000
10000
0

Bytes

1 4 7 10 13 16 19 22 25 28 31 34 37 40 43 46 49

Timings
1200
1000
800
Decode time

600

Frame

400
200
0
1 4 7 10 13 16 19 22 25 28 31 34 37 40 43 46 49

Figure 7.1 – Test 1 benchmark results
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7.2 Test 2 – FromStream


Settings
o Image width: 400
o Image height: 240
o JPEG quality: 50
o Number of frames sampled:

1000

Bytes
130000
120000
110000
100000
90000
80000
70000
60000
50000
40000
30000
20000
10000
0

Bytes

1

101 201 301 401 501 601 701 801 901

Timings
90
80
70
60
50

Decode time

40

Frame

30
20
10
0
1

101 201 301 401 501 601 701 801 901

Figure 7.2 – Test 2 benchmark results
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7.3 Test 3 – Own implementation


Settings
o Image width: 400
o Image height: 240
o JPEG quality: 70
o Number of frames sampled:

50

Bytes
130000
120000
110000
100000
90000
80000
70000
60000
50000
40000
30000
20000
10000
0

Bytes

1 4 7 10 13 16 19 22 25 28 31 34 37 40 43 46 49

Timings
1200
1000
800
Decode time

600

Frame

400
200
0
1 4 7 10 13 16 19 22 25 28 31 34 37 40 43 46 49

Figure 7.3 – Test 3 benchmark results
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7.4 Test 4 – FromStream


Settings
o Image width: 400
o Image height: 240
o JPEG quality: 70
o Number of frames sampled:

1000

Bytes
130000
120000
110000
100000
90000
80000
70000
60000
50000
40000
30000
20000
10000
0

Bytes

1

101 201 301 401 501 601 701 801 901

Timings
90
80
70
60
50

Decode time

40

Frame

30
20
10
0
1

101 201 301 401 501 601 701 801 901

Figure 7.4 – Test 4 benchmark results
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7.5 Test 5 – Own implementation


Settings
o Image width: 400
o Image height: 240
o JPEG quality: 85
o Number of frames sampled:

50

Bytes
130000
120000
110000
100000
90000
80000
70000
60000
50000
40000
30000
20000
10000
0

Bytes

1 4 7 10 13 16 19 22 25 28 31 34 37 40 43 46 49

Timings
1200
1000
800
Decode time

600

Frame

400
200
0
1 4 7 10 13 16 19 22 25 28 31 34 37 40 43 46 49

Figure 7.5 – Test 5 benchmark results
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7.6 Test 6 – FromStream


Settings
o Image width: 400
o Image height: 240
o JPEG quality: 85
o Number of frames sampled:

1000

Bytes
130000
120000
110000
100000
90000
80000
70000
60000
50000
40000
30000
20000
10000
0

Bytes

1

101 201 301 401 501 601 701 801 901

Timings
90
80
70
60
50

Decode time

40

Frame

30
20
10
0
1

101 201 301 401 501 601 701 801 901

Figure 7.6 – Test 6 benchmark results
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7.7 Test 7 – Own implementation


Settings
o Image width: 800
o Image height: 480
o JPEG quality: 50
o Number of frames sampled:

50

Bytes
130000
120000
110000
100000
90000
80000
70000
60000
50000
40000
30000
20000
10000
0

Bytes

1 4 7 10 13 16 19 22 25 28 31 34 37 40 43 46 49

Timings
1200
1000
800
Decode time

600

Frame

400
200
0
1 4 7 10 13 16 19 22 25 28 31 34 37 40 43 46 49

Figure 7.7 – Test 7 benchmark results
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7.8 Test 8 – FromStream
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o Image width: 800
o Image height: 480
o JPEG quality: 50
o Number of frames sampled:
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Figure 7.8 – Test 8 benchmark results
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7.9 Test 9 – Own implementation
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o Image width: 800
o Image height: 480
o JPEG quality: 70
o Number of frames sampled:
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Figure 7.9 – Test 9 benchmark results
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7.10 Test 10 – FromStream


Settings
o Image width: 800
o Image height: 480
o JPEG quality: 70
o Number of frames sampled:
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Figure 7.10 – Test 10 benchmark results
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7.11 Test 11 – Own implementation


Settings
o Image width: 800
o Image height: 480
o JPEG quality: 85
o Number of frames sampled:
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Figure 7.11 – Test 11 benchmark results
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7.12 Test 12 – FromStream


Settings
o Image width: 800
o Image height: 480
o JPEG quality: 85
o Number of frames sampled:
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Figure 7.12 – Test 1 benchmark results
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7.13 Bottleneck identification
In the performance measurements test, you can see that the own C# implementation takes
almost nine times longer than the FromStream method when decoding a JPEG stream.
The C# implemented JPEG decoder includes many matrix multiplications every frame in
order to decode the image properly. Each matrix defines a block of pixels of the image, and
each image block holds 64 values. Therefore, the need of matrices with eight rows and eight
columns are in great need. The matrix class that exists in the XNA framework only contains
16 values, four rows and four columns, and is too small to be used for this task.
Computing large amounts of data in C# is very slow compared to equal computations in C++
[Qwertie], this is a critical bottleneck when decoding JPEG data on a windows phone. The
JPEG image data is divided into 8x8 blocks, block computations are made for each block
every frame by all decoding stages, and it requires, depending on the image size, many blocks
to cover all pixels of an image.
The data size varies greatly depending on which frame is sampled, and when there are dips it
mostly depends on images with little color variation. Minor color variations in an image often
lead to a lot of AC values that equal zero, therefor many components can be discarded when
encoded and decoded. However, even if the decode time is less when decoding images with
many zeros, it is not linear to the data size, this because it is heavy to do matrix
multiplications.
The data size increased with a large amount when using the mobile phones maximum
resolution and with it the decode time by both implementations. The higher resolution, the
more image block computations are made, and more computations lead to longer execution
time.
Delay over the wireless connection between the computer and phone exists, but it is not
noticeable compared to the computations from all the matrix multiplications when decoding.
Every FromStream timing measurement includes spikes at a fixed interval as seen in the
graphs. I believe these spikes come from the garbage collector, which cleans up the
FromStream method at a specific interval.
The C++ implementation that the C# JPEG decoder is based on, works fast even with data
sizes greater than seen in the graphs. C++ can handle a large amount of data without any
problems, maybe because it is lower level language than C#. A developer has more control
over what happens in the code in C++, but the one who implements the code must handle
garbage collection by oneself. Unfortunately, C++ code can only be used and implemented on
a Windows phone if the developer has a license to use it, however this will perhaps change in
the future.
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8 Discussion
When decoding large amounts of JPEG image data on a Windows 7.5 based phone using the
own C# implementation, it is very slow compared to the FromStream method that exists in the
XNA framework, as seen in the performance measurements tests in (Section 7). However, the
FromStream method is very fast and if high performance is critical, it is highly recommended
to use this function when decoding JPEG image data.
Before both implementations were made and compared to each other, I thought that the C#
implementation would do much better in speed and performance than it did. This idea may
depend on two things. Firstly, I have worked to a greater extent with C++ compared to C# and
XNA, and secondly I have never done any matrix multiplications on any mobile device
before. I should have done more tests in C# than I did before implementing the JPEG decoder,
this could have changed my opinion and the approach for this thesis. However, I do not think
the results would have been any different from the results now.
If I could use C++ code, directly on the mobile phone or from a library I think the speed and
execution time of the decoder would have decreased drastically. Perhaps it could match the
speed of the FromStream method.
I tried to find out if the FromStream method is implemented using C++, but without any
success. XNA uses many dynamic libraries, which are very hard to investigate in regards to
which language they are implemented in.
For now, we have to work in C# and XNA when creating applications for Windows based
phones, and can only wait until C++ is released for Windows 7 Phones or Windows 8 Phones.
Nevertheless, there is no guarantee that it will happen soon or even at all. If someone wants to
implement a decoder for JPEG, GIF, or PNG, I would advise them to use the
Texture2D.FromStream method, it works very well. The results show it is possible to play
real-time games or watch streamed movies using this technique without any major problems.
There was no noticeable delay over the wireless network when sending and receiving data
from and to the mobile phone. If one held the mobile phone next to the computer screen, it
appeared both devices displayed the same frame simultaneously on their screens. The
bottlenecks that exist are situated in the JPEG decoding process rather than on the
communication between the server and the client.

9 Conclusion
The results of the measurements (Figures 7.1 – 7.12) shows it is possible to decode JPEG
image data on Windows 7.5 based phones using C# and XNA in real-time without any
problems, using the existing XNA FromStream function.
Using wireless local area network for communication between a mobile phone and a personal
computer works great, no major disturbances interferes with the JPEG decoding process.
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10 Future work
Audio and sound playback could be added in the future, as well as user interaction. This may
have a negative effect on the performance, but I do not think it will make the application
unusable. However, if sound and user interaction will not work, another approach must be
taken to ensure usability.
An important work in the future is to research and find out more about the
Texture2D.FromStream method, implementation language, which libraries it uses, and how it
handles the incoming data. An important knowledge from this thesis is that it works really
well in words of performance when decoding JPEG image data, especially when comparing it
to an own implementation in C# using XNA.
As seen in the measurements it takes a bit less time to decode JPEG image data depending on
the image data size. In the future, the server can perhaps handle dynamic quality on pictures
depending on the load on the mobile phone. If it is heavy for the client to decode the incoming
data, the server may use quality matrices with less quality, which encodes the data even more.
This will ease the work on the mobile phone.
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12 Appendices
12.1 Appendix A
static void ComputeDCTMatrices(float outDCT_matrix[64], float outDCT_matrix_transpose[64])
{
//reference, http://www.lokminglui.com/dct.pdf
//compute dct matrix
for(int y = 0; y < 8; y++)
for(int x = 0; x < 8; x++)
if(0 == y)
outDCT_matrix[y*8+x] = sqrtf(1.0f / 8.0f);
else
outDCT_matrix[y*8+x] = sqrtf(2.0f / 8.0f) * cosf(((2*x+1)*JPEG_PI*y) / (2.0f * 8.0f));
//compute dct transpose matrix
for(int y = 0; y < 8; y++)
for(int x = 0; x < 8; x++)
outDCT_matrix_transpose[y*8+x] = outDCT_matrix[x*8+y];
}
C++ implemented function, which generates both the DCT matrix and the IDCT matrix, the
code is derived from (Equation 5.2). Different computations for the first row of the matrix.
static inline void MatrixMul8x8(float out[64], float m1[64], float m2[64])
{
int i = 0;
int j = 0;
int k = 0;
for(i = 0; i < 8; i++)
for( j = 0; j < 8; j++)
for( k = 0; k < 8; k++)
out[i*8+j] += m1[i*8+k] * m2[k*8+j];
}
Matrix multiplication by two 8x8 matrices, derived from (Equation 5.3) results in a new 8x8
matrix. Matrix calculations are bottlenecks in C#. Nested loop, including three for-loops to
calculate new matrix values.
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12.2 Appendix B

Generated Huffman tree.
Char
SPACE
A
E
F
H
I
N
M
T
S
U
O
L
R
X
P

7
4
4
3
2
2
2
2
2
2
1
1
1
1
1
1

Freq

Code length
3
3
3
4
4
4
4
4
4
4
5
5
5
5
5
5

Code

111
000
001
1101
1100
0101
1000
1011
1100
1001
01100
01001
01000
01111
01101
01110

Table 12.1 – Huffman tree generated from the sentence
“THIS IS AN EXAMPLE OF A HUFFMAN TREE”
The Huffman tree in (Table 12.1), shows an example of how one can generate a Huffman table from a
Huffman tree. The path in the tree decides how the binary code looks like. Characters that exist more
frequent get a binary value, which takes less byte to represent. This saves memory, which is important
when decoding, and encoding image data. For example, the character ‘A’ exists four times in the
example sentence; therefore, it is allocated with a less code length, in this case three.
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