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ABSTRACT 
 
 
 

This paper may be of interest for anyone 
developing component based software, (such as 
software architects and designers, advanced web system 
developers etc), companies choosing between 
technologies and that are in need of high performance, 
etc. 

 
The Enterprise Java Beans (EJB) technology and 

the .NET technology are similar to each other in many 
ways. Both of the technologies are used for developing 
components that can interact through some kind of 
server, it is possible to make distributed applications 
etc. The similarities between these technologies make it 
interesting to compare them. They also make it hard to 
decide which technology to choose. One goal of this 
report is to present information that can help choosing. 
This is done by presenting basic component theory, 
information about EJB and .NET, and finally the result 
of an experiment is presented. In the experiment one or 
more clients connect to one or more servers to get to a 
set of distributed components. As it turns out, EJB is 
superior to .NET in all areas but one. EJB needs more 
resources and may cut clients of when not getting 
enough. .NET on the other hand is slow, but it always 
delivers. 

 
Keywords: EJB .NET component distribute 
 



  ii

CONTENTS 
ABSTRACT ...........................................................................................................................................I 

CONTENTS ......................................................................................................................................... II 

1 INTRODUCTION ....................................................................................................................... 1 
1.1 BACKGROUND........................................................................................................................ 1 
1.2 RESEARCH METHODOLOGY ................................................................................................... 1 
1.3 RESEARCH QUESTIONS .......................................................................................................... 1 
1.4 OUTLINE ................................................................................................................................ 1 
1.5 CONSTRAINTS ........................................................................................................................ 1 
1.6 RESULT .................................................................................................................................. 2 

2 COMPONENTS........................................................................................................................... 3 
2.1 WHAT IS A COMPONENT? ....................................................................................................... 3 
2.2 INTERFACES ........................................................................................................................... 4 
2.3 REUSE OF COMPONENTS......................................................................................................... 5 
2.4 DISTRIBUTED COMPONENTS ................................................................................................... 6 

2.4.1 Introduction ...................................................................................................................... 6 
2.4.2 CORBA ............................................................................................................................. 6 
2.4.3 EJB.................................................................................................................................... 8 
2.4.4 Jini .................................................................................................................................... 9 
2.4.5 DCOM ............................................................................................................................ 10 
2.4.6 .NET Remoting................................................................................................................ 11 
2.4.7 Web services ................................................................................................................... 11 

2.5 SUMMARY............................................................................................................................ 13 
3 ENTERPRISE JAVA BEANS .................................................................................................. 15 

3.1 WHAT ARE ENTERPRISE JAVA BEANS? ................................................................................ 15 
3.2 THE EJB TECHNOLOGY ........................................................................................................ 16 
3.3 COMPONENTS ...................................................................................................................... 18 

3.3.1 Interfaces and objects ..................................................................................................... 18 
3.3.2 Configuration.................................................................................................................. 21 
3.3.3 Session Beans.................................................................................................................. 23 
3.3.4 Entity Beans .................................................................................................................... 25 
3.3.5 Message-Driven Beans ................................................................................................... 27 

3.4 ADVANTAGES AND DISADVANTAGES OF EJB ...................................................................... 28 
3.5 SUMMARY............................................................................................................................ 29 

4 MICROSOFT .NET................................................................................................................... 30 
4.1 WHAT IS .NET? ................................................................................................................... 30 
4.2 THE .NET TECHNOLOGY ...................................................................................................... 30 
4.3 COMPONENTS ...................................................................................................................... 32 

4.3.1 Assemblies....................................................................................................................... 32 
4.3.2 Remote objects ................................................................................................................ 37 

4.4 ADVANTAGES AND DISADVANTAGES OF .NET.................................................................... 42 
4.5 SUMMARY............................................................................................................................ 43 

5 EJB VERSUS .NET ................................................................................................................... 44 
5.1 INTRODUCTION .................................................................................................................... 44 
5.2 COMPARISON OF FEATURES ................................................................................................. 44 

5.2.1 General ........................................................................................................................... 44 
5.2.2 Components .................................................................................................................... 44 
5.2.3 Environment.................................................................................................................... 45 
5.2.4 Remoting ......................................................................................................................... 45 

5.3 SUMMARY............................................................................................................................ 46 



  iii 

6 EXPERIMENT .......................................................................................................................... 48 
6.1 INTRODUCTION .................................................................................................................... 48 
6.2 ENVIRONMENT..................................................................................................................... 48 
6.3 HOW THE EXPERIMENT WAS PERFORMED............................................................................. 49 

6.3.1 Technology specifics ....................................................................................................... 49 
6.3.2 Description ..................................................................................................................... 50 
6.3.3 The application ............................................................................................................... 51 
6.3.4 What the application does............................................................................................... 52 
6.3.5 Unexpected change of plan............................................................................................. 54 

6.4 MEASUREMENTS .................................................................................................................. 54 
6.5 EXPECTED RESULT ............................................................................................................... 56 
6.6 ACTUAL RESULT .................................................................................................................. 56 
6.7 EXPERIENCES ....................................................................................................................... 60 
6.8 SUMMARY............................................................................................................................ 61 

7 CONCLUSION AND SUMMARY........................................................................................... 62 

8 CREDITS.................................................................................................................................... 64 

REFERENCES ................................................................................................................................... 65 

APPENDIX A: EXPERIMENT – TEST RESULTS ....................................................................... 66 
EJB................................................................................................................................................... 66 

Stateful – Many-to-one – only run 2 of 3, since 1 and 3 failed .................................................... 66 
Stateful – One-to-many – first run ............................................................................................... 68 
Stateful – One-to-many – second run........................................................................................... 69 
Stateful – One-to-many – third run .............................................................................................. 69 
Stateless – Many-to-one – first run .............................................................................................. 70 
Stateless – Many-to-one – second run ......................................................................................... 72 
Stateless – Many-to-one – third run............................................................................................. 75 
Stateless – One-to-many – first run.............................................................................................. 77 
Stateless – One-to-many – second run......................................................................................... 78 
Stateless – One-to-many – third run ............................................................................................ 79 

.NET................................................................................................................................................. 79 
Stateful – Many-to-one – first run................................................................................................ 79 
Stateful – Many-to-one – second run ........................................................................................... 82 
Stateful – Many-to-one – third run .............................................................................................. 84 
Stateful – One-to-many – first run ............................................................................................... 87 
Stateful – One-to-many – second run........................................................................................... 87 
Stateful – One-to-many – third run .............................................................................................. 88 
Stateless – Many-to-one – first run .............................................................................................. 89 
Stateless – Many-to-one – second run ......................................................................................... 91 
Stateless – Many-to-one – third run............................................................................................. 93 
Stateless – One-to-many– first run............................................................................................... 96 
Stateless – One-to-many– second run.......................................................................................... 97 
Stateless – One-to-many– third run ............................................................................................. 97 



  1 

1 INTRODUCTION 

1.1 Background 
The Enterprise Java Beans (EJB) technology that has been around for a while now, 

and the .NET technology, which is fairly new on the market, are similar to each other 
in many ways. Since the .NET technology is fairly new, there is a need for it to be 
examined and evaluated. EJB is the natural counterpart to compare it to. Both of the 
technologies are used for developing components that can interact through a server of 
some sort, it is possible to make distributed applications etc. The similarities between 
the technologies make it interesting to compare them. They also make it hard to decide 
which technology to choose for a certain task. One of the technologies probably has 
strengths that the other one lacks, and vice versa. The question is what they are, and to 
some extent, why. 

 
In this master thesis EJB and .Net will be evaluated and compared to each other 

theoretically, but also practically in an experiment, to find out their respective 
strengths and weaknesses. 

1.2 Research Methodology 
A literature study has been performed to collect information about EJB and .NET. 

Then an experiment was performed to see how well the technologies work in reality. 
Two types of applications have been developed with EJB and .NET for the 
experiment, one handling state and one that does not. The applications have thereafter 
been run and the performance measured. The experiment result is then evaluated. 

1.3 Research Questions 
In this master thesis the strengths and weaknesses of the respective technologies 

will be evaluated. Specifically, the thesis will focus on the following topics: 
 

• In what way do the technologies differ? 
• What similar features of the two technologies can be found? 
• How is interaction and communication between components handled in the 

respective technology? 
• Which technology shows best performance? 
• Are there strengths of a technology that outweighs its weaknesses? 

1.4 Outline 
This paper consists of five major parts. First components in general are discussed 

to give a ground to stand on. Then the EJB technology is explained, since it is part of 
what this work is all about. For the same reason there is a section about .NET. After 
these three parts, that are quite extensive, it is time to put the EJB and .NET side by 
side to see some of the similarities and differences. The last big chapter is dedicated to 
the experiment. 

1.5 Constraints 
This master thesis is limited to look at the area of components in the Enterprise 

Java Beans technology and the .NET technology. This is partly because of a limited 
timeframe, but also to narrow down the scope so that it will be easier to comprehend. 
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1.6 Result 
The result of this master thesis is that both of the technologies have similar 

functionality, but also individual strengths and weaknesses. As it turned out, a huge 
strength about the EJB technology is the way it manages to handle distributed 
components. .NET always delivers, even if it may take some time. Which one of the 
technologies that is the better one will be left to the reader to decide though. 
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2 COMPONENTS 

2.1 What is a component? 
Before doing anything else, let us define what a component is. Bosch [Bosch] 

defines it like this: 
 
A software component is a unit of composition with explicitly specified provided, 

required and configuration interfaces and quality attributes. 
 
According to this definition, a component is a piece of software that is provided 

with three types of interfaces, which all must be very clearly stated. They are the 
provided-, required- and the configuration- interface. These interfaces will soon be 
explained. Further more, a component has a number of quality attributes, which too 
must be clear in their definitions. 

 
Components and objects (in object oriented programming languages) are not 

similar to each other in their definitions, according to Szyperski [Szyp] who is giving 
the following definition of components and objects respectively: 

 
Component definition 

• A component is a unit of independent deployment. 
• A component is a unit of third-party composition. 
• A component has no persistent state. 

 
Object definition 

• An object is a unit of instantiation; it has a unique identity. 
• An object has state; this state can be a persistent state. 
• An object encapsulates its state and behaviour. 

 
So, what does this actually mean? Well, to be able to independently deploy a 

component, it must be separated from its environment and the other components. Its 
features are therefore encapsulated and it must not be partly deployed. 

 
Szyperski defines a third-party in this context to bee a person that does not have 

access to construction details of a component. What it means is that for a component to 
be able to interact with a third-party component, it has to be sufficiently self-contained. 
Further more, it has to have clear specifications for what is needed for it to function, 
and what it can provide. Shortly, this means that the component must have a clearly 
defined interface. 

 
A component does not have a persistent state. This means that when the 

component has performed its tasks, trigged by a call, it will not do anything until the 
next call. It will not remember anything between two calls. After it has done what it is 
supposed to do, it will forget everything. Consequently, for every call made it will 
have to be provided with its settings, or it will have to read them, assumed there are 
any. Szyperski says that there is no use of having multiple copies of a component in a 
system. That may be true for a non-distributed application. When making distributed 
systems though, redundant copies will in some cases be of great use. In systems where 
very high availability is a quality requirement, redundancy is one solution to achieve it. 
Hence, to put the same component on different sites can increase availability a great 
deal. 
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Objects have their own states, which can last through out the entire runtime of the 
program that it is in. They are instantiated and can be so because they all have a unique 
id. Not only the id, but also the state of an object is unique for that specific object. 
Further more, objects are created from classes, or possibly an already existing object. 
A component can consist of one or more classes. Although he says that a component 
can consist of one single class, Szyperski does not think that a class should be 
classified as a component. 

 
Now when having the definitions of a component and an object fresh in mind, let 

us take a closer look at what they really say. Components and objects are not similarly 
defined by Szyperski. We now know that. However, this does not prevent that a 
component consists of one or more classes, which will lead to an object during 
runtime. This somewhat goes against Szyperski’s definitions. He says that a 
component is stateless, but if it consists of classes, it very well might have a state, 
according to the definition of an object (Stateful objects exist in both EJB and .NET, as 
will be seen later). If the component is an application, like a web server, it most 
definitely has a state; perhaps if the application is large enough, it can even be a good 
idea to partially locate it at different sites. Remember the discussion about redundancy 
and availability earlier. 

 
The sources of this conflict do not go away easily, and they tend to be around 

when deciding the granularity of components to develop. It is not obvious what level 
of granularity to choose for the components. As seen already, there are split opinions 
even about what can be called a component. Bosch [Bosch] thinks that Szyperski 
defines the concept of a component too close to that of a class in a standard object 
oriented programming language. Bosch argues that for a component to be useful it 
should be considerably larger than a class. 

 
Bas, Clements and Kazman [Bas] think that a component can be a library, data 

base and a commercial product, but it can also be an object and even a process, and 
more. In that way they both agree and disagree with Bosch and Szyperski. 

 
Szyperski [Szyp] talk about four types of components. They are: Whitebox, 

blackbox, glassbox and graybox. A whitebox component reveals everything inside it, 
whilst a blackbox component is the total opposite. It does not reveal anything. A 
glassbox in comparison to the white box, shows the entire implementation, but does 
not allow any modifications to how it is built. A graybox shows parts of its 
implementation. 

 
Shawn and Garlan [Shaw] divide components into two groups, primitive and 

composite components. Primitive components are the kind of components that are 
developed in a conventional programming language. Composite components on the 
other hand define configurations in a notation type of way, and are independent of 
programming language. 

2.2 Interfaces 
When developing components, the following dilemma is presented: Components 

shall not be dependent on other components, but different components shall be able to 
integrate with each other. This can be achieved by using interfaces [Bosch]. An 
interface defines a contract between two components. Contracts are static and do not 
address the dynamic aspects of components, or the system they are in. A contract 
contains information about pre- and post conditions for each service provided by a 
component, as discussed by Clements and Northrop [Clem]. A complete contract 
includes information about what will be both provided and required. 
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As mentioned in the beginning of this chapter, there are, according to Bosh 
[Bosch], three types of interfaces to consider when dealing with components. They are 
the provided- , required- and the configuration interfaces. These three interfaces are 
telling what a component can do for your system, what it requires to be able to deliver 
a result and how this component can be adjusted. These are examples of interfaces that 
shall be defined for components that are supposed to interact with each other and 
which are supposed to be reused somehow. For each of these interfaces contracts are 
specified, that should contain information about pre- and post conditions, like 
mentioned above. 

 
Contracts are useful when deciding if a component can be used in a certain system, 

if there are risks of conflicts and so on. The use of interfaces decreases the coupling for 
a component. 

 
The configuration interface, which is used for adjustment of a component, is an 

important and difficult part needed consider when developing or choosing 
components, since it is hard to think of all possible uses of the component beforehand. 
One point of making components is to use them again, perhaps in another system. It is 
quite hard to know how a system is going to work internally if the system is not 
thought of yet. Consequently it is hard to make components that fit right into that 
system. This is why it is good to have a certain level of variation in the component, so 
it can be adjusted to fit other systems. It is not likely that the component can be reused 
without this adjustment. What is done is that the component is given variation points. 
Alternatively the way the component is going to be used can be altered so that it fit the 
needs. In other words, things are adjusted to the component instead of the opposite. 

 
Interfaces are very helpful, if not necessary, when dealing with components. There 

are however an issue that is good to remember when deciding how components are 
supposed to interact and how the interaction is handled. When communicating with a 
component one must follow its specified interface. Problems can occur when a 
component that uses an interface of version 2 tries to communicate with another 
component that uses an interface of version 1. There are two ways to handle this 
situation. One way is to try and maintain compatibility with older interfaces. To make 
that work, there must be a version control everywhere where components 
communicate. This is, as Szyperski [Szyp] puts it, not sound. The other way is to use 
immutable interface specifications. This means that when an interface is introduced, it 
is frozen and never changed again. This solution makes the versioning problem go 
away. Sooner or later an interface will be outdated. When this occurs one will stop 
adding support for it in new implementations of systems and components. When a 
reference is sent between two components, the receiving component can either accept 
the call because it is supporting the interface, or it can decline because it is not. The 
approach of immutable interfaces is for instance used in Microsoft’s COM objects. 

2.3 Reuse of components 
The most common way of using components is reuse in later versions of a product 

or a system [Bosch]. This is now days so common that many do not think of it as reuse 
anymore. Another way of using components is in the other products and systems of the 
company and by that create a product line. A third use is to use the components in later 
product versions and in different products within the company, but also in other 
organisations. This last usage is however not very common today. These three ways of 
using components affects the granularity of the component a great deal. To decide the 
level of granularity when developing a component, one has to thoroughly analyse the 
components domain, the context in which it will be used and the organisations opinion 
about how reusable a component should be. 
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Small components are more likely to be reused than larger components, since a 

small component cover a smaller domain, or even just a concept. Consequently it is a 
better possibility that a small component fits the needs in a system, without having to 
adjust the component very much. There is however a cost involved with reuse of 
components. It lies in the time it takes to find components and to analyse them, etc, to 
see if they are possible to use. About 20 percent from the development cost goes to 
reuse of components. Knowing this, it seams like a good idea to use large components 
in some cases, since they contain much functionality and therefore will keep the cost 
of component reuse down. Then need to look for components would not be as 
extensive as if smaller components were used. 

 
It is important to carefully consider how reusable a component shall be before 

implementing it. Reusable components come with a cost, as mentioned earlier, but that 
is not all. It has shown that the more reusable a component is, the less useful it is 
[Szyp]. It is therefore critical to find out where in-between reusable and usable one 
should be. There are, according to Bosch [Bosch], three reusability levels to consider 
when developing components. The first one is the “system version”, which is the 
lowest level of reuse. On this level, components are just reused within a single system 
and its different versions. The second level is the “software product line”. On this level 
components are reused not only in a single product of a company, but within a range of 
other more or less different company-products. Here the components need to have a 
certain level of built in variability. On the third and last level, the “third-party 
components”, there is a great deal of reuse. In that case components are not only 
reused within a company, but potentially they are used by lots of other companies as 
well. Such components are called COTS (Commercial Of The Shelf) components. 

2.4 Distributed components 
2.4.1 Introduction 

There are many reasons for using distributed components. For instance, a 
distributed component can be used by many different applications, without them 
having to be at the same physical location. Letting another computer do the work, will 
decrease the computation power needed on a client computer, and it will thereby save 
money because there is no need for investing in lots of powerful and expensive 
computers if the client application can run on an ordinary PC. In a distributed 
environment redundant copies of a component provides higher availability than just 
one component. Thanks to redundancy, it is possible to implement, for instance, load 
balancing. However, if distributed components are to be useful and cost efficient, the 
way the components are handled should be standardized, so that any clients that rely 
on a certain component can use it without having to be updated when the component is 
updated. Further more, a standardized way of connecting to, and use components 
should make it easier to develop new components. This can be achieved by the use of 
interfaces and an infra structure. Such a structure is CORBA. 

2.4.2 CORBA 
Common Object Request Broker Architecture (CORBA) is a standard for writing 

object oriented distributed systems [Rom]. This standard is platform independent. That 
means that software written in java, C++ etc that may be running on different 
operating systems, can be transparently integrated with each other. Notice that 
CORBA does not handle components in the same sense an Enterprise Java Bean 
container does. It depends on how one chooses to define a component. What the 
CORBA technology does, is that it let clients access objects that are located 
somewhere else in a network. 
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All this may sound good, but there are some disadvantages. 
• There is a long time span between updates. It may take as long as several years 

before a new version is released. CORBA features may therefore be outdated where 
competitors use the newest technology. Further more, if there is a bug in CORBA, 
risk is that it will stick around until next release. On the positive side though, there 
may be less bugs in each release, which probably can be trusted to be more stable 
than if there were a shorter period of time between each release. 

• CORBA has a steep learning curve, so therefore learning itcan be a difficult obstacle 
to get past. If there are other technologies that can do what is requested, and that are 
easier and faster to learn, they are perhaps preferable to use. 

• Products that are developed in CORBA may have incompatible features. 
 
CORBA uses what is called an Object Request Broker (ORB) to establish 

connections to distributed objects, which is shown in Fig 2.1. ORBs let disparate 
applications communicate without them having to know how it is done. An ORB are 
responsible for finding objects that are implicitly requested when an application are 
making method (function) calls. Even parameter passing and returning of result values 
are handled without the application having to explicitly do anything about it. Always 
when there is more than one distributed object involved, an ORB is responsible for 
handling the communication. 

 

 
Fig 2.1. Demonstration of how an ORB is handling the communication between objects. 

 
A method call in CORBA made by one object to another that is located 

somewhere else in the network is performed similar to a traditional Remote Procedure 
Call (RPC). When a method call has been performed in a local object, it is transported 
to a stub file, which is generated in beforehand and is similar to the object that is to be 
contacted. From the stub file the call is passed on to an ORB, which connects to 
another ORB that is responsible for the wanted object. This last ORB calls a skeleton 
that, like the stub file, is generated in advance. The skeleton will then handle the 
communication with the real object. 

 
Both stub files and skeleton files must be generated in advance. This is required 

for two reasons, of which one is that CORBA objects are inherently cross-language. 
This means that stub files and skeleton files are generated by the specific programming 
language in use. The other reason is that the two file types contain specific syntax 
information about the method signatures within the object it corresponds to, 
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respectively. Therefore these types of files must be generated for each CORBA object, 
since they all have different signatures. These files are providing the interface to 
distributed objects. The interfaces know how to communicate with an ORB, and with 
the specific object. Without such files, or interfaces, it would not be possible to contact 
the object. 

 
The method of using stubs and skeletons, like it is done here, is called “static 

invocation”, since the files are statically bound to its specific object at compile time. 
Fig 2.2 shows how a method call is performed when static invocation is used. 

 

 
Fig 2.2. A method call performed in CORBA. 

 
IIOP (Internet Inter-ORB Protocol) is the communication protocol used in 

CORBA, instead of JRMP (Java Remote Method Protocol) that is used in the 
programming languae Java’s RMI (Remote Method Invocation) communication. JRMP 
could be used, and although it does have some good sides, IIOP is much more robust. 
Further more, IIOP is supported by many vendors. Besides all that, it is specifically 
designed for interoperability of heterogeneous distributed objects. 

2.4.3 EJB 
Since the EJB technology is a big part of this report and has been allotted a whole 

chapter, it will be just briefly mentioned here. 
 
Enterprise Java Beans (EJB) are server side components which are implemented 

using the Java programming language, and can therefore use most features of Java. 
They are not to be confused with Java Beans, which actually are very different. 
Exactly how much different is explained in the EJB chapter. To be able to use an EJB 
component, it is required to be hosted in what is called a container. The container is 
responsible for handling the environment of an EJB component. It also can be used to 
configure how the environment shall behave in certain situations or to get statistics 
about components etc. Exactly what functionality or behaviour is supported by the 
container depends on its vendor. Since EJB is a standard, there can be many containers 
developed by different vendors. This means that EJB functionality must follow the 
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standard for it to be container independent, and a container as well must be 
implemented according to the EJB standard to be able to host EJB components. A 
container can however be limited in what functionality it provides, as long as what it 
provides work according to the standard. 

2.4.4 Jini 
Jini is not an acronym for anything, and does not have a particular meaning; it is 

however sometimes interpreted as “Jini Is Not Initials”. The Jini network technology 
provides a simple infrastructure for delivering services in a network and for creating 
spontaneous interaction between programs that use these services, regardless of their 
hardware/software implementation [SUNJi]. Any kind of network made up of services 
(applications, databases, servers, devices, information systems, mobile appliances, 
storage, printers, etc.), and clients (requesters of services) of those services can be 
easily assembled, disassembled, and maintained on the network using Jini Technology. 
Services can be seen as components that are used by a client. Such services can be 
added or removed from a network, and new clients can find existing services without 
any administration. 

 
The Jini technology is an architecture used for the construction of distributed 

systems. This architecture lets programs use services in a network without knowing 
anything about the wire protocol that the service uses.  One implementation of a 
service might be XML-based, another RMI-based and a third CORBA-based.  The 
client is, in effect, taught by each service how to talk to it.  A service is defined by its 
programming API, declared as a Java programming language interface. 

 
When a service is plugged into a network of Jini-enabled services and/or devices, 

it advertises itself by publishing an object that implements the service API.  This 
object's implementation can work in any way the service chooses.  The client finds 
services by looking for an object that supports the API.  When it gets the published 
object of a service, it will download any code that is needed in order to talk to the 
service, and thereby learning how to talk to the particular service implementation via 
the API.  The programmer who implements the service chooses how to translate an 
API request into bits on the wire using UPnP (Universal Plug and Play), RMI, 
CORBA, or a private protocol. 

 
A Jini system, or federation, is a collection of clients and services all 

communicating by the Jini protocols. Often this will consist of applications written in 
Java, communicating using Java’s RMI mechanism. Although Jini is written in pure 
Java, neither clients nor services are constrained to be so. They may include native 
code methods, act as wrappers around non-Java objects, or even be written in some 
other language altogether. Jini supplies a “middleware” layer to link services and 
clients from a variety of sources. 

 
Enterprise Java Beans (EJB) is a technology that appears to overlap Jini, while 

these technologies rather complement each other. EJB's make it easier to build 
business logic servers, while Jini could be used to distribute these services in a 
“network plug and play” manner. 

 
In a running Jini system there are three main players. There is a service, such as a 

printer, a toaster, a marriage agency, etc. There is a client which would like to make 
use of this service. Thirdly, there is a lookup service (service locator) which acts as a 
broker/trader/locator between services and clients. There is one additional component 
though, and that is a network connecting the three parts. This will generally be a 
TCP/IP network. Fig 2.3 demonstrates how the different pieces are put together. 
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Fig 2.3. Jini –client, –lookup service and –service in a TCP/IP network. 

 
Code will be moved around between these three pieces. That is done by 

marshalling the objects. Doing so involves serializing the objects in such a way that 
they can be moved around the network, stored in this “freeze-dried” form, and later 
reconstituted by using included information about the class files as well as instance 
data. That is done using Java's socket support to send and receive objects. 

 
In addition, objects in one JVM (Java Virtual Machine) may need to invoke 

methods on an object in another JVM. Often this will be done using RMI, although the 
Jini specification does not require it. 

2.4.5 DCOM 
Before .NET, Microsoft’s technology for distributing components was DCOM 

(Distributed Component Object Model) [MS]. DCOM is an extension of the COM 
(Component Object Model) technology, so one can say that a DCOM component is in 
fact a COM component, only it is distributed. 

 
To understand how DCOM works, let us first take a quick look at the COM 

technology. Processes in an operating system are for security reasons shielded from 
each other in such a way that it is impossible for them to communicate directly. COM 
does however provide a way to bypass this, but in a much more secure way than if 
processes could communicate directly. The COM technology does this in a, for the 
user, fully transparent way. What is done is that libraries are included that handle the 
communication between the components. The architecture of a COM component and 
where the communication facilities are is shown in fig 2.4. 

 

 
Fig 2.4. Two communicating COM components resided in different processes. 

 
When the components are located on different computers in a network, the pieces 

handling the local interprocess communication in COM are replaced in DCOM by a 
network protocol, as shown in fig 2.5. Since DCOM handles the low-level details of 
the network protocols, the developer can focus on other things. A component does not 



  11 

have to know that the way of communicating has changed, and it will probably not 
even notice, except maybe for the response time that will be a bit longer. 

 

 
Fig 2.5. DCOM components communicating over a network. 

 
For the communication between DCOM components, RPC is used. 
 
DCOM is totally independent of programming language, and interact well with 

programming languages like: Java, Delphi, Microsoft Visual C++, Microsoft Visual 
Basic, PowerBuilder, and Micro Focus COBOL. 

2.4.6 .NET Remoting 
.NET is a young technology with lots of new thinking and ways of doing things. 

.NET Remoting is one of those things. It is intended to replace the DCOM technology 
[Rob] one day, but it will probably take a while before that is reality. Today there are 
lots and lots of components doing all sorts of things and which are developed 
according to the DCOM specification. For many companies it probably is too 
complicated and expensive to replace all their DCOM components that they use in 
their products, and therefore they stick with what they have. 

 
.NET Remoting can be used to access objects in another application domain. It 

does not matter if two communicating objects live inside the same process, in separate 
processes or on another computer. Components in .NET can work both locally and 
through a network in a remote application. If the later is true, the client receives a 
proxy, which it talks to. Hence, it does not communicate directly with the remote 
component. The proxy mirrors the real remote component, so when a client makes a 
method call to what it thinks is the remote object, the call is actually sent to the proxy, 
which in turn makes a call through a channel to the remote object. 

 
More details on .NET Remoting are available in the .NET chapter later in this 

paper. 

2.4.7 Web services 
This is another platform independent technology existing on the market today. It is 

for instance included in the .NET environment and it can work with the EJB 
technology, depending on if the EJB container has support for it. 

 
W3C.org defines the essence of a Web service like this [Booth]: 
“A Web service is a software system identified by a URI, whose public interfaces 

and bindings are defined and described using XML. Its definition can be discovered by 
other software systems. These systems may then interact with the Web service in a 
manner prescribed by its definition, using XML based messages conveyed by internet 
protocols.” 
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The author of the document from where this definition is retrieved does not quite 

agree on all of the terms in it. He explains it like this and makes a possible 
redefinition: 

 
“Two problems with this definition: (1) What are "bindings"? (We haven't defined 

them.) Why are they relevant to the definition of a Web service? I think we could just 
omit "and bindings" from the definition. (2) Does a WS really need to have a 
"discoverable" WSD in order to be a WS? A WS certainly could have a private WSD 
or a WSD that is developed collaboratively rather than being "discovered". Also, it 
seems odd to define something X based on the existence of something else Y that is not 
a part of X. I suggest instead: "A Web service is a software system identified by a URI, 
whose public interfaces are defined and described using XML. Other systems may 
interact with the Web service in a manner prescribed by its definition, using XML 
based messages conveyed by internet protocols."” 

 
Sun Microsystems [SUNJa] explain a web service like this: 
 
“... A Web service is an application that exists in a distributed environment, such 

as the Internet. A Web service accepts a request, performs its function based on the 
request, and returns a response. The request and the response can be part of the same 
operation, or they can occur separately, in which case the consumer does not need to 
wait for a response. Both the request and the response usually take the form of XML, a 
portable data-interchange format, and are delivered over a wire protocol, such as 
HTTP. 

  
Web service transactions are usually conducted between businesses. A business 

that is a provider of one service can also be a consumer of another service. A Web 
service consumer can also be a client device, such as a thin client connecting to the 
Web service provider over a lightweight protocol.” 

 
Microsoft [MSDN] has the following introduction to what web services are: 
 
“A Web Service is programmable application logic accessible using standard 

Internet protocols. Web services combine the best aspects of component-based 
development and the Web. Like components, Web services represent black-box 
functionality that can be reused without worrying about how the service is 
implemented. Unlike current component technologies, Web services are not accessed 
via object-model-specific protocols, such as the distributed Component Object Model 
(DCOM), Remote Method Invocation (RMI), or Internet Inter-ORB Protocol (IIOP). 
Instead, Web services are accessed via ubiquitous Web protocols and data formats, 
such as Hypertext Transfer Protocol (HTTP) and Extensible Markup Language 
(XML). Furthermore, a Web Service interface is defined strictly in terms of the 
messages the Web Service accepts and generates. Consumers of the Web Service can 
be implemented on any platform in any programming language, as long as they can 
create and consume the messages defined for the Web Service interface...” 

 
So, by using these definitions, a Web service can be concluded, perhaps in a bit 

simplistic manner, to be a resource/component/service that has some desired 
functionality, and that is located somewhere in a network. The functionality can be 
accessed by communicating with the web service over this network through some 
XML based type of messaging. 
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2.5 Summary 
Szyperski says that a component is a unit of independent deployment and a unit of 

third-party composition. It has no persistent state. A component can be a class, and 
therefore an object during runtime, in which case it has a state, in spite of Szyperski’s 
idea about a stateless component. Further more, a component can be a package, 
module or even a whole application for that matter. It can also be distributed in a 
network. A component does not have to be written in a specific programming 
language. Hence, it does not have to be object oriented. An object needs to be put into 
an infrastructure to be able to work properly. There are, according to Szyperski, four 
types of components. They are: Whitebox, blackbox, glassbox and graybox. Shawn 
and Garlan on the other hand divide components into two groups, which are primitive 
and composite components. 

 
COTS components are developed by a third-party. Such components are often 

blackbox components. When dealing with COTS, licensing can be a problem. 
 
Components shall not be dependent on other components, but different 

components shall be able to integrate with each other. This can be achieved by using 
interfaces, which define contracts between components. A contract contains 
information about pre- and post conditions for each service provided by a component. 
There are three types of interfaces: Provided- , required- and configuration interfaces. 

 
The most common way of using components is by reuse in later versions of a 

product or a system. It has shown that small components are more likely to be reused 
than larger components. Trying to achieve high reusability of components may involve 
considerable costs. 

 
CORBA means Common Object Request Broker Architecture and is a standard for 

writing object oriented distributed systems in a platform independent manner. ORBs 
are used for remote communication, but CORBA also needs pre-generated stub- and 
skeleton files for a client to be able to communicate with a distributed object. These 
files contain information about a requested object and how to communicate with an 
ORB. This is called static invocation. The communication protocol used by CORBA is 
IIOP. CORBA has some negative things about it: It is a long time between updates, it 
has a steep learning curve and products that are developed in CORBA may have 
incompatible features. 

 
The EJB technology is a standard for developing remote components, or enterprise 

beans as they are called here. Such components must reside within an EJB container. 
The programming language used for developing EJB components is Java. An EJB 
component can use most of the functionality provide by Java. 

 
Jini is a technology that provides a simple infrastructure for delivering services in 

a network. It creates spontaneous interaction between programs that use services, 
regardless of their hardware/software implementation. Services can be: applications, 
databases, servers, devices, information systems, mobile appliances, storage, printers, 
etc. A service can be seen as a component, which is used by a client application. A 
feature of Jini is that services can be added or removed from a network, and new 
clients can find existing services without any administration. The Jini technology is 
actually an architecture used for the construction of distributed systems. That allows 
for Jini clients and services to be implemented in other programming languages than 
Java. The three parties in Jini are: Client, service locator and service. 
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The DCOM technology is an extension of the COM technology that allows for 
development of distributed components. DCOM is programming language 
independent, and is the predecessor of .NET Remoting. 

 
.NET Remoting is intended to replace DCOM, and allow objects to communicate 

without them having to care if they are located in the same process, in separate 
processes or on another computer in a network. 

 
Web services is a technology that can be used with both EJB and .NET 

applications. 
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3 ENTERPRISE JAVA BEANS 

3.1 What are Enterprise Java Beans? 
Enterprise Java Beans (EJB) are a components developed in the programming 

language Java. They are not to be confused with Java Beans [Rom], which are in fact 
very different. Java Beans are java classes with get- and set- methods. They are 
reusable java components that have properties, events and methods, which make them 
easy to connect to each other to create java applications or larger components, often 
visual ones. They are smaller than EJB-components. Java Beans are in that way similar 
to Microsoft’s ActiveX controls. Java Beans are development components, not 
deployable components, and can therefore work on their own. They do not need a 
specific runtime environment, like an application server. 

 
EJB’s are not graphical components, but are rather located “underneath” the 

graphical user interface. If looking at the classic three tier architecture [Lar] that 
consists of the three layers: Presentation, application logic and storage, JavaBeans 
would fit well in the presentation layer but EJB’s on the other hand would not fit there 
at all. EJB’s are hosted in the application logic. This is however not the whole truth, 
because Java Beans does not have to represent only graphical components, and can 
therefore be used to build EJB-components, just as well as graphical components, and 
can consequently exist both in the presentation layer and in the application layer. 

 
EJB’s are server side software components [Rom] that can be deployed in a 

distributed multi tired environment. All EJB’s must be hosted in a container (an EJB 
container can be a part of an application server) to be of any use. Further more, all 
EJB’s must be written in the Java programming language. This gives high security and 
stability, and off course access to most features of Java. For instance, if a thread dies in 
a Java application, the application will still keep on running. There are no problems 
with pointers when using Java, which reduces the number of memory leaks. Java has 
an extensive and well tested library, and it is also platform independent. An EJB can 
compose one ore more Java objects since a component can be more than just an object. 
No matter how an EJB is built, the same component interface is always used. Both the 
EJB and the interface must follow the EJB-specification, which requires EJB’s to 
expose certain methods that must be included. These methods allow the container to 
handle EJB’s uniformly, no mater what container the EJB’s are hosted in. 

 
An EJB container provides a variety of middle ware services, like networking, 

resource pooling etc. Thanks to that, developers can focus on the application instead of 
having to care about developing middle ware functionality as well. By using third-
party containers lots of time and money can be saved, since such a product is generally 
well tested, and the developers of EJB-components does not have to concern 
themselves with developing resource handling, or networking etc, because these are 
provided for. The fact that the EJB technology is a standard gives the advantage of 
easy portability of components from one container to another, since there is no such 
thing as vendor specific functionality. All of this makes it easy to write scalable and 
secure applications without having to write ones own complex framework. Table 3.1 
shows some available EJB containers and application servers that includes a container. 
Some are free (Free) and some cost if wanting to use them (Fee). 
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Container/Applic

ation server Company Fee/
Free URL Information 

Borland Enterprise 
Server 

Borland Fee http://www.borland.se/besapps
erver 

 

exteNd Novell Fee http://developer.novell.com/ext
end/appserver/ 

 

JBoss JBoss 
Group 

Free http://www.jboss.org/  

JOnAS  EVIDIAN Free http://www.evidian.com/jonas  
OpenEJB OpenEJB Free http://openejb.sourceforge.net/  
Oracle9iAS 
Containers for 
J2EE (OC4J) 

Oracle Fee http://technet.oracle.com/tech/j
ava/oc4j/ 

Free for 
testing, but 
not for 
business 
use. 

Pramati Server Pramati Fee http://www.pramati.com/  
WebLogic Server bea Fee http://edocs.bea.com  
WebOTX NEC Fee http://www.sw.nec.co.jp/middle

/WebOTX-e/ 
 

WebSphere IBM Fee http://www-
3.ibm.com/software/info1/webs
phere/ 

 

Table 3.1. List of EJB containers. 
 
The client that connects to an EJB can for instance be an applet, servlet or another 

EJB. In the case when the client is an EJB, the call can lead to whole series of calls 
where one EJB calls another EJB that calls another and so on. This behaviour is very 
powerful, because it makes it possible to divide a complex task, and it is quite 
extensible. In the concept of EJB, what is called “location transparency” is included. 
To a client this means that it does not matter if a component is located locally or if it is 
somewhere else on another server in a network. This functionality provides a way to 
transparently redirect calls to another server if the original server destination is down 
for service. That redirection can be done automatically and is useful if, for instance, a 
server crash; if that happens the client will probably not even notice. 

 
Alternative technologies to EJB are CORBA and Microsoft’s .NET. Many 

application servers are based on, and can work with, CORBA, which is the technology 
that has been around the longest. The EJB technology is in fact based on CORBA 
concepts. EJB and CORBA can be integrated with each other. 

3.2 The EJB technology 
There are three types of EJB’s [Rom] that can be used, all with different features. 

It may in the beginning of learning the EJB technology seem to be a disadvantage 
having this kind of division, since it tend to make the EJB technology a bit difficult to 
completely understand and to realise how to use it efficiently. In other words, it can be 
hard to decide in what situations to use each type of bean, which consequently may 
result in bad usage of the different types of beans. The advantages however, like great 
flexibility for instance, more than well outweigh the disadvantages. 

 
The three bean types are: 

• Session beans (SB). This bean models a business process. It can be compared to a 
verb, because like a verb it is doing something. The things that it does can consist of 
calculations, connections to data bases or to other EJB’s etc. A SB can be either 
stateless or stateful. 
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• Entity beans (EB).Opposite to a session bean, an entity bean models business data. 
EB’s are similar to nouns in that they are data objects, like a product, an order, an 
employee, a credit card, a storage, etc. To be able to perform its task, all EB’s are 
persistent. A SB usually harnesses an EB to achieve business goals. An example can 
for instance be a stock trading system where a stock trading engine is dealing with 
stocks. In this example the stock trading engine is the SB and the stocks are 
represented by one ore more EB’s. 

• Message-driven beans (MB). Message driven beans are similar to session beans in 
that they do something. The difference is that a message driven bean can only be 
called by using messages. 

 
The reason for having three types of beans is because several businesses have been 

involved in the development of the EJB standard. The three bean types are a result of 
different requirements stated by those businesses. The requirements are based on the 
technologies they use and on their respective types of distributed systems. Having 
SB’s, EB’s and MB’s provide maximum flexibility to support the different 
requirements. 

 
Generally, the way of communicating with an EJB is through the RMI-IIOP 

protocol. Java’s RMI (Remote Method Invocation) can be used and has been before, 
but since RMI-IIOP was introduced, it is the recommended protocol to use. RMI uses 
the java.rmi package, while RMI-IIOP is compliant to CORBA and uses both java.rmi 
and javax.rmi. The message-driven bean can not use any other way of communicating 
than by messages. More details about how this works will be displayed later in 
connection to the more detailed explanation of message-driven beans. 

 
The following picture (Fig 3.1) is intended to give an idea of how the different 

beans, protocols and clients all fit together. 
 

 
Fig 3.1. Clients interacting with an EJB component system. 
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Before going into details about the three bean types, let us take a better look at the 
EJB component in general, along with its surroundings. 

3.3 Components 
3.3.1 Interfaces and objects 

EJB components are based on distributed objects [Rom]. As such, it is possible for 
a client to communicate with an EJB component resided in the same process, in a 
different process or on another computer in a network. This is done by the use of RMI-
IIOP. The way communication actually works is transparent to the user or developer of 
a component. Thanks to that, developers can spend time and energy on other matters. 
The steps of how the communication is performed within the EJB technology are listed 
below, and fig 3.2 illustrates the different steps, to give a clearer view of what is 
happening. 

 
1. The first thing that happens is that the client wanting to contact a distributed object 

(an EJB component) calls a stub. This stub is a client-side proxy object that knows 
how to communicate over a network through sockets and how to convert 
parameters to their network representations. 

2. Now the stub makes a call over the network to a skeleton, located at the remote 
host. The skeleton is a server-side proxy object, which too knows how to 
communicate over a network through sockets. It can convert parameters from their 
network representations to their Java representations and vice versa. 

3. The skeleton forward the received call to its corresponding distributed object. 
4. The distributed object performs some kind of work, and then returns the call to the 

skeleton. 
5. The skeleton translates the result to its network representation and returns the call 

to the stub. 
6. The stub translates the received result to its Java representation and returns it to the 

client. 

 
Fig 3.2. Communication with a distributed object. 

 
The stub and the skeleton both implement the same interface, or more correctly, 

the same remote interface. The stub and the skeleton thereby mirror the distributed 
object. Exactly the same methods that are in the distributed object will be found in the 
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stub and skeleton as well, only they just know how to communicate over a network. 
They do not actually have any of the distributed object’s functionality. When a client 
wants to use the functionality of a distributed object, the client “thinks” it is 
communicating directly with the distributed object, when it actually is calling the 
corresponding method in the stub. This is called local/remote transparency. 

 
In spite that EJB components can be distributed over a network, they are actually 

not full-fledged distributed objects. The reason they are not is because when a client 
wants to instantiate a distributed object, it does not handle the communication with the 
object directly. Instead the communication is handled by the container. This is called 
request interception and it allows for the EJB container to act as a middle ware. As a 
developer of EJB components, one does not have to deal with the parts handling the 
network communication or calling a middleware application. Further more, this 
approach increases the speed of developing components. 

 
There are many advantages of having the EJB container work as a middleware. 

The container can keep track of what methods are invoked. That is called implicit 
monitoring, and is useful for making real-time system usage graphs. A very important 
thing that is handled by the container is instance pooling. That means that instances of 
resources are kept in a kind of temporary storage, a pool. The resources are then shared 
amongst all clients that want to use them. By using an instance pool, less resources has 
to be held by the container than the actual number of connected clients. This works 
because of the time that passes when each client are “thinking”. The client simply does 
not have to have something performed the whole time, mostly, and as a direct 
consequence of that a resource, or bean, does not have to be locked to one particular 
client all the time. When a resource does not perform any task for a certain client, it 
can for another. Hence, the same resource can be used by many clients, and the system 
does not have to create and store many resources just because there are many 
connected clients. Exactly how instance pooling works depends on the EJB container 
that is used. Different vendors use different algorithms and have different ideas of how 
to implement that functionality. The entire lifecycle of beans are controlled by the EJB 
container. The container decides when to remove, reuse or create a new bean. Things 
like the amount of available memory are considered when making such decisions. 

 
Earlier an interface called the remote interface was mentioned. This interface is 

used in the process of communicating over a network with a distributed object. There 
are however two more interfaces that are important. They are the local interface and 
the home interface. These three interfaces may cause some confusion in the beginning 
of learning how to develop EJB’s, so let us take a better look at them. 

 
When a bean client is invoking methods, it is done on an EJB object and not the 

bean itself. Therefore such an object must clone all of the business methods that are 
exposed in the bean. Since objects are created automatically by the container, there 
must be a way for it to find out what methods to include in the object. Luckily there is. 
All beans have an interface that is provided by the developer of a specific bean. This is 
the remote interface. The remote interface must follow certain rules, stated in the EJB 
standard. One rule is that it has to be derived from the javax.ejb.EJBObject interface, 
which contains methods for handling network communication through RMI-IIOP and 
methods for instantiating and destroying the object. The implementation of these 
methods is however nothing the developer has to bother about, because that is 
performed by the EJB container when it creates the EJB object. In the remote interface 
the developer shall put any method that is in the bean and, which is going to be called 
remotely from a client. When a call is received by the bean object, any bean method 
that the developer put in the remote interface will be forwarded by the bean object to 
the corresponding implementation, which resides in the bean itself. 
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Now, knowing that an EJB client does not communicate with the bean directly, but 

with the EJB object, one may wonder how references to the EJB object are received. It 
is not possible to directly make an instance of the EJB object, because it can be located 
on another computer. Further more, one feature of the EJB technology is location 
transparency as mentioned earlier, which means that the EJB client are not aware of 
exactly where an object is located. The solution, which is illustrated in fig 3.3, is that 
the client asks an EJB object factory for an EJB object. The factory is, according to the 
EJB standard specification, called a home object. A Home object is responsible for 
creating and destroying EJB objects, but also for finding already existing objects. The 
home object is automatically generated by the container. As template for the home 
object, an interface called the home interface is used. As well as the remote interface, 
the home interface must derive from javax.ejb.EJBObject. 

 

 
Fig 3.3. Home interface and object. 

 
Up until now, before version 2.0 of the EJB technology, the home interface has 

been used for handling connections to a distributed bean. There is a problem with 
usage of that interface in some situations, though. In EJB version 2.0, an alternative is 
presented that solves the problem. It is called a local object. The local object is based 
on a local interface. The problem with always using home interfaces, and even remote 
interfaces, is that when calling an EJB that is located in the same container there are 
lots of overhead, which will result in massive performance loss. There are seven steps 
involved when calling a bean using the home object, while only three steps when using 
the local object. Multiplying the number of steps with two when using a home object 
will give the actual number of steps, because all steps are in that case traversed twice, 
first in the calling direction and then again when the call is returned. The steps 
involved are listed in table 3.1. 
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Steps involved using the home object Steps involved using the local object 
1. The client calls a local stub. 1. The client calls a local object. 
2. The stub marshals parameters into a form 
suitable for the network. 

2. The local object performs needed 
middleware, such as connection pooling, 
transactions, security and lifecycle services. 

3. The stub goes over a network connection 
to the skeleton. 

3. Once the enterprise bean does its work, it 
returns control to the local object, which then 
returns control to the client. 

4. The skeleton demarshals the parameters 
into a form suitable for Java. 

 

5. The skeleton calls the EJB object.  
6. The EJB object performs needed 
middleware, such as connection pooling, 
transactions, security and lifecycle services. 

 

7. Once the EJB object calls the enterprise 
bean instance, and the bean does its work, 
each step is repeated again for the trip home. 

 

Table 3.1. Steps involved in a call to a bean. 
 
As one may guess by looking at the chart above, there is a huge difference in 

performance between the usage of the home- and remote- object. There are however 
two side-effects that are important to consider. 

 
First of all, it is only possible to use the home interface in a bean located in the 

same process, for example when a bean calls another bean in the same container. 
There is no way to remotely connect to a bean that relies on the local interface. If 
remote calls are needed, one has to change the Java source code so it is specified that 
the remote interface is to be used and not the local interface. For changes to take affect 
the bean has to be recompiled. 

 
The second thing to keep in mind is that local objects marshal parameters by 

reference while remote objects marshal parameters by value. This behaviour make 
beans using the local home object really fast, since parameters are not copied. The 
semantic difference affects how applications work, which is important to remember. 

 
Having to change code to be able to switch between the local and remote 

interfaces is without question a bit cumbersome. This has made people raise the 
question to SUN Microsystems about why this can not be achieved by simply setting a 
flag. The response is that such an approach would be error-prone, because of the 
semantic difference of sending parameters by reference or by value. 

 
We know now that there are three interfaces that affect the developer of EJB 

components, and how good the performance of an EJB application is. They are the 
remote interface, the home interface and the local interface. The home interface and 
the local interface are used by the container to generate the objects of the respective 
interface, while the remote interface is used for the communication with such an 
object. 

3.3.2 Configuration 
There are many things about EJB components that are pretty clever, and that 

makes the day a lot easier for the component developer. EJB uses what is called a 
deployment descriptor [Rom], which allows for configuration of how a specific bean is 
supposed to be handled by the container. The deployment descriptor is an XML-file 
that is part of all enterprise beans and it stores configuration information.  It is for 
instance possible to adjust bean management and lifecycle requirements, persistence 
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requirements for an entity bean, transaction requirements, security requirements, and 
so on. Because things, like those just listed, can be adjusted with such ease, a bean can 
be tuned to fit in to the container that is presently used, all without having to change 
and recompile the EJB component. That feature is especially useful when dealing with 
COTS (se the section about components earlier), since often the source code for such 
components is not available to anybody but the vendor. 

 
When the deployment descriptor file is finished, it is put into the bean along with 

all belonging classes, interfaces and any vendor specific files [Rom] as illustrated in 
fig 3.4. This is done by packaging the files into one single .jar-file, which is 
compressed according to the .zip-format. Each such file can host more than one bean 
at a time. 

 

 
Fig 3.4. Contents of a .jar-file that constitutes an Enterprise Java Bean. 

 
Something that at first may seem odd about EJB’s is that all beans are single-

threaded. It is in fact not allowed for beans to contain threads. As an effect, developing 
EJB’s become easier because one does not have to bother about thread 
synchronisation, race-conditions or dead-locks when there are concurrent connections 
to a bean; all that is handled by the EJB container. The downside of not being able to 
have multithreaded beans is that some types of tasks are better suited to be solved by 
the use of multithreading, rather than any other technique. Such tasks can consequently 
not be solved easily in an EJB environment. At first, not being able to use threads may 
seem very peculiar. Why not allow multithreading in beans? When dealing with 
threads, there are always risks involved, because everything gets more complex, 
having to handle race-conditions and deadlocks etc. The intention of EJB is that 
component developers should not have to worry about things like that. Most situations 
where threading is needed are handled successfully by the container. If multithreading 
was allowed within beans there would be now way of telling the number of problems 
that could occur. For instance, a container could not possible control transactions if 
beans were allowed to start and stop threads as they pleased. Especially so since 
transaction information often is related to a specific thread. 

 
Some sort of multitasking can be achieved anyway though, by the use of a 

transactional messaging API such as JMS. JMS provides a way to safely perform the 
needed operations without breaking the rule of no threads in a bean. 
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3.3.3 Session Beans 
A session bean (SB) models a business process. It performs some kind of work, 

like for instance calculations or sorting etc. It can be either stateful or stateless. 
 
The lifetime of a SB is not particularly long [Rom]. Normally it is just as long as 

the session of a client, which can last for just a few minutes to a couple of hours for a 
client that uses a bean for about ten minutes. It is not very likely that the session time 
is as long as weeks, months or years. If the container hosting a SB crashes or goes 
down for some other reason, the SB will be lost, and any job that it was performing 
just then will most likely be lost as well. SB’s resides in the memory, and therefore 
lives and dies with its environment. 

 
A stateful SB can remember its state when a client left the SB, and recall it when 

the client returns with a new call. The client then gets access to the SB’s state from the 
last call and can continue its work from where it previously was. A stateless SB 
however does not live longer than a method call. 

 
All beans are resided within an EJB container, which is deciding how to handle 

them. It is the container that decides when and if to destroy an object, to create a new 
instance of it or perhaps use it for another client that connects. Exactly how it is done 
in the container is vendor specific and may differ a lot between different containers. 
However tings are handled within the container, the SB will forget everything as soon 
as the session is done. It can happen in some cases that information is still there when 
disconnecting the client, but that is certainly not anything to count on. 

 
So, to make a stateless SB useful, all data that it is supposed to work with must be 

handed to it every time, either from the calling client or from some type of storage, 
like a data base. For that reason, stateless SB’s can contain state for things like data 
base connections, as long as the state is not client specific. The same state is thereby 
used by all connecting clients. 

 
Since stateless SB’s can not remember anything about previous calls, all instances 

of a stateless SB are equivalent to each other. Therefore it does not mater for a client 
what instance it is working with. Since any of these instances can be used by any 
client, instances can be put in a bean pool (demonstrated in fig 3.5), from where they 
can be reused time after time and swapped from one client to another. Just a few beans 
within such a pool can serve thousands of clients! 

 
Fig 3.5. Bean pool for stateless session beans. 
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Even stateful SB’s can be put into a pool, but that is much more costly than putting 
stateless SB’s in it. Because of the state in stateful SB’s, lots of extra work has to be 
performed by the container. The state has to be saved in a persistent storage. That is 
called passivation and is shown in fig 3.6. The opposite, when a state is read back into 
the memory, is called activation and is demonstrated in fig 3.7. Passivation and 
activation remind of how swapping is done when memory is written to the hard drive 
in a computer [Silb]. Because of the cost when saving and retrieving states, there can 
be only a few stateful SB’s in the bean pool. 

 
How it works when stateful SB’s are passivated or activated [Rom] are up to the 

vendor of the container. One way though is to use a LRU (Least Recently Used) 
algorithm. The basis of this algorithm is that the bean that is called least recently is the 
one that will be passivated. 

 

 
Fig 3.6. Passivation of a stateful session bean. 
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Fig 3.7. Activation of a stateful session bean. 

 

3.3.4 Entity Beans 
An entity bean (EB) is modeling business data. It is a data object, like a product or 

an order, for example. EB’s are persistent and SB’s often use them to achieve business 
goals. Since EB’s are persistent, they can be stored in a durable storage [Rom] like a 
data base for instance. Persistence can be accomplished in different ways: Serializing, 
Java Object mapping, by use of an object data base etc. What method is used is up to 
the container vendors. Fig 3.8 demonstrates how an EB object is created by use of a 
persistent storage. 

 
EB’s are very powerful tools to use in software. The data that they represent is 

easy to handle because it is presented as objects. It is easy to group data, and methods 
can be added to the object that handles specific activities, like compression of data. 
Middleware services like relations, transactions, networking and security can be 
available through an application server. Data can be put in a cache to increase 
performance. Features like those are not available if just using an ordinary data base, 
but with EB’s they are. 

 
An EB can, opposite to a SB, live for a very long time, since it is stored in a 

permanent storage. The time span can be several months, or even years! EB’s can be 
created in memory with data collected from a storage facility. SB’s on the other hand 
are non-persistent objects and can therefore not be stored in a durable storage. SB’s 
can perform data base operations, but are not persistent objects themselves. 

 
While SB’s are modeling a process or a workflow, EB’s contain core data, like 

product information, bank account information, orders, customer information etc. The 
EB does not actually perform any complex tasks for a customer, like billing for 
example. Such things are left to SB’s. An EB rather represents the customer. 
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An EB can be seen as a kind of hybrid component, that is part data base and part 
component. Its close relation to a data base has resulted in two definitions. The first 
one is called entity bean instance. That is an in-memory view into the database and it 
is an instance of the entity bean class. The second definition is entity bean data. The 
entity bean data is the physical set of data, such as a bank account record, that is stored 
in a database. 

 

 
Fig 3.8. Creation of an entity bean and an EJB object. 

 
Let us round up with a list of some EB features: 
 

• Survive failures. A lifecycle for an EB normally lasts longer than the client 
session. The time span for this can be several years. 

• EB instances are views into a data base. The in-memory object and the data base 
should be seen as one entity. Because of that, data that is updated in the object is 
also automatically updated in the data base. Consequently one does not have to 
bother about synchronizing data since that is done automatically. This is a big 
advantage with using EJB! 

• More than one EB instance can represent the same data. 
• EB instances can be put in a pool. 
• There are two ways of achieving persistence when using EB’s. The first way is 

through use of bean-managed persistent EB. This method hands the bean 
developer all control of when and how data is saved, loaded or needed to be found. 
The second method is container-managed persistent EB. Now everything about 
saving, loading and finding data is handled by code that is automatically generated 
by tools shipped with the container. 
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• EB data can be modified without having to use the EB itself. By working 
towards the data base where the EB data is stored, all information can be edited. 

3.3.5 Message-Driven Beans 
The message-driven bean (MB) is a new addition [Rom] to the EJB technology 

since version 2.0, and is, much like an SB, doing something. It is a stateless bean that 
only can be called by using messages. The MB can receive messages having any kind 
of content. It can for instance receive byte messages, object messages etc. An explicit 
type check of the content has to be performed for the bean to know what to do with it, 
and a control that the message is really meant for this particular MB. Unlike the other 
enterprise beans the MB is different in that it does not have remote interface, home 
interface or local interface. 

 
This far all beans have been communicating through the RMI-IIOP protocol, 

which is a traditional heavyweight method for connecting to components. That is 
useful in many situations, but there are however situations where RMI-IIOP is not 
quite enough. Three examples of such situations are when performance and reliability 
is of high importance and when support for multiple senders and receivers are needed. 

 
• Performance: When a client that uses RMI-IIOP has made a call to an EJB 

component it must wait until the component is done and returns the call. Then the 
client can keep on doing something else, like processing the result or make another 
call. 

• Reliability: For a call performed by a RMI-IIOP client to work, the server hosting 
the component must be running. If the server crashes, fails in handling the call or if 
the network goes down, the call fails and the client can not continue with the 
intended operation. 

• Support for multiple senders and receivers: There is no way of having more than 
one RMI-IIOP client talking to an EJB component at the same time. Using RMI-
IIOP no client can broadcast events to many servers. 

 
Here is where MB’s come into the picture. Clients use messaging when 

communicating with this type of bean. Messaging is an alternative to RMI-IIOP and is 
based on the idea of having a server, called a middleman, in between the client and the 
server hosting a desired component. A simple comparison of involved parts in RMI 
and messaging is shown in fig 3.9. When one or more clients make a call, it is received 
by the middleman, which forwards the call to one or more servers. When a client has 
sent away its call, it can proceed doing something else. It does not have to wait until 
the component is finished and the call returned. The client can optionally be notified 
when a component is done working. This is called asynchronous programming. 

 

 
Fig 3.9. RMI-IIOP versus messaging. 
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Here is how the three situations listed above are handled when using message-
driven beans: 

 
• Performance: Since a client does not need to wait for the work of a MB to be 

finished, it can save time by doing something else as soon as it has made the call, 
without having to wait for a response. Thereby performance increases. An example 
of a system that would be easy to implement using MB’s is Amazon.com’s one-click 
order system. After pressing the ok-button to close the deal when buying a book, for 
instance, it is possible to surf to some other place without having to wait for the 
credit card to be authorized. If there is no problem with the card an e-mail is sent to 
the buyer to notify him or her that everything is ok. 

• Reliability: If the message-oriented middleware, acting as a middleman, have 
support for guarantied delivery the message will reach the destination, even if the 
server at that destination is down. When it gets back up it will receive the message. 
If the receiving server is down when using RMI-IIOP, an exception is thrown. 

• Support for multiple senders and receivers: Since most message-oriented 
middleware products can accept messages from many senders and broadcast to many 
servers, n-ary communication is supported. 

 
If MB’s are so good, why not use them all the time? Well, there are some 

disadvantages when using them. For instance, performance can suffer because of the 
overhead of having the additional message-oriented middleware to the application 
server and client. Another example is, as mentioned, that MB’s are stateless. If state is 
needed another method must be used. 

3.4 Advantages and Disadvantages of EJB 
 

Pros Cons 
EJB is a standard. It can be difficult to learn how to use EJB 

properly. Faulty usage can lead to poor 
performance. 

The programming language Java is used for 
EJB’s. All advantages that comes with Java 
also is available in EJB, like that java has no 
pointers, has got a garbage collector, 
virtually none memory leaks etc. 

The programming language Java is used for 
EJB’s. All disadvantages that come with Java 
also exist in EJB. 

Beans are hosted in an EJB container, which 
provides pooling, security, communication 
handling etc. That saves the developer time 
since he or she does not have to develop 
such features. 

For some containers to be useful quite a 
powerful computer may be needed, or else 
things like performance may suffer. 

If not satisfied with a specific container, it 
can quite easily be replaced by another 
container from another vendor. 

If one wants to change from home interface 
to local interface, it has to be done 
programmatically by changing in the source 
code. Then it must be recompiled for 
changes to take affect. 

MB is a powerful part of the EJB 
technology. 

Security can not be applied to MB’s. 

Location transparency. In a MB, the type of the message’s content 
must be checked. 

EJB is very flexible thanks to the three bean 
types. 

The MB must have a, by the developer, 
manually built in control of received 
messages to see if the MB should handle the 
message or not. 
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One can not use threads in beans. That 
makes programming less complex to 
perform, and the chance of a stable and 
reliable component thereby increases. 

Threads can not be used in a bean. Some 
tasks are best solved by use of threads. 

Configuration is done by the use of a 
deployment descriptor. 

 

EB’s can automatically be synchronised with 
a data base. 

 

EB data can be edited or read directly from 
the data base, without having to go through 
any bean. 

 

EB’s can survive failures.  
Implicit monitoring.  

Table 3.2. Pros and cons of EJB. 

3.5 Summary 
The EJB technology is a standard for making server-side components that are 

developed in the programming language Java. Enterprise beans are not to be confused 
with Java Beans because they are totally different. Java Beans can be used to build 
EJB components though. All EJB components are hosted in an EJB container (or 
application server). The container provides recourse handling, instance pooling, 
communication handling etc. EJB components can be configured through an XML-file 
that is called deployment descriptor. This XML-file is included in every jar-file, which 
functions as a store for one or more beans. The container read the deployment 
descriptor file so that it will know how to treat the enterprise bean. 

 
When a client is communicating with an enterprise bean, it generally uses the 

RMI-IIOP protocol. The communication process itself is performed by using various 
interfaces. A feature of the EJB technology is what is called location transparency. For 
a client that means it does not have to care where a remote component is located. 

 
The three types of beans in the EJB technology are: Session Beans, Entity Beans 

and Message-Driven Beans. Session beans are components that can be either stateful 
or stateless. They live and die with their environment, the container. Entity beans are 
persistent enterprise beans that often are used by session beans. Entity beans can live 
for several years. Message-driven beans can not have state, and are called by using 
messages, not RMI-IIOP. 

 
A peculiarity about enterprise beans is that they always are single threaded. 

However, a kind of multithreading can be achieved by the use of message-driven 
beans and JMS. 

 
Alternatives to EJB are CORBA and Microsoft’s .NET technology. 
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4 MICROSOFT .NET 

4.1 What is .NET? 
In the beginning of 1995 Microsoft realised that Internet was there to stay and that 

they better start to adjust [Jam]. Their operating system Windows has changed ever 
since as an effect of that decision. They also saw that the programming model, DNA, 
that had been used until then was not quite sufficient for what was coming. DNA is 
based on a broad three-layer architecture, which itself is based on the COM-
technology. DNA was too difficult to use for component development, and with that in 
mind, .NET was created. 

 
So, what is .NET then? First of all, it is not a programming language or an 

operating system, though one could say that .NET is an abstraction of the operating 
system [Mey]. .NET may be integrated in operating systems, and even if the 
programming language C# (read C-sharp) is developed by Microsoft and designed to 
work well with .NET, it is not actually part of .NET itself or vice versa, it just uses the 
.NET environment. .NET is the environment in which programs written for .NET are 
executed [Jam]. .NET manages threads, some services and it is the view that any .NET 
application sees when contacting an operative system resource of some kind. Hence, 
the application works towards the .NET environment. The environment provides an 
extensive library that is as large as the Windows API.  

 
.NET is designed in such a way that practically any programming language 

potentially should be able to be compiled for .NET. This can be done because a 
common base has been defined in .NET, which is the Intermediate Language (IL) 
[Rob]. When a .NET application or component etc, is compiled by the developer it is 
compiled to IL-code, which later on when running the application, or using the 
component, is interpreted by the CLR (Common Language Runtime), which is the 
control centre of .NET. IL is always defined in the same way according to the same 
rules no matter what programming language has been used originally. That makes 
.NET applications virtually programming language independent, and to some extent 
platform independent as well. As long as the programming language is compiled to IL-
code, it will work with the .NET environment. The .NET environment can be ported to 
other platforms other than Windows, to achieve platform independence in a Java-like 
manner. 

4.2 The .NET technology 
The heart of .NET is the CLR [Jam]. Amongst other things, it contains a number 

of JIT-compilers (Just-In-Time compilers) that compile IL-code to native code. This 
reminds of the Java Virtual Machine (JVM), although the similarities stop there. How 
the CLR fits in the .NET architecture is shown in fig 4.1.  
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Fig 4.1. The .NET architecture. 

 
When having the source code for a .NET application that is developed in an 

arbitrary programming language, which supports development for the .NET 
environment, and wanting to compile it so that the application can be run in the .NET 
environment, the following is what happens. First the code is compiled by the 
developer. In traditional environments one would now get a runnable application 
consisting of native code. That is however not the case here. When compiling 
something that is going to run within the .NET environment the result will be one or 
more files consisting of IL-code [Rob]. The application is not compiled to native code 
until it is actually run. That compilation is handled automatically by one of the JIT-
compilers that are part of the CLR. All code that requires the CLR to be able to run is 
called managed code. Even if CLR compiles source code to IL-code it is, unlike the 
JVM, not a virtual machine (VM), because it does not actually run applications, which 
VM’s do. The execution model of .NET in fig 4.2 illustrates the running and 
compilation of a .NET application. 

 

 
Fig 4.2. The .NET program execution model. 

 
The IL-code reminds of the Java byte code, but it is always just-in-time compiled 

while Java code sometimes is interpreted. Java can be JIT-compiled though. To save 
time during start-up of an application only the needed portions of the application is 
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compiled by the CLR. When another part is needed, it is compiled at that time. Once 
some part of the application is compiled, its executable is cached until the application 
is closed. That way it does not have to be recompiled when it is in use. This is a very 
efficient way to handle the situation of having to compile an application every time it 
is started. The caching and the fact that only needed portions of the application are 
compiled make running and using a .NET application almost as fast as running a 
traditional executable. 

 
Although .NET applications may not be as fast as traditional applications because 

of the JIT-compilation, even if it is close, there are large benefits by having the CLR 
compile the application each time it is run. The executable created by the CLR can be 
optimised for the platform hosting the CLR, and the application. The result is an 
application that is optimised for the processor type in the actual computer. That could 
never be done by using a traditional compiler, since it has no way of knowing what 
platform the resulting executable would be run on. Another advantage is that all IL-
code is checked by the CLR before it is compiled. That way the level of security 
increases because illegal actions can be prevented before they even get a chance to be 
run. 

 
There is one option to using the CLR’s JIT-compilers during execution, and that is 

to use a tool available within .NET called Ngen.exe. It can be used to compile IL code 
in assemblies to binary images. Doing so improves the start up of the application, since 
the JIT-compiler is not activated. Using Ngen.exe only makes sense if native images 
are created for all assemblies used by an application. Otherwise the JIT-compiler has 
to be invoked anyway. The images are put in a specific native image cache, which is 
part of the global assembly cache. After the compilation of an assembly to native code, 
it is important to keep the original assembly because the metadata inside it is still 
needed. If the security changes on the system, the native code will automatically be 
rebuilt. 

 
Besides from security and cross-language integration, CLR also handles 

versioning and deployment support, debugging and profiling services and memory 
management. A feature of .NET is that memory is automatically freed by a so called 
garbage collector when not in use anymore [Jam]. 

4.3 Components 
4.3.1 Assemblies 

4.3.1.1 What is an assembly? 
Assemblies are not applications, but are rather used for the building of .NET 

applications [Jam]. For a .NET application to work, all its classes must reside within 
one or more assemblies. All .NET components are stored in assemblies as well. They 
are however not components themselves, but can contain one or more of them [Jam, 
Rob]. The structure of an assembly is demonstrated in fig 4.3 Assemblies can be stored 
in different ways other than in just an ordinary file, and should therefore rather be 
thought of as logical units than physical ones. They can consist of one file, or, as 
shown in fig 4.4, be divided into several. As a matter of fact, an assembly does not 
even have to be stored in a file at all. So called dynamical assemblies can be stored in 
memory, and are not saved to file. If however an assembly is stored in more than one 
file, there must be a main file that contains an entry point and that describes the other 
files in the assembly. All files of an assembly must also be located in the same 
directory on the same hard drive. They cannot be scattered all over the hard drive, or 
the assembly will not work. If an assembly contains resource files, like images for 
instance, those must reside in the same directory as the rest of the assembly. However 
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the assembly is stored or whatever files it contains, all files in an assembly are handled 
by the CLR as one single entity. 

 
The assembly is normally represented by files with the extension .exe or .dll. Both 

these file-types are structured in the same way, only the .exe-file has a startup 
sequence so the CLR knows how to start its execution [Rob]. These files are not 
installed quite the same way as traditional software. It can be enough to just copy them 
to their destination directory. Assemblies are self describing and therefore does note 
have to be registered to work. There are two types of assemblies, private and shared. 
Private assemblies are found in direct connection to the application or in some sub-
directory to it. There is no need worrying about naming conflicts or versioning, since 
the assemblies will be used only by the application they are shipped with. The 
installation of an application having such assemblies requires no installation more than 
that it must be copied to the directory where it shall reside. Some type of installation 
tool can be useful anyway, since it can make it easier to perform the copying, and 
creation of optional short cuts etc. Shared assemblies are a bit different though. They 
must be unique, and therefore have a unique name, called a strong name. Part of the 
strong name is the mandatory version number. The shared components are intended to 
be used by many applications, and there is a good chance that there will be many 
versions of the same assembly. That is why the name must be unique. This type of 
assembly can not be just copied to its destination; a special tool must be used for that. 
At the same time as putting the assembly where it is supposed to be, it is automatically 
checked. 

 

 
Fig 4.3. The contents of an assembly. 

4.3.1.2 Metadata 
Each component that is stored in an assembly, but also the assembly itself, has its 

own metadata [Rob, Jam]. In the COM technology and COM+ technology the 
metadata is stored separately, which can cause problems during installations and 
upgrades. Further more, those components has to be registered before they can be 
used. Since the metadata is included for every component within the assembly, it does 
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not have to be registered anywhere. It is self describing, and any information needed 
for using a specific component can be found in the metadata. The metadata has a 
specific post for storing the version of the component. Thanks to that, there is no 
problems when updating components or installing new applications. The assembly and 
its metadata can not get unsynchronized. In the metadata, information is saved about 
each file that belongs to the assembly. If the assembly is divided into more than one 
file, as in fig 4.4, and one of those files where altered or replaced, the assembly would 
probably fail to load, since the saved information did not match the file information in 
the altered or new file. 

 

 
Fig 4.4. Assembly divided into three files: Module1, module2 and a picture [Rob]. 

 
The manifest file of an assembly contains the metadata of that assembly, and it can 

be stored in an .exe-file or in a .dll-file [Jam], which, as seen earlier, are the only file 
types used for saving assemblies. It can optionally be saved in a separate file, if 
wanted. If an assembly consists of only one physical file, the manifest is saved in that 
same assembly. Table 4.1 shows what information exactly is stored in the manifest 
[Rob]. 

 

Identity 
Identifies the assembly to others. Stated here are 
the assemblies name, version, culture and its 
public key. 

A list of files belonging to the assembly 
All assemblies must have at least one file, but it 
can have several. This post lists all files 
included in the assembly. 

A list of referenced assemblies 

If an assembly depends on other assemblies, 
each such assembly’s information can be found 
here. The information is used for checking that 
the right version of a needed assembly is used 
so that versioning problems can be avoided. 

A set of permission requests 

All permissions that are needed for an assembly 
to be able to run are listed here. The permission 
requests can be of the type “wanting access to a 
database” or “want to open a file for reading and 
writing” etc [Rob]. 

Exported types 

This post is empty unless types are included 
from a module. The information that is 
potentially stored here can be used when 
interacting with COM components. 

Table 4.1. Manifest data. 
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Always when a CLR are requested to run an assembly, the version number is 
checked to se that it matches the requirements of the requester [Jam, Rob]. If it does 
not, CLR will not run the assembly and an exception will be thrown. Thanks to the 
versioning system in .NET two, or more, components that are the same but have 
different versions can be run in parallel without interfering with each other. That is in 
.NET called side-by-side-execution. This feature let developers work on both old and 
new versions of a component without having to care much about backward 
compatibility. This may be the solution to what popularly is called the “DLL-hell”. 
Problems can however occur if one is not careful. If a new and an old component both 
need to have read and write access to the same file, there is a great risk of getting 
trouble with race-conditions. To avoid such problems, the component must be 
designed in a way that it can handle situations where other components access the 
same file simultaneously. 

4.3.1.3 COM, COM+ and DCOM 
Before .NET was invented and shipped by Microsoft, they used another 

component technology called COM (Component Object Model) [Rob]. The COM 
technology provides a modular object oriented way for reusing programming code. 
Basically, that means that object code can be reused in an efficient way since it is 
compiled to a COM component. Because the COM component is reusable by many 
other applications, the same source code is also reused, through the component. What 
functionality a COM component has can be found out in a standardized way. COM is 
not limited to a specific programming language, but can be used in a number of 
different languages. As an addition to the traditional COM technology, what is called 
COM+ was introduced on the Windows NT platform, and was later integrated into the 
Windows 2000 platform. The COM+ technology provides better functionality for 
developing what in the Windows environment is called services. Another addition to 
the COM technology was DCOM (Distributed Component Object Model), which 
provided a, to the developer and user, transparent way of communicating with a 
component on another computer in a network. 

 
This sounds pretty good and may seem to cover up most areas, but as always there 

is a backside. It can be quite hard to develop COM components, which means more 
time for developing, which means higher development costs. Of course, the level of 
difficulty depends on what development environment is used. COM components are 
stored in .dll-files (not to be confused with the .dll-file used for storing assemblies in 
the .NET environment, because they are not alike at all), and are the main cause of the 
“DLL-hell”. That makes COM components hard to deploy, because there is no way of 
knowing if a COM component that is used by one application is replaced by another 
application. If that is the fact, the new COM component is likely changed in some 
way, and may as a consequence not be quite compatible with the old one. That is a big 
problem, and that is why a big change was required. The distributed COM components 
(DCOM) need to know in advance how the communication is to be performed between 
it and the client that will connect to it. That is not needed when using .NET 

 
The COM, COM+ and DCOM technologies has been around for quite a while 

now, and there are lots of existing components available. Many companies have 
developed their own ones and do not want to abandon them just yet, for various 
reasons. To make a transition easier for such companies, and by all means for others 
to, it is quite possible to use the traditional COM technology together with .NET and 
vice versa [Jam]. That is achieved by the use of wrappers. Unfortunately, there is a 
cost involved. The use of wrappers will affect performance negatively, and it is 
therefore not recommended to combine COM with .NET if it is not necessary, for 
backward compatibility or when using third-party components, for example. 
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4.3.1.4 Configuration 
COM components use the registry to configure components. In .NET that is done 

by using XML based configuration files [Rob]. If using the registry for configuration, 
just using copying will not do for an installation. That is however not a problem with 
assemblies, since they are self describing. Things that can be configured by use of 
these XML based configuration files are startup settings, runtime settings, remoting 
settings and security settings, and are described in table 4.2. For instance, when .NET 
Remoting is used, instead of writing channel (channels will be explained soon) and 
object settings in the source code, an XML-based configuration file can be used. By 
using a configuration file, changes can be performed without having to recompile or 
change the source code. Included in the .NET framework is a tool for editing 
configuration files such as these. 

 

Startup settings 

In the startup settings the version of the required runtime can be 
specified. This is useful if different versions of the runtime 
environment are installed. By setting the required runtime version 
the one will be used. 

Runtime settings 
The runtime settings provide a way to specify how garbage 
collection is performed by the runtime. How bindings work can 
also be specified here. 

Remoting settings Remoting settings are used to affect how .NET Remoting works, 
and to what host a connection should be established etc. 

Security settings Cryptography and permissions can be configured in the security 
settings. 

Table 4.2. Settings that can be altered. 
 
The settings just listed can be given in three different types of configuration files: 

Application configuration files, machine configuration files and publisher policy files. 
They are described in table 4.3. 

 

Application configuration 
files 

In this configuration file, settings that are specific for a 
particular application are put. The kind of information that 
can be found here is for instance information about 
binding to assemblies, configuration for remote objects 
etc. A configuration file like this one is placed in the same 
directory as the executable. It must have the same name as 
the executable, but with a .config appended. In ASP.NET 
the configuration files are named web.config. 

Machine configuration files 

Here system wide configurations are specified. Assembly 
bindings and remoting configuration can also be specified 
in this file. When a binding process is performed, the 
machine configuration file is checked before the 
application configuration file. This lets the application 
configuration file override previous settings. Application 
specific settings should be put in the application 
configuration file to keep the machine configuration file 
small and manageable. This configuration file is located at 
%runtime_install_path%\config\Machine.config. 

Publisher policy files 

This file can be used by a component creator to specify 
that a specific assembly is compatible to another assembly 
with an older version. This is useful if the newer version 
just fixes a bug of a shared component, because then one 
does not have to put application configuration files in 
every single directory of the applications that use the 
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assembly. In this configuration file, an assembly can be 
marked as compatible to a certain component. If for some 
reason an application fails using the new assembly, the 
publisher policy file can be overridden in an application 
configuration file. The publisher policy file is stored in the 
global assembly cache, and it only applies to shared 
assemblies installed into that location. 

Table 4.3. The different types of configuration files. 

4.3.2 Remote objects 

4.3.2.1 Remoting 
Before .NET, remote objects were achieved by use of DCOM components. In 

.NET there are two ways of achieving this, .NET remoting and Web services [Rob], 
which is a part of ASP.NET. Remoting is the counterpart to the previously used 
DCOM technology. .NET remoting is more efficient and faster than Web services, and 
can be adjusted to fit practically every thinkable Internet solution. DCOM on the other 
hand can not be part of Internet solutions at all. Objects within another application 
domain can be reached by use of remoting. The object can be resided in the same 
process, another one or in a separate system. 

 
Web services can be used through .NET Remoting. That provides a way for 

generally any type of .NET application or service to work as a Web service. Any type 
of transport or payload encoding can be used. Since the transport channel is pluggable, 
the combination of SOAP and HTTP is just one way to communicate. The payload, 
which is used for transporting the parameters in a method call, can be replaced also.  

 
Through .NET Remoting Web services anywhere is provided. It is not the same as 

Web services, which is provided through ASP.NET. On top of the Web services 
anywhere is CLR Object Remoting. It handles activation, distributed identities, 
lifetimes and call contexts. More information will be given about these later on. 

 
There will not be much more focus on Web services than already provided this far 

in the report, because the idea of it is to compare EJB and .NET component 
technologies. To be able to keep within that scope, external technologies cannot be 
brought up to any grate extents. However tightly integrated Web services are in .NET, 
they are not in Java and EJB, and are therefore mostly left out. What will be discussed 
however is .NET Remoting, since it reminds of the way communication is done when 
using EJB.  

 
If an assembly is configured to be accessible through a remote call, the client of 

the resulting remote object will receive a proxy to talk to instead of the real object. 
When the client calls a method in the proxy, the proxy forwards the method call to the 
remote object. .NET applications work within an application domain. Application 
domains can be seen as sub processes within a real process. For a client to access an 
application in its application domain, a proxy is needed. Such proxy is provided when 
using remoting. To get an understanding of what is actually happening during a remote 
call, and what elements are involved, a list of the major parts of .NET Remoting is 
given below in table 4.4, along with an explanation of what each part does. 
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Remote Object 

This is an object that is running on a server machine. All method 
calls directed to it goes through a proxy. A local object can easily 
be adjusted to become a remote object. In the programming 
language C#, for instance, that is done by letting the corresponding 
classes be derived from MarshalByRefObject. Then the objects 
created from these classes never leaves their application domain, 
and method calls will go through a proxy. 

Channel 

Channels are used for communication between the client and the 
server. There are both client and server parts of the channel. There 
are three types of channels that can be used. They are TCP 
channels, HTTP channels and custom built channels that can use 
an arbitrary protocol. 

Messages 

These are sent into a channel, and are created for communication 
between the client and server. Within the message there is 
information about the remote object, the name of the method that is 
called, and all of the arguments. 

Formatter 

The formatter defines how messages are transferred into a channel. 
There are three ways to perform a transfer. Either SOAP formatters 
are used or binary ones. The third alternative is to build ones own 
formatter. The SOAP formatters can be used when communicating 
with Web services that are based on .NET but also if they are 
developed for some other environment. Binary formatters are on 
the other hand much faster. They can efficiently be used in an 
intranet environment. 

Formatter provider 

To associate a formatter with a channel, the formatter provider is 
used. When a channel is created, the type of formatter provider can 
be chosen. By making this choice, the type of the formatter will be 
chosen as well, based on what formatter provider is used. 

Proxy 

The proxy is used as a middleman between the client and the 
remote object. When a client wants to call a method in a remote 
object, it actually calls a mirror of that method, which is resided in 
the proxy. There are actually two types of proxies, the transparent 
proxy and the real proxy. The transparent proxy looks just like the 
remote object, and is the one that the client is actually working 
towards. The transparent proxy calls the Invoke() method in the 
real proxy, which will send a message through a message sink to a 
channel. 

Message sink 

This is an interceptor object, and its likes can be found both at the 
client side and at the server side. A message sink, or just sink, is 
associated with a channel, and it is used by the real proxy to pass 
messages through to the channel. Before the sink is sending the 
message to the channel, it can change the message and perform 
different actions, like debugging, check permissions etc. There are 
some different sinks in .NET, which all has their specific tasks, 
depending on where they are located. There is for example: Envoy 
sinks, server context sinks, object context sinks etc. 

Activator On the call of a client, an activator creates remote objects on a 
server, or fetches a proxy of a server-activated object. 

Table 4.4. The major elements of the .NET Remoting architecture [Rob]. 
 
To put all the pieces together, take a look at fig 4.5, where a remote call is 

performed from a client to a remote object. The client wants to access the method 
“Hello()” inside the remote object. When looking at the picture, keep in mind that 
remoting can be used to provide communication between to application domains. This 
means that the server component can be located on the same computer in the same 
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process having its own application domain, or the server component can be located in 
another process or even on another system somewhere in a network. The dotted line in 
between the two application domains is intended to emphasize that. 

 
Fig 4.5. The major elements of .NET Remoting put together [Rob]. 

 
.NET Remoting is customizable to quite a large extent. It is possible to replace the 

real proxy, add sink objects, or replace the formatter and channel. As seen, there are 
quite a number of layers to work through for each call. That, one may think, would 
give a huge amount of overhead. Well, that depends on if there are lots of things going 
on or not in each layer, and if more custom communication objects are added. If there 
is not much going on, there will not be much overhead either. 

 
For a client to be able to use a remote object, it has to have access to the metadata 

of the object. The easiest way of providing the metadata is to simply copy the 
assembly containing the object’s class, and put the copy where the client application is 
located. This may be easy, but it is not practical. Putting the assembly both at the client 
and the server means that the client and the server can not be programmed 
independently. A much better way is to use only the interfaces or alternatively the 
SoapSuds.exe –tool. SoapSuds.exe can be used to convert assemblies to XML 
schemas, and XML schemas to wrapper classes. It works in the other direction as well. 
SoapSuds.exe generates an assembly, which can be referenced instead of the original 
assembly containing the original remote objects class. 

 
An issue about .NET Remoting is that all servers are self-hosted, and as such they 

must be started manually. If a server is implemented as a windows service, it can be 
started at system boot time, but it still has to be started so that it is up and running 
when client calls arrive. As an alternative, ASP.NET can be used to start servers on the 
fly. A call to a server hosting ASP.NET web applications can start up the server, and 
when it is up and running, it can start receiving remote calls. 
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Additional features of .NET Remoting is that it has a built in tracking service that 
can be used for debugging and trouble shooting. It also supports asynchronous 
remoting. That means that the client can make a call to the server, and immediately 
retrieve the control so it can continue performing something else. In the meantime the 
server may still go on processing the call from the client. By default, a method in a 
remote object that does not return anything can be marked with the attribute OneWay, 
to make it asynchronous, no matter how the client calls it. As we know, the client 
communicates with the server. The server can however communicate with the client as 
well. That is done by use of events. The server triggers an event, which is caught by 
the client. The client now knows something has happen and can react to that. 

4.3.2.2 Contexts 
Application domains uses what is called a context [Rob]. The purpose of contexts 

is to group objects that have similar execution requirements. Contexts are composed 
from a set of properties and are used for interception. Application domains can have 
different contexts, and when a context-bound object is accessed from another object, 
an interceptor can perform some kind of task before the call reaches the object. Places 
where this can be used are in thread synchronization, transactions and security 
management. 

 
A class that is derived from MarshalByRefObject is bound to the application 

domain. Outside the application domain a proxy is needed to access the object. A class 
derived from ContextBoundObject that itself derives from MarshalByRefObject is 
bound to a context. Outside the context, a proxy is needed to access the object. 

 
Context-bound objects can have context attributes. A context-bound object that 

does not have context attributes is created in the context of the creator. Then a context-
bound object that does have context attributes is created in a new context. It may be 
created in the creator’s context if the attributes are compatible. 

 
Contexts can communicate with each other, and when they do, it works just like 

when a client wants to access a remote object. Thus, when two contexts communicate, 
sinks and channels are used. 

4.3.2.3 Activation 
Sometimes states can be useful when using remote objects. In .NET there are two 

types of objects that can provide either stateless remote objects or stateful remote 
objects respectively [Rob]. The two object types are server-activated objects that do 
not hold state, and client-activated objects that do. 

 
Server-activated remote objects can be configuration in two ways, SingleCall and 

Singleton. SingleCall means that the remote object holds no state. With every call to 
the remote object a new instance is created. With this configuration, no resources are 
kept for any client. Singleton objects are shared amongst all clients that use it. This 
should not be a problem for read-only data, but with read-write data race-conditions 
must be handled or prevented. If a remote object should hold state for a single client, 
client-activated remote objects can be used. 

 
If one want to keep states, but do not want to save them on the server, they can be 

stored locally. Then they are sent to the server for each method call that is performed. 
This can be done automatically by the use of call contexts. In the call context, a logical 
thread is stored, which is traversed by the server when a method call is received. 
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4.3.2.4 Lifetime management 
For a client, it can be easy to detect that a server is not available. It is probably just 

a matter of catching an exception, which is thrown because the connection failed. For a 
server it is not as simple as that, though [Rob]. How shall it know when it can release 
resources held by a client? Waiting for the next method call will not do, because what 
if there are no more calls? DCOM uses a ping mechanism integrated in its protocol. 
The client sends a ping with the information about the object referenced. A client can 
have hundreds of objects referenced on the server, and so the information in the ping 
can be quite extensive. To make the mechanism more efficient, it was updated so that 
not all of the information about all objects was sent each time, only the difference from 
the last ping. 

 
This ping mechanism works well in a LAN (Local Area Network) but is not 

suitable for Internet solutions. Imagine thousands or millions of clients sending ping 
information to a server! .NET Remoting has a much more scalable solution for lifetime 
management. It is called the Leasing Distributed Garbage Collector (LDGC). 

 
The LDGC lifetime management is only active for objects that are client-activated. 

This is because SingleCall objects do not have any state, and can therefore be 
destroyed after every method call. Thus LDGC is not needed in that case. Client-
activated objects do have state and because of that it is important that resources are not 
held when not needed, to save in on the resource usage. For client-activated objects 
that are referenced from the outside of the application domain, what is called a lease is 
created. A lease contains a lease time. The longer an object is held, the lesser the lease 
time will be. Finally, when the lease time reaches zero the lease expires. When that 
happens, the remote object is disconnected and garbage-collected. 

 
If a client calls a method on the object after the lease has expired, an exception is 

thrown. If a client wants to use a remote object for more than 300 seconds, which is 
the default lease time, there are three ways of achieving it. They are implicit renewal, 
explicit renewal and Sponsoring, and they are described in table 4.5 below. 

 

Implicit renewal 
An implicit renewal of the lease time is automatically performed when 
a client calls a method on the remote object. If the current lease time is 
less than 120 seconds, the lease time is set to 120 seconds. 

Explicit renewal This method lets the client decide the new lease time explicitly. 

Sponsoring 

In this case, the client creates and registers a sponsor. The sponsor 
decides the lease extension time. When the lease time has expired, the 
sponsor is asked for an extension. The sponsoring mechanism can be 
useful when wanting long-lived remote objects on the server. 

Table 4.5. Altering lease time. 
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4.4 Advantages and Disadvantages of .NET 
 

Pros Cons 
.NET can possibly be integrated in the 
Windows operating system. That can give 
high performance. 

.NET may not work as well in other 
operating systems as in a Windows 
environment. 

Practically any programming language can 
be modified so that applications developed in 
that language can work as .NET applications, 
thanks to the IL-code. 

Having to adjust to what features the IL-code 
can provide, programming languages may 
loose features that made that language 
unique. 

.NET can be ported to other operating 
systems, which will make .NET applications 
close to platform independent. 

Since .NET has many features that are 
tightly bounded to the Windows 
environment, .NET applications that use 
such features may not be able to work on 
another platform, like for instance Linux. 

JIT-compilers are used for compilation to 
native code. This gives the possibility to 
optimise code according to what processor is 
used, and to check the application. 

JIT-compilation is a bit slower than running 
an already compiled application. 

.NET applications work through the CLR 
that is part of .NET. That way security is 
improved. 

An application that must be compiled before 
it is run takes longer time to start up. This is 
also the case with .NET applications. 

It is possible to compile IL-code to native 
code once and for all, by the use of the tool 
Ngen.exe. 

If Ngen.exe is not used on all assemblies that 
are used by an application, there is no 
meaning of doing it. All assemblies used 
must be compiled or else the JIT-compiler 
will be used on those who are not, and then 
there is no point of precompiling in the first 
place. 

COM, COM+ and DCOM can be used by 
.NET applications and vice versa. This is 
done by the use of wrappers. 

Wrappers slow down the performance, and it 
is therefore not recommended to use that 
functionality if not absolutely needed. 

Various kinds of XML based configuration 
files are used to configure assemblies and 
how things behave in the .NET environment. 
That makes it possible to change settings 
without having to change source code or 
recompile. 

Using external XML based configuration 
files may be a security risk if someone 
unauthorised manages to edit these files. 

CLR handles memory of .NET applications. 
This provides more reliable and secure 
applications. 

 

IL-code that is compiled to native code is 
cached away until the application exits. This 
increases performance since that code does 
not have to be recompiled. 

 

.NET provides a garbage collector.  

.NET applications are easier to install than 
traditional ones, thanks to their being self 
describing. 

 

Versioning is a big feature of .NET. The 
CLR check a components version to se if it 
matches the one required by the application. 
This also provides side-by-side-execution. 

 

.NET Remoting can be modified in many  
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flexible ways to fit ones needs. 
 A self-hosted remote server must be 

manually started, started as a service or 
stared by a call to an ASP.NET server. 

There is a built in tracking service, good for 
debugging remote connections, for example. 

 

Asynchronous remoting is supported in 
.NET. 

 

.NET supports contexts.  
Both stateless and stateful remote objects are 
available in .NET. 

 

.NET Remoting has a lifetime management 
mechanism, LDGC, which help a remote 
server decide when resources should be 
released. 

 

Table 4.6. Pros and cons of .NET. 

4.5 Summary 
.NET is designed to be programming language independent and platform 

independent, although it is not there quite yet. In .NET, what is called an Intermediate 
Language (IL) is used, which is somewhat similar to the programming language Java’s 
byte code. The control centre of .NET is the CLR. It is responsible for things like 
memory management, version handling, security, compilation of IL-code to native 
code during runtime, etc. When an application is run, it is always JIT-compiled first by 
the CLR, unless it has been compiled in advance or cached. Included in the memory 
management is a garbage collector that frees memory when objects are not needed 
anymore. The versioning mechanism allows for side-by-side-execution of the same 
component but with different versions. For increased security, all IL-code is checked 
by the CLR before it is compiled and run. Already compiled code is cached until the 
program exits. Code that requires the CLR to run is called managed code. To the 
opposite of a VM, applications are not run by the CLR, they are run through it.  

 
.NET components are stored in assemblies. An assembly can be an .exe-file, .dll-

file or perhaps not even saved in a file at all, but residing in memory. Assemblies are 
self describing through their metadata. Various XML files are used in .NET for 
configuring not only components, but also the environment it self, Remoting features 
etc. 

 
In .NET application domains are used, which can be seen as sub-processes, since 

they reside within a process. A process can contain several application domains. 
Communication between two application domains can be achieved through .NET 
Remoting or by use of Webservices. It does not matter if the other application domain 
is located in the same process, in another one, or on another system in a network. The 
way .NET Remoting works is through various sinks and channels. .NET remote 
objects are hosted by their own server application. A remote object’s server is self-
hosted, and requires being manually started. Objects and remote objects in .NET can 
have state. Activation is a method for deciding if an object shall be stateful or stateless. 
The lifetime of such objects are handled by what in .NET is called lifetime 
management. That is provided through a Leasing Distributed Garbage Collector 
(LDGC). Objects having similar execution requirements can in .NET be grouped, 
which is done by using contexts. 
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5 EJB VERSUS .NET 

5.1 Introduction 
The basics of components have been introduced, as well as the EJB technology 

and the .NET technology. Now it is starting to get interesting, because here important 
features of the EJB and .NET technologies are put side by side so that they can be 
compared to each other. The list of features is written with the theory of components 
kept in mind, and with the purpose of this report, which is to look at these technologies 
from a component’s perspective. 

5.2 Comparison of features 
5.2.1 General 

EJB .NET 
    
The EJB technology is a standard. The .NET technology is not a standard. 

Table 5.1. EJB vs .NET - General. 

5.2.2 Components 
EJB .NET 

    
EJB components are developed in java. .NET components can be developed in a multitude 

of programming languages. 
EJB components are server-side. .NET components can be both client-side and 

server-side. 
EJB components are developed with the intention 
that the components will be distributed. 

.NET components are meant to fit anywhere, not 
just in a distributed environment. 

EJB components can come with or without state. .NET components can also be with or without 
state. 

EJB components can be persistent. .NET components are not persistent. 
All EJB components have an XML based 
deployment descriptor, which is a configuration 
file that tells the container how it should treat the 
components. 

.NET has a number of various configuration files, 
based on XML. 

A .jar-file can contain more than one EJB 
component. 

An assembly can contain more than one 
component. 

EJB components can not contain threads. .NET components can contain threads. 
There are three different types of components in 
the EJB technology (Session beans, Entity beans 
and Message-driven beans). 

In .NET there is only one type of assembly. It can 
however be runnable (.exe) or be a library or 
component (.dll). It can reside in memory without 
any files at all. It can be splitt into more than one 
files. 

The data of an Entity Bean can be reached by 
connecting to the database where it is stored. 
Then the data can be edited.  

There is nothing similar in .NET. 

Table 5.2. EJB vs .NET - Components. 
 
 
 
 



  45 

5.2.3 Environment 
EJB .NET 

    
EJB is plattform independent. .NET is not platform independent, but it may be 

so in time. 
EJB components reside in an EJB-container. .NET remote components are self-hosted. 
There are many different vendors of EJB-
containers. That gives the opportunity to choose 
the one that is best fitting the needs. 

There is only one .NET environment, and it is 
provided by Microsoft. There is thus no 
possibility of causing another vendor even if 
wanted to.  

The container handles resources, memory, 
security, instance pooling etc. 

The CLR handles security and memory 
management for a .NET application. 

How an EJB component is deployed depends on 
the container used. It is likely that a tool is 
shipped with the container that can be used for 
handling deployment. 

Deployment in .NET can be as easy as copying a 
component or application and then paste it where 
it is supposed to be located. If a component is to 
be shared by a number of applications, a tool has 
to be used for deploying the component. 

EJB components are living within an EJB 
container. 

.NET is the environment where .NET applications 
are executed. 

EJB components are running within a Java 
Virtual Machine (JVM). 

.NET applications are running through the CLR. 

EJB components are developed in the Java 
programming language. When compiled by the 
developer, byte code is generated, that later on is 
run in the JVM. 

A .NET component can be developed in a 
multitude of programming languages, and when 
compiled, Intermediate Language (IL) code is 
generated. The IL-code is what is run by CLR. 

Some Java virtual machines come with a JIT-
compiler. If such a JVM is used by the container, 
then the EJB components can be JIT-compiled. 

.NET applications and components are JIT-
compiled to native code just before they are run. 

Versioning is not handled automatically in EJB. The CLR in .NET handles versioning. 
If side-by-side-execution can be performed with 
EJB components of different versions depends on 
if the container that is used supports it. 

Side-by-side-execution of different versions of a 
component is supported in .NET. 

The EJB technology integrates well with 
CORBA, thanks to the communication through 
RMI-IIOP. 

.NET applications can use CORBA, but it is not 
as well integrated as in the EJB technology. 

Table 5.3. EJB vs .NET - Environment. 

5.2.4 Remoting 
 

EJB .NET 
    
Communication with an EJB component is 
initialised by the container. 

Communication with a remote object is initialised 
by the self-hosted server that is connected to the 
component. 

To a client, the location of an EJB component 
does not matter. This is called location 
transparency. If a container crash, calls can be 
redirected to another container, all without clients 
noticing that the server went down. 

Location transparency is used in .NET as well, but 
not to the same extent. If the server connected to a 
certain remote component goes down, calls can 
not be redirected without the client knowing it. 

EJB has support for asynchronous messages 
(calls). 

.NET components can make asynchronous calls as 
well. 

Communication is done over the RMI-IIOP 
protocol. This lets a client call an EJB component 
through either Java's RMI protocol, or CORBA’s 

Communication can be performed over any type 
of protocol, although only some are included in 
.NET from the beginning. 
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IIOP protocol. The switch between the protocols 
is done automatically. 
In EJB, there is a remote interface that is used 
when communicating with components, no 
matter where it is located. There is also a local 
interface that can replace the remote interface in 
components that are not to be called remotely. 
Doing that switch increases performance a lot, 
but it has to be done programmatically. Then a 
recompilation is needed. 

.NET Remoting does not have any such thing. 

The support of Web services depends on if the 
container supports it. 

Web services are tightly integrated in .NET. 

Lifetime management is supported in the EJB 
technology. By editing the deployment descriptor 
lifetime settings can be adjusted. The degree of 
support for this feature depends on the container. 

.NET Remoting has a built in lifetime 
management mechanism that helps a server 
deciding when to let go of recourses. 

The communication facilities can not be altered 
much when using EJB. It is possible to choose if 
the communication protocol should be RMI, 
RMI-IIOP or IIOP. 

Most parts of .NET Remoting can be changed, 
and additional elements can be added. 

Table 5.4. EJB vs .NET - Remoting. 

5.3 Summary 
Many similar features are available both in the EJB technology and in .NET. How 

they work may not be quite the same though. For instance, the way stateful 
components work in EJB and in .NET is such a feature. States in an EJB-component 
can be achieved by setting parameters in its source code, and to let the client call the 
remote object in a different way than if a stateless object would be called. That is how 
it is done in a Session Bean. Another way is to use Entity Beans. In .NET it is possible 
to achieve state that is similar to the state that can be provided by a Session Bean, but 
.NET provides one more way, called singleton, which lets an object be shared by all 
clients. 

 
In some cases it can perhaps be unfair to compare certain things. The EJB 

technology requires that EJB components are resided in an EJB container. There are 
many different brands in such containers, so when comparing performance, for 
instance, with in this case .NET Remote components that uses its own self-hosted 
server, the result may vary depending on what container is used. Different vendors of 
EJB containers most likely have different ideas of how things should be done, like 
what algorithms are used for handling instance pooling, or what policies are best 
regarding security or lifetime management. In some cases, a container may not even 
support certain features of the EJB technology. 

 
When looking in the feature list of EJB and .NET, one can see that both the 

technologies have provided ways for configuring components so that the environment 
will know how to treat them. This is good component behaviour, according to what is 
stated about components in general in the second chapter of this paper. 

 
A component that is intended to be reused should have clearly defined interfaces. 

The EJB components have that or at least a very good start anyway. The EJB standard 
defines how the component interface at least must look. It defines certain methods that 
must be included for handling invoking and destroying of the component object, etc. 
Then it is up to the developer to add other methods that can be called from a client. 
Methods added by a developer are part of the components interface, as seen by a 
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client, and should be carefully thought through before added, actually even before 
building the component. A .NET component does not have any predefined methods 
that must be included. They are made available by the CLR and perhaps the .NET 
Remoting facility. Any methods added are optional, and should, as with the EJB 
components be considered carefully since they will constitute the interface to a calling 
client. 

 
When it comes to choosing between the EJB technology and the .NET technology 

it is not easy to just pick one, unless one think it is politics and already have a clear 
idea of which of these must be the better one, based on an opinion about their 
respective company or the companies other products, etc. Both of the technologies 
have, as already mentioned, many features that are similar. Important to keep in mind, 
though, is that EJB is an older technology. It is probably well tested by now, and much 
information can be found about it, and, most important, it is a standard. .NET on the 
other hand integrates well with the Windows operating system, and has advanced 
features, like communicating with .NET Remoting, that are fairly easy to modify to fit 
a specific purpose. 
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6 EXPERIMENT 

6.1 Introduction 
The whole idea with this experiment is to find out how well the EJB and .NET 

technologies actually are working compared to each other when handling distributed 
components. 

 
The test results can be found in the back of this paper. 

6.2 Environment 
All applications are running in a Windows XP environment, where all services that 

are not needed are shut down. So is every other part of the operating system that can 
be shut down or turned of without affecting the test negatively. All software in this 
experiment is using its standard configuration. No tweaking is done to alter 
performance. The test environment consisted of six computers with the same hardware 
configuration. All computers were connected in a closed network environment, which 
means that there was no other communication with the test computers that could 
disturb the experiment. The hardware used in this experiment is listed below in table 
6.1. 

 
Hardware Description 

Computer brand Dell 
Memory (RAM) 128 MB 
Processor Pentium III 664 MHz 
LAN 10 Mbit 

Table 6.1. Hardware environment. 
 
The software used for developing the test applications and for performing the test 

is listed in table 6.2, and then a short explanation of the choices of products will 
follow. 

 
Software Description 

Microsoft Windows XP Professional 
(WinXP) 

Operating system used for the 
experiment. 

Microsoft Visual Studio .NET 
(VS.NET) 

Development environment for .NET 
application. 

.NET Framework v1 Redistributable 
Package (.NET FRP) 

A package that contains everything 
needed for running .NET applications. 

Borland JBuilder v8.1 (JB) Development environment for EJB 
application. 

Borland Enterprise Application 
Server v5.1.1 (BES) 

Application server used for running 
EJB-components. 

OsAgent (OA) A server used for locating EJB-
components in a network. This server is 
included in the BES-installation. 

C# This is the programming language used 
for developing the .NET applications. 

Java v1.2 (Java) This is the programming language used 
for developing EJB-applications. 

Table 6.2. Software environment. 
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Windows XP Professional is used in the experiment because it is Microsoft’s at 
the time of the experiment newest operating system, and it was the best choice 
available at the time being. It had to be Windows, because .NET does currently not run 
under any other operating system, and for the test to be valid both the technologies 
must be running under similar conditions. Hence, the same operating system has to be 
used. 

 
Since it is very common for companies to use tools when developing software, the 

experiment will be more realistic if such a tool is used. Microsoft Visual Studio .NET 
probably is the most sophisticated tool for developing .NET-applications, therefore it 
was the tool of choice. Besides that, the programming language C# and the 
environment .NET has not been around for very long, and since it is Microsoft that has 
developed both .NET and VS.NET, VS.NET was probably the safest product to use. 

 
Instead of installing VS.NET on every computer used in the experiment, .NET 

Framework v1 Redistributable Package was used. It contains everything that is 
needed for .NET applications to be able to execute. 

 
For somewhat the same reasons as for using VS.NET, Borland Jbuilder v8.1 was 

chosen. There are other tools available for developing EJB-applications, but JB has 
without doubt been around a long time, and it should be a safe card to play. Another 
benefit is that is works well with BES. 

 
The application server used in this experiment is the Borland Enterprise 

Application Server v5.1.1. From the beginning, however, an application server from 
Weblogic was tried out. It turned out to be complicated to use, but what was worse, it 
used too much system resources. Therefore it was discarded and BES was picked in its 
place, because of its supposedly ease of use, and because there was a good chance that 
it would integrate well with JB. 

 
To be able to use BES the way intended in this experiment, OsAgent, or a similar 

product, has to be used. OA is the natural choice because it is shipped along with BES. 
OA is a lookup service that is used by a client application to locate resources, and in 
this case EJB-components. 

 
To choose C# as the programming language for .NET applications had not much 

doubt about it, since C# is specifically designed and developed to work with .NET’s 
intermediate language (IL). 

 
For development of EJB components, there was no choice. There is only one 

programming language for developing EJB, and it is Java. The latest version of Java 
that can be used in JB is version 1.2. Therefore Java v1.2 is the programming 
language used for making the EJB-applications. 

6.3 How the experiment was performed 
6.3.1 Technology specifics 

EJB and .NET offers similar functionality but in different ways, and this is 
specifically noticeable when dealing with distributed components, as in this case. 

 
Connections to a remote component are in .NET handled by a software server – 

this server is implemented by the component developer – that is located on the same 
computer as the actual component. The purpose of this server is to receive connections 
from clients, and then connect them to a specific component. On the client side, this 
means that to be able to connect to a component, the IP-address where the server is 
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located and the port that the server is listening to must be specified. Further more, what 
is called a channel must be specified to make the connection work. 

 
Remote connections work quite different in the EJB-technology. First of all, a 

container (application server) is needed to manage the EJB-components, in this case 
BES. It is possible to connect to BES in different ways, but in this case it is done by 
using OA, which as mentioned is a lookup service that runs somewhere in the 
computer network. Its purpose is to locate resources, which in this case are EJB-
components. When making a connection, the client connects to OA – that is done 
transparently – and asks for a resource. The OA finds the resource by looking in a 
register of recourses available, and then return connection information to the client. 
When a BES starts up, it notifies the OA of its resources. The client now transparently 
connects to the application server, which connects the client to the EJB-component. In 
this experiment the OA is running on its own computer in the network. 

 
There is only one way – that is relevant for this experiment – of obtaining stateful 

.NET-components, while there are some different ways when using EJB-components. 
In this case, stateful session beans were used for EJB, since that method is similar to 
client-activated calls that are used in .NET to obtain state. 

6.3.2 Description 
First of all, each experiment was performed three times so any potential lucky or 

strange results could be excluded. 
 
There are two base scenarios of this experiment, where the first is a client 

contacting a server to access a remote object that does not keep state. The second 
scenario is similar, only the remote object is stateful. 

 
When using a stateless remote object, information is sent for every remote method 

call. The information is processed on the server and finally the result is returned to the 
client. For the stateful version of the remote object, information is sent only the first 
time the remote object is called. After that the object remembers the information. 

 
Those particular scenarios are not very interesting to use in an experiment, but 

they may give a good idea of what the experiment is about. The actual experiment is 
built around those base scenarios, but with some additions. First of all, there are more 
remote objects than one. More precisely there are thirty of them. Second of all, there 
are two types of client-connects-to-server scenarios. In one scenario, there are four 
clients connecting to one single server, simultaneously. In the other scenario there is 
one client connecting to four servers. These two scenarios are used with both stateless 
and stateful remote components. That gives the combinations listed in table 6.3. 

 
Number of clients connecting to a 

number of servers 
Component state type 

One-to-many Stateless components 
One-to-many Stateful components 
Many-to-one Stateless components 
Many-to-one Stateful components 

Table 6.3. Test scenarios. 
 
Each of these combinations is performed with both the EJB technology and the 

.NET technology. Fig 6.1 shows the scenario where one client connects to many 
servers and fig 6.2 shows the scenario of many clients connecting to one server. 
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Fig 6.1. One-to-many calls in action. 

 

 
Fig 6.2. Many-to-one calls in action. 

 

6.3.3 The application 
The test applications that were developed for this experiment are distributed. That 

is mainly for two reasons. The first reason is that .NET is in many ways is intended to 
support development of distributed components, and that is even more so a fact for the 
EJB-technology. The second reason is that when splitting up the application and 
distributing it, it becomes easier to measure performance, regarding the handling of 
remote components. 

 
There are two application types having its own type of client and server 

components. One handles stateless components and the other handles stateful 
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components. The applications are quite similar, in how they work and are built, but not 
entirely, as will be seen. 

 
The two client types are specialised on contacting stateless and stateful 

components, respectively. They have to be, because in the case of stateless 
components, information is sent to the remote object for every method call, while it is 
only sent the first time for stateful components. Further more the client has to know if 
it is a stateful component when connecting to it to be able to use the component’s 
statefulness. 

 
For the same reason as having two types of clients, one for statefulness and one for 

statelessness, there are two types of components, stateless ones and stateful ones. If a 
component is going to have state, it affects how the component is programmed, or in 
case of .NET, how the server of remote objects is programmed. 

 
To obtain a component that in the EJB technology can be either stateless or 

stateful, the Session bean is the one used. For the .NET components, server-activation 
and use of the SingleCall method is used to get stateless components and client-
activation for stateful components. 

6.3.4 What the application does 
Now when knowing what the test scenarios look like and how the application is 

built, let us take a look at what the application really does. 
 
First of all, let it be clear that the application of this experiment is not intended to 

be useful in real life. Its only purpose is to make a point of how well the EJB 
technology works compared to the .NET technology, within similar areas. So, 
basically, what the application does is that the client read a bunch of data, which is 
sent to a component, which then process the data and finally returns the result. Now 
when the basics are done with, let us take a look at the details. 

 
The bunch of data that is read by the client is actually just letters. The letters that 

are possible to distinct in this experiment are “A” to “Z” including the Swedish letters 
“Å”, “Ä” and “Ö”. It does not matter if it is capital letters or not, “a” and “A” are both 
treated as the same letter. Any other sign in the text file will be treated as one single 
type of sign. If, for instance, a digit is included in the text file, and perhaps a 
punctuation mark, these are seen as two signs, and can not be separated in the test 
result. The letters in the text file should have some kind of random pattern for best 
effect. In this experiment a snippet from the English version of an old collection of 
stories called “Heimskringla or The Chronicle of the Kings of Norway” by Snorri 
Sturluson (c. 1179 - 1241) was used. 

 
The data that is read by the client is very important for the experiment, because it 

is used not only to put remote components to work, but to control the remote calls. As 
mentioned earlier, there are thirty remote components that are stateless and just as 
many that are stateful. Each of the thirty components represent a single letter in the 
alphabet, except for one component that represents any other sign, like digits and 
punctuation marks etc. The data from the text file tell the client which of these 
components to call. The client traverses the data, letter by letter, and if the letter “A” 
(which to the client is equal to “a”) is the current letter, a call to the remote object 
representing that letter is performed. If the next letter is “s”, a call to the remote object 
that corresponds to that letter is performed, and so on. When there is no more letters, 
the application finishes. This is why the data is of such a grate importance. The result 
depends on the size of the text file, and if there is a random pattern in it. An ordinary 
text from an arbitrary book or a written document can provide such a random pattern. 
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A good thing about using texts is that a specific test case can be redone over and over 
again while still having the same conditions. 

 
In one way or the other a remote component will get the snippet of Heimskringla 

to process. How, is depending on if it is a stateful component or not. When a 
component is called, it will start at the beginning of the text string and remove all of 
the letters until the letter that the particular component represents is the current one. 
After removing that letter as well, the remote component will use a quick sort 
algorithm to sort the remaining text string. The sorted string will however not be used 
for anything, and it is not the one that is returned to the client. The text string that is 
returned to the client is the one where the first letter or letters have been removed. 

 
When using stateless components, the component will always receive a text string 

where the first letter is the one represented by that particular component. However, 
when stateful components are used, the entire text string is saved on the server, one for 
each component. Therefore, when a stateful component is called, it is not always the 
letter it represents that is the first one in the text string. That is why all letters in the 
beginning of the string are removed until the represented letter occurs, and then that 
too is removed. This can be seen as a kind of synchronization between remote objects. 
It is needed, because one remote object does not know how far another object has 
traversed its text string. 

 
As far as the sorting is concerned, it is there to add some sort of workload at the 

server side. Else there would be a call to a remote component that would return the call 
immediately. That would not bee very interesting since it would only generate network 
traffic. 

 
Just before a method call is performed on a remote object, the start time is checked 

by the client. Immediately after receiving the return value, the client will check the 
time again, the stop time. The start and stop times are used to calculate the time from 
that a method call started until it ended, the run time. The run time is specific for the 
letter that triggered the method call. The client keeps statistics over the time for remote 
calls. More precisely, the number of times a certain letter has been called, the total call 
time, the shortest call time, the longest call time and the average time. This 
information is kept for each letter. That means that for the letter “A”, including the 
letter “a”, the number of times the component that represents “A” is stored, along with 
the sum of all run times measured for all calls to that particular component. The 
shortest time for calling the component is saved, as well as the longest. The average 
time is calculated by using the collected data. An example of what the saved result of a 
client can look like is shown in fig 6.3. 

 

 
Fig 6.3. Example of statistics collected and saved by the client. 

 
As soon as a client has the run time for a remote call, the time is added to the 

statistics. Then a new remote call is performed. That keeps on until all letters in the 
text file are processed.  

 
When doing the one-to-many tests, where there is one client connecting to four 

servers, the components were scattered out amongst them. That was not done in a 
random kind of way. Actually, the components locations were based on the probable 
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workload that was likely they could be exposed to. By counting the number of 
occurrences of each letter in the Heimskringla text file, each component’s frequency 
by which it would be called could be calculated. A component will be called as many 
times as its corresponding letter occurs in the text file times the number of clients. A 
component representing a letter that occurs ten times will be called ten times the 
number of clients used that in this case are four. It will therefore be called forty times, 
which is twice as much as for a component that represents another letter that only 
occurs five times. When having the whole list of letters and how many times each 
occurred, the components were divided amongst the servers in such a way that the 
workload on the four servers would be fairly equal. The division of components 
between the four servers are listed in table 6.4. 

 
Server1 Server2 Server3 Server4 

e; 7582; 12,0% a; 5350; 8,5% t; 5132; 8,1% n; 4426; 7,0% 
i; 3747; 5,9% s; 3836; 6,1% o; 4194; 6,6% h; 4239; 6,7% 
d; 3625; 5,7% r; 3364; 5,3% @; 2736; 4,3% l; 2554; 4,0% 
m; 1320; 2,1% f; 1461; 2,3% g; 1546; 2,4% w; 1569; 2,5% 
v; 630; 1,0% p; 800; 1,3% c; 1159; 1,8% u; 1320; 2,1% 
z; 1; 0,0% k; 690; 1,1% y; 782; 1,2% b; 788; 1,2% 
å; 0; 0,0% q; 35; 0,1% x; 62; 0,1% j; 164; 0,3% 
 ä; 0; 0,0% ö; 0; 0,0%  

Table 6.4. Remote components divided amongst servers. After a letter follows number of 
occurrences, and then the percentage of all letters. @ symbolizes none-alphabetic signs. 

6.3.5 Unexpected change of plan 
During the experiment, some technical difficulties occurred, which had to be taken 

care of. The application server, BES, turned out to be quite difficult to configure so 
that it matched the scenario of one client that connects to many servers (one-to-many). 
Since that was a vital part of the experiment a compromise had to be done. The 
experiment was carried out as planed, except for one detail. When doing the one-to-
many scenario, instead of dividing the remote components between the four servers in 
the way just described, all EJB components were deployed at all servers. To the client 
that did not matter, although the behaviour of the BES systems was not quite what was 
intended or expected in the first place, as will be seen in the result. 

6.4 Measurements 
Measured in this experiment was the time taken for a client to process a text file 

(in this case the Heimskringla snippet) by the use of remote components. The client 
result was stored in another text file. Afterwards, the statistics collected by each client 
was used for calculating how many calls per second could be handled with a certain 
test configuration. 

 
The idea of this experiment was either that one client connects to four servers, or 

four clients simultaneously connect to one server. For the experiment to be successful 
when using four clients, they must be started at the same time. To achieve that, an 
application that can connect to all of the clients through the network was developed. 
When a client was contacted, it started to process its text string. That way all clients 
could be started practically at the same time. 

 
The first test result that will be presented in this paper is the total work-time for 

processing a text file. In the cases where only one client is used it is the total time 
recorded by that client that is presented. When more clients are used, presented in the 
test result will be the single longest time recorded by one of the clients. The reason for 
choosing the longest time is that in this particular case, the relevant time is the one 
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measured from starting time until the last client has finished. It is not an option to use 
another client’s work time because when that client had finished, there would still be at 
least one other client still working. Then the time for processing a text file would not 
be the correct one. 

 
The second test result that is presented in the result is how many calls per second 

that was handled. That gives a good view of the performance and may be possible to 
relate to other areas of use. For instance, if the application used here was a web shop, 
the result would show how many calls it could handle each second. To calculate calls 
per second for only one client, the following steps were taken: 

 
1. Take the total call times for each letter and summarise them. Then the total call time 

for the text is retrieved. 
2. Convert the time to seconds. 
3. Divide the number of letters with the total time in seconds. The number of letters is 

equal to the number of remote calls. 
4. Done! 

 
Example - one client: 
1. The total call time = 60000 ms. 
2. Time in seconds = 60 s. 
3. Number of letters = number of remote calls = 600. 

600 calls/60s = 10 calls/s 
4. The result is 10 calls per second. 

 
The process of calculating calls per second when using multiple clients is quite 

similar to just using one, as long as the clients are starting at the same time. Else some 
kind of tool for measuring the number of calls the server receives must be used. In this 
case clients are starting at the same time, and the number of calls per second was 
calculated according to these steps: 

 
1. Take the total call times for each letter and summarise them. Do this for each client. 

Now each clients total call time is retrieved. 
2. Summarise the total call times of each client to get a “super sum”. 
3. Divide the super sum with the number of clients, in this case four. Then the average 

total call time is retrieved. 
4. Convert the time to seconds. 
5. Divide the number of letters with the total time in seconds. The number of letters is 

equal to the number of remote calls. 
6. Done! 

 
Example multiple clients: 
1. Client 1: 61000 ms. 

Client 2: 59000 ms. 
Client 3: 63000 ms. 
Client 4: 57000 ms. 

2. Sum = 240000 ms. 
3. Number of clients = 4. 

240000 ms /4 =60000 ms. 
4. Time in seconds = 60 s. 
5. Number of letters = number of remote calls = 600. 

600 calls/60s = 10 calls/s 
6. The result is 10 calls per second. 
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As just seen, there are two ways of comparison used in this experiment, total work 
time and calls per second. There are of course other ways of measuring performance, 
and to compare the two technologies. However, the two ways just explained are 
chosen because they are easy to reproduce by someone else, they give a clear picture 
of the performance, parallels can easily be drawn to other real-life applications like a 
web shop for instance, and last, the measuring methods are easy to comprehend by 
most people. 

6.5 Expected result 
When it comes to the use of resources, .NET will probably require lesser resources 

and perhaps even work faster than EJB when the server managing the .NET 
components does not have to deal with many components and many connections. 
When the conditions changes, so that there are many components and many 
connections, EJB are likely to work better than .NET, even if it probably will work 
well with few components and connections as well. That seams probable because the 
.NET application is using a very simplistic server (at least when compared to an EJB 
container) that is running on the same computer as the components that it is managing. 
The .NET server is establishing a connection between the client and the component. 
The fact that the server is small and simple makes it easy to believe that it uses few 
resources and handles few connections well while it does not handle many connections 
just as well. EJB components on the other hand must be run by an application server 
(container) to be able to work. An application server is likely to need more resources 
than the tiny .NET server. An application server can however be configured so that it 
works as well as possible under certain circumstances. Further more a full feathered 
application server is more likely to have very sophisticated functionality for handling 
lots of connections and components than what ever similar functionality is included in 
the .NET environment. This is why EJB probably will work well in most situations, 
but the fewer components and connections used the higher is the prise for using it. The 
prise to pay is resources, and even with few components, it will most likely be using 
more resources than the .NET server. 

 
Supposedly, when using stateful remote objects, the time to complete a text file 

should be shorter than if using stateless remote objects, because when performing 
remote calls, not as much data is sent when using stateful components. Therefore the 
network should not be as crowded as when using stateless remote objects and more 
calls would potentially be able to be done. Further more, the remote objects are saved 
on the server, so no new instances would have to be created, which would save time 
and increase performance. 

6.6 Actual result 
The result turned out to be much as expected, but not entirely. The EJB technology 

turned out to be the clear winner when looking at the total work-time and the number 
of calls per second that could be managed. In the test case where many clients 
connected to one server hosting stateless components, the EJB technology could 
handle almost ten times more calls per second! 

 
As mentioned earlier (heading 6.3.5 “Unexpected change…”), a compromise had 

to be done because BES could not be configured to handle the one-to-many scenario. 
Therefore all of the components used in that scenario were placed on all servers. The 
result was not exactly what was expected, but even so, it was an interesting one. The 
BES environment has, as mentioned, built in load balancing. The load balancing 
mechanism decided that one BES server was enough for the task, so only one server 
was used. Even though .NET used all four servers to divide the task, the EJB 
technology had the best test results. In fact, it handled nearly three and a half times 
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more calls per second, and that in a total work-time that was close to 3 times lesser 
than .NET could provide, all while using only one server! 

 
The assumption that more remote calls to stateful components could be handled 

than to stateless was not quite accurate. 
 
In the first run of the one-to-many scenario, EJB actually handled a tiny bit more 

calls per second when stateful objects were used. In the second and third run, though, 
about three more calls per second were handled when using stateless objects. The 
explanation to that is probably the fact that when using state, it is more costly for the 
container to handle instance pooling, which then results in a lack of performance. 

 
.NET on the other hand seemed to handle states just a tiny bit better than it handled 

stateless components, at least during the one-to-many scenario. It may be so because 
there is less happening under the hood, so to speak, and therefore the states are handled 
quicker. That in combination of not sending as much data over the network may have 
caused the effect of better handling of stateful components. 

 
In the many-to-one scenario, in the EJB technology it was a remarkable difference 

between stateful and stateless component handling. Now the cost of using instance 
pooling really showed when states were used. Four clients managed to cause that. 
During the experiment, the BES actually did not manage to keep all four clients 
connected, so it abruptly cut of one of them, and let the others keep on. In other cases, 
all clients were connected the whole time, but one did not get to communicate to all 
remote objects. In fact, only the second run worked entirely. The other two failed. This 
problem can probably be fixed by using a more powerful server-computer than the one 
used in this experiment. Rather than leaving the many-to-one post empty for EJB, the 
result from this one working test is used in all the diagrams shown later, as a reference 
of how it could be. When looking at the other results of EJB versus .NET, even if the 
EJB technology did much worse than the reference value used, it would still be much 
better than .NET. 

 
Not much difference can be found between stateful and stateless component 

handling when looking at the many-to-one scenario when .NET was used. Though it 
was not as efficient as BES, none of the clients were cut of. 

 
Now the test results will follow represented as graphs. Each test was performed 

three times so there are a total of six graphs. Three graphs are presenting the total work 
time in seconds. They are: Fig 6.4, fig 6.6 and fig 6.8. There are also three graphs that 
show how many calls per second were handled: Fig 6.5, fig 6.7 and fig 6.9. These 
graphs are grouped by which test run they represent, first, second or third. When 
looking at the work time graph, keep in mind that a small value is to prefer over a large 
one, since the shorter time taken, the better it is. In the graph showing calls per second 
on the other hand, a large value is good; that is because it would mean that many calls 
can be handled in a certain time frame, which in this case is one second. 
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Fig 6.4. Total work time in seconds for the first run. 
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Fig 6.5. Call per second for the first run. 
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Fig 6.6. Total work time in seconds for the second run. 
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Second run
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Fig 6.7. Call per second for the second run. 
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Fig 6.8. Total work time in seconds for the third run. 
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Fig 6.9. Call per second for the third run. 
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It was not possible to get all of the scenario names to fit into the limited area of the 

diagrams, if wanting the diagrams to fit into the report. Therefore a different naming 
than before is used. The first part of the label hardly need any explanation, EJB and 
.NET are what they are. The rest though may perhaps not be as clear. M1 means many-
to-one, and 1M means one-to-many. The last part of the label is SF and SL. They mean 
Stateful and Stateless respectively. 

6.7 Experiences 
Working with EJB is quite easy when using JBuilder and is familiar with the 

programming language Java. Writing all of the required interfaces by hand would be 
much more difficult, and error prone. It can be quite brushy to go through all that code 
by oneself. Changing a stateless session bean to give it state is very easy. That is done 
simply by changing a setting for the bean in JBuilder. Then JBuilder updates the 
information everywhere. Very nice indeed! The same goes for changing the name of 
the bean classes. That is done by editing a setting, and when saved, all files concerned 
will be updated so that they have a name corresponding to the one stated for the bean. 
This is a very good feature because there can be several interfaces and classes etc that 
is automatically generated by JBuilder and that need to be updated. Using JBuilder for 
enterprise bean development requires a computer with a relatively large amount of 
memory. Running only JBuilder works ok on a computer with 128-256 MB of RAM, 
even if more will make it work better and faster, especially the graphical user 
interface. The same amount of memory will make Borland’s application server BES 
work well. Using both of these applications at the same time though, will not be as 
smooth if not having at least 500 MB of RAM. Add to that other applications used at 
the same time and the fact that it does not hurt if the various tasks that one wants to 
perform are processed fast and efficient. Then the question is if even 500 MB of RAM 
is enough… 

 
Configuring an Application server or EJB container can be quite tricky, since it is 

an advanced piece of software. Although, working with BES was really cool. That is 
an application server with grate potential! Cluster technology is something that is well 
supported in BES. It is relatively easy to cluster Enterprise Java Beans using when 
using it. A thing like load balancing is handled with ease, since it is built in from the 
beginning. This is a grate feature. However, the built in load balancing feature is what 
caused the technical difficulties when doing the one-to-many scenario with EJB. When 
the client tried to access components that only existed on one server, they were not 
found in some cases, and found in others. Seldom, if ever actually, was all components 
found during the same run. The villain of the piece was the automatic load balancing. 
However, if setting up a BES environment with more than one server, and the load 
balancing is a wanted feature, the BES environment is great! When having BES 
installed on many servers, they can all be configured from one single location, through 
a graphical user interface. Everything can be changed from there; all beans and 
libraries can be deployed to one or more BES at the same time. BES is an application 
server, and besides having an EJB container for hosting enterprise beans, it also has an 
integrated web server and database etc. 

 
Working with .NET through Visual Studio was quite a pleasant experience. Also 

working with C# went utterly well. No configuration was needed to make anything 
work, although fine tuning would perhaps make the applications work faster. Some 
rearrangements have been done since earlier versions of Visual Studio. One is for 
instance a tool window for handling various component events. Once found though, 
they are easy to use and understand. The built-in help system is a gold-mine with 
resources just waiting to be extracted. Sometimes it may however be quite hard to find 
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the right information. If one does not know where to begin the search or how to narrow 
it down, it is likely that either nothing is found or that so many matches are found that 
it is hard to find the relevant information. The more one is working with .NET and 
Visual Studio and its help system, the faster needed information will be found. The 
only really bad thing about .NET and Visual Studio .NET is that when versioning goes 
awry, it is no fun. That happened once as described in the following scenario: To be 
able to use an external assembly in an application, it has to be referenced from the 
application’s project that is opened in Visual Studio. Such references are called 
“dependencies”. The assembly is now registered in the project and listed in a specific 
tree-view showing registered dependencies. If one wants to change to another version 
of the assembly, one better be really careful, because when removing the assembly 
from the dependency list, it seams like even if the assembly disappears from the list, it 
is still registered in the project somewhere. When trying to add another version of the 
assembly, it would not be allowed, because Visual Studio said that there already was a 
dependency to such an assembly. Correcting this is not easy, if even possible. Instead 
of trying to solve the problem, it may be quicker to just make a new project, import the 
source files and make new dependencies. 

6.8 Summary 
EJB is superior to .NET when it comes to managing distributed components. BES, 

the EJB container, or the Application server rather, seam to use quite a bit of resources 
compared to the .NET self-hosted servers. That was seen when BES started to cut of 
clients. .NET could not compete with performance, but it always managed to perform 
all tasks thrown at it. 

 
Configuring BES the way wanted in this experiment was harder than expected. In 

fact, it was so hard it could not be done within the given time frame for this master 
thesis. EJB containers and application servers may be more sophisticated than .NET 
when it comes to distribution of components, but they are advanced pieces of software 
that can be difficult to master. .NET may not handle distributed components as well, 
but it is easier to set up. 
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7 CONCLUSION AND SUMMARY 
Components are a phenomenon that is here, probably to stay. Over the years many 

have developed an opinion about them and two of them may not be alike. There is no 
standard of how a component must look or what features must be included; there are 
only recommendations, although technologies like EJB and .NET has included various 
features that are forcing, or maybe helping, a developer to build components that can 
be reused, or distributed etc. 

 
EJB and .NET was up to the test in this master thesis. They were compared first 

theoretically and then practically in an experiment. First some basic component theory 
was presented to provide a foundation to stand on. Then the EJB and .NET technology 
was described respectively to give an idea of what the technologies are, and how they 
do certain things, like remote calls etc. While keeping the components basics and the 
information about EJB and .NET in mind, a theoretical comparison of EJB and .NET 
was performed, seen from a component perspective. The conclusion that can be drawn 
from the theoretical comparison is that each technology has in many aspects its own 
way of doing things, and its own type of implementation for dealing with various 
tasks, like remote calls for instance. Other than that, they have support for many 
similar features. Both can be used to develop components that are distributed, but they 
can also be used locally. That is however more true for .NET components than for EJB 
components, because EJB components are handled by a container, which clients 
connect to remotely, unless the client is another bean or a servlet hosted in the same 
container or application server respectively.  

 
The experiment included in this master thesis, is the last big piece of the 

comparison of EJB and .NET. The purpose of performing the experiment was to see 
which of the technologies was the better regarding handling of remote components. 
That was done by making a client that connects to remote components and measure the 
response times. Then the result was presented in two ways. First the total work-time 
for processing a text was presented, and then the number of calls per second that was 
handled. As it turned out, the EJB technology was the superior of the two technologies. 
.NET is very enjoyable to work with, but it has far to go before it can threat EJB in this 
particular area. 

 
When choosing between technologies the best thing to do is to look for what is 

actually needed. Perhaps platform independence is important as provided by EJB, or 
maybe low-resource-servers are needed that only handle a handful of remote objects as 
with .NET. The EJB technology and the .NET technology both have many similar 
features, which are implemented in different ways. It is not easy to know what is best. 

 
This master thesis actually just scrapes on the surface of the area of components in 

an EJB and .NET environment. There are many ways to extend the idea of this thesis. 
Future work may be to look at Web services since they can be used in both 
technologies. The environment where the experiment was conducted was quite limited. 
An interesting way of extending this master thesis would be to use computers with 
better performance than available in the experiment conducted here. A 100 MBit LAN 
could be used instead of only 10 MBit. In this case, only four clients were used at 
most, but with better computers and a faster LAN, more clients could be used to try 
and simulate a really high usage level of remote components. Other ways to measure 
performance can be used than the ones used here, or other aspects can be measured 
than in the case of this experiment. Is the performance generally better when using 
EJB no mater what container is used? That can be tested by changing between a couple 
of containers developed by different vendors. What happens if .NET is fine-tuned as 
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well as the EJB container? How much better performance can be achieved by doing 
so? Maybe CORBA can be included in a similar experiment. The Entity bean and 
Message-driven bean is not included in this experiment and is a potential extension. 
Perhaps Message-driven beans could be compared to .NET’s remoting technology that 
supports asynchronous messaging? 

 
Those were some areas that have not yet been compared or researched. That is at 

least what it seams like, because except for one report, nothing similar could be found 
when searching for material for this thesis. The report that was found is called 
“Stacking them up: a comparison of virtual machines” [Gough] and displays a 
comparison of the JVM and the CLR. In the study, the author developed a compiler, 
which can produce output code that can be run on either a JVM or through the CLR. 
This report is relatively close to the subject of this master thesis, yet not really very 
similar at all. In this master thesis the main point is components and how they differ or 
resembles to each other in the EJB- and .NET- technologies , while “Stacking them up: 
…” is about the JVM and CLR. 
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APPENDIX A: EXPERIMENT – TEST RESULTS 

EJB 
Stateful – Many-to-one – only run 2 of 3, since 1 and 3 failed 
Client 1 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 11943 10 560 29 
b 64 2315 10 561 36 
c 104 5039 10 781 48 
d 156 6019 10 762 38 
e 452 27459 10 881 60 
f 92 4438 10 901 48 
g 88 3923 10 620 44 
h 252 10205 10 1472 40 
i 232 8910 10 580 38 
j 4 90 10 50 22 
k 40 2655 10 1072 66 
l 160 8801 10 941 55 
m 84 2062 10 320 24 
n 288 12989 10 862 45 
o 264 13588 10 872 51 
p 28 2622 10 1031 93 
q 3 71 10 41 23 
r 256 13023 10 861 50 
s 288 12146 10 951 42 
t 376 14086 10 791 37 
u 76 3034 10 731 39 
v 12 220 10 70 18 
w 56 1923 10 491 34 
x 3 100 10 50 33 
y 52 2244 10 521 43 
z 4 351 10 261 87 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 7916 10 871 47 

 
Client 2 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 19411 10 701 48 
b 64 3382 10 561 52 
c 104 7659 10 782 73 
d 156 8878 10 601 56 
e 452 28983 10 851 64 
f 92 5069 10 541 55 
g 88 5198 10 811 59 
h 252 19896 10 941 78 
i 232 10221 10 801 44 
j 4 631 10 341 157 
k 40 1730 10 480 43 
l 160 13268 10 861 82 
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m 84 3214 10 361 38 
n 288 15524 10 691 53 
o 264 16368 10 681 62 
p 28 2141 10 891 76 
q 3 741 10 721 247 
r 256 16723 10 811 65 
s 288 15596 10 711 54 
t 376 25954 10 841 69 
u 76 6022 10 611 79 
v 12 250 10 70 20 
w 56 3022 10 551 53 
x 3 901 10 711 300 
y 52 2924 10 671 56 
z 4 80 10 40 20 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 9278 10 571 55 

 
Client 3 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 12256 10 541 30 
b 64 3364 10 871 52 
c 104 3023 10 631 29 
d 156 7171 10 821 45 
e 452 22269 10 721 49 
f 92 2663 10 741 28 
g 88 4066 10 771 46 
h 252 12583 10 1472 49 
i 232 7568 10 921 32 
j 4 100 10 60 25 
k 40 1825 10 751 45 
l 160 6946 10 701 43 
m 84 5006 10 961 59 
n 288 11852 10 1072 41 
o 264 15192 10 861 57 
p 28 2554 10 801 91 
q 3 70 10 40 23 
r 256 14362 10 951 56 
s 288 13528 10 831 46 
t 376 16384 10 911 43 
u 76 2995 10 651 39 
v 12 742 10 461 61 
w 56 2475 10 561 44 
x 3 90 10 60 30 
y 52 2552 10 901 49 
z 4 71 10 41 17 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 7052 10 871 41 
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Client 4 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 12364 10 530 30 
b 64 2642 10 901 41 
c 104 3915 10 551 37 
d 156 7548 10 921 48 
e 452 24613 10 962 54 
f 92 4328 10 581 47 
g 88 4337 10 811 49 
h 252 12968 10 1462 51 
i 232 10292 10 1002 44 
j 4 90 10 40 22 
k 40 1072 10 260 26 
l 160 7020 10 861 43 
m 84 3896 10 721 46 
n 288 13884 10 921 48 
o 264 11225 10 771 42 
p 28 572 10 101 20 
q 3 100 10 50 33 
r 256 8788 10 751 34 
s 288 13460 10 781 46 
t 376 15251 10 891 40 
u 76 4967 10 851 65 
v 12 681 10 421 56 
w 56 2895 10 721 51 
x 3 50 10 30 16 
y 52 1500 10 410 28 
z 4 140 20 50 35 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 9532 10 962 56 

Stateful – One-to-many – first run 
Client result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 4991 10 201 12 
b 64 811 10 60 12 
c 104 1315 10 40 12 
d 156 2124 10 70 13 
e 452 6107 10 281 13 
f 92 1172 10 40 12 
g 88 1172 10 41 13 
h 252 4433 10 1162 17 
i 232 3194 10 150 13 
j 4 100 10 70 25 
k 40 550 10 40 13 
l 160 1965 10 80 12 
m 84 1131 10 70 13 
n 288 3933 10 160 13 
o 264 3670 10 311 13 
p 28 391 10 60 13 
q 3 90 10 60 30 
r 256 3522 10 190 13 
s 288 3684 10 200 12 
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t 376 4699 10 60 12 
u 76 981 10 40 12 
v 12 230 10 70 19 
w 56 852 10 50 15 
x 3 50 10 30 16 
y 52 630 10 40 12 
z 4 80 10 40 20 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 2335 10 70 14 

Stateful – One-to-many – second run 
Client result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 4970 10 110 12 
b 64 892 10 60 13 
c 104 1391 10 70 13 
d 156 2053 10 50 13 
e 452 5628 10 60 12 
f 92 1220 10 60 13 
g 88 1423 10 181 16 
h 252 5075 10 1182 20 
i 232 2922 10 50 12 
j 4 90 10 50 22 
k 40 560 10 70 14 
l 160 2144 10 60 13 
m 84 1201 10 100 14 
n 288 3577 10 81 12 
o 264 3672 10 190 13 
p 28 370 10 60 13 
q 3 60 10 40 20 
r 256 3879 10 531 15 
s 288 3695 10 60 12 
t 376 4925 10 60 13 
u 76 1112 10 70 14 
v 12 231 10 81 19 
w 56 892 10 241 15 
x 3 50 10 30 16 
y 52 681 10 40 13 
z 4 71 10 40 17 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 2299 10 60 14 

Stateful – One-to-many – third run 
Client result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 4847 10 71 11 
b 64 850 10 60 13 
c 104 1294 10 50 12 
d 156 2212 10 170 14 
e 452 6002 10 70 13 
f 92 1341 10 80 14 
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g 88 1323 10 60 15 
h 252 4456 10 1232 17 
i 232 3025 10 60 13 
j 4 100 20 40 25 
k 40 540 10 40 13 
l 160 2003 10 40 12 
m 84 1131 10 80 13 
n 288 3725 10 90 12 
o 264 3536 10 131 13 
p 28 491 10 71 17 
q 3 70 10 40 23 
r 256 3266 10 70 12 
s 288 3843 10 80 13 
t 376 4777 10 110 12 
u 76 1473 10 491 19 
v 12 300 10 100 25 
w 56 723 10 40 12 
x 3 50 10 30 16 
y 52 1041 10 310 20 
z 4 110 10 50 27 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 2373 10 70 14 

Stateless – Many-to-one – first run 
Client 1 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 6540 10 80 16 
b 64 1041 10 40 16 
c 104 1771 10 50 17 
d 156 2541 10 70 16 
e 452 7467 10 181 16 
f 92 1606 10 50 17 
g 88 1541 10 50 17 
h 252 5090 10 912 20 
i 232 3662 10 60 15 
j 4 110 10 70 27 
k 40 732 10 50 18 
l 160 2671 10 51 16 
m 84 1392 10 80 16 
n 288 4827 10 60 16 
o 264 4447 10 60 16 
p 28 491 10 80 17 
q 3 80 10 50 26 
r 256 4369 10 80 17 
s 288 4541 10 50 15 
t 376 6302 10 91 16 
u 76 1200 10 40 15 
v 12 250 10 60 20 
w 56 963 10 50 17 
x 3 110 20 70 36 
y 52 971 10 50 18 
z 4 100 10 60 25 
å 0 0 0 0 0 
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ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 2829 10 70 17 

 
Client 2 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 6585 10 71 16 
b 64 1051 10 71 16 
c 104 1761 10 60 16 
d 156 2443 10 70 15 
e 452 7169 10 50 15 
f 92 1552 10 60 16 
g 88 1534 10 70 17 
h 252 5016 10 912 19 
i 232 3936 10 81 16 
j 4 130 10 60 32 
k 40 740 10 50 18 
l 160 2555 10 60 15 
m 84 1478 10 100 17 
n 288 4662 10 60 16 
o 264 4476 10 51 16 
p 28 530 10 70 18 
q 3 60 10 40 20 
r 256 4496 10 80 17 
s 288 4625 10 50 16 
t 376 6124 10 90 16 
u 76 1273 10 60 16 
v 12 231 10 60 19 
w 56 1183 10 181 21 
x 3 110 20 70 36 
y 52 923 10 50 17 
z 4 90 10 50 22 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 2859 10 80 17 

 
Client 3 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 6765 10 81 16 
b 64 962 10 50 15 
c 104 1752 10 50 16 
d 156 2576 10 90 16 
e 452 7677 10 180 16 
f 92 1632 10 40 17 
g 88 1481 10 50 16 
h 252 5047 10 911 20 
i 232 3935 10 100 16 
j 4 100 10 50 25 
k 40 793 10 61 19 
l 160 2713 10 80 16 
m 84 1441 10 60 17 
n 288 4856 10 60 16 
o 264 4297 10 50 16 
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p 28 502 10 70 17 
q 3 70 10 40 23 
r 256 4206 10 70 16 
s 288 4637 10 50 16 
t 376 6063 10 50 16 
u 76 1192 10 30 15 
v 12 260 10 70 21 
w 56 923 10 60 16 
x 3 111 20 71 37 
y 52 1043 10 71 20 
z 4 110 20 50 27 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 2820 10 70 17 

 
Client 4 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 6608 10 81 16 
b 64 1030 10 50 16 
c 104 1764 10 60 16 
d 156 2615 10 70 16 
e 452 7530 10 101 16 
f 92 1432 10 50 15 
g 88 1521 10 40 17 
h 252 5007 10 922 19 
i 232 3855 10 80 16 
j 4 100 10 50 25 
k 40 843 10 50 21 
l 160 2766 10 70 17 
m 84 1440 10 80 17 
n 288 4806 10 70 16 
o 264 4282 10 50 16 
p 28 471 10 50 16 
q 3 110 10 70 36 
r 256 4369 10 90 17 
s 288 4757 10 50 16 
t 376 6302 10 181 16 
u 76 1303 10 31 17 
v 12 210 10 50 17 
w 56 930 10 50 16 
x 3 80 20 40 26 
y 52 1002 10 70 19 
z 4 90 10 40 22 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 2690 10 90 15 

Stateless – Many-to-one – second run 
Client 1 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 6377 10 70 15 
b 64 951 10 30 14 
c 104 1663 10 40 15 
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d 156 2619 10 50 16 
e 452 7350 10 71 16 
f 92 1411 10 30 15 
g 88 1461 10 40 16 
h 252 5267 10 1152 20 
i 232 3855 10 90 16 
j 4 81 10 41 20 
k 40 712 10 50 17 
l 160 2614 10 40 16 
m 84 1492 10 60 17 
n 288 4631 10 40 16 
o 264 4316 10 50 16 
p 28 470 10 60 16 
q 3 60 10 30 20 
r 256 4197 10 90 16 
s 288 4576 10 40 15 
t 376 5937 10 60 15 
u 76 1253 10 40 16 
v 12 220 10 40 18 
w 56 1150 10 180 20 
x 3 90 10 60 30 
y 52 931 10 50 17 
z 4 80 10 40 20 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 2617 10 60 15 

 
Client 2 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 6451 10 60 15 
b 64 1090 10 50 17 
c 104 1801 10 40 17 
d 156 2593 10 50 16 
e 452 7150 10 50 15 
f 92 1433 10 40 15 
g 88 1432 10 40 16 
h 252 5406 10 1151 21 
i 232 3576 10 40 15 
j 4 110 10 60 27 
k 40 690 10 40 17 
l 160 2616 10 40 16 
m 84 1431 10 60 17 
n 288 4616 10 41 16 
o 264 4177 10 50 15 
p 28 572 10 60 20 
q 3 60 10 30 20 
r 256 4205 10 70 16 
s 288 4739 10 180 16 
t 376 6060 10 51 16 
u 76 1222 10 40 16 
v 12 230 10 40 19 
w 56 910 10 30 16 
x 3 100 20 60 33 
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y 52 901 10 40 17 
z 4 60 10 30 15 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 2851 10 70 17 

 
Client 3 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 6219 10 60 15 
b 64 1011 10 60 15 
c 104 1809 10 50 17 
d 156 2443 10 40 15 
e 452 7219 10 50 15 
f 92 1464 10 40 15 
g 88 1441 10 41 16 
h 252 5246 10 1152 20 
i 232 3884 10 50 16 
j 4 90 10 60 22 
k 40 720 10 40 18 
l 160 2455 10 40 15 
m 84 1440 10 70 17 
n 288 4598 10 50 15 
o 264 4338 10 60 16 
p 28 620 10 180 22 
q 3 70 10 40 23 
r 256 4218 10 110 16 
s 288 4566 10 50 15 
t 376 6001 10 61 15 
u 76 1280 10 40 16 
v 12 210 10 40 17 
w 56 960 10 40 17 
x 3 100 20 60 33 
y 52 882 10 41 16 
z 4 100 20 40 25 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 2848 10 60 17 

 
Client 4 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 6613 10 80 16 
b 64 1031 10 60 16 
c 104 1811 10 40 17 
d 156 2523 10 50 16 
e 452 7197 10 40 15 
f 92 1551 10 40 16 
g 88 1533 10 51 17 
h 252 4734 10 631 18 
i 232 3706 10 40 15 
j 4 81 11 30 20 
k 40 721 10 40 18 
l 160 2702 10 50 16 
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m 84 1444 10 60 17 
n 288 4411 10 50 15 
o 264 4337 10 40 16 
p 28 460 10 60 16 
q 3 70 20 30 23 
r 256 4185 10 70 16 
s 288 4655 10 170 16 
t 376 6070 10 61 16 
u 76 1211 10 40 15 
v 12 190 10 40 15 
w 56 1002 10 40 17 
x 3 90 10 60 30 
y 52 882 10 40 16 
z 4 70 10 40 17 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 2780 10 60 16 

Stateless – Many-to-one – third run 
Client 1 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 6179 10 60 15 
b 64 1023 10 40 15 
c 104 1673 10 50 16 
d 156 2553 10 50 16 
e 452 7250 10 50 16 
f 92 1371 10 30 14 
g 88 1513 10 40 17 
h 252 5058 10 1162 20 
i 232 3787 10 50 16 
j 4 100 20 40 25 
k 40 770 10 40 19 
l 160 2434 10 40 15 
m 84 1421 10 70 16 
n 288 4597 10 50 15 
o 264 4299 10 50 16 
p 28 470 10 60 16 
q 3 90 20 40 30 
r 256 4086 10 70 15 
s 288 4866 10 180 16 
t 376 6051 10 50 16 
u 76 1141 10 40 15 
v 12 240 10 40 20 
w 56 931 10 40 16 
x 3 100 10 60 33 
y 52 890 10 40 17 
z 4 100 20 40 25 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 2698 10 70 16 
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Client 2 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 6349 10 50 15 
b 64 1112 10 50 17 
c 104 1692 10 50 16 
d 156 2496 10 50 16 
e 452 7099 10 40 15 
f 92 1453 10 40 15 
g 88 1512 10 40 17 
h 252 5282 10 1152 20 
i 232 3636 10 41 15 
j 4 70 10 40 17 
k 40 702 10 50 17 
l 160 2597 10 41 16 
m 84 1341 10 60 15 
n 288 4415 10 50 15 
o 264 4384 10 41 16 
p 28 641 10 180 22 
q 3 70 20 30 23 
r 256 4004 10 60 15 
s 288 4647 10 50 16 
t 376 6155 10 41 16 
u 76 1201 10 40 15 
v 12 190 10 40 15 
w 56 992 10 40 17 
x 3 90 10 70 30 
y 52 861 10 40 16 
z 4 110 10 60 27 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 169 2734 10 70 16 

 
Client 3 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 6164 10 60 15 
b 64 1015 10 60 15 
c 104 1732 10 40 16 
d 156 2492 10 40 15 
e 452 7240 10 50 16 
f 92 1483 10 50 16 
g 88 1495 10 110 16 
h 252 4698 10 641 18 
i 232 3765 10 50 16 
j 4 100 20 40 25 
k 40 710 10 40 17 
l 160 2564 10 40 16 
m 84 1333 10 60 15 
n 288 4556 10 51 15 
o 264 4227 10 50 16 
p 28 500 10 60 17 
q 3 70 10 40 23 
r 256 4218 10 70 16 
s 288 4718 10 180 16 
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t 376 5878 10 41 15 
u 76 1220 10 40 16 
v 12 220 10 40 18 
w 56 890 10 40 15 
x 3 80 10 60 26 
y 52 914 10 40 17 
z 4 90 10 40 22 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 2747 10 60 16 

 
Client 4 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 6339 10 50 15 
b 64 1020 10 60 15 
c 104 1691 10 40 16 
d 156 2486 10 41 15 
e 452 7312 10 60 16 
f 92 1473 10 50 16 
g 88 1562 10 40 17 
h 252 4593 10 641 18 
i 232 3702 10 50 15 
j 4 110 20 50 27 
k 40 742 10 40 18 
l 160 2546 10 60 15 
m 84 1301 10 60 15 
n 288 4677 10 110 16 
o 264 4329 10 50 16 
p 28 530 10 60 18 
q 3 70 20 30 23 
r 256 4188 10 71 16 
s 288 4389 10 40 15 
t 376 5937 10 61 15 
u 76 1283 10 60 16 
v 12 230 10 40 19 
w 56 1031 10 170 18 
x 3 80 10 60 26 
y 52 870 10 30 16 
z 4 91 10 41 22 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 2687 10 60 16 

Stateless – One-to-many – first run 
Client result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 5196 10 70 12 
b 64 840 10 40 13 
c 104 1411 10 51 13 
d 156 2084 10 50 13 
e 452 6067 10 90 13 
f 92 1201 10 50 13 
g 88 1252 10 40 14 
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h 252 4447 10 1111 17 
i 232 2952 10 80 12 
j 4 70 10 40 17 
k 40 602 10 51 15 
l 160 2132 10 51 13 
m 84 1401 10 170 16 
n 288 3960 10 60 13 
o 264 3441 10 60 13 
p 28 410 10 70 14 
q 3 60 10 40 20 
r 256 3374 10 80 13 
s 288 3745 10 40 13 
t 376 5011 10 50 13 
u 76 983 10 40 12 
v 12 190 10 50 15 
w 56 731 10 50 13 
x 3 90 10 60 30 
y 52 932 10 170 17 
z 4 90 10 50 22 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 2268 10 70 13 

Stateless – One-to-many – second run 
Client result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 5048 10 60 12 
b 64 771 10 41 12 
c 104 1361 10 50 13 
d 156 2024 10 40 12 
e 452 5709 10 50 12 
f 92 1093 10 31 11 
g 88 1182 10 40 13 
h 252 4294 10 1182 17 
i 232 2964 10 60 12 
j 4 90 10 60 22 
k 40 540 10 40 13 
l 160 2184 10 40 13 
m 84 1160 10 70 13 
n 288 3703 10 50 12 
o 264 3364 10 40 12 
p 28 413 10 51 14 
q 3 50 10 30 16 
r 256 3208 10 61 12 
s 288 3606 10 40 12 
t 376 4783 10 70 12 
u 76 962 10 30 12 
v 12 180 10 40 15 
w 56 891 10 171 15 
x 3 81 10 61 27 
y 52 721 10 50 13 
z 4 60 10 30 15 
å 0 0 0 0 0 
ä 0 0 0 0 0 
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ö 0 0 0 0 0 
@ 170 2156 10 60 13 

Stateless – One-to-many – third run 
Client result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 5165 10 60 12 
b 64 751 10 30 11 
c 104 1390 10 40 13 
d 156 2103 10 60 13 
e 452 5852 10 50 12 
f 92 1141 10 40 12 
g 88 1110 10 40 12 
h 252 4560 10 1211 18 
i 232 2874 10 50 12 
j 4 110 10 70 27 
k 40 570 10 30 14 
l 160 2024 10 40 12 
m 84 1131 10 60 13 
n 288 3646 10 41 12 
o 264 3365 10 60 12 
p 28 391 10 50 13 
q 3 50 10 30 16 
r 256 3172 10 70 12 
s 288 3551 10 41 12 
t 376 4802 10 50 12 
u 76 971 10 30 12 
v 12 170 10 30 14 
w 56 902 10 180 16 
x 3 70 10 50 23 
y 52 690 10 50 13 
z 4 60 10 30 15 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 2188 10 70 13 

.NET 
Stateful – Many-to-one – first run 
Client 1 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 65373 10 732 161 
b 64 9842 10 741 153 
c 104 17254 10 641 165 
d 156 23529 10 561 150 
e 452 69352 10 732 153 
f 92 15609 10 631 169 
g 88 15972 10 641 181 
h 252 43908 10 3085 174 
i 232 40556 10 801 174 
j 4 800 20 390 200 
k 40 6990 10 571 174 
l 160 26578 10 711 166 
m 84 13198 10 510 157 
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n 288 42999 10 581 149 
o 264 41227 10 761 156 
p 28 4390 10 561 156 
q 3 561 80 361 187 
r 256 41626 10 761 162 
s 288 46771 10 671 162 
t 376 60902 10 1031 161 
u 76 12520 10 771 164 
v 12 2534 10 651 211 
w 56 8140 10 571 145 
x 3 801 80 541 267 
y 52 9129 10 731 175 
z 5 731 20 431 146 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 39569 80 831 232 

 
Client 2 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 62916 10 641 155 
b 64 10331 10 580 161 
c 104 17229 10 560 165 
d 156 24026 10 691 154 
e 452 70458 10 771 155 
f 92 14903 10 792 161 
g 88 15121 10 721 171 
h 252 44927 10 3225 178 
i 232 38671 10 781 166 
j 4 1042 30 481 260 
k 40 7382 10 611 184 
l 160 26508 10 671 165 
m 84 12828 10 541 152 
n 288 46957 10 781 163 
o 264 42748 10 671 161 
p 28 4434 10 621 158 
q 3 951 70 741 317 
r 256 39877 10 591 155 
s 288 44859 10 681 155 
t 376 61085 10 701 162 
u 76 10948 10 580 144 
v 12 1941 20 621 161 
w 56 9509 10 1061 169 
x 3 762 120 411 254 
y 52 8923 10 481 171 
z 5 1082 30 591 216 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 42265 80 771 248 
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Client 3 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 65175 10 671 161 
b 64 10296 20 711 160 
c 104 18166 10 881 174 
d 156 23103 10 761 148 
e 452 69987 10 911 154 
f 92 15510 10 611 168 
g 88 15332 10 681 174 
h 252 43800 10 2994 173 
i 232 40087 10 901 172 
j 4 922 30 601 230 
k 40 6871 20 631 171 
l 160 26534 10 620 165 
m 84 13236 10 621 157 
n 288 47487 10 742 164 
o 264 41777 10 691 158 
p 28 4664 10 731 166 
q 3 912 160 481 304 
r 256 39690 10 581 155 
s 288 45924 10 691 159 
t 376 61079 10 601 162 
u 76 12141 10 911 159 
v 12 2402 20 711 200 
w 56 7740 10 451 138 
x 3 981 100 661 327 
y 52 8375 10 581 161 
z 5 951 20 591 190 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 39210 80 511 230 

 
Client 4 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 64247 10 791 159 
b 64 10325 10 501 161 
c 104 16610 20 681 159 
d 156 23775 10 681 152 
e 452 71692 10 741 158 
f 92 14250 10 611 154 
g 88 13371 10 541 151 
h 252 46366 10 3245 183 
i 232 38325 10 811 165 
j 4 1231 70 881 307 
k 40 7388 20 541 184 
l 160 27235 10 601 170 
m 84 13034 10 581 155 
n 288 45888 10 671 159 
o 264 41196 10 621 156 
p 28 4758 10 561 169 
q 3 992 130 521 330 
r 256 42276 10 671 165 
s 288 44632 10 731 154 
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t 376 59275 10 771 157 
u 76 13136 10 901 172 
v 12 2292 20 630 191 
w 56 8557 10 451 152 
x 3 1041 101 640 347 
y 52 9301 10 701 178 
z 5 641 10 411 128 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 40910 81 811 240 

Stateful – Many-to-one – second run 
Client 1 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 65611 0 721 162 
b 64 10948 10 862 171 
c 104 17555 10 671 168 
d 156 23606 10 631 151 
e 452 72991 10 781 161 
f 92 14082 10 871 153 
g 88 15202 10 651 172 
h 252 41558 10 1101 164 
i 232 38706 10 571 166 
j 4 1052 20 691 263 
k 40 6891 20 651 172 
l 160 24802 10 610 155 
m 84 14705 10 661 175 
n 288 44321 10 711 153 
o 264 40089 10 721 151 
p 28 5289 10 941 188 
q 3 561 80 300 187 
r 256 39415 10 881 153 
s 288 47252 10 611 164 
t 376 60680 0 771 161 
u 76 11556 10 550 152 
v 12 2192 20 401 182 
w 56 8403 10 490 150 
x 3 591 110 351 197 
y 52 9181 10 571 176 
z 5 551 10 311 110 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 41858 90 1312 246 

 
Client 2 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 63865 10 811 158 
b 64 11061 10 791 172 
c 104 17480 20 1052 168 
d 156 23679 10 701 151 
e 452 70342 10 631 155 
f 92 15770 10 911 171 
g 88 14247 10 611 161 
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h 252 42180 10 782 167 
i 232 37471 10 851 161 
j 4 982 30 742 245 
k 40 6996 20 590 174 
l 160 26740 10 1022 167 
m 84 12755 10 631 151 
n 288 45174 10 601 156 
o 264 42276 10 621 160 
p 28 4315 10 531 154 
q 3 811 140 501 270 
r 256 43054 10 821 168 
s 288 43436 10 591 150 
t 376 62772 10 932 166 
u 76 12104 10 952 159 
v 12 2023 40 541 168 
w 56 8382 10 420 149 
x 3 680 100 420 226 
y 52 8988 10 500 172 
z 5 991 20 461 198 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 39212 100 731 230 

 
Client 3 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 61415 10 751 152 
b 64 10758 20 641 168 
c 104 17610 10 671 169 
d 156 23318 10 741 149 
e 452 70017 10 711 154 
f 92 15936 10 751 173 
g 88 14432 10 861 164 
h 252 39826 10 982 158 
i 232 39984 10 731 172 
j 4 1271 30 771 317 
k 40 6517 10 651 162 
l 160 25538 10 641 159 
m 84 14541 20 801 173 
n 288 44795 10 861 155 
o 264 43563 10 691 165 
p 28 4675 10 571 166 
q 3 1041 90 811 347 
r 256 41183 10 661 160 
s 288 48449 10 791 168 
t 376 60448 10 630 160 
u 76 11951 10 741 157 
v 12 2183 20 561 181 
w 56 9026 10 600 161 
x 3 1322 90 961 440 
y 52 9254 10 801 177 
z 5 752 20 461 150 
å 0 0 0 0 0 
ä 0 0 0 0 0 
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ö 0 0 0 0 0 
@ 170 38592 90 580 227 

 
Client 4 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 65339 10 762 161 
b 64 10793 10 621 168 
c 104 17947 10 761 172 
d 156 23521 10 741 150 
e 452 70304 10 791 155 
f 92 13614 10 611 147 
g 88 14357 10 691 163 
h 252 39475 10 881 156 
i 232 37040 10 601 159 
j 4 741 20 521 185 
k 40 7326 10 661 183 
l 160 27010 10 581 168 
m 84 14236 10 661 169 
n 288 47641 10 802 165 
o 264 44164 10 831 167 
p 28 3915 20 460 139 
q 3 1011 90 481 337 
r 256 41892 10 1051 163 
s 288 45490 10 901 157 
t 376 59473 10 891 158 
u 76 12459 10 661 163 
v 12 2032 20 891 169 
w 56 9466 20 982 169 
x 3 721 130 330 240 
y 52 9537 10 691 183 
z 5 662 10 331 132 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 38892 80 721 228 

Stateful – Many-to-one – third run 
Client 1 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 62552 10 661 154 
b 64 9981 10 801 155 
c 104 17315 20 590 166 
d 156 24231 10 570 155 
e 452 68676 10 631 151 
f 92 15741 10 601 171 
g 88 15253 10 581 173 
h 252 40537 10 881 160 
i 232 39253 10 651 169 
j 4 921 40 441 230 
k 40 6912 10 741 172 
l 160 28168 10 721 176 
m 84 14469 10 761 172 
n 288 47834 10 811 166 
o 264 43464 10 761 164 
p 28 4536 20 621 162 
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q 3 1032 100 641 344 
r 256 39969 10 821 156 
s 288 44749 10 701 155 
t 376 61545 10 751 163 
u 76 11867 10 530 156 
v 12 1894 20 671 157 
w 56 8053 10 491 143 
x 3 711 60 471 237 
y 52 8916 10 751 171 
z 5 711 10 451 142 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 39117 80 671 230 

 
Client 2 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 65566 10 681 162 
b 64 11363 10 711 177 
c 104 17200 20 540 165 
d 156 23547 10 621 150 
e 452 67082 10 751 148 
f 92 15498 10 691 168 
g 88 15594 10 721 177 
h 252 41645 10 681 165 
i 232 39199 10 881 168 
j 4 831 30 521 207 
k 40 6592 10 481 164 
l 160 24279 10 541 151 
m 84 12498 10 590 148 
n 288 45996 10 671 159 
o 264 42550 10 561 161 
p 28 4438 20 491 158 
q 3 912 120 481 304 
r 256 40206 10 711 157 
s 288 46713 10 831 162 
t 376 62661 10 681 166 
u 76 12458 20 681 163 
v 12 2113 20 451 176 
w 56 7379 10 591 131 
x 3 862 101 491 287 
y 52 8109 20 461 155 
z 5 842 10 541 168 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 41602 90 791 244 

 
Client 3 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 64737 10 731 160 
b 64 9452 10 591 147 
c 104 18507 10 681 177 
d 156 23356 10 701 149 
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e 452 69018 0 620 152 
f 92 17310 10 691 188 
g 88 17007 10 1212 193 
h 252 42221 10 1022 167 
i 232 39335 10 691 169 
j 4 670 30 400 167 
k 40 6919 20 621 172 
l 160 26153 10 671 163 
m 84 13437 10 541 159 
n 288 45663 10 761 158 
o 264 43335 10 681 164 
p 28 4219 10 561 150 
q 3 801 80 551 267 
r 256 39474 10 570 154 
s 288 45262 10 721 157 
t 376 59163 10 861 157 
u 76 11986 10 600 157 
v 12 2063 20 731 171 
w 56 9092 10 852 162 
x 3 681 80 431 227 
y 52 9267 10 731 178 
z 5 580 10 310 116 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 39450 80 621 232 

 
Client 4 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 64647 10 731 160 
b 64 10220 10 550 159 
c 104 16894 10 591 162 
d 156 23238 10 771 148 
e 452 70753 10 621 156 
f 92 14482 10 531 157 
g 88 14545 10 711 165 
h 252 42452 10 911 168 
i 232 37559 10 861 161 
j 4 1002 20 651 250 
k 40 7143 10 641 178 
l 160 25198 10 641 157 
m 84 13643 10 751 162 
n 288 44712 10 711 155 
o 264 45447 10 952 172 
p 28 4387 20 731 156 
q 3 1191 140 851 397 
r 256 41152 10 611 160 
s 288 46376 10 641 161 
t 376 61086 10 811 162 
u 76 11660 10 862 153 
v 12 2793 41 651 232 
w 56 8522 10 440 152 
x 3 780 110 400 260 
y 52 8779 10 571 168 
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z 5 722 10 391 144 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 38703 90 721 227 

Stateful – One-to-many – first run 
Client result 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 15786 10 140 39 
b 64 2503 10 140 39 
c 104 4438 10 150 42 
d 156 6019 10 140 38 
e 452 17882 10 741 39 
f 92 3853 10 130 41 
g 88 3656 10 140 41 
h 252 11514 10 1502 45 
i 232 10111 10 731 43 
j 4 281 20 131 70 
k 40 2364 10 791 59 
l 160 6519 10 130 40 
m 84 3364 10 130 40 
n 288 11306 10 140 39 
o 264 10600 10 131 40 
p 28 1204 10 130 43 
q 3 240 40 140 80 
r 256 9845 10 141 38 
s 288 11479 10 140 39 
t 376 14958 10 130 39 
u 76 2942 10 130 38 
v 12 652 20 140 54 
w 56 2216 10 130 39 
x 3 231 40 130 77 
y 52 2281 10 130 43 
z 5 240 10 130 48 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 14952 80 140 87 

Stateful – One-to-many – second run 
Client result 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 15917 10 150 39 
b 64 2600 10 120 40 
c 104 4377 10 160 42 
d 156 6251 10 160 40 
e 452 17262 10 151 38 
f 92 3698 10 130 40 
g 88 3695 10 130 41 
h 252 10539 10 731 41 
i 232 10534 10 170 45 
j 4 281 30 120 70 
k 40 1734 10 131 43 
l 160 6602 10 151 41 



  88 

m 84 3346 10 130 39 
n 288 12353 10 150 42 
o 264 11590 10 150 43 
p 28 1163 10 171 41 
q 3 250 40 140 83 
r 256 9877 10 130 38 
s 288 11367 10 160 39 
t 376 15113 10 120 40 
u 76 3012 10 130 39 
v 12 633 10 131 52 
w 56 2214 10 131 39 
x 3 221 30 131 73 
y 52 2473 10 160 47 
z 5 231 10 121 46 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 14685 70 130 86 

Stateful – One-to-many – third run 
Client result 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 16265 10 160 40 
b 64 2574 10 120 40 
c 104 4303 10 130 41 
d 156 7855 10 171 50 
e 452 17685 10 180 39 
f 92 4997 10 170 54 
g 88 3715 10 150 42 
h 252 14002 10 711 55 
i 232 12820 10 160 55 
j 4 340 30 150 85 
k 40 1732 10 150 43 
l 160 8700 10 160 54 
m 84 3447 10 160 41 
n 288 14932 10 161 51 
o 264 13806 10 170 52 
p 28 1552 10 170 55 
q 3 320 50 180 106 
r 256 10232 10 170 39 
s 288 14842 10 161 51 
t 376 15009 10 130 39 
u 76 3916 10 170 51 
v 12 651 10 161 54 
w 56 2215 10 151 39 
x 3 240 40 130 80 
y 52 2992 10 160 57 
z 5 310 10 170 62 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 14657 80 161 86 
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Stateless – Many-to-one – first run 
Client 1 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 60346 10 661 149 
b 64 9268 10 501 144 
c 104 16165 10 590 155 
d 156 22914 0 631 146 
e 452 64821 10 630 143 
f 92 14646 10 501 159 
g 88 13709 10 501 155 
h 252 40682 10 1052 161 
i 232 37002 10 661 159 
j 4 710 20 280 177 
k 40 6630 10 541 165 
l 160 23988 10 670 149 
m 84 13250 20 621 157 
n 288 42500 10 601 147 
o 264 39666 10 661 150 
p 28 3594 10 370 128 
q 3 590 90 370 196 
r 256 39644 10 911 154 
s 288 42697 10 551 148 
t 376 60109 10 751 159 
u 76 10927 10 611 143 
v 12 1861 20 610 155 
w 56 7441 10 471 132 
x 3 471 50 281 157 
y 52 9099 10 681 174 
z 5 690 10 400 138 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 23622 10 591 138 

 
Client 2 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 62667 10 941 155 
b 64 9105 10 501 142 
c 104 17459 10 741 167 
d 156 21295 10 691 136 
e 452 67390 10 841 149 
f 92 14065 10 580 152 
g 88 13589 10 540 154 
h 252 39438 10 741 156 
i 232 36729 10 641 158 
j 4 701 30 431 175 
k 40 6297 10 972 157 
l 160 24496 10 551 153 
m 84 12118 10 480 144 
n 288 40725 10 591 141 
o 264 41241 10 591 156 
p 28 3690 10 450 131 
q 3 310 90 120 103 
r 256 35524 10 551 138 
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s 288 45161 10 681 156 
t 376 56203 0 621 149 
u 76 12431 10 551 163 
v 12 1863 30 461 155 
w 56 8928 10 691 159 
x 3 351 50 171 117 
y 52 7827 10 600 150 
z 5 540 10 300 108 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 26470 10 741 155 

 
Client 3 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 61389 10 701 151 
b 64 9161 10 541 143 
c 104 15624 10 741 150 
d 156 20061 10 451 128 
e 452 68378 10 782 151 
f 92 13406 10 530 145 
g 88 14729 10 951 167 
h 252 39034 10 651 154 
i 232 38411 10 1021 165 
j 4 751 30 310 187 
k 40 6312 10 561 157 
l 160 25113 10 531 156 
m 84 13238 10 751 157 
n 288 43818 10 811 152 
o 264 39706 10 721 150 
p 28 3555 10 430 126 
q 3 451 61 250 150 
r 256 39416 10 822 153 
s 288 43496 10 661 151 
t 376 56904 10 731 151 
u 76 10939 10 721 143 
v 12 2184 30 621 182 
w 56 7811 10 440 139 
x 3 431 80 181 143 
y 52 8312 10 531 159 
z 5 351 10 181 70 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 24039 10 590 141 

 
Client 4 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 61760 10 661 152 
b 64 9809 10 671 153 
c 104 16641 10 751 160 
d 156 21873 10 571 140 
e 452 64043 10 571 141 
f 92 13683 10 620 148 
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g 88 14442 10 671 164 
h 252 37279 10 1002 147 
i 232 35317 10 611 152 
j 4 721 30 420 180 
k 40 5561 10 521 139 
l 160 24985 10 611 156 
m 84 12407 10 621 147 
n 288 42988 10 731 149 
o 264 41871 10 711 158 
p 28 4188 20 461 149 
q 3 332 50 181 110 
r 256 39603 10 621 154 
s 288 44375 10 681 154 
t 376 56394 10 721 149 
u 76 11492 10 541 151 
v 12 1984 20 321 165 
w 56 8021 10 461 143 
x 3 660 100 450 220 
y 52 8690 10 771 167 
z 5 491 10 301 98 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 25561 10 581 150 

Stateless – Many-to-one – second run 
Client 1 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 59584 10 661 147 
b 64 8630 10 390 134 
c 104 17208 10 571 165 
d 156 21748 10 701 139 
e 452 67838 10 742 150 
f 92 13983 10 671 151 
g 88 12555 10 560 142 
h 252 39989 10 1352 158 
i 232 37283 10 631 160 
j 4 440 30 190 110 
k 40 6327 10 460 158 
l 160 25175 10 601 157 
m 84 11687 10 721 139 
n 288 42853 10 871 148 
o 264 39655 10 671 150 
p 28 3605 10 381 128 
q 3 461 60 291 153 
r 256 37528 10 671 146 
s 288 43918 10 591 152 
t 376 60112 10 671 159 
u 76 11603 10 620 152 
v 12 2070 20 570 172 
w 56 7330 10 551 130 
x 3 460 80 280 153 
y 52 8888 20 591 170 
z 5 510 10 330 102 
å 0 0 0 0 0 
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ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 24929 10 591 146 
 
Client 2 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 61075 10 640 151 
b 64 9799 10 551 153 
c 104 16115 10 751 154 
d 156 21800 10 531 139 
e 452 66639 10 781 147 
f 92 15029 10 651 163 
g 88 13674 10 581 155 
h 252 40015 10 1082 158 
i 232 37519 10 641 161 
j 4 712 20 411 178 
k 40 6346 10 661 158 
l 160 25804 10 681 161 
m 84 13462 10 621 160 
n 288 42772 10 681 148 
o 264 40159 10 591 152 
p 28 3594 10 461 128 
q 3 461 70 210 153 
r 256 38117 0 651 148 
s 288 42461 10 671 147 
t 376 57827 10 681 153 
u 76 9878 10 501 129 
v 12 1894 20 441 157 
w 56 8051 10 460 143 
x 3 340 50 170 113 
y 52 8246 10 721 158 
z 5 520 10 350 104 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 25746 10 581 151 
 
Client 3 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 57392 10 691 142 
b 64 8633 10 451 134 
c 104 17909 10 671 172 
d 156 20888 10 701 133 
e 452 65455 10 581 144 
f 92 14788 10 621 160 
g 88 13557 10 561 154 
h 252 39324 10 1261 156 
i 232 37589 10 681 162 
j 4 773 20 301 193 
k 40 5780 20 391 144 
l 160 26707 10 782 166 
m 84 11679 10 531 139 
n 288 41476 10 601 144 



  93 

o 264 40902 10 761 154 
p 28 3946 10 421 140 
q 3 501 71 220 167 
r 256 39636 10 621 154 
s 288 44608 10 911 154 
t 376 57921 10 721 154 
u 76 11282 10 681 148 
v 12 2192 40 490 182 
w 56 8040 20 520 143 
x 3 440 50 260 146 
y 52 7734 10 401 148 
z 5 500 10 310 100 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 25798 10 530 151 
 
Client 4 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 60829 10 721 150 
b 64 9341 0 480 145 
c 104 17519 10 791 168 
d 156 21727 10 671 139 
e 452 67055 10 660 148 
f 92 12390 10 501 134 
g 88 14725 10 521 167 
h 252 38677 10 1152 153 
i 232 36044 10 741 155 
j 4 601 30 340 150 
k 40 6474 10 561 161 
l 160 25121 10 571 157 
m 84 12950 10 551 154 
n 288 42847 10 591 148 
o 264 40465 10 560 153 
p 28 4083 10 421 145 
q 3 480 60 230 160 
r 256 37406 10 671 146 
s 288 44315 10 681 153 
t 376 59673 10 691 158 
u 76 11162 0 510 146 
v 12 2051 20 571 170 
w 56 7483 10 390 133 
x 3 431 60 261 143 
y 52 7983 10 561 153 
z 5 390 10 250 78 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 25692 0 641 151 

Stateless – Many-to-one – third run 
Client 1 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 60973 10 771 150 
b 64 9214 10 581 143 
c 104 17033 10 601 163 
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d 156 22327 0 591 143 
e 452 64165 10 651 141 
f 92 13358 10 681 145 
g 88 13604 10 580 154 
h 252 40575 10 831 161 
i 232 37083 10 671 159 
j 4 503 41 211 125 
k 40 6542 10 571 163 
l 160 23659 10 581 147 
m 84 12449 0 601 148 
n 288 43766 10 751 151 
o 264 41086 0 831 155 
p 28 3346 10 311 119 
q 3 551 60 381 183 
r 256 39514 10 681 154 
s 288 43766 10 731 151 
t 376 56791 10 631 151 
u 76 11512 10 600 151 
v 12 2214 10 481 184 
w 56 7902 10 481 141 
x 3 570 60 370 190 
y 52 8270 10 531 159 
z 5 351 10 201 70 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 24867 10 581 146 

 
Client 2 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 59681 10 581 147 
b 64 9923 10 681 155 
c 104 16014 10 521 153 
d 156 22027 10 561 141 
e 452 67626 10 752 149 
f 92 13729 10 631 149 
g 88 14414 10 731 163 
h 252 37830 10 781 150 
i 232 37848 10 641 163 
j 4 620 40 350 155 
k 40 6250 10 541 156 
l 160 25295 10 581 158 
m 84 12679 10 551 150 
n 288 41240 10 641 143 
o 264 39704 10 641 150 
p 28 3836 20 401 137 
q 3 420 40 260 140 
r 256 36499 10 461 142 
s 288 44141 10 811 153 
t 376 57713 10 611 153 
u 76 11324 10 530 149 
v 12 1873 40 410 156 
w 56 8090 10 501 144 
x 3 461 40 260 153 
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y 52 8346 10 421 160 
z 5 340 20 130 68 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 25105 10 551 147 

 
Client 3 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 60884 10 721 150 
b 64 10039 10 561 156 
c 104 17128 10 591 164 
d 156 21718 10 661 139 
e 452 67236 10 711 148 
f 92 13779 10 561 149 
g 88 13972 10 651 158 
h 252 39957 10 1102 158 
i 232 35591 10 621 153 
j 4 501 20 220 125 
k 40 7268 10 631 181 
l 160 25178 10 631 157 
m 84 11680 0 411 139 
n 288 41295 10 631 143 
o 264 41355 10 821 156 
p 28 4028 10 681 143 
q 3 590 80 430 196 
r 256 38749 10 561 151 
s 288 43300 10 791 150 
t 376 57174 10 791 152 
u 76 10295 10 511 135 
v 12 2432 10 620 202 
w 56 7899 10 561 141 
x 3 692 120 381 230 
y 52 7642 10 591 146 
z 5 501 10 241 100 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 24598 10 511 144 

 
Client 4 result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 60328 10 591 149 
b 64 9225 10 591 144 
c 104 17466 10 811 167 
d 156 22395 10 681 143 
e 452 66811 10 751 147 
f 92 14211 10 641 154 
g 88 12879 10 631 146 
h 252 39797 10 1112 157 
i 232 38388 10 801 165 
j 4 601 10 341 150 
k 40 6420 10 531 160 
l 160 25693 10 611 160 
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m 84 14131 10 640 168 
n 288 42568 10 621 147 
o 264 41396 10 721 156 
p 28 3562 20 370 127 
q 3 281 40 201 93 
r 256 37181 10 621 145 
s 288 43259 10 631 150 
t 376 55112 10 671 146 
u 76 10253 10 581 134 
v 12 2243 20 501 186 
w 56 7209 10 491 128 
x 3 460 70 260 153 
y 52 7800 10 531 150 
z 5 601 10 421 120 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 24971 10 671 146 

Stateless – One-to-many– first run 
Client result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 16402 0 110 40 
b 64 2543 10 100 39 
c 104 4615 10 210 44 
d 156 5953 10 100 38 
e 452 19863 10 2273 43 
f 92 3774 10 111 41 
g 88 3877 10 211 44 
h 252 15339 10 5067 60 
i 232 11247 10 1492 48 
j 4 180 10 90 45 
k 40 3965 10 2433 99 
l 160 6693 0 100 41 
m 84 3396 10 111 40 
n 288 11577 10 110 40 
o 264 10785 10 110 40 
p 28 1162 10 111 41 
q 3 160 20 80 53 
r 256 10519 10 131 41 
s 288 11568 10 130 40 
t 376 15524 10 130 41 
u 76 3066 10 120 40 
v 12 573 10 110 47 
w 56 2215 10 110 39 
x 3 131 20 71 43 
y 52 2296 10 110 44 
z 5 150 20 70 30 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 6728 10 101 40 
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Stateless – One-to-many– second run 
Client result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 20494 10 131 50 
b 64 2555 10 91 39 
c 104 4296 10 120 41 
d 156 6049 10 100 38 
e 452 23038 10 170 50 
f 92 3769 10 100 40 
g 88 3727 11 121 42 
h 252 10744 10 651 42 
i 232 9753 10 120 42 
j 4 200 20 110 50 
k 40 1823 10 140 45 
l 160 6740 10 110 42 
m 84 4268 0 131 50 
n 288 11499 10 100 39 
o 264 10759 0 100 40 
p 28 1070 10 80 38 
q 3 130 20 70 43 
r 256 13392 10 300 52 
s 288 11572 10 100 40 
t 376 15426 0 130 41 
u 76 2976 10 101 39 
v 12 701 10 130 58 
w 56 2803 10 140 50 
x 3 170 30 100 56 
y 52 2556 0 270 49 
z 5 150 10 70 30 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 8607 10 130 51 

Stateless – One-to-many– third run 
Client result: 
Sign TimesUsed WorkTime LowestTime HighestTime AverageTimePerSign 
a 404 20717 10 160 51 
b 64 3283 10 130 51 
c 104 5610 10 121 53 
d 156 7517 10 120 48 
e 452 22967 10 151 50 
f 92 4097 10 131 44 
g 88 4726 10 130 53 
h 252 11420 10 681 45 
i 232 12452 10 140 53 
j 4 201 10 111 50 
k 40 2143 10 140 53 
l 160 7122 10 131 44 
m 84 4408 10 130 52 
n 288 14697 10 131 51 
o 264 13805 0 140 52 
p 28 1383 10 111 49 
q 3 170 30 90 56 
r 256 13069 10 150 51 
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s 288 12497 10 130 43 
t 376 19582 0 141 52 
u 76 3364 10 140 44 
v 12 712 10 131 59 
w 56 2835 10 130 50 
x 3 180 30 100 60 
y 52 2822 0 150 54 
z 5 190 10 100 38 
å 0 0 0 0 0 
ä 0 0 0 0 0 
ö 0 0 0 0 0 
@ 170 8780 0 131 52 
 

 


