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Abstract

The classification of protein sequences is a subfield in the area of Bioinformatics
that attracts a substantial interest today. Machine Learning algorithms are here
believed to be able to improve the performance of the classification phase.

This thesis considers the application of different Machine Learning algorithms to
the classification problem of a data set of short-chain dehydrogenases/reductases
(SDR) proteins. The classification concerns both the division of the proteins
into the two main families, Classic and Extended, and into their different sub-
families. The results of the different algorithms are compared to select the most
appropriate algorithm for this particular classification problem.

Keywords: Machine Learning algorithms, Bioinformatics, Sequence analysis,
SDR proteins.
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Chapter 1

Introduction

This chapter contains the background for this thesis, the problem area, and
research methods.

1.1 Background

Machine Learning techniques today constitute a very important tool in the
area of Bioinformatics. Bioinformatics is a new, growing area of science that
has evolved from the application of information technology, mathematics, and
statistics, to the analysis of large biological data sets. [BO01] This field of
science uses computer algorithms for classifying different types of sequences,
separating protein coding regions from non-coding regions in DNA sequences,
and recreating the evolutionary history of for example a human protein to see
if it has the same origin as a protein from a mouse. The algorithms have thus
become a central piece of the research process. The reason for this is that there
has been intensification in attempts to sequence entire genomes, one example of
this is the Human Genome Project. This project is a large, federally founded
collaborative project supposed to complete the sequencing of the whole human
genome by 2003. The first draft was however finished already in 2000. The
sequencing was then simultaneously completed by the federally funded project
and a commercial venture under the leadership of Craig Venter. [Mou01] Full-
genome sequencing projects like this has caused an increase in the number of
protein sequences by a factor of two each year. As a result the number of se-
quences stored in public databases is growing quickly. [HT00]

Conventional computer science algorithms have proven to be helpful for Data
Mining purposes on these databases. These algorithms will however not suffice
for solving all problems concerning the sequence analysis, because of the com-
plexity of biological systems. [BB01] This complexity has arisen when the amino
acids, that the sequences consist of, have changed during evolution of the genes
for the proteins. [Mou01] Since the traditional algorithms will not be enough
the development of more useful methods for predicting protein structure from
sequence is of significant importance. [HT00]

Machine Learning approaches, such as Hidden Markov Models and Neural Net-

4



CHAPTER 1. INTRODUCTION 5

works, might here provide an alternative to the conventional computer science
algorithms. Machine Learning algorithms are well suited for domains that con-
tain large amounts of data, that have ”noisy” patterns, and that lack general
theories, because they are built to learn the theory automatically from the data.
They do so through a process of inference, model fitting, or learning from ex-
amples. Machine Learning methods might thus be superior to conventional
methods when it comes to sequence analysis. [BB01]

1.2 Purpose of Thesis

The purpose of this thesis is to investigate different Machine Learning algo-
rithms, to try to find out which of the chosen algorithms is the better for
classifying a given dataset of proteins. The algorithm, found to be the most
appropriate, could later be used when a new protein sequence is to be classified.

The proposal of subject for the thesis was, via my supervisor Paul Davidsson,
provided by Bengt Persson at Karolinska Institute. The data set of proteins,
also provided by Bengt Persson, consists of proteins belonging to the short-chain
dehydrogenases/reductases (SDR) enzyme family. This family is very divergent,
it has a residue identity in pairwise comparisons as low as 15-30 percent, and a
substrate spectrum ranging from alcohols, sugars, steroids and aromatic com-
pounds to xenobiotics. [KP02b] This makes it an interesting candidate problem
for machine learning algorithms, which are especially valuable in vague problems
like this. [MK98]

1.3 Research Questions

The following questions will be focused upon:

• What are the properties of the selected algorithms in the given domain
with respect to:

– classification accuracy,

– learning speed, and

– classification speed?

• Which algorithm is most successful at balancing the trade-off between
these aspects?

1.4 Research Methods

Two research methods are used to accomplish this thesis, namely a literature
survey and experiments.

1.4.1 Literature Survey

Through literature studies a set of existing algorithms that appeared appropriate
for the problem at hand were chosen. The literature studied mostly involved
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books concerning Bioinformatics, Machine Learning and Data Mining, but also
papers concerning research conducted in this area and different Web sites that
turned out to hold much valuable information.

1.4.2 Experiment

Because the time available for this study was limited, already existing imple-
mentations of the chosen algorithms were used. The World Wide Web provided
a helpful source for finding such implementations. These algorithms were then
evaluated through experiments, and the algorithm, or algorithms, which proved
to fulfil the requirements according to the research questions was chosen.

1.5 Intended Audience

The main target audience for this thesis is both bioinformaticans who are in-
terested in algorithms for classification of proteins, and computer scientists who
have an interest in Machine Learning and Data Mining.



Chapter 2

Bioinformatics

As previously stated this thesis concerns the classification of proteins, which
is a subfield in the area of bioinformatics. What is then Bioinformatics? It
is a relatively young field that as recently as in the beginning of the 1980s
was carried out only inside the organisations’ or companies’ laboratories. It
was something that was performed because of necessity. Groups of researchers
that normally worked with protein structures or molecular evolution or that
were concerned with DNA sequencing had to spend time working with comput-
ers, for example due to that a large amount of sequences was supposed to be
aligned. Here it could be useful to construct an algorithm that could perform
the alignment much faster than would be possible when performing the align-
ment manually. The researches then realised the enormous potential of using
computers to model and analyse their data. These biologists so came to form
the bioinformatics community together with a few computer scientists, math-
ematicians, crystallographers, and physical scientists. And thus a new science
that deals with storing, organising and analysing DNA and protein sequences
gathered in databases was born. [HT00]

During the 1990s, the bioinformatics field has developed enormously. One rea-
son for this development is the Internet. It provides an easier way for researchers
across the world to communicate new analyses, test results and other findings
to each other. The Internet also grants access to several large databases as for
example SwissProt, a highly annotated database containing protein sequences
belonging to different families, and the European Molecular Biology Laboratory
(EMBL), that maintains DNA and protein sequences. These databases also in-
clude useful information as literature references, information about the function
of the sequences and so on. [Mou01] Another reason for the development of the
bioinformatics field is that the advances in sequence technology have made it
almost an everyday task to try to sequence the entire genome of organisms. The
completion of this sequencing is nowadays hardly possible without the help of a
computer, which is needed both for accessing and interpreting the data. [HT00]

7
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2.1 Protein Sequence Analysis

Why is it then important to explore and analyse gene or protein sequences? Be-
fore trying to answer this question, a short explanation of what genes, proteins
and amino acids are is first given.

The genes are made up of sugar, phosphate and four different bases, Adenine,
Cytosine, Guanine and Thymine. The order of these bases decides the function
of the gene, which code for a unique protein that is specialized for a function or
a set of functions, like for example the production of hemoglobin, the regulation
of insulin, or the osmoregulation in the kidney. [War00] The protein is, in its
turn, a chain composed of amino acids joined by peptide bonds. There normally
exist 20 different amino acids, which are often for convenience represented as
single-letters, namely A, C, D, E, F, G, H, I, K, L, M, N, P, Q, R, S, T, V, W, Y.
The letters are based on the amino acids’ names, which can be seen in appendix
A.1. The amino acid chain can give raise to several different three-dimensional
structures of proteins. This is due to that there is a rotation of the chain about
each Cα atom. Each amino acid in the chain is polar, meaning that it has a
positive and a negatively loaded region with a chemically free C=O group and
a NH group interacting in the protein structure, as can be seen in Figure 2.1
below.

Several diseases are caused by disorder in genes or proteins. An understand-
ing of the sequences, how the genes or proteins are related to each other, what
functions they have can be of help in the development of remedies for diseases
that are caused by these disorders, like for example Alzheimer’s disease which
is a degenerative disorder.

It is however an enormous task to try to find the gene or protein that car-
ries the responsibility for the disease. The reason for this is that in for example
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one single gene there can be several hundreds of thousand’s of base pair com-
binations that could bear the disorder. There can also be hundreds of gene
sequence candidates for any given disease. It can then be hard to choose a good
candidate to further investigate if it could be the origin for the disease. The
appropriate candidate has previously been found with trial and error technique.
This is however a very time consuming way for finding the remedy for a disease,
therefore new techniques and algorithms are needed to make the discovery of
the gene or protein that cause a particular disease easier. [Ell98]

Depending on the data there are several different techniques available for per-
forming the sequencing. If there for example are only two sequences to be
sequenced or if there are more, then different techniques are used. The tech-
niques used also depend on how much information that exists about the data,
if for example the secondary structure of the protein is known or not. The
following paragraphs concern a few of these different techniques. The division
of the chapters is based on the information known about the data, and focus is
laid on subjects concerning proteins, thus for example techniques for working
with RNA/DNA are not concerned.

2.2 Alignment of Pairs of Sequences

When two sequences are compared for a series of characters or character pat-
terns that lies in the same order in both the sequences, a pair-wise alignment is
performed.

An alignment of a pair of sequences works in the following way. The two se-
quences, V and W, are written in a two-row matrix. The first row contains the
characters of V and the second the characters of W. Matching characters, in V
and W, are placed in the same column and different characters are placed as a
mismatch in the same column. Another way to deal with different characters
is to insert a gap into the sequence, such that the character is placed opposite
a gap in the other sequence. The reason for introducing a gap is that more
matches can be achieved in this way. The column score is usually positive for
corresponding characters and negative for dissimilar characters. The sum of all
column scores makes up the score for the alignment. [Mou01]

2.2.1 Local or Global Sequence Alignment

The alignment can either be performed as a global or a local alignment, as shown
in Figure 2.2 below. The global method was the first to be invented. Here the
two sequences are compared over their entire length. This method could be
useful when the sequences are very conserved and have approximately the same
length, which is often the case when the sequences are quite closely related.
The local method on the other hand can be meaningful when the sequences are
not that closely related, since they might then only share a conserved region or
domain and are thus not similar over the whole sequence. In local alignment
substrings in the sequences are aligned. Here a higher priority is given for find-
ing these local conserved regions than to extending the alignment to include
more neighbouring amino acid pairs, as is the case in global alignment. [Pev01]
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2.2.2 Why is the Sequence Alignment Performed?

Why is then a sequence alignment performed, when can it be of use? The an-
swer is that alignments can be valuable for discovering functional, structural,
and evolutionary information in biological sequences. Protein sequences that,
with help of an alignment, are proven to be similar are likely to have the same
biochemical function and three-dimensional structure. If proteins from different
life forms are similar, they might have diverged from a common ancestor, that
is they are homologous, and have by a process of mutation and selection evolved
into the new sequences. The alignment implies the changes that have occurred
between the sequences and their common ancestor, these change of residues are
considered as substitutions. If there have been insertions of new and deletions
of old residues from the sequences, this is referred to as gaps. [Dur98] So the
more alike the sequences are, the less changes have occurred and the proteins
are more likely to be related, thus the best alignment is the one that best rep-
resents the most likely evolutionary scenario.

It is however important to remember that even though the sequences are similar
they might not necessarily be homologous. Similarity between short sequence
fragments may have evolved by chance or as a result of evolutionary conver-
gence, meaning that the similar regions have the same function but that they
have developed independently from different ancestors. [HT00]

2.2.3 Substitution Matrices and Gap Penalties

As mentioned earlier during evolution substitutions occur. When this happens
certain amino acids are more commonly changed than others. Most often amino
acids that are chemically similar are included in the substitution, other changes
take place too, however they are more rare. Knowing which substitutions are
the most and least regular in a large number of proteins can aid the prediction of
alignments for any set of protein sequences. [Mou01] Matrices that estimate the
probabilities of all possible substitutions can therefore be of use here. There are
several different methods for building these so called substitution matrices, but
the two most commonly used are PAM and BLOSUM. PAM is for example ap-
plied in the much used global-multiple alignment program CLUSTALW. [HT00]
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As earlier explained there can exist gaps in an alignment. These gaps are in-
troduced into the alignment in order to align as many of the same characters
as possible. There should however not be to many gaps, because if gaps appear
everywhere the alignment will show an unlikely change of amino acids. [BO01]
For this reason there exist penalties for inserting gaps. There is one penalty for
opening the gap and one penalty for extending the gap. There are several ways
to decide the value of the penalties, but the gap extension penalty is usually
set to something less than the gap-open penalty, allowing long insertions and
deletions to be penalised less than they would be by the linear gap cost. This is
desirable when gaps of a few residues are expected almost as frequently as gaps
of a single residue. [Dur98]

A number of commonly used methods for the alignment of two sequences are
mentioned below, a more throughout description of these methods can be found
in appendix B.1.

The first method is the dot matrix analysis. This method shows a matrix
of the two sequences. It has one sequence written horizontally across the top
of the graph and the other along the left-hand side, and diagonal lines showing
alignments. [Mou01]

The second method is the dynamic programming algorithm, which solves a
problem by combining solutions to subproblems. It finds the optimal alignment
by comparing all character-pairs in the sequences. [BO01] This algorithm is a
commonly used algorithm for sequence analysis. The Viterbi algorithm, which
is used for finding the most probable path through a Hidden Markov Model,
HMM, is for example a dynamic programming algorithm. [RN95]

The third method is the word or K-tuple method. This method starts by search-
ing for identical short stretches of sequences, called words or k-tuples. These
are then joined into an alignment with the dynamic programming algorithm.
Examples of programs using this method are FASTA and BLAST. These pro-
grams are commonly used for database searches, when seeking for the sequences
that align the best with an input test sequence. [Gus97]

This was a few of the most widely used methods for pair-wise sequence align-
ment. If the sequences to be aligned, though, are more than two then these
methods are not a good choice. The next chapter, Multiple Sequence Align-
ment, will discuss other methods that are more appropriate in this case.

2.3 Multiple Sequence Alignment

Multiple sequence alignment means the same as in the case of pair-wise align-
ment, that is that sequences are searched for a series of individual characters or
character patterns that are in the same order in the sequences. Also in this case
the alignment can be performed as a global or a local alignment, and substitu-
tion matrices and gap penalties can be of use. The difference is that a multiple
sequence alignment contains more than two sequences.
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A multiple sequence alignment of a set of sequences can provide information
on the most alike regions in the set. In proteins, such regions may represent
conserved functional or structural domains.

Multiple alignments are the basis for most sensitive sequence searching algo-
rithms. They are also useful for finding evolutionary information in biological
sequences. A multiple alignment can for example provide information on which
residues that are important for the function and for stabilizing the secondary
and three-dimensional structures of the protein. That is, it can illustrate which
residues and regions that represent conserved functional or structural domains.

Even if only two sequences in a set are supposed to be aligned, it can be mean-
ingful to conduct a multiple alignment of all sequences in the set. Because a
multiple alignment can help to improve the accuracy of the alignment and to
detect patterns of conserved residues that can be hard to discover when only
comparing the two sequences. [BO01]

A multiple alignment has however to deal with several difficulties. It is for
example harder to find an optimal alignment of more than two sequences that
includes matches, mismatches and gaps, and different substitutions. The dy-
namic programming algorithm that is used for optimal pair-wise alignment can
only be extended to three sequences. So for multiple alignments, optimal align-
ments might not be the better choice, instead approximate methods are used.
Examples of this are for example alignments based on locally conserved patterns
in the sequences or statistical or probabilistic methods as the Hidden Markov
Model, HMM. [Mou01] The dynamic programming algorithm can however be
used in HMMs, as earlier mentioned, but it is then used for comparing a se-
quence against the HMM to see if it is part of the family represented by the
HMM, it is thus a pairwise comparison.

It is also almost impossible to explicitly identify structural or evolutionary
homologous positions to create a ”correct” alignment, except for trivial cases
with almost identical sequences. This means that the ability to define a single
meaningful alignment depends on how closely related the sequences are. Un-
fortunately it is often the more distantly related sequences that are of interest,
because the sequences that are so closely related that a ”correct” alignment can
be found are often simple enough to be aligned manually.

However usually a small subset of key residues can be identified in all sequences
in the family and also core structural elements are likely to make up a highly
conserved region, they can thus be meaningfully aligned. This indicates that
for multiple alignments local alignment might be to prefer over global, if the
sequences are not closely related. [Dur98]

Due to the possibility to gain so much information about the structure and
function of proteins by multiple alignments, computational methods for this
have attracted much interest. These methods can be divided into four groups,
which are described below. [Mou01]
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2.3.1 Optimal Methods for Global Multiple Alignments

The dynamic programming algorithm is an optimal method, but is not sufficient
to use for a larger extent of sequences, because of the exhaustively number of
comparisons that have to be performed. A method that can be used instead is
the sum of pairs, or SP method. It uses a substitution matrix, like PAM or BLO-
SUM, to calculate all possible pair-wise combinations of sequence characters in
one column of a multiple sequence alignment. The SP method is however only
appropriate for a small number of sequences, no more than about 10 sequences.
[HT00]

2.3.2 Progressive Global Multiple Alignments

Progressive global multiple alignments are widely used for sequence alignment.
They use the dynamic programming method to build a multiple sequence align-
ment starting with the most related sequences and then progressively adding
less related sequences or groups of sequences to the initial alignment. The rela-
tionships among the sequences are modelled by an evolutionary tree. [Mou01]
A program that uses progressive methods is CLUSTALW. [Dur98]

2.3.3 Iterative Methods of Multiple Alignments

A problem with the progressive alignment methods above is that errors in the
initial alignments are propagated thorough the multiple alignment. A solution
to this could be to use iterative methods. They repeatedly realign subgroups
of the sequences and then align these subgroups into a global alignment of all
of the sequences. This process is continued until the alignment score does not
change. Examples of programs using iterative methods are the Machine Learn-
ing algorithm the Genetic algorithm, and the probabilistic statistical HMM.
[Mou01]

2.3.4 Localised Alignments

Methods for local alignments can be divided into two groups, profile and block
analysis.

A profile is a form of scoring matrix, that can be produced by a highly con-
served portion of the alignment. It includes scores for amino acid substitutions
and gaps in each column of the conserved region. [Mou01] When the profile has
been built it can be used to search a target sequence to see if it matches the
profile. The score in the table is then used to estimate the likelihood at each
position. [BO01]

In block analysis the alignment is scanned for regions that include only sub-
stituted regions without gaps, these regions are called blocks. Blocks can, just
as profiles be found by searching for a section of a multiple alignment that is
highly conserved, but they can also be extracted from unaligned sequences. In
that case each sequence is searched for similar patterns of the same length.
[Gus97] An example of a program that can find blocks in both these ways is the
eMOTIFs server that extracts motifs from multiple sequence alignments. The
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eMOTIFs server can be used for selecting the motifs, of a set of motifs, which
are the most sensitive for a set of aligned sequences. This is valuable when
specifying subfamilies of a protein superfamily. [Mou01]

What does then a motif look like? Below is an example of how it could look.

[&H][&A]D[DE]xn[TSN ]x4[QK]Gx7[&A],

where & means that any amino acid from the group (I, L, V, M, F, Y,W )
could be found at this position, x represents any amino acid, and alternative
amino acids are bracketed together. The subscript on x tells the allowed length
of the substring, and n means that the substring can be of any length. [Gus97]

For more information concerning these groups of methods above please se ap-
pendix B.2.

2.4 Phylogenetic Prediction

This technique for structuring sequences constitutes an important area of se-
quence analysis. It can be helpful when analysing changes that have occurred
in the evolution of different organisms, or it can be of use when studying the
evolution of a family of sequences. Based on these analyses the sequences that
are the most closely related can be identified through that they are occupying
neighbour branches on a tree.

When a phylogenetic analysis of a family of related nucleic acids or protein
sequences is performed the evolutionary history of the family is examined and
the sequences are shown in the form of an evolutionary tree. The original an-
cestor sequence will then form the root node of the tree. The branching relation
in the tree shows the degree to which the sequences are related. The closest re-
lated sequences will be placed as neighbour-leaves and are joined to a common
branch beneath them.

Phylogenetic analysis is closely related to multiple alignment, which often is
the base that the phylogenetic analysis proceeds from. One reason for building
a phylogenetic tree of the multiple alignment is that the tree makes the relation-
ships between the sequences clearer. Another reason is that when the genes for
the proteins, in the different organisms, have developed during evolution, amino
acids have been substituted. A phylogenetic tree can be of use when these sub-
stitutions are to be analysed. [Mou01] An illustration of a small phylogenetic
tree with a few substitutions is given in Figure 2.3.
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How is then the phylogenetic analysis performed? First a multiple alignment
is built, using one of the methods described in the chapter concerning multiple
alignment, as for example the CLUSTALW program. Then the substitution
model is chosen. The choice of model is based on how similar the sequences are.
If they are highly similar the PAM matrix is often useful, since it is designed to
track the evolutionary origins of proteins, but if they are less similar the BLO-
SUM matrix might be superior, because it is designed to find the conserved
domains of proteins [Mou01]. After choosing the substitution model the next
step is to build the tree. Here there are several tree-building methods to choose
of. These methods can be divided into two main groups, namely distance-based
and character-based methods. [BO01]

These two groups are just briefly explained below, because phylogenetic pre-
diction was not considered as a solution for the classification problem subjected
for this project. The reason for this is that the SDR proteins are distantly re-
lated. A phylogenetic analysis of very different sequences is difficult to carry
out, as there are several possible evolutionary paths that could have given rise
to the observed sequence. This results in a very complex problem that requires
considerable expertise to execute. [Mou01]

For a more throughout description of the methods for phylogenetic predictions
please see appendix B.3.

2.4.1 Distance-Based Methods

Distance-based methods use the number of changes, the distance, between two
aligned sequences to derive trees. [BO01] The sequence pairs that have the least
number of changes between them are the closest related. They are placed as
neighbours in the tree and are both connected to their common ancestor node
by a branch. [Mou01]

There are several different methods that are classed as distance-based methods,
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for example Unweighted Pair Group Method with Arithmetic Mean, UPGMA,
Neighbour-joining, and Fitch-Margoliash. [Mou01]

2.4.2 Character-Based Methods

The character-based methods derive trees that optimise the distribution of the
actual data patterns for each character. Pairwise distances are therefore not, as
in distance-based methods, fixed as they are determined by the tree topology.
This allows the assessment of the reliability of each base position in an align-
ment on the basis of all other base positions. [BO01] Examples of methods that
belong to the character-based methods are Maximum Parsimony and Maximum
Likelihood.

The last method for sequence analysis is secondary structure prediction, which
is described in the paragraph below.

2.5 Secondary Structure Prediction

One goal of bioinformatics is to understand the relationship between amino
acid sequence and three-dimensional structure in proteins. If this relationship
was known, then the structure of a protein could be reliably defined from the
amino acid sequence. This is however a complicated process, so there are still
few three-dimensional structures defined, but much progress is being made in
categorising proteins on the basis of structure of sequence, and this type of in-
formation is very useful for protein modelling.

When an amino acid is folded into a three-dimensional protein structure, as
can be seen in Figure 2.4 below, it first forms secondary structures through the
formation of hydrogen bonds between amino acids in the chain. Then through
further interactions among amino acid side groups, the secondary structures fold
into a three-dimensional structure. Therefore to reach the three-dimensional
structure the secondary structure of a protein first has to be found. [Mou01]
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What is then a secondary structure? It is an uninterrupted fragment in a protein
sequence. It corresponds to a local region in the associated protein structure
and shows distinct geometrical features. The two basic secondary structures are
the α-helix and the β-strand. [HT00]

An α-helix is a corkscrew-type structure with the protein chain forming the
backbone, the main chain, and the side chains of the amino acids projecting
outward from the helix. [BO01] It has 3.6 amino acids per turn with a hydro-
gen bond formed between every fourth residue. The alignment of the hydrogen
bonds creates a dipole moment for the helix with a resulting partial positive
charge at the amino end of the helix. Because this region has free NH2 groups,
it will interact with negatively charged groups such as phosphates. [Mou01]
Some residues form α-helices better than others alanine, glutamine, leucine,
and methionine are commonly found in α-helices, whereas proline, glycine, ty-
rosine, and serine usually are not. [BO01] Proline destabilises or breaks an
α-helix but can be present in longer helices, forming a bend. [Mou01]

The β-strand is a much more extended structure. Rather than forming hy-
drogen bonds within the secondary structural unit itself, stabilisation occurs
through bonding with one or more neighbouring β-strands. The overall struc-
ture formed through the interaction of these individual β-strands is known as a
β-sheet. These sheets can be parallel or antiparallel, depending on the orienta-
tion of the N- and C-terminal ends of each component β-strand. [BO01]

Examples of methods that are used to locate the secondary structures are Neural
Network applications, Nearest Neighbour methods, Linear Discriminant analy-
sis, and HMMs. [HT00]



Chapter 3

SDR Proteins

This chapter focuses on the data, which is the subject for this classification task,
namely the SDR proteins. A description of these proteins, the main classes and
the subclasses of the proteins, is given.

3.1 The SDR Proteins

The proteins, which are subject for this classification problem, belong to the
short-chain dehydrogenases/reductases (SDR) enzyme family. [Ben99] The SDR
enzymes catalyse NAD(P)(H)-dependent oxidation/reduction reactions, which
are essential for a number of different biosynthetically processes.

The first enzymes of this type were analysed as early as in the 70’s. These anal-
yses gave the structures of prokaryotic ribitol dehydrogenase and Drosophila
alcohol dehydrogenase. The proteins were then not known to be a family but
the alcohol dehydrogenase turned out to differ from the previously known alco-
hol dehydrogenase of liver and yeast. When other dehydrogenases showed the
same distinctive pattern as the two alcohol dehydrogenase types the concept of
a family of short-chain dehydrogenases was established. [JG95] This occurred in
1981, and since then the SDR family has grown enormously, both in the num-
ber of known members and the variety of their functions. Currently at least
3000 members, including species variants, are known with a substrate spectrum
ranging from alcohols, sugars, steroids and aromatic compounds to xenobiotics.
[KP02b]

As can be expected, due to its broad variety of different functions, the SDR
family is very divergent. The residue identity in pairwise comparisons is as low
as 15-30 percent. However, although few residues are completely conserved,
there are several sequence motifs, consensus patterns, which are distinguishable
within the families. The criterion for SDR membership is therefore the occur-
rence of typical sequence motifs, arranged in a specific manner. These motifs
comprise Rossmann-fold elements for nucleotide binding and specific residues
for the active site and they reflect common folding patterns. [KP02a]

18
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3.2 The Main Classes

The SDR enzymes can be divided into two main classes, the Classic and the
Extended families. The Classic family is the largest family, with 218 of the
sequences in the data set as opposed to 118 for the Extended family. Why are
there then two classes, what distinguish them from each other? One distinction
is the length of the sequences. The classical SDRs have a sequence length of
around 250 residues, while the extended SDRs are around 350 residues long.
Another difference, although with exceptions, is that the classical SDRs prefer
the NADP(H) coenzyme and the extended SDR prefer the NAD(H). There are
however NAD(H)-binding classical SDRs as well as NADP(H)-binding extended
SDRs. [KP02b] The earlier mentioned sequence motifs do also differ between
the two main families. These motifs are what is most distinguishing for the two
classes, since for example the length can vary. The motifs can therefore be used
to separate the two main families.

What do then the motifs look like? They are placed in or near to different
secondary structures, as for example the Gly-motif, TGxxxGhG or TGxxGhlG,
which is placed in and adjacent to β1 + α1. There are seven motifs each for the
Classical and the Extended families. These motifs are based on the motif used
by Bengt Persson et al. [KP02b] and can be seen in Table 3.1 below.

3.3 The Subclasses

Besides the two main families there are also several subfamilies for the SDR pro-
teins. For the Classic family there are seven subfamilies and for the Extended
there are three. The division of the proteins into these subfamilies is based on
how they bind coenzymes, that is the proteins have different amino acids on
different key positions.
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Some of the subfamilies in the Classic and the Extended family are , as ear-
lier mentioned, NAD(H)-binding and some are NADP(H)-binding. What is
then the difference between the NAD(H)- and the NADP(H)-binding enzymes?
The NAD(H)-binding enzymes often have an acidic residue, Asp or Glu, at the
C-terminal end of the second β-strand, while NADP(H)-preferring enzymes in-
stead have two basic residues, Arg or Lys. The first of these basic residues is
found in the Gly-motif, consisting of TGxxxGhG or TGxxGhlG, directly after
the second glycine. The second basic residue is positioned directly after the
crucial acidic residue of NAD(H)-preferring enzymes, that is at the first loop
position after the second β-strand. [KP02b]

The Classic family can, as seen in Table 3.2 below, be divided into seven dif-
ferent subfamilies. The first four subfamilies, cD1d, cD1e, cD2 and cD3, are
all NAD(H)-binding, while the last three subfamilies, cP1, cP2 and cP3, are
NADP(H)-binding.

The NAD(H)-preferring enzymes have, as mentioned above, negatively charged
amino acid residues at their key positions. Sequences that have a negatively
charged residue at the end of the second β-strand, key position 36, belong to
subfamily cD1d, if the residue is aspartic acid, D, or to cD1e, if the residue is
glutamic acid, E. Sequences that instead have a negatively charged residue at
the first or second position after the second β-strand, key position 37 or 38, are
sorted into subfamily cD2 or cD3, respectively.

The NADP(H)-preferring enzymes have, as also mentioned above, a basic residue
at their key positions. If this basic residue is placed in the Gly-motif, at key
position 15, then the proteins belong to the subfamily cP1. If they instead have
a basic residue at the first position after the second β − strand, at key position
37, the proteins are considered to be part of the cP2 subfamily. Finally the
subfamily cP3 consist of sequences that have basic residues at both key position
15 and 37. [KP02b]
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The Extended family can, as seen in Table 3.3 below, be divided into three differ-
ent subfamilies. The two first subfamilies, eD1 and eD2, are NAD(H)-binding,
while the last subfamily, eP1, is NADP(H)-binding. If a sequence has an acidic
residue at the second β-strand, key position 33, it is part of the eD1 subfamily.
If it however has the residue two positions downchain, at key position 35, it
belongs to eD2. A member of the eP1 subfamily should instead have a basic
residue at the first loop position after the second β-strand, at key position 34.
[KP02b]



Chapter 4

Machine Learning

After explaining the area for this thesis, Bioinformatics, the core of the thesis,
namely Machine Learning, will be described. In this chapter an explanation
of the field of Machine Learning, and the algorithms chosen for testing of the
classification of the proteins is given.

4.1 Machine Learning

Machine Learning focuses on the problem of how to construct computer pro-
grams that automatically improve with experience, and on methods that imple-
ment different forms of learning, especially mechanisms that can induce knowl-
edge from examples or data. [MK98]

Machine Learning can be divided into supervised and unsupervised learning.

In supervised learning, which is often also called classification, we know the
exact number of classes and are trying to create a classification procedure that
can correctly classify a new example into one of the existing classes. This
classification procedure is constructed from training examples and background
knowledge. [MT94] The training examples can be positive, meaning that the
example is a member of the class, or negative, meaning that it is not a member.
The background knowledge provides information on the language that is used
for describing the examples and classes. It can for example hold information
about the possible attribute values, their hierarchies and subjective preferences.
The algorithm then builds the class description on the types of examples, the
size and relevance of the background knowledge and on the designer’s experi-
ence. [MK98]

In unsupervised learning the classes of the examples are not known, instead
the existence of the classes is established given a set of observations. [MT94]
Unsupervised learning will however not be considered in this thesis. Since this
problem is a classification problem all the algorithms here use supervised learn-
ing.

The field of Machine Learning is derived from and builds on concepts and re-
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sults from many different areas, for example artificial intelligence, statistics and
probability, philosophy, information theory, biology, cognitive science, compu-
tational complexity, and control theory. [Mit97] A few examples of algorithms
that are inspired from different fields are the Hidden Markov Model that builds
on statistics and probability, k-Nearest Neighbour that is based on statistics,
and the Genetic algorithm that draws on biology.

When are then Machine Learning algorithms appropriate to use? They are es-
pecially valuable in problems that are missing algorithmic solutions, are vague,
or just informally stated, as for example problems concerning medical or tech-
nical diagnosis, visual concept recognition, material behaviour, or the detection
of interesting regularities in large data sets.

Since Machine Learning algorithms often are used for problems that are vague
or have large data sets it is essential that the learning system is able to deal with
noise in the data, which is errors in the descriptions or in the classifications. An
example of a classification error could be a SDR enzyme classified as a DNA.
Noise could also arise if the data is incomplete due to that attribute values are
missing or that the background knowledge is not perfect. [MK98]

It is also necessary that the algorithm can handle overfitting, since if the train-
ing data has been overfit new data will generalize poorly. Overfitting can occur
when there is a large set of possible hypotheses, since it is then easy to find
meaningless ”regularity” in the data, meaning that some attributes separate
the examples very well, even though the examples do not really belong to these
classes.

Another issue that is important is cross-validation. This approach is useful
for eliminating the risk of overfitting, and to produce a statistically guaranteed
result even if the available data set is quite small. The basic idea of cross-
validation is to try to estimate how well the current hypothesis will predict
unseen data, meaning the test set. It is conducted by removing a part of the
data set. This part is then used to test the prediction performance of a hy-
pothesis induced from the rest of the data set. This process is repeated with
different subsets of the data, and finally an average of all results is calculated.
[RN95] These subsets can either be generated from randomly chosen proteins
or by partitioning the m available examples into k different subsets, each of
equal size. The cross-validation procedure is then run k times, each time using
a different one of these subsets as the validation set and combining the other
subsets for the training set. The last form is called k -fold cross-validation and
is particularly useful for small data sets. [Mit97]

After giving some insight into the field of Machine Learning, I will now con-
tinue with a description of the two Machine Learning algorithms that are the
focus of this thesis.



CHAPTER 4. MACHINE LEARNING 24

4.2 Algorithms of Choice

Which algorithms were then chosen and why? Below follows a description of
the motives for choosing these particular algorithms.

4.2.1 Hidden Markov Model

The first choice of candidate algorithm for classification of this particular data
set was the Hidden Markov Model, HMM. There were a number of reasons for
choosing the HMM algorithm.

The first reason was that it is an algorithm that is widely used in the area of
molecular biology. It has for example been used to model secondary structure
elements, such as α-helices, as well as secondary structure consensus patterns
of protein superfamilies. It is also commonly used for finding new candidate
family members in protein database searches and for classification of proteins.
[BB01] Since this classification problem concerns consensus patterns and since
the Hidden Markov Model is an algorithm that is often applied it was an inter-
esting candidate for the classification problem at hand.

A second reason is that the version of HMM here used, the profile HMM, is ap-
propriate for finding proteins that are distantly related. This is important since
the SDR enzymes have a sequence identity as low as 15-30 percent. [KP02b] The
reason why this algorithm is suitable is, as explained in the chapter concerning
Bioinformatics, due to the fact that profiles are made up of highly conserved
regions, which are likely to be found in all sequences in a family.

The third reason is that it is an algorithm that is well grounded in statistical
theory. This has allowed researchers to build on several decades of mathematical
results developed in other fields. [RN95] No treatment of insertions and dele-
tion penalties is needed, since the learning algorithms handle this with locally
learnable probabilities. An HMM can also, unlike to for example conventional
supervised Neural Networks, manage inputs of varying length and it does not re-
quire a teacher. [BB01] I therefore found this algorithm to be a very competent
algorithm without being too complex for a user that is not an expert in the area.

The HMM program used is the HMMER program, version 2.2. This program
was downloaded from http://hmmer.wustl.edu/.

4.2.2 C4.5

Another algorithm chosen as a candidate algorithm for classification of these
proteins was the C4.5 algorithm. There were also several reasons for choosing
this algorithm.

The first reason was that it is a practical method for concept learning and
other discrete-valued functions, where discrete means that they have a limited
number of distinct, clearly defined values, which are non-continuous. Concept
learning could be defined as the task of finding a general definition of some
concepts, classes, based on examples, the training set, labelled as members or
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non-members of that concept. [Mit97]

The second reason is that it shows particularly good results for non-noisy data,
which is the case not only for this data but also for the whole SwissProt, which
is the database from where these proteins have been extracted. [KA01]

The third reason is that this data has categorical rather than numerical at-
tributes, and this favours the application of decision trees and rule based Ma-
chine Learning algorithms. [MT94]

A fourth reason is that if the number of training examples is too small to
produce a general representation of a class there is a risk of overfitting the data.
The reason for this is that if the training set is small, there is a chance that some
attributes happen to partition the examples very well, even though they are not
related to these classes. C4.5 has however a method for avoiding to overfit the
data, which other decision tree learning methods like ID3 do not have. The idea
of this method is to allow the tree to overfit the data, and then to post-prune
the tree. [Mit97]

The last reason is that since the user specifies the attributes, they could be
designed as defining motifs for the main classes and key residues for the sub-
classes. [Qui93] This should be particularly useful for the subclasses, which are
to be classified on key residues. The C4.5 algorithm is here expected to perform
better than HMM since HMM performs the classification on the basis of motifs.

The C4.5 program used is produced by J. Ross Quinlan. It was downloaded
from http://www.cse.unsw.edu.au/ quinlan/.

4.3 Algorithms

This paragraph gives an explanation of the two algorithms that are considered
for the classification problem of this thesis. First an explanation of the Hidden
Markov Model, and then an explanation of the C4.5 algorithm is given.

4.3.1 Description of Hidden Markov Model

About the Algorithm

A Hidden Markov Model, HMM, is a statistical method, which can be explained
as a way of describing a process that goes through a series of states. The model
illustrates all possible paths reaching from the begin state to the end state, and
it has a probability assigned to all states in the path. The probability of reach-
ing a particular state from the current state is based only on the current state,
the prior part of the path is ignored. [RN95]

The HMM is called hidden because only the symbols emitted from the sys-
tem, and not the path through the model that resulted in these symbols, are
visible. [BB01]

The Hidden Markov Model has most commonly been used in the area of speech
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recognition, especially to recognise words in digitised sequences of the acoustics
of human speech. [Edd98] The HMM was already in the early 1970s applied
to problems in this area, and it has later been employed in several other areas,
as for example in ion channel recordings and optical character recognitions. In
the late 1980s it was introduced in the area of computational biology, and used
for example for the modelling of protein binding sites in DNA, and of protein
superfamilies. It was however not until in the mid-1990s that HMMs were sys-
tematically used to model, align, and analyse entire protein families and DNA
regions, in combination with machine-learning techniques. [BB01]

To explain how the HMM works I have chosen to describe a profile HMM,
which is a type of HMM that aims to build a model representing the consensus
sequence for the family. This HMM is therefore very well suited for modelling
multiple alignments. It is also probably the most popular application of Hidden
Markov Models in molecular biology. [Dur98]

A, profile, HMM can have three different states. These states are based on
the states that can occur in a multiple alignment, as seen in Figure 4.1. The
states are match states, indicating that a single residue is being aligned to the
position, delete states, indicating that no amino acid in this protein is present
for this position, and insert states, which allows any number of amino acids to
be inserted after the match position. In the HMM, seen in Figure 4.2, all these
states are represented, the match states by squares, insert states by diamonds,
and delete states by circles.

Sequences can be generated by following a path from the begin state, BEG,
to the end state, END, and each path has a probability associated with it. Each
match state stores an amino acid distribution, so that the most frequently oc-
curring amino acid has the highest probability of being found, the insert states
generates random amino acids that can be inserted between aligned columns
and the delete states produces a deletion in the alignment.

An example of how a sequence can be generated is that the sequence N K
Y L T, from the alignment in Figure 4.1, can be reached through the path
BEG → M1 → I1 → M2 → M3 → M4 → END, in Figure 4.2 below. To
find out how likely it is that this protein sequence is a member of the fam-
ily, the HMM represents, the probability is calculated as follows. Each tran-
sition has a probability associated with it, and all transitions from a state
together adds up to 1, the average transition value would hence be 0.33, or
0.5 for the states M4, D4 and I4. If we then assume that a match state con-
tains a uniform distribution across the 20 amino acids, the probability of each
amino acid would be 0.05. The probability of the sequence is then the product
of all the transition probabilities and the probability that each state will pro-
duce the corresponding amino acid, called the emission probability. In this case:
0.33∗0.05∗0.33∗0.05∗0.33∗0.05∗0.33∗0.05∗0.33∗0.05∗0.5∗0.05 = 6.1∗10−10.
[Mou01] The probability is presented in logarithm form, due to that most com-
puters would behave badly with these numbers otherwise. For example an
underflow error could occur and cause the program to crash or the program
might even continue running and produce arbitrary wrong numbers. [Dur98]
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Through a training procedure the emission and transition probabilities are ad-
justed. The program then tries to find all possible paths that can produce the
sequence, at the same time the number every transition is used and what amino
acids were produced at each match and insert state is counted. After training
the HMM the most probable path for the sequence N K Y L T should be the
path described above. [Mou01]

I will now continue with giving a more throughout explanation of how the
probability can be estimated. This is important, when constructing the HMM,
since it is essential to correctly estimate the probability to be able to find the
most probable sequence.

Priors and Dirichlet Estimation

The estimation of the probabilities is, as mentioned above, based on how fre-
quently they occur. If the training set is large the frequencies will approach the
true probabilities, if the training set however is small or if the model is complex
it is important to use a good prior model such as the Dirichlet distribution to
attain the correct probabilities.

For a small model the Dirichlet priors can be of help for avoiding overfitting
the model to the training data. If the model is complex there is not only the
problem of overfitting, but also the difficulty in determining an increasingly large
number of free parameters. An example of this is the profile HMM programs
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SAM and HMMER, which allow insertions and deletions anywhere in a sequence
relatively to the consensus model. This is an advantage in that it makes the
models more sensitive, however it also makes the models more complex, with
an increasingly large number of free parameters. Because of this SAM and HM-
MER use Dirichlet priors to avoid overfitting and to limit the effective number
of free parameters. [Edd98]

The Dirichlet distribution provides information on which amino acid composi-
tions that have been proven to be useful to detect weak but significant sequence
similarity, and what sort of amino acid frequencies that can be expected in the
columns. There might for example be a high probability of leucine, valine, and
isoleucine in one column, and a high probability of arginine and lysine, but
a low probability for hydrophobic amino acids in another column. By using
Dirichlet distribution the estimation of probabilities for amino acid positions
can take into account the evolutionary information; that for example leucine,
valine, and isoleucine are closely related and can be substituted with each other.
The Dirichlet distribution is a mathematical form of this information and can
be seen as a protein comparison matrix used in ad hoc profile methods. [HT00]

Local Optima

When constructing an HMM it is also important to consider that the algorithms
for training HMMs are local optimisers, such as the Baum-Welch expectation
maximisation and the gradient descent algorithms. [Edd98] These algorithms
are trying to find a local optimum by iteratively refining an initial guess at the
alignment or the model parameters. These kinds of algorithms are therefore
likely to get caught in incorrect local optima far from the global optimum. This
is especially a problem if the model is complex and there are a large number
of parameters. A partial successful attempt to avoid these unsatisfactory local
optima is then to introduce noise. This can be achieved by randomising the
model parameters a little at each iteration. [Edd95]

A better solution is however to build HMMs on prealigned data whenever pos-
sible. [Edd98] This is due to that successful HMMs are constructed by carefully
deciding which transitions are to be allowed in the model, based on knowledge
about the problem under investigation. This knowledge can be introduced with
help of prealigned sequences. [Dur98] Then a better result might be obtained
from the learning process because it starts closer to the optimal solution. [BB01]

When investigating if a new protein is a member of the family the HMM rep-
resents different algorithms can be used, below a description of two of these
algorithms is given.

The Forward Algorithm

One way to match a new protein to a HMM is to use the Forward equations to
calculate the full probability of the sequences summed over all possible paths.
[Dur98]

This algorithm tries to find the probability of a sequence. Since many dif-
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ferent state paths can give rise to the same sequence, the probability for all
possible paths are added to obtain the full probability of the sequence. [Dur98]

One method to calculate all possible paths through the HMM is to find each
possible sequence of the hidden states, and sum these probabilities. This could,
as seen in Figure 4.3 below, result in a large number of different paths, and is
therefore computationally expensive, especially if the model is large.

A less computational expensive method is to calculate the probability of observ-
ing a sequence recursively given a HMM. This is how the Forward algorithm
works and it is conducted by first defining a partial probability, which is the
probability of reaching an intermediate state, as in Figure 4.4 below. [oL]

The probability of reaching an intermediate state is then the sum of all possible
paths to that state.

The partial probability for the final observation hold the probability for reach-
ing those states going through all possible paths, as in Figure 4.5 below.



CHAPTER 4. MACHINE LEARNING 30

The sum of these final partial probabilities is thus the sum of all possible paths
through the HMM, and therefore the probability of observing the sequence given
the HMM. [oL]

Since this algorithm searches all possible paths through the HMM it is not
as fast as the Viterbi algorithm, which will be discussed in the next paragraph.
It is however more sensitive and it might therefore be more appropriate to use
when searching for remote homologues. [Edd01]

The Viterbi Algorithm

A second way to match a new protein to a HMM is to use the Viterbi equations,
which efficiently calculates the hidden sequence of states that is most likely to
have occurred given the observed output sequence. [EG01]

In general there may be many state sequences that could give rise to any partic-
ular sequence of symbols. However they do so with very different probabilities.
The state sequence that is the most likely to have occurred should thus be the
path with the highest probability. The Viterbi algorithm tries to find this path
using a dynamic programming approach. [Dur98]

How does this algorithm then work? The most probable sequence of hidden
states can be found by finding all possible sequences of hidden states and the
probability for each of them. This approach is however very computationally
expensive. A way to reduce the complexity of the calculation is, as in the For-
ward algorithm, to calculate the probability recursively. [oL]

It starts with first defining a partial probability, which is the probability of
reaching a particular intermediate state. Unlike the partial probabilities in the
Forward algorithm, this probability is the one, most probable, path to the state.
The overall best path is then found by choosing the state with the maximum
partial probability and its partial best path. [oL] An example of this can be seen
in Figure 4.6 below, where each black-coloured state have a most probable path
leading to it. Here for example the state with the maximum partial probability
in the first HMM is the middle intermediate state, and its partial best path is
the path from the upper begin state.
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Since this algorithm only focuses on the path with the highest probability it per-
forms the search faster than the above discussed Forward algorithm. [Edd01]
The Viterbi algorithm is thus not as sensitive for finding remote homologues as
the Forward algorithm. It can however provide a good analysis of noise. Since
it considers the whole sequence before deciding on the most likely final state,
and then backtracks through the HMM to see how the state might have arisen.
[oL]

After this explanation of how the HMM functions and which algorithms that it
uses I will now continue with a description of how the second algorithm chosen
for this classification problem, namely C4.5, works.

4.3.2 Description of C4.5

About the Algorithm

The C4.5 algorithm is a decision tree algorithm, which is created by Ross Quin-
lan. C4.5 is the successor of an earlier decision tree algorithm of his, ID3, which
has its origins in Hunt’s Concept Learning System, CLS from the late 1950s.
[Qui93]

The decision tree classifier classifies examples by sorting them down the tree
from the root to the leaf node that provides the classification of the example.
Each node constitutes a test of an attribute, which the example is tested against.
Each branch descending from the node represents a value of that attribute. The
example then moves down the branch that corresponds to the value the example
has for this attribute. This procedure is then repeated for the subtree rooted
at the new node. [Mit97]

Before the classification phase can be conducted the input to C4.5 have to
be prepared. This process is more time-consuming for the C4.5 algorithm than
for the HMM algorithm. First the classes and attributes have to be prepared
in a file. An example of how this can look like can be seen in Figure 4.7 below.
The file first specifies the names of the classes, then the name and a description
of the values each attribute can have follows. The attribute-value No stands for
that no attribute-value was applicable. This is important since several of the
members do not have all motifs. [Qui93]
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After preparing the names file information on the individual cases has to be pro-
vided. This involves spelling out the attribute values for each case, separated
by commas, and followed by the case’s class, as seen in Figure 4.8 below. This
information is then divided into a training set and a test set. The training set
is used for learning the algorithm to classify the examples and the test set is
afterwards used to evaluate how well the algorithm perform the classification.
[Qui93]

This pre-processing of the data can be quite time-consuming, especially the
part when to decide which attributes to use, meaning what information that
can be extracted from the data set that can be used as properly discriminating
attributes.

Gain Ratio Criterion

Another important issue, concerning the attributes, is for the algorithm to be
able to select the attribute that is the most useful for discriminating examples
at each node in the tree.

One approach for this is to use a statistical property, called information gain,
that measures the expected reduction in entropy caused by partitioning the ex-
amples according to the attribute. Entropy is a measure of the impurity in a
collection of training examples.

There is however a natural bias in the information gain measure that favours
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attributes with many values over those with few values. This might result in a
tree that divides each training example into a separate class. The data is then
perfectly classified, however a useful classifier is not provided. One way to avoid
this is to select decision attributes on gain ratio instead of information gain.
The gain ratio penalises attributes that splits the data into too many classes
by using a term, called split information, that is sensitive to how broadly and
uniformly the attribute splits the data. [Mit97]

After the pre-processing is conducted the classifier is built. C4.5 here offers
two different types of classifiers, namely decision trees and production rules,
which are explained below.

Decision Trees

The first of the two classifiers that can be used in C4.5 is the decision tree clas-
sifier. It is built during the training phase and it is constructed as follows.

First the attribute that makes the most difference to the classification of an
example is chosen. It is here important to choose the attribute that best splits
the data since a complex decision tree is more prone to overfitting. When choos-
ing the attribute the gain ratio criterion, explained above, can be of help. After
the first attribute test has divided the examples, a new best attribute is chosen,
and it is used for further division of the attributes, this is continued until all
examples in the training set are assigned to a class and the tree seen in Figure
4.9 below is attained. During this recursive classification there are four different
possibilities to consider:

1. If the subset contains examples that belong to both the Classic and the
Extended classes, then the attribute that best separate them should be
chosen.

2. If all the remaining examples belong to the Classic, or to the Extended,
class then the classification should be terminated, and all examples of that
leaf node assigned to the class in question.

3. If no example fits this attribute a default value, calculated from the ma-
jority classification at the node’s parent, should be assigned to that leaf
node.

4. If there are no attributes left, but examples belonging to both the Classic
and the Extended classes, then there is noise in the data, because these
examples have exactly the same description, but different classification.
One solution to this problem is to use a majority vote, meaning that the
examples are assigned to the class containing the most members. [RN95]
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When the decision tree has been constructed it is important to prune it. The
reason for this is that the decision tree will continue to divide the training set
until each subset contains members of only one class, or until no test offers
any improvement. The result might be a very complex tree that overfits the
data by inferring more structure than is justified by the training cases. Decision
tree pruning can then be useful for avoiding to overfit the training data. [Qui93]

Decision tree pruning means to remove parts of the tree that do not contribute
to classification accuracy on the test data, to achieve a less complex and thus
more comprehensible tree. It is conducted by considering each of the decision
nodes in the tree as candidates for pruning. When a node is pruned the subtree
of that node is removed. The remaining node then becomes a leaf node, and it
is assigned the most common classification of the training examples. Nodes are
removed only if the resulting pruned tree performs no worse than the original
tree over the testing set. Because of this any leaf node that have been added
due to coincidental regularities in the training set is likely to be pruned since
the same coincidences are unlikely to occur in the testing set. Nodes are pruned
iteratively, and the node that decreases the decision tree accuracy the most is
chosen each time. This process continues until further pruning will decrease the
accuracy of the tree over the testing set. [Mit97]

After building the decision tree, it can, during the testing phase, easily be used
for finding new members of the families. The existing tree is then simply sought
through until finding a leaf node that fits the new member. The testing phase
is therefore quite fast for this algorithm.

Production Rules

The second classifier that can be used in C4.5 is the production rules classifier.
When the decision tree has been built, this unpruned tree can be converted into
production rules. This is performed to enhance readability of the classifier for
the users, but it can also reduce complexity. An example of how it can reduce
complexity is the classification of the attributes F, G, H, and K to the classes
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yes and no. The decision tree resulting from this classification is redundant. As
can be seen in Figure 4.10 below, it contains two identical subtrees. With help
of production rules this redundancy can be removed.

When constructing production rules the path to each leaf is transformed into
a production rule, as in Figure 4.11 below. If the tree is just transformed, like
the first rule, the complexity is however not reduced. To achieve a reduction
the rules have to be generalised. This is performed such as all paths in the
unpruned tree are considered and if a rule for a path have conditions that do
not seem helpful for discriminating the nominated class from other classes it is
removed. This generalising of the rules can be called rule post-pruning, since it
prunes the conditions that improves the estimated accuracy. For the example
used here it results in the second rule, also in Figure 4.11 below.

The generalisation of the rules can however cause the rules to be so general that
there will be examples that satisfy the conditions of more than one rule or, if
imprecise rules are neglected, of no rules. To solve this problem a default class
is defined, to which these cases can be assigned. This default class is the class
containing the most training cases not covered by any rule.

Also the production rule classifier can, after it has been built, easily be used
for finding new members of the family. Even here the existing rules are just
sought through until finding a rule that covers the example have been found. A
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rule is said to cover an example if the example satisfies the rule’s preconditions.
[Qui93]



Chapter 5

Test of Algorithms

In this chapter a description of how the tests were carried out and the results
of the tests is shown.

5.1 Test of Algorithms

The tests of the candidate algorithms were all conducted in a Debian GNU/Linux
3.0 environment. The server the tests were carried out on had two Pentium II
450MHz, 2 × 450 BogoMips processors and 512 Mb RAM. The first algorithm
to be tested was the HMM algorithm, and after that the same testes were con-
ducted with the C4.5 algorithm.

5.1.1 Hidden Markov Model

For this algorithm first its ability to classify the two main families and then the
subclasses was tested.

Classification of the Main Classes

In the classification of the two main families, Classic and Extended several dif-
ferent models were built, using different learning algorithms, different sizes of
the learning set etcetera, to see if one version of the models provided a better
result than the others.

How was the test then conducted? First four different learning sets were pro-
duced. Since one HMM is supposed to be built for each class, one model had
to be built and trained for the Classic family and one for the Extended family.
To find out how much impact the size of the learning set had on the result, one
model containing 50 percent and one containing 90 percent of the data set were
built for each class. These four learning sets were created with help of an own-
implemented program that randomly chose the inquired number of proteins.

Then the multiple alignments that were going to be used for building the HMMs
were created with help of the program CLUSTALW, which is recommended by
among others the creators of HMMER. This multiple sequence alignment pro-
gram was downloaded from ftp://ftp.ebi.ac.uk/pub/software/unix/. HMMs can

37
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also be built from unaligned sequences, but since HMM learning algorithms are
local optimisers, it is, as explained in the chapter concerning Machine Learning,
a better option to build HMMs on prealigned data when the opportunity is given.

After pre-processing the data, the four aligned data sets were used to build
and learn the HMMs. Here two different methods were used, namely the de-
fault method of HMMER that builds models which allows alignments that are
global with respect to the HMM, local with respect to the sequence, and allows
multiple domains to hit per sequence. This method offers maximum sensitiv-
ity, but it will only find complete domains. There is however another method
that can be used if local alignments are searched for, but this method is not as
sensitive as the default method. To see if the method adjusted for discovering
local alignments was, as assumed, the better one, different HMMs were built
and trained with both these methods.

Then all the HMMs were calibrated. The calibration process was performed,
even though it is a quite time-consuming process, because a calibrated model is
better adapted for finding remote homologues. This is due to that during the cal-
ibration process the statistical parameters that are used to make searches more
sensitive are empirically determined. These parameters are necessary for esti-
mating the expectation value scores, the E-values, as good as possible. [Edd01]

After this the testing phase was conducted. The protein sequences that were
not a part of the learning data set were used for testing the HMMs. There were
50 percent of the sequences that had been used for building half of the HMM
versions and 90 percent that had been used for building the rest. One test set
was thus created of the remaining 50 percent of the Classic and the Extended
family, and another test set was created from the remaining 10 percent of the
same families.

During the testing phase two different algorithms, Viterbi and Forward, which
were more throughout described in the chapter concerning Machine Learning,
were compared. Viterbi is the default method of the HMMER program, this
algorithm is fast but not as sensitive as the Forward algorithm, which there-
fore might be more suitable for detecting remote sequence homologues. Both
of these algorithms were thus tested to see if any of them provided a better result.

The comparison was performed using a cross-validation approach. The rea-
son for this was that how the data is divided, into training and test sets, could
affect the number of incorrectly classified members, especially if the data set
is not quite large or if the members are distantly related. This is because the
data that the HMM has been built from might not constitute a representative
selection of the whole data set. To obtain a more correct result several models
can be built and tested. Then an average of the testing time and the number
of incorrectly classified members can be calculated. In this case 10 different
models were built for each variant of HMM. [Qui93] For the HMMs that were
built from 90 percent of the data a 10-fold cross-validation was then used, and
for whose containing 50 percent the proteins were randomly chosen.
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Classification of the Subclasses

The classification of the ten subclasses was more complicated than the classi-
fication of the main classes. This was, as earlier explained, due to that the
HMM method needs a large learning set to provide a reliable test result. In this
case several of the subclasses included very few members, some of the classes
contained as few as only two members. Therefore, for the subclasses containing
fewer than 20 members, more test data needed to be achieved before the testing
phase could take place. Based on suggestions from Bengt Persson, at Karolinska
Institute, TrEMBL was searched for homologues, which could be used to extend
the subfamilies. TrEMBL is a database that could be seen as a supplement of
SwissProt containing all the translation of EMBL nucleotide sequence entries
that have not yet been integrated in SwissProt. The database can be found on
the web page http://www.ebi.ac.uk/Tools/homology.html.

When searching TrEMBL, for homologues, both the FASTA and the BLAST
algorithms were used. The proteins found, for each subclass, were aligned to
the HMMs, which previously had been built for each subclass. To align the new
proteins a program that aligns sequences to an HMM was used, this choice was
also based on suggestions from Bengt Persson. The program, hmmalign, be-
longs to the HMMER program. Hmmalign performed the alignment by reading
an HMM file and a file containing a set of unaligned sequences, and then the
multiple sequence alignment was produced as an output. In this way an HMM
built of a small number of representative sequences could be used to efficiently
create a multiple sequence alignment of a large number of sequences. [Edd01]

After the alignments were built, they were scanned to find all proteins that
possessed the correct key positions of the coenzyme-binding residues. These
key positions can be seen in Table 3.2 and Table 3.3 in the chapter concerning
the SDR proteins. From these proteins subsets, containing the key positions,
were extracted. This was also performed on the old members of the subclasses.
The subsets produced were then used to build and train the HMMs.

As in the classification of the main classes two different methods for build-
ing an HMM were used. The methods used were the same as above, that is
the default method of HMMER and the method for searching local alignments.
There was however one difference from the classification of the main classes.
In the test above one model containing 50 percent of the data set and another
containing 90 percent were built for each class. Here only 90 percent of the data
set was used to build and train the models. This was due to the fact that even
after attaining more homologues the number of members of each subclass was
low. The subclass with the lowest number of members had as few proteins as
11. As earlier explained the size of the learning set should not be less than 20
for the HMM to provide a reliable test result. It was however decided to per-
form the classification even on the subfamilies with fewer members than 20, to
see if a satisfactory result could be attained despite the low number of members.

The next step was then to calibrate the HMMs. This was, just as in the case
with the classification of the main classes, accomplished to enhance the statis-
tical parameters that are used for estimating the E-values.
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Then the testing phase was performed. The protein sequences that were not a
part of the learning data set were used for creating one test set for each of the
ten subfamilies.

Also in the classification of the subfamilies both the Viterbi and the Forward
algorithms were used to see which one was the superior.

The cross-validation approach was employed in this classification case too, and
just as in the classification of the main classes 10 different models were built
for each variant of HMM, but here only the 10-fold cross-validation method was
used since there was no model built of 50 percent of the data set.

5.1.2 C4.5

Also for this algorithm the classification phase was performed in two steps. First
the capability of the algorithm to classify the two main families and then the
subclasses was tested.

Classification of the Main Classes

To start with the learning sets, for the two main classes, were constructed. The
C4.5 algorithm works in a different way than the HMM algorithm. It cannot just
be supplied with a string containing the amino acids. Attribute and attribute
values therefore needed to be specified and then information on the individual
cases had to be provided. The preparation of the learning sets then was a bit
more challenging in this case.

For each of the two main classes of the SDR families seven conserved sequence
motifs, that could be used to distinguish the two families, were found. These
motifs were used as attributes for the classification of the two main classes, and
they can be found in Table 3.1 in the chapter concerning the SDR proteins.
The motifs are based on the motifs used by Bengt Persson et al. to distinguish
the Classic and Extended families [KP02b]. Two of the motifs for the Extended
family have however been rearranged, TGxxGhaG have been transformed into
TGxxGhlG and h[KR]xxNPG into h[KR]xxNxxG, since not many members of
the family agreed with the original motifs.

After specifying the attributes all the members in the data set were sought
through for the different motifs. How was this search then carried out? First an
attempt to find the motifs with help of a protein pattern search program, fuz-
zpro was made. Fuzzpro is part of the EMBOSS-2.6.0 package, which is an open
source software analysis package for molecular biology. It can be downloaded
from ftp://ftp.uk.embnet.org/pub/EMBOSS/. The fuzzpro program found sev-
eral of the motifs. It did however not provide any information on if the motifs
were placed in or close to an α-helix or a β-strand. Therefore the hmmalign pro-
gram from HMMER was used here as well. With help of this program the motifs
at the correct positions could be extracted, since the motif positions are based on
the secondary structures, which are found for 3α,20β-hydroxysteroid dehydro-
genase and UDP-galactose 4-epimerase. When the other sequences were aligned
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to these proteins, the motifs could therefore be found for them too. [KP02b]

Then the different learning sets were created. To see if the result of this algo-
rithm was affected by the size of the learning set, one set containing 50 percent
of the data set and one containing 90 percent were produced.

With C4.5 a classifier can either be built in the form of a decision tree or
as production rules, as explained in the chapter concerning Machine Learning.
Both these ways were investigated to find out if one offered a superior classifi-
cation result.

After building and training the classifiers the testing phase was performed. As
was the case in the testing phase for the HMMs also here the remaining protein
sequences were used to construct the test set. This resulted in one test set con-
taining 50 percent of the sequences and one containing 10 percent.

The test was, also for C4.5, performed with a cross-validation approach. The
reason for this was, as earlier explained, that how the data is divided, into
training and test sets, could affect the number of incorrectly classified mem-
bers, especially if the data set is not quite large or if the members are distantly
related. The number of blocks to divide the data into was also in this case set
to 10 blocks. [Qui93]

Classification of the Subclasses

Also for the classification of the subclasses the construction of the learning set
was the first task to be completed. The attributes to be specified were the same
as in the classification of the subclasses with the HMM algorithm, namely the
key positions of the coenzyme-binding residues. Here as well the key positions,
for each individual case, were extracted from an alignment created with the help
of the program hmmalign.

After the attributes and the attribute values had been specified and the in-
formation on the individual cases had been provided, the learning sets were
formed. Since there were quite few members in some of the subfamilies, even
after finding homologues, 90 percent of the data set was used for building and
training the classifiers. The test with the classifier built of only 50 percent of the
data set was omitted. In the classification of the main classes one classification
model was created for the whole SDR family, here however one classification
model had to be created separately for the Extended family and one other was
created for the Classic family.

The classifiers for the Extended and the Classic families were constructed both
in the form of decision trees and as production rules. For validation of these
classifiers the testing phase was conducted, with the remaining 10 percent of
the data set.

The cross-validation approach was employed in this classification case too, and
just as in the classification of the main classes 10 different classification models
were built.
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5.2 Result and Analysis of Tests

5.2.1 Hidden Markov Model

Below first a description of the test results and an analysis of these results is
given for the main classes, and then for the subclasses.

Classification of the Main Classes

The average results of the learning and testing phases of these models can be
found in Table 5.1 below. The standard deviation can also be seen below. It
gives an indication of how stable the models are, that is the lower the standard
deviation is the more likely it is that the average result is correct. Another value
that can be found is the percentage of false negatives, that is how many of the
proteins that do belong to respective class that the algorithm did not find. For
a clearer view of the incorrectly classified proteins please see the diagrams in
appendix C.1.
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After performing the tests an analysis of the results was made, to find the better
HMM and to see if the Viterbi or the Forward algorithm was the more appro-
priate to use. The choice, of HMM and algorithm, was based on classification
accuracy, learning and classification speed, and when balancing the trade-off
between these properties the classification accuracy was the more important.
To see how many proteins that were incorrectly classified, the proteins that had
an E-value below 10−15 were considered to be correctly classified. This value
was based on a value used by Bengt Persson et al. [KP02b].

The first issue to analyse was if a better result was reached when 90 percent
of the data set was used for building and learning the HMM than when only
50 percent was used. As can be seen in Table 5.1 above this seemed not to
be the case when comparing the HMMs for the Classic family. Only half of
the models here provided a better classification accuracy when using 90 percent
of the data set. For the Extended family the models that had been built and
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trained on a larger data set seemed however in general to be more efficient. That
the number of the data only had importance when working with the Extended
family is likely due to that the Classic family has many more members than the
Extended, 218 as opposed to 118 members. There are thus enough members
to provide a sufficient result even if only 50 percent of the data set is used for
building the HMMs for the Classic family.

The method adjusted for discovering local alignments, marked with an -f in
the table 5.1 above, did provide a better result than the default method. It did
manage to classify more protein sequences correctly than the default method in
all cases except when performing the test on the F Classic 90 and the F Classic
-f90 HMMs. The method for local alignments did thus prove to be the better
to use for this classification problem.

It was also interesting to investigate which of the algorithms used during the
testing phase, when searching for new family members, that provided the su-
perior result. The Viterbi algorithm was the faster algorithm of the two but
when looking at the classification accuracy it was evident that the Forward al-
gorithm was the superior. It was only when testing the Extended 90 and the
Classic -f90HMM that both algorithms provided an equal result. In all other
cases the Forward algorithm had fewer incorrectly classified proteins. As earlier
mentioned the classification accuracy is more important than the classification
speed, and since the learning time represents the major part of the time con-
sumption in this test, it is recommended to use the Forward algorithm.

This test thus showed that to obtain the best result, when working with these
particular protein families, it is recommended to use the method adjusted for
discovering local alignments when building the HMMs and the Forward algo-
rithm when testing the HMMs. It is also preferable to use a data set containing
90 percent of the data for building an HMM of the Extended family, but when
working with the Classic family 50 percent of the data will suffice.

Classification of the Subclasses

The average results of the learning and testing phases of the HMMs, for the
subclasses, can be found in Table 5.2 below. Also here the standard deviation,
supposed to give a picture of how stabile the models are, and the number of
false negatives are given. For a clearer view of the incorrectly classified proteins
please see the diagrams in appendix C.1.
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After conducting the tests an analysis of the results was made. This was per-
formed to find the most appropriate HMM and to see which of the Viterbi and
the Forward algorithm that was the better to use. Also here the classification
accuracy was the most important property. The E-value chosen was 10−7. This
value, that was used to find out how many proteins that were correctly clas-
sified, was found through tests. In these tests the values for E-value tested
were 10−5, 10−7 and 10−10. 10−5 provided the superior result when considering
false negatives and 10−10 the superior when looking at false positives, however
when concerning the overall performance 10−7 was the best choice. Therefore
the value 10−7 was chosen, since it is not only important to correctly classify
members that belong to the subclass in question, but it is just as important to
avoid classifying non-members to this subclass.

As earlier explained the number of the members in the subclass families were so
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low that 90 percent of the data set had to be used for building and learning the
HMM. Therefore no comparison could be made between the result when using
90 percent and 50 percent of the data.

When comparing the results attained with the method for discovering local
alignments, -f, and the default method, the method for local alignments showed
a better result when concerning false negatives, it was better in 13 of the 20
tests, while the default method only had a better result in 2 of 20 tests. How-
ever when taking into account both the false negatives and the false positives
the default method had the fewest incorrectly classified proteins, it was better
in 11 of 20 cases, while the method for local alignments was better in 6 cases.
The default method of HMMER was thus recommended to use when building
HMMs for the subclasses.

Also when looking at which of the algorithms that were the better to apply
for finding new family members, the results differed. The Forward algorithm
was to prefer if only false negatives were considered, it then had a better result
in 4 of 20 tests, in the remaining 16 tests the algorithms provide a equal result.
If considering all incorrectly classified proteins the Viterbi algorithm provided
the best result, it was better in 9 of 20 cases, while the Forward algorithm
was better in 3 of 20. Since it was just as important to have a low number
of false positives as a low number of false negatives and due to the fact that
the Viterbi algorithm was the faster algorithm, the Viterbi algorithm was cho-
sen as the superior algorithm for the testing phase in this classification problem.

How did then the two subclasses with fewer members than 20 perform? The
subclass cD1e, with only 11 members, and cD2, with 13 did achieve an accept-
able result.

The value of percent correctly classified proteins of the cD2 HMM built with the
default method reached the fourth best value, of all subclasses, and cD1e even
attained the best result. The standard deviation was also low compared to the
other subclasses, it was the fourth lowest for cD2 and the second lowest for cD1e.

The values for the models built with -f were also quite good. They were placed
in the middle of all subclasses. The standard deviations were however not as
good, cD1e had the second worst value, and cD2 the worst.

Why did the results differ that much between the HMMs built with the de-
fault method and the method for discovering local alignments? The reason for
this was the same as for the other subclasses that -f is better for finding remote
homologues, since these proteins belong to subclasses they are not that distantly
related. Then the more sensitive default method is more appropriate, especially
if the family has few members, for building a representative model of the family.

Another reason for that the subclasses with so few members achieved a sat-
isfactory result is that the HMMs are built on highly conserved subsets of the
sequences extracted from prealigned sequences. This reduces the number of se-
quences needed.
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This test thus showed that to attain the best outcome, when working with the
subfamilies of this protein family, the default method of HMMER is to prefer
when building the HMMs and the Viterbi algorithm when testing the HMMs.
It was also shown and that it can suffice with as few proteins as 11 for building
a model that can correctly predict the class affiliation of new members.

5.2.2 C4.5

In this section a description of the test results and an analysis of these results
for the classification of the main classes, respective the subclasses is given.

Classification of the Main Classes

The average results of the learning and testing phases can be found in Table
5.3 below. This algorithm performs the learning and testing phase, for both
the decision tree and the production rules, in the same run. The time given
is therefore combined from both these phases. The standard deviation and the
number of false negatives are given for this algorithm too, and can also be seen
below. For a clearer view of the incorrectly classified proteins please see the
diagrams in appendix C.2.

When the tests had been accomplished an analysis of the results was performed,
to see if the number of members in the training set had an effect on the result
and if it was more appropriate to build the classifier as a decision tree or as
production rules. The choice of classifier was based on classification accuracy,
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learning and classification speed, and the most important of these properties was
the number of correctly classified proteins. And when considering the correctly
classified members the total number of correctly classified members was the
most important, since it is just as important to avoid classifying non-members
to the class in question as finding the proteins that really belong to that class.

How did then the size of the data set influence the result? When using de-
cision trees the classification model containing 90 percent of the data set was
the superior, however when using production rules the result of the model con-
taining 90 percent was the same as for the model containing only 50 percent.
How come, should the algorithm not be able to classify more proteins correctly
if it has learnt from a larger training set?

The reason why the production rules classifier provides a better result than
the decision tree is that C4.5 manage to classify all members belonging to the
Classic family correctly with the production rules, and this is due to that the
two classifiers work somewhat differently.

If there in the decision tree is one leaf on a decision node with no corresponding
member in the training set, as for example Dhx[cp] in Figure 5.1 below, then it
is not possible for the algorithm to learn which class a member of the test set
with that attribute value should belong to. The member is then assigned to the
class, under that particular decision node, with the highest probability, thus a
majority vote is conducted. In the case with the production rules a default class
is instead chosen for the whole data set. This default class is the class with the
most members not covered by any rule, and a member that does not fit any of
the rules is assigned to that class.

In this test the production rules classifier managed to classify the protein, which
had not been learnt, to the correct class since it was a member of the Classic
family, the default class.
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In the classification of these proteins it is not likely that a protein the algorithm
have not been trained on should belong to the class, under a particular decision
node, with the largest amount of members. This is due to that the class the
examples belong to depend on the value of the attribute. For example in Figure
5.1 above a protein with the attribute value Dhx[cp] should not, as proposed by
the decision tree classifier, belong to the Extended family, which has the most
members under that node, but instead to the Classic family. The production
rule classifier should therefore be a better choice of use for classification of these
proteins.

Concerning the question about the size of the training set, 90 percent of the
data should be to prefer. It was here however hard to see any greater difference
between the 90 percent and the 50 percent learning sets. For production rules
it can suffice with 50 percent. The data set is however quite small even if 90
percent is used as training data. Therefore sometimes a member is the only one
that has a particular attribute value. If that member then is not part of the
training set, it will be hard for the algorithm to correctly classify it. Therefore
the result of this algorithm too would benefit from a larger data set.

Thus to obtain the best result a training set containing 90 percent of the data
set should be used together with the production rule classifier.



CHAPTER 5. TEST OF ALGORITHMS 52

Classification of the Subclasses

Also for this classification the average results of the learning and testing phases
are shown in Table 5.4 below, and likewise the standard deviation and the num-
ber of false negatives can be found. For a clearer view of the incorrectly classified
proteins please see the diagrams in appendix C.2.
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After the tests had been executed, an analysis of the results was carried out.
The most important property when considering the most appropriate classifier
was also here the classification accuracy. And when considering the number of
correctly classified members the total number of correctly classified members
was the most important, since it is just as important to attain a high value for
true positives as a low value for false negatives.

As earlier explained the test with the classifiers built of only 50 percent of
the data set unfortunately had to be omitted due to the low number of mem-
bers in some subfamilies. Therefore no comparison of the effect a training set
of 90 percent and one of 50 percent had on the result could be accomplished.

When comparing the classifier built in the form of a decision tree and the clas-
sifier built of production rules they had the same result for the Classic family.
The classifiers did not succeed to correctly classify the members of the cP1 sub-
class in one run. The decision tree failed because the cP1 class was not the class
with the highest probability under that particular node. The production rules
classifier did not either succeed since there were no members of cP1 with the
attribute value K in the training set. There were however members of cP3 with
this value. The members of cP1, with the value K, therefore fit the rule classify-
ing them into cP3. If this rule hade been removed they would however still have
been classified to cP3, since it has four members with K, while cP1 only has two.

When comparing the two classifiers for the Extended class, the decision tree
shows a better result than the production rules model. This is because the key
position, the attribute, decides which class the protein should be assigned to,
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not the value of the attribute as in the classification of the main classes. For
example if a protein has an Asp, D, residue or an Glu, E, residue on key position
33 it belongs to the subclass eD1 if it however has an Asp or Glu residue on
key position 35 it belongs to eD2. Therefore the possibility that a protein that
has not been learnt in the training phase do belong to the class with the most
members under that particular decision node is quite high.

Thus to attain the best result when classifying the subfamilies of this protein
family, the decision tree classification model is to prefer.
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Discussion

In this chapter the results of the thesis are presented, a discussion concerning
the reliability of the results is held, reflections concerning the project, and finally
conclusions and further work are presented.

6.1 Results

The purpose of this thesis was to find out which of the algorithms chosen that
was the better for classifying the given dataset of proteins.

The most appropriate algorithm was chosen on the basis of how well it suc-
ceeded in classifying the proteins, based on classification accuracy, learning and
classification speed. An investigation concerning which algorithm that best
managed to balance the trade-off between these aspects was also conducted.

Which of the two algorithms was then the better to use? If we start with
the main classes HMM presented a better result, concerning correctly classified
proteins, for the Classic class. The best HMM, Classic -f50 run with the For-
ward algorithm, gave a 0.48 percentage units higher value than the best C4.5
classifier, which was Classic 90 built as production rules. For the Extended
class the C4.5 classifier, Extended 90 built as production rules, provided a 0.10
percentage units higher value than the best HMM, which was Extended -f90
run with the Forward algorithm.

Despite that C4.5, as seen in Table 6.1 below, was considerably faster than
HMM I would recommend the use of HMM for the classification of the Classic
class for these particular proteins. This is, as earlier mentioned, due to that
when balancing the trade-off between classification accuracy, learning and clas-
sification speed the classification accuracy is the very most important property,
because the proteins have to be correctly classified if it in the end should be
possible to develop effective remedies for diseases caused by disorder in the pro-
teins. For the Extended family the C4.5 has the highest classification accuracy
and is thus recommended. It might though be recommended to use the C4.5
algorithm for Classic family too, as a first rough classification. If the result then
shows that there is no possibility that the new protein could belong to this class,
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then time do not have to be wasted on performing the more time consuming
classification with the HMM algorithm.

For the classification of the subclasses the C4.5 algorithm showed a superior
result for all subclasses except in two cases. The first case was cD1e, where the
HMM cD1e run with the Viterbi algorithm gave a 0.36 percentage units better
value for correctly classified proteins. The second case was eP1, where all HMM
models also had a 0.36 percentage units better value. However since the C4.5
algorithm provides a quite better result for the majority of the subclasses it
should be the better choice of use. It does for example provide a 13.48 per-
centage units higher value for cD1d. The C4.5 algorithm also has a reasonable
higher learning and classification speed.

To give a better illustration of how the results of the HMM and C4.5 classi-
fiers differed a diagram for the main classes respectively for the subclasses are
presented below.
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6.2 Reliability of Results

How reliable were then the results attained? To see that the coefficient of
variation was calculated for the HMM and the C4.5 classifier with the best
result for each class. This was performed to standardise the standard deviation
in relation to the mean value. Then the values were compared to see which
algorithm that had the lowest coefficient of variation, thus had the most reliable
result.

6.2.1 Main Classes

For the Classic family the HMM algorithm was concluded to be the superior
algorithm. The coefficient of variation, seen in Table 6.1 below, confirmed this
since the HMM classifier had a significantly better value.

For the Extended family the C4.5 was decided as the better choice of use,
but this was not supported by the coefficient of variation, as the C4.5 classifier
showed a quite higher value than the HMM classifier. Since the value for C4.5
then was not as reliable as the value for HMM, more measurements are needed
to be performed to see if the values for classified proteins really are as calculated
here.
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The results, for both HMM and C4.5, might also be improved if more homo-
logues were found, since all classifiers, except Classic -f 50 run with the Forward
algorithm had to use 90 of the data set to provide the superior result.

6.2.2 Subclasses

The values for the subclasses were not quite as good as for the main classes. As
seen in Table 6.2 below, only the HMM classifiers for cD1d, cD1e, cD2, cD3, and
eP1 had as low values for the coefficient of variation as those attained for the
main classes. The rest of the HMMs had really poor values. The C4.5 classifiers
all had values in between the two groups of HMMs. So for the subclasses, cD1d,
cD1e, cD2, cD3, and eP1, the coefficient of variation did not support the C4.5
algorithm as the choice of algorithm, in fact it did not support any of the two
algorithms. For the other subclasses C4.5 had the best value, but these values
were still to high to be reliable. So in fact none of the algorithms was here
supported.

To attain a better value a solution could, just as in the case with the Extended
family in the main classes, be to perform more measurements, to run the algo-
rithms until the standard deviation reaches an acceptably low value. Then it
can be determined if the values for correctly classified proteins is as calculated
here.

Another action that the results might benefit from is, also as in the case with
the main classes, to find more homologues for the subfamilies. Since the rea-
son for C4.5 not achieving a high-quality result was that there were so few
examples containing some of the attribute values that the risk of them all to
be omitted from the training data was quite high. An example of this is the
earlier mentioned attribute value K, contained by only two examples of cP1. A
larger data set would thus limit the risk of encountering unlearned data. It is
though not obvious that a larger data set would improve the result of the HMM
classifiers. Because for example cD1e and cD2, with only 11 respectively 13
members, have among the lowest coefficient of variations, while cP3 and eD2,
with 77 respectively 76 members, have unacceptably high values. A reason for
this might however be that the cD1e and cD2 subfamilies are more homogenous
and therefore it suffices with so few examples to build and train a classifier for
them, while the other families are more heterogeneous and might thus gain from
a larger data set.
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6.3 Reflections

Before conducting the tests of the two algorithms my opinion was that the HMM
should be the better choice for the classification of the main classes and the C4.5
for the subclasses.

The results did however surprise me. C4.5 reached a slightly better result than
HMM for the Extended family, of the main classes. The difference between the
algorithms were however marginal and according to the coefficient of variation
not completely reliable. So if more tests are conducted another result might be
obtained. The results for the subclasses were not either as expected. It was no
big difference between the two algorithms. I had thought that C4.5 was more
fit for this kind of classification since for this algorithm the user specifies the
attributes, and since the HMM searches for motifs not single key residues. C4.5
was the better algorithm but not to the extent that I had expected. Why the
HMM provided a much better result than expected is most likely due to that
the key residues are placed in or adjacent to motifs and that the HMMs are
learnt on subsets of the sequences. That there was no greater difference be-
tween the two algorithms implied that the method of experiment, used for this
thesis, could not be substituted, for just theoretical studies, since theory and
practice does not always fit.

It is though important to remember that these tests are conducted for this
particular data set of proteins. The results are not generally applicable for
other protein families, since they might for example not be as diverse as this
family.
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6.4 Conclusions

The conclusion is that the HMM algorithm is the better choice of use for the
classification of the Classic main family, even though it did not conduct the
learning and the classification procedures as fast as the C4.5 algorithm. It did
however provide the best classification accuracy. Since this was regarded as the
most important property the HMM was considered to be the better choice of use.

For the Extended main family and the subclasses the C4.5 algorithm was chosen
as the better algorithm for the classification of these proteins. This was both
due to that it performed the learning and the classification phases considerably
faster than the HMM and that it provided the superior classification accuracy.

It should however be noted that when investigating the reliability of the re-
sults, by the use of the coefficient of variation, only the values for the Classic
family of the main family were verified. Because of this further investigation is
needed for securing the results.

6.5 Future Work

Further investigation to secure the results of the Extended family and the sub-
classes. This further investigation could consist of finding more homologues for
the families and to construct more classifiers to obtain a mean value classifier
with a lower standard deviation.

It should also be interesting to compare other Machine Learning algorithms,
as for example the k-Nearest Neighbour, with the HMM and C4.5 algorithms,
to find out if they could be more appropriate for classification of these proteins.
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Appendix A

Amino Acids

A.1 Standard Amino Acid Code Letters

Here follows, a table containing, the standard, single-letter amino acid code,
which was established by a joint international committee When the name of
only one amino acid starts with a particular letter, then that letter is used, e.g.,
C, cysteine. In other cases, the letter chosen is phonetically similar (R, arginine)
or close by in the alphabet (K, lysine).[Mou01]
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A.2 Physio-Chemical Properties and Hydropho-
bicity

The possibility of 20 different amino acids in proteins allows for a considerable
diversity of structure and function. This is because of their different chemical
form. Each residue can influence the overall physical properties of the protein
because these amino acids are basic or acidic, hydrophobic or hydrophilic, and
have straight chains, branched chains, or are aromatic. Therefore each residue
has specific tendencies to form different types of structures in the context of a
protein domain. [BO01]

A.2.1 Hydrophobicity

Below a table showing how hydrophobic the different amino acids are is pre-
sented. The values in the table are based on adjusted values derived from
several sets of experimental measurements, conducted by Kyte and Doolittle.
The most hydrophobic amino acid is printed at the top. [Mou01]



APPENDIX A. AMINO ACIDS 65

A.2.2 Physio-Chemical Properties

Here a Venn diagram of the relationship of the 20 amino acids to a selection of
physio-chemical properties thought to be important when determining the struc-
ture of a protein can be found. [Dav] For example the knowledge of isoleucine,
valine, and leucine all being aliphatic residues can be helpful when building a
multiple sequence alignment, since these amino acids all have the same chemical
form and thus can be substituted for each other.



Appendix B

Methods for Sequence
Analysis

This appendix contains a more throughout description of the different methods
for sequence analysis covered in the chapter concerning Bioinformatics.

B.1 Methods for Alignment of Pairs of Sequences

Here follows a few commonly used methods for the alignment of two sequences.

B.1.1 Dot Matrix Analysis

The dot matrix analysis uses the sequences as the coordinates of a two-dimensional
graph and then place dots in the graph where the sequences coincides, so that
each dot indicates that the sequence similarity is above a certain threshold
within a small window. When the sequences are consistently matching over an
extending region, the dots are combined together to a line. [BO01]

The major advantage of this approach is that it finds all possible matches of
residues between two sequences. The user can then identify the most significant
ones. The dot matrix can also show the occurrence of insertions and deletions
that can be harder to find with the more automated methods.

It can however be difficult to identify the most significant alignments for the
user if s/he is no expert on the subject. On the other hand it might give the
expert better opportunities to find alignments that could prove to be very signif-
icant and that might not have been discovered by an optimal alignment method.
[Mou01]

A problem with this approach is that it can be hard to distinguish chance sim-
ilarities, noise, from real similarities. How can then noise be filtered from the
dot matrices? One way to deal with noise is to have several sequences sharing
biologically relevant similarities. With this set of sequences, a dot matrix could
be calculated for each pair of two sequences in the set. If all sequences share
a region of similarity, this should appear in each dot matrix. So if a similarity
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is not apparent in all dot matrices it is likely to be noise. This approach to
filter noise is thus harder to apply when there only is a pair of sequences to be
aligned. [Pev01]

B.1.2 Dynamic Programming Algorithm

The dynamic programming algorithm compares all character-pairs in the two
sequences and creates an alignment. It is an optimal alignment method, and it
finds the optimal path by incrementally extending the optimal subpaths.

There is one global and one local version for finding the path. The global
version, the Needleman-Wunsch algorithm, extends both the sequences from
their beginning to their end, this means that the search graph is, in general,
searched from the top-left corner to the bottom-right corner, and a global align-
ment is computed. In the local version, the Smith-Waterman algorithm, an
alignment can start and end inside the search graph, that is the alignment does
not need to reach the end of the sequences. Here an optimal alignment is found
if the alignment’s score cannot be improved either by expanding or reducing the
alignment. The score is calculated so that it decreases in the regions where the
sequences do not have a particularly high similarity. When the score is down to
zero, the path is not further investigated and another subpath can then instead
be extended. It might then exist several paths that are bound to the same
region, if so the path with the highest score is reported as the optimal local
alignment. [BO01] To calculate the highest score the alignment generates a ma-
trix of numbers that represents all possible alignments between the sequences.
The matrix used for scoring matches and mismatches is an amino substitution
matrix, as for example PAM250 or BLOSUM62, and it is generated both by the
Needleman-Wunsch and the Smith-Waterman algorithms. [Mou01]

The dynamic programming method is a very well known and much used al-
gorithm for computing likelihood and aligning sequences. It can be said to
be the source of several conventional algorithms for sequence analysis. [BB01]
One example of this is the Viterbi algorithm, which is an instance of dynamic
programming. It is used for finding the most probable path through a Hidden
Markov Model, HMM, and giving the probability for this path. [RN95]

A drawback with this method is however that it can be slow due to the very
large number of computational steps that is performed. These steps increase
almost at the square of the sequence lengths. Due to this the computer memory
requirements also increases by the square, thus this method might be inappro-
priate for long sequences. The time and space requirements have however been
reduced to near-linear relationships, and the method is now widely used in dy-
namic programming applications for sequence alignment. [Mou01]

Another problem with this optimal alignment method is that is only returns
the optimal alignment, when there in local alignments might be several sig-
nificant alignments. The local version, the Smith-Waterman algorithm, have
however been improved so that it can detect the k best nonintersecting local
alignments. [BO01]
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B.1.3 Word or K-tuple Method

These methods align two sequences very fast. They first search for matching
sequence patterns or words, called k-tuples. These patterns have k matching
residues in both sequences. When the patterns are found they are used to build
a local alignment with help of the Smith-Waterman dynamic programming al-
gorithm. In this way an alignment of all pairs of residues in the sequences is
not needed, as it would have been if only the dynamic programming method
had been used. Here only the residues in the k-tuples needs to be aligned,
making the k-tuple method much faster than the dynamic programming algo-
rithm. These methods are therefore fast enough to be useful when a database is
to be searched for the best aligning sequences based on a test sequence. [Mou01]

Two programs that use the k-tuple methods are the FASTA and BLAST meth-
ods. These two heuristic methods are generally used for approximate local
alignment and local similarity. [Gus97] That they are heuristic mean that they
perform an informed search, they have problem specific knowledge that can be
used to find solutions and obtain feedback to improve the performance. [RN95]

FASTA, the oldest of these two programs, searches for words of the same length,
while BLAST limits the search to the most significant words. These most sig-
nificant words are found by performing an evaluation of the word matches using
log odds scores in the substitution matrix BLOSUM62. By limiting the search
to the most significant words BLAST can perform the alignment even faster
than FASTA. BLAST was therefore quickly the most adopted method of these
two when it was introduced in 1990. [Gus97]

As earlier mentioned FASTA and BLAST can find matching sequences in a
sequence database very quickly, they are therefore useful for routine searches
of this type. The Smith-Waterman dynamic programming algorithm is how-
ever more sensitive when full-length protein sequences are used as queries. This
means that in some circumstances the Smith-Waterman dynamic programming
method might be the superior method. FASTA have however been improved
so that it can detect more remotely related sequences easier, so for sequence
fragments the alignment quality of FASTA equals the dynamic programming
algorithm’s. For full-length sequences the dynamic programming algorithm is
thus still the better, but for general use FASTA and BLAST perform well com-
pared to optimal local alignment. [Mou01]

B.2 Methods for Multiple Sequence Alignment

The methods for multiple alignment can be divided into four main groups, which
will be further investigated below. [Mou01]

B.2.1 Optimal Methods for Global Multiple Alignments

The dynamic programming algorithm, that provides an optimal alignment of
two sequences, can be extended to provide a multiple alignment. The align-
ment is however limited to a very small amount of sequences. It cannot align
more than three sequences, because the number of comparisons that have to be
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performed and the memory requirements become too large for more sequences.
[Mou01]

A method for performing an optimal alignment that has reduced the number
of comparisons has therefore been invented. This method is called the sum of
pairs, or SP method. This method achieves the multiple alignment score by
calculating the scores of the corresponding pair-wise alignments in the multiple
alignment, this is performed with help of a substitution matrix, like for example
PAM or BLOSUM. Even though the SP method is faster than the dynamic pro-
gramming method it is, even after substantial improvements in time and space
usage, only useful for a limited number of sequences. It cannot easily be used
for more than about 10 short sequences. [HT00]

B.2.2 Progressive Global Multiple Alignments

This group of methods is the most generally used to align biological sequences.
Progressive global alignment is a heuristic method that performs the alignment
very fast, it does not require much memory and it offers good performance on
relatively well-conserved, homologous sequences. [HT00]

This method also uses the dynamic programming method to build a multiple
sequence alignment. It works by constructing a succession of pairwise align-
ments. It starts the alignment with the two sequences that are the most closely
related. Then a third sequence is chosen and aligned to the initial alignment.
This procedure is iterated until all sequences are aligned.

Most progressive alignment methods build a ”guide tree”. This is a binary, evo-
lutionary tree, in which the outer branches or leaves are sequences and the inner
nodes are alignments. The root node represents a complete multiple alignment,
and the nodes furthest away from the root represent the most similar pairs. The
methods for building guide trees are similar to the methods used for building
phylogenetic trees, which are used for examining the evolutionary history of a
sequence family. Guide trees are however in general quick and dirty trees. They
are therefore not good for phylogenetic inference. An example of a program
that uses a progressive method is CLUSTALW. [Dur98]

B.2.3 Iterative Methods of Multiple Alignments

A problem with progressive alignment programs is the initial alignments. These
sequences are the closest related sequences in the set, the more distantly re-
lated they are the more errors will be made, and these errors will be propagated
through the multiple alignment. This might be a problem when the sequences
to be aligned are more distantly related. [Mou01]

Iterative methods might however provide a solution to this problem. In this
method an initial alignment is first generated. Then the sequence that is most
similar to a profile of the initial alignment is found and it is aligned to them
by profile-sequence alignment. This is repeated until all sequences have been
included in the multiple alignment. Then sequence x1 is removed and realigned
to a profile of the other aligned sequences x2, ..., xN , and this is repeated for
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x2, ..., xN . This process is then continued until the alignment score does not
change. [Dur98] Examples of programs that use iterative alignment are Mul-
tiAlin, PRRP and DIALIGN. Other methods that also use iterative alignment
are the genetic algorithm, which is a general type of Machine Learning algo-
rithm, and the Hidden Markov Model, HMM, which is a probabilistic statistical
method. [Mou01]

The methods above all produce a global alignment, pattern-searching or sta-
tistical methods, can be used instead, for finding localized sequence analysis.
[Mou01] The next paragraph will concern these kinds of methods.

B.2.4 Localised Alignments

When it comes to methods for localized alignments, they can be divided into
two major groups, namely profile and block analysis. These two groups will be
discussed below.

Profile Analysis

Profiles are a numerical representation of a multiple sequence alignment. They
are found by performing a global alignment of a group of sequences and then by
removing the more highly conserved regions into a smaller multiple alignment.
A position-specific scoring table is then constructed. The numbers in the scor-
ing table gives the probability for each amino acid that it occurs at a specific
position. The profile is similar to the log odds from of the substitution table,
such as PAM and BLOSUM. [BO01]

An example of a profile can be seen in Figure B.1 below. The profile has one
column for each of the 20 amino acids, one column for an unknown amino acid,
and two columns for the gap opening and the extension penalty. Each row in
the matrix corresponds to one column in the multiple alignment. The highest
positive value on each row gives the amino acid most likely to be found on that
place. These values make together up the consensus pattern, ITLSTTCVCV.
The values in the matrix are derived from the log odds amino acid substitution
matrix that was used to produce the alignment. If a gap has to be opened in
the target sequence to align the sequence with the profile, then the penalties
for opening the gap and extending the gap are subtracted. The profile may also
include gaps, in this case the penalty is reduced, as shown in row three in Figure
B.1.1. [Mou01]
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When the profile is constructed it can be used to search a target sequence to
see if it matches the profile. The score in the table is here used to evaluate the
likelihood at each position.

Profiles can be valuable for identifying and aligning distantly related sequences,
since the profiles are made up of highly conserved regions. These regions are
likely to be found in all sequences in a family, even if the sequences are dis-
tantly related, and have changed much during evolution, so that they do not
show much global similarity. [BO01]

There is however a disadvantage of this method. Namely that the profile pro-
duced is only as representative of the variation of amino acids in the family as
the multiple alignment it was built from. This means that if several sequences
in the multiple alignment are similar, the multiple alignment and the derived
profile will be biased in favour of those sequences. If several subfamilies are
to be aligned, it might therefore be important to use the same number of se-
quences from each subfamily when building the multiple alignment. This can be
a problem if some of the subfamilies do not have that many discovered members.
[Mou01]

Block Analysis

Blocks do, just like profiles, correspond to a conserved region in a multiple align-
ment. They do no however permit insert and delete states in the sequences. The
columns contain only matches and mismatches.

Blocks can be found with the same tactic as profiles are found, that is by
searching for a section of a multiple alignment that is highly conserved. But
there is also another way for finding blocks, namely by searching each sequence
in turn for similar patterns of the same length. How do these patterns then
look like? They might include a region with one or a few matching characters
followed by a shorter region of unmatched characters and then another set of
matching characters. They all have the same length, and when they are aligned
the matching sequence characters are shown in columns.

The Block analysis method do not regularly use substitution matrices for find-
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ing patterns, instead it focuses on finding exact matches that have the same
spacing in at least some of the input sequences. [Mou01]

As explained above while profiles are based on multiple alignment, blocks can
be extracted from both multiple alignments or unaligned sequences. [Gus97] An
example of a program that can find blocks in both these ways is the BLOCKS
server. BLOCKS’ default method is to generate blocks from unaligned se-
quences, but it can also extract blocks from a multiple alignment. One thing
to have in mind when extracting blocks from a multiple alignment is however
that these blocks are, just as in the profile analysis, only as good as the mul-
tiple alignment from which they originate. Another example is the eMOTIFs
server that extracts motifs from multiple alignments. It produces a large set of
motifs, where some motifs are more sensitive for the set of aligned sequences
than others. The more sensitive motifs are then chosen. They might be useful
for specifying subfamilies of a protein superfamily. [Mou01]

B.3 Methods for Phylogenetic Prediction

The methods for phylogenetic prediction can be divided into two main groups,
namely distance-based and character-based methods. Below these two groups
are explained and some of the most commonly applied algorithms from these
groups are enlightened. [BO01]

B.3.1 Distance-Based Methods

Distance-based methods use the number of changes, the distance, between two
aligned sequences to derive trees. [BO01] The sequence pairs that have the least
number of changes between them are the closest related. They are placed as
neighbours in the tree and are both connected to their common ancestor node
by a branch. [Mou01]

An advantage of distance methods is that they are much less computationally
intensive than character-based methods, and can still employ the same models
of sequence evolution.

A disadvantage with distance methods is that after the distances are computed
the actual data is discarded, only the fixed distances are used to derive the trees.
The pairwise distances are, therefore already fixed when the tree topology is de-
termined. [BO01]

There are several different methods that are classed as distance-based meth-
ods, here follows a few of the most common.

Unweighted Pair Group Method with Arithmetic Mean

Unweighted Pair Group Method with Arithmetic Mean, UPGMA, is a simple
method for tree construction. It is a clustering method that starts by calculat-
ing the distance, branch length, between the two closest related sequences, and
combining them together to a sequence pair. When it merges the sequences it
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also creates a new node in the tree. This node is the parent of the two sequences.
Then the next most related pair is found and joined together, this clustering
process is continued until the root node of all sequences is reached. The tree
can therefore be imagined as being assembled upwards, each node being added
above the others. [Dur98]

A problem with the UPGMA method is that it assumes that the edge length in
the resulting tree can be viewed as times measured by a molecular clock with
a constant rate. That the divergence of sequences has occurred at the same
constant rate at all points in the tree. This means that the sum of times down
a path to the leaves from any node is the same, whatever the choice of path. If
this is not the case, as it in practice seldom is, if the tree has different length
routs to its leaves UPGMA will not reconstruct the tree correctly, because it
averages the distance between the pairs. The leaves that are the closest in the
tree are therefore not actually neighbours, as can be seen in Figure B.2 below.
[Dur98]

Neighbour-Joining

The neighbour-joining algorithm is commonly applied with distance tree build-
ing. It pairs sequences based on the sum of the branch lengths of the tree. First
the distances between the sequences are used to calculate the sum of the branch
lengths for a tree that has no preferred pairing of sequences. Then this star
tree is modified by successively inserting branches between the pairs of closest
neighbours and the remaining terminals in the tree, as shown in Figure B.3
below. [BO01]
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The neighbour-joining method is especially suitable when the rate of evolution
of the separate lineages under consideration varies. It can thus handle the prob-
lem that the UPGMA method cannot, that is a varying length of the branches
in the tree. The reason for this is that the neighbour-joining method chooses
to pair the sequences that reduce the total branch length to the largest extent.
It finds these sequences by for each possible sequence pair calculating the sum
of the branch lengths of the corresponding tree, and choosing the pair with the
lowest value, as earlier explained. So if the branch length varies due to that
divergence of sequences have occurred at different occasions in evolution, the
neighbour-joining method is the most reliable for predicting the correct tree.
[Mou01]

Another advantage of this method is that it performs the phylogenetic pre-
diction very rapid.

There are however disadvantages also with this method. One major disadvan-
tage is that the neighbour-joining method only generates one tree. Depending
on the structure of the data there might be several different trees that are as
good as the generated tree, and these are then never found. [BO01]

Fitch-Margoliash

This method also tries to build a tree by pairing sequences based on the branch
lengths of the tree. It tries to join all combinations of sequences in pairs to find
a tree that best predicts the data in the distance table, which contains the dis-
tances among the sequences. The percentage from the actual to the predicted
distance is determined for each sequence pair. [Mou01]

This method is more suitable for trees with short branches, because it uses
an average distance. This means that when two sequences are paired together
their new common value will be the mean of their old values. If one of the se-
quence’s branch is long the mean value will not be correct. Thus long branches
tend to decrease the reliability of the predictions. The Fitch-Margoliash method
share this problem with the UPGMA method, the neighbour-joining method,
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that do not use averaging distances, can however, as earlier mentioned, manage
this problem. [Mou01]

B.3.2 Character-Based Methods

The character-based methods derive trees that optimise the distribution of the
actual data patterns for each character. Pairwise distances are therefore not, as
in distance-based methods, fixed as they are determined by the tree topology.
This allows the assessment of the reliability of each base position in an align-
ment on the basis of all other base positions. [BO01]

Maximum Parsimony

Parsimony is probably the most widely used of all tree-building algorithms.
Instead of building a tree, it assigns a cost to a given tree.

It does so by using a multiple alignment, and for each aligned position, it tries
to find the tree that requires the smallest number of evolutionary changes to
produce the sequence changes observed. This is performed for each position
in the alignment. In this way the tree, or trees, with the minimal number of
substitutions is identified. [Mou01]

This method is the only method that allows insertion of gaps of characters.
The gaps can either be included as an additional character or as a set of char-
acters independent of base substitutions. The first approach is the better when
the gap only is one character wide, because each character is seen as an inde-
pendent character state change. The second approach can be helpful when the
alignment have subsets of sequences with perfectly aligned gaps. [BO01]

This method might be of disadvantage to use when the tree have very long
terminal branches and short internal internodes. The long branches might then
seem to be connected because the nonhomologous similarities the sequences have
gathered are much greater than the number of homologous similarities they still
have with their true closest relatives. Character weighting might here however
improve the performance of the maximum parsimony algorithm. The weighting
can be performed through creating a weighting step matrix, where the weights
are the value of the likelihood for that particular character occurring in that po-
sition. Step weighting can however seriously slow maximum parsimony down.
[BO01]

Another disadvantage with this method is that it is rather time-consuming since
guarantees to find the best tree, and therefore it examines all possible trees for
the set of sequences. The maximum parsimony method is therefore not useful
for data including large number of sequences or sequences that do not share
much similarity. [Mou01]

Maximum Likelihood

Maximum likelihood uses probability calculations to find the tree that gives
the best explanation of the variation in the set of sequences. It is similar to
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the maximum parsimony method in that the trees with the least number of
changes are the best trees. Maximum likelihood can however also, in contrast
to maximum parsimony, evaluate trees with a variation in mutation rates in dif-
ferent lineages, and use evolutionary models like for example the Jukes-Cantor
model. This model assumes that there is the same probability of change at each
sequence position. Once a mutation has occurred, that position is also just as
likely to change again. This is different to maximum parsimony, in which it
is assumed that each observed sequence change represents a single mutational
event. The use of evolutionary models makes the maximum likelihood method
better for exploring relationships among more diverse sequences than the max-
imum parsimony method. [Mou01]

The maximum likelihood is calculated for each base position in an alignment.
The value of the likelihood is the probability that a particular character pair
produced by a particular substitution process will occur at a particular base
pair position in the multiple alignment, given a particular tree. The likelihood
for all base positions is then multiplied to give the likelihood for the whole tree,
which is a good tree if the value of the likelihood is high. [BO01]

There is however a problem with this method too, namely that it uses a great
amount of computational time. Maximum likelihood is therefore, just as the
maximum parsimony method, only feasible for a small amount of sequences.
The maximum likelihood does however outnumber the maximum parsimony
method when the data analysis proceeds according to the same model that gen-
erates the data, and as computers are becoming faster it is being used for more
complex models of evolution. [BO01]
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Test Files

C.1 Hidden Markov Model

Diagrams

Diagrams illustrating the number of incorrectly classified proteins for each HMM.
Main classes

Viterbi-algorithm

Classic50

Average value 2.28
Standard Deviation 0.97
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Extended 50

Average value 2.58
Standard Deviation 1.06

Classic-f 50

Average value 0.24
Standard Deviation 0.58

Extended-f 50

Average value 0.96
Standard Deviation 0.50
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Classic 90

Average value 1.8
Standard Deviation 2.53

Extended 90

Average value 2.4
Standard Deviation 1.9

Classic-f 90

Average value 0.6
Standard Deviation 1.26
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Extended-f 90

Average value 0.9
Standard Deviation 1.45

Forward-algorithm

Classic 50

Average value 1.14
Standard Deviation 0.77

Extended 50

Average value 2.16
Standard Deviation 0.76
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Classic-f 50

Average value 0.12
Standard Deviation 0.25

Extended-f 50

Average value 0.9
Standard Deviation 0.58

Classic 90

Average value 0.6
Standard Deviation 1.26
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Extended 90

Average value 2.4
Standard Deviation 1.9

Classic-f 90

Average value 0.6
Standard Deviation 1.26

Extended-f 90

Average value 0.7
Standard Deviation 0.95
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Subclasses

Viterbi-algorithm

cD1d

Average value 14.28
Standard Deviation 0

cD1e

Average value 0.41
Standard Deviation 0.86
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cD2

Average value 2.45
Standard Deviation 1.29

cD3

Average value 1.84
Standard Deviation 1.56

cP1

Average value 13.47
Standard Deviation 2.92
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cP2

Average value 4.49
Standard Deviation 3.30

cP3

Average value 14.08
Standard Deviation 4.13

eD1

Average value 9.29
Standard Deviation 2.07
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eD2

Average value 5.71
Standard Deviation 2.85

eP1

Average value 0.41
Standard Deviation 0.86

cD1d-f

Average value 13.67
Standard Deviation 0.98
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cD1e-f

Average value 7.96
Standard Deviation 4.66

cD2-f

Average value 7.14
Standard Deviation 4.93

cD3-f

Average value 1.84
Standard Deviation 1.16
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cP1-f

Average value 20.82
Standard Deviation 5.33

cP2-f

Average value 14.69
Standard Deviation 2.32

cP3-f

Average value 20.41
Standard Deviation 2.35
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eD1-f

Average value 7.55
Standard Deviation 3.20

eD2-f

Average value 5.31
Standard Deviation 3.75

eP1-f

Average value 0.41
Standard Deviation 0.86
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Forward-algorithm

cD1d

Average value 14.28
Standard Deviation 0

cD1e

Average value 0.41
Standard Deviation 0.86

cD2

Average value 2.45
Standard Deviation 1.29
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cD3

Average value 1.84
Standard Deviation 1.16

cP1

Average value 13.67
Standard Deviation 2.73

cP2

Average value 5.91
Standard Deviation 3.39
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cP3

Average value 15.31
Standard Deviation 3.88

eD1

Average value 9.29
Standard Deviation 2.75

eD2

Average value 4.08
Standard Deviation 3.19
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eP1

Average value 0.41
Standard Deviation 0.86

cD1d-f

Average value 13.67
Standard Deviation 0.98

cD1e-f

Average value 10.20
Standard Deviation 4.81
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cD2-f

Average value 9.59
Standard Deviation 5.61

cD3-f

Average value 1.63
Standard Deviation 0.86

cP1-f

Average value 22.86
Standard Deviation 4.79
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cP2-f

Average value 16.12
Standard Deviation 2.45

cP3-f

Average value 21.02
Standard Deviation 2.36

eD1-f

Average value 6.33
Standard Deviation 2.44
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eD2-f

Average value 5.31
Standard Deviation 3.62

eP1-f

Average value 0.41
Standard Deviation 0.86
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C.2 C4.5

Diagrams

Diagrams illustrating the number of incorrectly classified proteins for each C4.5
classification model.

Main classes

Decision Tree

Classic 50

Average value 0.9
Standard Deviation 0.32

Extended 50

Average value 0.9
Standard Deviation 0.32
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Classic 90

Average value 0.6
Standard Deviation 1.26

Extended 90

Average value 0.6
Standard Deviation 1.26

Production Rules

Classic 50

Average value 0.6
Standard Deviation 0.63
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Extended 50

Average value 0.6
Standard Deviation 0.63

Classic 90

Average value 0.6
Standard Deviation 1.26

Extended 90

Average value 0.6
Standard Deviation 1.26
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Subclasses

Decision Tree

cD1d

Average value 0.67
Standard Deviation 2.43

cD1e

Average value 0.67
Standard Deviation 2.43
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cD2

Average value 0.67
Standard Deviation 2.43

cD3

Average value 0.67
Standard Deviation 2.43

cP1

Average value 0.67
Standard Deviation 2.43
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cP2

Average value 0.67
Standard Deviation 2.43

cP3

Average value 0.67
Standard Deviation 2.43

eD1

Average value 0.56
Standard Deviation 1.77
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eD2

Average value 0.56
Standard Deviation 1.77

eP1

Average value 0.56
Standard Deviation 1.77
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Production Rules

cD1d

Average value 0.67
Standard Deviation 2.43

cD1e

Average value 0.67
Standard Deviation 2.43

cD2

Average value 0.67
Standard Deviation 2.43
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cD3

Average value 0.67
Standard Deviation 2.43

cP1

Average value 0.67
Standard Deviation 2.43

cP2

Average value 0.67
Standard Deviation 2.43
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cP3

Average value 0.67
Standard Deviation 2.43

eD1

Average value 1.09
Standard Deviation 2.30

eD2

Average value 1.09
Standard Deviation 2.30
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eP1

Average value 1.09
Standard Deviation 2.30


