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ABSTRACT 
 

According to numerous sources, computer security 
can be explained as; how to address the three major 
aspects, namely Confidentiality, Integrity and 
Availability. Public-key infrastructure is a certificate 
based technology used to accomplish these aspects over 
a network.  One major concern involving PKIs is the 
way they handle revocation of invalid certificates. 

 
The proposed solution will make revocation more 

secure; validation will be handled completely by the 
certificate authority, and revokes will be instant, 
without use of certificate revocation lists.  

 
Keywords: public-key, private-key, certificate, 
revocation, network-security  



SAMMANFATTNING 
 

I enlighet med flertalet källor, kan datorsäkerhet 
beskrivas som; hur man adresserar de tre mest 
betydelsefulla aspekterna, nämligen Confidentiality 
(Tillit), Integrity (Integritet) och Availability 
(tillgänglighet). PKI är en certifikat baserad teknologi 
som används för att uppfylla dessa aspekter över ett 
nätverk. Ett huvudsakligt orosmoment rörande PKI är 
hur man skall hantera annullering av ogiltiga certifikat.  

 
Den föreslagna lösningen kommer att hantera 

annullering på ett mer säkert sätt; validering av 
certifikat hanteras uteslutandes av ”certifikat instansen” 
(the certificate authority), och annulleringar sker 
omedelbart, utan användning av ”annullerings listor” 
(certificate revocation lists). 

 
Nyckelord: publik nyckel, privat nyckel, certifikat, 
annullering, nätverkssäkerhet 
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1 INTRODUCTION 
 

According to numerous sources, computer security can be explained as; how to 
address the three major aspects, namely Confidentiality, Integrity and Availability. 
These aspects covers different security risks involved when performing different 
tasks/actions on a computer based system. All systems, whether or not it’s a single 
computer or countless interconnected computers in a network, needs to ensure that 
these aspects are accountable.   

 
Since the commercial breakthrough of the Internet in the early nineties, new web 

applications and fields of applications arise each day. Use of e-mail and browsing web 
pages etc. is every day use for most people at work, as well as at home. Almost every 
one has, or knows someone who has, bought something, placed a bet or played some 
game over the internet. Even more common is the use of an internet bank to pay your 
bills etc. Many of these activities involves authentication and secure transactions over 
the Internet (the security aspects as explained above).  

 
Today’s security measures to cover the security aspects over networks include the 

use of Public Key Infrastructure (PKI), which uses public-key encryption to encrypt 
the data and certificates/digital signatures to ensure authenticity. In most of today’s 
PKI solutions a Trusted Third Party (TTP) signs the certificates and posts them in 
several repositories (storage facilities, for simplicity), for everyone (in some cases 
credibility is needed) to download and use. If a certificate is revoked, for any reason, 
the CA that certified it creates a list (Certificate Revocation List) containing the 
certificate and other revoked certificates. This list is then distributed amongst the 
repositories in the same manner as the certificates. It’s then up to the clients 
(subscribers) to check the list and verify the certificates themselves. 

 
My proposal is to improve the way that revocation of certificates is handled. The 

entire trust mechanism revolving the revocation process will be given to the issuer 
(The Trusted Third Party) instead of divided amongst the entities. I intend to make the 
Trust in TTP to stand for “Total trust” instead of its vague definition in today’s PKIs. 

 

1.1 Research agenda 
 

To design a revocation model that addresses and meets the following requirements 
that the models today are struggling with:  

 
• Revocation time 
• Security 
 
While maintaining: 
• Scalability 

 
The model should describe the entities involved and the interaction schemes they 

use, as well as new structures. 
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1.2 Scope 
 
The scope of this thesis is limited to the problems related to certificate revocation, 

this means that other security aspects are ignored (e.g. private-key protection, that 
could lead to “single point of failure”).  It will briefly explain the basics of the public 
key infrastructure and some architectural differences between the common 
architectures, only to create basic awareness. It will mainly focus on the security 
aspects which sets aside the performance aspects when in conflict.  

 
This thesis will not explain the mathematics behind the different cryptographic 

techniques; this is already covered in vast papers.  
 
This thesis will not cover cross-certification/merging techniques in use with the 

new structure, because it would be unnecessary complex and wouldn’t add any 
significant changes. 

 

1.3 Abbreviations 
 
ACL – Access Control List 
CA – Certificate Authorities 
CP – Certificate Policy 
CRL – Certificate Revocation List 
IETF – Internet Engineering Task Force 
MAC – Message Authentication Code 
PKI – Public Key Infrastructure 
POP – Proof Of Possession 
RA – Registration Authority 
TTP – Trusted Third Party 
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2 THEORETICAL BACKGROUND 
 
In this section I will discuss areas that are vital to understand before continuing to 

the research and discussion. I will therefore not go into details about specific areas that 
don’t directly concern the research at hand e.g. I will not in detail (mathematically) 
explain the encryptions used. I will present the most common implementations used 
today, to the extent that I think is necessary.   

 
At the end of this section I will describe the problem area which I intend to focus 

my research on, namely the revocation of certificates. 
 

2.1 Why PKI? 
 
A public key infrastructure, or PKI, is a process created to enable users to 

implement public key cryptography, usually in large (and frequently, distributed) 
setting (Pflegger, 2003). 

 
To understand how PKI works, you first have to understand how its encryption 

algorithm works. Public key cryptography or asymmetric encryption is an algorithm 
that uses a key-pair, one key to encrypt the message and the other to decrypt it. You 
can publicly distribute the encryption key (a.k.a. the public-key) and let users encrypt 
messages to you using this key; this ensures that only you (your private-key) can read 
the message.  
 

Public key encryption uses a mathematical function that makes it impossible to 
derive one key from the other; you can’t calculate the private-key from knowing the 
public one and vice versa. 
 

A real world example would be, “It allows you to send secret messages to people 
you haven’t met yet, and whom you haven’t agreed on a secret key. It allows two 
people to engage in a publicly visible data exchange and, at the end of that exchange, 
compute a shared secret that someone listening in on the discussion can’t learn. In real-
world terms, it allows you and a friend to shout numbers at each other across a 
crowded coffeehouse filled with mathematicians so that when you are done, both you 
and your friend know the same random number, and everyone else in the coffeehouse 
is completely clueless” (Schneier, 2004).  

 
In the early days of public-key cryptography, people envisioned vast databases of 

public keys, kind of like telephone books. Bob could look Alice’s name up in the 
online database of public keys, and then retrieve the public key associated with that 
name (Schneier, 2004).  

 
This was problematic in many ways, mostly because it’s hard to ensure the 

integrity of such databases. Another problem was authentication, to be able to ensure 
that the public-key in a database belongs to whom it says. The solution to these 
problems was PKI, Public Key Infrastructure.       

 
First and foremost, PKI is an authentication technology. Using a combination of 

secret key and public key cryptography, PKI enables a number of other security 
services including data confidentiality, data integrity, and key management (Kiran et 
al, 2002). 
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PKI is often considered to be a standard, but is in fact a set of policies, products, 

and procedures that leave some room for interpretation. The policies define the rules 
under which the cryptographic systems should operate (Pflegger et al, 2003). These 
sets are the building blocks that the frameworks and architectures are made of. Some 
of the most common architectures are described below. For an easier to grasp view of 
the technical differences between the architectures see table by Clarke (2001), section 
7.1.  

 
 

2.1.1 X.509 
 
X.509 is the earliest framework to provide and support authentication, including 

formats for X.509 public-key certificates, X.509 attribute certificates, and X.509 
CRLs. X.509 is the hierarchical PKI that a CA, central digital certificates issuer, is 
responsible for managing the certificates. 

 

 
 
 
Historically, X.509 was standardized by ITU-T (International Telecommunication 

Union Telecommunication sector, formerly CCITT) and turned to be ISO standard. 
 
X.509 follows the X.500 directory service and provides an example of reliable 

authentication and certification. In practice, developers relax the strict X.500 service 
scheme. For example, X.509v3 (Version 3) certificate has “extensions” field for 
flexible operation. 

 
IETF had discussed the design based on X.509 framework from each applications 

to general PKI. Internet standards for X.509 PKI framework is developed at IETF 
Public-Key Infrastructure (X.509) Working Group. PKIX not only profiles X.509 
standards, but also develops new standards apropos to the use of X.509-based PKIs in 
the Internet. (Yamane et al, 2003) 

 
The basic PKIX architecture model has remained largely unchanged since it was 

first published in the original Internet Certificate and Certificate Revocation List 
(CRL) Profile. The latest model is reflected in the most recent version of the Internet 
Certificate and CRL Profile (Kiran et al, 2002). 

Figure 1: X.509 hierarchical structure 
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One of the most popular implementations of X.509-based PKI is OpenSSL 

(http://www.openssl.org/, formerly SSLeay). OpenSSL is a set of Open Source 
cryptography libraries including X.509 CA operation scripts and distributed freely, 
such as a part of PKI package for either commercial or non-commercial purpose 
(Yamane et al, 2003).  

 
 

2.1.2 OpenPGP 
 
OpenPGP is the standard based on Pretty Good Privacy R (PGP R) application 

which is developed by Philip Zimmermann. PGP R is provided as commercial version 
and ‘freeware’ version for noncommercial/non-governmental purposes only. The 
specification of PGP is standardized as OpenPGP by IETF OpenPGP Working Group. 

  
Without a certification authority, the problem of trusting keys arise to assess 

applicants before giving out certificates. In OpenPGP, there are no official mechanism 
for creating certificates, no official channel for acquiring and distributing. It makes the 
process of certification into the face-to-face, ad hoc situation. Each end user is 
responsible to decide which certificate (public key of an user) is trusted and accepted 
to be added into their local trust-file (denoted “keyring” in PGP). This certification 
process does not require a trusted, monitored registration authority or certification 
authority, however, it lacks scalability (Yamane et al, 2003). 

  
Instead of relying on authentication paths that must end in a trusted CA, PGP users 

can build authentication paths arbitrarily through the entire worldwide community of 
PGP users. If Alice decides that she has an authentic copy of Bob’s public key, and 
that she trusts Bob to authenticate other public keys, then, from the set of certificates 
Bob issues, Alice can increase the number of PGP users with whom she can securely 
communicate. Similarly, users who have an authentic copy of Alice’s key, and trust 
her to authenticate other public keys can use certificates she has signed to build their 
individual communities. PGP communities are, thus, built from the bottom-up, in a 
distributed manner. This trust model is called the web of trust (Clarke, 2001). 

 

 Figure 2: PGP Web of trust structure
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2.1.3 SPKI/SDSI 
 
There exists another PKI standardized by IETF — SPKI (Simple Public Key 

Infrastructure). IETF SPKI Working Group finished its initial standardization process 
and brought it into the inter-operation stage. It is also called SPKI/SDSI as it is a joint 
force with SDSI (Simple Distributed Security Infrastructure) research. SPKI is 
designed with distributed and scalable architecture in many aspects, i.e., no single root 
CA, no globally distinguished name, and flexible validity periods (Yamane et al, 
2003).  

 
SPKI/SDSI has a local name space architecture, which helps to make the 

infrastructure scalable: a user does not have to ensure that the names he defines are 
unique in a global name space; he can define names which are meaningful to him, 
which he can easily remember and recognize. These local names are then linked when 
some entity defines a certificate binding; e.g. both parties name the binding with a 
local name that suits them well (Clarke, 2001). 

 
The ability to define groups is one of the principal notions of SPKI/SDSI. One 

advantage of this feature is that it facilitates easier management of ACLs. If a set of 
principals with the same characteristics should be granted access to a number of 
resources, each protected by a separate ACL, a group definition could be made, and 
the group name placed on each of the ACLs. The ACLs could be updated once, with 
an entry containing the group name being added onto each of the ACLs. As new 
members join the group and are issued the relevant certificates, they will be authorized 
to access the protected resources without having to update the ACLs again. If groups 
are used, maintaining and updating ACLs is easier and more efficient, as an explicit 
list of all the principals does not have to be maintained on each of the ACLs (Clarke, 
2001). 

 

2.2   Digital signatures 
 
Public-key encryption was amazing enough, but digital signatures are even more 

splendiferous—and more important. Digital signatures provide a level of 
authentication for messages, similar to MACs (Schneier, 2004). 

 
A digital signature is similar to public-key encryption; it too uses a key pair, one 

publicly distributed key and one private, you still can’t derive one key from the other. 
The fundamental difference is that it’s completely reversed. The author encrypts a 
message using his/her private-key and everyone, that has the matching public-key, can 
then decrypt it.  

 
Since the public-key only works on messages encrypted with the private-key, a 

message decrypted is definitely written by the holder of the private-key (the author of 
the message). 

 
To summarize, Digital Signatures are the backbone of PKI, the single most 

important part, to be able to ensure authenticity.   
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2.3 Certificates 
 
A certificate is a binding between a public key and an identity (Schneier, 2004). A 

mutually trusted entity collects the public-key and the key-holders name and uses its 
digital signature to sign them both together. When someone who trusts the mutual 
entity wants to communicate with the key-holder he/she simply downloads the 
certificate from some server, and validates it (if the digital signature could be 
decrypted/opened with the public-key from the mutual trusted entity, its valid).  

 
In other words public-key infrastructures use certificates to authenticate that a 

key—name binding is valid (according to the signer). 
 
Since certificates “operates” in a wide field of application, they have to be suited 

to fit the specific field. One certificate might certify that a customer has the means to 
pay for the product he/she orders, another to prove that he/she is whom they suppose 
to be (perhaps that the person is old enough for engaging in a transaction, or buy 
liquor) etc. In some cases you might even want to be completely anonymous; in order 
to avoid being targeted by market offers, spam etc. 

 
Zhang et al (2005) wrote a very interesting paper which describes how to achieve 

accountability while offering anonymity. Very easily explained, one CA maps an 
existing and valid certificate against a newly created anonymous certificate, an alias 
(e.g. identity could be an index number). The only entity that knows the binding 
between the alias certificate and the real one is the alias issuer.  

 
Each certificate has a time-stamp that acts as lease time, when the time is up the 

certificate holder needs to update it’s certificate or it’s automatically revoked.  A 
certificates lease time could vary between implementations and CAs, the time span 
however is often quite long (e.g. 365 days is standard for SSL). Differences in 
communication patterns (that could be e.g. security breaches), could also depending on 
what policies the PKI solution implements, result in certificate revocation.  

 

2.4 Certificate policies  
 
As explained earlier policies define the rules under which the public key 

infrastructures operate.  
 
These policies are furthermore explained in X.509 as, “A named set of rules that 

indicates the applicability of a certificate to a particular community and/or class of 
application with common security requirements. For example, a particular CP might 
indicate applicability of a type of certificate to the authentication of parties engaging in 
business-to-business transactions for the trading of goods or services within a given 
price range” (Chokhani et al, 2003). 
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2.5 Certificate authorities 
 
Before I explain what certificate authorities are I want to emphasize, although the 

quoted facts do not, the fact that not all PKI implementations uses these authorities 
(e.g. PGP, that uses key servers instead).  

 
PKI sets up entities, called certificate authorities, that implement the PKI policy on 

certificates. The general idea is that a certificate authority is trusted, so that users can 
delegate the construction, issuance, acceptance, and revocation of certificates to the 
authority, much as one would use a trusted bouncer to allow only some people to enter 
a restricted nightclub (Pflegger et al, 2003). 

 
As mentioned before, PKI leaves some room for interpretation; one of the areas 

where PKIs differentiates is the handling of certificates, which according to me also is 
the most crucial part. In “Security in Computing” (Pflegger et al, 2003) the tasks a 
certificate authority should have are described as: 

 
• managing public key certificates for their whole life cycle 
• issuing certificates by binding a user’s or system’s identity to a public key with a 

digital signature 
• scheduling expiration dates for certificates 
• ensuring that certificates are revoked when necessary by publishing certificate 

revocation lists 
 
Many PKI have a hierarchical structure for CAs and are built using a centralized 

architecture. However there are alternatives. PKI is categorized by the architecture 
types as follows: 

 
1. Hierarchical PKI  
2. Mesh PKI 
3. Trust-file PKI  

 
The difference is the way how they rely on CA (Certification Authority). A 

hierarchical PKI has the most significant CA in terms of trust at the root of the 
hierarchy tree. A mesh PKI has CAs issue cross-certificates to each other. A trust-file 
PKI has a local file of public-key certificates that the user trusts as starting points for 
certification chain (Yamane et al, 2003).  
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2.6 Registration authorities 
 
In addition to end-entities and CAs, many environments call for the existence of a 

Registration Authority (RA) separate from the Certification Authority. The functions 
which the registration authority may carry out will vary from case to case but MAY 
include personal authentication, token distribution, revocation reporting, name 
assignment, key generation, archival of key pairs, etc.  

 
In some circumstances end entities will communicate directly with a CA even 

where an RA is present. For example, for initial registration and/or certification the 
subject may use its RA, but communicate directly with the CA in order to refresh its 
certificate (Adams et al, 1999).  

 
Subordinate organizations within a larger organization can act as RAs for the CA 

serving the entire organization, but RAs may also be external to the CA (Chokhani, 
2003). 

 
In easier terms you could say that the RA is responsible for validating the contents 

of the certificate and the CA is responsible for signing it (Schneier, 2004). 
   

 The added entity (RA), adds insecurity according to Schneier (2004). I believe 
that he means the later example when the RA is physically separated from the CA, 
which needs security enhanced communication by it self.   

 

2.7 Certificate repositories 
 
The certificate repositories that are used today, work as storage facilities for the, 

by certificate authorities, signed certificates. The repositories also hold the certificate 
revocation lists created by the CA that are bound to these certificates.  

 
Since all information stored there is digitally signed, no specific security measures 

are needed. The end entities (the certificate users) can easily download the desired 
certificates and the CRLs to ensure their validity. 
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2.8 Certificate revocation 
 

This section will describe how revocation is handled by the different PKI 
architectures mentioned. These revocation structures and methods will later on be 
compared and analyzed.  

 
 

2.8.1 PKIX 
 
There are two kinds of revokes in PKIX the first one is an automated one; when 

the lease time of a certificate have past, the certificate is automatically seen as 
revoked. 

 
The other revocation case is when some authorized entity has requested a 

revocation of some certificate (the request reason may be anything policy related, and 
therefore an implementation issue). 

 
When a revocation has been verified as valid (by the certificate authority 

alternatively the registration authority) the revoked certificate are put in a certificate 
revocation list, this list is later on (also depending on the policies) published on the 
different repositories.     

 
The time delay between the CA having knowledge that a certificate is to be 

revoked and publishing such information is known as 'temporal non-monotonicity' and 
is present in all revocation mechanisms to some degree. It is the CA's interest to 
publish the revocation information as promptly as possible (Critchlow et al, 2004).  

 
 

2.8.2 PGP 
 
The weakest link of OpenPGP PKI is the revocation of public key. As there is no 

official channel for acquiring and distributing OpenPGP public keys, there are no 
guarantee about how to tell everyone that your key is no longer valid (Yamane et al, 
2003).  

 
The typical answer to this revocation problem of PGP is to use PGP public key-

server for distributing certification. “Typically, to communicate that a certificate has 
been revoked, a signed note, called a key revocation certificate, is posted on PGP 
certificate servers, and widely distributed to people who have the key on their public 
key-rings. People wishing to communicate with the affected user, or use the affected 
key to authenticate other keys, are warned about the hazards of using that public key”. 
However, there are few research on the PGP public key-server and usually the key-
server is not considered as the part of OpenPGP PKI (Yamane et al, 2003).  

 
 

  10



2.8.3 SPKI 
 

An SPKI authorization certificate is essentially a ticket granting the specified right 
to the indicated recipient. The certificate is always valid and can be used an unlimited 
number of times, unless its validity is somehow limited by listing conditions in the 
validity field of the certificate. Once the resource owner issues a certificate, there is no 
practical method of getting it back from, say, a misbehaving recipient, so the issuer 
needs to include some limiting conditions in the validity field when the certificate is 
created. And here lies the difficulty: all possible future problems have to be anticipated 
and suitable countermeasures must be devised at the creation time (Karvonen et al, 
2001).  

 
The simplest method (see section 7.2) is a validity period: the certificate is valid 

only between the dates stated. However, both of the dates (not-before and not-after) 
are optional, so it is possible to create e.g. “eternal” certificates by omitting the 
expiration date (type A). Such certificates should be used only with careful 
consideration and are not likely to be seen by end-users (example: a computer granting 
the administrator all the rights to the computer). Once the validity period also contains 
an end time, we have a more regular certificate (type B). These kinds of certificates are 
good when the value of the right or the risks from misuse are not significant (example: 
one-day bus ticket) (Karvonen et al, 2001).  

 
When the value or the risk is high, we need some way of revoking the certificate. 

First, we look at type C that has three methods. Renew divides the long validity period 
into several shorter ones that are represented by individual certificates, and provides an 
automated method for fetching the subsequent certificate after the current one has 
expired. The issuer can at any time stop the distribution of new certificates so after the 
current (short lived) certificate expires, the right is revoked. CRL (Certificate 
Revocation List) is based on a periodically published list of revoked certificates. 
Revocation takes effect as soon as the subsequent list has been published (i.e. after the 
current one expires). Reval is based on a periodically published “bill of health”, which 
assures that a certificate is still valid. Without it, the certificate is invalid. Unlike CRL, 
Reval is not a list; it is issued individually to each certificate. These three methods 
appear similar to the issuer: the revocation takes place after a delay. This makes them 
suitable for a situation, where revocation is required, but the speed of revocation is not 
essential (example: one year bus ticket, which can be revoked every two weeks) 
(Karvonen et al, 2001). 

 
 The revocation methods of types D (one-time) and E (Limit) require contacting an 

online server every time the certificate is used. They can also be used to control the 
amount of use, not just to revoke the certificate completely. One-time can limit the 
usage on a general level (example: there are only 50 parking spaces in the garage, so 
limit the number of cars to 50), whereas Limit can actually control each individual 
certificate (example: this certificate allows 10 bus trips). The advantage of these 
methods is that revocation takes place immediately, but they also require a network 
connection (Karvonen et al, 2001). 
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2.8.4 Summary revocation 
    

Below is a table summarizing the revocation methods discussed, what methods 
they use and the weaknesses the methods bring to the overall structure. 

 
Architecture Revocation method Weakness 
PKIX Uses CRL(Certificate Revocation List)s 

 
Revocation Time 

PGP Uses key revocation certificate Revocation Time 
SPKI (see section 7.2)  
 A: No Validity Period No revocation 
 B: Validity Period No pre-revocation 
 C: Renew No pre-revocation 
 C: CRL Revocation Time 
 C: Reval  Revocation Time 
 D: One time No pre-revocation 
 E: Limit Limit Size 

 
Table 1: Revocation comparison table 

 
 

If a public-key infrastructure base its trust on a certificate revocation lists or a 
similar solution (e.g. key revocation certificate), temporal non-monoticity will occur 
and enable security breaches. 

 
Depending on the policies on how often to check for certificate revocation list 

updates (or key revocation certificates), there are intervals where revoked certificates 
can be used. The reason for this is because validation of certificates is up to the end 
entity, and the end entity could only act on what it knows to be right.  

 
In PKIX as well as PGP, the time it takes for all entities to recognize a new 

revocation (“Revocation Time”) is too long, and enables use of invalid certificates.      
 
The different revocation types in SPKI make it flexible, but none of the methods 

are secure enough. Type A is too simple and almost never applicable, B is exactly like 
an original X.509 style (except for the CRLs), which is failing because no revocation 
is possible before the end of the lease time. The remaining types in SPKI are more 
secure but are failing on some points. The first method used in type C are “Renew” 
and uses short lease times to enhance security, this is quite good, but it doesn’t remove 
the fact that it still could be compromised within the lease time (however short it might 
be). The second method is use of CRLs which is already discussed. The third method 
of type C is “Reval”, which could be compared with the method in PGP (a key 
revocation certificate) which is also already discussed. The method in type D is 
probably useful in some cases, but it should be used directly after it has been issued (if 
not, someone else could steel it, and use it). The method in type E could be stolen and 
used throughout the remaining certified times. 
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3 PROPOSED SOLUTION 
 
The proposed solution is based on the X.509 framework. The reason why I choose 

this framework was twofold: 
 

• It uses a centralized certificate authority 
• It has a very well defined structure 
 

The X.509 framework defines the CA to distribute CRLs for end entities to use as 
a revocation reference. In the proposed solution, validation is made by the CA it self, 
this makes revocation faster; the revocation requests are validated and carried out, 
since each validation goes thru the CA the revocation becomes instant. Since no CRLs 
are used, structures and functionality that concerns this list are rendered obsolete.  

 
The changes made to the certificate authority, to obtain this functionality, will also 

affect the other entities and the way they communicate; these changes are described in 
the following sections; Entities and Schemes.  

 
The changes done to the framework is due to the new revocation structure, 

therefore scalability only concerns these parts. 
 

3.1 Scalability 
 

The first thing that needs to be scalable is the lease time. Some environments need 
high security which result in certificates with short lease time, another might want long 
leasing times for performance (my research doesn’t cover performance issues though).      

 
Another perspective is how certificate updates should be handled, in some cases 

where security risks are low an update could mean a simple renewal of the certificate, 
in other cases where risks are higher the update would need key updates as well.  

 
The third thing only affects the end entities, and is the interval for which the 

clients should validate their certificates. In some cases this could be as low as once 
daily, but my recommendation would be at least once each session initiation. In some 
cases it would even be necessary to validate certificates multiple times during an active 
session (in the later, revoked certificates doesn’t stand a chance).   

 
These factors need to be taken into account when constructing the framework, and 

I have introduced a new structure based on different levels. Each level has unique 
settings regarding the above scalable attributes.  

 
Here are some examples of different levels: 
 
1. lease time one hour, no occurrences => update certificate (not key) 
2. lease time 30 minutes, no occurrences => update certificate (not key) 
3. lease time 5 minutes, no occurrences => update both certificate and the key. 
 
The occurrences mentioned here is e.g. abnormal communication that results in 

revocation and will (depending on policy) result in new registration, update of both the 
certificate and the key. The levels explained are as mentioned only examples, and will 
be an implementation issue.  
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3.2 Entities 
 
To accomplish the proposed revocation solution changes have to be made to the 

original PKI framework, that of X.509. These changes affect the entities; some tasks 
are unnecessary and others have to be added.   

 
 

3.2.1 Certificate authorities 
 
What does it mean when a CA claims that it is trusted? In the cryptographic 

literature, this only means that it handles its own private keys well (Schneier, 2004). 
 
I intend to change the meaning of trusted in Trusted Third Party, to make it really 

mean trusted. Certificate authorities are very important to the original architecture and 
even more so to the new architecture. To achieve the added trust and improve the 
existing architecture the validation structure needs to be put at the hand of the CA, the 
new architecture therefore renders certificate revocation lists and creation of these lists 
useless.  

 
The new tasks that will be added to handle the new revocation/validation 

mechanism are:  
 

• Revocation of certificates (not by publishing CRLs).  
• Validation of existing certificates. 
 

The registration process would include requests for levels of security (as 
mentioned in section 3.1), which after validation will be added to the certificate as a 
measurement and guidance in policy decisions (if no request are made a default level 
will be set).  
 

To handle the validation task, the CA needs to build a validation structure; a 
database as reference, and a querying system for searching the database. Each 
certificate will be stored in the database along with several other attributes; the level 
(same as inside the certificate), the lease time (same as inside the certificate) and a 
one-way-hashed value of the certificate (this will be the private key).    

 
Along with the database the CA also needs an agent that checks the database for 

invalid certificates. This agent will drop entries where lease time is invalid. In order to 
work efficiently the lease time in the different levels have to be chosen according to 
the following mathematical expression (y is the new lease time and x is the shortest 
chosen lease time). 

 
nxy ∗= where  ℜ=n

 
Another way to explain the expression would be; all lease times (under the 

different levels), should be equal divided by the shortest lease time chosen (e.g. the 
lease time in the highest security level). The reason why this is preferable is simply; 
why check more often than required; the CA has enough to do as it is. These new tasks 
will be described in section 3.3; in the schemes they are used. 

  14



3.2.2 Certificate repositories 
 

Repositories are still used as warehouse in the sense that they store and distributes 
the signed certificates. Although the tasks on the surface are the same, a lot of changes 
have been made to its underlying policies and architecture. One major change is the 
demand that the repositories only should have valid certificates, with exception of 
when temporal non-monotonicity exists.    

 
To accomplish this architectural change, a new “push like” structure will be set up 

at the repository. This structure will enable a CA to add (push) new certificates to the 
storage facility, but also command removal of invalid ones. These changes of course 
adds some security issues in the structure, but means to ensure secure communication 
between static entities are easily achieved, also this don’t affect the overall security 
since validation is made at the CA (it affects the accessibility aspect; if revoked 
certificates still are available, such could be downloaded, but they would still be 
unusable etc.).  

 
For easy management, adding/revoking/distribution of certificates, the repositories 

need a database able to handling all requests. The database will need at least three 
columns; an identifying key (an implementation issue, some way to find the right 
certificate), a one-way-hashed version of the certificate (will match the one in the CA 
database) and at last the certificate. These attributes and the database will be described 
in the subsections of section 3.3; in the schemes they are used. 

 
The repository should also be able to rebuild its collection, dump all certificates 

and fetch new certificates from the CA(s). This should be scheduled at least once a 
day, preferably at a time when the infrastructure least used, to clean up and reduce net 
traffic during hectic periods (a performance issue though).   

 
  

3.2.3 Registration authorities 
 

In the current solution the registration authorities relieves the certificate authorities 
of some duties, e.g. validates the contents of the certificates. The tasks performed by 
the RA are still needed, but would be more secure if it was place internally on the CA 
server (e.g. an agent handling a specific task) in according to Schneier (2004). If this 
entity should be in contact with for example a bank (e.g. to validate financial status of 
an client), it’s preferable to keep the distance between parties (CA/RA and the bank) as 
small as possible e.g. a banks own PKI system would be situated at the banks servers, 
for internal communication.   

 
To use a registration authority or not will be an implementation issue, and will not 

affect the overall architecture in the aspects of certificate revocation.     
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3.2.4 End entity 
 
An end entity is a client of some kind; an application that uses a certificate from a 

specific certificate authority to engage in communication with another end entity (e.g. 
web browser, e-mail client or ftp client etc.).  

 
Since certificate revocation lists no longer are needed, the download and 

comparison functions regarding these lists will be obsolete. The new structure needs a 
protocol for sending validation data back and forward against the issuer of the 
certificates, the certificate authority. The client part of this validation structure, the 
protocol creation and transfer, will have to be implemented in the end entity.  

 
To enable scalability the end entity needs some way to synchronize its level 

against the CA. The end entity should therefore be able to request, preferably during 
registration, the level of security it wants to work with, its policy, which then will be 
taken into account by the CA when signing the certificate. 

 
The level granted by the CA will then control the way the end entity works. What I 

mean with this is, the level decides how often certificates are updated and what it 
means to update the certificate, e.g. should the key be updated as well, then it has to be 
sent along with the certificate update request.  

 
The certificate levels of the local client storage (the certificates downloaded to 

your computer and used in communication with other clients), will also affect the way 
the clients operate. If the lease times are low, the certificate in the local storage has to 
be updated more frequently, thus more overhead. With security in mind they still have 
to be low enough (which is a bit vague, but the scalability enables some control).    

 

3.3 Schemes 
 
In this section the schemes for the different functions more or less involved in 

revocation of certificates, are discussed. With schemes I mean, which actions are taken 
and in which order the actions are executed.  

 
Some schemes are left out here (e.g. CRL publication and cross-certification 

request); the reason for this is that they could be used without any changes (as defined 
by X.509), no longer needed and/or outside the scope of this thesis.  
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3.3.1 Initial registration 
 
Initial registration/certification: This is the process whereby an end entity first 

makes itself known to a CA or RA, prior to the CA issuing a certificate or certificates             
for that end entity. The end result of this process (when it is successful) is that a CA 
issues a certificate for an end entity's public key, and returns that certificate to the end 
entity and/or posts that certificate in a public repository (Adams et al, 1999).  

 
This scheme will follow that of the original scheme in X.509 (a three way 

handshake), with some modifications. 
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End Entity
 

Here as well as in X.509 the end entity that is requesting a certificate will present 
 own public-key that upon success will be used with the certificate. A new process 
ded to the original scheme is the validation/selection of certificate level (4.b). The 
d entity can request a level to operate within, but it’s up to the CA to validate the 
quest and approve the level.  

 
In “Handle response” (Figure 3 step 8) a task is added at the end entity; to process 

e information regarding the level appointed (set values and preferences etc. e.g. base 
r the decisions in 3.3.2 and 3.3.3, updates of cert and/or key).  

 
If some part of the handshake (Figure 3; step 3, 7 and 10) fails, the certificate 

thority automatically revokes the newly created certificate as in X.509 (Adams et al, 
99). To add some level of security to this scheme, I propose that the CA puts the 
eated by not yet confirmed certificates in a “to be verified” structure, before adding it 
 the lists of certificates, in this way it doesn’t have to be revoked (it have never been 
rified). These certificates will then upon confirmation be added to the list and the 
lidation process. This would be the last step in the, initial registration scheme (see 
gure 3) and followed by publication of certificate (Figure 3, step 12; also see section 
3.4). 

 
      

 
 
 
 
4. Verify request 
 a. identity verification 
 b. level verification 
5. Process request 
6. Create response 
 
 
 
 
 
 
 
11. Verify confirmation 
(12). Publish certificate   

1. Generate Key-pair  
2. Create certification request 
 
 
 
 
 
 
 
 
 
 
8. Handle response 
9. Create confirmation 
 10. Conformation message  

Figure 3: Initial registration scheme 

7. Certification response  

3. Certification request  
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3.3.2 Key-pair update 
 
Key pair update:  Every key pair needs to be updated regularly (i.e., replaced with 

a new key pair), and a new certificate needs to be issued (Adams et al, 1999).  
 
In case of certificate renewal, one certificate level could demand an update of the 

existing public-key used by the end entity, other levels (less security ones) policies 
could be satisfied with a certificate update (section 3.3.3). Since the proposed solution 
builds on the security first aspect (performance second) it’s preferable to always 
update the keys when updating the certificate (at least in the highest security level).       

 
 
This scheme is similar to the preceding one, with some exceptions. In step 4 

(Figure 4), verification is slightly different; a validated certificate (proof of possession) 
will be used as verification instead of what is used in the initial registration. The 
security level of the new certificate should be set to the initial level, no further level 
validation will therefore be needed (this could be a implementation issue, but I really 
believe it’s better to initiate a new registration for changing the security level, less 
overhead and more secure). 

 
Since the newly created certificate will replace the old one, the old one need to be 

revoked (section 3.3.5), this is made before creation of the new certificate in step5 
(Figure 4), and finalized at the repositories upon publication of the new certificate (see 
section 3.3.4).  

 
In case of failure in any of the three parts of the handshake (Figure 4; step 3, 7 and 

10), both, new and old, certificates will automatically be revoked.   
 
 

End Entity CA(/RA)
1. Generate Key-pair   
2. Create Key-pair update  
    request  3. Key-pair update request  
  

4. Verify request  
5. Process request  
6. Create response  

7. Key-pair update response    
  
  
8. Handle response  
9. Create confirmation  

10. Conformation message    
 
11. Verify confirmation 
(12). Publish Certificate   

Figure 4: Key-pair update scheme 
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3.3.3 Certificate update 
 
Certificate update: As certificates expire they may be "refreshed" if nothing 

relevant in the environment has changed (Adams et al, 1999).  
 
As the definition above implies this scheme is only used when the environment is 

secure, therefore not used in the higher certificate levels of security. This is an 
important part of the trust issue that the proposed solution build on; don’t even take the 
risk of getting compromised (should off course be applied wisely, one point where 
scalability is needed). 

 
As in Key-pair update (section 3.3.2) a proof of possession, verifies the entity in 

step 3 (Figure 5). After verification the update process involves “repackaging”; the old 
key is reused, but some attributes need to be updated (lease time, see 3.3.3 for 
discussion on security level update). When repackaging is done, a new one-way-hash 
has to be computed and updated in the validation database along with the new lease 
time and the certificate. In case of failure in any of the three parts of the handshake 
(Figure 5; step 2, 6 and 9), both, new and old, certificates will automatically be 
revoked.   

 
 

End Entity CA(/RA)
1. Create Certificate update  
    request  
  2. Update request  
  

3. Verify request  
4. Process request  
5. Create response  

6. Update response    
  

  
7. Handle response  
8. Create confirmation  

9. Conformation message    
 
10. Verify confirmation 
(11). Publish Certificate   

Figure 5: Certificate update scheme 
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3.3.4 Certificate publication 
 
Certificate publication: Having gone to the trouble of producing a certificate, some 

means for publishing it is needed (Adams et al, 1999). 

 
There are some changes done to the original publication scheme (X.509), the idea 

is still to distribute a certificate on a repository, only here we only want valid 
certificates (we don’t want old certificates lying around). In the new schema there are 
3 types of interactions between the CA and its repositories: 

 

CA(/RA) Repository 
1. Create certificate publication  
    request  

   2. Publication request  
  
3. Verify request  
4. Process request  
5. Create response  

6. Conformation message    
 
 
7. Verify conformation 

Figure 6: Certificate publication scheme 

A. Initial publication (a new certificate entity, or a re-initiation) 
B. Update publication (an existing certificate have been updated, either 

completely or just renewed (no key update)) 
C. Certificate revocation  

 
  The first interaction type (A) has the same purpose as the original (X.509), it 

distributes newly created certificates. The change is that each certificate are put in a 
database (with the information presented in section 3.2.2), the aim is to structure the 
certificates in a way that supports the other types. Type B is used when a certificate 
has been updated (as in section 3.3.2 or 3.3.3). The database entries created in type A, 
will enable revocation of the old certificate, and replace it, in the database, with the 
new certificate. Type C is described in section 3.3.5. 

 
The repositories main task is to make the certificates publicly easy to obtain 

without compromising any security. The new database might seem like a security risk, 
but it’s not. The certificate validation process (section 3.3.5) between end entities and 
the certificate authority renders any attack against the repositories useless (in the sense 
of overall security). An attack could however make the repository less efficient (e.g. 
removing valid certificates, adding invalid certificates) but I believe this is possible in 
all architectures. 
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3.3.5  Revocation request 
 

Revocation request:  An authorized person advises a CA of an abnormal situation 
requiring certificate revocation (Adams et al 1999).  

 

 
In order for a request to go thru, the end entity must be authorized. This is done by 

verifying proof of possession (Figure 7; step 3). The next step is to perform the 
revocation itself (Figure 7; step 4) to do this you have to find the certificate in 
question. The certificate is located using the one-way-hashed value (submitted by the 
requesting entity; see database attributes in section 3.2.1) and comparing it with the 
values in the validation database. The corresponding database value is mapped against 
the “certificate to be revoked”, and therefore dropping the entry will revoke the 
certificate.  

 
In case of no revocation response (Figure 7; step 6), the end entity times out and 

resends revocation request (timeout is an implementation issue).  
 
When the revocation process is finished, the repositories need to be updated (the 

revoked certificate should be removed). This is done using the scheme for publishing 
certificates (section 3.3.4) but with the type C interaction. The type C interaction 
works in the same way as revocation in the CA does; it uses the one-way-hashed value 
to lookup and drop the entry in question.    

 

End Entity CA(/RA)
1. Create Revocation request  

2. Revocation request    
  
3. Verify request  
4. Process request 
5. Create response 6. Revocation response  
 

Repository * n 

 
 
 
 
    

7.  
Certificate pub.  
Scheme 3.3.4  
Using type C 

Figure 7: Revocation request scheme 
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3.3.6 Certification validation 
 
This scheme is added to the existing schemes in PKIX and explains how validation 

on the CA is managed (in PKIX validation is made at the end entities and other 
schemes are used). This is perhaps the most crucial change that I made to the original 
structure. As explained in section 3.3.5 (Revocation request) the CA updates its 
validation data (its database) upon a valid revocation request (and newly created 
certificates). Since validation is done against this validation data, no revoked 
certificates will slip thru (there is always some temporal non-monotonicity, but in this 
case it’s almost negligible). 

 
Depending on the implementation this scheme could be used each time data is 

transferred, but at least before each session (this is an overall security aspect, and 
should be followed). 

 

 
 
To validate a downloaded certificate, the end entity constructs a validation request 

message (Figure 8; step 1) containing (amongst other attributes) a one-way-hashed 
value of the certificate in question. After verifying the requesting entity (via POP) the 
one-way-hash value is used for validating the certificate (Figure 8; step 4), if the value 
matches a value in the validation database, it is validated else revoked. The validation 
response (Figure 8; step 6) contains the outcome of the validation. If the verification 
succeeds, communication can be initiated (Figure 8: step 7).  

 

End Entity CA(/RA)
1. Create Validation request  
  
  2. Validation request  
  

3. Verify request  
4. Process request  
5. Create response  

6. Validation response    
  

7. Handle response  
 

Figure 8: Validate certificate scheme 
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3.4 Protocols 
 

The request/response part of the schemes is handled in accordance with X.509, this 
means that the protocols used by X.509 to handle this, can be reused. The message 
structures need some modification to support CA validation and some attributes 
regarding CRL can be removed.  

 
In PKIBody (see appendix section 7.3) “crlann  [18] CRLAnnContent” was 

removed and replaced by the following: 
 

• valcertreq   CertReqMessages  --Cert Validation Request  
• valcertres   CertRepMessage  --Cert Validation Response 

 
These new message types are used when validating a certificate. 
 
In RevRepContent (see appendix section 7.3) “crls” was removed. 
In RevAnnContent (see appendix section 7.3) “crlDetails” was removed. 
The CRLAnnContent message structure (see appendix section 7.3) was removed.  

 

3.5 Certificate 
 
The version three of the X.509 has support for extensions which makes it ideal for 

my solution.  
 
 

 
 

Figure 9: X.509 certificate 
  

The extension fields shown in Figure 9 could hold the added security level 
information. The advantage using this certificate structure, in comparison to writing a 
new structure, is that no changes have to be to the “parsers” of existing architectures. 
Parsing and handling the security levels are as explained earlier an implementation 
issue. 
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4 SUMMARY 
 
The intent was to create a model that improved the way revocation is handled in 

terms of: 
 
• Revocation time:  

o By constructing a new validation scheme, that puts the certificate 
authority in charge, the trust mechanism is further centralized (less 
entities involved in decisions). This new scheme minimizes the time it 
takes for all entities to be aware of the revoked certificates, whereas 
the Revocation Time requirement is fulfilled. 

 
• Security: 

o When using the new schemes, all communicating entities contacts 
certificate authority and requests validation of the entities they which 
to communicate with. Since revocation time has been reduced to 
nearly non-existing, security regarding revocation has been enhanced, 
whereas the Security requirement has been fulfilled.     

 
While maintaining  
 
• Scalability: 

o Different levels of security have been nested into the original (X.509) 
certificate and structures have been created to ensure that the levels 
are followed. Different environments could use different levels of 
security, whereas the Scalability requirement has been fulfilled. 

 
The requirements have been fulfilled with small changes done to the original 

(X.509) framework. The reuse of existing certificate structures and communication 
protocols is for the better; fewer changes have to be made to existing architectures, 
which makes it doable. 
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5 DISCUSSION 
 
The combination of the improved validation scheme and use of certificates with 

shorter lease time accomplished the first two requirements, Revocation time and 
Security, of the agenda. The third requirement, maintaining scalability, have been 
addressed but are in some conflict with the second one (Security), if lower security 
levels are used. I designed my model with a security first aspect; hence I judge the 
scalability requirement as unfulfilled in the grater sense. 

 
The certificate authority will be more involved, the added validation task demands 

more of the CA (but less of the other entities) therefore stress-tests would have to be 
made to insure that the architecture is “up for the task”.  

 
The reason why the scalability requirement failed is simple; it strife for a utopian 

goal, namely to create the general purpose solution. This is also the reason why other 
architectures are struggling with their security aspects. A public-key solution should 
never have to compromise the security aspect for enhanced performance. Each 
solution should be “custom made” for the purpose at hand, where both security and 
performance should be considered.   

 
For instance, the proposed model would be suited for an environment where 

security is highly rated, and performance comes second. I believe that a system 
implementing my model would have enough performance and would greatly enhance 
security in a bank system, handling diverse transactions. 

 
To develop and implement a custom made solution often costs too much, which is 

one reason why the described architectures still are widely used. Another aspect is that 
they have become more or less standards and are easy to follow. 
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7 APPENDIX  

7.1 PKI Comparison table 
 

X.509 
 

CA Characteristics: 
 
Trust Model: 
 
 
 
 
Signatures: 
 
Certificate Revocation: 
Name Space: 
Types of Certificates: 
Name-to-Key binding: 
 

Global Hierarchy. There are commercial X.509 Cas. 
X.509 communities are built from the top-down. 
Hierarchical Trust Model. Trust originates from a 
‘trusted’ CA, over which the guardian may or may not 
have control. A requestor provides a chain of 
authentication from the ‘trusted’ CA to the requestor’s 
key. 
Each certificate has one signature, belonging to the issuer 
of the certificate. 
Uses CRL(Certificate Revocation List)s 
Global 
Name Certificates 
Single-valued function: each global name is bound to 
exactly one key (assuming each user has a single public-
private key pair). 
 

OpenPGP CA Characteristics: 
 
 
Trust Model: 
Signatures: 
 
Certificate Revocation: 
 
 
 
Name Space: 
Types of Certificates: 
Name-to-Key binding: 
 

Egalitarian design. Each key can issue certificates. 
PGP communities are built from the bottom-up in a 
distributed manner. 
Web of Trust, file-based PKI. 
Each certificate can have multiple signatures; the first 
signature belongs to the issuer of the certificate. 
A ‘key revocation certificate,’ suicide note is posted on 
PGP key servers, and widely distributed to people who 
have the compromised key on their public key –rings. 
Global 
Name Certificates 
Single-valued function: each global name is bound to 
exactly one key (assuming each user has a single public-
private key pair). 
 

SPKI CA Characteristics: 
 
 
Trust Model: 
 
 
 
Signatures: 
 
Certificate Revocation: 
 
Name Space: 
Types of Certificates: 
Name-to-Key binding: 
 

Egalitarian design. The principals are the public keys. 
Each key can issue certificates. SPKI/SDSI communities 
are built from the bottom-up in a distributed manner. 
Trust originates from the guardian. A requestor provides 
a chain of authorization from the guardian to the 
requestor’s key. The infrastructure has a clean, scalable 
model for defining groups and delegating authority. 
Each certificate has one signature, belonging to the issuer 
of the certificate. 
Advocates using short validity periods and Certificates of 
Health. 
Local 
Name Certificates, Authorization Certificates 
Multi-valued function: each local name is bound to zero, 
one or more keys (assuming each user has a single 
public-private key pair). 
 

 
Table 2: Comparison of X.509, PGP, and SPKI/SDSI (Clarke, 2001) 
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7.2 The SPKI validity management methods 
 
 

Type Method Speed of Revocation Notes 
A No Validity Period / 

Only beginning time  
(= no end time) 
 

N/A 
 

Does NOT expire 
 

B End time / 
complete Validity Period 
 

N/A 
 

 

C Renew After current certificate 
expires 
 

 

C CRL After current CRL expires 
 

 

C Reval After current “Bill of Health” 
expires 
 

 

D One-time 
 

Immediately 
 

Can limit the usage of a 
group of users 
 

E Limit Immediately 
 

Can limit the usage of 
the particular user 
 

 
Table 3: The SPKI validity management methods (Karvonen  et al, 2001) 
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7.3 PKIX locally defined OIDs  
 
PKIMessage ::= SEQUENCE { 
 header           PKIHeader, 
 body             PKIBody, 
       protection   [0] PKIProtection OPTIONAL, 
       extraCerts   [1] SEQUENCE SIZE (1..MAX) OF Certificate OPTIONAL 
} 
 
PKIHeader ::= SEQUENCE { 
       pvno                INTEGER     { ietf-version2 (1) }, 
       sender              GeneralName, 
       -- identifies the sender 
       recipient           GeneralName, 
       -- identifies the intended recipient 
       messageTime     [0] GeneralizedTime         OPTIONAL, 
       -- time of production of this message (used when sender 
       -- believes that the transport will be “suitable”; i.e., 
       -- that the time will still be meaningful upon receipt) 
       protectionAlg   [1] AlgorithmIdentifier     OPTIONAL, 
 -- algorithm used for calculation of protection bits 
       senderKID       [2] KeyIdentifier           OPTIONAL, 
       recipKID        [3] KeyIdentifier           OPTIONAL, 
       -- to identify specific keys used for protection 
       transactionID   [4] OCTET STRING            OPTIONAL, 
       -- identifies the transaction; i.e., this will be the same in 
       -- corresponding request, response and confirmation messages 
       senderNonce     [5] OCTET STRING            OPTIONAL, 
       recipNonce      [6] OCTET STRING            OPTIONAL, 
       -- nonces used to provide replay protection, senderNonce 
       -- is inserted by the creator of this message; recipNonce 
       -- is a nonce previously inserted in a related message by 
       -- the intended recipient of this message 
       freeText        [7] PKIFreeText             OPTIONAL, 
       -- this may be used to indicate context-specific instructions 
       -- (this field is intended for human consumption) 
       generalInfo     [8] SEQUENCE SIZE (1..MAX) OF 
                             InfoTypeAndValue     OPTIONAL 
       -- this may be used to convey context-specific information 
       -- (this field not primarily intended for human consumption) 
} 
 
PKIFreeText ::= SEQUENCE SIZE (1..MAX) OF UTF8String 
       -- text encoded as UTF-8 String (note:  each UTF8String SHOULD 
       -- include an RFC 1766 language tag to indicate the language 
       -- of the contained text) 
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PKIBody ::= CHOICE {       -- message-specific body elements 
       ir      [0]  CertReqMessages,        --Initialization Request 
       ip      [1]  CertRepMessage,         --Initialization Response 
       cr      [2]  CertReqMessages,        --Certification Request 
       cp      [3]  CertRepMessage,         --Certification Response 
       p10cr   [4]  CertificationRequest,   --imported from [PKCS10] 
       popdecc [5]  POPODecKeyChallContent, --pop Challenge 
       popdecr [6]  POPODecKeyRespContent,  --pop Response 
       kur     [7]  CertReqMessages,        --Key Update Request 
       kup     [8]  CertRepMessage,         --Key Update Response 
       krr     [9]  CertReqMessages,        --Key Recovery Request 
       krp     [10] KeyRecRepContent,       --Key Recovery Response 
       rr      [11] RevReqContent,          --Revocation Request 
       rp      [12] RevRepContent,          --Revocation Response 
       ccr     [13] CertReqMessages,        --Cross-Cert. Request 
       ccp     [14] CertRepMessage,         --Cross-Cert. Response 
       ckuann  [15] CAKeyUpdAnnContent,     --CA Key Update Ann. 
       Cann    [16] CertAnnContent,         --Certificate Ann. 
       Rann    [17] RevAnnContent,          --Revocation Ann. 
       Crlann  [18] CRLAnnContent,          --CRL Announcement 
       conf    [19] PKIConfirmContent,      --Confirmation 
       nested  [20] NestedMessageContent,   --Nested Message 
       genm    [21] GenMsgContent,          --General Message 
       genp    [22] GenRepContent,          --General Response 
       error   [23] ErrorMsgContent         --Error Message 
}  
 
PKIProtection ::= BIT STRING 
 
ProtectedPart ::= SEQUENCE { 
       header    PKIHeader, 
       body      PKIBody 
} 

 
PKIStatus ::= INTEGER { 
       granted                (0), 
       -- you got exactly what you asked for 
       grantedWithMods        (1), 
       -- you got something like what you asked for; the 
       -- requester is responsible for ascertaining the differences 
       rejection              (2), 
       -- you don’t get it, more information elsewhere in the message 
       waiting                (3), 
       -- the request body part has not yet been processed, 
       -- expect to hear more later 
       revocationWarning      (4), 
       -- this message contains a warning that a revocation is 
       -- imminent 
       revocationNotification (5), 
       -- notification that a revocation has occurred 
       keyUpdateWarning       (6) 
       -- update already done for the oldCertId specified in 
       -- CertReqMsg 
} 
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PKIFailureInfo ::= BIT STRING { 
   -- since we can fail in more than one way! 
   -- More codes may be added in the future if/when required. 
       badAlg           (0), 
       -- unrecognized or unsupported Algorithm Identifier 
       badMessageCheck  (1), 
       -- integrity check failed (e.g., signature did not verify) 
       badRequest       (2), 
       -- transaction not permitted or supported 
       badTime          (3), 
       -- messageTime was not sufficiently close to the system time, 
       -- as defined by local policy 
       badCertId        (4), 
       -- no certificate could be found matching the provided criteria 
       badDataFormat    (5), 
       -- the data submitted has the wrong format 
       wrongAuthority   (6), 
       -- the authority indicated in the request is different from the 
       -- one creating the response token 
       incorrectData    (7), 
       -- the requester’s data is incorrect (for notary services) 
       missingTimeStamp (8), 
       -- when the timestamp is missing but should be there (by policy) 
       badPOP           (9) 
 -- the proof-of-possession failed 
}  
 
PKIStatusInfo ::= SEQUENCE { 
       status        PKIStatus, 
       statusString  PKIFreeText     OPTIONAL, 
       failInfo      PKIFailureInfo  OPTIONAL 
} 
 
CertRepMessage ::= SEQUENCE { 
    caPubs       [1] SEQUENCE SIZE (1..MAX) OF Certificate OPTIONAL, 
       response         SEQUENCE OF CertResponse 
} 
 
CertResponse ::= SEQUENCE { 
       certReqId           INTEGER, 
       -- to match this response with corresponding request (a value 
      -- of -1 is to be used if certReqId is not specified in the 
       -- corresponding request) 
       status              PKIStatusInfo, 
       certifiedKeyPair    CertifiedKeyPair    OPTIONAL, 
       rspInfo             OCTET STRING        OPTIONAL 
       -- analogous to the id-regInfo-asciiPairs OCTET STRING defined 
       -- for regInfo in CertReqMsg [CRMF] 
} 
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CertifiedKeyPair ::= SEQUENCE { 
       certOrEncCert       CertOrEncCert, 
       privateKey      [0] EncryptedValue      OPTIONAL, 
       publicationInfo [1] PKIPublicationInfo  OPTIONAL 
} 
 
RevReqContent ::= SEQUENCE OF RevDetails 
 
RevDetails ::= SEQUENCE { 
       certDetails         CertTemplate, 
       -- allows requester to specify as much as they can about 
       -- the cert. for which revocation is requested 
       -- (e.g., for cases in which serialNumber is not available) 
       revocationReason    ReasonFlags      OPTIONAL, 
       -- the reason that revocation is requested 
       badSinceDate        GeneralizedTime  OPTIONAL, 
       -- indicates best knowledge of sender 
       crlEntryDetails     Extensions       OPTIONAL 
 -- requested crlEntryExtensions 
}  
 
RevRepContent ::= SEQUENCE { 
       status       SEQUENCE SIZE (1..MAX) OF PKIStatusInfo, 
       -- in same order as was sent in RevReqContent 
       revCerts [0] SEQUENCE SIZE (1..MAX) OF CertId OPTIONAL, 
       -- IDs for which revocation was requested (same order as status) 
       crls     [1] SEQUENCE SIZE (1..MAX) OF CertificateList  OPTIONAL 
 -- the resulting CRLs (there may be more than one) 
}  
 
CAKeyUpdAnnContent ::= SEQUENCE { 
       oldWithNew          Certificate, -- old pub signed with new priv 
       newWithOld          Certificate, -- new pub signed with old priv 
       newWithNew          Certificate  -- new pub signed with new priv 
}  
 
CertAnnContent ::= Certificate 
 
RevAnnContent ::= SEQUENCE { 
       status              PKIStatus, 
       certId              CertId, 
       willBeRevokedAt     GeneralizedTime, 
       badSinceDate        GeneralizedTime, 
       crlDetails          Extensions  OPTIONAL 
 -- extra CRL details(e.g., crl number, reason, location, etc.) 
} 
 
CRLAnnContent ::= SEQUENCE OF CertificateList 
 
PKIConfirmContent ::= NULL 
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InfoTypeAndValue ::= SEQUENCE { 
       infoType               OBJECT IDENTIFIER, 
       infoValue              ANY DEFINED BY infoType  OPTIONAL 
} 
 
-- Example InfoTypeAndValue contents include, but are not limited to: 
--  { CAProtEncCert    = {id-it 1}, Certificate                     } 
--  { SignKeyPairTypes = {id-it 2}, SEQUENCE OF AlgorithmIdentifier } 
--  { EncKeyPairTypes  = {id-it 3}, SEQUENCE OF AlgorithmIdentifier } 
--  { PreferredSymmAlg = {id-it 4}, AlgorithmIdentifier             } 
--  { CAKeyUpdateInfo  = {id-it 5}, CAKeyUpdAnnContent              } 
--  { CurrentCRL       = {id-it 6}, CertificateList                 } 
-- where {id-it} = {id-pkix 4} = {1 3 6 1 5 5 7 4} 
-- This construct MAY also be used to define new PKIX Certificate 
-- Management Protocol request and response messages, or general- 
-- purpose (e.g., announcement) messages for future needs or for 
-- specific environments. 
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