
Software Architecture Simulation
- a Continuous Simulation Approach

Frans Mårtensson and Per Jönsson

Department of 
Software Engineering and Computer Science
Blekinge Institute of Technology
Box 520
SE - 372 25 RONNEBY
Sweden

Master Thesis in
Software Engineering
Thesis no: MSE-2002-02
June 2002



This thesis is submitted to the Department of Software Engineering and Computer Science at
Blekinge Institute of Technology in partial fulfilment of the requirements for the degree of
Master of Science in Software Engineering. The thesis is equivalent to 2 times 20 weeks of full
time studies.

Author(s): 
Frans Mårtensson
Address: Lindblomsvägen 97, 372 33 RONNEBY
E-mail: frans.martensson@bth.se
Per Jönsson
Address: Kungsgatan 23, 372 30 RONNEBY
E-mail: per.jonsson@bth.se

External advisor(s):
Dr. PerOlof Bengtsson
Ericsson Software Technology AB
Address: KARLSKRONA
Phone: +46 455 39 50 73

University advisor(s):
Dr. Michael Mattsson
Department of Software Engineering and Computer Science

Contact Information:

Department of 
Software Engineering and Computer Science
Blekinge Institute of Technology
SE - 372 25 RONNEBY
Sweden

: www.ipd.bth.se
: +46 457 38 50 00
: +46 457 271 25

Internet
Phone 
Fax 



Abstract

A software architecture is one of the first steps towards a software system. A
software architecture can be designed in different ways. During the design
phase, it is important to select the most suitable design of the architecture, in
order to create a good foundation for the system. The selection process is
performed by evaluating architecture alternatives against each other. We
investigate the use of continuous simulation of a software architecture as a
support tool for architecture evaluation. For this purpose, we study a
software architecture of an existing software system in an experiment, where
we create a model of it using a tool for continuous simulation, and simulate
the model. Based on the results from the simulation, we conclude that the
system is too complex to be modeled for continuous simulation. Problems
we identify are that we need discrete functionality to be able to correctly
simulate the system, and that it is very time-consuming to develop a model
for evaluation purposes. Thus, we find that continuous simulation is not
appropriate for evaluating a software architecture, but that the modeling
process is a valuable tool for increasing knowledge and understanding about
an architecture.

Keywords: continuous simulation, simulation modeling, software
architecture evaluation, AGV systems
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C H A P T E R

CHAPTER 1INTRODUCTION
This chapter is an introduction to the thesis and our work. First we give some
background information to the topic and this thesis in particular. We then describe
our research methodology and formulate a hypothesis. Finally we present an
outline of the thesis.

1.1 Background
The software architecture is fundamental for a software system of any magnitude,
as it determines the overall performance of the final system. Before committing to
a particular software architecture, it is important to make sure that it handles all the
requirements that are put upon it, and that it does this reasonably well. The
consequences of committing to a badly designed architecture could be disastrous
for a project and could easily make it much more expensive than originally
planned. Bad architecture design decisions can result in a system with undesired
characteristics such as low performance, low maintainability, low scalability etc. 

When designing the architecture for a system, the architect often has the possibility
to choose among a number of different solutions to a given problem. Depending
on which solution is chosen, the architecture evolves in different ways. To be able
to make a proper decision about which solution to choose, the architect needs to
identify quantifiable advantages and disadvantages for each one. This can be done
in a number of ways, for example using prototyping or scenario-based evaluation
[Bosch00]. Each method has its own advantages and drawbacks, and there is no
general consensus that a certain method is the best. A desirable property of a good
evaluation method is high efficiency at low cost.

The goal of this thesis is to investigate the use of continuous simulation for system
architecture evaluation purposes. The main idea is that tools for continuous
simulation can be used to quickly create models of different architectures or
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suggestions for solutions to problems within an architecture. These models can
then be used, through simulation, to evaluate and compare different architectures
or suggestions to each other.

The work described in this theses has been conducted in co-operation with NDC
Automation AB (hereafter referred to as “NDC”). This company was chosen
because it was already involved in a study, concerning architectural issues, made by
researchers at the Department of Software Engineering and Computer Science at
Blekinge Institute of Technology.

1.2 Methodology
The work described in this thesis is done in the form of an experiment. We have
co-operated with NDC to use the software architecture of their Automated
Guided Vehicle (AGV) system (hereafter referred to as the “NDC system”) as a
case for the research.

We will begin by studying the domain of continuous simulation to investigate its
applicability on software systems and software architectures. In particular, we will
explore its relevance in the field of AGV systems.

If we find that it is possible to use continuous simulation techniques on software
architectures, we will build a model of a known architecture for an AGV system,
i.e. the NDC system, and simulate it. Since the system already is implemented and
fully functioning, we will be able to validate the results produced by our simulation
against real data from the system. If the simulated data corresponds to the real
data, we have shown that it is possible to model a software architecture and get
relevant data when simulating the model. 

The next step, if the previous was successful, will be to model and simulate an
alternative architecture in order to evaluate it as a candidate for the NDC system.
This means that we will have to implement a new and different model. The results
from simulating the alternative architecture can be used as basis for altering the
current system in order to improve it.

1.3 Hypothesis
During architecture evaluation, it is relevant to use continuous simulation as an
evaluation method for architecture alternatives.

1.4 Chapter outline
The remainder of the thesis is structured as follows:
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We will begin with a short introduction to architectures and methods for
architecture evaluation in chapter 2. The chapter is intended as a quick
introduction for readers with little or no knowledge about architecture design and
evaluation.

In chapter 3, we will give an introduction to theories behind simulation in general.
Even though the thesis is focused on continuous simulation, we will describe other
simulation techniques for comparison purposes. The chapter also discusses briefly
how continuous simulation can be used for simulating software architectures.

In chapter 4 we describe a couple of different software tools for continuous
simulation. It is not intended to be an extensive tool evaluation, but rather a brief
summary of tools we have found useful. We discuss advantages and disadvantages
and give recommendations about which tool is the most suitable for our needs.

The following chapter, chapter 5, introduces the AGV system domain.

In chapter 6 we describe our attempts to model and simulate the architecture of
the NDC system. We also discuss experiences we have gained in our experiment,
including both problems and possibilities.

Finally, in chapter 7, we will summarize our findings, give suggestions for future
work and present our conclusions.

Appendix A contains the Powersim model described in chapter 6.

1.5 Acknowledgements
In the beginning of the project that is this thesis, we only had a vague
understanding of the topic we had chosen to write about. During the weeks that
then followed, we gained much experience and knowledge about simulation of
software systems. We have had our advisors, Dr. Michael Mattsson and Dr.
PerOlof Bengtsson, at our side through this entire journey, and we would like to
thank them for all their help. 

We would also like to thank Mikael Svahnberg, who has proven to be an
inexhaustible source of ideas and thoughts. He has happily discussed the topic, as
well as other less relevant things, with us. With his knowledge of NDC and their
AGV system, Mikael has been an excellent sounding board.

Henrik Eriksson and Lars Ericsson at NDC have at all times answered our
questions with patience, whether they have been relevant or not, and have
provided us with invaluable information about the NDC system and its behaviors.

Thanks to Åke Arvidsson at Ericsson Software Technology AB for listening to our
ideas about simulation and for giving us valuable advice for our work.

During the later part of this project, we have shared office with Tham Wickenberg.
Except for the fact that he has endured our company, we have had many fruitful
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C H A P T E R

CHAPTER 2SOFTWARE ARCHITECTURE
In this chapter, we present an overview of software architecture and software
architecture evaluation. The intention is not to thoroughly discuss the topics, but
rather to introduce them and make the reader familiar with the concepts.

2.1 Introduction
There are quite a number of different definitions of what a software architecture
really is, but once you look through them it is possible to find a couple of common
denominators. These common denominators are nicely summarized by David
Garlan [Garlan00]:

A critical issue in the design and construction of any complex
software system is its architecture: that is, its gross organization as a
collection of interacting components. 

In other words, through the creation of a software architecture we define which
parts a system is made up of and how these parts are related to each other. This is
similar to how a coarse blueprint dictates the layout of a house. The software
architecture of a system is necessarily created early in the design phase, since it is
the foundation for the entire system.

The architecture is created on a high level of abstraction which makes it possible to
represent an entire subsystem with a single component, in cases when the internals
of the subsystem are not interesting from an architectural point of view, or there
are not enough information available to say anything about them. The
communication between the components can also be abstracted so that only the
flow of information is considered, rather than technical details such as
communication protocol etc. Individual classes and function calls are normally not
modeled in the architecture design as this would be too much detail early in the
development.
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The components in an architecture represent the main computational elements and
data storage elements. Examples of such elements are clients, servers, filters, and
databases. The interactions between the components can range from plain
procedure calls or shared data access to more complex methods of interaction such
as client-server protocols and CORBA [Allen96].

With the creation of the software architecture, designers get a complete view of the
system and its subsystems. This is achieved by looking at the system on a high level
of abstraction. The abstracted view of the system makes it intellectually tractable by
the people working on it and it gives them something to reason around [Allen96].

The architecture helps to expose the top level design decisions and at the same
time it hides all the details of the system that could otherwise be a distraction to the
designers. It allows the designers to make the division of functionality between the
different design elements in the architecture and it also allows them to make simple
evaluations of how well the system is going to fulfill the requirements that are put
upon it.

The requirements for a presumptive system come in two forms; functional and
non-functional. In the software architecture, the functional requirements are
divided between the elements of the architecture so that related functionality is
gathered in one place. 

The non-functional requirements can, apart from being used to decide how the
system should be built, be used to create scenarios during an architecture
evaluation session. We will dig deeper in how this process works in the sections to
come.

2.2 Describing an architecture
Software architectures are often described in an ad hoc way that varies from
developer to developer. The most common approach is to draw elements as boxes
and connections simply as connecting lines. This approach has the drawback in
that there is no unified way of describing an architecture, making it difficult for
developers to communicate with the architecture as a medium. Developers with
different ways of describing architectures are likely to interpret one particular
architecture description differently.

A more formal way of defining architectures is to use an architecture description
language (ADL) that is used to describe the entities and how they connect to each
other. Examples of existing ADL:s are ACME [Garlan97] and RAPIDE
[Luckham96], which are still mainly used for research. ADL:s have been
successfully used to describe new architectures and to document and evaluate
existing architectures [Gannod00].
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2.3 Creating an architecture
A software architecture is, among other things, created to make sure that the
system will be able to fulfill the requirements that are put upon it. The architecture
usually focuses more on non-functional requirements than on functional ones. The
non-functional requirements are for example those that dictate how many users a
system should be able to handle and which response times the system should have.
These requirements does not impact which functionality the system should
provide or how this functionality should be designed. They do however affect how
the system should be constructed. 

Examples of non-functional requirements that can affect a software architecture
are:

• A system that uses a database for data storage needs to be able to use several
different database backends. 

• Applying video effects to a video stream, it shall be possible to easily
distribute new filters.

• A web site must have the ability to grow in order to handle increasing
amounts of users.

These requirements would all influence how we should construct a software
system. We will now discuss problems with each of the requirements and possible
solutions to them. 

In a system that must be able to switch its database backend it becomes important
to gather all the database related functionality in one place instead of having it
spread all over the system. The database related functionality should be gathered in
a database communication module or layer. This centralization makes it possible to
define an interface through which the rest of the system can interact with the
database in an abstracted way, disregarding the individual traits of the different
databases. The interface makes it easier for developers to create support for
different databases, and the system will be able to interact with different databases
simply by replacing the database layer.

If we were to build a system for video editing we would have a couple of choices to
make. One would be to decide how the architecture should handle the video
effects. The first approach is to implement all video effects in an effects module
and give it a list of the effects we want applied to the video stream. This is a quite
inflexible way to solve the problem. To add new effects would require that we
make changes to the effects module and then redistribute the entire module. A
more flexible way would be to let every effect be a module of its own and when we
want to add a number of effects we connect the effects modules and send the
video stream through them all, letting each one apply its effect as it receives the
data. We then gather the finished video stream as it emerges from the last effect
module. An advantage of this is that we will be able distribute separate video effect
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modules instead of the entire video effects module described in the first approach.
It will also be easier to debug effect modules as they can be tested one at a time.

When constructing a web server system that is going to be able to grow in capacity
as the amount of users increases, it is not only the software architecture that has to
be taken into consideration. The physical layout of the system has to be considered
as well, and the software architecture has to be flexible enough to be able to adapt
as the amount of available hardware grows. A typical solution to this problem is to
use a load balancer to distribute incoming web requests between a number of web
servers that create the dynamic content of the site. The servers request their data
from a central database server that stores all data. Since we cannot guarantee that a
client will be directed to the same web server every time it makes a request during a
session, we have to make the web servers stateless and store all state data in the
central database server. If we want to be able to use different database servers then
it would be a good idea to integrate the solution from the first example into this
architecture as well.

The questions and considerations above are only a few of all the questions and
problems that have to be considered when creating a software architecture. Even
though we might think that the problems we face during the process of designing
an architecture are very typical for our system, this is often not the case. The
problems that we have encountered are not new. All the problems have been
investigated by people before, and possible solutions with their advantages and
disadvantages are well documented. The description of a problem and its proposed
solution is called an architectural style or pattern. 

There are a number of predefined architectural styles that can be used to define a
new architecture or to describe an already existing one. These styles has been
developed over time by the software developing community, discussed by Shaw
and Garlan [Shaw96], and many of them have been categorized by Buschmann et
al. in Pattern-Oriented Software Architecture [Buschmann96].

The problem solutions described above are all based on architectural styles. The
database example uses a layered style where functionality is isolated into separate
layers that are stacked on each other to build the system. The solution for the video
editing system is called pipes and filters, a styles of which the main goal is to divide
the task of a system into several sequential steps instead of one large step. In the
third example system we find two styles:

• The first is called broker and is a way of dividing incoming requests between
a number of clients.

• The second style is the same as in the first example; the connection to the
database is handled through a database abstraction layer. 

Each style has a number of strong and weak sides and there is no single style that is
applicable on all types of problems. In other words, several styles can be present in
an architecture where they can be applied to different subsystems within the
architecture.



2-15

2.4 Architecture evaluation
It is important to evaluate different architectural styles against each other in order
to find the most appropriate ones for the subsystems that make up the whole
system. This evaluation usually focuses on the non-functional requirements as
these are the ones that will have the most effect on the architecture [Bosch00]. 

There exists a number of evaluation methods, among which are mathematical
model-, experience-, and scenario-based methods [Bosch00]. For the purpose of
evaluating the architectures of the example systems, we will use scenario-based
evaluation, in which a set of scenarios based on the non-functional requirements is
created. These scenarios are then enacted and the architecture’s ability to cope with
the scenarios is measured. If a scenario is found that the architecture is unable to
handle, then the architecture is transformed so that it will be able to support that
scenario as well. This procedure is then iterated until all the scenarios are covered
by the architecture, if possible.

These are some example scenarios that could be used to evaluate the example
system to see if it is able to fulfill its requirements:

Requirement: A system that uses a database for data storage needs to be able to
use several different database backends.
Scenario: We want to replace the database backend of the system, where do we
have to make changes to accommodate this?

Requirement: Applying video effects to a video stream, it shall be possible to
easily distribute new filters.
Scenario: We want to create a new filter and distribute it, how large will the
filtering module be and how will it be integrated in an existing installation.

Requirement: A web site must have the ability to grow in order to handle
increasing amounts of users.
Scenario: We want to increase the amount of concurrent users from 50 to 200,
and the response time per request must be below 4 seconds. How do we have to
change the system to be able to do this?

The process of evaluating the software architectures is mainly based on reasoning
around the architecture and the scenarios that are presented above. How successful
this evaluation is currently depends heavily on the level of experience in the people
performing it. More experienced people will be more likely to identify problems
and also to come up with alternative solutions.

It is during this evaluation phase that we believe it would be useful to use
continuous simulation. It could be used as a way of quickly conducting objective
comparisons and evaluations of different architectures or scenarios. The advantage
over other evaluation methods, for example experience-based evaluation, is that
simulation gives instant and objective feedback on how the architecture performs. 
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C H A P T E R

CHAPTER 3MODEL AND SIMULATION
In this chapter we will define and explain the concepts “model” and “simulation”,
and how they relate to each other. We also describe the major simulation
techniques that exist, i.e. discrete, continuous, and combined simulation, and list
characteristics of all three. Finally we will discuss some practical problems that
arise when simulation is used and suggestions for how to handle them. In addition,
we motivate why we have chosen continuous simulation for our experiment.

3.1 Model
Banks defines “model” as being a representation of an actual system [Banks98].
Another definition is given in An Introduction to Systems Thinking where a model is
defined to be a “selective abstraction”, which implies that a model does not
represent the system being modeled in its whole [Richmond01]. A similar
definition is that a model should be similar to but simpler than the system it
models, yet capture the prominent features of the system [Maria97]. Capturing the
prominent features may well be one of the greatest challenges of modeling, since it
is most likely the prominent features that have the greatest impact on the output of
the system. Missing out on such features could compromise the correctness of the
model, which eventually would lead to useless results. To avoid that, i.e. to
establish the correctness of a model, there is a need for model validation and
verification.

Validation is the task of making sure that the right model has been built. Thus, the
goal of model validation is to ensure that the transformation between input and
output in the model sufficiently accurately represents the transformation between
input and output in the real system [Balci95]. In other words, model validation
deals with behavioral accuracy. An approach to validating a model, given that the
system it models exists, is to run both the simulation and the system with identical
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input conditions and compare the simulation’s output to the system’s output
[Maria97, Balci95].

Model verification is about building the model right. In other words, model
verification determines whether or not the transformation of a problem
formulation into a model specification is accurate [Balci95, Sargent99]. The
verification process is concerned with determining that the functions present in the
simulation environment (for example the pseudo random number generator) are
correct, but also that the model is built correctly in the environment [Sargent99].

In a real-world system, there are certain quantifiable properties, for example:

• network throughput (important in distributed systems)

• CPU utilization (important in real-time systems)

• storage buffer usage

• response times (important in servers in general)

To be able to model a property such as one of the above, for continuous
simulation, it is necessary to find a mathematical description of it. The
mathematical description states the value of the property given the values of its
input factors. Thus, the input factors must in turn be possible to describe
mathematically. This may not be feasible at all times, in particular when an input
factor is related to human input, or similar, in which case we feel that a
mathematical description could easily be too complex. To still be able to include
the property in the model, it is possible to describe it as a stochastic variable, i.e.
give it a random behavior [Thesen91]. The use of randomness in a model has some
implications to consider when analyzing the output from a simulation run from it.
These are discussed more in detail in section 3.5.

3.2 Simulation
Handbook of Simulation defines simulation as “the imitation of the operation of a
real-world process or system over time” [Banks98]. Other authors provide similar
definitions [Maria97, Thesen91]. A simulation can be seen as an instance of a
model, in the same way as an object is an instance of a class in an object-oriented
programming language. Two simulations based on the same model can give totally
different results, as long as they are given different input parameters. 

Since a simulation is only an imitation of a real-world system, it can be reset and
rerun, each time with different input parameters. This makes it easy to experiment
with the simulation to find the optimal solution to a problem, which makes
simulation suitable for critical, crucial or dangerous systems, where failures are
disastrous. In software development, a bad architecture may not be disastrous, but
can be very costly both in terms of money and time if it must be redesigned.
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Another important property of simulation is that time may be accelerated, which
allows for the studying of phenomena that may appear very seldom in a live
system. In an accelerated simulation, waiting times are compressed, which makes
simulation experiments very efficient [Shannon98].

The state of a simulation is a collection of variables that contain all the information
necessary to describe the system at any point in time [Banks86]. The input
parameters to a simulation are said to be the initial state of the simulation. The
state is important for pausing, saving and restoring an ongoing simulation, or for
taking a snapshot of a simulation, features that can be useful during
experimentation. It is not trivial to know which data to include in the state;
determining the system state variables is as much an art as a science [Banks98].

3.3 Simulation techniques
There are two main simulation techniques; continuous and discrete simulation. A
third technique is the combination of the two. The technique to use for a particular
system should be decided from case to case, but continuous simulation is more
suitable for some systems than discrete simulation, and vice versa. Examples of
this will be given below.

3.3.1 Continuous simulation
Thesen and Travis describe continuous simulation as a model in which systems
change continuously over time [Thesen91]. A continuous simulation model is
characterized by its state variables, which typically can be described as functions of
time. The model is constructed by defining equations for a set of state variables
[Banks98]. An example of such a function is dy/dt = f(x, t), which is a differential
equation that describes how y changes over time.

It follows from the fact that the state in continuous simulation is described by
equations that this simulation technique allows for smooth system simulation,
since time is advanced continuously rather than in steps. Changes do not occur
instantly, but rather over some period of time. However, for a simulation to be
truly continuous, the simulator needs to be analog, which was the case with the
first simulators. These were physical devices built for calculating the differential
equations that described a system. Computers of today are digital, in which time is
advanced stepwise by a clock. This means that a computerized simulation cannot
be truly continuous. Still, this type of simulation can be emulated on a digital
computer [Åström98]. Then, a time step is chosen that suits the precision that is
desired.

In a digital simulator, e.g. in a computerized simulation tool, differential equations
must be solved numerically using methods that replace the equations with
difference equations. Examples of such methods are Euler and Runge-Kutta
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[Åström98]. A difference equation calculates the value of a variable based on its
previous value. Therefore, it is not possible to “skip” uninteresting parts of the
simulation. As an example, imagine a manufacturing system that starts with no
production. It will take some time for the system to reach a stable behavior where
the production is normal, and the output of the simulation during that time is
probably not of interest when analyzing the results. However, for the remainder of
the simulation, the initial part is essential.

3.3.2 Discrete simulation
When using the discrete simulation technique, time is advanced in steps based on
the occurrence of discrete events. Put differently, discrete simulation is a model
where systems change instantaneously in response to discrete events [Thesen91,
Maria97].

Even though many real-world systems are continuous, it is not always relevant to
simulate them using continuous simulations. As an example of this, Thesen and
Travis describe a simulation of a grain storage. When new grain arrives, it is not
interesting that the grain amount increases slowly as grain is poured into the
storage facility. Rather the total amount of the previously stored grain and the
newly arrived grain is of relevance [Thesen91]. The grain amount increase can be
seen as one discrete event, and therefore a discrete simulation can be used.

In a discrete simulation, a system changes in response to discrete events, as stated
before. The times when these events occur are referred to as event times [Banks86,
Schriber98]. The change of state is instantaneous, as opposed to the gradual
change in a continuous simulation [Thesen91], which implies that the system does
not change between event times [Banks86].

Components of a discrete simulation are called entities. Examples of entities are
equipment, orders and raw materials. The goal of a discrete simulation model is to
depict the activities in which the entities participate, and by that to learn something
about the behavior of the system being simulated [Schriber98].

In an event-driven discrete simulation, events are popped from a sorted stack. The
effect of the topmost event on the system state is calculated, as time is advanced to
the execution time of the event. Dependent events are scheduled and placed on the
stack, and a new event is popped from the top of the stack [Klingener96].

With this simulation technique, the ability to capture changes over time is lost.
Instead, it offers a simplicity that allows for simulation of systems that are too
complex to simulate using continuous simulation [Thesen91]. As opposed to
continuous simulation, a discrete simulation is unlikely to be in a state where
nothing of interest happens, since time is always advanced to the next scheduled
event.



3-21

3.3.3 Combined continuous-discrete simulation
Combined simulation is a mix of the continuous and discrete simulation
techniques. It has proven itself useful for example in the area of material handling,
which includes continuous concepts such as acceleration and velocity changes, but
also discrete concepts such as loading and unloading [Alan98].

Reasons for creating combined models can be:

• it is useful to put a discrete variable describing an amount of entities in
continuous form, by looking at entities in the aggregate rather than
individually [Alan98]

• some questions about a systems are best answered using a continuous
approach, others using a discrete approach [Cellier86]

• physical quantities, such as fluid levels or temperature, are needed in the
model. Such quantities are often governed by laws of physics, which in turn
are expressed as differential equations of state [Klingener96].

The distinguishing feature of combined simulation models is the existence of
continuous state variables that interact in complex or unpredictable ways with
discrete events [Klingener96]. There are mainly three fundamental types of
interaction between continuous variables and discrete events [Klingener96,
Alan98]:

1 a discrete event causes a change in the value of a continuous variable

2 a discrete event causes a change in the relation governing the evolution of a
continuous variable (e.g. changes a growth constant)

3 a continuous variable causes a discrete event to occur or to be scheduled by
achieving a threshold value

When creating a model for combined simulation, a certain order of development is
advised [Alan98]. First, all continuous aspects of the model should be considered.
Then, all discrete aspects, and finally the interfaces between discrete and
continuous parts.

3.4 The need for simulation
Considering the definitions given above, simulation can be used as a tool for
evaluating a system’s performance under different configurations [Maria97]. The
system does not need to exist; it can just as well be a proposed system [Maria97,
Shannon98, Banks98]. Regardless of which, the result from a simulation can be
used to determine which configuration of a system that has the best performance,
and thus how the system should be constructed, or altered.
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If a simulation does not show desired results, the underlying model can be
redesigned with little effort, and a new simulation can be run. The ability to
redesign a real-world system for experimental purposes seldom exists; such
activities are most likely both impractical and expensive [Maria97]. Reasons could
be that a complete system is too complex to change easily, or that an experimental
environment in which the system can be run is too hard to setup. An example is
the controller software for a nuclear plant, which is both hard to change and hard
to experiment with. A simulation model must balance such parameters carefully in
order to be useful. A very detailed simulation model would be a good
representation of the real system, but could at the same time be as complex as the
real system. In that case, the simulation model would also be too complex to
redesign. On the other hand, too little detail would make the simulation model
correspond badly to the real system. The goal is to find a tradeoff between
simplicity and realism [Maria97].

3.5 Output analysis
The purpose of this section is to shed some light on the problems that may arise
when dealing with analysis of simulation output. Initial questions for a simulation
may be “Is configuration A better than configuration B?”, or “What is the average
waiting time for queue type X?” etc. The analysis of the output of a simulation has
the purpose of finding answer to the initial questions. However, as we will see, the
answers are not always easy to find, and if care is not taken during output analysis,
the questions may be incorrectly answered.

3.5.1 Problems
We have previously mentioned that the introduction of randomness in a simulation
model gives the model the ability to show unpredicted behavior. However, such a
simulation follows the RIRO principle (Random Input, Random Output), which
states the simple logic that randomness in the input data leads to randomness in
the output data [Thesen91]. While randomness in the input data is a valuable tool
to ensure variance in simulations, randomness in the output data makes it difficult
to draw proper conclusions and to find answers to the initial questions the
simulation model was designed to answer.

With randomness in the output, it can be questioned whether an observed
property of the simulation is due to chance or due to the actual system
configuration [Thesen91, Maria97]. With the help of statistical analysis techniques,
it is possible to understand the effects of randomness on the output. However,
there are differences, described below, in how statistical analysis can be used in
simulation and in other contexts. Disregarding these differences can lead to invalid
interpretations and results.
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Most simple statistical analysis techniques require, for the results to be valid, that
the data is observations of independent, identically distributed random variables
[Thesen91, Maria97]. Unfortunately, this is often not the case with simulation
output data. Consider, for example, a simulation where the goal is to calculate the
average waiting time for entities in a queue. Two adjacent entities will most likely
have approximately the same waiting time, since they have the same entities before
them. Therefore, the waiting times, and thereby the data points in the output data,
are not independent. Instead, they are positively autocorrelated, a property most
simulation data shows [Thesen91]. Changes occur slower in positively
autocorrelated data than in other data, which can lead to the following chain of
effects:

1 Calculated variance is less than the actual value, therefore

2 confidence intervals based on variance are narrower than they should be,
hence

3 simulation results seem to have less errors than they do, and

4 the coverage of confidence intervals becomes poor.

Luckily, there are techniques available to deal with the computation of confidence
intervals from autocorrelated data. An example is the method of batch means, in
which the data set is partitioned into batches. For each batch, an average of the
data points in that batch is calculated. Hopefully the new data points (batch means)
are independent enough to be valuable for calculating confidence intervals
[Thesen91, Maria97, Alexopoulos98]. The number of batches, and thereby the size
of each batch, affects the relevance of the batch mean. Examples of rules for batch
size are the Fixed Number of Batches (FNB) rule and the Square Root (SQRT)
rule, in which the number of batches equals the floor of the square root of the data
set size [Alexopoulos98].

Another property of simulation that makes proper analysis difficult is initial bias,
which in short is a side-effect of the desire to start simulations “empty”. For
example, consider a simulation of an assembly system with the purpose of
measuring average transit times. In the initial phase of the simulation, the system is
empty (as a real assembly system would be), but as simulation goes on the system
fills up with parts. However, in the beginning there will be little or no congestion,
and transit times will be lower than when the system has normal load. Therefore,
average transit times will be too low, in particular if the simulation is run only for a
short period of time [Thesen91].

3.5.2 Solutions
A solution to the problem with initial bias is to run the simulation for a suitable
length of time before beginning data collection [Thesen91, Alexopoulos98], which
gives the system a chance to stabilize itself.
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Hypothesis testing is a tool useful for, among other things, fighting the RIRO
principle. When comparing two systems using different setups, differences in
output are either purely coincidal or depend on the setups. Using hypothesis
testing, one would assume that the two setups are identical and generate the same
output. If the data provides strong evidence of that not being the case, the
hypothesis is rejected [Thesen91, Maria97].

Several techniques for variance reduction exist. These are used to provide stronger
output data with respect to statistical analysis. An example of a variance reduction
technique is to replicate random sequences [Thesen91]. Given again two variations
of a system with similar but different setups. By feeding two identical but random
data input sequences to two simulations of the setups, one would ensure that
variations in the output do not depend on variations in input, but rather on
different properties of the setups.

3.6 Why continuous simulation?
A software system can be modeled and simulated using either discrete or
continuous simulation techniques. When looking at the system from the point of
view of its architecture, communication between the entities in the architecture can
be viewed as flows of information, disregarding discrete events. By leaving out the
discrete aspects of the system, continuous simulation can be used to study
information flows. It is our assumption that it is simpler to model a software
architecture for continuous simulation than for discrete simulation, because low-
level details can be ignored. 

A good example of a low-level detail is a function call, which is discrete since it
happens at one point in time and happens instantaneously. By looking at the
number of function calls during some amount of time, and how much data that is
sent for each function call, the data transferred between the caller and the callee
can be seen as an information flow with a certain flow rate. Some reasons that
make this advantageous are:

• It is perfectly valid (in fact, there is no alternative) to consider an average call
frequency and to disregard variations in call interval etc.

• Multiple function calls between two components can be regarded as one
single information flow.

• Accumulated amounts and average values are often interesting from a
measurement perspective.
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C H A P T E R

CHAPTER 4SOFTWARE TOOLS
Once a model has been constructed it comes as a natural step to run it to see what
results it produces. If it is a simple model then it might be possible to simulate it
using pen and paper or, if it is a bit more complex, perhaps a spreadsheet. But if
the model is too complex for “manual” execution then it becomes necessary to use
some kind of computer aid. This chapter describes such computer aids.

4.1 Introduction
There is always the option of constructing a simulation tool customized for the
problem that needs to be solved. This has several implications, though. First of all,
the model becomes an integrated part of the tool, which can make the tool hard to
reuse. Second, analysis tools have to be created in order to analyze the output of
the simulation tool, adding additional development time. Third, the creation of a
tool requires good knowledge in how the chosen simulation technique works.

The alternative to using a customized tool is using a general-purpose tool, created
for building models and running simulations, but customized for a type of
problems rather than one problem in particular. By using such a general-purpose
tool, all time can be spent on building the model, using the construction primitives
available in the tool. The selection of primitives controls how models can be
constructed and which constraints that apply.

There is a group of general-purpose simulation tools that make use of architecture
description languages for defining models. An ADL is, as the name suggests, a
language created for describing software architectures, even though there is no
clear consensus of which tools and languages that count as ADL:s and which that
do not [Medvidovic97]. Creating a model in an ADL requires programming
knowledge of the chosen language. Examples of simulation tools built on ADL:s
are ACME [Garlan97], and RAPIDE [Luckham96].



4-26 S o f t w a r e  A r c h i t e c t u r e  S i m u l a t i o n

Since we in this thesis focus on the possibilities of using continuous simulation in
architecture evaluation, we want to look at GUI-based general-purpose simulation
tools that require little knowledge about the underlying mathematical theories and
descriptions. Thus, we will not dig into the field of ADL:s and simulation
techniques based on them. 

4.2 STELLA and Powersim
The first tool that we evaluated was the STELLA 7.0.2 Research simulation tool,
which is a modeling and simulation software for continuous simulation that is
created and marketed by High Performance Systems Inc. The second tool was
Powersim Studio Express 2001, created by Powersim. This is a similar tool that
offers more functionality than STELLA as it is based on combined simulation, and
has some more advanced features.

Both tools are based on the concept of Systems Thinking for the creation of models,
and both programs are capable of performing the simulation directly in the
program and also to perform some basic analysis.

4.2.1 Systems Thinking
Systems Thinking has its foundation in the field of System Dynamics, founded
1956 by professor Jay Forrester at Massachusetts Institute of Technology. Systems
Thinking was developed as an attempt to find a new way of testing ideas about
social systems, but was discovered to be useful for exploring other kinds of
systems as well, especially those where there are complex interactions between
multiple actors [Richmond01].

The Systems Thinking approach to analyzing a system is to start by looking at how
the different parts that make up the system interact with each other. The analysis
works by first selecting one part of the system and then trying to figure out which
other parts of the system that are affected by it and how it is affected by them. 

This results in a model where the whole dynamic system is depicted and the
interactions between the components are easy to see. 

4.2.2 The modeling language
In both STELLA and Powersim, models are constructed from a number of basic
building blocks (figure 4.1), which are combined in order to build a model. The
model is simulated by the use of entities that are sent through the model. The flow
of entities can then be measured and analyzed. 
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We use snapshots of the STELLA tool for our illustrations throughout this section
but they look very similar to the ones found in Powersim and they work in a similar
fashion.

The five basic building blocks are:

• Stock

• Flow

• Converter

• Connector

• Decision Process
Figure 4.1 Examples of basic building blocks.

Stocks
Stocks are used to represent accumulation of entities and come in four different
flavours; reservoir, conveyor, queue, and oven. These four types are different in
their behavior but are all used to represent containers where entities are
accumulated. 

• Reservoirs work much like bathtubs, in that the entities that are accumulated
in them become mixed and indistinguishable. When entities are removed
from a reservoir they are not removed in any special order. 

Powersim only provides the basic reservoir but this is not a problem as it is
possible to build the other constructs from the basic building blocks provided. The
following three variants are only available in STELLA and are provided as a
convenience. 

• Conveyors are more like moving sidewalks or escalators in that they
transport entities from one point to another. The transportation is done over
a certain amount of time. When an entity arrives at the conveyor it is put on
the conveyor and will be put on hold for a specified amount of time and is
then released. 

• Queues behave much like reservoirs with the difference that they keep the
distinction between the different entities. The first to arrive will be the first to
be removed, just like a FIFO buffer.
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• Ovens are like conveyors with the exception that they only accept a fixed
amount of entities at a time. When an entity arrives at an oven it will have to
wait until the oven is empty, after which it will be put into the oven and kept
there for an amount of time. During this time it will be impossible for new
entities to flow into the oven. When the time has passed it will be released
and moved along.

Flows
Flows are used to connect stocks and to enable and control the flow of entities
between them, as in figure 4.2. They represent the movement of entities over a
period of time and affects the stocks that they are connected to. 

Since the flows in their basic versions are representing events that take place over
time, it takes some time for them to reach to their target flow rate. If a flow that
has the flow rate set to zero is changed so that the new flow rate is 20, then the
change from zero to 20 will take place over a period of time that is equivalent to
the time step of the simulation. 
Figure 4.2 A flow connecting two stocks.

Both STELLA and Powersim provide these flows in order to connect stocks, and
they work very much the same way in both programs. Powersim has a good feature
in that it is possible to create discrete flows, which are unique in that they happen
instantaneously as a pulse at either the beginning or the end of a time step. An
effect of this is that the amount of information accumulated in a reservoir after an
amount of time depends on the size of the time step in the simulation.

Converters and constants
Converters are often used in order to modify the rate of flows, and to introduce
constants in a model. A converter can take information from several connectors
and perform computations with them. The result can then made available to the
other components in the model via other connectors.

A very powerful function in the converters is the possibility to visually define
graphs that describe the output. When a graph is used, the converter performs an
extra step before a result is made available. This step is to take the value that was
calculated from the input and use it to look up the final value in the graph (the
initial value becomes the value along the X-axis and the final value is the
corresponding Y-axis value). This feature is available in both STELLA and
Powersim, and it is quite useful to describe e.g. drop-offs in performance.
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Connector
In order to build complex models that contains multiple information flows, it
becomes necessary for the stocks and flows to exchange information. This is
achieved by the use of connectors which in STELLA come in two flavours. The
first is the action connector that is used to represent decisions that affect other
elements (stocks or flows) of the model. The other form of connector is the
transmitting connector that represents the transfer of information between
elements of the model. The two connectors work in the same way but they should
be used to make the distinction between information and decisions. Powersim only
provides one type of connector for use in its models. However, depending on the
function of the connector, Powersim automatically draws it in different ways.

Decision process
To make a model less complex it is possible to use decision processes in order to
hide parts of it. Processes can be influenced by information sent to them by
connectors and they can affect other parts of the model by sending information
through other connectors. 

New flows can be built within the decision processes in order to model how
decisions are made. The result can then affect the main flows in the model, hence
the name decision process. 

The decision process is a feature that is only available in STELLA. Powersim does
not have anything that is comparable and as a result the models built with
Powersim can grow bigger and be less tractable.

4.2.3 Building models
In figure 4.3 we show a simple example model that describes how the charge level
in a capacitor is dissipated over time. The charge itself is shown as a reservoir, and
a flow is connected to the reservoir to show the loss of charge through dissipation. 
Figure 4.3 An example model (snapshot from STELLA)

The rate of dissipation is affected both by the charge left in the capacitor
(reservoir) and the dissipation time constant (converter) that defines how many
percent of the charge left in the capacitor that dissipate per unit of time. The
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connectors makes the transfer of necessary information from the reservoir and
converter to the flow possible.

An interesting thing to note is that several different situations can be modeled in
much the same way using the same building blocks and constructs. The model
described in figure 4.3 can for example be used to describe other kinds of decay
over time as well. 

This property makes it possible to build a collection of predefined model
constructs that will shorten the time it takes to build a model. These constructs can
then be used as templates for new models much like patterns and styles in software
architecture.

4.2.4 Model simulation
Once the model is completed it is possible to run it in both Powersim and
STELLA. Both tools are capable of accelerating the simulation time, which means
that long-term simulations do not necessarily take long time to run. The tools also
have the ability to visualize simulation outputs and results as the simulation runs.
Examples of such visualizations are: time-graphs, time-tables and value labels. In
addition, Powersim has a feature that makes it possible to export results to a
standard file format, which in turn can be imported in existing analysis tools.

4.3 Evaluation
For our modeling experiment, we chose to go with Powersim for the following
reasons:

• Powersim has the ability to check the consistency of the model via the use of
units on every flow. This feature would help us keep the model consistent,
and minimize the risk that the model would be incorrect because of mixed
units. If we had chosen to go with STELLA, we would have had to keep
track of the unit types ourselves, introducing yet another source of errors. 

• Powersim offers the possibility to create discrete flows and visually
distinguish them in a model. STELLA on the other hand does not provide
the concept of discrete flows.

• During our evaluation STELLA crashed repeatedly when we tried to use the
decision process functions, sometimes even during normal work. The
decision process function was one of the most distinguishing features we
found in STELLA as it enabled us to simplify the model and hide entire
components. Unfortunately, the unreliability of the tool made us hesitant to
use STELLA at all.
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C H A P T E R

CHAPTER 5AGV SYSTEMS
An AGV system is a type of automatic system that is usually used for materials
handling in manufacturing environments such as large car factories, bakeries,
printing works, and metal works. They are however not restricted to these
environments and can be used in very different environments such as hospitals and
amusement parks.

In this chapter, we describe general aspects of AGV systems and relate to the
NDC system.

5.1 System components
An AGV is usually a driverless battery-powered truck or cart that follows a
predefined path [Davis86]. As we will see, there are many ways to define the path,
and each way is advantageous in some aspects and disadvantageous in others. A
path is divided into a number of segments of different lengths and curvatures. There
can be only one vehicle on a segment at any given time.

The amount of computational power in a vehicle may vary depending on how
advanced the behavior of the vehicle is required to be. With more computational
power, it is possible to let the vehicle be autonomous, for example. On the other
hand, computational power costs money, and in a system with many vehicles, a
computationally strong solution can be expensive.

An approach in which vehicles are computationally weak is to have a powerful
central computer which controls the vehicles, giving them continuous directions
about where to go and what to do. The vehicles keep track of their own position,
speed, and direction. This information is transmitted to the central computer that
based on the information gives the vehicles new instructions on where to go and
what to do.
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5.2 Guidance
In order for the AGV system to work it must be possible to find the position of
the vehicles with good precision. This is achieved by the use of one or more
positioning and guidance systems. Examples of guidance methods are:

• electrical track

• optical guidance

• magnetic spots

• chemical scent guidance

With electrical track guidance, the vehicle path is defined by installing a guidance
wire into the floor of the premises. A vehicle travelling the path follows the
electrical field generated by the wire. This is a very robust approach as the wire is
well protected in the floor. The downside is that it is quite costly to change the
track layout, since it requires physical restructuration of the wire [Davis86].

Optical guidance is achieved for example by the use of a laser positioning system
which uses reflectors placed on the walls of the premises in order to calculate an
accurate position of the AGV as it moves. Optical guidance results in a very
flexible system where the path layouts only need to be altered virtually. No physical
changes are needed, unless the path is extended to some part of the premises
where there are no reflectors.

Magnetic guidance works by the use of magnetic spots, which are placed on the
track. The vehicles are equipped with magnetic sensors that react on the presence
of the spots. When optical guidance cannot be used because of sight reasons, this
type of guidance is convenient.

Chemical guidance through the recognition of scent may be used in for example
cleaning robots [Mann99]. By marking already cleaned areas chemically, and being
able to recognize the chemical scent, the robot can avoid those areas later.

5.3 Communication
In a AGV system, as in other client-server systems, it is desirable to minimize the
communication between the server and the clients, because this lowers the
bandwidth requirements. The choice of communication strategy affects the
amount of information that is communicated in the system. We will describe a few
communication strategies that are of interest or have been historically in the NDC
system.

An early communication strategy was to let the vehicles communicate with the
server only at certain designated places. With this arrangement, the information
was transferred by infrared diodes or via inductance plates. This strategy has the
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drawback that vehicles can only be redirected at certain point, making the system
slow to respond to a change in incoming orders. Furthermore, the server has no
control of a vehicle between communication spots, which may cause problems.

A more advanced way of communicating is via the use of radio modems. The early
modems however had very low bandwidth, which imposed limitations on the
amount of information that could be transferred. This limitation has diminished as
advancements made in radio communication technology have increased the
amount of available bandwidth. 

The next step in communication is to make use of cheaper off-the-shelf hardware
such as wireless LAN (IEEE 802.11b-1999 [IEEE99]), which is being used more
and more throughout offices and is spreading to production floors as well. An
advantage with using such a strategy is that an existing infrastructure can be used.

When using a strategy that allows for less restricted communication, e.g. a wireless
LAN solution, there are still two techniques that can be used; push and pull. When
using pull, the server polls the vehicles by sending requests for information. This
has the disadvantage of taking up bandwidth even in situations when the vehicles
have no information to send. By using push instead, the vehicles themselves initiate
the information exchange.

5.4 System management
The management and control of the AGV system is usually handled by a central
computer that keeps track of all the vehicles and their orders. This computer
maintains a database of the layout of the paths that the vehicles can use to get to
their destinations [Davis86]. With this information it acts as a planner and
controller for all the vehicles in the system, routing trafic and resolving deadlocks. 

The central server gets orders from either production machines that are integrated
with the AGV system or from operators that can call for orders to be run from
terminals placed throughout the premises.

5.5 Architecture approaches
We mention here two alternative ways to design an AGV system. These have
sprung from discussions with NDC, and are interesting because they represent the
extremes of designing a system architecture.

5.5.1 Centralized approach
The goal of a centralized approach is to put as much logic in the server as possible,
and as little logic in the vehicles as possible. Since the vehicles cannot be totally
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free of logic (they have to have driving logic at least), the centralized approach is in
practise distributed. However, we may choose different degrees of centralization
by transferring modules from the vehicle logic to the server logic. A problem here
is that the communication may disturb a time-critical loop, by introducing network
delays and overhead, where no, or only short, delays are acceptable. Therefore, a
transition towards a more centralized approach must be dealt with carefully.

5.5.2 Entirely distributed approach
In an entirely distributed approach there is no centralized server, thus making the
system less vulnerable to failure. This requires all information in the system to be
shared among, and available to, all vehicles, which can be realized e.g. by using a
distributed database solution.
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CHAPTER 6THE EXPERIMENT
In this chapter, we describe our efforts to model and simulate an existing
architecture. The architecture we have chosen to work with is a client-server
architecture for a system that controls AGVs. The server is responsible for such
tasks as order management, carrier management and traffic management. It creates
“flight plans” and directs vehicles to load stations. The vehicles are “dumb” clients
in the sense that they contain no logic for planning their own driving. They fully
rely on the server system. A more in-depth explanation of the system can be found
in [Svahnberg02].

The communication between server and clients is handled by a wireless network
with limited capacity, set by the capacity of the radio modems involved. For future
evolution of the architecture, new communication media are investigated, e.g. the
standard for wireless LAN, IEEE 802.11b-1999 [IEEE99]. Topics of interest are
for example:

• Has the network capacity enough to handle communication in highly stressed
situations with many vehicles?

• Can the system architecture be altered so less traffic is generated? This would
mostly concern moving components between the server and the client
architectures.

• Can the system share an already present in-use wireless LAN? This can be
interesting for a company that already has an infrastructure for wireless
networking.

With this in mind, we have decided to simulate the architecture with respect to the
amount of generated network traffic. The intention is to provide a means for
measuring how communication-intense a certain architecture is. While there are
other aspects that are interesting as well, e.g. CPU utilization in the clients, network
traffic has the advantage of being easy to measure and grasp.
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6.1 The architecture
As previously mentioned, the architecture we have chosen to model and simulate is
a client-server architecture. The purpose of the system is to control a number of
AGVs that can be used e.g. for loading and unloading cargo at manufacturing
plants. The AGVs must follow a pre-defined track which consists of segments.
Each segment has certain properties, e.g. maximum allowed speed and curve type.
In addition, a fundamental property of a segment is that it can only be “allocated”
to one AGV at a time. Depending on the size of the AGV, surrounding segments
can be allocated for it along with the driving segment, to prevent collisions.

The primary controlling unit for the system is an order. An order usually contains a
loading station and an unloading station, if the goal is to deliver or move cargo.
Once an order has been created, the server tries to assign a vehicle to the order and
instructs the vehicle to carry it out. During the execution of an order, the vehicle is
continuously fed segments to drive.

In certain situations, deadlock conflicts can arise. A deadlock occurs e.g. when two
vehicles are about to drive on the same segment. A traffic manager tries to resolve
the deadlock, according to a set of deadlock avoidance rules. As the number of
vehicles involved in the deadlock increases, it becomes harder and harder for the
traffic manager to resolve the situation.

Each vehicle, i.e. each client, contains components for parsing drive segments fed
from the server, controlling engines and steering, locating itself on the map etc.
The vehicle is highly dependent on the drive commands sent from the server; if the
segment-to-drive list is empty, it will stop at the end of the current segment, rather
than continue driving, even if there is only one way to drive. Similarly, if the vehicle
gets lost and fails to rediscover its location, it will stop.

The communication between server and clients is message-based. The server sends
vehicle command messages to control the vehicles, and the vehicles respond to
these with vehicle command status messages. There are also standard status
messages, which are used to report vehicle status. Messages are of varying length,
i.e. the minimal required length, to optimize bandwidth usage.

6.2 The model
Since we are working with continuous simulation, we will look at the flow of
information over the network in the system architecture. Thus, the communication
network plays a central role in the model, and the purpose of all other entities is to
generate input traffic to the network. 

The network traffic in a client-server system has two components; the traffic
generated by the server and the traffic generated by the clients. However, when
measuring the network utilization, it is the sum of those components that is
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interesting. In the model, we had the choice of modeling the two traffic
components separately, or the network traffic as a whole. If choosing the former,
we would summarize the components anyway, so it felt unnecessary to make the
model more complex than needed. In the model, the network therefore becomes
more or less a “black hole”, since the output is discarded. As discussed in section
6.4.2, the output would not be usable as input for any component anyway, because
of the lack of identity.
Figure 6.1 Example of network traffic during a system run

Prior to constructing the model we had basic knowledge of the behavior of both
the server architecture and the client architecture, e.g. which components that
communicate over the network and the nature of that communication. However,
we had only vague understanding of what caused communication peaks and which
communication that could be considered “background noise”. In order to
investigate this further, we requested a copy of the current client-server system for
studying purposes. The server system can handle both real and simulated AGVs
through a proxy component, which allowed us to run a simulation of the real
system in action, but with simulated vehicles instead of real ones. By doing this, we
could study the network traffic and correlate it to events in the system, e.g.
deadlock situations or loading situations. An example of logged network traffic can
be seen in figure 6.1 (the y-axis has no unit, because the purpose of the diagram is
not to show the amount of traffic, but rather the shape of the traffic curve). In the
first part of the diagram, all AGVs are running normally, but in the second part
they are all standing still in deadlock. Except for the apparent downswing in
network traffic during deadlock, no obvious visual pattern can be found. When
analyzing which messages made up the traffic, we found that normal status
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messages are responsible for roughly 90% of the traffic, and that the number of
status messages and the number of vehicle command messages fluctuate over time.
However, the number of vehicle command status messages seems to be rather
stable regardless of system state (e.g. normal operation vs. deadlock).
Figure 6.2 Order allocations superimposed on the traffic diagram

With this in mind, we sought reasons for the traffic fluctuations, and started
examining the log files generated by the system simulator (when running the
system with 30 vehicles). In particular, we looked at how order allocations affect
the network traffic. An order allocation takes place when an available vehicle is
assigned to a new order, and we were told by NDC that this causes an increase in
traffic.

Because the order allocations were not very frequent in the log data, we decreased
the granularity by looking at the data 100 seconds at a time instead of one second
at a time. Doing that, we found a connection between order allocations and
network traffic. In figure 6.2, an ocular inspection reveals the correlation between
the order allocations and the network traffic fluctuations (the y-axis has no unit,
because the purpose of the diagram is not to show the amount of traffic, but rather
the correlation). In particular, during the deadlock there are no order allocations at
all. Mathematically, the correlation is only 0.6, which is not very strong but enough
for us to let order allocations play the largest role in the model.

Further investigation of the log data shows that the reason for an upswing in traffic
when an order allocation takes place is very simple; it changes the state of a vehicle
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from “available” to “moving”, and in the latter state the traffic per vehicle is
higher, as we will see later.

6.2.1 The network component
The network is modeled as a buffer with limited storage capacity. It holds its
contents for exactly one second before it is released. Immediately before the
network buffer is a transmission buffer to hold the data that cannot enter the
network. If the network capacity is set too low, this buffer will be filled. In a real
system, each transmitting component would have a buffer of its own. In the
model, however, the buffer acts as transmission buffer for all transmitting
components. When the buffer is filled, it indicates the total amount of data waiting
to be sent in the model. 

To model network congestion, the network buffer outlet is described by a function
that depends on the current network utilization. An example of such a function is
one that releases all data in the network up to a certain utilization limit, and
thereafter gradually releases less and less data as the utilization increases. The data
that remains in the network buffer represents data that in a real system would be
re-sent. A visual representation of the modeled network is seen in figure 6.3.
Figure 6.3 Network component

The entity “Network indata” in figure 6.3 is at every time the sum of all traffic
generated in the model at that time. In the system we study, it is the sum of status
messages, vehicle command messages and vehicle command status messages. The
constructs that generate the messages, i.e. the data, are far more complex than the
network component itself. These will be described next.
Figure 6.4 Order component and order allocator
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6.2.2 Traffic-generating components
We have already concluded that the primary controlling unit for the system is an
order, and that order allocations cause an increase in network traffic. We also know
that the amount of traffic generated depends on how many vehicles that are
available, processing orders and in deadlock. Therefore, we need constructs for the
following:

• Order generation

• Order allocation

• Available vs. non-available vehicles

• Deadlock

Orders can be put into the system automatically or manually by an operator.
Therefore, there is not necessarily any pattern in the generation of orders, thus we
have chosen to let orders be generated randomly over time, but with a certain
frequency. Each time an order is generated, it is put in an order buffer. As orders
are allocated to vehicles, the amount of orders in the buffer decreases. The order
component together with the order allocator is shown in figure 6.4. Not shown
here is the connection between the order allocator and the buffers of available and
busy vehicles.
Figure 6.5 Vehicle queues and deadlock mechanism

For an order allocation to take place, there must be at least one available order, and
at least one available vehicle. When those criteria hold, the first order in queue is
consumed and the first available vehicle is moved to the busy-queue. As this
happens, a large amount of traffic is generated to mimic the behavior of the real
system. The busy queue itself is not simply a buffer, but contains several buffers to
delay the vehicles’ way back to the buffer for available vehicles and a mechanism
for placing vehicles in deadlock. Due to limitations in the tool described in the next
section, we had to decide upon an average processing time for an order. The
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vehicles put in the busy queue are transferred through the delay mechanism, and
end up in the deadlock mechanism. Here each vehicle runs the risk of being put in
a deadlock buffer. Since a deadlock by definition involves more than one vehicle,
the risk is augmented as more and more vehicles are put into deadlock. Once in
deadlock, each vehicle runs the chance of being let out of the deadlock again. The
chance for this to happen is inversely proportional to the number of vehicles in
deadlock, since a “large” deadlock intuitively is harder to resolve than a “small”
one. Figure 6.5 show the rather complex construct describing the vehicle queues
and the deadlock mechanism.

6.2.3 Glue
The remaining parts of the model fill the purpose of “gluing” it together. They are
simple constructs that, given the current state of vehicles, generate the proper
amounts of traffic to the network. Available vehicles and vehicles in deadlock are
supposed to generate only moderate amounts of traffic, while vehicles processing
orders generate much more traffic, mainly for two reasons; they are moving and
thus need new segments constantly, and as they are moving they need to report
their status often.

The model in its whole can be found in appendix A.

6.3 The simulation
This section describes the parametrization of the model and the results from the
simulation. Only the most important parameters are listed, as the rest can be found
in appendix A.

6.3.1 Parameters and equations
In the current setup of the system, each vehicle is equipped with a modem capable
of transmitting 19 200 bps, while both the network and the server system have
higher capacity. We therefore chose to set the network speed to 2 400 byte/s
(19 200 bps) in the simulation. As the first step was to build a model that
approximates the real system, rather than to study the impact of different network
speeds on the system, we could as well have set the network speed higher, but saw
no need for that at this time.

In our runs of the real system, with simulated vehicles, the order system is setup to
generate a new order each time a vehicle becomes available. This does not fit into
our model, where the order generation is an independent process. However, the
problem is solved by letting the order creation probability be high enough to
ensure that there is always at least one order in queue when a vehicle becomes
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available. To accomplish this during our tests, we set the probability to 1, i.e. one
order is created every second (since the time step of the simulation is 1 second).

The average order processing time is set to 230 seconds. This is based on the average
order processing time (i.e. time between order allocations) in the real system when
run with 1 vehicle. 

The probability for a vehicle to enter deadlock is set to

where x is the number of vehicles currently in deadlock, i.e. as we have said the
probability increases as more and more vehicles enter deadlock.

The probability for a vehicle to leave deadlock is set to

where y is the number of vehicles currently in deadlock. In other words, the more
vehicles involved in the deadlock, the harder it is to resolve it.

Whether these probabilities are valid or not can be discussed. We saw no point in
creating a detailed and exact model for deadlocks, because our model lacks the
detail required for such a model (e.g. segment information). In any case, the
equations are good enough for providing a simulation where it is not very common
with large deadlocks.

Table 6.1 Traffic generated in standby state (avg. bytes/s)

No. of vehicles Status msg. Command msg. Command status msg.

0 0 0 0
1 1.2 0 0.5
5 6.0 0 2.5
10 12.0 0 5.0
20 24.0 0 10.0

Table 6.2 Traffic generated in moving state (avg. bytes/s)

No. of vehicles Status msg. Command msg. Command status msg.

0 0 0 0
1 19.0 3.4 0.2
3 54.8 9.6 0.7
5 92.5 16.8 1.2
8 138.2 27.2 2.2
10 187.8 33.6 3.3
13 211.8 39.8 4.2

Penter 1 0 99, x 1+–=

Pleave 0 2, y=
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Table 6.1 contains data points measured in the real system in standby state, i.e.
when no vehicles were moving. As seen in figure 6.6, the traffic is linearly related
to the number of vehicles. The situation when all vehicles are standing still is
assumed to be similar to a deadlock situation, at least traffic-wise. Table 6.2
contains data points measured in moving state. In figure 6.6, we see that this traffic
does not appear to be linearly related to the number of vehicles (the trend line does
not include the two last data points). We suspect that this has to do primarily with
deadlock situations when the number of vehicles is high, otherwise it would mean
that for some certain number of vehicles (more than 30), there would be no
increase in traffic as more vehicles are added to the system. Therefore, we exclude
the data points for 20 and 30 vehicles in this state, and have instead used more data
points with fewer vehicles.

To sum up, the traffic generated in different situations is as follows, deduced from
the data in tables 6.1 and 6.2:

• Available vehicles and vehicles in deadlock generate on average 1.2 bytes of
status messages per second and vehicle.

• Vehicles processing orders generate on average approximately 17 bytes of
status messages per second and vehicle.

• The server sends 3.2 bytes of command messages per second and running (i.e.
order processing) vehicle.

• Each vehicle sends 0.5 bytes of command response status messages per
second in standby state and 0.33 bytes per second in moving state.

Figure 6.6 Relation between number of vehicles and generated traffic

20 298.9 52.7 7.5
30 335.0 59.5 10.1
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6.3.2 Results
We ran the simulation several times for different periods of time, varying between
10 minutes and 10 hours. Since there is no behavior in the model that will not
show within that time, it did not make sense to run it for any longer period of time.
During the simulation runs, we have noticed the following:

The behavior of the model is rather predictable, as figure 6.7 depicts; we did not
see anything that we had not expected, given the parameters set in the model. With
the limited set of controllable parameters in the model, patterns in the simulation
output are more apparent and repetitive than in output from the real system. An
important reason for this is that we cannot take segment lengths, vehicle position
and varying order processing time into account in the model. Furthermore, there
may also be important factors affecting the network traffic that we have not found,
or maybe the system is too complex to be easily simulated using continuous
simulation.
Figure 6.7 Output from a simulation run with 30 vehicles.

One reason that we cannot say much about the simulation results, is that its inputs
do not match the inputs to the real system simulation. In other words, we cannot
validate the model using the simulation results. Even if we could extract all external
inputs to the real system, they would not all apply directly to the model because of
the approximations made. Furthermore, the tool is not designed for feeding
external input the way we would have wanted to.

Because of the disability to validate the simulation output against the real system,
we have decided to not apply any statistical methods in order to perform an
analysis. In the simulation output in figure 6.7, we see that the average network
utilization in the simulation is higher than the average network utilization in the
real system (figure 6.6). The reason is that the model is linearly efficient in keeping
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vehicles busy as the number of vehicles increase, while the real system is not
because of the fact that deadlocks and conflicts occur more often there. The lack
of variation in the traffic diagram in figure 6.7 is an effect of the long and fixed
order processing time and the fact that vehicles do not enter deadlock until the end
of the busy loop. Attempts to draw any conclusions about the network traffic from
the simulation output would mainly be guesswork and thus of no relevance.

6.4 Insights and problems
In this section, we summarize conclusions and recommendations. We describe
flaws and weaknesses in the model, and problems with continuous simulation in
general. Finally we list experiences and recommendations.

6.4.1 Flaws in the model
One of the simulation parameters is the total number of vehicles in the system.
The number of vehicles must be chosen carefully, as it has great impact on the
efficiency of the system as a whole. If there are too few vehicles, there will be a
number of queued orders at all times. With more vehicles, the orders can be taken
care of quicker. However, it is not possible to add an arbitrary number of vehicles
without taking into consideration the size and complexity of the segment map.
Having too many vehicles will increase the risk for deadlock and can hence make
the system less efficient than with fewer vehicles. We have not addressed this
problem in the model, mainly because it would make the model more complex
without making the simulation results any more usable.

As mentioned, the processing time for an order is set to a fixed value due to
limitations in the tool (and simulation technique). In the real system, the processing
time depends on a number of factors, such as the vehicle’s location, the size of the
map, where the loading stations are, if other vehicles block the way, etc. Why these
factors cannot simply be inserted in the model is discussed in the next section.

Parameters that have to do with the segment map, such as number of segments
and segment lengths, are not included in the model at all. For the same reason as
the processing time for an order is fixed, it had not been possible to include other
than average values. Still, if the segment parameters would have been included,
they would primarily affect the processing time for an order. Thus, by using a value
for the processing time that is measured in a system with a particular segment map,
the segment parameters are indirectly included in the model.

Since the network buffer and the transmission buffer contain all traffic in the entire
system, it is not possible to separate network traffic sent from the vehicles and
network traffic sent from the server. Likewise, if the transmission buffer
overflows, nothing can be said about where in the system data is stacked up.
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6.4.2 Other insights
One fundamental problem with the simulation technique we have focused on, is
that it is not possible to distinguish between single “entities” that make up flows in
the simulation. An example is the balance of available vehicles and vehicles in use
modeled previously (figure 6.5). Here the time it takes for a vehicle to process an
order has to be set to some measured average time, because the tool does not allow
us to associate a random process time with each vehicle. This has to do with the
fact that, in continuous simulation, entities are not atomic. To understand this,
consider the transfer of billiard balls between two containers, where each flow
entity is one billiard ball. If the flow transfers one ball every two seconds, the
number of balls transferred after one second would be one half, i.e. half an entity.
Thus, assigning a property to one billiard ball would make no sense.

A possible solution in our case would be to let each vehicle be a part of the model
instead of being an entity that flows through the model. In such a model, however,
the complexity would increase with the number of vehicles. In particular, to
change the number of vehicles in the model, one would have to modify the model
itself, rather than just one of its parameters.

In some cases, an alternative to creating a simulation model is to create a static
mathematical model of a system. A static model is characterized by the fact that it
represents a system at a fixed point in time [Banks98], i.e. time itself is not
important. Contrary to this, a simulation is a dynamic model because it represents a
system and its changes during a specified time period. Here time is the reason that
the simulation advances. Still, a simulation model (using continuous simulation) is
a mathematical model, since state variables can be expressed as functions of time
(although simulation tools rather use numerical methods to calculate state values).
Therefore, given that the important aspects of the system are suitable, a dynamic
simulation model could be replaced by a static mathematical model, discussed next.

Even if a simulation illustrates the dynamic behavior of a fictitious or real system, it
may not be the dynamics that are of interest for the study. Consider the task of
dimensioning a network for a particular system. For the purpose of studying the
network traffic generated by the system, a model may be constructed and
simulated. However, it is only the traffic peaks that are interesting, because those
are the worst situations the network ever will have to survive. Thus, if the peaks
can be mathematically calculated (using a static mathematical model), there is no
need to run a simulation. However, it may also be of interest to study the
“common” network utilization rate, to determine whether or not the network
traffic can co-exist with other traffic on a network, e.g. a corporate LAN. In that
case, a simulation can be motivated, especially if a corresponding static
mathematical model would be of high complexity.

In an architecture, the primary entities are components which act together as a
whole system. Connections between components can be of the same importance
as components, but can also be assumed to simply exist when needed. A reason for
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this may be that the components are to be developed, but the connections can be
realized by established, standardized protocols, e.g. CORBA, RPC, HTTP etc. In a
simulation model like the one we have created, the connections control how data is
moved in the system, and components are often merely data generators or data
containers. As an example, study the network component in figure 6.3. It
represents a connection (i.e. that between the clients and the server), but is not
modeled as a simple connector. Instead, it is a complex unit constructed from
several tool primitives to show the characteristics it is supposed to have. Thus, the
components of the model do not map the components of the architecture very
well.

6.4.3 Experiences
When creating a model of a system, lots of decisions are taken to simplify it in
order to speed up the modeling process. A simplification of some system behavior
may be valid to make, but if it is erroneous it may as well render the model useless.
Therefore, each step in the modeling has to be carefully thought through,
something that slows down the entire modeling process. If the modeling is done
during an architecture evaluation, e.g. in order to provide a basis for choosing
between a number of architecture alternatives, there probably exist time
constraints for the process. Thus, there is a balance between how much the
modeling (and simulation) contributes to the evaluation, and how long time it takes
to perform it. Obviously, the modeling should be performed by someone that has
experience in both modeling and the tool.

We quickly realized that a model easily becomes colored by the opinions and
conceptions of the person that creates the model. This means that two persons
may model the same system differently from each other, which indicates that it is
uncertain whether or not a model is right once it has been created. Model
verification and validation (see chapter 3) are the apparent tools to use here, but it
is still inefficient to risk that a model is not objectively constructed. To circumvent
a problem like this, we recommend that modeling always should be performed in
groups.

Even if skilled personnel is selected for modeling, the question remains whether or
not modeling (and simulation) is better than simple reasoning. Modeling requires a
consciousness about how to create the model given constraints set by the tool used
(available primitives etc.), while during reasoning certain details may be disregarded
because they are falsely assumed to be easily solved. The fact that modeling forces
an active understanding and knowledge is a clear advantage. At the same time,
there is a risk that the model becomes unnecessarily detailed because attempts are
made to exactly match the real system.

We have come to realize that the actual simulation may not be necessary, i.e. that
the modeling is enough. This is true because the modeling leads to increased
understanding and knowledge about the system being modeled. If the modeling is
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performed in a simulation tool, then the actual simulation can as well be run, but
even if the modeling is performed using a pure modeling tool, the gained
knowledge may be as valuable as simulation results. In particular, the model itself is
a good enough means for communicating knowledge about a system.

6.5 Alternative architecture
Our intention was to create a model of an alternative architecture for the NDC
system, and evaluate it using simulation. However, we have chosen not to realize
this step, for the following reasons:

• We could not validate the simulation output against the output from the
NDC system. Thus, we do not know how well the model corresponds to the
real system, and can therefore not trust the output of a new model based on
the same assumptions.

• An ocular comparison of the diagrams in figures 6.1 and 6.7 reveals, as the
traffic curves do not resemble each other, that the model lacks too many
details to be an useful approximation of the real system.
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C H A P T E R

CHAPTER 7CONCLUSIONS
In this chapter, we summarize our work and discuss the results and findings. Some
pointers and ideas for further research are also identified.

7.1 Reflections
We have found that the part of the simulation process that was most rewarding
was to develop the model. When creating the model, you are forced to reflect over
the choices that has to be made in the architecture, resulting in a deepened
understanding of the system that helps to identify potential points of concern.

While experimenting with the simulation tool, we have found that the ability to
simulate a system is a good way to provide feedback to the modeler. It is possible
to get a feeling for how the system is going to behave, which is a good way to find
out if something has been overlooked in the architecture model. We believe this is
independent of the method of simulation that is being used. 

While building our experiment model we found that a library of ready made model
building blocks would have been of great help. The availability of a standardized
way of modeling basic entities such as processes, networks, etc. would both speed
up the modeling process and allow modelers to focus on the architecture instead of
the modeling.

When simulating a software architecture, the focus can be put on different aspects,
for example network utilization, CPU utilization and data storage usage. The
choice of aspect dictates what in the model that has to be modeled in detail. In our
experiment, we chose to look at network utilization, and therefore it is the
communication ways in the architecture that have to be specifically detailed. This is
noticeable in that communication channels in the model are complex structures
rather than simple lines as in an architecture diagram.
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From the previous discussion, it follows that if modeling multiple aspects of a
system, the complexity of the model increases as more and more of it has to be
modeled in detail. If the interesting aspects can be separately modeled, and thus
studied one at a time, then the complexity of each model will be kept at a
minimum. However, a drawback is that if the architecture is redesigned, all models
have to be updated, instead of only one. If any of the models is overlooked when
doing this, there may be inconsistencies between the models.

7.2 Conclusions
In this thesis we have formulated the hypothesis that it is relevant to use
continuous simulation as a support tool during evaluation of software
architectures.

Unfortunately, we reject the hypothesis. There are three reasons that make us
come to this conclusion.

1 If continuous simulation is to be used, then we have to use average flow
values when we parameterize the model. This makes the model become less
dynamic and may have the consequence that the simulation model can be
replaced with a static mathematical model. 

2 It is impossible to address unique entities when using continuous simulation.
This is not always necessary when simulating flows of information, but if the
flows depend on factors that are discrete in their nature, for example vehicles
in the NDC system, then continuous simulation is a bad choice. 

3 The process of creating a model for simulation takes considerable time. Since
an architecture evaluation generally has to be completed within a limited
time, modeling becomes an impractical and uneconomical activity to perform
during an evaluation.

We do however believe that an architecture modeling tool that incorporates some
simulation functionality could be helpful when designing software architectures. It
could for example provide functions for studying data flow rates between entities
in an architecture. Such a tool would preferably be based on combined simulation
techniques, because of the need to model discrete factors.

7.3 Future work
We have not used simulation in an actual architecture evaluation. Therefore, our
conclusions and arguments are largely based on our experiences from trying to
model the software architecture of the NDC system. It would be interesting to
setup an experiment where different evaluation methods can be compared to
simulation, in order to either confirm our ideas or reject them. Ideally, this would
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be conducted with one group of persons for each method, but with the restriction
that the groups should be reasonably equal in terms of experience and knowledge
concerning architecture evaluation and evaluation methods.

The model created in our experiment contains factors that are discrete in their
nature, for example vehicles and segments. Due to limitations of the tool, they are
however not modeled as such. A possible extension of our model would be to
create it in a tool that supports atomic, addressable and discrete entities. 

It would be interesting to develop a package for combined simulation, customized
for modeling software architectures and using a set of standardized modeling
building blocks. The building blocks would be for example components, processes
and communication protocols.
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A P P E N D I X

CHAPTER 0ARCHITECTURE MODEL
This appendix contains the model described in chapter 6. The information found
here should be sufficient to create the model in Powersim and successfully run it.

Table A.1 contains global units used in the model. These need to be defined before
the model can be build. Table A.2 contains ranges used in the busy loop for
vehicles. Since ranges cannot be made up of constants directly in the model, they
are defined here for convenience. Table A.3 contains all variables in the model,
together with their properties. All flows are first order, unless otherwise stated in
the table (as integration).

The simulation time unit must be set to “Second”.

Table A.1 Global units

Name Type Definition

order Normal unit Atomic

vehicle Normal unit Atomic

Table A.2 Local ranges

Name Definition text

BusyLoop 1..230

PickOut 230..230

Transit 1..229

Table A.3 Equations

Variable Type Setting Value

Allocation Auxiliary Dimension 1..1

Value 'Order allocator'*1<<vehicle/s>>

Available buffer Reservoir Value Vehicles*1<<vehicle>>
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Inflow Freeing

Inflow Resolving

Outflow COLLECT(Allocation)

Average 
throughput

Auxiliary Value Destination/(NUMBER(TIME-
STARTTIME)*1<<s>>)

Busy buffer Reservoir Dimension .BusyLoop

Value 0<<vehicle>>

Inflow FILLINZEROES(Allocation)

Inflow PREFIXZERO(Transit)

Outflow SUFFIXZERO(Transit)

Outflow FILLINZEROES(Output)

Command Response Auxiliary Value (('Available 
buffer'+Deadlocked)*0,5<<1/
vehicle>>)+((NUMBER(Vehicles)-
NUMBER('Available 
buffer'+Deadlocked))*0,33)

Commands Auxiliary Value (Vehicles-NUMBER(Deadlocked)-
NUMBER('Available buffer'))*3,2

Congestion 
function

Auxiliary Value IF('Network buffer'>(('Network 
capacity'*1<<s>>)*0,7);'Network 
buffer'*0,8;'Network buffer')

Deadlocked Reservoir Value 0<<vehicle>>

Inflow ‘To deadlock’

Outflow Resolving

Destination Reservoir Value 0<<byte>>

Inflow ‘Network outlet’

End of delay Reservoir Value 0<<vehicle>>

Inflow COLLECT(Output)

Outflow Freeing

Outflow ‘To deadlock’

Freeing Auxiliary Value 'End of delay'-'To deadlock'

Integration Zero order immediate

Network buffer Reservoir Value 0<<byte>>

Inflow ‘Network inlet’

Outflow ‘Network outlet’

Network capacity Auxiliary Value 2400<<byte/s>>

Network indata Auxiliary Value ('Status amplifier'+Commands+'Command 
Response')*1<<byte/s>>

Network inlet Auxiliary Value MIN('Network capacity'*1<<s>>-'Network 
buffer';'Transmission buffer')

Integration Zero order immediate

Network outlet Auxiliary Value 'Congestion function'

Integration Zero order

Order allocator Auxiliary Value IF(('Order buffer'>0<<order>>) AND 
('Available buffer'>0<<vehicle>>);1;0)

Table A.3 Equations

Variable Type Setting Value
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The visual layout of the model is shown in figure A.1.

The busy queue is rather complex, which is a necessity since the queue primitive
does not exist in Powersim. However, the Powersim help system states that “You
can easily create queues using arrays. By creating a flow with as many elements as
the delay of the flow, and then let the array elements flow one element up in the
array for each simulation step.” Thus, we have created the “Transit” flow
connected to the busy buffer as an array with as many positions as we want the
entities to be delayed. The flows putting entities into and taking entities out from
the busy buffer also need to be arrays. 

The “Average throughput” entity is merely provided for convenience to monitor
the average throughput in the system. It is not required for the model to function
properly.

Order buffer Reservoir Value 0<<order>>

Inflow ‘Order generation’

Outflow ‘Order depletion’

Order depletion Auxiliary Value 'Order allocator'*1<<order/s>>

Order generation Auxiliary Value 'Order generator'*1<<order/s>>

Order generator Auxiliary Value NUMBER(PULSEIF(RANDOM(0;1)<0,4;1)

Output Auxiliary Dimension .PickOut

Value 'Busy buffer'[COUNT(.BusyLoop)]*1<<1/
s>>

Resolving Auxiliary Value IF(RANDOM(0;1)<(0,2^NUMBER(Deadlocked))
;Deadlocked;0<<vehicle>>)

Integration Zero order

Status amplifier Auxiliary Value (('Available 
buffer'+Deadlocked)*1,2<<1/
vehicle>>)+((NUMBER(Vehicles)-
NUMBER('Available 
buffer'+Deadlocked))*17)

To deadlock Auxiliary Value IF(RANDOM(0;1)>0,99*(0,99^NUMBER(Deadlo
cked));'End of delay';0<<vehicle>>)

Integration Zero order

Transit Auxiliary Dimension .Transit

Value FOR(i=.Transit | 'Busy buffer'[i]*1<<1/
s>>)

Transmission 
buffer

Reservoir Value 0<<byte>>

Inflow ‘Network indata’

Outflow ‘Network inlet’

Vehicles Constant Value 30

Table A.3 Equations

Variable Type Setting Value
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Figure A.1 Powersim model
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