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Abstract 
  
 

This is a thesis work performed as a degree completion project in the study program of 
Bachelors of Science in Electrical Engineering with emphasis on Telecommunication at 
Blekinge Institute of Technology. The thesis work is based upon the implementation of 
OpenStack and CDMI (Cloud Data Management Interface) data storage protocols in the web 
server developed by Compuverde or in any other lightweight, open source and reliable web 
server.  
 
Compuverde is a company, founded by Stefan Bernbo in 2008 in Karlskrona of Sweden, 
which is aimed to provide data storage solutions and services. This thesis work will help 
Compuverde to expand its capabilities to serve more clients. The web server developed by 
Compuverde, in co-ordination with its File System API (application program interface), will 
enable the clients to use the data storage services and solutions provided by Compuverde by 
exposing its file system to the clients.  
 
OpenStack is an open source cloud computing project, developed by more than 150 
companies around the world, which includes an object or data storage system [1]. The feature 
of the data storage system of OpenStack is that it is not a traditional file system, it is a 
distributed storage system where greater scalability, redundancy and durability is possible due 
to lack of central “Brain” or master point [2]. 
 
CDMI or Cloud Data Management Interface is a standardized protocol, standardized by SNIA 
(Storage Networking Industry Association), for self-provisioning, administering and accessing 
cloud storage. RESTful HTTP operations are defined by CDMI for assessing the capabilities 
of the cloud storage system, allocating and accessing containers and objects, managing users 
and groups, implementing access control, attaching metadata, making arbitrary queries, using 
persistent queues, specifying retention intervals and holds for compliance purposes, using a 
logging facility, billing, moving data between cloud systems, and exporting data via other 
protocols such as iSCSI and NFS. Transport security is obtained via TLS [3].  
 
Compuverde did not have the capability to attract clients that use OpenStack and CDMI data 
storage protocol. To increase its capability Compuverde decided to develop extended features 
in an existing lightweight and reliable web server or their own web server, where OpenStack 
and CDMI are targeted to be enabled. As part of that development this thesis work focuses on 
implementing a working interface of OpenStack Containers and CDMI Containers and Data 
Objects at mandatory level. The first phase of the thesis work consists of a research on 
different lightweight open source web servers like Lighttpd and Nginx, to determine if those 
web servers fulfill the need of Compuverde or if Compuverde need to create its own web 
server. The second phase consists of extensive programming in C++ with a purpose to make 
the chosen web server capable of supporting OpenStack and CDMI data storage features. The 
C++ programming part of the project is done using Microsoft TeamServer for project portal 
and source control. The features of OpenStack that are enabled are according to the 
specifications of “Cloud Files Developer Guide version 1.0” provided by RackSpace Cloud 
Files while the specification for CDMI is provided SNIA which is named as “Cloud Data 
Management Interface version 1.0” [4][5].  
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1. Introduction 
 
Compuverde has an existing distributed storage system that supports unstructured object 
storage via a proprietary API. An object is identified by its File ID that is a UUID 
(Universally unique identifier). This File ID is used when reading and writing to the file. The 
object API supports CRUD (Create, Read, Update and Delete). 
 
Compuverde also support structured storage via its proprietary File system API that today is 
used to expose file system via FUSE (File system in User space) and via NFS. 
 
Other ways of accessing a distributed object storage system is represented by Amazon S3 
(Amazon Simple Storage Service) and OpenStack protocols among others. This has led to that 
SNIA (Storage Networking Industry Association) has defined a standard CDMI (Cloud Data 
Management Interface) that is semi-structured and exposes Containers and Data Objects with 
associated metadata. CDMI is a RESTful HTTP interface with JSON notation. 
 
Hence, clearly there is a variety of protocols and alternatives that are available to the clients 
by which they can fulfill the need of data storage solutions. To compete in the market of data 
storage solution service, Compuverde, along with other companies, is continuously working 
on increasing their capability to serve to their clients. Like most of the companies of their 
similarity, Compuverde is also making itself capable of handling data storage solution using 
newer protocols like Amazon S3, OpenStack and CDMI etc. 
 
This new capability for Compuverde would not only benefit the company itself but also the 
clients themselves. It gives more options to clients resulting in bigger competition to the 
solution providers and due to this competition in the business the data storage solution 
providers are bound to offer clients higher security while storing data, thus resulting in 
optimum safeguard of the clients’ information. 
 
Moreover, to maintain financial competence in the market companies like Compuverde try to 
reduce cost while providing data storage solution by bringing more efficiency in the way they 
handle clients’ information and data. This efficiency also leads to lesser energy consumption 
to help reducing the cost which consequently helps the environment. 
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  Figure 1: Difference between the storage model of Compuverde and tradition storage system [6]. 

 
 
The above stated figure is one demonstration of how Compuverde brings efficiency and saves 
energy. Traditional (Black colored storage, the part of the picture at the right) data storage 
services use only one gateway which creates a bottle neck and thus demands more efficiency 
resulting in more power consumption. But Compuverde (Green colored storage, the part of 
the picture at the left) doesn’t have such bottleneck in their system. In this system, each 
storage node works itself as a gateway and all the storage nodes work in parallel. As all the 
storage nodes share the load by co-ordination, not much power is required to maintain 
efficiency. By developing OpenStack and CDMI capability, this thesis would help 
Compuverde gain it full capabilities, so in a way it is indeed contributing to environmental 
improvement.  
 
 

2. Goal of the Project 
 
As Compuverde is trying to enhance their capabilities, the purpose of this project was to make 
Compuverde capable to handle CDMI and OpenStack protocols. This project had two phases. 
The First phase was to select, selection was to be done by us, which web server was to be 
used for this project. Compuverde didn’t have its own web server, previously for other 
purposes, they used to use Microsoft’s ISS web server. Hence, at the beginning the company 
intended to use open source web servers which are lightweight with low footprint on the 
system. In this phase, some open source slim web servers were selected by us. Then these web 
servers were analyzed to check whether they meet Compuverde’s needs. These needs are, to 
handle data transfer as fast as possible and to take as low memory as possible. After the 
analysis process these open source web servers are compared to the need of Compuverde. 
After the comparison the open source web servers were rejected as they are not compatible 
with Compuverde and Compuverde developed its own web server on which the development 
of CDMI and OpenStack is implemented. This implementation of OpenStack and CDMI 
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makes up the second phase of the project. The second phase of the project was conducted 
according to the specifications of OpenStack and CDMI.  
 
Apart from these above mentioned objectives, we also had an aim to enhance our skills by 
learning and educating ourselves about different areas of information technology. This thesis 
gave us the opportunity to explore a new field and to work at a company that is relatively less 
famous but with great ambitions. It offered us an interesting and challenging task. Though we 
had some basic knowledge in networking and programming in C++, the chance to exercise 
our abilities and to add to our knowledge in practical environment was one of the factors that 
attracted us. We were also excited by the fact that we would get deeper insights in protocols 
responsible for data management and accessing data storages via Internet. By doing this thesis 
we would also get a general outlook of how data storages are built and how they are 
functioning. Moreover, the realization that the results of our work have real application was 
another driving force that motivated us to reach the set goals. 
 

3. Overview of Cloud Storage 

 
                                                                    Figure 2: Cloud Storage and traditional storage [6]. 
 
Cloud storage is a system of storing data by an online network where the data is stored in 
virtualized storage pools hosted generally by cloud storage service providers. Data storage 
solution or service providers operate large data centers which they either sell to the storage 
capacity users or provide as an extra service to the clients of the data storage solution. The 
data storage or solution providers provide storage pools, to the customers, which work as 
virtual resources at the backend [7]. These data centers or resources may take several giant 
servers to maintain the coverage. In general, the clients or customers access this cloud storage 
service via a web based application programming interface (API) which works as a gateway 
for cloud storage. The main features and advantages of Cloud storage are as below: 
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• It functions as a singular unified version of many distributed but combined resources.   
• It maintains redundancy and distribution of and versioned copies of data which results 

in high fault tolerance and high durability. 
• Clients that use data cloud storage only pay the cost of the amount of storage capacity 

they occupy. They don’t need to have their own physical device for such data storage. 
Clients are also provided with services like data back-up service, security, 
maintenance by the cloud storage solution and service providers which reduces the 
responsibility of the clients. 

• It also helps the environment as reduction of unnecessary devices like servers is 
possible because of Cloud storage service.  

• Big multinational companies can use cloud storage service as clients which enables 
the employees to access the resources from anywhere in the world via internet.  
  

Cloud data storage also has its disadvantages. When the clients use the data storage solution 
and services, the integrity of the service they purchase depends a lot on the service providers. 
Moreover in modern era, hackers often try to access the information of the clients like major 
companies. So data storage may not always be much secured because of these mentioned 
issues. Moreover, to maintain proper utilization of the cloud storage services depends on the 
proper availability of the internet, that is high bandwidth of the internet service is often 
required, which is in many countries quite expensive. Regardless of the negative aspects, 
cloud storage is one of the integral components of the internet in the present world. 
 
 

4. WEB SERVERS 
 
The term web server can mean either hardware or software, and here our focus is on the 
software [8]. The primary function of a web server is to maintain communication between the 
server and the client by producing responses according to requests from the client where the 
responses and requests are under the Hypertext Transfer Protocol [8]. For example, a web 
server may deliver (which is termed as download) or receive (which is termed as upload) 
HTML pages or images to or from the client respectively when the clients requests 
accordingly. Now-a-days, web servers are not only used for World Wide Web, but also for 
different embedded devices like printers, webcams etc. with a purpose to monitor or 
administer these devices.   
 
A web server may be developed in different programming languages like C/C++, Java, Perl, 
Ruby, XML etc. Web servers may vary in terms of size, functionality, capacity, scalability, 
fault-tolerance, memory handling etc. For example, Apache is multi-functional web server 
with a large memory footprint or size and it is written mainly using XML, whereas Lighttpd is 
a relatively simpler lightweight (lightweight means having low memory footprint) web 
server and it is written in C [9]. Here, by the term Memory Footprint, we mean the amount 
of main memory that a program occupies or references during operation [10]. In our project 
our focus was to identify and use web server that is lightweight, has simple functionality. 
Moreover, that web server must be written in C/C++, and be efficient in the way it handles the 
memory, i.e., it doesn’t occupy too much memory while uploading or downloading files. 
Furthermore, scalability of the web server is an integral feature in our project as we need to 
make sure that the web server can handle requests from up to 10000 clients simultaneously. If 



12 

 

we select an open source web server like Lighttpd or Nginx, which only functions in open 
source Operating systems like Linus, we must make sure that the web server is stable in that 
particular operating system as the web server, one it is activated, can barely be afforded to 
stop for many years.  
 
Cloud storage protocols are based on client application and web server side protocol      
understanding. So, on the cloud storage side, the web server is the application that implements 
operations described by a given accesses protocol. 
 
After two weeks research and acknowledgment with web-servers work, we came to two 
candidates that were corresponding to the given requirements: Ligthttpd and Nginx.  
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5. Research on lightweight web servers 
 

a. LIGHTTPD 

 
Lighttpd is a web server, developed using C, which is expandable, low-weighted, single-
threaded and modular.  
 

i. Features 

• It is modular, which enables the user to select the required modules and make the web 
server functionality simpler [11]. 

• It is lightweight, which means it has very low footprint, as it is developed and 
functions in a simpler way than do web servers like Apache or IIS. 

• Its functionality is possible to enhance by the user’s own development as it is open 
source. 

• Because it is single threaded, it is simple to understand the functionality of this web 
server which also allows easier enhancement or development of the web server by its 
users [11]. 

• It is highly scalable, able to support responses for as much as 10000 clients. 
• It is reliable in a sense that at the moment it is one of the most used web server 

presently in the world as websites like Youtube and Wikipedia have or used to have 
Lighttpd at the backend. 

 

ii. Installation 

We installed Lighttpd in the CentOS 6.0 Operating System of Linux Redhat distribution. We 
downloaded the Lighttpd 14.28 version from their website Lighttpd.net and applied the 
following lines of Linux command in the terminal [12]. 
 
Auto generating 
 
./autogen.sh 
 
Selecting the required modules and configuring after selecting where in the file system 
configured files are to be put 
 
./configure --host=i686-redhat-linux-gnu \ 
--build=i686-redhat-linux-gnu \ 
--target=i386-redhat-linux \ 
--program-prefix= --prefix=/usr \ 
--exec-prefix=/usr \ 
--bindir=/usr/bin \ 
--sbindir=/usr/sbin \ 
--sysconfdir=/etc \ 
--datadir=/usr/share \ 
--includedir=/usr/include \ 
--libdir=/usr/lib \ 
--libexecdir=/usr/libexec \ 
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--localstatedir=/var \ 
--sharedstatedir=/usr/com \ 
--mandir=/usr/share/man \ 
--infodir=/usr/share/info \ 
--with-openssl \ 
--with-pcre \ 
--with-zlib \ 
--with-bzip2 \ 
--disable-ipv6 \ 
--with-PACKAGE=mod_redirect \ 
--with-rewrite \ 
--with-redirect \ 
--with-ssi 
 
Making the library and shared-object files and installing the made library and share-object 
files in the system. 
 
make 
make install 
 
Making the initialization script of the Lighttpd program in the operating system [9] 
 
sed -e 's/lighttpd/g' doc/initscripts/rc.lighttpd.redhat > 
/etc/init.d/lighttpd 
chmod a+rx /etc/init.d/lighttpd 
cp -p doc/initscripts/sysconfig.lighttpd /etc/sysconfig/lighttpd 
mkdir -p /etc/lighttpd 
 
In the configuration file named as lighttpd.conf we had to make some changes to show where 
in the file system the logfiles are. The whole process is worth looking into if you want to 
understand more clearly, it is found in the web page: 
http://redmine.lighttpd.net/projects/lighttpd/wiki/InstallFromSource . 
 

iii. Modules 

The modules Lighttpd have are mentioned below with name and role [9]: 
 
•  mod_access - access restrictions 

•  mod_accesslog - access log files 

•  mod_alias - directory aliases 

•  mod_auth - authentication 

•  mod_cache - web accelerating 

•  mod_cgi - cgi 

•  mod_cml - Cache Meta Language 

•  mod_compress - compress output 

•  mod_deflate - dynamic compression (1.5.0) 

•  mod_dirlisting - directory listing 

•  mod_evasive - evasive (1.5.0) 

•  mod_evhost - enhanced virtual host 

•  mod_expire - cached expiration 

•  mod_extforward - use X-Forwarded-For 
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•  mod_fastcgi - fastcgi 

•  mod_flv_streaming - flv streaming 

•  mod_indexfile - Precautions and documentation 

•  mod_mem_cache - local file accelerating 

•  mod_mimemagic - determines the MIME type of a file by looking at a few bytes of its 

contents 

•  mod_mysql_vhost - Mysql virtual hosting 

•  mod_proxy - proxy 

•  mod_redirect - redirect 

•  mod_rewrite - rewriting 

•  mod_rrdtool - rrdtool 

•  mod_scgi - SCGI 

•  mod_secure_download - secure and fast download 

•  mod_setenv - set HTTP Environment 

•  mod_simple_vhost - simple virtual host 

•  mod_ssi - server side includes 

•  mod_status - server status 

•  mod_trigger_b4_dl - trigger before download 

•  mod_userdir - user directories 

•  mod_uploadprogress - upload progress (1.5.0) 

•  mod_usertrack - user track (cookies) 

•  mod_webdav - WebDAV 

 
Not all of these modules are required to be used for our project. Lighttpd has a configuration 
file named as lighttpd.conf and a module file named module.conf. If we want to modify or 
activate some settings and some modules we have to modify these configuration files 
accordingly. 
 

iv. Technical structure and functionality analysis 

Lighttpd works more or less the same way as do other web servers with the features of being 
lightweight, fast, and having simpler functionality, reliability and scalability. It is 
asynchronous, single threaded and that single thread has a single state machine. For 
communication with each client this single state machine goes through several steps. These 
steps are as below stated: 
 
CON_STATE_CONNECT 
CON_STATE_REQUEST_START 
CON_STATE_READ 
CON_STATE_REQUEST_END  
CON_STATE_READ_POST 

CON_STATE_HANDLE_REQUEST 

CON_STATE_RESPONSE_START 

CON_STATE_WRITE 

CON_STATE_RESPONSE_END 

CON_STATE_ERROR  
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CON_STATE_CLOSE  
 
In our development the technical component of Lighttpd on which we are supposed to 
perform our programming is the Plugin of the Lighttpd. The Lighttpd plugin works using 
several handlers. These handlers are the following [11]: 
 
handle_connection_close : called when the connection is closed 
handle_docroot : On getting the document root 
handle_joblist : called when all the requests have been handled 
handle_physical : once the physical path has been set 
handle_request_done : called after the response is sent 
handle_sighup : on getting the sighup, it should re-read the configuration 
handle_subrequest : called when sub-requests within the request is to be done 
handle_subrequest_start : to begin the called sub-request 
handle_trigger : called every second (for example, cleaning cache) 
handle_uri_clean : called after the URI is URL-decoded 
handle_uri_raw : when the raw URI is in request.uri 
 
The most important technical aspect on which we emphasized to analyze was to see how it 
handles the memory while serving responses to the clients, especially during download and 
upload and authentication. To check these aspects, we analyzed the module named 
mod_flv_streaming, which serves flv videos to the clients, as well as other modules like 
mod_auth, mod_access, mod_indexfile, mod_usertrack, mod_dirlisting to check the 
authentication and normal user precaution, documentation of other functionalities. After 
analyzing the C codes of these modules and as well as all server configuration and plugin c 
files, it was clear to us that Lighttpd has two modes of handling the data. In one mode, which 
occupies a significant amount of system memory, in the case of download from the server, the 
Lighttpd plugin gives the whole file into Lighttpd buffer and Lighttpd serves the whole buffer 
as a response to the client, whereas in the case of upload, the web server takes the whole data 
in the memory and presents that to the Lighttpd plugin to store. In the other mode, which is 
memory efficient, while uploading, Lighttpd makes a temporary file in the file system storage 
and writes the data from the client until uploading is finished and gives that file to the 
Lighttpd plugin, and while downloading it only gives the stream to the client rather than 
reading the full file. Either of these two modes can be selected according to users wish.  
 

v. Conclusion of the research 

After the research Lighttpd was rejected because none of the modes can be selected for 
downloading or upload data are compatible with the way Compuverde file system operates. 
The first mode mentioned in the section “Technical Structures and functionality analysis” is 
obviously not useful as it is not memory efficient, while the other mode involves writing a 
temporary file in the file system which is not possible in Compuverde file system.  
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b. NGINX 

 

i. Features 

 
Nginx is is an open source web server. It is an HTTP and reverse proxy server, as well as a 
mail server, written by Igor Sysoev, Russian programmer. According to Netcraft nginx served 
10,29% busiest sites in June 2012 [13]. The following resources are built using Nginx: 
wordpress.com, github.com, hulu.com, sourceforge.com, xentec.net. Wikipedia uses Nginx as 
its SSL termination proxy [14]. 
 
Nginx uses an asynchronous event-driven approach to handle requests which can provide 
more predictable performance under high loads, in contrast to the Apache HTTP server model 
that defaults to a threaded or process-oriented approach to handling requests. Nginx is an 
asynchronous server that uses a master process to accept connections and multiple worker 
processes to handle them.  
 
Nginx features and advantages [15]: 

• Ability to handle more than 10000 simultaneous connections with a low memory 
footprint 

• High performance 
• Non-blocking 
• Resource efficient 
• Fault tolerance  
• C++ compatible 
• Quick installation 
• Easy to read and understand 
• Simple configuration file 
• TLS/SSL via OpenSSL  
• One master and several worker processes  
• Fairly simple model for programming a server and plug-ins 
• Each connection is handled independently, and thus the long processing performed in 

a single process (thread) does not affect the other; 
 
Disadvantages: 

• Programming of asynchronous applications can be more difficult than the applications 
of parallel processing.  

• In the case of only one process with one thread it can be scaled badly, though better 
than in the parallel processing. For example, 1,000 simultaneous open connections can 
be quite normal in one time, but in 1000 concurrent processes or threads can be a 
problem. 

• In the simplest case, an asynchronous approach cannot be used, if long data processing 
is needed; 

 
 
The idea of using Nginx in our case was based on the huge literature availability on the 
Internet and because of above mentioned advantages. Nginx, has two official development 
branches (stable and experimental), which, in our opinion, indicates that the author pays 



18 

 

attention to the end-users and to the project quality as a whole. 
 

ii. Installation 

 
Nginx can be installed with the default configuration options and default modules by the 
commands shown below. Nginx modules must be selected during compile.  
./configure 
make 
make install 
 
To start Nginx, executable file should be called, as an example: 
cd /usr/local/nginx/sbin 
./nginx 
 
To stop Nginx, the following command should be entered: 
 
cd /usr/local/nginx/sbin 
./nginx -s stop 
 
 

iii. Modules 

 
There are two ways of configuring Nginx: via a configuration file and adding existing third-
party modules by non-programming administrators or writing own modules by professional 
programmers for introducing new features.  
 
Modules do all of the "real work" that are associated with a web server: whenever Nginx 
serves a file or proxies a request to another server, there is a handler module doing the work, 
i.e., when Nginx gzips the output or executes a server-side include, it is using filter modules. 
The "core" of Nginx simply takes care of all the network and application protocols and sets up 
the sequence of modules that are eligible to process a request. De-centralized architecture 
makes it possible to make a nice self-contained unit that does whatever a web-server 
administrator wants [16]. 
 
Nginx modules have three roles: 

• Handlers process a request and produce an output; 
• Filters manipulate the output produced by a handler; 
• When more than one backend server is eligible, load-balancers selects a backend 

server to which a request is to be sent. 
 
 
 
Nginx includes: 

• Core modules. 
• Standard HTTP modules. 
• Optional HTTP modules. 
• Mail modules. 
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• Third party modules and patches. 
 
Installation of standard modules can be disabled or can be added using correspondingly 
without or with command while configuring.  
When adding an optional module, a path to the source should be indicated by commanding 
something similar to the following: 
./configure --add-module=/path/to/module1/source 
  
The API that we would design had to be realized as an optional module that could parse client 
requests, JSON data and save files along with parsed JSON data in the file system of 
Compuverde.  
 
The proper way to install a module depends on whether the module is a handler, filter, or 
load-balancer. 
 
In our case our modules had to be realized as handlers that do four things: get the location 
configuration, generate an appropriate response, send the header, and send the body. 
Unfortunately, writing a module that could parse the header requests and generate appropriate 
actions was not an easy task [16].  

iv. Conclusion of the research 

After thorough analysis we had to decide against using Nginx for our projects. The main 
reason for rejecting Nginx was that it was buffering incoming and outgoing files in the system 
memory which was against our aim, plus it was quite difficult to change this functionality. 
Due to lack of information of a detailed module structure and lack of experience from our 
side, it was taking much more than the allocated time to find out the way how Nginx's 
functionality can serve our targets. 
 
Thus, NGINX was never quite an option after it was found that it buffers the data in the 
memory while uploading or downloading which leads to extra memory consumption. When 
there can be 10000 clients using Compuverde’s file system, every little bit of memory is 
precious, so for saving memory NGINX was not an option. 

As overall complexities were taken into considerations, it was simpler to write a new light-
weight web server than to change existing server operations. Hence, after the aforementioned 
decision Compuverde had to develop its own web server. 

c. Simple description of the constructed Compuverde web server 

The Compuverde web server engine is asynchronous and event driven in its structure with 
multiple worker threads for the content handling. The main inspiration of this web server was 
Lighttpd itself but it is significantly different from Lighttpd. It is also a lightweight web server 
with all the http features. But the difference in this web server is that here the http body is sent 
and received in chunks taking low memory footprint even for large file transfers. Socket 
listening and socket transfers are handled by just a few separate threads for all connected 
sockets. Our focus was dealing with the plugin of the web server. The plugin of this also has 
several handlers which are the following: 

requestBegin : to take the http headers and methods and do all the  authentication 
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requestPayload : to the http body from the request and proceed to upload the data accordingly. 

responseBegin : to prepare the http response headers 

responsePayload : to prepare the http response body 

requestEnd : to close the socket and end the connection 

The web server has a C++ class type context which is named as WebContext. This 
WebContext helps us to get the header values from the client in the handler requestBegin and 
the web server buffer that is passed on to the handler named requestPayload presents the 
body from the client. While in responding to the client, the handler responseBegin is called 
and the web server buffer is filled up with the header values. In sending the body to the client, 
the buffer is filled with the body in the handler responsePayload. 

Modules are created by deriving from the object oriented class representing the interface of 
the web server. 

 

6. Simple description of Compuverde File System API 
 
We are not allowed to provide a full technical description of the File System of Compuverde 
as it is patented and a matter of company secrecy. But we can mention a simple major 
difference between the file system of Compuverde and that of others or traditional ones.  

 
    Figure 3: Compuverde and other system of data storage 
 
In the traditional storage system, the metadata, which is a set of data that describes and gives 
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information about customer’s data that is stored, is used in the proxy servers. But in 
Compuverde, the metadata needed by the proxy servers to form structured storage 
(CIFS/NFS) within an unstructured cluster is stored within the storage cluster.  
 
There are a lot of advantages to store metadata in the cluster instead of in the proxy servers. 
Scalability is the most obvious one. Metadata is also very sensitive information and needs to 
be protected from data loss. In Compuverde, the metadata is stored and handled using the 
same algorithms as normal files. This creates a more robust and less complex architecture, for 
both software and hardware. This leads to the following difference in performance between 
Compuverde and its competitors: 
 
Compuverde Competitors 
Less fast search Fast search 
No separate metadata servers Requires metadata servers 
Stateless servers Non-stateless servers 
Cheap hardware Expensive hardware 
High scalability Limited scalability 
 
 
 
 
 
 

7. Description of OpenStack 
 
OpenStack is an open source Infrustructure as service (IaaS) cloud computing project where 
the biggest contributors are Rackspace cloud and NASA among 150 companies who also have 
their contributions [1].  

a. History 

Development of OpenStack was first started by Rackspace Cloud. They made it open source 
in 2010 as NASA and many other companies joined them in contribution to the OpenStack 
development project with an aim to enable any organization to create and offer cloud 
computing services running on standard hardware [1]. 

b. Components 

OpenStack have three components in its modular architecture [1]: 
 

• Compute (Nova) 
• Object Storage (Swift) 
• Image Service (Glance) 

 
It is the component of Object Storage, named as Swift, on which is we are focusing in this 
project. The file system of Compuverde is not the same as Swift but the web server of 
Compuverde should act in the same way as does the web server that accesses Swift. It is that 
“act” we want to develop in our selected web server. 
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8. Development of OpenStack features in the project 
 
Development of OpenStack is conducted using C++. This development of OpenStack using 
C++ is based on the following information [2]. 

a. Concepts 

OpenStack have some particular concepts for the way it maintains its storage protocol. These 
concepts are as below. 

i. Accounts 

As Compuverde have many customers and as OpenStack is capable of serving for a storage 
that may have multiple clients, for maintaining security each user will have his or her own 
account. Each account must have a User name and an API access Key. In order to be able to 
authenticate the user must use the User name and the API access Key correctly while 
accessing the file system or the data storage. 

ii. Authentication 

In OpenStack authentication system, after the user sends its user name and API access key 
correctly, the OpenStack web server should response by sending an Authentication Token 
which will be valid for the next 24 hours for the communications between the corresponding 
user and the web server. So, for consequent communications the client must do its validation 
using this Authentication Token. 

iii. Permissions 

Permissions to create or delete containers, sub-directories and upload or download of data 
objects in the user account are given once the user is correctly authenticated to his or her 
storage account. 

iv. Containers 

Container is the main directory and it is the only place where the user can store data or create 
new sub-directories. In every account the user can create as many containers he or she wants. 
The only limitation containers have is that in their name you cannot add any forward slash (/) 
and the name must be less than 256 bytes in length even after URL encoding (which may 
occur if the name has two or more words). In each container the user cannot create more than 
a total of 10000 of data files or sub-directories. That means it cannot have more than 10000 
elements in a Container. Along with its name, the container may have its own metadata set by 
the user which he or she may set for specific purpose. The metadata value length must be 
lower than 4096 bytes. 

v. Objects 

Object is the basic entity in OpenStack storage protocol. It is the objects that hold the data 
from the user or clients. In OpenStack there is no encryption or compression of the data object 
that is stored and each data must be stored in at least a container. Moreover, the data cannot 
have a name longer than 1024 bytes after URL encoding. Like the container, the user can set 
up to 90 metadata to an object to specify the extra properties of that object. The metadata 
cannot have value longer than 4096 bytes. There is no limitation in the size of the object. 
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vi. Operations 

The actions the user can perform within his or her account are referred to as operations. 
Creating or deleting containers, and uploading or downloading objects are integral part of 
these operations. The implementation that enables these operations is documented in the 
following chapters. 

b. General API information and its implementation 

i. Authentication 

Concept: 
In implementing authentication at first the http method is detected from http request. In 
authentication the http method must be a GET. If the method is anything unless a GET 
method, the 400 http status code is sent in response. Apart from the method, the additional 
headers in the first time authentication are X-Auth-User and X-Auth-Key. X-Auth-User 
holds the user name and domain name in the format “user name:domain name”, and the X-
Auth-Key holds the password. If the X-Auth-User and X-Auth-Key values are incorrect, a 
401 http status code is sent. If none of these headers exist, a 400 status code is sent. If these 
header values are correct, the authentication is completed. Consequently in the response from 
the web server an authorization token is sent as a value in the header X-Auth-Token, while 
the other header X-Storage-Url is also sent with the information about the storage URL. The 
http status code of the response is 204. The authorization token is valid for 24 hours. After 24 
hours is passed, authentication has to be done again. After the first time authentication, every 
time the user sends a request, the client must include this authorization token in the header X-
Auth-Token and the storage URL must be the same as the value of the header X-Storage-
Url. The format of the value of X-Storage-Url is shaped the following way: X-Storage-Url: 
<hostaddress>/v1/<account>. It is important to note that “v1” stands to notify that this is the 
first version of OpenStack storage protocol. The format of the header X-Auth-Token is the 
following: X-Auth-Token: <randomly generated unique value>. If the header X-Auth-
Token exists and it has a wrong value, status code of 401 is sent. And if the header X-Auth-
Token doesn’t exist, a 400 status code is sent. If the X-Auth-Token is sent with a correct 
authorization token, the status sent in the response depends on the operation requested to 
perform. The example of successful authentication shown: 
  
    Client request 
  GET /v1.0 HTTP/1.1 
  Host: 10.0.0.37 
  X-Auth-User: faisal:admin 
  X-Auth-Key: pwd 
 
   Response from the server 
     HTTP/1.1 204 No Content 
  Date: Mon, 12 Nov 2007 15:32:21 GMT 
  Server: Compuverde 
  X-Storage-Url: https://10.0.0.37/v1/Compuverde_ABCD 
  X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
  Content-Length: 0 
  Content-Type: text/plain; charset=UTF-8 
 
 
 
Programming: 
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Apart from the web server context WebContext we declared our own context named as 
OpenStackContext which is a C++ data structure of the type struct. This context is declared 
in such a way it will contain all the variables where each variable has its role in holding the 
information which will be necessary over several different handlers that are described in the 
section Simple description of the constructed Compuverde web server. So, in the first 
time authentication, at first we check the http method from the client header in the handler 
requestBegin and then we check whether the headers X-Auth-User and X-Auth-Key exists 
using WebContext’s Boolean function named HeaderExists. If the Boolean function returns 
true we parse the value of X-Auth-User using C++ function strchr to separate the username 
and the domain name and these values are stored. The similar work is done for value of the 
header X-Auth-Key once it is detected existing. We also declared another C++ struct data 
type named OpenStackAuth. OpenStackAuth has character pointers as members for storing 
user name, domain name. OpenStackAuth data type also contains others members; one is of 
data type Metadata and the other member is of the data type DateTime. Compuverde has a 
C++ class called Cluster which is used to conduct the C++ operations in the Storage Cluster 
of Compuverde. Using the stored user name and the domain name and the password we login 
to the cluster by its login function. When this login procedure is conducted we pass on a data 
type that will contain authentication token given by the cluster once the login is correctly 
completed. The data type Metadata is used to contain this authentication token while the data 
type DateTime stores the information about the login time as this information is vital to make 
sure that after 24 hours the user has to re-login. It is worth to remember that the value of X-
Auth-Token is a value generated randomly using GUID generation in C++. The value 
generated here is unique to such extent that if 1,000,000,000 GUIDs per second were 
generated for 1 year the probability of a duplicate would be only 50% [18]. We also 
constructed an array of struct data type HTTPStatusCode. This array is named as 
httpStatusCode. This struct type array httpStatusCode holds the all the http status code that 
is useful for this project. The context OpenStackContext has interger data type statusCode 
and the value of statusCode is set according to response we are supposed to send, for 
example, in the case when GET method is not sent during authentication the value is set to 
400. So, according to concept described in the previous section we set http status code. In case 
of first time authentication this http status code and the authentication token is carried forward 
to the responseBegin handler and the the buffer for the response header is filled with the http 
status and the headers X-Auth-Token and X-Storage-Url. 

ii. Overview of API operations 

OpenStack has the following restrictions: 

• Maximum number of HTTP headers per request: 90 
• Maximum length of all HTTP headers: 4096 bytes 
• Maximum length per HTTP request line: 8192 bytes 
• Maximum length of HTTP request: 5 gigabytes 
• Maximum length of container name: 256 bytes 
• Maximum length of object name: 1024 bytes 

So while programming we had to implement these restrictions. 
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c. API operations for storage services 

The following described implementations are done with a purpose to enable this ReSTful API 
for interacting with storage components of Compuverde according to the protocols of 
OpenStack. All the requests from the client will be directed to host and URL informed in the 
HTTP header X-Storage-Url after successful authentication. From the following sections, the 
first one describes the implementation of enabling the actions that are performed within the 
storage system, while the second section describes the actions involving the containers and 
the third one is for the actions performed on data objects.   

i. Storage account services 

The following is the description of how we implemented the operations that are performed at 
the account level of the URL. That means this operations are performed when the request 
from the client has the following format: 

METHOD /v1/account 
Repeated Notice: Here the account name was sent to the client in the header X-Storage-Url. 

I. List containers 

 
Concept 
In this operation the client requests to list all the containers that exist within that account. The 
client can request adding three optional special query parameters. These parameters are the 
following: 
 
limit: limiting the number of containers to be listed 
 
marker: denotes a container name that specifies that the listed containers must come only 
after this container in the serial. The name must be one of the container to make this 
restriction properly functional. 
 
format: notifies the format of the response. The format can be JSON, XML or Text. If it is 
JSON or XML it must mentioned using json or xml respectively. If format query is not there 
in the request the response will be in text format. 
 
There can be the following method: 

1. Serialized list output 
In this method the client can add only the additional query format. The response will hold 
only a full serial list of containers with the default restriction of maximum 10000 containers in 
the lists. Examples are as below: 
 
    Request 
  GET /v1/<account> HTTP/1.1 
  Host: 10.0.0.37 
  X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
 
    Response 
     
     Header 
     HTTP/1.1 200 Ok 
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  Date: Thu, 07 Jun 2007 18:57:07 GMT 
  Server: compuverde 
  Content-Type: text/plain; charset=UTF-8 
 
    Body 
    images 
  movies 
  documents 
  backups 
 
 If format=json was added the response body would be similar to the following: 
[ 
{"name":"test_container_1", "count":2, "bytes":78}, 
{"name":"test_container_2", "count":1, "bytes":17} 
]  
 
If format=xml was added the response body would change to something like the following: 
 
<?xml version="1.0" encoding="UTF-8"?> 
<account name="MichaelBarton"> 
<container> 
<name>test_container_1</name> 
<count>2</count> 
<bytes>78</bytes> 
</container> 
<container> 
<name>test_container_2</name> 
<count>1</count> 
<bytes>17</bytes> 
</container> 
</account> 
 
 

2. Controlling a large list of containers 

The listing of the container names can be controlled by the query limit which notifies how 
many container names to be listed. For example let's use a listing of five container names and 
we get the following http response body 

  apples 
  bananas 
  kiwis 
  oranges 
  pears 

We'll use a limit of two to show how things work: 

  Request Header 
  GET /v1/<account>?limit=2 
  Host: 10.0.0.37 
  X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
   
  Response body                   
  apples 
  bananas 
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We can also control the listing by the query marker which will contain the name of the 
container to show only the containers that comes after the name mentioned in the marker. 
Example is as below: 
     
     Request header 
     GET /v1/<account>?limit=2&marker=bananas 
  Host: 10.0.0.37 
  X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
   
  Request Body 
     kiwis 
  oranges 
 
So you can see that the listing starts right after the name bananas. 
 
Programming 
In this operation we first detect the http method. After that we parse the http URL in to two 
parts. The first part is consists of the API version v1 and the account name while second part 
is checked to detect the number of forward slashes (/) in it and decide what operation it is. If 
the second part is totally empty we deduce that it is the operation to list the containers. For 
listing the containers we made a function named listContainerRequestBegin. The 
aforementioned web server context WebContext has a function called GetQuery gives us the 
query string. In this function we take the http query and parse it to detect the parameters limit, 
marker, format and validate whether the values put in these parameters are correctly sent as 
if not so, we return an http status code of 400 (BAD REQUEST). If the additional parameters 
are correctly sent we store them as member variables of our OpenStackContext in order to 
use them while preparing the http response body in the handler responsePayload. As usual the 
response header for this operation is prepared in handler responseBegin. While preparing the 
responsePayload we access the file system of the Compuverde data storage cluster using a 
C++ pointer type member of OpenStackContext named contextFileSystem. 
contextFileSystem is on pointer to a C++ class named FileSystem which is a Compuverdes 
own proprietary data type. By accessing the file system we count the number of containers 
and using C++ for loop we print each container in the buffer for the http body. While printing 
we implement the restriction set by the query parameters; limit, marker, format. For listing the 
container names in JSON format we use an open source C++ library for JSON, named 
RAPIDJSON. While for formatting the response in XML, we another C++ XML library 
called TINYXML.  

II. Retrieve Account Metadata 

Concept 
In OpenStack, in this operation an http HEAD method is sent from client to get the number of 
containers in the account and the total size of data in bytes. The http headers X-Account-
Container and X-Account-Bytes-Used respectively hold the number of containers and total 
size (in bytes) of data in the corresponding account. The example is as below: 
 
Request header 
HEAD /v1/<account> HTTP/1.1 
Host: 10.0.0.37 
X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
 
Response header 
HTTP/1.1 204 No Content 
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Date: Thu, 07 Jun 2007 18:57:07 GMT 
Server: Compuverde 
X-Account-Container-Count: 3 
X-Account-Bytes-Used: 323479 
 
Note that here in the example; you can see the header X-Account-Bytes-Used is showing the 
size of the total data objects stored in the account. Because of Compuverde’s severe 
complexity in calculating the total size of the data within a user account and also because it 
would consume significant processing time in doing such calculations, we opted not to show 
the total size of the data in bytes. Hence, in the response that our web server produces, we 
won’t have the header X-Account-Bytes-Used. This header is not of great importance. That is 
also another reason behind this decision. Hence, we only show the number of containers in the 
account by the header X-Account-Container. 
 
Programming 
The programming is very similar to listing the containers. First we detected the http method in 
requestBegin and parsed the http URL and detected what operation is intended to do like we 
did for listing the containers. After discovering that it is on retrieving the account we again 
accessed the file system and looped through and counted the total number of the container in 
that specific account and stored that information in a variable OpenStackContext in order to 
use it to prepare the header value of the header X-Account-Container in the handler 
responseBegin. 

ii. Storage container services  

The following is the description of how we implemented the operations that are performed at 
the container level of the URL. That means this operations are performed when the request 
from the client has the following format: 

METHOD /v1/account/container 

I. List objects in a container 

Concept 
In this operation the number of data objects in a container is listed. The query parameters for 
this operation are the following: 
 
limit = to limit the number of objects shown in the list 
 
marker = denotes a object name that specifies that the listed containers must come only after 
this object in the serial. The object name must be a name of the existing objects to make sure 
that the http request is valid. 
 
format = notifies the format of the response. The format can be JSON, XML or Text. If it is 
JSON or XML it must mentioned using json or xml respectively. If format query is not there 
in the request the response will be in text format. 
 
prefix = a string value which must be in the beginning of the object names that are listed. 
 
delimiter = an ASCII character that combines with prefix to control the object listing in 
pseudo-hierarchical method of object storage. The description of pseudo-hierarchical method 
is described ahead. 
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path = a name or string to return only level object names nested in this named pseudo path. 
 
This operation can be performed using the following methods: 

1. Serialized list output 
In this case, we just simply serialize the maximum of 10000 object names without any 
restriction in JSON, XML or Text format. Example below: 
 
Request header 
GET /v1/<account>/<container> HTTP/1.1 
Host: 10.0.0.37 
X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
 
Response header 
HTTP/1.1 200 Ok 
Date: Thu, 07 Jun 2007 18:50:19 GMT 
Server: Compuverde 
Content-Type: text/plain; charset=UTF-8 
Content-Length: 171 
 
Response body 
kate_beckinsale.jpg 
How To Win Friends And Influence People.pdf 
moms_birthday.jpg 
poodle_strut.mov 
Disturbed - Down With The Sickness.mp3 
army_of_darkness.avi 
the_mad.avi 
 
If format=json is added as query in the header the response body changes to something like 
the following: 
 
[ 
{"name":"test_obj_1", 
"hash":"4281c348eaf83e70ddce0e07221c3d28", 
"bytes":14, 
"content_type":"application\/octet-stream", 
"last_modified":"2009-02-03T05:26:32.612278"}, 
{"name":"test_obj_2", 
"hash":"b039efe731ad111bc1b0ef221c3849d0", 
"bytes":64, 
"content_type":"application\/octet-stream", 
"last_modified":"2009-02-03T05:26:32.612278"}, 
] 
 
If format=xml is added, then the response can have something similar to the following: 
 
<?xml version="1.0" encoding="UTF-8"?> 
<container name="test_container_1"> 
<object> 
<name>test_object_1</name> 
<hash>4281c348eaf83e70ddce0e07221c3d28</hash> 
<bytes>14</bytes> 
<content_type>application/octet-stream</content_type> 
<last_modified>2009-02-03T05:26:32.612278</last_modified> 
</object> 
<object> 
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<name>test_object_2</name> 
<hash>b039efe731ad111bc1b0ef221c3849d0</hash> 
<bytes>64</bytes> 
<content_type>application/octet-stream</content_type> 
<last_modified>2009-02-03T05:26:32.612278</last_modified> 
</object> 
</container> 
 

2. Controlling a large list of containers 
Listing the object can be controlled by limit query shown by the following example: 

Request header 
GET /v1/<account>/<container>?limit=5 
Host: 10.0.0.37 
X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
 

Response body 
gala 
grannysmith 
honeycrisp 
jonagold 
reddelicious 
 

The client requested to show 5 object names, so it showed just 5 names. 

 

Controlling the listing of object can be done by adding the query parameter marker. Example 
is the following: 

Request header 
GET /v1/<account>/<container>?limit=2&marker=grannysmith 
Host: 10.0.0.37 
X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
 

Response body 
honeycrisp 
jonagold 
 

The client requested to show just two object names and only the names that comes after 
grannysmith in the original serial. 

 

3. Pseudo-Hierarchical folders/directories 
While storing data objects OpenStack has an unconventional method. It doesn’t have the 
concept of real sub-containers in the original containers. It simulates sub-containers but 
adding forward slash (/) to a given name. For example, if an object mango.txt has the 
pathname orange/apple/mango.txt, the orange is the real original container, but apple is not 
real sub-container but a simulated sub-container. The name of this simulated sub-container is 
added to the left of the original name of the object by adding a forward slash (/) between the 
two names. If the path name of the object mango.txt is just orange/mango.txt then there is 
no simulated path involved as the object mango.txt is stored in an original container. This 
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process of naming and storing the objects is call Pseudo-Hierarchical process. The use of the 
query parameters prefix, path, delimiter involves Pseudo-Hierarchical process of storing 
data object. If this process of naming and storing files is involved and no query parameters is 
passed when requesting to list he objects the response body can be like the following: 
 
Part of Response header 
GET /v1/AccountString/backups 
 
Response body 
photos/animals/cats/persian.jpg 
photos/animals/cats/siamese.jpg 
photos/animals/dogs/corgi.jpg 
photos/animals/dogs/poodle.jpg 
photos/machines/car/ferrari.jpg 
video/me.jpg 
video/plants/fern.jpg 
video/plants/rose.jpg 
 
But, for example, if query=photos was added the example of the response body would be 
something like below: 
photos/animals/cats/persian.jpg 
photos/animals/cats/siamese.jpg 
photos/animals/dogs/corgi.jpg 
photos/animals/dogs/poodle.jpg 
photos/machines/car/ferrari.jpg 
 
It only shows objects whose path name starts with photos. Moreover if the parameter 
delimiter=/ is added then the response body would be something like this: 
photos/animals 

photos/machines 
 
If delimiter and prefix is not added to the query then the query path alone can be added to 
get similar kind of response body. Just very recently the path query is planned to be 
depreciated from OpenStack protocol, but nonetheless we implemented it. 
 
Programming 
Implementing list objects was the most interesting and complex part of this project. 
OpenStack uses a pseudo-hierarchical way of storing and naming data objects, but 
Compuverde’s storage process is completely opposite as in Compuverde it is indeed possible 
to create subfolders or sub-containers in original containers. To reduce this complexity we had 
to this divide implementation of list object in to several parts. First we detected and stored 
whatever query parameters are passed in the handler requestBegin. After that in handler 
responseBegin we worked separately if the query parameters path is given. If path is given, 
we ignored the query parameter delimiter. The parameter delimiter is of no use because it is 
mainly there to combine with prefix to display only first level of the nested path name of the 
object, but path alone is enough for that. So when path is given we looped through all the 
object names and sub container names that are nested in the container or sub-container 
indicated in path. If prefix, marker and limit are also given then, when we loop through all 
the nested elements in the corresponding container or sub-container, we only print the names 
in the http buffer (the buffer that contains the http response body) within the conditions or 
restriction set by these parameters. We made separate functions for printing the names if it is 
required to print in JSON or XML format. For the case when path is not set, we used the C++ 
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concept recursion. Because we may require printing all the elements in a container, and a 
container may have data objects or sub-containers nested in its first level, and the sub-
containers that are in that main container can also have elements like-wise, recursion is the 
only way to do that. In this recursion function we first looped through the main container and 
checked all the elements in it. If the element is a data object we prepare to print it. But, if the 
element is a sub-container we also looped through it to check the elements in it. In this way 
checked all the elements in all the sub-containers no matter at level of the main container it is 
nested until we reach a data object. When we reach a data object we check whether the path 
name of the data object meets the condition set by the query parameters, prefix, marker, 
limit and delimiter. If only the conditions are met, then we prepare to print it in XML, JSON 
or Text format. 

II. Create or update container 

Concept 

PUT operations against a storage container are used to create that container. Containers are 
the first level data storage entity which works as a compartment to store data. The URL 
encoded name must be less than 256 bytes and cannot contain a forward slash '/' character. 
Containers can be assigned custom metadata by including additional HTTP headers on the 
PUT request. The custom metadata is assigned to a container via HTTP headers identified 
with the X-Container-Meta- prefix. Example is as below: 
 
Client Request header 
PUT /v1/<account>/<container> HTTP/1.1 
Host: 10.0.0.37 
X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
 
Response header 
HTTP/1.1 201 Created 
Date: Thu, 07 Jun 2007 18:50:19 GMT 
Server: Compuverde 
Content-Type: text/plain; charset=UTF-8 
 
The client may send absolutely same type of header with an http PUT method when the 
container name indicated in the header is already created. In that case, we should only update 
the container whether or not there is any new information to add to that container and send an 
http status code 202. The client may do this type of behavior by sending an additional header 
prefixed with X-Container-Meta which contains an extra metadata for the corresponding 
container. In this way the client can set a maximum of 90 distinct metadata. Example for such 
cases is as below: 
 
Client request header 
PUT /v1/<account>/<container> HTTP/1.1 
Host: 10.0.0.37 
X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
X-Container-Meta-InspectedBy: JackWolf 
 
Response header 
HTTP/1.1 202 Accepted 
Date: Thu, 07 Jun 2010 18:50:19 GMT 
Server: Compuverde 
Content-Type: text/plain; charset=UTF-8 
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Programming: 
At first we detected the http method in handler requestBegin. After taking away the parts that 
holds the OpenStack version and account information from the URL, once PUT is detected 
we parsed the http URL and checked the number of forward slashes (/) in it. Once it was clear 
that there is only one forward slash (/) in that second part of parsed URL and the name in that 
second part is valid we created a container by that name by a C++ method called 
CreateContainer. This function or method CreateContainer belongs to the aforementioned 
Compuverde file system class FileSystem. Once the container is created properly, we also 
added any additional metadata sent by the client by another method named 
SetExtendedAttribute which also belongs to the class FileSystem. When we add this 
container metadata, we must pass part of the name of the http header prefixed with X-
Container-Meta- and the value of that header. That is if there is a header called X-
Container-Meta-InspectedBy, we must InspectedBy and the value of that header. Hence the 
proper response header as shown in the example is prepared in the handler responseBegin. 

III. Delete container 

Concept 
In this operation the client requests to permanently delete a container by sending an HTTP 
Method DELETE against the container name. The container, intended to be deleted, must be 
empty before deleting. The example is shown below: 
 
Request header 
DELETE /v1/<account>/<container> HTTP/1.1 
Host: 10.0.0.37 
X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
 
Response header 
HTTP/1.1 204 No Content 
Date: Thu, 07 Jun 2007 18:57:07 GMT 
Server: Compuverde 
Content-Length: 0 
Content-Type: text/plain; charset=UTF-8 
 
So, if deleting the container is done properly http status should be 204 (No content), but if the 
container is not found to be existing http status should be 404 (Not found) and if deleting is 
not possible as the container is not empty then the http status should 409 (Conflict). 
 
Programming 
The method of parsing the http URL is similar to the method in the create container operation. 
The key difference is that here we detect whether or not the HTTP method is DELETE. If it is 
DELETE, we check whether the container is existing by C++ method we developed to find 
the container in the Compuverde file system. Once it is detected to be existing we check 
whether or not the container is empty by calling the method GetPathContentCount of the 
Compuverde’s file system’s C++ class FileSystem. If empty we call the function Delete of 
the same class. Once deleting is successful we prepare the header in the handler 
responeBegin. 

IV. Retrieve container metadata 

Concept 
In this operation a HEAD method is sent from the client against a container to get the 
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property of that container. The example is shown below: 
 
Request header 
HEAD /v1/<account>/<container> HTTP/1.1 
Host: 10.0.0.37 
X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
 
Response header 
HTTP/1.1 204 No Content 
Date: Wed, 16 Mar 2010 19:37:41 GMT 
Server: Compuverde 
 
Content-type: text/html 
X-Container-Object-Count: 7 
X-Container-Bytes-Used: 413 
X-Container-Meta-InspectedBy: JackWolf 
 
Notice that the http status should be 204 once the container is found and its information found 
properly. If the container is not found the http status should be set to 404. Here, the extra http 
request headers X-Container-Object-Count, X-Container-Bytes-Used and X-Container-
Meta-InspectedBy  respectively represents the number of elements in the container, the total 
space (in bytes) occupied in the container and the additional metadata of the container.  
 
Programming 
The parsing of the http URL for this operation is very similar to the ones in the previous two 
operations. The key difference is here we detect an http HEAD method. Once we make sure 
that the requested container exists, we retrieve the container metadata by calling yet another 
method named GetExtendedAttribute from the class FileSystem. When we retrieve this we 
also pass the rest of the name of the http header that is prefixed with X-Container-Meta- the 
function GetExtendedAttribute. For example, in our shown example above we have an http 
header X-Container-Meta-InspectedBy. So, in this case we pass Meta-InspectedBy and we 
retrieve the metadata against this passed name. As for counting the number of element we call 
the function GetPathContent, this one also belongs to our friendly class FileSystem, to help 
us to know how many elements are there. Once we know the number of elements, we loop 
through each element to its size and we add the size of all the elements while looping to get 
the total size (in bytes) occupied in the corresponding container. Once we get all these 
information we store them OpenStackContext and use them to prepare the response header 
in handler responeBegin. 

iii. Storage object services 

The following is the description of how we implemented the operations that are performed at 
the object level of the URL. That means this operations are performed when the request from 
the client has the following format: 

METHOD /v1/account/container/object 

I. Retrieve Object 

Concept 
In this operation the client basically requests to download the object by sending an http GET 
method against an object name. There can be the following http headers that represent 
additional restrictions or conditions while downloading the data object: 
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• If-Match 
• If-None-Match 
• If-Modified-Since 
• If-Unmodified-Since 

These conditions are described in RFC (Request for Comments) 2616. In computer network 
engineering, a RFC is a memorandum published by the Internet Engineering Task Force 
(IETF) describing methods, behaviors, research, or innovations applicable to the working of 
the Internet and Internet-connected systems[19]. 
 

It is also possible to fetch a portion of data object using the HTTP Range header. We did not 
implement the support of the full specification for Range but basic support is provided. We 
only implemented support of a single range that includes OFFSET and/or LENGTH. We 
implemented the support of a sub-set of Range and do not adhere to the full RFC-2616 
specification. We also enabled support specifying OFFSET-LENGTH where either OFFSET 
or LENGTH can be optional (not both at the same time). The following are supported forms 
of the header: 

• Range: bytes=-5 - last five bytes of the object 
• Range: bytes=10-15 - the five bytes after a 10-byte offset 
• Range: bytes=32- - all data after the first 32 bytes of the object 

The basic example for this operation is provided below: 
 
Request header 
GET /v1/<account>/<container>/<object> HTTP/1.1 
Host: 10.0.0.37 
X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
 
Response body 
HTTP/1.1 200 Ok 
Date: Wed, 11 Jul 2007 19:37:41 GMT 
Server: Compuverde 
Last-Modified: Fri, 12 Jun 2007 13:40:18 GMT 
ETag: b0dffe8254d152d8fd28f3c5e0404a10 
Content-type: text/html 
Content-Length: 512000 
                     
Response body 
 
[ data of the object .............. ] 
 
The object's data is returned in the response body. Object metadata is returned as HTTP 
headers. A status of 200 (Ok) indicates success; status 404 (Not Found) is returned if no such 
object exists. 
 
Programming: 
First detected the http method is GET or not. Then we parsed the http url to detect whether it 
is intended for an object. Once we deduced it is applicable for an object, we checked whether 
or not that object exists. If it does not exist we set http status 404 in OpenStackContext  and 
prepared the response header in responseBegin handler. If the object exists, we had to check 



36 

 

the existence of the aforementioned http headers and Range conditions. If these headers and 
conditions existed, we had to parse and store them which proved to be pretty complex and 
tedious programming. After that in requestBegin we opened the object and after 
implementing all the conditions given by the client. Once all the all the conditions met 
according to the Range header specification (if only Range header exist, unless nothing to 
deal any Range specifications) we took the body of the object using some functions from the 
class FileSystem and filled the http response body buffer in handler responsePayload. As 
usual, the response header is prepared in the handler in responseBegin. 

II. Create or update object 

Concept 
If the client sends http PUT method against an object name, then operations purpose is to 
create an object with that name. The client must send an http body otherwise will prove to be 
a bad request, so http status in response shall be 400.   

It is possible to ensure end-to-end data integrity by including an MD5 checksum of the 
object's data in the ETag header. The client is not required to include the ETag header, but it is 
recommended to ensure that the storage system successfully stored the client’s object's 
content 

The HTTP response must include the MD5 checksum of the data written to the storage 
system. If the client does not send the ETag in the request, it should compare the value 
returned with its content's MD5 locally to perform the end-to-end data validation on the client 
side. Objects can be assigned custom metadata by including additional HTTP headers on the 
PUT request. 

The object can be created with custom metadata via HTTP headers identified with the X-
Object-Meta- prefix. 

Example of this operation is ahead: 

Request header 
PUT /v1/<account>/<container>/<object> HTTP/1.1 
Host: 10.0.0.37 
X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
ETag: 8a964ee2a5e88be344f36c22562a6486 
Content-Length: 512000 
X-Object-Meta-PIN: 1234 
 
Request body 
[ data of the object to be created . . . . ] 
 
 
Response header 
HTTP/1.1 201 Created 
Date: Thu, 07 Jun 2007 18:57:07 GMT 
Server: Compuverde 
ETag: d9f5eb4bba4e2f2f046e54611bc8196b 
Content-Length: 0 
Content-Type: text/plain; charset=UTF-8 
 

No response body is returned. A status code of 201 (Created) indicates a successful creation of 
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data object; status 411 (Length Required) denotes a missing Content-Length or Content-Type 
header in the request. If the MD5 checksum of the data written to the storage system does 
NOT match the (optionally) supplied ETag value, a 422 (Unprocessable Entity) response is 
returned. If the object name is the same as another one that’s existing then this operation turns 
into an update operation on the object. In that case, the old object body is replaced by the new 
version and a status code of 202(Accepted) is sent in the response. 

Programming: 
In requestBegin handler, we first check the http method and parse the http URL. After we 
make sure that the requested is intended to create we check whether the Content-Length and 
Content-Type headers are given. If not we set the http status 411 and prepare response in 
responseBegin. If those headers are given, we check whether there is any other object already 
created with the same name, if not we call the function CreatFile, but if yes then call the 
function OpenFile. Then in requesPayload handler we take the data body from the http 
request and based on that body we generate the MD5 value. If the client sends an MD5 value 
in the http header ETag, we compare the two MD5 values. If the two values don’t absolutely 
match we set the http status to 422 and prepare the http response. But if the two values match 
and the object name absolutely new then we write the body in the newly created object by 
another function while if the object name is the same as older one we replace the body of the 
previous version using the same function. After the object creation or update is successful, we 
check whether the client sent any metadata to add. If the client did so, we add that metadata. If 
the full operation is successful we set http status code to 201 or 202 and send the response. 

III. Copy object 

Concept 
In this operation an existing object in the storage of a user account is copied may be to a new 
location or on to the object itself with a new name to rename that existing object. Either an 
http PUT method or an http COPY method is sent by the client to conduct this operation. If 
the sent http method is PUT, then this operation requires an extra http header name X-Copy-
From to show from where the object should be copied. In that case the object name and 
location showed in the http URL will be the destination. Example of this case is as shown: 
 
Request header 
PUT /v1/<account>/<container>/<destobject> HTTP/1.1 
Host: 10.0.0.37 
X-Auth-Token: <some-auth-token> 
X-Copy-From: /<container>/<sourceobject> 
Content-Length: 0  
 
Response header 
HTTP/1.1 201 Created 
Date: Thu, 07 Jun 2007 18:57:07 GMT 
Server: Compuverde 
ETag: d9f5eb4bba4e2f2f046e54611bc8196b 
Content-Length: 0 
Content-Type: text/plain; charset=UTF-8 
 
If the http method is COPY, then the extra http header Destination is required to show where 
the object should be created. In this case, the object name and the location indicated in the 
URL will be the source. The example is shown: 
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Request header 
COPY /v1/<account>/<container>/<sourceobject> HTTP/1.1 
Host: 10.0.0.37 
X-Auth-Token: <some-auth-token> 
Destination: /<container>/<destobject> 
Content-Length: 0  
 
 
Response header 
HTTP/1.1 201 Created 
Date: Thu, 07 Jun 2007 18:57:07 GMT 
Server: Compuverde 
ETag: d9f5eb4bba4e2f2f046e54611bc8196b 
Content-Length: 0 
Content-Type: text/plain; charset=UTF-8 
 
With both of these methods, the destination container must exist before attempting the copy. 
 
Programming: 
First we detect if it is a PUT or COPY method. If it is a PUT, we check whether there is an 
http header named X-Copy-From and we validate the existence of the location informed in 
the header X-Copy-From. If there is COPY method, we check the existence of the header 
Destination and validate the source location given within the http URL. In either case, if the 
location doesn’t exist we set the status code to 404. If the location matches we open the object 
and store the body of the object in a buffer and create another object in the destination and put 
the stored body in that new object. We also retrieve all metadata from the original object and 
add them to newly created object. 

IV. Delete object 

Concept 
DELETE operations on an object are used to permanently remove an object from the storage 
system (data and metadata). Example: 
 
Request header 
DELETE /v1/<account>/<container>/<object> HTTP/1.1 
Host: 10.0.0.37 
X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
 
Response header 
HTTP/1.1 204 No Content 
Date: Thu, 07 Jun 2007 20:59:39 GMT 
Server: Compuverde 
Content-Type: text/plain; charset=UTF-8 
Notice that, No response body is returned. A status code of 204 (No Content) indicates 
success; status code 404 (Not Found) is returned when the object does not exist. 
 
Programming: 
Once it is detected that it is a delete object operation, we check the intended object exists or 
not. If not we set the http status code to 404. Else, we just call the Delete function from the 
class FileSystem against the object. Once the object is deleted correctly we prepare and send 
the response header by setting http status code to 204. 
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V. Retrieve object metadata 

Concept 
HEAD operations on an object are used to retrieve object metadata and other standard HTTP 
headers. No extra header is http is needed for this operation. Example: 
 
Request header 
HEAD /v1/<account>/<container>/<object> HTTP/1.1 
Host: 10.0.0.37 
X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
 
Response header 
HTTP/1.1 200 OK 
Date: Thu, 07 Jun 2007 20:59:39 GMT 
Server: Compuverde 
Last-Modified: Fri, 12 Jun 2007 13:40:18 GMT 
ETag: 8a964ee2a5e88be344f36c22562a6486 
Content-Length: 512000 
Content-Type: text/plain; charset=UTF-8 
X-Object-Meta-Meat: Bacon 
X-Object-Meta-Fruit: Bacon 
X-Object-Meta-Veggie: Bacon 
X-Object-Meta-Dairy: Bacon 
 
Programming 
The programming process for this operation is basically the same as that for Retrieve 
Container metadata. The key difference is that here we have to make sure the HEAD 
method is against an existing object and we also have to extract the ETag. 

VI. Update object metadata 

In this operation an http POST method is sent against a data object to add or update a 
metadata of that object. Below stated is an example of this operation: 
 

Request header 
POST /<api version>/<account>/<container>/<object> HTTP/1.1 
Host: storage.clouddrive.com 
X-Auth-Token: eaaafd18-0fed-4b3a-81b4-663c99ec1cbb 
X-Object-Meta-Fruit: Apple 
X-Object-Meta-Veggie: Carrot 

 

Response header 
HTTP/1.1 202 Accepted 
Date: Thu, 07 Jun 2007 20:59:39 GMT 
Server: Apache 
Content-Length: 0 
Content-Type: text/plain; charset=UTF-8 
 

No response body is returned. A status code of 202 (Accepted) indicates success; status 404 
(Not Found) is returned if the requested object does not exist. 

Programming: 
Once we detect it is an http POST method against an existing object, we make sure all the 
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headers that contains the metadata values for the object are correctly prefixed with X-Object-
Meta-. After that we call the function SetExtendedAttribute against the object for adding 
each of the metadata and its value to the corresponding object. 
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9. Overview of CDMI and its implementation 
 
 
Following are the concepts of CDMI and their implementation according to CDMI 
specifications [5]. 

a. Concepts 

i. Cloud Data Management Interface 

 

The Cloud Data Management Interface (CDMI) shown is used to create, retrieve, update, and 
delete objects (CRUD operations) in a cloud. CDMI defines two means: to manage the data 
and to store and retrieve the data.  CDMI includes the following functions that allow clients to 
discover the capabilities available in the cloud storage offering; manage containers and the 
data that is placed in them; and allow metadata to be associated with containers and the 
objects they contain. 
CDMI international standard divides operations into two types: those that use a CDMI content 
type in the HTTP body and those that do not. CDMI standard allows cloud services to be 
provided to CDMI clients and non-CDMI clients to interact with a CDMI service provider. 
CDMI uses RESTful web design architecture meaning it supports the following four 
principles [17]: 
•URI is used for the web service access, such as http://example.com/resources/; 
•it supports Internet media type, transferred as JSON; 
•supports HTTP method operations: GET, PUT, POST, or DELETE; 
•the API is hypertext driven or stateless. This removes the need for synchronization of 
sessions with clients that simplifies the design and implementation. 
In the current work, some of the features as Queue object resource operations were removed 
from the implementation as well as domain operations and accessing objects by ID were not 
realized as some methods were not yet developed by Compuverde’s programmers.  
 

ii. Object Model for CDMI 

 

Data objects are used to store files, by CDMI notation expressed as values, and provide 
functionality similar to files in a file system. 
Container objects have zero or more containers inside them, which are by CDMI notation 
treated as children, but do not store values. They provide functionality similar to directories or 
folders in a file system. 
Domain objects represent administrative groupings for user authentication and accounting 
purposes. 
 
Capability objects describe the functionality implemented by a CDMI server and are used by 
a client to discover supported functionality. Capabilities can be provided just by GET method 
to the following /cdmi_capabilities/ URI for a specific CDMI storage server without 
authorization. 
 



42 

 

iii. CDMI Metadata 

 

CDMI data system metadata, user metadata, and storage system metadata is defined in the 
form of name- value pairs and transferred as JSON name-value pair as well.  
Data system metadata is metadata that is specified by a CDMI client and is a component of 
objects. Data system metadata abstractly specifies the data requirements associated with data 
services that are deployed in the cloud storage system. 
User metadata consists of client-defined JSON strings, arrays, and objects that are stored in 
the metadata field. The namespace used for user metadata names is self-administered by using 
the reverse domain name, and user metadata names shall not begin with the prefix "cdmi_". 
Storage system metadata is metadata that is generated by the storage services in the system, 
for example, creation time, size and so on, to provide useful information to a CDMI client. 
The Compuverde’s file system allows metadata to be saved only as user and system metadata, 
so the server plugin written should parse and analyze the received data and save it as user or 
system metadata; for example, JSON metadata string received by a CDMI server should be 
saved mainly as user metadata. Some data specified according to the specification as 
metadata, cannot be internally stored as a file system metadata but only generated as JSON 
string response. For example, size of the data object can be retrieved by a file system function, 
instead of saving it internally as metadata. 
 
 

iv. Object ID 

 

Every object stored within a CDMI-compliant system shall have a globally unique object 
identifier (ID). Specifications stipulate it should be assigned at creation time. An object ID is 
created at creation time and preserves its unique value while data and container objects exist. 
Data and container objects can be accessed both by their names and IDs. 
ID is a variable-length byte string of maximum length of 40 bytes. 
To generate ID, a special class was written that concatenates the binary fields in a 128 bit 
binary string, calculates CRC based on whole string and expresses the resultant ID as base16 
string.  
The ID has the following fields: 
•The first 8 bits are zeros as per ID format; 
•Enterprise number field, in our case ILT SNMP number of 24 bits;  
•Reserved field as 8 bits; 
•The length field of 8 bits. In our case, the total length of the object ID is 192 bits, a binary 
representation of 192 (11000000) is put in the length field.  
•CRC field with the length of 16 bits, CRC is calculated based on the whole 128 bit string 
including Opaque data. Before calculating CRC, its 16 bit string is set to zero; 
•Opaque data field of 128 bit. A special class was written that translates file system 32 bits 
unique GUID (global unique identifier) ID to 128 bit binary number. 
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v. Security 
 

I. Authorization and access controls 

 

CDMI specifies that authorization and authentication should be based on basic access 
authentication method, when the user name is appended with a colon and concatenated with 
the password. The resulting string is encoded with the Bath64 algorithm on the client side. For 
example, given the user name 'Aladdin' and password 'open sesame', the string 'Aladdin:open 
sesame' is Base64 encoded, resulting in 'QWxhZGRpbjpvcGVuIHNlc2FtZQ=='. The Base64-
encoded string is transmitted in the HTTP header and decoded by the web server class called 
base64Decode, resulting in the colon-separated user name and password strings. Along with 
the user name a domain name is sent that is appended by a forward slash sign and 
concatenated with it. The server side plugin developed by us is separating all three fields. 
Then, all three names are concatenated in a string and based on it a hash is generated, then the 
hash is checked whether it is still valid and not expired within 24 hours limit and only after 
that the CDMI client is authorized and allowed to use the cloud resources. This is done so that 
not to overload the system by entering the system all the time. In CDMI authorization is 
carried out every time client-server conversation happens.  
If the client fails to meet the basic access authorization, the status code 403 (Forbidden) is 
returned by a server in a response. If the domain, user name and password are not valid, status 
401 (Unauthorized) is sent back. 
 

b. Implementation technique 
 

The Simple description of the Compuverde’s constructed web server section describes the 
principles of the Company web server functions, in this section the more detailed information 
is provided on how these functions are realized to work with CDMI and non-CDMI protocols. 
 
In RequestBegin() 
This is where initial parsing of HTTP headers is happening: URI is extracted to path and the 
last object name, query string to query words, content type extraction, extracting 
Authorization and range headers; authentication and authorization process is held here, call of 
the CRUD functions. Setting flags for CDMI and non-CDMI features along with other flags 
initialization also takes place here.  
 
In RequestPayload() 
 
In this part of the code, parsing of JSON body is extracted from the server buffer and saving 
of JSON metadata strings in the file system for CDMI implementation is performed here, as 
well as the value of the file extracted from the server buffer and saving in the file system from 
the client is performed for non-CDMI standards. Extraction of JSON strings for container 
purposes is taking place here as well, as strings are sent as body messages.  
RapidJSON was chosen as JSON parser, in the current work this parser puts restrictions on 
the file size that the server can accept when it gets the file in chucks, and the parser generates 
an error, if JSON elements are in different chunks.   
 
In ResponseBegin() 
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In this part of the code, responses to the client are generated according to the specification 
replies; the responses are printed out by Compuverde’s function into the buffer and sent to the 
client. 
 
In ResponsePayload() 
 
Here, JSON writing and putting it to the server buffer with the purpose of sending it, 
according to the CDMI specification, to the client is realized. Metadata is retrieved from the 
file system and is sent along with other necessary data to the client. For JSON writing the 
same RapidJSON library was used. As for sending JSON messages back (writing), it does not 
have restrictions on the file size sent as the writer is not so strict when checking JSON 
grammar.  
 
In RequestEnd() 
 
Here, some of the global variables that exist during one cycle of server processing are deleted. 
Streams that are used to write and read from the server buffer and the file system are being 
deleted as well.  
 

c. Data Object Resource Operations 
 
Data objects in CDMI are similar to files within a file system. A data object has a set of fields 
that include:  
• a single value; and  
• optional metadata that is generated by the storage system and specified by the data storage 
user.  
 
Data objects are addressed in CDMI in two ways:  
• by name, for example, http://example.com/object;  
• by object ID, for example, 
http://ilt.com/cdmi_objectid/0000806F0020B84DBD285C456D8B238E. 
In the current work, access of objects by ID is not implemented. 
 

i. Create a Data Object Using CDMI Content Type 

 
Concept 
To create a new data object, the following request is performed: 
PUT <root URI>/<Container>/<Object> 
 
where: 
<root URI> is the path to the CDMI cloud. 
<Container> is zero or more intermediate containers that already exist, with one slash ("/") 
between each pair of container names. 
<Object> is the name specified for the data object to be created. 
 
Example 1 
PUT to the container URI the data object name and contents: 
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PUT /Container/Object.txt HTTP/1.1 
Host: 10.0.0.45 
Accept: application/cdmi-object 
Content-Type: application/cdmi-object 
X-CDMI-Specification-Version: 1.0.1 
{ 
"mimetype" : "text/plain", 
"metadata" : { 
}, 
"value" : "This is the Value of this Data" 
} 
 
The following shows the response: 
 
HTTP/1.1 201 Created 
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
X-CDMI-Specification-Version: 1.0.1 
Content-Type: application/cdmi-object 
{ 
"objectType" : "application/cdmi-object", 
"objectID" : "0000706D0010B94FAC185C425D8B539E", 
"objectName" : "Object.txt", 
"parentURI" : "/Container/", 
"parentID" : "00007E8F00104E230BA82694FAA995F4",  
"domainURI" : "/cdmi_domains/MyDomain/", 
"capabilitiesURI" : "/cdmi_capabilities/dataobject/", 
"completionStatus" : "Complete", 
"mimetype" : "text/plain", 
"metadata" : { 
"cdmi_size" : "30"  
} 
} 
 
Example 2 
PUT to the container URI the data object name and Base64 contents: 
 
PUT /Container/Object.txt HTTP/1.1  
Host: 10.0.0.45 
Accept: application/cdmi-object  
Content-Type: application/cdmi-object  
X-CDMI-Specification-Version: 1.01 
{ 
"mimetype" : "text/plain",  
"metadata" : { },  
"valuetransferencoding" : "base64" 
"value" : "VGcyBpcyB0aGUgVmFsdWUgb2YgdGhpcyBEYXRhIE9iamVjdA==" 
} 
 
The following shows the response: 
 
HTTP/1.1 201 Created  
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
X-CDMI-Specification-Version: 1.0.1 
Content-Type: application/cdmi-object 
{ 
"objectType": "application/cdmi-object", 
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"objectID": "0000706D0010374085EF1A5C7018D774", 
"objectName": "Object.txt", 
"parentURI": "/Container/", 
"parentID" : "00007E7F00102E230ED82694DAA975D2",  
"domainURI": "/cdmi_domains/MyDomain/", 
"capabilitiesURI": "/cdmi_capabilities/dataobject/", 
"completionStatus": "Complete", 
"mimetype": "text/plain", 
"metadata": { 
"cdmi_size": "35" 
} 
}  
 
 

ii. Create a Data Object using a Non-CDMI Content Type 
 
Concept 
To create a new data object, the following request is performed: 
PUT <root URI>/<Container>/<Object> 
 
where: 
<root URI> is the path to the CDMI cloud. 
<Container> is zero or more intermediate containers that already exist, with one slash ("/") 
between each pair of container names. 
<Object> is the name specified for the data object to be created. 
 
Programming 
For creating a container object a special function called 
createUpdateDataObjectRequestBegin() was implemented that is called when PUT method 
is accomplished by a client.  The function is called in ProtocolRequestBegin() function of 
the Compuverde’s written web server. Data objects are created using Compuverde's file 
system functions in the file system. Along with the data object, the metadata is sent as JSON 
strings as well as the time of a file creation and a file size are saved in the file system. The 
function generates HTTP replies according to the HTTP Response Status codes.  
 
Compuverde’s file system path() function is initialized by two arguments, one of each is URI. 
Then checking is accomplished whether the path to the container object exists or not. If it 
does not exist, (it proofs that the last part in URI does not exist) path.GetCurrent() function 
returns the Inode marker for the existing object in the path in the file system, path.GetRest() 
returns how many objects are found on the path and the names of the objects not found. After 
that a condition checks, if the number of objects found is not equal to one, then the status code 
400 (Bad Request) is sent. If it is true, the file is created and status code 200 (Created) is 
returned, otherwise status code 404 (Not Found) is returned.  
 
In the case, if the path was found in the file system, the Inode marker (Inode marker is a 
marker for the object found on the URI path) is found for the last known object, 
GetPathInfo() function sets the node helper to give information whether this is the path to a 
file or not. If it turns out to be a file object, the file is opened and updated, status code 204 
(No Content) is returned, as well as updating of metadata is made; else, status code 409 
(Conflict) is returned. CDMIMethodType_Error type flag setting is needed to block the 
response body message from the server in ResponseBegin() fucntion.  
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For a non-CDMI case the same function is used. In the code special flags are implemented to 
indicate whether the object is created by CDMI or non-CDMI protocols; the flags block one 
implementation from the other to escape conflicts. The server responses are generated 
according to the Response Status table. 
 
Example 
PUT to the container URI the data object name and contents: 
 
PUT /Container/Object.txt HTTP/1.1 
Host: 10.0.0.45 
Content-Type: text/plain;charset=utf-8 
Content-Length: 37 
This is the Value of this Data Object 
 
The following shows the response: 
 
HTTP/1.1 201 Created 
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
 

iii. Update a Data Object using CDMI Content Type 
 
Concept 
To update some or all fields in an existing data object, the following request is performed: 
PUT <root URI>/<Container>/<Object> 
 
To update the value of an existing data object, the following request shall be performed: 
PUT <root URI>/<Container>/<Object>?value:<range> 
 
To add, update, and remove specific metadata items of an existing data object, the following 
request shall be performed: 
PUT <root URI>/<Container>/<Object>?metadata:<metadataname>;... 
 
where: 
<root URI> is the path to the CDMI cloud. 
<Container> is zero or more intermediate containers. 
<Object> is the name of the data object to be updated. 
<range> is a byte range within the data object value to be updated. 
 
Example 1 
PUT to the data object URI to set new field values: 
 
PUT /Container/Object.txt HTTP/1.1 
Host: 10.0.0.45 
Content-Type: application/cdmi-object 
X-CDMI-Specification-Version: 1.0.1 
{ 
"mimetype" : "text/plain", 
"metadata" : { 
"colour" : "blue", 
"length" : "10"  
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}, 
"value" : "This is the Value of this Data Object" 
} 
 
The following shows the response: 
 
HTTP/1.1 204 No Content  
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
 
Example 2 
PUT to the data object URI to set a new MIME type: 
 
PUT /Container/Object.txt?mimetype HTTP/1.1 
Host: 10.0.0.45 
Content-Type: application/cdmi-object 
X-CDMI-Specification-Version: 1.0.1 
{ 
"mimetype" : "text/plain" 
} 
 
The following shows the response: 
 
HTTP/1.1 204 No Content  
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
 
Example 3 
PUT to the data object URI to update a range of the value: 
 
PUT /Container/Object.txt?value:21-24 HTTP/1.1 
Host: cloud.example.com 
Content-Type: application/cdmi-object 
X-CDMI-Specification-Version: 1.0.1 
{ 
"value" : "dGhhdA==" 
} 
 
The following shows the response: 
 
HTTP/1.1 204 No Content  
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
 
When updating a value without specifying a value transfer encoding, the client must be aware 
of the current value transfer encoding of the object. If a client sends a value containing a 
UTF-8 string to update an existing object with a valuetransferencoding value of "base64", this 
results in an error being returned. If a client sends a value containing a base 64 string to 
update an existing object with a valuetransferencoding value of "utf-8", this does not generate 
an error, but results in the literal base 64 character sequences are stored in the data object 
instead of the expected data encoded in the base 64 string. 
 
Example 4 
PUT to the data object URI to replace all metadata with new metadata: 
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PUT /Container/Object.txt?metadata HTTP/1.1 
Host: 10.0.0.45 
Content-Type: application/cdmi-object 
X-CDMI-Specification-Version: 1.0.1 
{ 
"metadata" : { 
"colour" : "red", 
"number" : "7" 
} 
} 
 
The following shows the response: 
 
HTTP/1.1 204 No Content 
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
 
Example 5 
PUT to the data object URI to add a new metadata item while preserving existing metadata: 
 
PUT /Container/Object.txt?metadata:shape HTTP/1.1 
Host: 10.0.0.45 
Content-Type: application/cdmi-object 
X-CDMI-Specification-Version: 1.0.1 
{ 
"metadata" : { 
"shape" : "round" 
} 
} 
 
The following shows the response: 
 
HTTP/1.1 204 No Content 
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
 
Example 6 
PUT to the data object URI to replace just one metadata item with a new value: 
 
PUT /Container/Object.txt?metadata:colour HTTP/1.1 
Host: 10.0.0.45 
Content-Type: application/cdmi-object 
X-CDMI-Specification-Version: 1.0.1 
{ 
"metadata" : { 
"colour" : "green" 
} 
} 
 
The following shows the response: 
 
HTTP/1.1 204 No Content 
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
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iv. Update a Data Object using a Non-CDMI Content Type 
 
Concept 
To update the value of an existing data object, the following request is performed: 
PUT <root URI>/<Container>/<Object> 
 
where: 
<root URI> is the path to the CDMI cloud. 
<Container> is zero or more intermediate containers. 
<Object> is the name of the data object to be updated. 
 
Example 1 
PUT to the data object URI to update the value of the data object: 
 
PUT /Container/Object.txt HTTP/1.1 
Host: 10.0.0.45 
Content-Type: text/plain 
Content-Length: 37 
This is the value of this data object  
 
The following shows the response: 
 
HTTP/1.1 204 No Content 
 
Example 2 
PUT to the data object URI to update four bytes within the value of the data object: 
 
PUT /Container/Object.txt HTTP/1.1 
Host: cloud.example.com  
Content-Range: bytes 21-24/37 
Content-Type: text/plain 
Content-Length: 4 
That 
 
The following shows the response: 
 
HTTP/1.1 204 No Content 
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
 

v. Read a Data Object using CDMI Content Type 
 
Concept 
To read all fields from an existing data object, the following request is performed: 
GET <root URI>/<Container>/<Object> 
To read one or more requested fields from an existing data object, one of the following 
requests is performed: 
GET <root URI>/<Container>/<Object>?<fieldname>;<fieldname>;... 
GET <root URI>/<Container>/<Object>?value:<range>;... 
GET <root URI>/<Container>/<Object>?metadata:<prefix>;... 
 
where: 
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<root URI> is the path to the CDMI cloud. 
<Container> is zero or more intermediate containers. 
<Object> is the name of the data object to be read from. 
<fieldname> is the name of a field. 
<range> is a byte range of the data object value to be returned in the value field.<prefix> is a 
matching prefix that returns all metadata items that start with the prefix value. 
 
 
 
Programming 
For reading a data object a special function called readDataObjectRequestBegin() was 
implemented that is called  when GET method is accomplished by a client. The function is 
called in ProtocolRequestBegin() function of the  Compuverde’s written web-server. The 
metadata is sent as JSON string as well as the time of container creation and its size. The 
function generates HTTP replies according to the HTTP response status codes.  
 
Compuverde’s file system path function is initialized by two arguments, one of which is URI, 
and then checking is accomplished whether the path to the data object exists or not. If it does 
not exist, status code 404 (Not Found) is generated and CDMIMethodType_Error is set to 
block the server from sending message body. If the path is found, the file is opened for 
reading as well as status code 200 (OK) is returned and the Inode marker is set as a global 
context variable for metadata usage purposes in the different part of the programming code. 
CDMIMethodType_Error type flag setting is needed to block the response body message 
from the server in  ResponseBegin() function.  
 
For a non-CDMI case the same function is used. In the code special flags are implemented to 
indicate whether the object is created by CDMI or non-CDMI protocols; the flags block one 
implementation from the other to escape conflicts. The server responses are generated 
according to the HTTP response status code.  
 
Example 1 
GET to the data object URI to read all fields of the data object: 
 
GET /Container/Object.txt HTTP/1.1 
Host: 10.0.0.45 
Accept: application/cdmi-object 
X-CDMI-Specification-Version: 1.0.1 
 
The following shows the response: 
 
HTTP/1.1 200 OK 
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
X-CDMI-Specification-Version: 1.0.1 
Content-Type: application/cdmi-object 
{ 
"objectType" : "application/cdmi-object", 
"objectID" : "0000706D0010B84FAD185C425D8B537E", 
"objectName" : "Object.txt", 
"parentURI" : "/MyContainer/", 
"parentID" : "00007E7F00102E230ED82694DAA975D2",  
"domainURI" : "/cdmi_domains/MyDomain/", 
"capabilitiesURI" : "/cdmi_capabilities/dataobject/", 
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"completionStatus" : "Complete", 
"mimetype" : "text/plain", 
"metadata" : { 
"cdmi_size" : "37"  
}, 
"valuerange" : "0-36", 
"valuetransferencoding" : "utf-8", 
"value" : "This is the Value of this Data Object" 
} 
 
Example 2 
GET to the data object URI by ID to read all fields of the data object: 
 
GET /cdmi_objectid/0000706D0010B84FAD185C425D8B537E  
HTTP/1.1 Host: 10.0.0.45 
Accept: application/cdmi-object 
X-CDMI-Specification-Version: 1.0.1 
 
The following shows the response: 
 
HTTP/1.1 200 OK 
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
X-CDMI-Specification-Version: 1.0.1 
Content-Type: application/cdmi-object 
{ 
"objectType" : "application/cdmi-object", 
"objectID" : "0000706D0010B84FAD185C425D8B537E", 
"objectName" : "Object.txt", 
"parentURI" : "/Container/", 
"parentID" : "00007E7F00102E230ED82694DAA975D2",  
"domainURI" : "/cdmi_domains/MyDomain/", 
"capabilitiesURI" : "/cdmi_capabilities/dataobject/", 
"completionStatus" : "Complete", 
"mimetype" : "text/plain", 
"metadata" : { 
"cdmi_size" : "37"  
}, 
"valuetransferencoding" : "utf-8", 
"valuerange" : "0-36", 
"value" : "This is the Value of this Data Object"  
} 
 
Example 3 
GET to the data object URI to read the value and mimetype fields of the data object: 
 
GET /Container/Object.txt?value;mimetype HTTP/1.1 
Host: 10.0.0.45 
Accept: application/cdmi-object 
X-CDMI-Specification-Version: 1.0.1 
 
The following shows the response: 
 
HTTP/1.1 200 OK 
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
X-CDMI-Specification-Version: 1.0.1 
Content-Type: application/cdmi-object 
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{ 
"value" : "This is the Value of this Data Object", 
"mimetype" : "text/plain" 
} 
 
Example 4 
GET to the data object URI to read the first 11 bytes of the value of the data object: 
 
GET /Container/Object.txt?valuerange;value:0-9 HTTP/1.1 
Host: 10.0.0.45 
Accept: application/cdmi-object 
X-CDMI-Specification-Version: 1.0.1 
 
The following shows the response: 
 
HTTP/1.1 200 OK 
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
X-CDMI-Specification-Version: 1.0.1 
Content-Type: application/cdmi-object 
{ 
"valuerange" : "0-9", 
"value" : "VGhpcyBpcyB0aU=" 
} 
 

vi. Read a Data Object using a Non-CDMI Content Type 
 
Concept 
To read the value of an existing data object, the following request is performed: 
GET <root URI>/<Container>/<Object> 
 
where: 
<root URI> is the path to the CDMI cloud. 
<Container> is zero or more intermediate containers. 
<Object> is the name of the data object to be read from. 
 
Example 1 
GET to the data object URI to read the value of the data object: 
 
GET /Container/Object.txt HTTP/1.1 
Host: 10.0.0.45 
 
The following shows the response: 
 
HTTP/1.1 200 OK 
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
Content-Type: text/plain 
Content-Length: 37 
This is the Value of this Data Object 
 
Example 2 
GET to the data object URI to read the first 11 bytes of the value of the data object: 
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GET /Container/Object.txt HTTP/1.1 
Host: 10.0.0.45 
Range: bytes=0-6 
 
The following shows the response: 
 
HTTP/1.1 206 Partial Content 
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
Content-Type: text/plain 
Content-Range: bytes 0-10/37 
Content-Length: 7 
This is 
 
vii. Delete a Data Object using CDMI Content Type 
 
Concept 
To delete an existing data object, the following request shall be performed: 
DELETE <root URI>/<Container>/<Object> 
 
where: 
<root URI> is the path to the CDMI cloud. 
<Container> is zero or more intermediate containers. 
<Object> is the name of the data object to be deleted. 
 
Programming 
For deleting a data object a special function called deleteDataObjectRequestBegin() was 
implemented that is  called when GET method is accomplished by a client. The function is 
called in ProtocolRequestBegin() function of  the Compuverde’s written web server. 
Containers are deleted using Compuverde's file system functions in a file system.  Along with 
the data object, the metadata saved in the file system is deleted. The function generates HTTP 
replies according to the HTTP response status codes.  
 
Compuverde’s file system path function is initialized by two arguments, one of which is URI, 
then checking is accomplished whether the path to the container object exists or not. If it does 
not exist, status code 404 (Not Found) is generated and CDMIMethodType_Error is set to 
block the server from sending message body. If the path is found, 
path.GetParent(theParentINode) and Delete(theParentINode,name) are used to find the 
parent container Inode  marker and the name of the data object the parent container contains. 
After that the delete function Delete(theParentINode,name), that uses the parent Inode and 
the names as its arguments, is used. If the function did not return errors, the status code 204 
(No Content)  is returned, else status code 409 (Conflict) is returned saying that the object 
cannot be deleted, as well  CDMIMethodType_Error is set to block the server from sending 
message body. If the path is found, status code 200 (OK) is returned and the Inode marker is 
set as a global context variable for metadata usage purposes in different part of the 
programming code. 
 
For a non-CDMI case the same function is used. In the code special flags are implemented to 
indicate whether the object is created by CDMI or non-CDMI protocols; the flags block one 
implementation from the other to escape conflicts. The server responses are generated 
according to the HTTP response status code. 
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Example 
DELETE to the data object URI: 
 
DELETE /Container/Object.txt HTTP/1.1 
Host: 10.0.0.45 
X-CDMI-Specification-Version: 1.0.1 
 
The following shows the response: 
 
HTTP/1.1 204 No Content  
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
 

viii. Delete a Data Object using a Non-CDMI Content Type 
 
To delete an existing data object, the following request is performed: 
DELETE <root URI>/<Container>/<Object> 
 
where: 
<root URI> is the path to the CDMI data storage. 
<Container> is zero or more intermediate containers. 
<Object> is the name of the data object to be deleted. 
 
 
 
 
Example 
DELETE to the data object URI: 
 
DELETE /Container/Object.txt HTTP/1.1 
Host: 10.0.0.45 
 
The following shows the response: 
 
HTTP/1.1 204 No Content  
Server: cdmi 
Date: Sat Jun 30 11:30:54 2012 
 
 

d. Container Object Resource Operations 
 
Container objects are the fundamental grouping of stored data within CDMI and are 
analogous to directories or folders within a file system. Each container object has zero or 
more child objects, sub containers or folders and have standardized and optional metadata. 
The metadata is generated by the file system and specified by the storage system user. 
Containers are addressed in CDMI in two ways: 
by name: http://cloud.example.com/container/;  
by object ID: 
http://cloud.example.com/cdmi_objectid/0000706D0010B84FAD185C425D8B537E. 
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Container URIs consists of one or more container names that are separated by forward slashes 
("/") and end with a forward slash ("/").  
 
These container names starting with "cdmi_" are reserved for use by CDMI standard, and if 
an attempt is made to create or delete them, an HTTP 400 (Bad Request) result code is 
returned to the client.  
 
The reserved container names include:  
cdmi_objectid,  
cdmi_domains,  
cdmi_capabilities,  
cdmi_snapshots, and  
cdmi_versions.  
 

 

i. Create a Container Object using CDMI Content Type 
 
Concept 
To create a new container object, the following request is performed: 
PUT <root URI>/<Container/<SubContainer>/ 
 
where: 
<root URI> is the path to the CDMI cloud. 
<Container> is zero or more intermediate container objects that already exist, with one slash 
("/") between each pair of container object names. 
<SubContainer is the name specified for the container object to be created. 
 
 
Programming 
For creating a container object a special function called 
createUpdateContainerObjectRequestBegin() was  implemented that is called when PUT 
method is accomplished by a client.  The function is called in ProtocolRequestBegin() 
function of the Compuverde’s written web server. Containers are created using Compuverde’s 
file system functions in the file system. Along with the container, the metadata is sent as 
JSON string, and the time of a container creation and its size are saved in the file system. The 
function generates HTTP replies according to the HTTP response status codes.  
 
Compuverde’s file system path function is initialized by two arguments, one of which is URI. 
Then checking is accomplished whether the path to the container object exists or not. If it 
does not exist, (it proofs that the last part in the URI does not exist) path.GetCurrent() 
function returns the  Inode marker for the existing object in the path in the file system, 
path.GetRest() returns how many objects are  found on the path and the names of the objects 
not found. After that a condition checks, if the number of objects found is not equal to one, 
then the status code 400 (Bad Request) is set. If it is true, another condition makes sure that 
the  container object name does not start with cdmi_ prefix, otherwise status code 400 (Bad 
Request) returned; in the different  case, the container object is created.  
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In the case, if the path was found in the file system, the Inode marker is found for the last 
known object, GetPathInfo() function sets the node helper to give information whether this is 
the path to a container or  not. If it turns out to be a container object, updating of metadata is 
made, otherwise, status code 409 (Conflict) is returned. CDMIMethodType_Error type flag 
setting is needed to block the response body message from the server in ResponseBegin() 
function.  
 
For a non-CDMI case the same function is used. In the code special flags are implemented to 
indicate whether the object is created by CDMI or non-CDMI protocols; the flags block one 
implementation from the other to escape conflicts. The server responses are generated 
according to the HTTP response status code. 
 
Example 
PUT to the URI the container object name and metadata: 
 
PUT /Container/HTTP/1.1 
Host: 10.0.0.45 
Accept: application/cdmi-container 
Content-Type: application/cdmi-container 
X-CDMI-Specification-Version: 1.0.1 
{ 
"metadata" : { 
} 
}  
 
The following shows the response: 
 
HTTP/1.1 201 Created 
Server: cdmi 
Date: Sat Jun 30 15:19:03 2012 
X-CDMI-Specification-Version: 1.0.1 
Content-Type: application/cdmi-container 
{ 
"objectType" : "application/cdmi-container", 
"objectID" : "0000706D0010B84FAD185C425D8B537E", 
"objectName" : "Container/", 
"parentURI" : "/", 
"parentID" : "00007E7F0010128E42D87EE34F5A6560",  
"domainURI" : "/cdmi_domains/MyDomain/", 
"capabilitiesURI" : "/cdmi_capabilities/container/", 
"completionStatus" : "Complete", 
"metadata" : { 
}, 
"childrenrange" : "", 
"children" : [ 
] 
} 
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ii. Create a Container Object using a Non-CDMI Content Type 
 
Concept 
To create a new container object, the following request is performed: 
PUT <root URI>/<Container>/<SubContainer>/ 
 
where: 
<root URI> is the path to the CDMI cloud. 
<Container> is zero or more intermediate container objects that already exist, with one slash 
("/") between each pair of container object names. 
<SubContainer> is the name specified for the container object to be created. 
 
The presence of a trailing slash at the end of the HTTP PUT URI indicates that a container 
object is being created and distinguishes it from a request to create a data object. 
 
Example 
PUT to the URI the container object name: 
 
PUT /MyContainer/ HTTP/1.1 
Host: 10.0.0.45 
 
The following shows the response: 
 
HTTP/1.1 201 Created 
Server: cdmi 
Date: Sat Jun 30 15:19:03 2012 
 

iii. Update a Container Object using CDMI Content Type 

 

Concept 
To update some or all fields in an existing container object, the following request is 
performed: 
PUT <root URI>/<Container>/<TheContainer>/ 
To add, update, and remove specific metadata items of an existing container object, the 
following request shall be performed: 
PUT <root URI>/<Container>/<TheContainer>/?metadata:<metadataname>;... 
Where: 
<root URI> is the path to the CDMI cloud. 
<Container> is zero or more intermediate container objects. 
<TheContainer> is the name of the container object to be updated. 
 
Example 
PUT to the container object URI to set new field values: 
 
PUT /Container/ HTTP/1.1 
Host: 10.0.0.45 
Content-Type: application/cdmi-container 
X-CDMI-Specification-Version: 1.0.1 
{ 
"metadata" : { 
}  
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} 
 
The following shows the response: 
 
HTTP/1.1 204 No Content 
 
 

iv. Read a Container Object using CDMI Content Type 
 
Concept 
To read all fields from an existing container object, the following request is performed: 
GET <root URI>/<Container>/<TheContainer>/ 
To read one or more requested fields from an existing container object, one of the following 
requests shall be performed: 
GET <root URI>/<Container>/<TheContainer>/?<fieldname>;<fieldname>;... 
GET <root URI>/<Container>/<TheContainer>/?children:<range>;... 
GET <root URI>/<Container>/<TheContainer>/?metadata:<prefix>;... 
 
where: 
<root URI> is the path to the CDMI cloud. 
<Container> is zero or more intermediate container objects. 
<TheContainer> is the name specified for the container object to be read from. 
<fieldname> is the name of a field. 
<range> is a numeric range within the list of children. 
<prefix> is a matching prefix that returns all metadata items that start with the prefix value. 
 
Programming 
For reading a container object a special function called 
readContainerObjectRequestBegin() was implemented that  is called when GET method is 
accomplished by a client. The function is called in ProtocolRequestBegin() function  of the 
Compuverde’s written web server. The metadata is sent as JSON string as well as time of 
container creation and its size. The function generates HTTP replies according to the HTTP 
response status codes.  
 
Compuverde’s file system path function is initialized by two arguments, one of which is a 
URI, then checking is accomplished whether the path to the container object exists or not. If it 
does not exist, status code 404 (Not Found) is generated and CDMIMethodType_Error is 
set to block the server from sending message body. If the path is found, status code 200 (OK) 
is returned and Inode marker is set as a global context variable for metadata usage purposes in 
a different part of the programming code. CDMIMethodType_Error type flag setting is 
needed to block the response body message from the server in  ResponseBegin() function.  
 
For a non-CDMI case the same function is used. In the code special flags are implemented to 
indicate whether the object is created by CDMI or non-CDMI protocols; the flags block one 
implementation from the other to escape conflicts. The server responses are generated 
according to the Response Status table. 
 
Example  
GET to the container object URI to read all the fields of the container object: 
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GET /Container/HTTP/1.1 
Host: 10.0.0.45 
Accept: application/cdmi-container 
X-CDMI-Specification-Version: 1.0.1 
 
The following shows the response: 
 
HTTP/1.1 200 OK 
Server: cdmi 
Date: Sat Jun 30 15:19:03 2012 
X-CDMI-Specification-Version: 1.0.1 
Content-Type: application/cdmi-container 
{ 
"objectType" : "application/cdmi-container", 
"objectID" : "0000706D0010B84FAD185C425D8B537E", 
"objectName" : "Container/", 
"parentURI" : "/", 
"parentID" : "00007E7F0010128E42D87EE34F5A6560", 
"domainURI" : "/cdmi_domains/MyDomain/", 
"capabilitiesURI" : "/cdmi_capabilities/container/", 
"completionStatus" : "Complete", 
"metadata" : { 
}, 
"childrenrange" : "0-3", 
"children" : [ 
"red", 
"green", 
"orange/", 
"purple/"  
]  
} 
} 
 
 
 

v. Delete a Container Object using CDMI Content Type 
 
Concept 
To delete an existing container object, including all contained children and snapshots, the 
following request is performed: 
DELETE <root URI>/<Container>/<TheContainer>/  
 
where: 
<root URI> is the path to the CDMI cloud. 
<Container> is zero or more intermediate container objects. 
<TheContainer> is the name of the container object to be deleted. 
 
 
Programming 
For deleting a container object a special function called 
deleteContainerObjectRequestBegin() was implemented  that is called when GET method 
is accomplished by a client. The function is called in ProtocolRequestBegin()  function of 
the Compuverde’s written web server. Containers are deleted using Compuverde's file system 
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functions in the file system. Along with the container, the metadata saved in the file system is 
deleted. The function generates HTTP replies according to the HTTP response status codes.  
Compuverde’s file system path function is initialized by two arguments, one of which is a 
URI, then checking is accomplished whether the path to the container object exists or not. If it 
does not exist, status code 404 (Not Found) is generated and CDMIMethodType_Error is 
set to block the server from sending message body. If path is found, 
path.GetParent(theParentINode) and Delete(theParentINode,name) are used to find 
parent container Inode  marker and the name of the last sub container the parent container 
contains. Specification states that container  object name starting with cdmi_ prefix cannot be 
deleted, so our code flow does the same checking before  deleting, if it is true, the status code 
400 (Bad Request), bad request is generated. After that delete function is used that uses the 
parent Inode and the names as its arguments. If the function did not return errors, the status 
code 204 (No Content) is returned, else status code 409 (Conflict) is returned saying that the 
object cannot be deleted, as well  CDMIMethodType_Error is set to block the server from 
sending message body. If path is found, status code 200 (OK) is returned and Inode marker is 
set as a global context variable for metadata usage purposes in different part of the 
programming code. 
 
For a non-CDMI case the same function is used. In the code special flags are implemented to 
indicate whether the object is created by CDMI or non-CDMI protocols; the flags block one 
implementation from the other to escape conflicts. The server responses are generated 
according to the Response Status table. 
 
Example 
 
DELETE to the container object URI: 
 
DELETE /Container/ HTTP/1.1 
Host: 10.0.0.45 
X-CDMI-Specification-Version: 1.0.1 
 
The following shows the response: 
 
HTTP/1.1 204 No Content 
Server: cdmi 
Date: Sat Jun 30 15:19:03 2012 
 

vi. Delete a Container Object using a Non-CDMI Content Type 
 
Concept 
To delete an existing container object, including all contained children and snapshots, the 
following request shall be performed: 
DELETE <root URI>/<Container>/<TheContainer>/  
 
where: 
<root URI> is the path to the CDMI cloud. 
<Container> is zero or more intermediate container objects. 
<TheContainer> is the name of the container object to be deleted. 
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Example 
DELETE to the container object URI: 
 
DELETE /Container/ HTTP/1.1 
Host: 10.0.0.45 
 
The following shows the response: 
 
HTTP/1.1 204 No Content 
Server: cdmi 
Date: Sat Jun 30 15:19:03 2012 
 
 
 

e. Capability Object Resource Operations 
 
Concept 
Capability allows CDMI client to discover what CDMI features are implemented by a CDMI 
provider.  Capabilities are starting with "cdmi_" prefix. 
In the current work 3 subsets of capabilities were implemented for domain, container and data 
objects. Capabilities are static and hard coded as JSON replies available at the service without 
user authorization at: 
/cdmi_capabilities/domain/ 
/cdmi_capabilities/container/ 
/cdmi_capabilities/dataobject/ 
 
The following capabilities were enabled: system wide capabilities, capabilities for data 
objects, capabilities for containers, capabilities for domain objects, storage system metadata 
capabilities that are returned as metadata data. 
 
 

i. Read a Capabilities Object using CDMI Content Type 
 
To read all fields from an existing capability object, the following request is performed: 
GET <root URI>/cdmi_capabilities/<Capability>/<TheCapability>/ 
To read one or more requested fields from an existing capability object, one of the following 
requests is performed: 
 
GET<rootURI>/cdmi_capabilities/<Capability>/<TheCapability>/?<fieldname>;<fieldname> 
GET <root URI>/cdmi_capabilities/<Capability>/<TheCapability>/?children:<range> 
 
where: 
<root URI> is the path to the CDMI data storage. 
<Capability> is zero or more intermediate capabilities containers. 
<TheCapability> is the name specified for the capabilities to be read from. 
<fieldname> is the name of a field. 
<range> is a numeric range within the list of children. 
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Example 1 
GET to the root container capabilities URI to read all fields of the container: 
 
GET /cdmi_capabilities/ HTTP/1.1 
Host: 10.0.0.45 
Accept: application/cdmi-capability 
X-CDMI-Specification-Version: 1.0.1 
 
The following shows the response: 
 
HTTP/1.1 200 OK 
Server: cdmi 
Date: Sun Jul 01 12:36:42 2012 
X-CDMI-Specification-Version: 1.0.1 
Content-Type: application/cdmi-capability 
{ 
   "objectType" : "application/cdmi-capability", 
   "objectID" : "00007E7F00104BE66AB53A9572F9F51E", 
   "objectName" : "cdmi_capabilities/", 
   "parentURI" : "/", 
   "parentID" : "00007E7F0010128E42D87EE34F5A6560", 
   "capabilities" : { 
       "cdmi_domains" : "true", 
       "cdmi_query" : "true", 
       "cdmi_metadata_maxsize" : "16384", 
        "cdmi_metadata_maxitems" : "256" 
   }, 
   "childrenrange" : "0-2", 
   "children" : [ 
       "domain/", 
       "container/", 
       "dataobject/" 
   ] 
} 
 
Example 2 
GET to the root container capabilities URI to read the capabilities and children of the 
container: 
 
GET /cdmi_capabilities/?capabilities;children HTTP/1.1 
Host: 10.0.0.45 
Accept: application/cdmi-capability 
X-CDMI-Specification-Version: 1.0.1 
 
The following shows the response: 
 
HTTP/1.1 200 OK 
Server: cdmi 
Date: Sun Jul 01 12:36:42 2012 
X-CDMI-Specification-Version: 1.0.1 
Content-Type: application/cdmi-capability 
  
{ 
   "capabilities" : { 
       "cdmi_domains" : "true", 
       "cdmi_query" : "true", 
       "cdmi_metadata_maxsize" : "16384", 
        "cdmi_metadata_maxitems" : "256" 
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   }, 
   "children" : [ 
       "domain/", 
       "container/", 
       "dataobject/" 
   ] 
} 
 
Example 3 
GET to the root container capabilities URI to read the first two children of the container: 
 
GET /cdmi_capabilities/?childrenrange;children:0-1 HTTP/1.1 
Host: cloud.example.com 
Accept: application/cdmi-capability 
X-CDMI-Specification-Version: 1.0.1 
 
The following shows the response: 
 
HTTP/1.1 200 OK 
Content-Type: application/cdmi-capability 
Server: cdmi\r\n 
Date: Sun Jul 01 12:36:42 2012 
X-CDMI-Specification-Version: 1.0.1 
Content-Type: application/cdmi-capability 
  
{ 
   "childrenrange" : "0-1", 
   "children" : [ 
       "domain/", 
        "container/" 
   ] 
} 
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10. Conclusion 
 

 
Apart from one limitation that is to be removed in future, Compuverde’s data storage is now 
enabled to an adequate level to support, both cloud storage protocols; OpenStack and CDMI. 
The only limitation we have had during our project is that we could not find a suitable C++ 
library for JSON that could work for CDMI in the way we want. So, we selected one 
temporary solution by using RapidJSON C++ library which will support CDMI with limited 
capabilities. After developing OpenStack we tested it using Cloudberry OpenStack Client, and 
we found out that our work is absolutely compatible with Cloudberry. But for CDMI, we 
could not find any fully functional client as it is still very new, and no client is yet readily 
available. So, the work we did for CDMI is yet to be proved a success. Except these issues, 
we were successful in obtaining our goals in this project. While being successful, we are also 
happy with the amount of new concepts and techniques we have learned in doing this project. 
We came to know about Cloud storage, its protocols and about web servers and how web 
servers play a major role in modern internet. In implementation of OpenStack and CDMI we 
also learned new ways of programming in C++. As we did our project in Compuverde, at their 
working environment, we also got a taste professional industrial experience.  
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