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Abstract

With more and more open systems connected to the Internet security is
perhaps the most important attribute of modern software systems. A large
problem when creating secure systems is developers misunderstanding or
incorrectly assuming how objects behave. In this paper I describe how such
incorrect assumption can result in large problems in software systems, under
which conditions these problems typically appear and a method that can be
used to reduce the number of software defects caused by incorrect
assumption.

Keywords: Secure Systems, Assumption of Properties, Security
Engineering
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1 Introduction
There are many aspects of security and protection in a modern software system. 
System security at one level may deal with how the fine-grained access control sys-
tem should be implemented so that customers can enforce their security policies. 
System protection at another level may deal with how to restrict error propagation 
in the system so that if one part encounters a fatal error the other parts can continue 
without too much problem.

System protection is an important and large topic for software designers as there are 
security and protection aspects at almost all stages of software development. The 
security issues at different stages in the development process differ in how they 
affect the system and which consequences a possible break in the security may 
have. One of the most common reasons for protection defects are developers mis-
understanding a shared interface between two or more components. These inter-
faces may be at any stage of the development; a developer misunderstanding the 
requirement specification at a high level and a programmer misunderstanding the 
side-effects of an API call at a lower level, can both result in serious protection 
flaws in the final system.

There are several methods used to reduce the risk of developers misunderstanding 
shared interfaces. Some of these methods are used to reduce this risk at a high level, 
such as at requirement specification, while others are designed to aid developers 
while implementing the software. One of these lower-level techniques used in sev-
eral large software projects is Portable Runtime Layers.

Portable Runtime Layers
A Portable Runtime Layer is a software abstraction layer used in many systems to 
abstract, smoothen out the differences, in the underlaying software, often the oper-
ating system. Some systems extend their use of a Portable Runtime Layer and 
include commonly used algorithms and data structures et cetera.

As indicated by its name one of the main reasons for using a Portable Runtime 
Layer is to place unportable, operating system dependant, code at one place making 
the rest of the system free from such couplings. The purpose of this decoupling is to 
make the system easier to run and maintain on several platforms.

Software Affordances
When you see an object you may expect it to have certain interfaces. For example 
when you see a door with a handle you may expect the door to open when you press 
the handle. You expect the door to have this property, or interface, not because you 
have used this door before, but because you have used other, similar, doors before 
which have behaved in this way. When you see a door you feel it has the affordance 
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of being “openable” and you know how to use this interface as you assume it is 
opened in the same way as other doors.

The concept of affordances can be extended into the software engineering field too. 
When you use a API call “DuplicateString” you may expect that your string should 
be duplicated and two identical strings should exist. You may also expect this to 
happen independent of the contents of the original string and you may expect that 
modifying one copy of the string does not modify the other. Hopefully are all these 
properties documented somewhere, but not all hidden assumptions are documented. 
We tend to assume how things will behave based on our previous experience and by 
simple ad-hoc testing and draw general conclusions and assumptions from this.

A Security Engineering Approach
System security and protection is not a functionality-oriented discipline. It is not an 
easy task to point out exactly which parts of a system that contain “security”, nor is 
it easy to add the feature “security” to an already existing system. Many complex 
decisions of how, and in which ways, a system should be protected must be taken 
during the development process to create a system with a good working protection. 

The Security Engineering discipline includes the discipline of engineering secure 
systems, which in turn includes construction of system protection. There are many 
ways in which software protection can be constructed, depending on the type of 
protection needed and the type of system being designed. In this paper I will 
present the concept of unwanted hidden system affordances and a method that can 
be used to reduce the problems related to these. This method should be seen in the 
context of security engineering - in this case security as an important part of soft-
ware engineering and not as a software protection panacea.

Protection of System Affordances
A great majority of software systems depend on other software at a lower level, 
typically at least an operating system. The software system is dependant of how this 
lower-level software behave. When developing software systems some assump-
tions, or expected affordances, are done on the operating system and other software 
of which the system is dependant. Some of these affordances may be valid and cor-
rect while others may not. Some affordances may be met only under certain operat-
ing environments, and some affordances may stop being met as they were 
considered defects and removed in newer versions of the software. 

In this paper I will show examples of common software affordances, how incorrect 
assumptions on software has caused protection breaches and how the use of a Por-
table Runtime Layer can affect unwanted hidden system affordances and thereby 
reduce the number of protection defects in software.

Paper Layout
In this paper I present the concept of software affordances and why these are so 
problematic in software (“Software Affordances” on page 8), what a Portable Runt-
ime Layer is and how the use of one can reduce the number of unwanted system 
affordances (“Portable Runtime Layers” on page 15) and a case study of a Portable 
Runtime Layer used in a large open source project “Case Study of a Portable Runt-
ime - APR” on page 18).
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2 Software Affordances
When you see an object you may expect it to have certain interfaces. For example, 
when you see a door with a handle you expect the door to open if you press the han-
dle. You expect the door to have this property, or interface, not because you have 
used this door before, but because you have used other, similar, doors before which 
have behaved in this way. 

We use objects by their affordance in our every-day life, usually without reflecting 
too much over the fact that we are assuming interfaces or properties of objects 
which may never have used before. These assumptions are usually to our advan-
tage, we know how to use objects instinctively. Occasionally, however, we find out 
that an object did not have the interface we expected. For example, I was very per-
plexed the first time I found a door with a round knob which I was suppose to twist, 
as I had only seen handles which one is supposed to press before. 

We make assumptions on interfaces around us all the time; it may be as simple as 
how to open a door, but often we make more complex assumptions as well. When 
implementing a program in a modern programming language developers may 
assume from previous experience how certain artifacts behave. For example the if 
and case language constructs behave in the same way, or almost in the same way, 
in C, C++, Java and in many other languages. A developer who knows C++ may 
assume he also know how the if construct works in Java and hence uses it as he 
would in C++. The Java and C++ language have very similar syntax which makes it 
easy for a C++ programmer to learn how to write Java code. This reuse of devel-
oper knowledge in language syntax is an example of positive software affordances. 
The time needed for a developer to learn Java, if he already knows C++, is shorter 
than it would have been if the syntax of the Java language would have been more 
different from that of C++.

Low-level implementation details such as language syntax is not the only aspect of 
software engineering where developers may have expectations. On a higher level, 
such as when using an API call, a developer will likely presume a symmetry 
between the name and the functionality of a method.

The fact that we rely on affordances are usually good for us; we know how to open 
a door based on previous experience and we can easily learn new programming lan-
guages which are similar to ones we already know. However, sometimes our expec-
tations of how objects are suppose to work are not met. We find a door where we 
are supposed to turn a knob rather than press a handle or we find a software inter-
face which does not work as expected.

The consequence of incorrect assumptions on software interfaces may differ signif-
icantly from the consequences other incorrect assumptions. If a developer fail to 
open a door because he’s not used to knobs but only to handles he will hopefully 
figure out how to use the new interface after a short while, but if the same devel-
oper misunderstand how a software interface should be used, it is not necessarily 
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Unwanted Software Affordances
discovered at once and may not show until much later and only on some platforms 
in combination with other errors.

2.1 Unwanted Software Affordances

As we make assumptions on how a great variety objects around us behave there are 
also a great number of assumptions that may be wrong. This holds for the software 
domain too; an incorrect assumption made by a designer on how the system will be 
implemented may have fatal implications for the software project, and an incorrect 
assumption by a developer on how the underlaying security API is constructed may 
render the resulting program completely useless.

I have examined some incidents where incorrect assumptions in software develop-
ment has led to severe security breaches. I will describe the exact conditions later 
(in section 2.2). After examining the problems which led to the security breaches I 
have found conditions which I consider substantially contributed to the misunder-
stood affordances.

Heterogeneous environments
When a system must run in several environments which may differ at some points 
it’s difficult for a developer to know exactly what to expect of the environment. 
This is typically the case when developing software for a variety of Unix-like oper-
ating systems. A common problem under these operating systems are small differ-
ences in the implementation of certain interfaces (such as the implementation of 
pipes where 4.4BSD derived systems typically have bidirectional pipes but Sys-
temV and Linux systems typically have unidirectional). At a first glance the sys-
tems may seem to behave identical but the large number of small differences can be 
problematic in many systems. There are several books which describe these small 
but potentiality important differences in different Unix systems.[4] 

This type of small differences are present in other operating systems as well. For 
example, in the Windows family of operating systems there are several independent 
implementations of the application programmers interface (Win32 API) which all 
contain their small differences respectively. The API implementation used in the 
Windows NT family differ from the one used in Windows 95, 98 and ME, which in 
turn differ from the implementation used in Windows CE based systems. The dif-
ferences in these implementations combined with a number of releases of each 
operating system, i.e. Windows NT4, Windows 2000 and Windows XP, which all 
use the same API implementation, but in different versions give a large matrix of 
unique implementations. 

If a system is dependant of third party libraries the number of different versions for 
each library in combination with that libraries internal dependencies can further 
increase the number of differences in environment in which a system execute. 

Due to all these factors which contribute to the environment is not uncommon for a 
system to execute in a heterogeneous environment even if the system was designed 
for a single environment only.

Modified adjacent software
Almost all software is to some extent dependant on other software such as an oper-
ating system or third party libraries. When developing the software some assump-
tions were made, perhaps the assumptions were based only upon documented 
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Unwanted Software Affordances
behavior in the adjacent software, but perhaps some assumptions were based on 
non-documented features as well. When the adjacent software is modified (for 
example when bug-fixes are submitted) its external behavior may change, which in 
turn may lead to a problem similar to that with heterogeneous environments; the 
adjacent software no longer works as the system developer thought. This closely 
relates to the problem with heterogeneous environments as the environment in 
which the application is executed is modified.

Complex interfaces
As software communicate through interfaces with other software, these interfaces 
are very important for the function of a system. An interface can be a call to the 
operating system but it can also be a network protocol used to communicate with 
other pieces of software in a distributed system. If a developer misunderstands or 
incorrectly assume how an interface work or the possible side effects of using an 
interface it may result in protection problems in the produced software. A typical 
case, which I will describe in more detail later (in section “ Internet Information 
Server ::$DATA Vulnerability”), was a problem with the file system in Windows 
NT. The developers of a web server did not fully understand how the meta charac-
ters used in the file system were used which led to a security breach.

Changed field of application
As previously discussed a developer typically make assumptions on the environ-
ment in which the system he is developing will be executed. If this environment is 
changed there may be security consequences for the system. The same problem can 
arise when a system itself is modified. There may be assumptions in parts of the 
system which no longer are valid which may affect the system protection. Some 
systems originally designed as single user systems have rather poor security due to 
the fact that security and protection was considered unneeded when the system was 
designed, however when the system later was modified to support multiple users 
these assumptions were no longer correct which caused protection problems.

In “Computer Security” Dieter Gollmann writes: [8]

Change is one of the biggest enemies of security. You change a part of the system. You might be 
aware of the security implications of the change and still get it wrong. Even worse, you may feel 
that the change has nothing to do with security only to wake up to an unpleasant surprise.

By changing significant parts of a system there is a great risk that some property 
relating to system protection is changed, or that some assumption of security no 
longer holds true.
10



Examples of how Unintended Affordances have affected System Protection
2.2 Examples of how Unintended Affordances 
have affected System Protection

I have studied incidents where misunderstood affordances has led to security or 
protection related problems. Some affordance problems still exist several years 
after they were discovered and are very hard to fix while others could be fixed 
almost immediately. In this report I present three problems which relate to different 
protection attributes but all has software affordances in common.

Internet Information Server ::$DATA Vulnerability
Microsoft’s Internet Information Server, IIS, has a long history of protection related 
problems. A search in Security Focus BugTraq database [5] yielded over 500 
results and a similar search in the CERT vulnerability database [6] yielded 77 dis-
tinct vulnerabilities. One of the more interesting security breaches in IIS, usually 
referred to as the “::$DATA” breach, had to do with a complex file system interface 
and canonization of URLs. More information on this vulnerability and a longer dis-
cussion can be found in [9].

Internet Information Server offers dynamic server pages, i.e. pages that contain a 
combination of HTML data and script code. When a dynamic page is requested by 
a client the server executes the script parts of the document and sends the HTML 
data plus any output generated by the script back to the client. Dynamic web pages 
are often used to present information from a data base in a web-friendly format and 
to generate pages where the content is dependant of user settings, such as a search 
page. As the files are interpreted by the server and should never be sent to a client 
as-is many developers placed sensitive data such as database passwords et cetera in 
the script-parts of these files.

Dynamic web pages require more server resources than ordinary, static, web pages 
which are sent to the client as-is. For performance reasons IIS required that 
dynamic web pages had a file name ending in “.asp” and it only scanned files with 
this extension for script elements. Files with other extensions were sent to the client 
as-is.

To understand the complexity of the file system interface and why the security 
breach occurred a short background on the file system is needed. The IIS server 
runs on Microsoft’s Windows NT operating system. Windows NT support a few 
different file systems, but the de facto file system used is NTFS. NTFS is a complex 
file system developed by Microsoft specifically for Windows NT. One feature 
offered by NTFS is multiple file streams, meaning that a single file can have sev-
eral, independent, content streams. To indicate which stream to open the reserved 
character colon (:) is used in the file path. For example, to open the default stream 
in the file “c:\foo.txt” the path would be “c:\foo.txt” and to open the stream “sec-
ond” in the same file the path would be “c:\foo.txt:second”. In addition to support-
ing multiple streams in a single file each stream has an associated data type. To 
indicate which data type a file stream has a second colon and the type of stream is 
used in the path. The type of a normal data stream is called “$DATA”. To access the 
stream “second” of type “$DATA” in foo.txt the path is “c:\foo.txt:second:$DATA” 
and to access the default stream and explicitly specify its type to “$DATA” the 
same file the path would be “c:\foo.txt::$DATA”.

Now back to the web server: To determine which file a client is requesting Internet 
Information Server maps the last part of the URL to a location in the file system. If 
the root for the web server is “c:\webroot” and a client requests “/scripts/test.asp” 
IIS will look for the file “c:\webroot\scripts\test.asp”. If this file exist IIS will send 
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Examples of how Unintended Affordances have affected System Protection
it to the client. As previously described IIS must determine if the file should be sent 
as-is to the client or interpreted as a dynamic page, and to determine this the last 
part of the path (after the last dot) is inspected.

The vulnerability is exposed when we combine the flexible behavior of the file sys-
tem with the way in which IIS determines if a file represents dynamic or static con-
tent. By requesting a dynamic page with a full file stream specification, such as “/
scripts/test.asp::$DATA”, IIS failed to determine that the file represented a dynamic 
web page, but the underlaying file system successfully retrieved the data which IIS 
sent as-is (i.e. the source code to the scripts rather than the output from the scripts) 
to the client.

This vulnerability is an example of how a complex interface to the file system in 
combination with a bad parameter canonization led to unexpected and unwanted 
behavior. If the file system had used a simpler interface in programs which did not 
use the multiple file stream support (almost no programs use this) the complex 
interface could have been simplified and mistakes like this one had been avoided.

Apache Web Server on Case-insensitive Mac OS X File System
The Apache web server is a web server similar to the Internet Information Server 
but originally developed for Unix-like platforms, and with a significantly shorter 
list of known security issues. However one of the vulnerabilities that has been dis-
covered was related to unwanted software affordances.

The Apache web server has a security system where an administrator can define 
which clients that are allowed to access a set of documents. For example, an admin-
istrator may wish to allow all clients to access general company information in the 
directory “public” but only some clients to access data in the directory “reports”. 
These access settings are configured on a per-directory basis in the global configu-
ration file or in a special file for the specific directory. A typical access rule looks 
like:

<Location /reports>
Order allow,deny
Allow from .customer.com
Deny from all
</Location>

To determine if a client should be granted access to a document the URL is checked 
against Location-entries and when an entry matching the URL is found the corre-
sponding Allow and Deny clauses are checked. In the example above the rule will 
allow access to the “/reports” directory to clients from “.customer.com” only.

/scripts/test.asp::$DATA

c:\webroot\scripts\test.asp::$DATA

Original URI

Canonized path

Internet Information Server

c:\webroot\scripts\test.asp::$DATA

c:\webroot\scripts\test.asp

Raw path

Real path to file

File system (NTFS)

Security check is done against
this path. The path does not end
with .asp, and the file is sent  as-

is

This is the path to the file which the
file system will find after further

canonization. The ::$DATA is silently
ignored
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Examples of how Unintended Affordances have affected System Protection
The Apache web server was originally developed for Unix-like operating systems. 
A property common to all traditional Unix-like systems is that the file system is 
case-sensitive, i.e. the file “Foo.text” is different from “foo.text”. Mac OSX is a 
Unix-like system based on the Mach and FreeBSD operating systems, but is typi-
cally installed with a file system which is not case-sensitive meaning that 
“Foo.text” is identical to “foo.text”.

The access verification code in Apache was written assuming that the underlaying 
file system was case-sensitive and MacOS using a case-insensitive file system led 
to a security breach. When a client requested the URL “/reports/sample.html” 
Apache successfully verified that the client was authorized to access the document 
before sending it. If the client instead requested “/Reports/sample.html” Apache did 
not find a matching rule for access verification but the file system found the same 
file (“/reports/sample.html”) which was sent to the client.

In this case the main problem is the heterogeneous environments in which Apache 
executed and the incorrectly assumed interface. It could also be seen as a case of 
modified adjacent software where the software would be the operating system.

Turning Unix into a multi-user system
The Unix operating system was originally designed to be a single-user Multics. As 
the system evolved it was used as a multi user system in computer science laborato-
ries, to which only trusted personnel had access. In this environment the main pur-
pose for system protection was to correct user and program mistakes to prevent 
unintentional operations, such as overwriting another users file. There was no need 
for a sophisticated security model as the system was used only by people who 
trusted each other, much like sharing a PC computer in a family.

At this time most networked Unix computers were on trusted local or wide area net-
works and there was little need for protection. Today many Unix systems function 
as servers on the Internet, a network where no trust between users can be assumed.

In “Security Engineering”, Ross Anderson writes: [7]

But Unix security became a classic “success disaster.” Unix was repeatedly extended without proper 
consideration being given to how the protection mechanisms also needed to be extended. The Ber-
keley extensions (rsh, rhosts, etc.) were based on an extension from a single machine to a net-
work of machines that were all on one LAN and under one management. Mechanisms such as rhosts 
were based on a tuple (username,hostname) rather than just a user name, and saw the beginning of 
the transfer of trust.

The protocols used for remote access to Unix computers has changed since these 
early days and although rsh can still be used most system administrators use the 
more secure alternative ssh. The basic Unix security model has not changed much, 
and is rather primitive in comparison to many other operating systems designed 
both before and after it.

This is an example of how a system has changed over time without the security 
model being updated to reflect the changes. Today many Unix-derived operating 
systems have a reputation of good protection, much due to several independent 
code reviews and a simple programming model used, but the security properties are 
still the same.
13



Handling Unwanted Software Affordances
2.3 Handling Unwanted Software Affordances

There is no single method that can be used to eliminate all problems which origi-
nate from two persons misunderstanding each other. Different methods are used for 
different types of misunderstandings; a more formal language can be useful for 
some communication, a mathematical description may clarify some problems, and 
yet other methods may prove useful in other situations.

Many affordance problems which relate to software protection occur at a low level 
of the system. A typical such error is a developer misunderstanding the interface to 
the operating system (API). Although these problems occur at this low level they 
can severely affect the system protection at a whole, perhaps even render the sys-
tem useless. 

One method that can be used to reduce the number of affordance problems at this 
low level is the use of a Portable Runtime Layer. By using such a layer system 
developers are provided a single, portable, interface to adjacent software compo-
nents. In the next sections I discuss how the use of a Portable Runtime Layer can 
affect system protection, and present a study of the Apache Portable Runtime, a 
runtime layer used in several open source projects today.
14



3 Portable Runtime Layers
A Portable Runtime Layer is a software abstraction layer used in many systems to 
abstract, i.e. smoothen out the differences, in the underlaying software, often the 
operating system, or other third-party software of which the system is dependent.

One of the main reasons for using a portability layer is, as the name imply, 
decreased direct dependencies to third-party software and hence an increased level 
of portability in heterogeneous environments. Using Portable Runtime Layers can 
also affect system protection by reducing many unwanted, hidden, system affor-
dances.

The use of a Portable Runtime Layer can help system developers as many platform 
dependant problems can be removed from the system code, and by providing 
stricter interfaces which make it harder to use an interface in an undesired way.

3.1 A Typical Layout of a Portable Runtime 
Layer

A Portable Runtime Layer typically provides at least two different types of ser-
vices. The first service is a consistent programming interface (API) for system 
developers to use. This API smoothens out and abstracts differences in adjacent 
third party software such as the operating system. A Portable Runtime can place 
restrictions on how an interface may be used, that are harder than the restrictions set 
by the operating system. This is typically done to force system developers to use 
the interface in a more portable way or in a way known not to cause problems.

The second type of service typically provided are high-level tools for the system 
developers. These tools are provided to relieve system developers from re-imple-
menting algorithms and data containers which can be shared between many 
projects. Algorithmic and data container code is often highly portable as it uses few 
and portable interfaces to other software, and are therefore suitable for sharing 
between different projects. I will, however, focus mainly on the first type of service 
in this report although both types may affect system protection by reducing 
unwanted hidden affordances.

Abstracting differences
There are differences in how different operating systems implement certain features 
which a system is dependant of. Sometimes these differences are rather small and 
can safely be ignored by a system developer. However, in many cases differences in 
how operating systems, or other software of which the system is dependant, behave 
can be crucial to the function of a system. A Portable Runtime Layer wraps around 
15



Using a Portable Runtime Layer for Reducing Unwanted Software Affordances
the operating system and other third party software whose behavior may differ and 
provide a common interface to these components for the rest of the system.

The Portable Runtime Layer give the system developers a consistent and operating 
system independent API (marked Interface A) which is typically very well defined 
in comparison to lower-level interfaces which differ much between different plat-
forms.

At the other end the Portable Runtime has to deal with different operating systems 
and how to handle the differences between different implementations. This inter-
face (marked Interface B) is typically very well defined for each system on which 
the portable runtime works, but differ between the different systems.

To handle the differences in environment a Portable Runtime Layer typically con-
sist of several small parts which are bond together in a specific way for each plat-
form. For example some parts of the Apache Portable Runtime, which I will 
describe in greater detail later, are primarily divided into operating system families, 
then specific parts implemented for each operating system in the family, and some 
parts even differently implemented for different operating systems in the same fam-
ily. The decision of how the layer should be bond together is made when the library 
is compiled for a specific platform and is determined by the results of several small 
test programs. This layout give the runtime developers much freedom in modifying 
internal parts of the library such as providing support for new platforms.

3.2 Using a Portable Runtime Layer for 
Reducing Unwanted Software Affordances

By using a Portable Runtime Layer the system developers have a tool with which 
they can attack some of the problems related to unwanted system affordances. By 
tackling each of the conditions previously identified which contribute to unwanted 
system affordances the number of unwanted, hidden, system affordances can be 
reduced. So let’s revisit the conditions which contribute to unwanted system affor-
dances and see how the use of a Portable Runtime Layer could reduce the prob-
lems.

Heterogeneous environments
Many of the affordance problems that relate to heterogeneous environments can be 
eliminated or at least reduced to some extent with the use of a Portable Runtime 
Layer. One of the most common problems which relate to heterogeneous environ-
ments is that a developer misunderstands how a interface is implemented for a spe-

Operating System

Portable Runtime

Other system
component

Other system
component

Other system
component

Interface A

Interface B

Third Party Libraries

System
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Using a Portable Runtime Layer for Reducing Unwanted Software Affordances
cific operating system. By abstracting the different implementations to a single, 
common, implementation in the abstraction layer the risk of a developer misunder-
standing a specific interface is reduced. The developer could, of course, misunder-
stand the common interface but this would be easier to track as the same error 
should appear on all platforms.

A Portable Runtime Layer typically provides a higher level interface to a function 
than the native operating system call does. This is possible as not all features pro-
vided by the operating system are needed and the additional complexity they 
involve can be hidden in the Portable Runtime Layer. This reduces the risk of a 
developer misunderstanding how a particular combination of options affect an API 
call and, as previously discussed, a possible defect should be easier to find as it will 
be present on all platforms.

By abstracting several system calls in a way which “feels familiar” to many devel-
opers it’s also possible for an abstraction layer to use the concept of software affor-
dances to the developers advantage. By naming methods and data structures 
according to a single naming standard developers feel familiar with how the new 
API works even if they yet have limited experience of using it. This concept is used 
in Apache Portable Runtime where there is a rather strict standard which defines 
function names and data structure layout.

Even if the Portable Runtime Layer does not abstract all features, for example on a 
system which lack a particular operating system feature, the system can often make 
use of other generic interfaces provided by the portable runtime for achieving the 
same functionality but with less efficiency. 

Modified adjacent software
The same properties that are useful for handling heterogeneous environments are 
also useful for handling modified adjacent software. By using abstracted interfaces 
to components and smoothening out implementation differences a Portable Runt-
ime Layer can be used to handle the modifications in adjacent software at one place 
in the system. By handling a possible modification at one place and maintaining the 
internal interface the number of exposed interface differences in the system is kept 
low.

Complex interfaces
Many Portable Runtime Layers abstract complicated low-level interfaces to operat-
ing systems or third-party libraries providing higher-level interfaces to system 
developers. These higher-level interfaces can be made less complex and hence eas-
ier to understand by system developers. It’s also possible to place constraints on 
how the internal interfaces may be used in the Portable Runtime Layer such as pro-
hibiting use that is known to cause problems on some platforms.

Changed field of application
I have not seen any direct effect the use of a Portable Runtime Layer can have when 
a system is changed fundamentally. There might be some indirect advantages such 
as using more generic implementations in the runtime rather than more specific 
implementations, but there might be many hidden assumptions in the software at 
other places.
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4 Case Study of a Portable Runtime - 
APR
There are a few different Portable Runtime Layers used in different open source 
projects. Differences in licensing and technical differences are the two main rea-
sons that several different Portable Runtime Layers are used. One of the first Porta-
ble Runtime Layers used in an open source project was the Netscape Portable 
Runtime [1] (NSPR) developed for what later became the Mozilla project. The 
Mozilla web browser, which uses the NSPR library for portability, currently runs on 
a dozen operating systems including Windows, MacOS and different Unix systems. 

4.1 Apache Portable Runtime

The Apache Portable Runtime, usually called APR, was developed by the Apache 
Foundation [2] and open source volunteers to be used in the second main revision 
of the Apache web server. The previous version of the web server was initially 
developed for Unix platforms only with support for other operating systems added 
in late in the development phase. This old version of the web server was fast and 
stable on the platforms for which is was originally intended but the Windows ver-
sion, for example, had significantly lower performance and was not as stable as the 
other versions. The purpose of using an abstraction layer was to handle operating 
system specific issues at one place making the rest of the system dependant of the 
abstraction layer only.

The first choice of abstraction layer was to use the Netscape Portable Runtime or 
the ACE [3] library. However due to licensing differences and technical problems 
the Apache Foundation decided that neither of the libraries could be used. After this 
decision the work with developing a new abstraction library for the web server was 
initiated. 

The abstraction library, called Apache Portable Runtime, was developed partially in 
parallel with the web server project and was modified as the need arose. One of the 
original goals of the abstraction library was to maintain a common code base 
between all platforms. This turned out to be a difficult goal and later versions split 
the code base for the different operating systems families.

For this report I have examined the version Apache Portable Runtime distributed 
with Apache 2.0.32.
18



A Technical Overview of the Apache APR
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4.2 A Technical Overview of the Apache APR

The Apache Portable Runtime consist of a number of functions written in the C 
programming language, combined into a static library, which enables easy access 
from other applications. The library is statically compiled into the host system 
meaning that two systems both using APR will not share any object code.

A Hierarchical Layout
The Apache Portable Runtime is divided into nine different modules where each 
module handles a specific task such as network io or shared memory. Some mod-
ules contain portable high-level tools and are only implemented once. Most mod-
ules are however dependant of the underlaying operating system and are further 
divided into different implementations one for each operating system family. Cer-
tain functions are even more dependant of the underlaying system which result in 
implementations for that specific operating system.

Apache Portable Runtime is implemented for five different operating system fami-
lies; Unix, Win32, Netware, OS/2 and BeOS. The operating system dependant 
modules in APR are always separately implemented for Unix and Win32, but the 
other implementations, such as Netware, typically use one of the other implementa-
tions to a large degree. The APR consists of roughly 52 000 lines of C source code 
and 17 000 lines of header files. The header files are shared between the different 
implementations. 

The Modules
The file_io module abstract local file system and process communication opera-
tions such as opening and writing to a file, and pipe communication between a par-
ent and a child process. This module also includes functions for translating and 
validating file paths in the operating system native format. This is the largest mod-
ule in the APR and consists of approximately 9000 lines of source code.

The lib module contains memory management routines and abstract data types. The 
lib module originates from the first revision of the Apache web server and the same 
implementation is used on all platforms.

The locks module implement mutexes and reader/writer locks. This module is 
implemented differently for each platform which is the reason the large size. The 
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Features of the APR
Unix version implement several different locking methods since there is not a sin-
gle method which is efficient on all Unix systems.

The network_io module is the second largest module and as the name implies han-
dle network IO operations. Like the locks module the Unix version contains several 
implementations due to the differences between different unices and hence the large 
size.

In opposite to older versions of Apache which was built around the assumption of 
fork()-driven child processes the threadproc module provide an abstraction for this 
model which enables systems to use threads on some platforms and processes on 
other in a portable way.

The shmem, signal, and time modules handles shared memory, process singals, and 
time services respectively.

4.3 Features of the APR

Opaque and Implementation Dependant Data Types
There are typically many complex data types in the interface between a library and 
an application. The APR uses opaque complex data types to represent state that is 
needed by more than one function, for example the method which opens a file 
returns a apr_file_t type which is required by the method which read bytes from a 
file. 

Using complex data types for representing state between functions is usual in func-
tion-oriented languages such as C and is used even in the C standard library. What 
makes the data types so interesting in the APR is that the contents of its public data 
types are not exposed to the application and that each platform implementation 
defines what a particular data type should contain. This means that an application 
using the APR cannot know how the state for a particular function is represented as 
it cannot look inside the data type and that the actual data representation differs 
depending on the exact operating system under which the system is compiled.

By only using opaque data types and forcing applications to use functions to manip-
ulate a state data type the developers of APR avoided making unnecessary inter-
faces where applications would be dependant of how a particular data type was 
represented. This reduction of interface forces programs to be implemented in a 
portable way and make updating the APR much easier as only internal dependen-
cies of the data structures has to be considered.

By using platform dependant data types the APR can represent state in a way that is 
efficient and fast for each platform without affecting the efficiency and speed on 
other platforms.

Hides platform differences
The APR can be used on several different platforms. The platforms may differ in 
how a specific feature is used (this is one of the main reasons for using a Portable 
Runtime Layer), and in this case the APR abstracts these differences and make it 
possible for an application to use this feature in a portable way. 
20



Features of the APR
An example of APR abstraction is the zero-copy send file over socket call available 
in many operating systems. In many Unix systems this can be accomplished by the 
single system call sendfile. The sendfile call is available in FreeBSD, Linux and 
HP-UX, but is implemented differently on all three platforms. APR abstracts the 
differences in parameters and add code on the Linux implementation as the Linux 
system call does not natively support header and trailer io vectors. The result is a 
single apr_sendfile function differently implemented for each of these platforms 
but with a shared interface.

The Win32 implementation also support zero-copy send file over socket functional-
ity by the TransmitFile call which is implemented in a fourth way, different from 
the FreeBSD, Linux and HP-UX implementations. This is also abstracted by the 
APR to the same apr_sendfile call which can be used in a portable manner on all 
these platforms.

Exposes platform differences
Not all features are available on all platforms on which the APR run. Let’s revisit 
the apr_sendfile example. Some operating systems such as NetBSD and OpenBSD 
does not have a zero-copy send file over socket call. The APR does not try to emu-
late the sendfile call on these systems but exposes the lack of functionality with a 
macro. This means that a system using the APR must be aware that not all systems 
have all features. By exposing the underlaying differences the developers of an 
application can choose to emulate the missing functionality at a high level (which is 
very easy in this particular case) or they can choose to only support systems where 
certain features are available.

Pseudo-opaque Error Handling
There are large differences in how different operating systems implement error han-
dling; some of the simplest Unix systems have about fifty error codes while Win-
dows and OS/2 have several hundred. 

The APR does not try to automatically map native error codes to a portable set but 
exposes the native error codes of the operating system to the application. If the 
application need to take special actions when a specific type of error occur there is 
a function available which maps a small subset of common error codes to a portable 
set. The application can use the portable set to determine which action to take, but if 
the application only need to log which error occurred this can be done with the 
native error codes.

Path Translation
The APR has functionality which abstract some of the differences in how file paths 
are handled on different operating systems. There are functions to merge and split 
paths and to get the root directory. 

There are no functions which validate that only valid characters for a specific plat-
form are used in a path or that a path is not too long for the operating system.
21



Apache APR and Software Affordances
4.4 Apache APR and Software Affordances

After this look at the Apache Portable Runtime let’s revisit the unwanted affor-
dance contributors and see how the APR can be used to reduce the unwanted hid-
den affordances and the protection problems which they may result in.

Heterogeneous environments
Apache Portable Runtime is designed to support five different operating system 
families and a large number of individual operating systems. By providing high-
level abstractions of many important features such as file and network handling it’s 
possible for system developers to write highly portable code which uses a well-
known and well-defined interface. By using the high-level API provided in a sys-
tem many unnecessary assumptions on how lower-level interfaces work can be 
avoided.

Due to the hierarchical layout of APR it should be fairly easy to add support for fur-
ther operating system families to APR within the framework provided. This could 
be useful if more operating systems than those currently supported are needed for a 
particular system.

Modified adjacent software
By using the portability layer provided in APR several important areas such as net-
work and file handling are abstracted. This is useful in a system where adjacent 
low-level software may be modified.

The APR does not provide much support for wrapping third-party libraries so the 
possible dependency problems with those must be handled by the system.

Complex interfaces
The APR provides a rather simple interface with close resemblance to the interface 
of other libraries written in the C programming language. The data structures are 
well defined and the functions provide a simple but efficient interface.

Changed field of application
As with the generic case for Portable Runtimes I have not seen any direct effect the 
use of APR can have when a system is changed fundamentally. The data structures 
and algorithms defined in APR could probably still be used, but this is a rather 
small part of the abstraction library.
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5 Towards a Methodology for 
Reducing Unwanted 
Software Affordances
We constantly make assumptions on how objects in the world around us behave, 
and how they can be used. Typically this is advantageous for us, but incorrect 
assumptions on certain objects, such as software interfaces may result in protection 
problems. When we design software systems we must be aware that many assump-
tions are made by the developers. These assumptions may be valid when they are 
made, i.e. reflect the environment in which the system will execute, but be prob-
lematic when the system or the environment in which the system execute change. 
Assumptions are made on several different levels in the development process and 
there is not a single method that can be used to identify and reduce the problems at 
all levels. 

There has been several incidents where assumptions, or misunderstood affordances, 
have resulted in severe protection problems. I have presented three such cases with 
my analysis of how the respective problem was related to a misunderstood affor-
dance. I have also presented four attributes which I believe affect they way affor-
dance related problems occur. 

5.1 Using a Portable Runtime Layer for 
Reducing Unwanted System Affordances

Many large systems are built using a Portable Runtime Layer, which among other 
properties give these systems security and protection advantages. By using a Porta-
ble Runtime layer these systems may abstract platform follies and reduce the num-
ber of overly complex interfaces needed in the system.

By sharing a Portable Runtime Layer between several projects the knowledge of 
how that library work can be spread to larger groups of developers which is good 
both for the maintainability of the Portable Runtime Layer and for the maintainabil-
ity of the projects that use the library. 

5.2 A Security Engineering Perspective

It is not an easy task to design large systems, and creating large secure systems is 
even harder. There are as many unique causes for protection problems as there are 
protection problems, but some factors are common to many protection related sys-
tem breaches. 

One of the many tasks we have in front of us is to find processes which enable us to 
create well-protected, secure software whose function people can rely upon. One 
important aspect of creating secure software is to tackle the problem of unwanted 
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A Security Engineering Perspective
hidden system affordances. By reducing the number of unwanted affordances we 
can also reduce the number of protection breaches that originate from these affor-
dances.

It’s difficult to create efficient protection for large systems as protection is not func-
tionality oriented, and cannot be placed at one end of the system. The attacker of a 
system also has one great advantage over the defender; it doesn’t matter where the 
weakness of a system lays; as long as there is a weakness it can be attacked. Many 
recently discovered software protection defects has been at a low level of the sys-
tem, close to the implementation, and has still been very harmful to the system as a 
whole.

By using a Portable Runtime Layer in a system it’s possible to reduce the number of 
hidden unwanted system affordances that could have defaced system protection. 
This is, of course, not a panacea which will solve all protection problems, not even 
at this system level, but by combining several methods which all affect system pro-
tection positively the system engineered may be significantly more resistant to 
attacks than a system that has been constructed without a proper security process.
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6 Summary and Conclusions
Security is an important attribute in software systems. An otherwise well-function-
ing software system which lacks proper security and protection may prove useless 
in many contexts. The security attributes of software has always been important, 
but with more and more open systems connected to the Internet the importance of 
software security cannot be stressed enough.

We’ve seen many reports of security breaches in modern software systems lately, 
and the consequences of these breaches have been severe for certain systems and 
organizations. A fundamental problem with designing secure systems is that a sin-
gle defect, in an otherwise secure system, is often sufficient for compromising the 
the security of the whole system.

Some type of defects that has caused many security breaches are related to pro-
gramming language features (i.e. the buffer overrun) and can be traced rather effi-
ciently with automatic tools. Other type of defects, which have caused protection 
breaches, are more closely tied to human mistake (in opposite to the rather mechan-
ical error of buffer overruns). These defects can be difficult to find and correct but 
may result in severe security problems.

One type of problem which often result in security breaches relate to the human 
mistake of incorrectly assuming or misunderstanding how certain objects behave. 
It’s natural for us to assume properties, behavior, and interface for objects around 
us, and we do that all the time. When it comes to software, however, incorrect 
assumptions made by a developer may not show until much later, result in severe 
damage to the system, and be difficult to find and remove.

Unintended Software Affordances
Misunderstandings and incorrect assumptions may arise at any stage of software 
development. The type of effect these incorrect assumptions or misunderstandings 
have differ depending on where in the development process they arose, and there is 
no single tool available for attacking the basic problem of misunderstanding. 

To reduce the number of security breaches in software that arise due to misunder-
standings and incorrect assumption we must use different methods at different lev-
els of the development. I have studied a method used at a low level, close to the 
implementation, which can be used to reduce the number of defects caused by mis-
understandings and incorrect assumption at this level.

Portable Runtime Layers
A tool that has been used to attack problems which occur from incorrect assump-
tions at a low level of system development is the use of a Portable Runtime Layer. 
By using such a layer the system developers get access to a high-level portable 
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Future Work
interface which can abstract platform differences and remove overly complex inter-
faces at a lower level. The use of a Portable Runtime Layer give several security 
related benefits for a system and can help developers reducing the number of 
unwanted system affordances.

6.1 Future Work

In many reports and papers the focus is placed on how to find and correct already 
present defects that may later cause protection problems. While this is an important 
task I believe that we must also find methods that can be used to reduce the number 
of defects that occur during development and not silently accept the defects at this 
stage. This is especially important for affordance related problems as they can be 
very hard to fix when discovered late. It would be interesting to study methods that 
can be used in an organization to spread information and understanding of security 
related defects in general and affordance related defects specially.

One such method that could be interesting to examine in an affordance context is 
the use of rotating teams as described in [10]. The use of rotating teams could 
reduce the time to find serious defects but also increase the knowledge and under-
standing within an organization of how and why certain incorrect assumptions may 
result in such serious problems.

6.2 Final Conclusions

There is much work ahead of us before we have processes and tools for developing 
secure software which people can rely upon. I don’t believe there is a single tool 
available that can help us achieve this goal, but several smaller tools and methods 
which can be used in an engineering fashion. By taking many small steps towards 
increased system security we don’t have to rely on a single security panacea and we 
can engineer software with significantly higher security than what we do today.

I believe that the concept of Unwanted System Affordances and the use of Portable 
Runtime Layers may be two of the methods and tools which we’ll use to engineer 
more secure, better, software in the future.
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