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ABSTRACT

Medical datasets have reached enormous capacities.
This data may contain valuable information that awaits
extraction.  The  knowledge  may  be  encapsulated  in
various patterns and regularities that may be hidden in
the data. Such knowledge may prove to be priceless in
future  medical  decision  making.  The  data  which  is
analyzed comes from the Polish National Breast Cancer
Prevention Program ran in Poland in 2006. 

The aim of this master's thesis is the evaluation of
the  analytical  data  from  the  Program  to  see  if  the
domain can be a subject to data mining. The next step is
to evaluate several data mining methods with respect to
their applicability to the given data.   This is  to show
which of the techniques are particularly usable for the
given dataset.  Finally,  the research aims at  extracting
some tangible medical knowledge from the set. 

The research utilizes a data warehouse to store the
data.  The data  is  assessed  via  the  ETL process.  The
performance  of  the  data  mining  models  is  measured
with  the  use  of  the  lift  charts  and  confusion
(classification)  matrices.  The  medical  knowledge  is
extracted based on the indications of the majority of the
models.  The  experiments  are  conducted  in  the
Microsoft SQL Server 2005. 

The  results  of  the  analyses  have  shown  that  the
Program did  not  deliver  good-quality  data.  A  lot  of
missing  values  and  various  discrepancies  make  it
especially difficult to build good models and draw any
medical  conclusions. It  is  very hard to unequivocally
decide which is particularly suitable for the given data.
It  is  advisable  to  test  a  set  of  methods prior  to their
application in real systems.

The data mining models were not unanimous about
patterns in the data. Thus the medical knowledge is not
certain  and  requires  verification  from  the  medical
people.  However,  most  of  the  models  strongly
associated patient's age, tissue type, hormonal therapies
and disease in family with the malignancy of cancers.

The  next  step  of  the  research  is  to  present  the
findings to the medical people for verification. In the
future the outcomes may constitute a good background
for  development  of  a  Medical  Decision  Support
System. 

Keywords: medical  data  mining,  medical  data
warehouse, medical data, breast cancer. 
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1 INTRODUCTION

Health care  institutions all  over  the world  have  been  gathering  medical  data  over
the years of their operation. The enormous volume of this data is getting to a point where it
will  exceed  available  storage  capacities  [8].  This  data  may constitute  a  valuable  source
of medical  information  that  has  potential  to  be very useful  in  diagnosing and treatment.
Its format,  however,  may  require  some  additional  processing  before  the  data  can  serve
doctors as a precious source of information in their everyday work. This data may comprise
thousands of records which may contain valuable patterns and dependencies hidden deep
among them. The volume of the dataset and complexity of the medical domain make it very
difficult for a human to analyze the data manually to extract hidden information. For this
reason  the  computer  science  proves  to  be  helpful.  Machines  are  used  to  mine  data
for patterns  and  regularities.  Various  data  mining  algorithms  have  been  developed
which analyze the data in order to extract underlying knowledge [23], [31].

This research is focused on breast cancer. According to  [2] this disease is the most
frequent malignant cancer in Polish women (about 20% of all malignant cancers). In year
2000  almost  11  000  women  in  Poland  suffered  from  the  disease.  The  number  grew
comparing  to  year  1999  and  prognoses  for  the  future  are  pessimistic.  It  is  estimated
that mortality  rate  due  to  the  breast  cancer  increases  about  0.7% every  year.  This  was
the reason for the president of the Polish National Health Fund (Polish: Narodowy Fundusz

Zdrowia, NFZ) to issue a disposition [2] in 2005 to start (among others) the Breast Cancer
Prevention Program (described in details in the Chapter 5). 

The etiology of  the breast  cancer,  despite  broad and  thorough  research conducted
by leading oncological institutions all over the world, is still not well known [2]. The disease
can  be  induced  by  a  variety  of  factors  (carcinogens)  such  as  mutations  of  genes,  age,
occurrences of the disease in family, and many others. However, the best results in treatment
are achieved when the disease is diagnosed early enough. Otherwise costs are incomparably
greater.  They  encompass  costs  of  treatment  (operations,  radiology,  chemotherapy,  etc),
complications, sick leaves, pensions, welfare, and so on. Another problem are the social and
psychological side-effects of the disease and possibly a death in family. All these reasons
confirm the fact that the sooner the disease has been diagnosed it gives not only a greater
chance for complete cure but also significantly smaller cost at the same time. The Polish
government has already introduced several preventive programs concerning the cancer. The
experiences from the last one (conducted between 1976 and 1990 [2]) allowed for creation of
a  model  breast  cancer  screening program and its  introduction  in the six leading medical
centers in Poland. In Western European countries and the USA it has been agreed that the
best way to reduce malignant cancer occurrences are national preventive programs sponsored
by  governments.  They aim not  only  at  diagnosing  patients  but  also  purchasing  modern
equipment, increasing awareness of the society and encouraging people to take better care of
their health. In these countries such programs helped to decrease mortality rate by up to one
third [2]. 

The Breast Cancer Prevention Program mentioned above brought a lot of raw data
in a form of surveys. Each of them was filled out by both patients and doctors participating
in the screening. The former provided general information about the state of their health and
information concerning various aspects from their lives (number of births, age at first and
last menstruation, etc.). The latter entered the results of the screening. The data contained in
these  surveys  may  contain  valuable  information,  encapsulated  in  various  patterns  and
regularities,  which  could  be  used  in  a  diagnosing  process  in  the  future.  To extract  the
knowledge the data has to be transformed to an electronic form, then cleansed and finally
analyzed. 
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1.1 Research aim and objectives

The research has three main goals:
1. Evaluation of the analytical  data gathered from the surveys of the National

Breast Cancer Prevention Program ran in Poland in 2006. The data is assessed
in order to see if it may constitute a source for building a data warehouse and data
mining models. The research objectives are as follows:
a. The  ETL  process  [19] which  encompasses  extraction  of  the  data  from

operational databases (E), data transformations so that it fits the data warehouse
(T) and finally loading the data into the warehouse (L). 

b. Final assessments of the quality based on the amount of data which had to be
removed because of inconsistencies or missing values. 

2. Evaluation of data mining methods with regard to their applicability to the data

from the Program. There are many algorithms and methods that seek for patterns in
data.  The  evaluation  of  the methods  may  turn  out  to  be  a  valuable  source  of
information for  medical  people  who will  be responsible for  drawing conclusions
from the outcomes of the Program. The objectives are as follows:
a. Thorough literature survey in order to determine which algorithms are used in

medicine (especially for the breast cancer). This is also to see what performance
metrics are used to evaluate the algorithms. 

b. Overview  of  the  methods  and  their  implementation  in  the  analytical
environment.

c. Creation of a data warehouse which aggregates the analytical data. 
d. Generation of data mining models.
e. Evaluation of the performance of the models.

3. Extraction of medical knowledge from the dataset. The knowledge is measured
by  unanimousness  of  patterns  delivered  by  the  data  mining  models.  Patterns
discovered  by  most  of  them  are  likely  to  constitute  the  hidden  information
potentially useful from the perspective of a diagnosing process. Even though the
algorithms are different in their nature and view the data from different angles when
they discover similar patterns these findings have to be taken as potentially valuable.
The  methods  can  associate  certain  attributes  with  each  other  or  not  find  any
associations whatsoever. From such findings relevant conclusions can be drawn. The
diversity of the methods is actually an advantage in this research. The objectives are
as follows:
a. Extraction of patterns from individual models.
b. Generalization of the knowledge.

1.2 Research questions
There are three research questions of this study: 

1. What is the quality of the medical dataset gathered from the Polish National Breast

Cancer Prevention Program? 

The quality of the data in this context denotes consistency of the values in the set
(conformance to allowable ranges and formats), the amount of missing values, number of
possible classes and distribution of the attributes' values. 

2. Which data mining methods can be applied to extract knowledge from the medical

dataset gathered from the Polish National Breast Cancer Prevention Program? 

The evaluation is based on performance of the methods for the given dataset. 
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3.  What  knowledge  (patterns)  can  the  methods  extract  from  the  medical  dataset

gathered from the Polish Breast Cancer Prevention Program?

As  mentioned  previously  the  validity  of  the  knowledge  is  measured  with
unanimousness of patterns discovered by the algorithms. 

1.3 Research methodology

There are many classifications of research. Dawson in [11] distinguishes an evaluation
project, i.e. a project which involves evaluation. In the case of this thesis the subject for the
evaluation will be the very analytical data and the data mining methods. Thus this study can
be  categorized  as  an  evaluation  project.  Another  categorization  of  projects  has  been
presented by Creswell  [10] who identified three types of research: qualitative, quantitative
and mixed. The first type of research aims at analyzing qualitative aspects of the studied
domain,  i.e.  answers  a  question  “what”.  It  bases  on  discovering  constituent  parts  and
interrelations among them. It also delivers various interpretations of different aspects. On the
other hand there are quantitative studies. They, in turn aim at describing and analyzing facts
in a  quantitative manner,  i.e.  representing them in various breakdowns and calculations.
They answer a question “how much” or “how many”. The research presented within this
thesis can be thus characterized as a combination of both types. The evaluation of the quality
of  the  analytical  data  is  done  with  the  use  of  the  quantitative  approach.  The  particular
attributes are analyzed in terms of quantities of values. This approach has also been applied
for  the  extraction  of  medical  knowledge:  indication  of  majority  of  data  mining  models.
Qualitative  approach  is  employed  for  the  evaluation  of  the  data  mining  methods.  Here
particular features of them are analyzed.  Also the interrelations among the attributes  are
taken into consideration. 

A  thorough  and  comprehensive  literature  study  is  carried  out  prior  to  the
developmental  and  analytical  work.  The  literature  encompasses  peer-reviewed  articles,
journals and books. First, the analysis of the data mining algorithms and their applicability to
the breast cancer set is done. Afterwards, a data warehouse is designed and filled with the
data from the Breast Cancer Prevention Program. This step includes an assessment of the
quality of the data. Then, the studied data mining methods are applied to the warehouse.
Finally, the indications of the data mining models obtained in the previous phase are used to
generalize the knowledge extracted from the dataset. 

The research aims at delivering the following outcomes:
– evaluation of the medical dataset in terms of quality of the data from the Program,
– evaluation of data mining methods with respect to their applicability to the data from the

Program, 
– knowledge extracted from the dataset. 

1.4 Thesis outline

The paper is organized as follows:

Chapter 1 provides an introduction to the topic of the thesis describing the problem that is
discussed. 

Chapter  2 constitutes  an  overview of  the  professional  literature  on  topic.  Here  various
aspects of medical data mining have been mentioned.

In  Chapter 3 several data mining methods have been presented. These methods are used
in the analyses.
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Chapter 4 shows how the data mining methods are implemented in the Microsoft  SQL
Server 2005 along with any limitations and constraints which the implementation imposes. 

Chapter  5 describes  the  source  of  the  analytical  data,  i.e.  the  National  Breast  Cancer
Prevention Program held in Poland. 

In  Chapter  6 the  data  from the  surveys  of  the  Program is  prepared  for  analysis.  Here
the ETL process is described followed by design of a data warehouse, which is going to be a
basis for the analyses. 

Next, in Chapter 7 the very analyses are presented along with the results. This chapter also
provides a detailed description of quality of the dataset followed by various experiments. 

Chapter 8 contains medical  knowledge extracted from the outcomes of the data mining
models.

Finally, in  Chapter 9 overall conclusions have been conveyed along with perspectives of
future work. 
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2 RELATED WORK

The  problem  of  cancer  and  the  oncology  in  general  has  been  present  in  the
professional  literature  for  a  long  time.  Engineers  have  been  looking  for  patterns  in  the
medical data trying to deliver some valuable knowledge which may be helpful in diagnosing
and treatment. This way the information science plays an important role in increasing the
level of oncological awareness. 

Chen and Hsu [5] in their work proposed an evolutionary approach to mining breast
cancer data. Their research is based on a genetic algorithm. They argue that traditional data
mining methods deliver only n best-fit rules which are far from being convergent to the best
possible one. In their approach these rules are generated in an evolutionary manner until all
of the  training  samples  have  been  classified  correctly.  In  the  process  of  learning  the
algorithm mines  for  an  extra  rule  for  the  misclassified  examples,  which  is  expected  to
increase the overall  accuracy.  The authors conclude by saying that  their method delivers
much  simpler  rules  in comparison  to  those  generated  by  many  other  algorithms.  Their
approach  gives  slightly  better  results  than  a  commercial  tool  PolyAnalyst [33] used  for
comparison. However, the authors do not discuss the over-training problem. It seems that
their model tends to adjust too much to the training data because it seeks for an extra rule
that fits the particular training data. 

A genetic algorithm is only one of the possible ways of exploring the medical data.
An alternative approach has been presented by Xiong et.al. [32]. They describe their 5-step
process of discovering knowledge in the breast cancer data.  It consisted of correlation-based
feature  selection  followed  by  qualitative  and  quantitative  analyses  in  order  to  build
a decision  tree  and  to  generate  a  set  of  association  rules.  The  authors  also  recommend
removal  of outliers (data points which lie  outside of  any natural  data  groups) to further
improve the performance. The experiment delivered a model which was accurate in 90% of
predictions. The authors conclude that often in order to come up with a good model one has
to build several intermediate ones. 

Cancer can be influenced by a variety of carcinogens. These factors can come from
both internal and external environment of a human body. Authors of the article [21] analyze
the impact of caffeine intake and the race on the invasive breast cancer. In their research they
utilize Bayesian network, then cross tabulation (a method to display joint distribution of two
or more variables) and multinomial logistic regression model. The results of the experiment
show  that  caffeine  intake  is  strongly  associated  with  ethnicity  which  in  turn  affects
menopausal  status.  These  observations  have  been  then  compared  with  the  results  of
the logistic  regression analysis.  The outcomes  confirmed what  had been observed in the
Bayesian network: the menopausal status is of the greatest influence on the risk of the breast
cancer. Cross tabulation analysis, however, ultimately proved that caffeine intake does not
affect  significantly  the  breast  cancer  incidence  in  the  studied  population.  The  authors
conclude by saying that it is difficult to associate various aspects of life with breast cancer.
Nevertheless, experiments similar to theirs aim at finding connections between those two and
are very important. This premise was the basis for starting the research in this thesis. The
data which comes from the Program also contains information concerning various aspect of
life along with the medical data. Such a dataset may deliver interesting results by associating
these two types of data. 

From among diverse data mining algorithms artificial neural networks are also used in
the field of medicine. The article  [1] describes an evolutionary approach to mining breast
cancer  data  with  the  use  of  such  a  network.  The  author  utilizes  the  Pareto  differential
evolution algorithm augmented with local search for predictions of the breast cancer cases.
This approach is then compared and contrasted with the  back-propagation algorithm. The
researcher  argues that  the latter,  due to its  drawback of  potential  of  falling into a  local
minimum, tends to  train less accurate networks comparing to the evolutionary approach.
Besides that, it suffers from high cost of finding appropriate number of hidden neurons. The
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evolutionary approach proposed by the author brings in a trade-off between the architecture
of the network and its predictive ability.  The method proved to be quite accurate on the
breast cancer set. During the experiments the standard deviation of the test error was small,
which, according to the author, indicates consistency, stability and accuracy of the method.
The method has been compared with the one presented in [13]. It turned out to be little more
accurate,  with  much lower  standard  deviation  and  with  computational  time  significantly
smaller. 

Another use of an artificial neural network has been presented by the authors of the
article  [7]. Their approach has been enriched with multivariate adaptive regression splines
(MARS).  They  present  superiority  of  their  approach  over  traditional  ones  such  as:
discriminant analysis, linear regression, artificial neural networks and the MARS itself. The
MARS is a method for finding relationships among variables, utilized here to derive inputs
to the network.  The hybrid model  reached equal  prediction accuracy as a  regular  back-

propagation network (without  MARS).  However,  the authors  claim that  their  method is
better because it identifies only the most important variables. 

Authors of the article  [12] compare two data mining methods (neural network and
decision trees) and a statistical one (logistic regression) with respect to their applications in
medicine. The experiments proved that the decision trees are the most accurate predictors,
with the neural networks to be the second and logistic regression to be the third. These three
methods are  also utilized in this  thesis  to  verify their  applicability to  the data  from the
Program. The authors focus also on traditional methods of medical prognosis as a method
which encompasses estimations of potential complications and recurrence of the disease. The
traditional statistical methods: Kaplan-Meier test or Cox-Propositional hazard models are
being gradually replaced by the data mining techniques and knowledge discovery. Finally
the authors  mention several  problems  and issues  that  may arise while mining the breast
cancer data. First of all is the heterogeneity of the data which constitutes a problem to data
mining algorithms. The data can also be incomplete, redundant, inconsistent and imprecise.
Thus preparation of the data may require more data reduction than in case of the data from
other types of sources. Such analyses should include all the clinically relevant data and must
make sense to medical people who will make use of the results. The data in the thesis also
undergoes the preparation stage within which the ETL process is conducted (Chapter 6). The
authors conclude that the data mining, being a powerful tool, still requires a human to assess
the results in terms of relevance, applicability and importance of the extracted knowledge.
This is also the case in the thesis. The results of the experiments need to be verified by the
medical people which will be the next step of the research (beyond the scope of the thesis
though). 

Feature selection is another problem that engineers face while mining medical data.
Irrelevant  attributes  may  bring  noise  to  the  data  and  harm  the  prediction  abilities  of
generated models. On the other hand, eradicating important variables also may decrease the
accuracy of the models. This is particularly important in case of the breast cancer data where
a  lot  of  factors  can  influence  occurrence  of  the  disease.  The  authors  of  the  article  [6]
compare two methods of selecting the most relevant features (variables) for medical data
mining. The first one, data-driven is an automatic approach utilizing automatic mechanisms.
The second one is knowledge-driven and bases  on opinions of experts.  The experiments
showed that feature selection done by the experts improves sensitivity of a classifier, while
automated approach improves predictive power on the majority class.

Predictive power of data mining models is very important especially in the medical
field. It strongly depends on several aspects. One of them is the quality of the training data
which may have a significant impact on the output model. The data may contain samples
with values way off in comparison to the rest of them (so-called outliers). The authors of the
article  [24] try to prove that eradicating the outliers makes the set more focused and thus
producing more accurate classifiers. The authors emphasize the need for good criteria upon
which an instance is judged to be an outlier. They suggest removing the instances that are
predicted differently by different classifiers  because.  This may mean that  such instances
contain contradictory information (not necessarily an error though) and are misleading in the
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learning process. The experiment revealed that removal of the outliers improved accuracy
only on the training set.  On the testing sets the accuracy was either the same or slightly
different  in both directions (in-plus and in-minus).  The authors conclude that  since their
method does  not  necessarily  improve  predictive  power  of  the  data  mining  models  it  is
advisable to test if the removal of the outliers will do any good to the models. They also say
that even the smallest improvement is of high significance when it comes to the medical
data. However, the authors used accuracy as the measure of performance of the models. It
has been proven that accuracy is not a good means for measuring performance of the data
mining models, though [25]. 

Researchers  conduct  medical  analyses  in  a  variety  of  environments.  The  authors
of the article  [22] evaluated several data mining algorithms  implemented  in the Microsoft
SQL Server 2005 with respect to their applicability to medical data. Research has shown
that these algorithms have high performance with relatively low errors (type I and type II).
The experiments have shown that the best results are gained with the use of the Naive Bayes,
artificial  neural  networks  and  logistic  regression.  The  worst  results  were  gained  by  the
association rules. This article constitutes a baseline for the analyses conducted within this
thesis. 

Another aspect that is broadly discussed in the professional literature is the uniqueness
of the medical data. The authors of the article  [8] list several aspects that make such data
unique.  First  of  all  the  data  is  heterogeneous.  It  usually  is  very  complex  and  often  is
enormous  in  volume.  What  adds  to  the  heterogeneity  is  a  variety  of  interpretations  of
diagnoses and screening results. Almost always they are imprecise. Furthermore the medical
data is difficult to characterize in a mathematical way and does not have any canonical form
of representation. Besides that the uniqueness of medical data results from various ethical,
legal and social issues as well. The authors condemn any frivolous use of the data when there
are no relevant benefits expected. While performing the medical data mining a researcher
has  to  ensure  that  the  results  are  not  publicly  used  unless  verified  and  validated  by
professionals. 

All of the analyses conducted with the use of the data mining and statistical algorithms
are of no use to medical people unless included in an easy-to-use medical decision support
system.  Authors  of  the  article  [27] even  claim  that  breast  cancer  is  an  example  of
inconsistency because specialists do not have access to valuable medical information and
guidelines to strengthen their decisions. Their research aims at providing means for easy and
consistent access to various medical data via a decision support system which incorporates
the data mining techniques. The research presented in the thesis may also contribute to this
motion by providing the evaluation of the methods which can be then incorporated in such
medical decision support systems. 

The reduction of the variability of physicians' medical decisions has been discussed
in the  article  [17].  The  authors  argue  that  a  computer  system  has  potential  to  reduce
variability  in  radiologists'  interpretations  of  mammograms.  They  briefly  describe  their
system which allowed them to limit  the unnecessary biopsies (i.e. those done to patients
without cancer) significantly.  They also managed to reduce the standard deviation of the
diagnoses by 47%. The variation was measured by the standard deviation of the ROC curves.
The system increased the unanimity of medical diagnoses by 13% to 32%. This study shows
that the computers really are used for medical purposes. The authors also present one of the
performance measures – the ROC curves. 

Professional  literature broadly treats of mining medical  data and proves that  these
techniques can be beneficial from the perspective of future diagnosis and treatment.  This
research is also focused on evaluation of several data mining algorithms applied to a real-life
medical data set concerning the breast cancer. The analytical data undergoes the preparation
stage (the ETL process) according to the suggestions of some of the authors [12]. Afterwards
the data is analyzed with the use of some of the methods described by them [7], [12], [22],
[32].  The fact  that  the data comes from a real  source makes the results  of  the analyses
credible. As mentioned by  [21] studies which analyze the impact of both the medical and
non-medical data on the occurrence of the disease are important. 
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3 DATA MINING METHODS

Data mining, also known as knowledge discovery in databases (KDD [12],  [14]) is
defined  as  “the  extraction  of  implicit,  previously  unknown,  and  potentially  useful
information from data” [31]. It encompasses a set of processes performed automatically [22],
whose task is to discover and extract hidden features (such as: various patterns, regularities
and anomalies) from large datasets. Usually the volume of such sets makes manual analyses
at least arduous. All of the data mining processes are conducted with the use of machines,
namely computers. 

Research  fields  such  as  statistics  and  machine  learning  contributed  greatly  to  the
development of various data mining and knowledge discovery algorithms. The objectives of
these  algorithms  include  (among  others)  pattern  recognition,  prediction,  association  and
grouping  [31]. They can be applied to a variety of learning problems. Their applicability
varies, though. Some of them may give better results in one type of problems in which others
give  worse,  or  even fail.  Some  give good results  in  case  of  well  structured  data,  while
performing poor on heterogeneous datasets. Some work only on discrete data, others require
it to be numeric (continuous), etc. Specific features make particular algorithms especially
suitable for certain domains, for instance association rules are often used for market basket
analysis [28], Naive Bayes is applicable to documents classification [31], others have more
generic applications. As mentioned in the Chapter 2 the medical datasets are unique in their
nature. They are heterogeneous and contain both discrete and continuous values. 

There are several tasks of learning [31]:
– classification – an algorithm is given a set of examples that belong to certain predefined

and discrete classes from which it is expected to learn to classify future instances,
– regression (numeric prediction) – an algorithm is expected to predict a numeric class

instead of a discrete,
– association – an algorithm seeks for any correlations (dependencies) among features,
– clustering – an algorithm groups examples that are in some way similar.

Classification and regression are commonly referred to as prediction. They represent a
so-called supervised learning [31]. The supervision can be understood by observing the way
in which an algorithm learns. It is given a set of instances, each provided with an outcome
(class). The method operates as if it was supervised by this training set telling it what class
should be assigned to a particular instance.  

Unlike  the  prediction,  the  association  learning  looks  for  potentially  interesting
dependencies among variables. Prediction differs from association learning in two aspects
[31]. First of all the latter can be used to predict any attribute of an instance (not just a class).
Furthermore it is possible to employ the association to predict more than one attribute at a
time. 

The clustering, in turn, is used primarily to group instances [31]. It is often applied to
datasets in which a class is nonexistent or irrelevant from the perspective of knowledge.
However, the method can also be used for classification purposes to determine a missing
value of an attribute of an instance by assigning it to one of the clusters. Each cluster groups
instances  that  are  in  some  way  similar  or  related  to  each  other.  The  division  criterion
depends on a problem and can be distance-based or probability-based. Evaluation of the
groups is usually subjective and depends on how useful a particular division is to a user [31].

The aim of the learning process is to determine a description of a class [31], i.e. the
thing (value) the algorithm is expected to learn. The process is based on training data from
which an algorithm is to gain knowledge by analyzing training examples (or instances) [31].
Each instance represents a single independent example of the class. In order to ensure the
independence of the instances the original dataset often has to be denormalized. 

All of the instances are characterized by a set of predefined features (attributes), fixed
across the entire dataset [31]. Each of them can bear a value from a certain domain. The fact
of all of the instances being the same as far as their features go imposes several limitations.
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For instance some attributes may not apply to certain cases but still have to be there. Another
problem are interdependencies among the attributes. A feature type of cancer depends on a
value of an attribute diagnosis as an example. 

The  attributes  can  hold  several  types  of  values.  The  following  list  describes  the
possibilities [31]:
– numeric values are often referred to as continuous (but not in the mathematical sense).

All  the  mathematical  calculations  apply  (summation,  multiplication,  division),  for
instance cost,

– nominal attributes take values from a predefined, finite set of possibilities. They often
represent names (labels). Any ordering, distance measuring or any other mathematical
calculations (such as summation, multiplication, division, etc.) simply do not make sense
and usually are not possible. For instances, it  is  not possible to sum the values of a
diagnosis.

– ordinal quantities, which represent sortable labels, for instance temperature hot > mild >
cold. Still any mathematical computations are meaningless,

– interval  values, which represent sortable numeric attributes which can be arranged in
intervals, for instance year. However, still some of the mathematical calculation do not
apply here, for instance it does not make sense to sum the years.  

The distinction presented is only theoretical and most of the practical applications utilize
only numeric and nominal types of attributes [31]. Often a special case of nominal values is
distinguished: dichotomy (sometimes referred to as  Boolean),  which has only two possible
values: true and false or yes and no. 

The learning process requires some steps to be undertaken prior to building a model.
These steps constitute a data preparation stage. Preparation includes gathering the data in one
consistent dataset. It  can either be a delimited flat file, table in a relational database or a
spreadsheet. It can also be a data warehouse [31], which is a database storing corporate data
in an aggregated, closed-in-time form. The data warehouse often contains historical data,
which is rather useless from the perspective of  everyday work, but which can be used for
decision making. The past data contains information from which professional people can
draw relevant conclusions to support future business decisions. That is why a data warehouse
constitutes a valuable milestone on a way to the data mining [14]. All the steps required in
the process of building a data warehouse are also necessary in the data mining. These include
data  reception,  cleansing  and  preparation  to  deliver  a  final  set  of  data  items  ready  for
analyses.  Also  in  this  research  a  data  warehouse  will  be  built  prior  to  the  data  mining
analyses. The design of the data warehouse and the steps of the data preparation stage are
described in the Chapter 6.

The last  important step in the learning process is the verification of the generated
model. In order to perform the tests a researcher has to have a separate, preferably disjoint
with the training one, set of instances. Obviously there is no sense in testing the model on the
training data,  as this would always give excellent results.  On the other hand, usually the
amount of data available to build a model is very limited. If the set was split into two subsets
(one for training and one for testing) it is highly probable that both would be too little for
their purposes. The size of the training set strongly affects the quality of the model:  the
smaller the set the higher variance of the estimates and thus lower confidence of predictions
[31]. 

The problem of testing sparse datasets has been widely discussed in the professional
literature [23] and [31]. The engineers seem to agree that today's solution, which is gaining
on the acceptance, is the  k-fold cross-validation. The method splits the training set into  k
folds. Then the algorithm is run k times, each time training the model on the union of  k-1
subsets and testing it on the remaining k-th one. This process is repeated so that each of the
subsets has been used for testing once. The models obtained in each consecutive iteration are
then combined to create an ultimate result. 

The test results are usually expressed in terms of an error. Errors are often presented
with  the  use  of  a  classification  (or  confusion)  matrix  which  presents  the  “quality”  of
predictions of a data mining model with respect to the class values [31]. A sample matrix for
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a Boolean problem is presented in the Table 4.1. The matrix shows numbers of correctly and
incorrectly predicted instances. It also depicts a class value that was predicted instead of a
correct one. For instance, in the Table  4.1 the value 348 denotes the number of correctly
classified instances from a class false. In turn, the value 14 denotes the number of instances
from the same class  which were wrongly classified to the class  true.  An unquestionable
strength of this method is its simplicity and clarity. It is possible to see at a glance how good
a model is. Such matrices have been used in a variety of data mining situations, including
medicine [23], [31]. 

Table 3.1. Sample classification matrix

Actual value false Actual value true

Predicted value false 348 15

Predicted value true 14 208

There are several ways of measuring performance of data mining models. The most
common, and the most criticized one is the accuracy  [25]. It is computed by applying the
model  to a dataset  and observing the rate of properly classified instances. It  gives  good
results in case of datasets in which the classes are close-to-equally distributed. However, if
one class constitutes an overwhelming majority in the dataset the accuracy may always be
high if the model favors this class. The actual predictive power of such a model for unseen
future instances may be low, though. Alternative measures include lift charts and area under
ROC curves (AUC)  [31]. They have been broadly used in various data mining problems,
including medicine. 
– lift chart – a graph which plots a  lift  factor. The  lift  is the ratio of concentration of a

given class in a sample of data (derived from the entire dataset) to the concentration of
the class in the entire dataset [28]. It is calculated according to the equation (3.1):

lift=
classt /sample

class t/ population
(3.1)

where: 
classt is the number of instances belonging to class t, 
sample is the sample size, 
population is the size of the entire population. 

In order to be able to plot a lift chart the data mining model has to provide probabilities
of predictions [31] (probability that an instance belongs to a certain class). The instances
have to be then sorted by these probabilities in the descending order. The creation of the
graph is done iteratively, by simply reading a certain number of instances off the list and
calculating  the  lift  factor.  The graph has  on  its  horizontal  axis  the size  of  a  subset
expressed as a ratio of the size of the entire dataset  [31]. The vertical axis shows the
number of instances from the given class in the sample. Besides the lift curve the graph
also presents a baseline. It depicts the expected lift factor for a sample drawn randomly.
The purpose of the lift charts is to determine the best subset of instances which contains
the most instances from one class. The Figure 3.1 shows a sample lift chart. The straight
diagonal line denotes the baseline and the curve denotes the actual lift plot. 
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– AUC – a graph closely related to the lift charts [31]. This approach constitutes a good
alternative of the accuracy as well  [25],  [16]. It is also used as a method of comparing
the performance of the data mining algorithms [26], [20], [15]. The method utilizes the
ROC curves (Receiver Operating Characteristics curves) which originate in the signal
detection  theory.  They  plot  a  number  of  instances  from one class (expressed  as  a
proportion of the total number instances belonging to it on the vertical axis) against a
number  of  instances  from the  other  classes  (expressed  in  the  same  manner,  on  the
horizontal axis). In case of multi-class problems each class value has a separate line on
the graph [30]. The process of creation of a curve is also iterative, however differs from
the one presented for the lift charts. Here, the instances (also sorted by the probabilities),
provided with the actual class and the predicted class are analyzed one-by-one in order to
draw the line. The bigger the area beneath the plot the better the performance of a model.
[25], [31]. The Figure 3.2 shows a sample ROC plot for a Boolean problem. The straight
line, similarly to the lift charts, denotes the baseline and the curve depicts the ROC plot.
In real situations the curve usually is not that smooth, though [31].

The research utilizes 6 data mining methods: 
– decision trees,
– neural networks, 
– logistic regression, 

Figure 3.1. Sample lift chart
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Figure 3.2. Sample ROC plot
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– clustering, 
– Naive Bayes, 
– association rules. 

They have been all implemented in the business intelligence part of the Microsoft SQL
Server 2005  [28] and this was the main reason for choosing them. The implementation is
described in the next chapter. 

The following subsections describe the data mining methods in detail. 

3.1 Decision Trees

Decision trees are one of the most popular data mining algorithms and knowledge
representation means [31]. They have been used in a variety of classification tasks, including
medicine  [23]. The process of building a tree is iterative and can be described in brief as
follows [31]: choose an attribute which goes to the root and then create a branch for each of
its values.  These two steps are repeatedly performed until  all of the attributes have been
inserted into the tree.  This approach requires the attributes to take only discrete values. 

Decision trees are very robust to noise in the data [23]. Trees classify future instances
by sorting them down the tree along branches that correspond to the values of the attributes. 

The basic decision tree learning algorithm is called ID3. It has become outdated since
its first publication in 1986 [23]. Nevertheless, it is important to understand the basics of ID3
in order to be able to comprehend the modern approaches. 

The ID3 algorithm builds a tree from the root down. The selection of the attributes to
go  to  particular  nodes  is  an  integral  part  of  the  algorithm.  Attributes  that  are  the  most
informative (carry the most information which is determined by how well they alone classify
all the instances) are put closer to the root. The best one goes to the very root. This is a
greedy search for a solution. A drawback of this algorithm is that it does not go back up the
tree to review previous decisions about splits. This forms a bias which makes the algorithm
favor first acceptable solution over potentially better ones that may be out there in the space
of possible solutions. Thus the tree may converge to a local minimum, not the global one. 

The decisions about the splits are made basing on a statistical test called information

gain calculated for each attribute. As a measure ID3 uses  entropy (equation  (3.2)) which
describes the impurity of data. 

Entropy S ≡∑
i=1

c

�p i log2 pi
(3.2)

where: 
S – collection of training instances, 
c – number of values of a class, 
pi – proportion of attributes with a class i in the entire set. 

Then the information gain for each attribute is computed according to equation (3.3):

GainS , A≡Entropy S � ∑
v∈Values  A

∣Sv∣
∣S∣

Entropy Sv  (3.3)

where:
Values(A) – a set of all possible values of an attribute A
Sv – a subset of S for which the attribute A take a value v. 

The definition of the ID3 algorithm described above clearly states that attributes of
instances have to take only discrete values. However there are ways of incorporating
continuous values as well. This process is called discretization and relies on splitting the
continuous values into several subranges and treating them as discrete. 
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The ability of handling numeric values along with several other improvements, like
over-fitting avoidance technique and enhanced attribute selection measure [23] has been
introduced in an ID3 successor, the C4.5 decision trees. The over-fitting avoidance aims at
protecting the tree from over training, i.e. adjusting the tree to much to the training data
which may harm its predictive power on the future instances. The pruning method applied in
the C4.5 is the rule post-pruning. It transforms the tree into a set of rules and then removes
parts of them that cause the over-fitting [23]. 

In the decision tree learning algorithms described above it was assumed that only one
attribute can be put in a node. Such trees are called univariate. On the contrary, there are
multivariate trees which allow for a number of attributes to decide about the split of a tree.
Such approach has been introduced in Classification and Regression Trees (CART) [31]
which are capable of creating linear combinations of attribute values in order to decide about
a split of the tree. Such trees are often more accurate and smaller in size in comparison with
C4.5, but the process of learning takes much longer. Also their interpretation is more
problematic. CART is capable of both regression and classification depending on a type of a
class (dependent variable) [4].

3.2 Association Rules

Association  rules  are  another  form  of  knowledge  representation  [31].  They
generalize classification rules in a way that they allow for predictions of any attribute values,
not just a class. This also gives them the ability of predicting combinations of attributes.
Also, unlike classification rules, the association rules are to be used individually, not as a set
[31]. 

Association rules can be generated from even small datasets. Often the number of the
rules is very large, with most of them not containing any relevant knowledge. In order to
determine  which  rules  potentially  carry  the  most  information  two  measures  have  been
introduced [31]:
– coverage – also referred to as support, denotes a number of instances a rule applies to,
– accuracy –  also referred to as  confidence,  expresses a number  of instances  correctly

predicted in proportion to all of the instances the rule applies to. 
Rules are similar to trees in terms of the type of the algorithm used to create them

[31]. Both trees and rules use divide-and-conquer type of algorithms which rely on splitting
the training set.  However,  there  are  differences  in  the representation:  rules  are  easier  to
understand  from a  humans'  perspective.  An  algorithm used  in  rules  induction  is  called
covering.  Unlike  the  one  used  in  ID3,  it  chooses  attributes  which  maximize  separation
among attributes, while in case of the trees it aims at maximization of the information gain.
Also, in the association rules it is possible for a rule to have not only a set of attributes on the
left side, but also the right side can comprise any number of them (not only the class). The
rule induction algorithm is run for every possible combination of attribute values on the left
and the right sides. This poses a serious computational problem and delivers an enormous
number of rules. This approach is not efficient and often infeasible. Instead the algorithm
seeks for the most frequent item sets (sets of attribute/value pairs)  with support at some
predefined level. These item sets are then transformed into rules. This process consists of
two stages:

1. generation of all the possible combinations of rules that can be derived from a given
item set and calculating accuracy of each of these rules

2. removal of all of the rules whose accuracy is lower than a predefined value. 
This way the ultimate rule set contains only the best of them.
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3.3 Clustering

Clustering, as mentioned before, is a common name for all the algorithms which aim
at grouping examples based on some regularities or resemblance among them. There are two
types of clustering [28]: 
– hard clustering in which an instance may belong to one cluster only,
– soft  clustering  in  which  an  instance  may  belong  to  several  cluster  with  different

probabilities. 
One  way  of  grouping  the  instances  is  based  on  their  distance  to  the  centers  of

clusters. This algorithm is called k-means [28] and is a hard clustering technique of grouping
instances. The algorithm takes  a parameter  k which specifies a number  of clusters to be
created. Initially the centers of the clusters are chosen randomly and all of the examples are
assigned to the nearest one based on the Euclidean distance. The instances in each cluster are
then used to compute a “new” center (or a mean) of the cluster. The whole procedure starts
over for the new centers and is repeated until the positions of clusters' centers remain the
same in two consecutive iterations. At this point the clusters are stabilized and will stay as
such  forever.  This  does  not  mean  that  this  is  the  only  possible  arrangement  of  groups,
though.  The  division  of  instances  obtained  this  way  probably  constitutes  only  a  local
minimum. The algorithm is very sensitive to the initial random choices of clusters' centers.
Even slight difference in this choice may end up in the totally different grouping. Besides
that, the k-means has some other drawbacks. There is a chance that it will fail to find optimal
grouping. As an example of such situation the author of [31] describes a rectangle with four
instances  located at  its  corners  (Figure  3.3).  Assuming that  two natural  clusters  contain
instances at the ends of the shorter sides (the gray dashed ellipses), let's imagine a situation
when initial  centers  have  been picked in the middles  of  the longer  sides  (the  two gray
squares). This creates a stable situation in which the clusters contain instances from the ends
of the longer sides (the two solid-lined ellipses) because they are near the centers. 

The k-means algorithm also, due to the fact that it adopts distance as a determiner of
belonging of the instances to the clusters, is only applicable to data for which it is possible to
compute the distance (i.e. numeric). It seems senseless to calculate distance between colors
or diagnoses, for instance. This issue has been addressed in the EM algorithm.

The  EM algorithm –  expectation  maximization  [28] –  unlike  k-means,  bases  on
probability when assigning instances to clusters. Thus it represents soft clustering because
individual instances may belong to several groups at  once. The method requires initially
random Normal distributions with some means and standard deviations assigned to each of
the clusters [23]. Afterwards, these distributions are used to initialize k clusters by guessing
the probabilities at which particular instances belong to each cluster. The algorithm then tries
to converge to real distributions and probabilities. Unlike the k-means, in the EM stopping
condition  is  not  that  easy  to  determine  as  the  algorithm will  never  reach  the  ultimate
optimum.  The  process  is  iteratively  repeated  until  convergence  to  a  predefined,  “good-
enough” value.  

Figure 3.3. A situation when the k-means algorithm does not deliver an optimal solution. Two gray
squares denote the initial choice of the cluster centers, dashed ellipses show the natural clusters, the

solid-lined ones – the actual grouping. 
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3.4 Naive Bayes

The Naive Bayes is a quick method for creation of statistical predictive models [28].
The algorithm, being a simple one, is used in a variety of other fields of science. The authors
of  [31] even  claim  that  Naive  Bayes  sometimes  gives  better  results  than  other  more
sophisticated algorithms such as neural  networks. They encourage researchers to try this
algorithm first, before applying more difficult and complex solutions. 

The  naivety  of  the  algorithm results  from the  fact  that  it  assumes  the  variables
(attributes) to be independent. This assumption, being not true in most real-life situations,
usually delivers a model with a good predictive power [28]. The learning process relies on
counting correlations (combinations) of each of the values of each attribute with each value
of a class. The probability of an instance E consisting of attributes' values n1,  n2,...,nk to be
classified as belonging to a class H is estimated with the use of the following equation (3.4):

Pr [E∣H ]≈N !⋅∏
i=1

k P i

ni

ni !
(3.4)

where N = n1, n2,...,nk and P i

ni denotes a probability of a particular value of an

attribute ni to be correlated with a class value H [31]. 

However, if only a single value of an attribute has not been associated with the value
of the class the entire equation evaluates to 0. This, in turn, means that the value of the class
will never be predicted for any of the instances. This drawback can be easily eliminated by
assuming that all the correlations are possible. This can be done in a variety of ways. One of
the most common is to use some coefficients incorporating external knowledge into the
model [28]. The assumption that all of the correlations are possible is such an external
knowledge. This approach can for instance increase all the numbers of correlations by 1
which will eliminate the “0 correlations” allowing the model to predict any value of the
class. 

3.5 Artificial Neural Networks

Artificial neural networks have been inspired by the human brain [23]. They are built
of neurons, which in this context are simply some computational units which combine inputs
(with the use of the combination function) in order to produce an output (with the use of the
activation function). The networks are not sensitive to errors in the training data but require
long time of learning  [23]. They usually deliver predictions for future instances very fast,
though. However, understanding of the prediction mechanism often poses serious troubles. 

The neurons of a network are arranged in layers [23]. The first one is called an input
layer and receives the values of the input attributes that are to be analyzed. It is followed
by an optional set of hidden layers containing hidden neurons. They allow the network to
perform nonlinear  predictions  [23].  The  last  layer  is  the  output  one  which  delivers  the
results. A flow of data is conducted along connectors between the neurons. Each connector
has  a weight  assigned. A network is nothing more than a graph with nodes (units)  and
interconnections  [28].  There  are  several  types  of  networks:  feed-forward  and  non-feed-
forward.  The former does not allow for cycles in  the graph,  while  the latter  does.  This
research is going to be focused only on feed-forward multi-layered networks. 

It is usually not easy to determine the best topology of a neural network, i.e. the
number  of  hidden neurons  [28].  The more  hidden  neurons the longer  training time and
complexity of the network. Solutions to this problem vary and depend on implementation
and problems to which a network is applied. 

The  aim of  the  learning  process  is  to  minimize  the  output  error  of  predictions
expressed as a  squared error between the actual output and the target values [23]. This is
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done  by  adjusting the  weights  assigned  to each  connector  which  are  randomly  guessed
before the process starts. There are many algorithms for learning a neural network. One of
the most popular is called back-propagation in which the error is calculated according to the
following equation (3.5): 

E  w≡
1
2
∑
d ∈D

∑
k∈outputs

t kd�okd  (3.5)

where  outputs  denotes the set of output neurons of the network,  tkd and  okd are the
target  and  output  values  respectively,  associated  with  k-th  output  neuron  and  training
example d from the set D. 

There are two approaches to adjustments of the weights [28]. The first is called the
case (or  online)  updating in  which they are modified after  each individual  instance has
passed through the network. Alternatively, the error can also be back-propagated once after
the entire training set has been pushed through the network. Such method is called the epoch

(or batch) updating. 
In order to understand the learning process the authors of [31] advise to imagine the

error as a surface in a 3-dimensional space. The aim is to find its minimum. The problem is
when the surface has a number of them. The way the back-propagation algorithm works –
stochastic, gradient descent – unfortunately does not guarantee that a global minimum will
be reached. Often the learning stops when the error descends to a local one. Nevertheless,
the artificial neural  networks are commonly used in medicine giving decent results  [13],
[12], [7]. 

3.6 Logistic regression

Logistic  regression  is  a  statistical  algorithm  which  is  applicable  to  dichotomy
problems [31]. It is a better alternative for a linear regression which assigns a linear model to
each of the class and predicts unseen instances basing on majority vote of the models. Such
approach has a drawback because it does not deliver proper probability values as the output
values may fall outside the range [0,1]. The logistic regression, in turn, builds a linear model
based on a transformed target variable whose values are not limited to only 0 or 1 but take
any real  value instead  [31].  The transformation function is  called a  logit transformation

presented in Figure 3.4. The resulting model is approximated by the equation (3.6):

Pr [1∣a1, a2,... , ak ]=
1

1exp �w0�w1 a1�...�w k ak 
(3.6)

where  wi denotes weights of particular attributes. The Figure  3.5 presents a sample
logistic regression function. 

The weights in the regression function (equation (3.6)) are adjusted so that they fit the
training data. The algorithm strives for maximizing the log-likelihood (equation  (3.7)) as a
measure of this fitting [31].

∑
i=1

n

1�x
i log1�Pr [1∣a1

 i
, a2

i 
, ... , ak

i ]x
i logPr [1∣a1

i 
, a2

i 
, ... , ak

i ] (3.7)

where x(i) equals either 0 or 1. 
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The logistic regression in case of multi-class problems faces the same problem as the
linear regression mentioned above. The output does not deliver proper probability values.
However, this can be easily fixed by generating a logistic regression model for each pair of
class values. This method is called the pairwise classification [31]. Each model is built from
only those instances that actually belong to one of the classes from the pair. These models
are then used for predictions which are performed basing on the majority vote. 

Figure 3.4. Logit transformation

Figure 3.5: Logistic regression function
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4 IMPLEMENTATION OF THE DATA MINING METHODS IN THE

MICROSOFT BI SQL SERVER 2005 

In the previous chapter several data mining algorithms have been described. They all
have been well defined theoretically. However, various analytical systems implement them
in a number of different ways. The actual performance strongly depends not only on the very
algorithm, training data, or a computational power of a machine. It may also be affected by
specific  features  with  which  algorithms  have  been equipped by their  implementers.  The
developers and system architects are free to introduce any constraints and alterations to the
way an algorithm works and performs predictions. The aim of this research is to evaluate the
implementation of several algorithms in the business intelligence part of the Microsoft SQL
Server 2005 [28]. 

The Microsoft SQL Server 2005 offers 9 algorithms to be chosen from: 
1. Microsoft Association Rules
2. Microsoft Decision Trees
3. Microsoft Clustering
4. Microsoft Time Series
5. Microsoft Naive Bayes
6. Microsoft Sequence Clustering
7. Microsoft Neural Network
8. Microsoft Linear Regression
9. Microsoft Logistic Regression

In  fact,  the  Microsoft  SQL  Server  2005  implements  only  seven  of  the  above.
The Microsoft  Linear  Regression  is  realized  with  use  of  the  Microsoft  Decision  Trees
which do  not  branch  and  the  Microsoft  Logistic  Regression  is  realized  with  use  of  the
Microsoft Neural Network without hidden neurons. 

In  the  research  only  the  following  algorithms  have  been  evaluated:  Microsoft
Association Rules, Microsoft Decision Trees, Microsoft Clustering, Microsoft Naive Bayes,
Microsoft Neural Network and Microsoft Logistic Regression. The reason for rejecting the
time series and the sequence clustering is the fact that the analytical data used in the research
is not related to time. It does not contain any information about the sequence of events which
is  necessary  in  order  to  apply  these  algorithms  [28].  More  detailed  description  of  the
analytical  data  is  provided in  the  Chapters  5  and  6.  The  reason  for  rejecting the linear
regression, besides the one described in the previous chapter, is the non-linearity of the data
from the surveys of the Breast Cancer Prevention Program. 

Initial overview of the system allows for drawing a conclusion that Microsoft does not
follow commonly accepted trends in the data mining. As an example one can give a lack of
cross-validation  during  the  construction  of  a  model.  Instead  the  Microsoft  SQL  Server
applies  some  other  measures  which  stop  further  development  of  a  model  when  some
condition is  met.  A user  cannot  influence the training process by any means other than
through several parameters which vary among the algorithms. Results are presented in an
algorithm-specific viewer which allows both to visualize the model along with some other
features  dependent  on  the  algorithm.  The  Microsoft  SQL  Server  implements  only  two
performance measure techniques: a lift chart and a classification matrix [28]:
– lift chart – as described in the Chapter 3 is a plot depicting a lift factor. In the Microsoft

SQL Server the concentration of a class (the vertical axis) in the sample is expressed as a
ratio of its concentration in the entire dataset (population). There are two modes in which
the lift chart can be viewed. The first shows the correct classifications in the sample
dataset (the accuracy). This mode is triggered when the user does not select any class
value to plot. If the class value has been selected the proper lift chart is built. It contains
at least three lines. One for the randomly guessed model, the second for the ideal model
and the  third  for  the  model  that  is  being  analyzed.  In  case  when more  models  are
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examined at the same time, each of them has its line on the chart. The Figure 4.1 shows a
sample lift chart created in the Microsoft SQL Server 2005. 

 
– classification matrix – as described in the previous chapter. 

The following subsections describe  implementation  of  particular  algorithms  in  the
Microsoft SQL Server 2005. 

4.1 Microsoft Association Rules

The  Microsoft  Association  Rules  are  based  on  the  Apriori algorithm  [28].  As
mentioned  in  the  previous  chapter  association  rules  are  the  generalized  version  of  the
classification rules in a way that they allow for prediction of any attribute. The Microsoft
Association Rules method does not generate rules with multiple attributes on the right side,
though. However, it is possible to perform multi-attribute prediction via issuing a predictive
query to the entire model [28]. The method requires the input attributes to be discrete. 

The algorithm seeks for the most frequent item sets of attributes' values in the training
set. They are created in the first step of the learning process. The second stage is to transform
these sets into rules. 

The  method,  besides  the  support  and  the  confidence (described  in  the  previous
chapter), adds  an  extra  feature  which  characterizes  the  rules:  importance.  It expresses
dependencies among attributes in a rule or in an item set. If the importance equals 1 then two
attributes are independent. If the value is less then 1 the attributes are negatively correlated,
which  means  that  increased  probability  of  occurrence  of  one  attribute  decreases  the
probability of occurrence of the other one (negative correlation). In turn, values greater than
1 denote positive correlation. 

Generation of the item sets can deliver a large number of them. In order to keep only
those that are relevant from the perspective of further analyses the Microsoft Association
Rules introduces a parameter  MINIMUM_SUPPORT, which provides a minimal threshold
for the value of the support. This and other parameters are presented in the Table 4.1.   

The Microsoft Association Rules can be used to perform predictions. This is done in
two steps. First the model looks for the rules whose left sides match an instance to predict. In
case there are no such rules the method applies a marginal statistical test to deliver the most
matching ones. The rules with the most probability are the ones that give the most accurate
predictions. 

Figure 4.1. Sample lift chart generated by the Microsoft BI SQL Server 2005
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Table 4.1. Parameters of the Microsoft Association Rules

Parameter Description

MINIMUM_SUPPORT Defines a minimum support for item sets and rules.

MAXIMUM_SUPPORT Defines a maximum support for item sets and rules.

MINIMUM_PROBABILITY Defines a minimum probability for an association rule.

MINIMUM_IMPORTANCE Defines a minimum importance of a rule.

MAXIMUM_ITEMSET_SIZE Defines a maximum size of an item set

MINIMUM_ITEMSET_SIZE Defines a minimum size of an item set.

MAXIMUM_ITEMSET_COUNT Defines a maximum number of item sets.

4.2 Microsoft Decision Trees

The  Microsoft  Decision  Trees  incorporate  features  of  the  C4.5  and  the  CART
algorithms  [28].  Thus  they  are  capable  of  performing  predictions  both  in  discrete  and
continuous problems. A tree can be grown on training data which contains errors. 

The Microsoft Decision Trees can handle multi-class problems. The default behavior
of the algorithm in case of a class with more than 100 values is that it takes 99 the most
popular ones and one representing all of the other values. After each split this subset can be
changed, based on the class values' distribution. 

The algorithm does not implement pruning. Instead, the growth of a tree is controlled
in two ways:
– Bayesian score – a score which stops further growth of a tree if the remaining data does

not justify any more splits,
– parameter  COMPLEXITY_PENALTY –  a  parameter  which  takes  values  from 0 to 1,

where the higher the value to smaller the tree. 
Another  important  parameter  is  the  SCORE_METHOD which  defines  the  score

method, i.e. the function applied to the attributes to calculate the best split of the tree. The
higher the score the more chance for the tree to split on the given attribute. There are three
functions  available:  entropy,  Bayesian  with  K2  prior  (BK2)  and  Bayesian  Dirichlet
Equivalent with Uniform prior (BDEU). The first has been described in the Chapter 3. The
second adds a constant value (prior) to the class value in each node of the tree regardless of
the level in that tree [28]. The third, in turn, takes the level of a node into consideration while
adding a weighted value (prior)  to the class values  in the tree nodes  [28].  In these two
methods the closer to the root the higher the prior. This prior also allows for incorporating
some  external  knowledge  into  the  tree  [28].  The  Table  4.2 presents  the  rest  of  the
parameters. 

The algorithm performs feature selection step before starting the training process [28].
Too much attributes  may  result  in  a  long  learning  time  and  large  resources  utilization.
The Microsoft Decision Trees applies the feature selection not only to the attributes but also,
in  some  cases,  to  the  predictable  variables  (classes).  This  step  is  controlled  by  two
parameters:  MAXIMUM_INPUT_PARAMETERS and  MINIMUM_INPUT_PARAMETERS.
This is the only way users may influence the feature selection process, which is invoked
internally beyond any user's attention. 

The Microsoft Decision Trees can handle continuous inputs  [28]. The discretization
divides such attributes into a number of buckets (99 by default). The next step is to merge
neighboring ones, however only those pairs which can increase a split score of the tree. This
step is performed iteratively until any further merging is harmful to the tree's performance.

The output model of Microsoft Decision Trees algorithm may contain several trees
(that is why the name of the algorithm is plural) [28]. This fact is used to perform association
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analysis. The trees may be connected with each other showing interrelations between their
individual nodes. 

Table 4.2. Microsoft Decision Trees parameters

Parameter Description

COMPLEXITY_PENALTY Used to control the growth of a tree.

MINIMUM_SUPPORT Defines a minimum size of leaves in a tree.

SCORE_METHOD Defines  a  method  to  measure  the  split  score  at
during the training process.

SPLIT_METHOD Specifies a shape of a tree (binary, bushy).

MAXIMUM_INPUT_ATTRIBUTES Specifies  a  maximum  number  of  attributes  and
invokes feature selection when the number of input
parameters is greater than its value

MAXIMUM_OUTPUT_ATTRIBUTE

S

Specifies a maximum number of output attributes.

FORCE_REGRESSOR Specifies one of the attribute to be a regressor (used
in regression trees).

4.3 Microsoft Clustering

The  Microsoft  Clustering  implements  two  clustering  algorithms:  k-means and
expectation-maximization (EM) [28]. They were described in the Chapter 3. 

Despite the fact that the  k-means is traditionally not applicable to discrete problems
the Microsoft Clustering uses an alternative distance measure, which allows it to be used for
such problems. The distance is calculated as one minus the probability that a particular value
belongs to a cluster. 

The Microsoft Clustering can be used to perform predictions on top of the grouping.
The model can predict any of the missing attributes of an unseen instance. First, the model,
basing on the known values of the attributes, looks for a cluster which the instance best fits
to.  Next,  based on the values  in  the cluster,  the model  reads  the  missing value and its
probability (if that is the case).

During the analyses the user can see the profile of each of the clusters. Furthermore, it
is possible to see what features distinguish each cluster from the others. 

The Table 4.3 presents the parameters which control the behavior of the method. 

Table 4.3. Microsoft Clustering parameters

Parameter Description

CLUSTERING_METHOD Species  an  algorithm  used  to  determine  cluster
membership:  Scalable  EM,  Non-scalable  EM,
Scalable K-Means, Non-scalable K-Means.

CLUSTER_COUNT Specifies how many clusters to find, 0 will force the
algorithm  to  guess  the  number  of  them  based  on
heuristics.

MINIMUM_SUPPORT Defines a minimum number of instances belonging to
a cluster
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MODELING_CARDINALITY Defines  a  number  of  candidate  models  to  create
during the training process

STOPPING_TOLERANCE Stopping condition of the training process, determines
the  maximum  number  of  cases  when  an  instance
changes membership.

SAMPLE_SIZE Defines a number of instances used to train the model,
setting  it  to  0  will  force  the  model  to  use  all  the
available ones. 

CLUSTER_SEED A random number used to initialize clusters.

MAXIMUM_INPUT_ATTRIBUTES Specifies  a maximum number  of input  attributes.  If
there  are  more  attributes  than  this  value,  automatic
feature selection is triggered. 

MAXIMUM_STATES Specifies a maximum number of states (values) of an
attribute. If there are more states then only the most
popular are used. 

4.4 Microsoft Naive Bayes

The Microsoft Naive Bayes does not introduce any specific constraints other than for
the numbers  of  attributes  [28]. These  numbers  are  limited  with  the  use  of  the  model's
parameters presented in the Table  4.4.  Also the method requires the input attributes to be
discrete.

The  implementation  uses  the  independent  probability,  the  prior,  to  incorporate
external  knowledge  and  to  eliminate  the  shortcoming  of  an  algorithm described  in  the
Chapter 3. 

Table 4.4. Microsoft Naive Bayes parameters

Parameter Description

MAXIMUM_INPUT_ATTRIBUTES Specifies  a  number  of  input  parameters
(255 by default)

MAXIMUM_OUTPUT_ATTRIBUTES Specifies  a  number  of  output  parameters
(255 by default)

MAXIMUM_STATES Specifies  a  number  of  states  (values)  of
attributes  to  consider  during  the  training
process

MINIUMUM_DEPENDENCY_PROBABILIT

Y

Specifies the dependency between an input
variable and the class.

4.5 Microsoft Neural Network

The Microsoft Neural Network is an implementation of a feed-forward neural network
[28] (no cycles in the graph are allowed). As mentioned in the Chapter 3 there are two types
of  functions  associated  with  each  neuron:  combination  and  activation.  In  the  Microsoft
Neural Network as the combination function a weighted sum of inputs is used. Activation
function, in turn, depends on whether a neuron is hidden or output. In case of the former,
tanh (2) is used, while the latter has the sigmoid (3).
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where o – output value, a – input value.

The  Microsoft  Neural  Network  is  trained  according  to  the  back-propagation

algorithm. A sum of squared deltas (differences) between the actual and the expected output
is used as an error function in case of continuous attributes. Otherwise, the algorithm uses
cross-entropy  [28].  As far as  the weights  adjustment  is  considered the Microsoft  Neural
Network utilizes epoch (or batch) updating approach described in the Chapter 3. According
to the authors of [28] this gives better results in regression problems.

The Microsoft Neural Network allows only for one hidden layer [28]. The number of
hidden neurons is determined by an equation (4):

c⋅n⋅m (4)

where: c denotes a constant dependent on a problem, in case of the Microsoft Neural
Network set to 4 by default, modifiable by the user. Variables n and m denote the number of
input and output attributes respectively. 

The  Microsoft  Neural  Network  also imposes  constraints  on  the number  of  output
neurons (limited to 500). In case when there are more attributes, automatic feature selection
algorithm is triggered. The network is not visualized in the system in any way.

The Table 4.5 presents model's parameters.

Table 4.5. Microsoft Neural Network

Parameter Description

MAXIMUM_INPUT_ATTRIBUTES Specifies a maximum number of input attributes.

MAXIMUM_OUTPUT_ATTRIBUTE

S

Specifies a maximum number of output attributes.

MAXIMUM_STATES Specifies a maximum number of states (values) an
attribute can take

HOLDOUT_PERCENTAGE Specifies a percentage of training data that is held
out for validating purposes.

HOLDOUT SEED Specifies a seed for selecting a holdout set.

HIDDEN_NODE_RATIO Specifies a value of  c variable in the  (4) equation.
Default value is 4.

SAMPLE_SIZE Specifies a size of the data used for training.
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4.6 Microsoft Logistic Regression

The Microsoft Logistic Regression constitutes a totally different approach from the
canonical algorithm described in the Chapter 3. It is based on the Microsoft Neural Network.

The logistic regression implemented in the SQL Server 2005 does not calculate linear
models for class values but uses the Microsoft Neural Network without a hidden layer to
create them, instead. Such network, with the use of the sigmoid function, generates the same
regression models as the logistic regression algorithm itself. The only reason that the model
is available for users is its discoverability. Thus the model has the same parameters, although
the Hidden_Node_Ratio is set to 0 and not modifiable.
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5 SOURCES OF THE ANALYTICAL DATA

The analyses performed within this research are based on the data from the Polish
National  Breast  Cancer  Prevention  Program.  The following subsections  provide  detailed
description of the Program as well as the data reception process. 

5.1 Polish National Breast Cancer Prevention Program

The Polish National Breast Cancer Prevention Program was held under the disposition
of the President of the Polish National Health Fund  [2] in 2006. The reason for starting
the Program, as described in the Chapter 1, was the fact that the breast cancer is the most
frequent malignant cancer in Polish women. It  constitutes about 20% of all the malignant
cancers.  Its  occurrence  probability  increases  after  menopause  or  after  50  years  of  age.
According to the Polish Central Statistical Office (Polish: Główny Urząd Statystyczny, GUS)
almost 11 000 women went down with the disease in 2000. The number of cases increased
from 50,5 in 1999 to 55,3 in 2000 per  100 000 women.  Observations have  proved that
sudden increase in the occurrence of the cancer takes place in women between 50 and 69
years of age. Forecasts for the future are pessimistic. It has been estimated that each year the
occurrence rate increases by 0,7%  [2].  This allows for drawing a conclusion that actions
taken to detect and identify breast tumors in an early stage are still insufficient. 

Oncologists and physicians are still not certain what is the cause of the cancer. This is
despite  huge  amount  of  work  and  analyses  dedicated  to  the  disease  by  doctors  around
the world. This research is particularly difficult because the same type of breast cancer can
be induced by several factors (carcinogens) [2]. Scientists indicate that genetic heritage plays
a significant role. In Poland about 10% of breast cancer cases are in women who have been
diagnosed  to  have  mutations  in  the  BRCA1  gene.  However,  genes  are  only  one
of the possible carcinogens. These are the others:

– age between 50 and 69
– breast cancer in family, especially in close relatives (mother, sister), 
– said mutations within genes
– early menstruation (before 14 years of age),
– late menopause (after 55 years of age),
– birth after 35 years of age,
– lack of children,
– previous breast cancer related treatment,
– treatment due to some other breast illnesses.
Scientists agree that the most crucial factor deciding about success or failure of the

treatment is the early detection. A method which allows for discovery of any disorders in a
breast  tissue is the mammography.  Its  sensitivity reaches about 90-95% for women after
menopause. Random screenings reduced the death rate by 25-30% in women who had their
mammography each year or two [2]. American College of Preventive Medicine recommends
mammography in 2 projections, every second year to women between 50 and 69 years of age
who belong to a  so-called “low-risk” group,  and every year  to  women from “high-risk”
group. 

The importance of the health problem is really high. In populations where there is no
screenings held whatsoever, there is high mortality rate due to the invasive breast cancer [2].
This  cancer,  besides  social  price,  requires  a  very  costly  treatment.  Depending  on  how
advanced the tumor is the treatment may require operation (amputation),  radiotherapy or
system treatment (chemotherapy, hormonal therapy). All these means are very costly. The
overall cost consists of cost of an operation and therapies, cost of treatment of complications,
expenses  resulting  from  disability  pensions,  sick-leaves,  social  care  and  so  forth.
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Another problem constitute psychological and social effects resulting from the illness or a
death in family. 

A lot has already been done in order to increase the level of knowledge concerning
the breast cancer. From 1976 to 1990 Polish government ran the National Tumor Fighting
Program. Within this Program screenings in some areas of Poland were  introduced which
aimed at early detection of the breast cancer. This allowed for creation of a model of a breast
cancer screening program and its implementation in the six leading centers in Poland. 

Similar research has been held all over the world  [2]. In the USA and the European
Union it has been agreed that the most effective means of fighting malignant cancers are
national  cancer  prevention  programs.  Such  programs  are  financed  by  the  governments.
Activities within such a program should include, besides the screenings, also purchase of
modern equipment for diagnosis and treatment and education of the society and the medical
establishment.  Experiences  learned  by  western  countries,  which  has  been  running  such
programs for a long time now, indicate that they are effective and really reduce mortality rate
even by 33% in women before 50 years of age. 

Objectives  of  the  Polish Program included  the reduction of  a  death rate  in  Polish
women due to the breast cancer and also a decrease of that rate to the level present in the
modern European countries. Also the founders of the Program hoped to increase the level of
knowledge concerning the disease and its prophylaxis. Another objective was to increase the
rate of early detection which guarantees better treatment results. 

The Program targeted women between 50 and 69 years of age who had not had a
mammography  within  last  24  months.  Women,  who  had  had  a  breast  cancer  already
diagnosed, were not eligible for the Program. 

The Program consisted of two parts: basic and extended. Within the former a patient
was asked to fill out a survey stating her current health condition and other important aspects
of her life. This part constituted the appendix 1. Afterwards she underwent a mammography
screening  which,  along  with  the  description  and  the  Mammography  Card  created  by  a
radiologist (the appendix 2), were kept on her file. Basing on the results of the screening the
patient  was  referred  (appendix  3)  to  further  screening  (extended)  if  it  was  considered
necessary. Otherwise the patient's attendance in the Program ended. Within the extended part
of  the  screening  the  patient  underwent  some  additional  examinations.  These  included
physical  screening,  additional  mammography  or  ultrasonography  (USG),  fine  needle
aspiration or core needle biopsy [2]. The results were documented in the Extended Screening
Card (the appendix 4). All the actions and a flow of control have been depicted in the Figure
5.1.

The data comes from the surveys from a Clinical Hospital No. 1 in Wrocław. 
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5.2 Data reception

The National  Breast  Cancer  Prevention  Program was  based  on  surveys  filled  out
by patients and cards filled out by doctors. The Program required medical staff to store the
data  in  paper  and parts  in  digital  documents  (only parts  filled  out  by the  doctors).  The
reception process consisted of three stages:

1. development of a software tool enabling convenient data input to the database,
2. manual data input (using the tool) from the patients' parts of the surveys,
3. automatic data input from the digital documents. 

The  software  tool  (of  a  working  name  DataRetriever),  developed for  the  purpose
of the data input,  provides several features.  It  is a user oriented application which allows
for creation of a number of users that can belong to one of three groups: administrators,
doctors and administrative staff. Each role gives them special permissions, for instance: the
administrative  staff  cannot  input  other  data  than  personal  information  of  the  patients,
administrators,  in  turn,  have  a  right  to  manage  users  and  perform  some  additional
administrative operations like batch input. 

The main window of the tool closely reflects the way the surveys are organized. This
means  that  the  arrangement  of  particular  fields  in  the  survey  has  been  mirrored  in  the
application. This makes the data input convenient. 

The tool was developed in the .NET Framework 2.0 and requires such to run. The
system uses the Microsoft SQL Server 2005 database management system. 
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6 ANALYTICAL DATA PREPARATION

The  research  is  based  on  a  data  warehouse  into  which  the  data  is  loaded.  The
following subsections provide a  brief  introduction to data  warehousing and  describe the
design of the warehouse used in the research followed by the ETL process. 

6.1 Introduction to data warehouse modeling

Han and Kamber in [14] define a data warehouse as “semantically consistent data store
that serves as a physical implementation for a decision support data model and stores the
information  on  which  an  enterprise  needs  to  make  strategic  decisions”.  Often  the  data
warehouse systems are referred to as OLAP (On-Line Analytical Processing) systems which
differ  from  the  operational  ones  (OLTP  –  On-Line  Transactional  Processing)  by  their
purpose.  The  OLAP ones  are  used  to  support  decisions  by  querying  large  amounts  of
aggregated data whereas the OLTP serve as a means for managing data in everyday work
[14]. There are several terms essential to understanding the data warehousing process:
– dimension – a perspective from which the data can be viewed. They may be hierarchical

(e.g. year – quarter – month – day). Their purpose is to describe the measures (facts),
– fact – a numerical measure represented in a fact table along with dimensions. Often it is

not easy to determine what data should be put as a fact. Kimball and Ross [18] give an
advice that facts should be additive along each of the dimensions. This means that it
should be possible to sum the values of the fact along each and every dimension. For
instance quantity of sales are additive along such dimensions as time, product,  store
because one can add up the sales  value per  year,  per  product  or  per  store.  But,  for
instance bank account balance is not additive along the time dimension because one
cannot sum the values as it would give senseless results. 

A data warehouse stores and presents the data in a multidimensional manner  [18].
These dimensions along with facts form data cubes – a basic object in a data warehouse
which stores the data in an aggregated form.

Before creation of the data cubes a data warehouse schema has to be designed. Such
design  takes  a  form of  a  relational  database  in  which  the  unified  data  is  gathered  and
aggregated. There are two basic forms of the design of the data warehouse schema [18]:
– star  schema  –  this  paradigm  allows  for  a  large  fact  table  surrounded  by  smaller,

denormalized dimension tables, 
– snowflake  (constellation)  schema  –  this  paradigm  allows  for  normalization  of  the

dimension tables. This means that they can keep their data in some additional tables
associated with them.

There are a number of ways of modeling a data warehouse. Han and Kamber  [14]
describe four views that have to be considered while designing a data warehouse. 
– top-down view – selection of the most important information that the data warehouse

will model,
– data source view – relates to the operational data sources which contain data that is

going to be loaded into the data warehouse,
– data warehouse view – relates to fact tables and dimensions,
– business-query view – a view from the perspective of an end-user.

The first view has been done by analyzing the surveys in order to the parts that carried
relevant information. These are described later in this chapter. The second view required the
examination of the operational database – the one the  DataRetriever  tool  worked on. The
third view was done according to a methodology proposed by Todman [29]. This approach
divides the data warehouse schema design into three stages: conceptual, logical and physical.
Todman proposed a convenient way of designing the conceptual model – dot modeling. In
his approach a fact is modeled as a dot surrounded by dimensions. Such model, if properly
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created, shows all the relationships among facts and dimensions, for instance it is  easily
possible to determine shared dimensions (i.e. those that are used by several data cubes). It is
also easy to see what schema model (star or snowflake) suits better the data. The last view
(the business-query view) is beyond the scope of this research.

Han  and  Kamber  [14] prove  that  a  data  warehouse  can  be  used  for  knowledge
discovery  with  the  use  of  data  mining  methods  as  one  of  three  applications  of  data
warehouses.  Besides the data mining,  warehouses  can be used in information processing
(basic statistical analyses) and analytical processing (advanced operations). The difference
between the analytical processing and the data mining comes from the fact that processing
performs aggregations and summarizations of the data while data mining automatically seeks
for implicit  patterns allowing for prediction, clustering and association. OLAP with data
mining is called On-Line Analytical Mining (OLAM). There are several reasons for which
OLAM is beneficial from the business perspective [14]:
– data  warehouse usually contains  high quality  data – this fact  may have a significant

impact on the quality of the data mining models,
– availability  of  information  processing  tools  that  are  usually  incorporated  into  data

warehouse  environments  –  these  include  database  access  providers,  integration,
consolidation and transformation of heterogeneous data sources (even remote),

– it provides means for analyses conducted on portions of data at various granularities,
drilling the data through to see which records influenced particular decisions,

– integration of OLAP functions into data mining allows the users to dynamically swap
data mining algorithms.

A very  important  step  on  the  way to  a  data  warehouse  is  the  ETL process  [19].
The abbreviation  stands  for:  Extraction,  Transformation  and  Loading.  The  first  part
of the process embraces all the actions that  are required to extract  the data from various,
often heterogeneous operational data sources. This also includes pre-cleaning. The second
step  encompasses  all  the transformations  that  the  data  has  to  go  through  in  order  to  fit
the data warehouse model. In this phase data is aggregated, cleaned and transformed so that
it could be loaded into a data warehouse. The very loading is performed in the last stage.
Here also some additional cleaning is possible. 

The next subsections describe the design of the data warehouse schema used in this
research as well as the ETL process performed during data preparation. 

6.2 Medical data warehouse model

The design of the data warehouse utilized in the research followed the three models
(conceptual,  logical  and  physical)  design  pattern  described  by  Todman  [29].  In  the
conceptual phase dot modeling was employed. During this stage dimensions as well as facts
were identified. The second stage was the transformation of the conceptual model into the
logical one. The transformation included supplementing the dimensions with their attributes.
The last stage performed a further transformation into the physical model. It added various
platform specific features to the model, such as primary and reference keys to the fact and
dimension tables. 

CONCEPTUAL MODEL

Figure 6.1 presents the conceptual model of the data warehouse. During this stage 9
dimensions were identified. The granularity of the model was set at a particular location of
the cancer, i.e. a specific place (behind nipple, centrally or in the so-called Spence's tail) in
one of the breasts. This is the reason for creation of the following dimensions (they were
based on the information contained in the surveys):
– FamilyDisease – represents the occurrences of breast cancer in a family of a patient.

It is important to distinguish close (first line) and distant (second line) just as it was in
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the surveys. In case of the first line relatives it should also be noted what age the cancer
was diagnosed: before or after 50 years of age.

– TimeMonth – time dimension, generated on the basis of the dates of mammographies,
concerns only 2006.

– Patient – represents patients taking part in the screening.
– TissueType – a type of breast tissue: fat, fat-glandular, glandular-fat, glandular.
– Symptom – represents symptoms discovered by the patients in their breasts.
– BIRADS – represents BIRADS marks – used in oncology to denote the level of intensity

of a change in the breast tissue, takes integer values from the range [2;5] with 2 being the
least intensive and 5 being the most intensive change. 

– Diagnosis – represents a diagnosis of a particular breast cancer case.
– ScreeningResult – represents a result of the screening.
– ChangeLocation – represents a location of a change in a breast: behind nipple, centrally

or in the so-called Spence's tail. 

LOGICAL MODEL

The next step in the data warehouse modeling process is the logical model. During this
phase dimensions' attributes are identified. The model has been presented in the Figure 6.2.
The dimensions identified in the conceptual model have been supplied with their attributes
(also based on the surveys):
– FamilyDisease

– FamilyLine –  denotes the family line of a relative, this attributes also encodes the
age in case of close relatives,

– Relative – denotes the relative (e.g. sister, mother, aunt, grandmother, etc.).
– TimeMonth

– Month – denotes a month in the time dimension; this concerns only months in 2006.
– Patient

– Age – age of the patient,
– Births – a number of births (1 or more). This attribute also encodes the age of a first

delivery (before of after 35 years of age),
– City – city of the patient's residence,
– FirstMenstruation – age at first menstruation,
– HormonalTherapiesEarlier –  Boolean value indicating whether the patient applied

any hormonal therapies earlier in her life,
– HormonalTherapiesNow – Boolean value indicating whether the patient applied any

hormonal therapies at the time of the screening,
– LastMenstruation – denotes the age at the last menstruation, 
– MammographiesCount –  denotes the total number of mammographies the patient

had in her life,

Figure 6.1. Data warehouse conceptual model
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– ScreeningNumber – denotes a number of the screening, assigned by the medical staff
upon performing the screening,

– SelfExamination  –  Boolean  value  indicating  whether  the  patient  self-checks  her
breasts.

– TissueType

– TissueTypeName – a name of a type of a tissue.
– Symptom

– SymptomDescription – description of a symptom.
– BIRADS

– BIRADSDescription  –  denotes  a  change  (such  as  architecture  disorder,  tumor,
calcification, etc.),

– BIRADSValue – denotes a value of the mark from the range [2;5] which expresses
the intensity of the change.

– Diagnosis

– DiagnosisDescription –  the description of a diagnosis, takes one of the following
values: norm, mild, probably mild, suspicious and malignant.

– ScreeningResult

– ChangeCount – number of changes discovered in a location,
– ChangeSide – side (either left or right) of the change,
– ChangeSize – size of the change expressed in millimeters.

– ChangeLocation

– ChangeLocation – location of the change, takes on of the following values: behind
nipple, centrally, in the so-called Spence's tail.

In this stage usually a fact is also identified. However, the data that comes from the
surveys  does  not  contain any numeric  value that  could  be used as  a  fact.  Potentially,  a
diagnosis could be a good candidate for a fact, but it would violate the additivity requirement
described in the previous subsection. However, there is a possibility to add a fully additive
fact to the data warehouse that is being designed. This is a so-called calculated measure [28]
which is computed after deployment of a data cube. In this case such fact would the number
of cases. It obviously is additive along each of the 9 identified dimensions. 

PHYSICAL MODEL

Physical model is the last step of modeling a data warehouse. It transforms the logical
model  so  that  it  fits  a  dedicated,  concrete  database  management  system.  In  this  phase
reference constraints are added to the tables which entails addition of keys. The resulting

Figure 6.2. Data warehouse logical model
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model can be implemented. The Figure 6.3 presents the physical view of the data warehouse
in the target environment which is the Microsoft SQL Server 2005. 

The Microsoft SQL Server 2005 allows for mining data aggregated in a data
warehouse [28]. The way it is done is similar as if the analyses were performed on a
regular data table. Furthermore, in the latter case also a virtual data warehouse cube
is created. The results of the analyses are equal in both cases. The reason for creating
a warehouse is the fact that it requires the data to be cleansed prior to loading. It is a
desired process especially in case of such dirty data as used in the research.

6.3 ETL process

The data warehouse schema created and implemented in the previous step has to be
now fed with the data. However, before this can happen the data has to be prepared. The
preparation includes (but is not limited to) the following activities:
– data transformation so that it fits the data warehouse schema
– data cleansing so that only complete and unified data gets loaded into the warehouse. 

In order to perform the ETL process the Microsoft Integration Services environment
has been used. The Figure 6.4 shows the steps of the data integration process conducted on
the oncological data gathered from the surveys of the Program. The individual components
represent the following activities:
– Create database schema – this task reads an external SQL script and runs it against the

Microsoft SQL Server 2005 to create the data warehouse schema.
– Symptoms preparation – this data flow task creates the dimension of symptoms. Here the

symptoms are aggregated and unified. For instance several patients stated that they felt
pain in many different ways. This is to unify the descriptions of the symptoms.

– TissueType preparation – this task aggregates the possible types of a breast tissue and
also translates the names into English. Here the cleaning was not needed because the
survey did not allow for putting own descriptions.

– Diagnosis preparation –  this task creates the  Diagnosis dimension.  It  aggregates the
possible diagnoses and inserts them into the dimension table.

– TimeMonth  preparation  –  this  task  creates  the  time  dimension  based  on  the
mammographies dates of the surveys. All the dates are from 2006. 

Figure 6.3. Data warehouse physical model
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– BIRADS  preparation  –  prepares  the  BIRADS  dimension.  This  task  cleanses  and
aggregates the BIRADS marks due to the fact that the surveys allowed the patients to
enter their own descriptions which vary significantly. It also translates the names into
English. 

– FamilyDisease preparation – this task creates the FamilyDisease dimension. It performs
the encoding of the possible values stored in the data warehouse. These values include
age of  a relative in  whom cancer  was diagnosed and the family line (either  first  or
second). 

– ChangeLocation  preparation  –  this  task  prepares  the  ChangeLocation  dimension.  It
differs from the rest  in a way that  it  does not retrieve any data from the operational
database.  The dimension's  possible values  have  been hard-coded into the component
because they are fixed. 

–  ScreeningResult preparation –  this task creates the dimension of screening results. It
aggregates the related data from the operational database. 

– Patients  preparation  –  this  task  prepares  the dimension  of  the patients.  The data  is
cleansed by removing patients with missing values. 

– Fact preparation – this is the most complex task. Basing on the values of the incoming
records it looks up values in the dimension tables seeking for matching data. In this task
also the granularity is set. The incoming records are at the higher granularity (patient
level) while the data warehouse expects it to be at the change location level. 

– Check Database Integrity Task – the final task which is responsible for checking the data
warehouse  for  data  integrity.  This  includes  for  instance  conformance  to  reference
constraints. 

As a result of the ETL process 1311 breast cancer facts have been added to the data
warehouse. 

6.4 Quality issues

Quality of the data is a very important aspect in the data mining. It  has a superior
significance while building a data warehouse or data mining models [14]. Even though some
of the algorithms  are  resistant  to  noise  in  the  data,  it  is  obvious  that  training  process
generates better results when the data is clean. 

Figure 6.4: Data integration project in the Microsoft Integration Services environment for the data
from the Breast Cancer Prevention Program (the ETL process)

39



The  analytical  data  from  the  surveys  of  the  National  Breast  Cancer  Prevention
Program also required cleaning. The surveys were filled out by patients who, from various
reasons, tend to provide false or incomplete information. This was probably due to either
personal issues or mistakes in the surveys'  design. Passing over the personal reasons the
mistakes  could result  from rather  poor  organization of the questions in the survey.  This
concerns locations of the questions on the form. Some of them could be easily overlooked
because they were placed for instance in the upper right-hand corner. Furthermore, a lot of
answers depended on answers to other questions. For instance checking the age of a first
birth required to specify the number of birth greater than 0. For some reason some patient
failed to mark all the information. Errors also were frequent in the parts filled out by doctors.
They were supposed to enter information regarding the screening into the survey. However,
very often all they did was to attach a free text note stating the results of the screening,
leaving the survey blank. Such free text notes are very difficult to analyze. 

Due to the reasons stated above many of the surveys had to be excluded during the
very reception process. In other cases attempts were made to recover the values based on the
context.  Ultimately,  the training data  set  contained only  1311 cases  from approximately
8000. 
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7 DATA ANALYSES

The  training  dataset,  obtained  from  the  surveys  of  the  National  Breast  Cancer
Prevention Program, was used to build several data mining models. They included: decision
trees,  clusters,  neural  networks,  logistic  regressions,  association  rules  and  Naive  Bayes.
However, prior to this the dataset has been pre-analyzed. This was to see how the attributes
are represented in terms of their values to determine the initial input set of attributes. This
was followed by the analyses. 

The  following  subsections  describe  pre-analyses  followed  by  the  initial  feature
selection and the description of the experiment. Finally, the description of particular data
mining models is provided which is concluded with an evaluation of all of them.

7.1 Data pre-analyses

Before building the data mining models the dataset has been pre-analyzed to see how
each attribute is represented. This step allows to see diversity of values of each attribute and
their distribution. This fact is a good basis for delivering conclusions concerning whether the
dataset contains enough data for the models to learn. It will also enable for initial feature
selection. Attributes poorly represented are not informative enough to be taken into account
during the learning process. 

The first dimension of the data warehouse is the Patient. The nine subsequent charts
plot the particular patients' attributes' values against the number of instances carrying them.
Figure  7.1 shows  the  distribution  of  the  Age  attribute.  Even  though  the  Program  was
dedicated to women between 50 and 69 years of age, nine women from beyond this range
also had the screening done. The most numerous group comprises women aged between 51
and 59 (at least 80). The least representative groups contain women younger than 50 or older
than 60 (less than 35). 

Figure 7.1. Distribution of the Age attribute
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The next attribute is the Births. As mentioned in the Chapter 6 it encodes the number
of births along with the age at which the patient had the first delivery. Figure 7.2 presents the
distribution of values of this attribute. It shows that the most women had at least 2 children
and their first delivery was before they turned 35 (700 cases). A significant proportion of
women did not have any children (249 cases) or had only one at a young age (330 cases).
The chart plots a tendency of women having their first children before 35 years of age or not
having children at all.

The Program was dedicated to women from the Lower Silesia province in Poland. The
Figure 7.3 presents the cities which the attendees were from. The number of them was too
large to display all of them on one graph. For the simplicity's sake the cities, which appear in
the data less than 10 times have been grouped under the common label Other. The traditional
capital city of the province – Wrocław – is the most frequent in the data.

Figure 7.2. Distribution of the Births attribute.
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Figure 7.3. Distribution of the City attribute.
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The surveys contained questions concerning various facts from patients' lives. These
facts can have a significant impact on the final class of an instance. The Figures 7.4 and 7.5
present the distribution of the age at which the patients had their first and last menstruation
respectively. In case of the former the dominant value is 14 (447 instances). In turn, the last
menstruation was the most frequent between the ages 48 and 52 (at least 100 instances). The
value 100 on the latter graph represents the patients that still have the menstruation. 

Another very important aspect of a patient's life is whether they took any hormonal
therapies. Figures  7.6 and  7.7 show the distributions of the therapies taken earlier and at
present. Most of the patients declare that they have never taken hormonal therapies, neither

Figure 7.4. Distribution of the FirstMenstruation attribute.
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before nor now. The proportion of those that  admit applying such therapies at present is
much lower than the same indicator in the past. 

The vast majority of the patients had had mammography screenings prior to signing up
for the Program. Most of them, however, did not have more than 5 such screenings (at least
100 of patients  per  a  number  of  mammographies).  Only few patients had more than 10
mammographies. Figure 7.8 presents the distribution of this attribute. 

Figure 7.7. Distribution of the HormonalTherapiesNow attribute

1208

103

0

200

400

600

800

1000

1200

1400

False True

Figure 7.6. Distribution of the HormonalTherapiesEarlier attribute.
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In Poland the breast cancer awareness have been increased by several previous actions,
either local or nationwide [2]. This resulted in the patients paying attention to their health by
doing occasional self-examinations. This fact is presented in the Figure 7.9:

In the surveys, the patients also had to provide descriptions of symptoms that they
observed during such self-examinations (the  Symptom dimension of the data warehouse).
The survey had a few options but also provided some space to add extra ones. The Figure

Figure 7.8. Distribution of the MammographiesCount attribute
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Figure 7.9. Distribution of the SelfExamination attribute
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7.10 shows the distribution of  symptoms.  Those that  had minor  representation had been
gathered together in a group labeled Other. 

The attributes described above come from the first appendix to the surveys (filled out
by the patients). Other data comes from the screening conducted by doctors. An important
attribute is the type of a tissue of breasts (the TissueType dimension). There are four types of
it: fat, fat-glandular, glandular-fat and glandular. The Figure 7.11 presents the distribution of
these values. It is apparent that mixed tissue types are the most common. 

Figure 7.11. Distribution of the TissueTypeName attribute
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Figure 7.10: Distribution of the SymptomDescription attribute
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Besides the tissue type the doctors also identified and measured the changes within the
breasts. The measurements were expressed with the use of the BIRADS marks (the BIRADS

dimension)  described  previously  in  the  Chapter  6.  There  are  three  potential  changes  in
breasts  identified  by  the  doctors:  architecture  disorders,  calcification  and  lump.  Their
distribution has been presented in the Figure  7.12. The most common are the architecture
disorders. 

The Figure  7.13, in turn, shows the distribution of the BIRADS values.  The most
common  value  is  2,  which  denotes  a  minor  change  in  terms  of  its  intensity  and  size.
However,  a  significant  proportion  constitutes  the value 3.  Value 5  –  the  most  intensive
change – did not appear in the dataset. 

Figure 7.12: Distribution of the BIRADSDescription attribute
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Figure 7.13: Distribution of the BIRADSValue attribute
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Besides the BIRADS marks, the changes are also described with use of the following
metrics: a number of them (Figure  7.14), side (left or right, Figure  7.15) and size (Figure
7.16) from the ScreeningResult dimension and location (behind nipple, centrally or in the so-
called Spence's tail, Figure  7.17) from the  ChangeLocation  dimension. Their distributions
have been presented in the four subsequent figures (Figures 7.14, 7.15, 7.16 and 7.17). 

Figure 7.14. Distribution of the ChangeCount attribute
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Figure 7.15. Distribution of the ChangeSide attribute
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As  indicated  in the  Chapter  5  the  breast  cancer's  occurrence  strongly  depends  on
whether  this  disease  was  diagnosed  in  the  family  or  not.  The  Figure  7.18 shows  the
distribution of this attribute in the dataset. The most common value is None, which denotes
the fact that the disease did not appear in the family. The second most frequent value is the
First_After50 which denotes the diseases in the first-line family members (mother or sister)

Figure 7.16: Distribution of the ChangeSize attribute
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Figure 7.17. Distribution of the ChangeLocation attribute
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in whom the disease was discovered. The disease in the second-line members is also very
frequent. 

The following figure (Figure  7.19) presents the distribution of the occurrence of the
disease with respect to the relatives. Similarly to the Figure 7.18 the value None is the most
frequent (the values are equal which is logical, because these two attributes are dependent).
However,  the most  common  relatives  that  went  down with  the disease are  the first-line
members of the family (mother being the most frequent and sister being the second). 

Figure 7.18: Distribution of the FamilyLine attribute
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Figure 7.19. Distribution of the Relative attribute
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The last attribute – the time (in months) – is presented in the Figure 7.20. The months
in  which  the  physicians  conducted  the  most  screenings  are:  February,  October  and
November. This attribute does not carry any relevant information from the perspective of the
predictions, because it encompasses a short period of time (1 year). It has been put here for
statistical purposes only. 

Finally, the Figure 7.21 presents the distribution of the class (DiagnosisDescription). It
is apparent that the instances are far from being equally distributed among the class values.
The  Malignant  class  is  very  poorly  represented  (only  3  cases).  This  fact  can  have  a
significant impact on the data mining models and analyses because too few training instances
from a particular class do not give enough information to train the model. 

Figure 7.21. Distribution of the DiagnosisDescription attribute, which is the
class for the instances
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Figure 7.20. Distribution of the Month attribute
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7.2 Initial feature selection

The analytical  dataset comprises several  attributes. However,  some of them do not
carry  any  relevant  information  from  the  perspective  of  the  analyses.  For  instance,  the
ScreeningNumber in no way can influence the occurrence of the breast cancer. In case of the
City  one can argue that  some cities  are  more polluted than others  and living there may
influence the disease. However, in case of this research the patients come from a small area
in Poland (one province) and all of the cases are close-to-equally affected in this regard.
Thus this attribute will also be skipped. The Table  7.1 shows the attributes both that have
been chosen for the analyses and those that have been rejected. 

Table 7.1. Initial feature selection

Attribute Accepted Reason for rejection

FamilyDisease dimension

FamilyLine Yes

Relative No This attribute is dependent on the FamilyLine.

Time dimension

Month No Time span within which the Program was conducted
is too short and in no way influences the occurrence
of the disease. 

Patient dimension

Age Yes

Births Yes

City Yes

FirstMenstruation Yes

HormonalTherapiesEarli

er

Yes

HormonalTherapiesNow Yes

LastMenstruation Yes

MammographiesCount No Numbers of mammographies taken by a patient does
not affect the disease.

ScreeningNumber No It  is  only  a  statistical  attribute  introduced  for
administrative  purposes  and  carries  no  medical
information.

SelfExamination No It  is  uninformative  because  only  one  case  (out  of
1311) bears a different value from all the rest. It may
add a lot of noise to the data. 

TissueType dimension

TissueTypeName Yes

Symptom dimension

SymptomDescription Yes

BIRADS dimension

BIRADSDescription Yes

BIRADSValue Yes
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Attribute Accepted Reason for rejection

Diagnosis dimension

DiagnosisDescription Yes

ScreeningResult dimension

ChangeCount Yes

ChangeSide Yes

ChangeSize Yes

ChangeLocation dimension

ChangeLocation Yes

Further feature selection is performed by individual algorithms (see Chapter 4). This is
done automatically and the user does not have any possibility to influence this process. 

7.3 Description of the experiment

The experiment within this research is to be conducted according to a defined formula.
For each of the chosen data mining algorithms a set of models is built. Each of them is
generated for  a  different  parameters  setting.  These parameters  vary from one method to
another thus each of the models is treated individually. This means that one algorithm can
have  more  models  built  than  others.  The  details  concerning  the  particular  settings  are
explained in the subsequent sections. 

The breast cancer dataset  has been split into two subsets: training and testing. The
former contains 1048 (80%) and the latter 264 (20%) instances. This is a stratified hold-out
procedure described in [31]. The stratification consists in providing both subsets with close-
to-equal distributions of the class values. This is to make the evaluation of performance of
the output models more reliable [31]. 

The training dataset  contains  both discrete  and  continuous  attributes.  Some  of  the
algorithms in the SQL Server 2005 require the input attributes to be discreet only, though.
Thus the models have been divided into two groups with respect to this facet. The first group
contains those that accept continuous attributes: decision trees, clustering, neural networks
and logistic regression. The other comprises algorithms which require the attributes to be
discrete: association rules and Naive Bayes. In case of the latter, the SQL Server 2005 built-
in discretization function has been employed. 

After  the  models  have  been  constructed,  they  undergo  the  evaluation  step.  Their
performance is measured with the use of lift charts and classification matrices. Afterwards,
from each of the methods the best model (the best parameters setting) is chosen for the
ultimate comparison of the algorithms. Finally, the best model emerges. 

The subsequent sections contain description of each model along with its performance
evaluation.

7.4 Microsoft Decision Trees

The Microsoft  Decision  Trees  method  was  used  to  build  three  models.  They are
different in a way the algorithm calculates the split score. Three settings of the parameter
SCORE_METHOD are used: the entropy, the Bayesian K2 prior (BK2) and the Bayesian
Dirichlet Equivalent with Uniform prior (BDEU). They were described in the Chapter 4. 

THE ENTROPY SCORE METHOD
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The Figure  7.22 shows a decision tree built with the use of the entropy as a score
method. The tree is very complex and contains 60 leaves. 

Figure 7.22. Decision tree built with the use of the entropy score method
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The classification matrix for the entropy decision tree is presented in the Table  7.2.
The Malignant case has been mispredicted as Mild. The reason for this is probably the poor
representation of this value. A very interesting observation is the fact that the class values:
Mild  and  Norm  have  high  rates  of  misclassifications  favoring  one  another.  Also  the
ProbablyMild value  has  been  mispredicted  in  favor  of  the  Norm and  the  Mild.  The
Suspicious also has a high rate of misclassified instances in favor of the Norm class. 

Table 7.2. Classification matrix of the decision tree with the entropy score method

Predicted Malignant

(Actual)

Suspicious

(Actual)

ProbablyMild

 (Actual)

Mild

(Actual)

Norm

(Actual)

Malignant 0 0 0 0 0

Suspicious 0 1 0 1 0

Probably
Mild

0 0 0 0 6

Mild 1 0 16 14 12

Norm 0 18 5 79 110

THE BAYESIAN WITH K2 PRIOR SCORE METHOD

The Figure 7.23 shows a decision tree built with the use of the Bayesian with K2 prior
(BK2). Unlike the one built with the entropy score method, the BK2 tree is much simpler; it
contains only 4 leaves. 

The classification matrix for the BK2 tree is presented in the Table 7.3. In this case
also the  Malignant cases have been misclassified, this time as the  Norm class. All of the
Suspicious instances have also been misclassified in favor of either Mild or Norm. Also all of
the  ProbablyMild instances were misclassified (as  Norm). Poor results also gave the  Mild

value. A great proportion of these instances have been classified wrongly as belonging to the
Norm class. Excellent results were gained for the  Norm value: all of these instances were
predicted correctly. 

Table 7.3. Classification matrix for the BK2 tree

Predicted Malignant

(Actual)

Suspicious

(Actual)

ProbablyMild

 (Actual)

Mild

(Actual)

Norm 

(Actual)

Malignant 0 0 0 0 0

Suspicious 0 0 0 0 0

Probably
Mild

0 0 0 0 0

Mild 0 7 0 6 0

Norm 1 12 21 88 128

Figure 7.23. Decision tree built with the use of the Bayesian with K2 prior (BK2)
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THE BAYESIAN DIRICHLET EQUIVALENT WITH UNIFORM PRIOR SCORE
METHOD

The Figure  7.24 shows a decision tree built with the use of the Bayesian Dirichlet
Equivalent with Uniform prior (BDEU). This tree is little more complex than the previous
one, but still much simpler than the one built with the use of the entropy. The BDEU tree has
5 leaves. 

The classification matrix for the BDEU tree has been presented in the Table 7.4. The
matrix is identical to the one obtained for the BK2 tree. 

Table 7.4. Classification matrix for the BDEU tree

Predicted Malignant

(Actual)

Suspicious

(Actual)

ProbablyMild

(Actual)

Mild

(Actual)

Norm 

(Actual)

Malignant 0 0 0 0 0

Suspicious 0 0 0 0 0

Probably
Mild

0 0 0 0 0

Mild 0 7 0 6 0

Norm 1 12 21 88 128

THE COMPARISON OF THE DECISION TREES MODELS

The Table  7.5 shows  the  rates  of  true  class  values  i.e.  the  ratio  of  the  correctly
classified instances against all of the instances belonging to a given class. The entropy tree
yielded the best results only for the Suspicious and Mild classes. For classes the Norm the
BK2  and  BDEU  trees  gave  better  results.  The  rest  of  the  classes  (Malignant  and
ProabablyMild were mispredicted completely). The entropy tree is a leader among the trees
in terms of the correct predictions (true class values). 

Table 7.5. True class values rates delivered by the decision trees models.

Model Malignant Suspicious ProbablyMild Mild Norm

Entropy tree 0,00% 5,26% 0,00% 14,89% 85,94%

BK2 tree 0,00% 0,00% 0,00% 6,38% 100,00%

BDEU tree 0,00% 0,00% 0,00% 6,38% 100,00%

Finally,  the  comparison  of  the  generated  decision  trees,  with  respect  to  the  lift
calculated with respect to individual class values is presented in the Figures 7.25, 7.26, 7.27,
7.28, 7.29. They show the lift charts for the Malignant, Suspicious, ProbablyMild, Mild and
Norm class values respectively. 

The Figure 7.25 shows the lift chart for the Malignant class value. The decision tree
built with the use of the entropy has the biggest lift factor. The other trees give equal results

Figure 7.24. Decision tree built with the use of the Bayesian Dirichlet Equivalent with Uniform prior
(BDEU)
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which are below the plot of the random guesser. This fact makes the entropy tree the best
classifier among the trees. 

The Figure 7.26 presents the lift chart for the Suspicious class value. In this case the
Bayesian trees (BK2 and DBEU, equal results) give better lift factor in comparison with the
entropy tree whose plot falls below the random guesser. 

The Figure  7.27 depicts the lift chart for the ProbablyMild  class value. The entropy
tree gives the best lift factor in comparison to the other trees. 

Figure 7.25. Lift chart for the Malignant class for the decision trees

Figure 7.26. Lift chart for the Suspicious class for the decision trees

57



The lift chart for the Mild class value has been presented in the Figure 7.28. Like for
the previous values of the class, the entropy tree again gives the best lift. Thus here also it is
the best model comparing to the rest. 

The lift chart for the Norm class value has been depicted in the Figure 7.29. Here the
entropy tree proves to be a worse classifier than the Bayesian trees. 

Figure 7.27. Lift chart for the ProbablyMild class for the decision trees

Figure 7.28. Lift chart for the Mild class for the decision trees
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The lift charts for the decision trees, with respect to each of the class values show that
the best lift factor in most of the cases (3 out of 5) was achieved by the tree built with the use
of the entropy. The other score methods delivered models that are equal to each other in
terms of the lift factor. The classification matrices, in turn, showed that the BDEU and BK2
score methods favor the majority class (the Norm value). The other class values predictions
were either the best in case of the entropy tree or equal to 0 for all of the trees. Thus the
overall best classifier was gained with the use of the entropy score method.

7.5 Microsoft Clustering

The Microsoft Clustering allows for building the model with two methods: the EM and
k-means algorithms.  This  is  done  by  setting  the  CLUSTERING_METHOD parameter
accordingly.  The clusters have been built  with the use of both of  these algorithms.  The
number of clusters has been set to the default value (10). 

THE EM ALGORITHM

The Figure 7.30 shows the clusters generated with the use of the EM algorithm and the
relationships  among  them.  The  darker  the  cluster  the  more  instances  it  contains.  The
associations among the clusters are organized in the same manner, i.e. the darker the line the
more similar the two clusters are. 

Figure 7.29: Lift chart for the Norm class for the decision trees
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The Figure7.31 shows the distribution of the class values in each of the clusters. The
cluster 10 contains the most instances from the Norm class. The ones which contain the least
of such instances are the clusters 4 and 8. The most Malignant cases contains the cluster 6.
The rest of the class values are irregularly distributed among the clusters. 

The classification matrix for the clusters generated with the use of the EM algorithm is
presented  in  the  Table  7.6.  Similarly  to  the  decision  trees  the  Malignant class  was
misclassified in all of its instances. The predictions favor the  Norm class value. Very bad
results  were  obtained  for  the  Suspicious  class  –  all  of  the  suspicious  instances  were
misclassified either as Mild or Norm. The ProbablyMild class also delivered poor results as
all of its instances were predicted as Norm. Poor results also gave the Mild class in case of
which  most  of  the  predictions  were  in  favor  of  the  Norm class.  The very  Norm  class,
however, gave excellent results (all correct classifications). 

Figure 7.30. Clusters generated with the use of the EM algorithm

Figure 7.31. Distribution of class values in individual EM clusters
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Table 7.6. Classification matrix for the EM clusters

Predicted Malignant

(Actual)

Suspicious

(Actual)

ProbablyMild

(Actual)

Mild

(Actual)

Norm 

(Actual)

Malignant 0 0 0 0 0

Suspicious 0 0 0 0 0

Probably
Mild

0 0 0 0 0

Mild 0 6 0 20 0

Norm 1 13 21 74 128

THE K-MEANS ALGORITHM

The Figure 7.32 shows the clusters generated with the use of the k-means algorithm. It
depicts the grouping in the same manner  as for the  EM algorithm described above. The
figure shows that a large number of instances were assigned to the clusters 1 and 2 (the
darkest shading). This means that the distance between them was small and thus they turned
out to be similar. On the other hand, the cluster 10 contains the least instances (the brightest
shading). 

The Figure  7.33 shows the distribution of the class values in the individual clusters.
The cluster 10 is fully built of the Mild instances. However, comparing it to the Figure 7.32
it is apparent that the number of instances in this cluster is very small (the brightest shading
of the cluster)

Figure 7.32. Clusters generated with the use of the K-means algorithm
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The  classification  matrix  for  the  clusters  generated  with  the  use  of  the  k-means

algorithms is presented in the Table 7.7. In this case also all of the Malignant instances have
been misclassified. The predictions favored the Norm class. Similarly to the EM algorithm,
here also the  Suspicious  class gave very bad results as all of the instances were wrongly
predicted as belonging to either the  ProbablyMild  or the  Norm classes. The  ProbablyMild

class value delivered poor results too. All of the instances from this class were predicted
either as the  Mild  or the  Norm.  The  Mild  class was predicted wrongly as the  Norm  more
frequently than it was classified correctly. Again the best results were obtained for the Norm

class. 

Table 7.7. Classification matrix for the k-means clustering

Predicted Malignant

(Actual)

Suspicious

(Actual)

ProbablyMild

(Actual)

Mild

(Actual)

Norm 

(Actual)

Malignant 0 0 0 0 0

Suspicious 0 0 0 0 0

Probably
Mild

0 6 0 1 0

Mild 0 0 18 36 30

Norm 1 13 3 57 98

THE COMPARISON OF THE CLUSTERING MODELS

The Table 7.8 shows the rate of true class values delivered by the clustering models.
The EM clustering model yielded slightly better results in terms of the true class values rate.
The k-means was only little better in case of the Norm class. Very bad results were obtained
for the Malignant and Suspicious class values. 

Figure 7.33. Distribution of the class values in individual k-means clusters
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Table 7.8. True class values rates delivered by the clustering models

Model Malignant Suspicious ProbablyMild Mild Norm

EM clusters 0,00% 0,00% 0,00% 21,28% 100,00%

K-means clusters 0,00% 0,00% 0,00% 38,30% 76,56%

The Figures 7.34, 7.35, 7.36, 7.37, 7.38 below show the lift charts for each of the class
values. 

The  Figure  7.34 shows  the  lift  chart  for  the  Malignant  class  value.  The  clusters
generated with the EM algorithm make a better model in terms of the lift factor. 

The Figure 7.35 presents the lift chart for the Suspicious class. The plot of the k-means

clusters falls entirely below the random guesser. This makes it a very bad model. The plot of
the EM clusters falls below the random guesser only for big populations (greater than 48%).

Figure 7.34. Lift chart for the Malignant class value for clusters

Figure 7.35. Lift chart for the Suspicious class value for clusters
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The Figure 7.36 presents the lift chart for the ProbablyMild class value. In this case
both of the models give poor results as they both fall below the random guesser plot for
almost all of the population. The EM clusters give better results for populations bigger than
64% though when it rises over the random guesser. 

The lift chart for the Mild class has been presented in the Figure 7.37. In this case the
unquestionable leader is the model generated with the use of the  EM algorithm. It  gives
much better lift factor in comparison with the k-means clusters. 

The Figure  7.38 shows the lift chart for the  Norm class value. Similarly to the  Mild

class, the EM clusters give higher lift factor for almost entire population. 

Figure 7.36. Lift chart for the ProbablyMild class value for clusters

Figure 7.37. Lift chart for the Mild class value for clusters
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The  EM  algorithm delivered  a  better  lift  factor  for  all  of  the  class  values.  Only
sometimes, for some populations the k-means was favored. However, on in case of some of
the classes both plots fell below the plot of the random guesser. This means that in practice it
is more beneficial too choose the samples randomly than to use to model to select them.
Nevertheless,  in  general  the  best  lift  factor  has  been  gained  with  the  use  of  the  EM
algorithm. 

7.6 Microsoft Neural Network

Since the Microsoft  SQL Server 2005 does not implement  the cross-validation the
only method available for testing the model is the holdout procedure [31]. This procedure is
used during the creation of a network for validation purposes (to test the output error while
adjusting the weights). It is separate from the testing of a model which is done afterwards
with  the use of  the separate  testing set.  One  of  the parameters  of  the Microsoft  Neural
Network allows for modifying the percentage of the instances that are used for testing the
output error: the HOLDOUT_PERCENTAGE. For the purpose of this research two settings
are used. One is the default value: 30% of the instances used for testing. The second one has
been set  to 60%. Even though a general  truth says that  the more instances  used for  the
training the better the model, its quality also depends on the output error [31]. The authors of
the [31] say that there has to be a trade-off introduced between the amount of instances used
for training and those used for testing. They say that in order to obtain a good classifier as
much of the instances as possible have to be used for training. On the other hand, in order to
obtain a good error estimate as much of the instances as possible have to be used for testing.
The experiment is to show how the split of the dataset influences the output model. The two
numbers: 30% and 60% are to demonstrate whether the quality of the output model is more
dependent on the size of the training set or the testing set. In other words, this is to show
whether the model gives better results if more instances are used for training or for testing
the output error of a network. Two models are built for these two hold-out sets. 

THE 30% HOLD-OUT SET

The Table  7.9 shows the classification matrix for the neural network built with the
30%  hold-out  set.  Similarly  to  the  previous  models,  the  Malignant  class  has  been

Figure 7.38. Lift chart for the Norm class value for clusters
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mispredicted in all of its cases. Unlike the previous models, the Suspicious class value gave
better  results.  Nevertheless,  majority  of  classifications  were  wrong.  Bad  results  were
delivered for the ProbablyMild class value. The predictions mostly favored either the Mild or
the Norm values. In case of the Mild class, incorrect predictions outnumber the correct ones.
The best results were gained for the Norm class. 

Table 7.9. Classification matrix for the 30% split neural network

Predicted Malignant

(Actual)

Suspicious

(Actual)

ProbablyMild

(Actual)

Mild

(Actual)

Norm 

(Actual)

Malignant 0 0 0 0 0

Suspicious 0 2 0 3 0

Probably
Mild

0 3 0 0 0

Mild 0 0 9 35 35

Norm 1 14 12 56 93

THE 60% HOLD-OUT SET

The Table 7.10 presents the classification matrix for the neural network built with the
60% hold-out set. The results are very similar to what the 30% split delivered. This means in
particular poor results for the Malignant, the Suspicious and the ProbablyMild class values.
The Mild value in this case has slightly worse results as the error is bigger. Again the Norm

class has the best outcome, however, much worse than in the previous case. 

Table 7.10. Classification matrix for the 60% split neural network

Predicted Malignant

(Actual)

Suspicious

(Actual)

ProbablyMild

(Actual)

Mild

(Actual)

Norm 

(Actual)

Malignant 0 0 0 0 0

Suspicious 0 0 0 0 1

Probably
Mild

0 2 0 0 0

Mild 0 4 15 25 52

Norm 1 13 6 69 75

THE COMPARISON OF THE NEURAL NETWORK MODELS

The Table 7.11 shows the rate of the correctly classified instances from a given class
to the number of instances from this class. The results differ. The biggest difference is in the
case of the Suspicious class in the favor of the 30% split model, because the rate for the 60%
split equals 0%. The other values are either equal to 0% or favor the 30% split model as well.

Table 7.11. True class values rates delivered by the neural networks models

Model Malignant Suspicious ProbablyMild Mild Norm

30% split 0,00% 10,53% 0,00% 37,23% 72,66%

60% split 0,00% 0,00% 0,00% 26,60% 58,59%
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The Figures 7.39, 7.40, 7.41, 7.42 and 7.43 present the lift charts for each of the class
values. 

The Figure  7.39 presents the lift chart for the  Malignant  class value. The better lift
factor has been given by the model with 60% split of the dataset. 

The lift factor for the  Suspicious class has been presented in the Figure 7.40. In this
case the 30% split of the dataset proves to be better for most of the population. 

The Figure 7.41 depicts the lift chart for the ProbablyMild class value. The situation
here is different to the one presented for the Suspicious class (Figure 7.40). This means that
the  model  with  the  60%  split  of  the  dataset  gives  a  better  lift  factor  for  most  of  the
populations.

Figure 7.39. Lift chart for the Malignant class value for neural networks

Figure 7.40. Lift chart for the Suspicious class value for neural networks
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The Figure  7.42 shows the lift chart  for the  Mild  class value. In this case the plot
clearly favors the model built with the use of the 30% split of the dataset. It gives a higher
lift factor. The lift for the model built with the 60% split falls below the plot of the random
guesser regardless of the size of the population. 

The Figure 7.43 shows the lift chart for the Norm class value. It also demonstrates that
the 30% split gives a better lift. However, in this case the difference between the 30% and
the 60% split of the dataset is smaller than in case of the Mild class. The lift plot for the 60%
is very close to the plot of the random guesser. 

Figure 7.41. Lift chart for the ProbablyMild class value for neural networks

Figure 7.42. Lift chart for the Mild class value for neural networks
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On most of the lift charts (3 out of 5) generated for the neural networks the one with
the 30% split of the dataset has a better lift factor. The  Malignant  class value, however,
favors the 60% split. This may result from the poor representation of this class, though. Also
the ProbablyMild class favors this split. In case of the rest of the class values the 30% model
is  better  because  it  has  a  better  lift  almost  regardless  of  the  size  of  the  population.
Nevertheless, the difference between the two models was small. This and the fact that not
always one model was better than the other allow for drawing a conclusion that the split of
the dataset does not necessarily have a large impact on the output model (at least in case of
the given dataset). Even though the latter case (the 60% split) used less than a half of the
instances  for training it still  delivered better  results for the  Malignant and  ProbablyMild

class values. However, this may also be an effect of poor representation of the class values in
the set. This confirms the hypothesis that both the training set and the testing set are very
important in the learning process. The quality of the model (its predictive power) strongly
depends on both the training and the testing sets. However, it may turn out to be difficult to
determine the best split. It is then advisable to try out several combinations. 

The results gained by the lift charts are confirmed by the true class values rates (Table
7.11).  The  higher  lift  factor  of  the  60% split  model  in  case  of  the  Malignant  and  the
ProbablyMild  classes  cannot  be credible  because the true class  value rate  for  these two
values were equal 0%. Thus all of the instances from these classes were misclassified. The
preferable neural network model is the one built with the use of the 30% split of the dataset. 

7.7 Microsoft Logistic Regression

As mentioned in the Chapter 4, the Microsoft Logistic Regression is realized with the
use of the Microsoft Neural Network without the hidden layer. The analyses with the use of
this method have been conducted in the same manner as for the neural networks described
above. The reason for choosing the 30% and the 60% splits was the same as for the neural
networks. 

THE 30% HOLD-OUT SET

The Table  7.12 presents the classification matrix for the logistic regression with the
30% split of the dataset. Again the  Malignant class value was misclassified in all of the

Figure 7.43. Lift chart for the Norm class value for neural networks
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cases. In comparison to the classification matrix of the neural network with the same split,
the Suspicious  class gave worse results as none of the instances were predicted correctly.
The situation is equally bad in case of the ProbablyMild and Mild classes. Similarly to the
previous classification matrices the Norm class gave the best results. 

Table 7.12. Classification matrix for the 30% split logistic regression

Predicted Malignant

(Actual)

Suspicious

(Actual)

ProbablyMild

(Actual)

Mild

(Actual)

Norm 

(Actual)

Malignant 0 0 0 0 0

Suspicious 0 0 0 3 0

Probably
Mild

0 1 0 0 0

Mild 0 6 12 36 39

Norm 1 12 9 55 89

THE 60% HOLD-OUT SET

The Table 7.13 shows the classification matrix for the logistic regression with the 60%
split of the database. The  Malignant  class has been misclassified in all of the cases. The
Suspicious  value  gives  the  poor  results  similarly  to  the  case  of  the  30%  split.  The
ProbablyMild class value also turned out very poor. The Mild class yielded better results (at
least some of the instances classified correctly) which were much worse than for the Norm

class, though. 

Table 7.13. Classification matrix for the 50% split logistic regression

Predicted Malignant

(Actual)

Suspicious

(Actual)

ProbablyMild

(Actual)

Mild

(Actual)

Norm 

(Actual)

Malignant 0 0 0 5 4

Suspicious 0 0 0 1 0

Probably
Mild

0 1 0 1 0

Mild 0 6 14 19 41

Norm 1 12 7 68 83

THE COMPARISON THE LOGISTIC REGRESSION MODELS

The Table  7.14 shows the true class values rate delivered by the logistic regression
models. The situation here is similar to the one presented in case of the neural networks. The
model which is favored is also the one built with the 30% split of the dataset. However, all of
the instances from the Malignant, Suspicious and ProbablyMild classes were mispredicted. 

Table 7.14. True class values rates delivered by the Logistic Regression model

Model Malignant Suspicious ProbablyMild Mild Norm

30% split 0,00% 0,00% 0,00% 38,30% 69,53%

60% split 0,00% 0,00% 0,00% 20,21% 64,84%
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The Figures 7.44,  7.45, 7.46, 7.47 and 7.48 show the lift charts for each of the class
values. 

The Figure 7.44 presents the lift chart for the Malignant class value. Similarly to the
neural networks the 60% split yielded the best results as its gives the better lift factor and is
closer to the ideal model. 

The lift chart for the  Suspicious class value has been depicted in the Figure  7.45. In
this case 30% split model yields better plot. The 60% split model falls below the random
guesser's plot for very small subsets of population (less than 5%).

The Figure 7.46 shows the lift chart for the ProbablyMild class. The model with 60%
split yields better lift for most of the population. Both models fall below the random guesser
for small- and medium-sized populations, but the 30% split model gives much worse lift
factor. 

Figure 7.44. Lift chart for the Malignant class value for logistic regression

Figure 7.45. Lift chart for the Suspicious class value for logistic regression
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The lift  chart  for  the  Mild  class  has  been presented  in  the  Figure  7.47.  Here  the
unquestionable leader is the model with the 30% split of the dataset. It gives a better lift
regardless of the population. However, for small populations it yields worse lift factor than a
random guesser. 

The Figure 7.48 shows the lift chart for the Norm class value. The model with the 30%
split, similarly to the Mild class (Figure 7.47) yields better lift factor than the one with the
60% split. However, in this case the difference between the lifts is much smaller and both
models have lift factor greater than a random guesser. 

Figure 7.46. Lift chart for the ProbablyMild class value for logistic regression

Figure 7.47. Lift chart for the Mild class value for logistic regression
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The Microsoft Logistic Regression yielded similar results to the neural network. This
is because this algorithm is a realized with the use of the Microsoft Neural Network. Here,
also the 30% split method turned out to be the best in all but two cases (when it comes to the
lift factor). The two cases which favor the 60% split are the Malignant and the ProbablyMild

class values. The logistic regression models have worse results when it comes to the true
class values. None of them predicted any of the instances from the  Malignant,  Suspicious

and ProbablyMild classes correctly. However, overall best model is the one with 30% split
of the dataset. 

7.8 Microsoft Naive Bayes

The model of the Naive Bayes was built with the default setting of the parameters. The
tests have shown that the outcome of the method is not affected by the modification of the
parameters, because they mostly concern the number of attributes and states.

The Table 7.15 presents the classification matrix of the method. At a first glimpse the
errors  of  predictions for  Mild  and  Norm  classes  are  slightly smaller  than in case of the
previous algorithms. The Malignant class has been misclassified for all of its instances. The
same situation is for the Suspicious and the ProbablyMild classes. Poor results were obtained
for the  Mild  class as well as high proportion of predictions favored the  Norm  class. The
Norm value yielded good results as most of the instances were predicted correctly. 

Table 7.15. Classification matrix for the Microsoft Naive Bayes

Predicted Malignant

(Actual)

Suspicious

(Actual)

ProbablyMild

(Actual)

Mild

(Actual)

Norm 

(Actual)

Malignant 0 0 0 0 0

Suspicious 0 0 0 0 0

Probably
Mild

0 0 0 1 0

Mild 0 0 4 37 23

Norm 1 19 17 56 105

Figure 7.48. Lift chart for the Norm class value for logistic regression
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THE EVALUATION OF THE NAIVE BAYES MODEL

The Table 7.16 shows the true class values rate generated by the Naive Bayes. This is
the only model which predicted all of the Malignant  instances correctly. The worst results
were gained for the Malignant, Suspicious and the ProbablyMild class value. 

Table 7.16. True class values rates delivered by the Naive Bayes model

Model Malignant Suspicious ProbablyMild Mild Norm

Naive Bayes 0,00% 0,00% 0,00% 39,36% 82,03%

The lift charts for each of the class value are depicted in the Figures: 7.49, 7.50, 7.51,
7.52 and 7.53. 

The Figure 7.49 shows the lift chart for the Malignant class value. The Naive Bayes
yielded a model which misclassified all of the Malignant instances. The reason for this may
be the poor representation of this value. 

The lift chart for the  Suspicious class value has been shown in the Figure 7.50. The
Naive Bayes gives a high lift factor which is always better than the random guesser's. 

Figure 7.49. Lift chart for the Malignant class value for Naïve Bayes
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The Figure  7.51 shows the lift chart for the  ProbablyMild  class. In this case the lift
factor is smaller than in case of the previous class. It even falls below the plot of the random
guesser. It is not worth using this algorithm for small and medium populations as it gives
worse results than the random model. 

              
The Figure 7.52 presents the lift chart for the Mild class. In this case the model yields

higher lift compared to the previous class. It is always higher than the random guesser.
                  
           

Figure 7.50. Lift chart for the Suspicious class value for Naïve Bayes

Figure 7.51. Lift chart for the ProbablyMild class value for Naïve Bayes
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The lift chart for the Norm class is presented in the Figure 7.53. In this case the model
yields the lift factor which is always better than the random guesser, regardless of the size of
the population. 

The Microsoft Naive Bayes yielded similarly poor results as the previous methods.
Only 3 out of 5 lift charts show the factor to be higher than a random model. Also 3 out of 5
class values were mispredicted in all of their instances. Nevertheless using the Naive Bayes
can be beneficial as most of the lift charts show (the lift factor higher than the one of the
random model). 

Figure 7.53. Lift chart for the Norm class value for Naïve Bayes

Figure 7.52. Lift chart for the Mild class value for Naïve Bayes
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7.9 Microsoft Association Rules

Similarly to the Microsoft Naive Bayes, also the Microsoft Association Rules were
generated with the default parameters settings. 

The Table 7.17 presents the classification matrix for the association rules. All of the
instances from the Malignant  class have been misclassified. Good results were yielded for
the  Suspicious  and  Norm  classes, i.e. most of the predictions were correct. In case of the
ProbablyMild and the Mild values most of the predictions were wrong. However, unlike the
previous models at least some of the instances were correctly classified. 

Table 7.17. Classification matrix for the association rules

Predicted Malignant

(Actual)

Suspicious

(Actual)

ProbablyMild 

(Actual)

Mild

(Actual)

Norm 

(Actual)

Malignant 0 0 0 0 0

Suspicious 0 13 2 46 22

Probably
Mild

0 0 1 14 6

Mild 0 5 12 17 26

Norm 1 1 6 17 74

THE EVALUATION OF THE ASSOCIATION RULES

The Table 7.18 shows the true class values rate generated by the association rules. The
model delivered results better than previous models. For all but one of the class values at
least some of the instances were correctly classified. For two (Suspicious and Norm) more
than half of the instances were predicted correctly. This is the best overall result among all of
the models constructed within the research. 

Table 7.18. True class values rates delivered by the association rules model

Model Malignant Suspicious ProbablyMild Mild Norm

Association rules 0,00% 68,42% 4,76% 18,09% 57,81%

Here  also the  lift  charts  for  each  if  the  class  values  have  been  created.  They are
depicted in the Figures 7.54, 7.55, 7.56, 7.57 and 7.58. 

The  Figure  7.54 presents  the  lift  chart  for  the  Malignant  class  value.  The  model
misclassified all of the Malignant instances and thus the lift plot being far below the plot of
the random guesser. The reason for this may be fact that this class is very poorly represented
and the support of the rules containing this class was very low. 
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The Figure 7.55 shows the lift chart for the Suspicious class value. In this case the lift
is significantly better than for the Malignant class. A very good lift factor has been gained
for the percentage of population between 8% and 69. There is a long horizontal segment in
which the lift factor does not grow. This means that taking a population of the size of 26% is
no better than taking a 90% population. 

The Figure 7.56 presents the lift chart for the ProbablyMild class. Here the situation is
similar: the best lift is gained for medium percentage of population (between 18% and 92%).
However between 22% and 80% the lift factor equals zero. 

Figure 7.54. Lift chart for the Malignant class value for association rules

Figure 7.55. Lift chart for the Suspicious class value for association rules
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The lift chart for the Mild class value has been presented in the Figure 7.57. The lift in
this case is more monotonous in comparison with the previous ones for this model. There are
less sudden “jumps” of the line. Almost entire line is over the plot of the lift of the random
guesser. 

The Figure 7.58 shows the lift chart for the Norm class. The lift line crosses the line of
the random guesser. Depending on the size of the population the use of the model may not be
beneficial. 

Figure 7.56. Lift chart for the ProbablyMild class value for association rules

Figure 7.57. Lift chart for the Mild class value for association rules
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None of the lift charts show a line that is completely above the line of the random
model.  All  of  the lift  plots are either  entirely below it  (the  Malignant  class)  or cross  it
occasionally. This means that use of the association rules may not be beneficial for some of
the populations. It may be worth trying the random guesser instead of the model.  

7.10 Evaluation of the algorithms

The last step of the analyses is the comparative evaluation of the generated models.
For  the evaluation only the “best”  models  from their  groups  were taken,  i.e.  those  that
yielded the best results in terms of the lift and the classifications. The following models have
been chosen: 
– the decision tree built with the use of the entropy score method, 
– the clusters generated with the use of the EM algorithm, 
– the neural network with the 30% split of the dataset
– the logistic regression with the 30% split of the dataset
– the Naive Bayes, 
– the association rules. 

The evaluation is  performed in two stages.  The first  is  based on the classification
matrices  generated  for  all  of  the  models,  not  just  those  with  the  best  lift  (for  better
visualization presented in the Figure 7.59). The second compares the lift charts constructed
only for the best models. The Figures 7.60, 7.61, 7.62, 7.63 and 7.64 show the lift charts of
all of the models chosen for the evaluation with respect to the class values. 

Figure 7.58. Lift chart for the Norm class value for association rules
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The Figure 7.59 shows that the best results were gained for the Norm class value; the
worst for the Malignant. This is because of the distribution of these values. The former has
the most  instances  while the latter  the least.  The best  results  for the  Suspicious and the
ProbablyMild classes have been gained with the use of the association rules. The models
which gave the worst results in terms of the classification are the 60% split neural network
and the logistic regression with the same split. They mispredicted not only the  Malignant

class  but  also  the  Suspicious  and  ProbablyMild ones. Good  results  in  terms  of  the
classification were obtained by the models: entropy tree, 30% split neural network and the
association rules. For most of the class values they yielded correct prediction for at least
some of the instances. 

The Figure 7.60 presents the lift chart for the Malignant class value. All of the models
misclassified the only Malignant test instance (see Table ). However, the lift plots for all but
two models (the association rules and the Naive Bayes) yielded high lift factors. This means
that they were much less confident that the prediction was correct than the other two models.
In this case the association rules and the Naive Bayes gave the worst results because they
were more confident that the wrong prediction was correct. 

Figure 7.60. Comparative lift chart of all of the models with respect to the Malignant class value

Figure 7.59. Comparison of the classification matrices of all the models
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The lift charts for the Suspicious class value have been presented in the Figure 7.62.
Most of the models yielded the lift factor greater than the randomly guessed model. Three
models' plots: the entropy tree, EM clusters and the association rules fell below the random
guesser. Good results were obtained for the neural network (with 30% split of the dataset)
and the logistic regression (with the same split). From the models which have the lift plot
above the random guesser they give the best lift factor for almost entire population. The
worst model is the entropy tree. Its lift factor is way below the plot of the random guesser for
almost entire population. 

The Figure 7.62 presents the lift charts for the ProbablyMild class value. The model
which  yields  the  best  lift  is  definitely  the  entropy  decision  tree.  It  reaches  the  100%
correctness of classification much sooner than other models. The second best model are the
association rules. However, in this case the plot has a long horizontal line which depicts zero
lift. The worst model in the case of this class are the EM clusters. They yield the lowest lift
from all of the models,  especially for small  populations (less than 48% where the target
population has no instances). The rest of the models delivered similar lift charts across the
entire population. For small populations, though, their plots fall below the plot of the random
guesser. 

Figure 7.61. Comparative lift chart of all of the models with respect to the Suspicious class value
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The lift charts for the  Mild  class have been plotted in the Figure  7.63. The models
which got the best lift factors are the EM clusters and the association rules. The plots are
interspersed. The worst model turned out to be the entropy decision tree. Its plot falls below
the plot of the random guesser, especially for small populations. The rest of the models gave
similar charts. 

The Figure  7.64 presents the lift charts for the  Norm  class. In this case the entropy
decision tree also belongs to the worst models. Its plot also falls below the random model.
The  best  model  in  this  case  are  the  EM  clusters.  Also  the  Naive  Bayes  proves  to  be
beneficial  for  small  populations.  The  association  rules  can  be  employed  only  for  small
populations as well. The rest of the models again have similar plots. 

Figure 7.62. Comparative lift chart of all of the models with respect to the ProbablyMild class value

Figure 7.63. Comparative lift chart of all of the models with respect to the Mild class value
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To sum up, it is impossible to choose one model which could suit all of the instances.
Some model proved to give better results for only some class values, or only for populations
of certain size. There is no unquestionable leader among the models.  Definitely, the best
models include the neural network, logistic regression both built with the 30% split of the
dataset. These two gave lift which was better from the one delivered by the random guessed
model. This means that is can be beneficial to use them. It may also be worth trying the
association rules and the Naive Bayes. The former, even though its lift plot is often worse
than the one of the random guesser, it gave good results for 3 out of 5 class values, just like
the Naive Bayes. 

7.11 Conclusions from the evaluation

The very important aspect  of the data mining is the quality of the data.  As shown
in the graphs in the initial analyses (section 7.1) the distribution of the values of the attributes
is  mostly  unequal.  This  in  particular  concerns  the  values  of  the  class  (the
DiagnosisDescription). First and foremost, it takes 5 different values. In most of the research
described  in  the  Chapter  2  the  classes  took  only two values  (Boolean)  which  indicated
whether an instance was benign or malignant. In the case of this research such classification
was not possible due to the fact that the surveys did not deliver such information. None of
the patients' cases have been ultimately assigned to either benign or malignant group. Thus
the only value that could be adopted as a class was the final mammography assessment. As
mentioned in the Chapter  5 often one mammography is  not enough to decide about the
malignancy of a case. This situation posed a serious problem to the learning methods. Some
of the cases turned out to be so similar that often a model “confused” them, for instance the
Mild cases with the Norm ones and vice-versa. 

Considerable differences in the number of instances belonging to each of the classes
caused a situation in which not enough information was provided for the algorithms to learn
particular classes, e.g. the Malignant class. This resulted in the models which mispredicted
this value completely. Furthermore, most of the models provided low true class values rates.
This must have also resulted from the resemblance of the instances. The unequal distribution
of the class values also did not allow for applying the accuracy as a measure of the models'
performance (for the reasons described in the Chapter 3) but required to use more advanced
techniques: lift charts and true class values rates (the environment does not implement any
other measures). 

Figure 7.64. Comparative lift chart of all of the models with respect to the Norm class value
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The evaluation of the data mining algorithms has shown that it is impossible to decide
which is the best, i.e. the most suitable for the given dataset. The performance of the models
varied, depending on a class value. As mentioned previously, the models which gave the best
results included: artificial neural network, logistic regression, association rules and the Naive
Bayes. The first two had similar lift charts in most of the cases. This is because both methods
are  realized  with  the  use  of  a  neural  network.  However,  care  needs  to  be  given  while
applying them to future instances as they may give worse results than a random guessed
model for some class values and populations. When the association rules are considered they
gave decent results for most of the classes as their  lift was above the lift of the random
guesser for most of the populations. This may be the result of the fact that the item sets
extracted from the dataset had the support high enough. If the support was too high the item
sets would not be informative enough to generate good rules. However, even in the case of
the association rules the lift sometimes falls below the random guesser's. Similar situation is
for the Naive Bayes. Even though this method delivered decent results for most of the class
values its lift also falls below the lift of the random guesser for some classes and populations.

On the other hand,  it  is  also very difficult  to say which of the models not  to use
definitely. Probably the one to name would be the entropy decision tree as it had low lift
factor for most of the class values. This may results from the fact that the tree was very
complex which could mean that it was over-trained. 

Good results, in terms of the lift were also gained by the EM clusters. On most of the
lift charts their lift was higher than of the random guesser at least for some populations.
However, the clusters often also gave the lift significantly worse than the random guesser.
This  is  probably  also  the  effect  of  the  poor  quality  of  the  training  data.  Since  the  EM
algorithm represents  the soft  clustering,  some of  the values  must  have been assigned to
several clusters. This contributes the most to the low probabilities of belonging to a certain
group, thus low confidentiality of predictions. 

The worst  results,  though,  were gained  for  the  methods  that  have  not  been  taken
for the final  evaluation:  k-means clusters,  BK2 and BDEU trees,  neural  network and the
logistic regression model with 60% split of the dataset. In case of the k-means clusters, since
in the implementation  the  method  still  uses  the  probabilities  the  reasoning  is  the  same
as for the EM clusters. The reason that the k-means clusters were worse than the EM ones
can also result from the choice of the initial centers of the clusters. This delivered a model
that gives poorer results than the EM one.

When it comes to the trees, the Bayesian score methods proved to give less accurate
models probably because of the small size of the generated trees. Small number of leaves
corresponds to a small number of rules and thus to a high number of misclassifications. 

The neural network and the logistic regression models, which were built with the use
of the  60% split  of  the  dataset  gave  slightly  poorer  results  than  their  counterparts  built
with the 30%  splits.  Here  the  reason  may  be  the  statistical  distribution  of  the  values.
Probably 40% of the training examples was not enough to train a good network in both
cases: the Microsoft Neural Network and the Microsoft Logistic Regression (which is also a
neural network in this case). This was discussed in the section 7.6. A conclusion was drawn
that both the training set and the testing set are of significant importance during the training
of a data mining model. Comparable results obtained for both of the splits and the fact that
60% split model was better for some class values than the 30% one implies that the sizes of
these  sets  may  not  necessarily  yield  completely  different  models  in  terms  of  the
performance.  However,  the  splits  were  done  randomly,  thus  it  is  highly  probable  that
performing the analyses for a couple more times may give different results. It may be also
worth trying the 50% split  of  the dataset.  Nevertheless,  the results show that  it  may be
difficult  to  balance  the  division  of  the  dataset  into  the  training  and  the  testing  ones.
Sometimes it may turn out that the testing set may serve its purpose well, but the training one
will yield a poor model or vice-versa. 

The evaluation of the data mining models was also limited by the environment used.
The Microsoft did not implement evaluation techniques commonly used in medicine [20] –
the area under the ROC curves (AUC). However, the main orientation of the SQL Server
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2005 is business  [28] and in the implementation the system allows for incorporating costs
into the lift charts. Nevertheless, even business people would like to see which of the models
provide the best predictions. Implementing only one method may not be enough. 
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8 MEDICAL KNOWLEDGE GAINED

In  the Chapter  1 it  was  mentioned  that  the  research  aims  at  delivering two types
of knowledge. The first one concerns the evaluation of various data mining methods with
regard to their performance in case of the breast cancer data from the Polish Breast Cancer
Prevention Program. This has already been presented in the previous chapter. The second
type  of  knowledge,  in  turn,  encompasses  medical  knowledge,  encapsulated  in  different
patterns and regularities in the data. 

This  chapter  has  been  devoted  to  describing  the  patterns  that  were  discovered
in the data from the Breast Cancer Prevention Program. The conclusions drawn are based on
the findings delivered by the best models identified in the previous chapter. The last section
provides a generalized knowledge extracted by the algorithms.  As noted in the Chapter 1
there  can  be  an  argument  whether  patterns  discovered  by  different  methods  can  be
generalized. It  was said that  diversity of the methods used in the research is actually an
advantage. This is  because the fact  that  if  a single patten has been indicated by various
methods it has a great potential to constitute a relevant finding, even greater if the methods
are significantly different. Obviously, rejected patterns may also be valuable but a general
rule which applies here says that it is better to deliver less patterns which are potentially
relevant than to deliver more patterns  from which some are irrelevant.  Nevertheless,  the
ultimate  evaluation  of  the  knowledge  belongs  to  professionals.  It  is  only  after  their
acceptance that it can be used in diagnosing and treatment. 

8.1 Decision trees

The decision tree with the best performance in the case of the given medical dataset is
the entropy tree. The model showed that the attributes which have the strongest influence
on the class are: TissueTypeName and  HormonalTherapiesNow.  The Table  8.1 shows the
rules  derived  from  the  entropy  tree,  which  predict  the  class  values  with  the  highest
probabilities (the most confident rules). 

Table 8.1. Rules derived from the entropy decision tree for each of the class value,
provided with the probability of prediction

Class value Rule Probability

Malignant No rules could be derived because the tree misclassified all of
the Malignant instances. 

Suspicious Age < 54 and Tissue Type Name = 'Glandular' and Hormonal
Therapies Now not = False

79,17%

Age < 54 and Tissue Type Name = 'GlandularFat' and Births =
0 and BIRADS Description not = 'Architecture disorders'

68,75%

Age < 54 and Tissue Type Name = 'GlandularFat' and Births =
10 and Symptom Description not = 'Other' and Family Line =
'First_After50'

64,71%

ProbablyMild Age >= 54 and < 57 and Family Line = 'None' and Change
Location = 'None' and Births = 0 and Symptom Description =
'Pain'

52,94%

Age >= 60 and < 62 and Tissue Type Name = 'GlandularFat'
and Change Location not = 'None'

50,00%

Mild Age = 57 and Family Line = 'None' and Tissue Type Name
not = 'FatGlandular' and Births not = 20

83,33%
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Norm Age < 54 and Tissue Type Name = 'FatGlandular' and Last
Menstruation >= 47 and BIRADS Value < 3 and Hormonal
Therapies  Earlier  =  False  and  BIRADS  Description  not  =
'Lump'

86,84%

Age >= 60 and < 62 and Tissue Type Name = 'GlandularFat'
and Change Location = 'None'

76,19%

Age = 53 and Tissue Type Name = 'GlandularFat' and Births =
20  and  Hormonal  Therapies  Earlier  =  False  and  Symptom
Description = 'Other'

75,00%

Age >= 54 and < 57 and Family Line = 'None' and Symptom
Description = 'Other' and Change Count < 1 and Tissue Type
Name = 'FatGlandular'

73,68%

Family Line = 'None' and Age = 58 and Change Location =
'None' and Tissue Type Name not = 'FatGlandular'

72,22%

Age  >=  60  and  Tissue  Type  Name  =  'FatGlandular'  and
Change Count < 1 and Births = 0

72,22%

Age < 54 and Tissue Type Name = 'Glandular' and Hormonal
Therapies Now = False

72,22%

Age >= 54 and < 57 and Family Line = 'Second' and Change
Location = 'Central'

72,22%

Age  >=  60  and  Tissue  Type  Name  =  'Fat'  and  BIRADS
Description = 'Lump' and Change Location not = 'SpenceTail'
and Births not = 20

68,75%

Age >= 54 and < 57 and Family Line = 'First_After50' and
BIRADS Description = 'Architecture disorders'

68,75%

Age  >=  60  and  Tissue  Type  Name  =  'Fat'  and  BIRADS
Description = 'Calcification'

68,75%

Age >= 57 and < 60 and Family Line = 'Second' 68,42%

Age  >=  60  and  Tissue  Type  Name  =  'FatGlandular'  and
Change Count < 1 and Births = 10

68,00%

Age >= 54 and < 57 and Family Line = 'None' and Symptom
Description = 'Other' and Change Count >= 1 and BIRADS
Description not = 'Lump' and Births not = 20 and Tissue Type
Name = 'GlandularFat'

66,67%

Age < 54 and Tissue Type Name = 'FatGlandular' and Last
Menstruation  >= 47  and  BIRADS  Value >=  3  and  Family
Line not = 'None'

65,38%

Age = 53 and Tissue Type Name = 'GlandularFat' and Births =
20  and  Hormonal  Therapies  Earlier  =  False  and  Symptom
Description not = 'Other'

65,00%

Family Line = 'None' and Age = 58 and Change Location not
= 'None' and Tissue Type Name = 'GlandularFat'

64,00%

Age  >=  60  and  Tissue  Type  Name  =  'FatGlandular'  and
Change Count < 1 and Births = 20

63,16%

Age < 54 and Tissue Type Name = 'GlandularFat' and Births =
10 and Symptom Description = 'Other'

62,50%
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Age >= 54 and < 57 and Family Line = 'None' and Symptom
Description = 'Other' and Change Count >= 1 and BIRADS
Description not = 'Lump'  and Births = 20 and Tissue Type
Name = 'FatGlandular'

62,07%

Age >= 54 and < 57 and Family Line = 'None' and Symptom
Description = 'Other' and Change Count < 1 and Tissue Type
Name not = 'FatGlandular'

60,00%

The Table 8.1 clearly shows that the Suspicious class value is predicted when the age
of a patient is less than 54 and the tissue type is either glandular or glandular-fat (the most
probable rules). Also any hormonal therapies taken at present influence the occurrence of the
class.  Besides  that  the  number  of  births  also  plays  an  important  role  in  this  case.  The
decision tree showed that lack of children or one births before turning 35 also cause the
model to predict the Suspicious class. Less significant influence on the occurrence of this
class was exerted by the menstruations (first and last), symptoms and screening results. 

The  ProbablyMild class  was  not  confidently  predicted.  However,  the  two  most
confident rules said that this class is most probable in case of the patients older than 54. 

In  case  of  the  Mild class  the  average  age  of  the  patients  (for  the  most  probable
predictions) was between 57 and 60. The patients discovered some common changes in their
breasts (the symptom was defined in the survey) and mostly their tissue type was mixed:
either glandular-fat or fat-glandular. 

The patients that were diagnosed as norm often were younger than 54 years or older
than 60 years.  They did not take hormonal therapies,  neither earlier in their  lives nor at
present. Their tissue type is mixed (either fat-glandular or glandular-fat). They may have
some changes diagnosed in their breasts but these changes were small.

8.2 Clustering

The model with the best performance was delivered by the EM algorithm. Each of the
clusters can be described in terms of its similarity to other ones. Since the EM algorithm
belongs  to  the  soft  clustering  the  clusters  may overlap.  This  may imply  high  similarity
among them. Below are the brief descriptions of individual clusters along with aspects that
distinguish them from the others. 

Cluster  1 aggregates  breast  cancer  cases  that  have  architectural  disorders
(BIRADSDescription='Architecture disorders') diagnosed. Patients from this cluster neither
take  the  hormonal  therapies  now  (HormonalTherapiesNow=false)  nor  took  earlier
(HormonalTherapiesEarliers=false). Most of them did not have breast cancer diseases in
their families (FamilyLine=None). Also, the patients had at least 2 births with the first one
before 35 years of age (Births=20). What distinguishes this cluster from others is the number
of changes discovered in breasts (ChangeCount=1) and the value of the BIRADS marks
(BIRADSValue=3)

Cluster  2 contains  patients  that  neither  take  nor  took  hormonal  therapies
(HormonalTherapiesNow=false and HormonalTherapiesEarliers=false). Like the cluster 1,
also  here  the  patients  have  architecture  disorders  diagnosed  (BIRADSDescription=

'Architecture  disorders').  Also,  the  disease  did  not  occur  in  their  families
(FamilyLine=None).  However,  the  changes  diagnosed  were  most  of  the  time  localized
centrally (ChangeLocation=Central) in the left breast (ChangeSide=Left). What makes this
cluster  unique  is  the  value  of  the BIRADS mark  (BIRADSValue=2)  and  the  number  of
changes discovered in breasts (ChangeCount=1). 

Cluster  3 comprises  patients  that  did  not  have  any  changes  discovered
(ChangeLocation=None and  ChangeCount=0).  These  patients  also neither  take  nor  took
hormonal therapies (HormonalTherapiesNow=false and HormonalTherapiesEarliers=false).
The disease did not occur in their families (FamilyLine=None). The health condition was
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diagnosed  normal  (DiagnosisDescription=Norm).  The  lack  of  changes  distinguishes  this
cluster among others. 

Cluster  4 aggregates  patients  that  neither  take  nor  took  hormonal  therapies
(HormonalTherapiesNow=false  and  HormonalTherapiesEarliers=false). However, in their
cases big-sized changes have been diagnosed (ChangeSize=5-14). The change was mostly a
lump  (BIRADSDescription=Lump).  The  disease  was  not  diagnosed  in  their  families
(FamilyLine=None). These changes diagnosed make the cluster unique among others. 

Cluster  5 contains  patients  that  do  not  take  hormonal  therapies  not
(HormonalTherapiesNow=false)  but  used  to  take  them  in  the  past
(HormonalTherapiesEarlier=true).  The  changes  discovered  in  their  breasts  were  mostly
architectural  disorders  (BIRADSDescription='Architecture  disorders').  Usually  they  had
more than one child, the first one before 35 years of age (Births=20). The disease did not
occur  in  their  families.  What  makes  this  cluster  unique  is  the  number  of  changes
(ChangeCount=1) and the value of the BIRADS marks (BIRADSValue=2). 

Cluster  6 contains  patients  that  neither  take  not  took  hormonal  therapies
(HormonalTherapiesNow=false and HormonalTherapiesEarliers=false). The disease did not
occur  in  their  families.  However,  the  changes  diagnosed  in  their  breasts  were  of  high
dimensions (ChangeSie=5-14) and mostly it was a lump (BIRADSDescription=Lump). What
distinguishes  this  cluster  from  others  is  the  number  of  changes  discovered
(ChangeCount=1). 

Cluster  7 comprises  patients  that  neither  take  nor  took  hormonal  therapies
(HormonalTherapiesNow=false  and  HormonalTherapiesEarliers=false).  The  disease  was
not diagnosed in their families (FamilyLine=None). The tissue type is mostly fat-glandular
(TissueTypeName=FatGlandular).  The  usual  BIRADS  value  was  3  (BIRADSValue=3).
What distinguishes this cluster from others is the high average size of a change discovered in
the breasts (ChangeSize=14-40). 

Cluster  8 contains  patients  who  either  had  not  changes  diagnosed
(ChangeLocation=None  and  ChangeCount=0)  or  had  architecture  disorders
(BIRADSDescription='Architecture disorders'). The patients neither take nor took hormonal
therapies  (HormonalTherapiesNow=false  and  HormonalTherapiesEarliers=false).  What
distinguishes  this  cluster  from  others  is  the  fact  that  usually  there  were  no  changes
discovered in the breasts (ChangeCount=0). 

Cluster 9 aggregates patients that had at least 2 children and the first one was before
they  turned  35  (Births=20).  The  patients  neither  take  nor  took  hormonal  therapies
(HormonalTherapiesNow=false and HormonalTherapiesEarliers=false). The average age of
the  patients  is  45-53  (Age=45-53).  Mostly  they  had  architecture  disorders  diagnosed
(BIRADSDescription='Architecture  disorders').  What  distinguishes  this  cluster  from  the
others is the fact that the patients still have the menstruation (LastMenstruation=75-100). 

Cluster  10 contains  patients  who  neither  take  nor  took  hormonal  therapies
(HormonalTherapiesNow=false  and  HormonalTherapiesEarliers=false).  Their type of the
tissue is mostly glandular-fat (TissueTypeName=GlandularFat).  They had only one child
before they turned 35 (Births=10). They had their last menstruation between 45 and 53 years
of  age  (LastMenstraution=45-53).  Their  average  age  is  45-53  (Age=45-53).  What
distinguishes this cluster from the others is the fact that mostly the changes discovered were
big  (ChangeSize=15-40).  The  number  of  these  changes  was  between  3  and  5
(ChangeCount=3-5). 

Unlike the decision trees  (section 8.1.)  the clusters  do not  provide such  confident
predictions (the number of instances from none of the classes exceeds 50% in any of the
clusters). Thus, for the purpose of the medical knowledge extraction, only the clusters which
contain at least 30% of instances from a given class were analyzed. The Table  8.2 shows
these clusters along with class value and the distribution. 
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Table 8.2. Distributions (at least 30%) of class values in particular clusters

Class value Cluster number Distribution

Malignant No  cluster  contains  at  least
30% of malignant instances

Suspicious 10 0,32

ProbablyMild 10 0,36

8 0,30

Mild 1 0,42

2 0,46

4 0,42

6 0,51

7 0,42

9 0,44

Norm 1 0,47

2 0,43

3 0,73

4 0,49

5 0,54

7 0,33

8 0,38

9 0,36

Despite the fact that the EM clusters gave poor results their profiles and the Table 8.2
allow for drawing some medical conclusions. The  Suspicious or the  ProbablyMild classes
(the  same  cluster)  were  observed  in  the  patients  of  about  53  years  of  age,  after  the
menopause. They usually do not take any hormonal therapies but had several relatively large
changes diagnosed in their breasts. Often the disease had been diagnosed in their families. 

When it comes to the  Mild class value the patients mostly had some change in their
breasts diagnosed: architecture disorders or lump for the most times. The average age was
between 51  and  57  years.  Some of  the patients  took hormonal  therapies  (earlier  and at
present) other did not. The tissue type was mixed. Most of the time it was the glandular-fat,
however, a small proportion had the fat-glandular type. 

The  Norm  class  encompasses  the  patients  who  either  did  not  have  any  changes
diagnosed or the changes had small intensity (BIRADSValue)

8.3 Neural network

The results delivered by the neural network are presented in the Table 8.3. The table
shows which attribute/value pairs favor the class values. In other words, inputting the values
of the attributes  from the right column of the table  to  the network will  most  likely (the
highest probability) make it predict  the classes from the left column,  regardless of other
inputs. The Table 8.3 has been constructed according to the following steps (established after
several tests), the validity of these findings were verified in the Microsoft SQL Server 2005:

1. For every pair of class values generate a list of attribute/value pairs that favor each
of the class values
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2. Eliminate those attribute/value pairs that are duplicated in at least two class values
favoring only one of them. 

3. For each class value, for each attribute whose 2 or more values have been added to
the set check if all of them actually favor the class value. Remove those that do not. 

These simple steps allowed for creation of one of the possible input attribute/value pair
sets for each of the class value. Certainly, there can be more sets like this and this algorithm
seeks for the first solution. 

Table 8.3. Impact of the attributes' values on the class value for the neural network

Class value Attribute/value pair which favors the class value

Malignant Births=21, 
FamilyLine='Second',
SymptomDescription={'Nipple inversion', 'Surgery','Skin disorders'},
TissueTypeName='Glandular'

Suspicious BIRADSDescription='Calcification',
Births='0',
ChangeSize='4,711-14,616'
FamilyLine='First_After50',
TissueTypeName='Glandular', 
SymptomDescription='Skin disorders'

Probably mild Births='10', 
ChangeSize='4,711-14,616', 
FamilyLine='First_Before50',
SymptomDescription={'Mastopathy', 'Lump', 'Skin disorders'}

Mild Age='59,940-70,000'
Births='0',
SymptomDescription='Mastopathy',
ChangeLocation='SpenceTail'
FamilyLine='First_Before50'

Norm Age='59,940-70,000', 
Births='11', 
FamilyLine={'First_Before50', FamilyLine='Second'}, 
SymptomDescription='Surgery', 
TissueTypeName='Fat'

The most influential attributes that make the network classify an instance as Malignant

is  the number  of  births  (2 children,  first  one after  35 years  of  age)  and the tissue type
(glandular). Also two of the symptoms are influential: nipple inversion and skin disorders. 

In case of the suspicious instances the tissue type was also glandular. However, in this
case the patients often did not have any children. The changes diagnosed in their breasts
were usually large and mostly it was the calcification. Also close relatives after 50 years of
age had the breast cancer. 

As for the ProbablyMild class the most influential attribute was the number of births
(one child before 50 years of age) and also the size of the change discovered in the patient's
breasts  (usually  large)  located  mostly  in  the  so-called  Spence's  tail.  Similarly  to  the
suspicious cases the close relatives suffered from the disease before they turned 50. 

The normal cases concerned women between 60 and 70 years of age. They usually had
their  only  children  after  the  turned  35  years  old.  What  is  surprising,  the  disease  was
diagnosed in their families, both in close and distant relatives. 

92



8.4 Logistic regression

The Table 8.4 shows the impact of the particular attributes' values on the class value.
The table has been prepared according the same steps as in case of the neural networks. 

Table 8.4. Impact of the attributes' values on the class value for the logistic regression

Class value Attribute/value pair which favors the class value

Malignant Births='11',
ChangeSize='4,711-14,616',
FamilyLine='First_After50',
SymptomDescription='Skin disorders',
TissueTypeName='Fat'

Suspicious BIRADSDescription='Calcification',
Births='0',
ChangeSize='4,711-14,616', 
FamilyLine='First_After50',
HormonalTherapiesNow='True',
TissueTypeName='Glandular',
SymptomDescription='Skin disorders',

Probably mild Births='10',
ChangeSize='4,711-14,616', 
FamilyLine='First_Before50', 
SymptomDescription={'Lump', 'Skin disorders'},

Mild Births={'21', '0'},
FamilyLine='First_Before50',
SymptomDescription='Nipple inversion',
TissueTypeName='Glandular'

Norm Births='11', 
FamilyLine='Second',
HormonalTherapiesNow='True', 
SymptomDescription={'Surgery', 'Skin disorders'},
TissueTypeName='Fat'

The logistic regression, even though it is realized with the neural network, delivered
slightly different results than the neural network. As far as the Malignant class is concerned,
the number of births is also an influential factor (however, in this case only one child, after
35 years of age). Also, the changes discovered in the patients' breasts were large and they
had some skin disorders. Their tissue was fat-based. The disease has been diagnosed in the
close relatives after 50 years of age. 

When it comes to the suspicious cases the size of the changes and the presence of the
skin disorders is the same as in the malignant ones. The difference is in the fact that the
patients now apply the hormonal therapies and they did not have any children. Their tissue
type is glandular. The disease has been diagnosed in the close relatives after 50 years of age.

Also the changes were large in case of the  ProbablyMild  class. Similarly to the two
previous cases, the disease has been discovered in the close relatives, but before they turned
50 years old. 

The women, who were diagnosed as  Mild,  often either did not have any children or
had 2 after they turned 35 years old. Their tissue type was usually glandular. 

The  Norm  class,  as  conveyed  by  the  model,  usually  had  the  fat  tissue  type.  The
patients also had some skin disorders. 
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8.5 Association rules

The algorithm generated a huge amount of item sets. The Table 8.5 below shows the
top 10 ones with respect to the size. 

Table 8.5. Item sets with the highest support for the association rules

Support Size Item set

998 3
Family Line = None, Hormonal Therapies Now = False, BIRADS Value = 2
- 4

964 3 Change Size < 5, Hormonal Therapies Now = False, BIRADS Value = 2 - 4

878 3 Change Size < 5, Family Line = None, BIRADS Value = 2 - 4

878 3
Change Count = 1 - 2, Hormonal Therapies Now = False, BIRADS Value =
2 - 4

818 3
BIRADS Description = Architecture disorders, Change Size < 5, BIRADS
Value = 2 - 4

810 3
Hormonal  Therapies  Earlier  =  False,  Hormonal  Therapies  Now = False,
BIRADS Value = 2 - 4

806 3
BIRADS Description = Architecture disorders, Hormonal Therapies Now =
False, BIRADS Value = 2 - 4

801 3 Change Size < 5, Family Line = None, Hormonal Therapies Now = False

797 3 Change Count = 1 - 2, Family Line = None, BIRADS Value = 2 - 4

749 3
BIRADS Description = Architecture disorders, Change Size < 5, Hormonal
Therapies Now = False

All of the item sets generated by the algorithm were used to create association rules.
Again, the number of them was enormous. The Table 8.6 contains only the 30 top ones with
the highest importance and the probability equal 1. 

Table 8.6. Top 30 rules with the highest importance and the probability equal 1

Importance Rule

1,14
Tissue Type Name = Glandular, Symptom Description = Pain -> Diagnosis
Description = Suspicious

1,1
Change  Count  >=  3,  Change  Location  =  BehindNipple  ->  Diagnosis
Description = Suspicious

1,1
Change Count >= 3, Family Line = First_After50 -> Diagnosis Description =
Suspicious

1,05
Change  Count  =  2  -  3,  Symptom  Description  =  Lump  ->  Diagnosis
Description = ProbablyMild

1,03
Change Size = 19 - 36, Last Menstruation = 48 - 50 -> Diagnosis Description
= ProbablyMild

1,03
Family Line = First_Before50, Symptom Description = Lump -> Diagnosis
Description = ProbablyMild

1,02
Change  Count  >=  3,  BIRADS  Description  =  Calcification  ->  Diagnosis
Description = Suspicious

1,02
Change  Count  >= 3,  Last  Menstruation < 48  -> Diagnosis  Description  =
Suspicious
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1,02
Change  Count  >= 3,  First  Menstruation < 12 -> Diagnosis  Description =
Suspicious

1,02
Change  Count  >=  3,  Family  Line  =  Second  ->  Diagnosis  Description  =
Suspicious

0,98
Change Size >= 36, Last Menstruation = 48 - 50 -> Diagnosis Description =
ProbablyMild

0,98 Change Size >= 36, Births = 20 -> Diagnosis Description = ProbablyMild

0,98
Change  Size  >=  36,  Hormonal  Therapies  Now  =  False  ->  Diagnosis
Description = ProbablyMild

0,98
Symptom Description = Skin disorders,  Change Location = SpenceTail ->
Diagnosis Description = ProbablyMild

0,96
Symptom  Description  =  Skin  disorders,  Age  =  53  -  56  ->  Diagnosis
Description = Suspicious

0,96
Change Count = 2 - 3, BIRADS Description = Calcification -> Diagnosis
Description = Suspicious

0,96
Change  Size  =  7  -  19,  Change  Count  <  1  ->  Diagnosis  Description  =
Suspicious

0,96 Change Size = 19 - 36, Births = 0 -> Diagnosis Description = Suspicious

0,92
Change Size >= 36, Tissue Type Name = Fat -> Diagnosis Description =
ProbablyMild

0,92 Change Size >= 36, Age < 53 -> Diagnosis Description = ProbablyMild

0,92
Change Size >= 36, First Menstruation = 13 - 14 -> Diagnosis Description =
ProbablyMild

0,92
Change  Size  >=  36,  Symptom  Description  =  Mastopathy  ->  Diagnosis
Description = ProbablyMild

0,92 Change Size >= 36, Age = 56 - 60 -> Diagnosis Description = ProbablyMild

0,92
Change  Size  >=  36,  Tissue  Type  Name  =  GlandularFat  ->  Diagnosis
Description = ProbablyMild

0,92
Change Size >= 36, First Menstruation = 14 - 16 -> Diagnosis Description =
ProbablyMild

0,92
First  Menstruation  <  12,  Symptom  Description  =  Lump  ->  Diagnosis
Description = ProbablyMild

0,92
Change Size >= 36, Symptom Description = Other -> Diagnosis Description
= ProbablyMild

0,92
First  Menstruation  <  12,  Age  =  60  -  65  ->  Diagnosis  Description  =
ProbablyMild

0,92
Symptom  Description  =  Skin  disorders,  First  Menstruation  >=  16  ->
Diagnosis Description = ProbablyMild

0,43
Family Line = First_Before50, Age = 56 - 60 -> Diagnosis Description =
Mild

The item sets, with the highest support, delivered by the model are not informative
enough.  The  most  frequent  item  set  (BIRADSValue =  2-4)  does  not  bring  any  new
information other than the one presented in the initial analyses in the Chapter 7. However,
the sets with little lower support do deliver some information. For instance, the lack of the
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breast cancer disease in the family goes with the lack of the hormonal therapies at present
and the size of a change less than 5 mm. 

The model mispredicted all of the malignant cases. In case of the suspicious ones the
attribute which exerts the biggest influence on the class is the number of changes greater or
equal 3. 

The  ProbablyMild cases are influenced the most by the size of a change, which is
greater than 36 mm. 

When it comes to the mild cases the most influential attribute is the number of births.
The patient usually had more than 1 one and the first delivery was after 35 years of age. The
second attribute is the nipple inversion symptom and the number of changes (1 or 2). Finally,
the patients were usually 56 to 60 years old. 

Finally, the normal cases encompass the patients that had a surgery in the area of the
breasts. They usually had only one child after they turned 35. They did not have any changes
discovered. 

8.6 Naive Bayes

The Naive Bayes discovered dependencies  among the attributes.  The dependencies
ordered  by  the  strength  are  as  follows:  ChangeCount,  TissueTypeName,
SymptomDescription,  LastMenstruation,  ChangeSize,  HormonalTherapiesNow and
BIRADSValue. These attributes have been analyzed with respect to their correlation with the
class values. The results of these analyses are presented in the Figures: 8.1, 8.2, 8.3, 8.4 and
8.5. These figures show how often (expressed as a ratio of all the instances) each of the
attributes appears with the particular class value. In case of the Malignant class (Figure 8.1)
its occurrence is accompanied with several attributes. Examining the Figure 8.1 it is apparent
the  Malignant  class  always  goes  with  the  Symptom  Description  (value  Other),  the
TissueTypeName (value Fat),  ChangeCount (value 1-2),  BIRADSValue (value 2-4) and the
HormonalTherapiesNow (value false). 

The Analysis Services also allow to compare the attributes in terms of their influence
on the class value. When it comes to the  Malignant the two most influential ones, which
favor  anything  but  this  class  are:  ChangeSize  <  5  and  SymptomDescription  =  'Nipple

Figure 8.1. The Malignant class value characteristics for the Naïve Bayes

ChangeSize = 5 - 7

LastMenstruation = 51 - 53

LastMenstruation = 48 - 50

ChangeSize = 7 - 19

HormonalTherapiesNow = False

BIRADSValue = 2 - 4

ChangeCount = 1 - 2

TissueTypeName = Fat

SymptomDescription = Other

0 0,1 0,2 0,3 0,4 0,5 0,6 0,7 0,8 0,9 1
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inversion'. On the other hand the one which favors this class the most is the TissueTypeName

= Fat. 
The Figure 8.2 shows the correlations for the Suspicious state of the class. This class

always appears with the BIRADSValue set to the value 2-4. This value was also present in
the  previous  class  (the  Malignant).  The  reason  for  this  is  the  fact  that  the  internal
discretization function generated only one value for this attribute, i.e. 2-4. 

The Suspicious value is favored the most by the two attributes:  LastMEnstruation =

51-53 and TissueTypeName = 'Glandular'. The third one is the ChangeCount >= 3. On the
opposite  side,  favoring  anything  else  but  the  Suspicious  value,  is  the  attribute
TissueTypeName = 'FatGlandular'. The second and third are the LastMenstruation = 50-51
and SymptomDescription = 'Other' respectively. 

In  case  of  the  ProbablyMild (Figure  8.3)  also  the  class  always  appears  with  the
attribute BIRADSValue = 2-4, for the same reason as for the previous classes. 

Figure 8.2. The Suspicious class value characteristics for the Naïve Bayes
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Symptom Description Lump
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HormonalTherapiesNow = True

ChangeCount < 1

ChangeSize = 7-19

SymptomDescription = Mastopathy

TissueTypeName = FatGlandular

SymptomDescription = Pain

SymptomDescription = Other

TissueTypeName = GlandularFat

LastMenstruation = 51 - 53

ChangeCount = 1 - 2

ChangeSize < 5

HormonalTherapiesNow = False

BIRADSValue = 2 - 4

0 0,1 0,2 0,3 0,4 0,5 0,6 0,7 0,8 0,9 1
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When  it  comes  to  the  influence  the  attributes  exert  on  the  class  value,  the  most
influential one which favors this class is the LastMenstruation = 50-51. It is followed by the
SymptomDescription  =  'Lump'.  However,  the  attribute  SymtpomDescription  =  'Other',
favoring anything else but this class, is more influential than them. The next attribute which
favor Not-ProbablyMild class value is the LastMenstruation < 48. 

The Figure 8.4 shows the correlations between the attributes and the Mild class. The
most frequent attribute (besides the BIRADSValue = 2-4) is the HormonalTherapiesNow =

False. 

Figure 8.3. The ProbablyMild class value characteristics for the Naïve Bayes
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In the case of the Mild class the most influential attribute which favors anything but
the  Mild class value is the  ChangeCount <  1. Its influence is stronger than the strongest
influence of the attribute  favoring the class,  i.e.  the  ChangeCount =  1-2. The attributes:
HormonalTherapiesNow  =  False  also  favors  this  class  but  is  weaker  than  the
HormonalTherapiesNow = True which, in turn, favors anything else but the Mild class value

The Figure  8.5 presents the correlations in case of the  Norm class value. The most
frequent  ones  are  the  same  as  for  the  Mild  class,  i.e.  BIRADSValue  =  2-4  and
HormonalTherapiesNow = False. 

Figure 8.4. The Mild class value characteristics for the Naïve Bayes
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The  Norm  class  value  is  favored  by  three  attributes:  ChangeCount  <  1,
SymtpomDescription = 'Other' and  ChangeSize <  5.  Their  influence is stronger than the
strongest one – the ChangeCount = 1-2 – which favors anything else but this class value. Yet
another attribute, which is in favor of the Norm class value is the TissueTypeName = 'Fat'. 

According to what  the Naive  Bayes delivered  the  attributes  which  exert  the  most
impact on the class value are the number of changes, tissue type and the symptoms. Also the
last menstruation and hormonal therapies play an important role in classification. 

The  malignant  cases  are  always  accompanied  by  symptom values  other  than  the
default  ones specified in the surveys.  Also, the tissue type is always fat. The number of
changes is either 1 or 2. Also the model always associated the malignant cases with the fact
of lack of hormonal therapies applied by the patients. 

When it comes to the suspicious cases the model was not that certain as in the previous
class. The occurrence of this class is highly connected with the lack of hormonal therapies.
Also the number of changes is equal to 1 or 2 and their size is less than 5 mm. The patients
had their last menstruation at the age of 51 to 53. The type of their breast tissue is glandular-
fat.

The ProbablyMild class almost always appears accompanied by the lack of hormonal
therapies. Similarly to the previous class, the number of changes is either 1 or 2 and their
size is less than 5 mm. The tissue type is mixed though: either glandular-fat or fat-glandular,
with the former being more probable. 

Figure 8.5. The Norm class value characteristics for the Naïve Bayes
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The mild cases most likely will come also with the lack of the hormonal therapies. The
size and the number of changes are equal to the previous cases. The model is less certain
about the tissue type. 

The patients whose condition has been diagnosed as normal most likely did not apply
hormonal therapies. The changes discovered in their breasts were smaller than 5 mm. The
most probable tissue type was the fat-glandular. 

8.7 Generalization of the knowledge

All  of  the  models  delivered  some  knowledge  about  the  breast  cancer  disease.
However, the information is very vague and often contradictory with the one conveyed by
other models. Nevertheless, an attempt has been made to generalize the premises in order to
come up with a small but concise set of facts. 

One  of  the  most  influential  attributes  is  the  age.  A  significant  proportion  of  the
classifications  delivered  by  the  models  take  it  into  consideration.  Regularity  has  been
observed that the group of women that has the highest risk of the breast cancer comprises
women  approximately  between 50  and  57  years  of  age.  According  to  what  the  models
convey the disease is much less likely to occur in older women. 

Another important attribute, which has a large impact on the predictions, is the tissue
type. However, the models do not agree what types favor what class value. There is a slight
tendency that the mixed tissues are more likely to develop the cancer. 

Hormonal therapies are another influential attribute. It has been observed that applying
such a therapy increases the risk of going down with the disease. Most of the models did not
make any distinction whether the therapy was applied earlier or at present. 

The disease in the family is also an influential factor. This concerns the close relatives
in particular.  It  has been observed that  occurrence of the disease in  the family increases
the risk of becoming ill. 

The screening results proved to be less deterministic than expected. Any changes, even
the big ones do not imply the disease. 
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9 CONCLUSIONS AND FUTURE WORK

The main goal of the research was to first and foremost analyze the data from the
surveys of the National Breast Cancer Prevention Program and to judge whether it is suitable
to be analyzed with the use of the data mining methods. The second step was to evaluate
several data mining algorithm in terms of their applicability to this data. Finally, an attempt
was made to deliver some tangible medical knowledge extracted by the methods. In general
the research was to answer the following questions:

1.  What is the quality of the medical dataset gathered from the Polish Breast Cancer

Prevention Program? 

The quality of analytical data is very important to building good data mining models.
The data  used in this research came from the surveys filled out  both by patients  of  the
Oncological Clinic in Wrocław, Poland, and the medical staff of the health care facility. As
people tend to do mistakes the data contained a lot of noise. During the ETL process vast
majority of the data had to be eradicated due to various inconsistencies and errors which
were impossible  to  rectify.  The resulting set  contained attributes  whose values  were  far
unequally distributed. This poses a serious problem of insufficiency of training information.
If a given attribute is poorly represented, not only will it fail to bring relevant information
but also it may introduce additional noise. 

The  poor  quality  of  the  training  data  could  also  be  the  effect  of  possible
misunderstandings  of  survey  questions  or  many  other  factors  related  to  the  surveys.
Obviously, it is impossible to eliminate all of these factors, however, it is feasible to limit
them. The survey form could be updated so that patients do not overlook questions, as it
takes place now in case of several questions located in wrong places (for instance the upper
right corner of the form). The formulation (the wording) of the questions needs to target the
survey-takers. Questions whose answers depend on some other questions (like the “age at
first birth” depends on the “number of births”) should be clearly marked. 

The very process of surveying also has a lot to be desired. The physicians fail to fill
out the surveys after a screening has been completed. They tend to only attach a free-text
note  describing  the  findings  and  leaving  the  survey's  questions  blank.  This  makes  the
reception  of  the  data  very  difficult  and  often  requires  removing  large  portions  of  it.
Nevertheless, despite the poor quality of the data it was used to conduct the analyses. 

2. Which data mining methods can be applied to extract knowledge from the medical

dataset gathered from the Polish National Breast Cancer Prevention Program? 

The second goal  was to evaluate  several  data  mining methods.  Six  of  them were
chosen because of their implementation in the target analytical environment: the business
intelligence part of the Microsoft SQL Server 2005. The models constructed in the learning
process were evaluated with the use of lift charts and classification matrices. The results of
the analyses proved that it is impossible to name one classifier which would be the best for
the given dataset. The reason for this situation is the poor quality of the training data. None
of the models correctly classified the  Malignant  instances because there  was not enough
training information to learn from. The models were, in a sense, “unaware” of this class. It
may be advisable to try several of the algorithms prior to their application in real medical
systems. 

The  models  which  yielded  good  results  were:  artificial  neural  network,  logistic
regression (both with the 30% split of the dataset), association rules and the Naive Bayes.
They had the highest lift factor for most of the class values and also the true class value rates
were higher than in case of other models. Nevertheless, application of these methods requires
care because for some populations they gave results poorer than a random guesser.  This
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means that it is more beneficial to choose the instances randomly than to apply the method.
The first two methods (neural network and logistic regression) had lift plots similar to each
other. In case of the association rules the item sets had “high-enough” support. This gave
good rules, however still only for some class values and for some populations. The same
goes for the Naive Bayes. Good results were also gained by the EM clusters. However, the
carefulness also applies here. This also results from the poor quality of the training data. Soft
clusters (as the EM cluster are) allows for a value to belong to several groups at once. Low
quality of the data could result in assignment of the values to a number of clusters. This
means low probability of belonging to any. 

It is also difficult to say which of the methods could not be applied to the dataset (from
those taken for the ultimate evaluation). The worst results were gained by the entropy tree.
This may results from the over-training of the tree which was very complex. However, the
research showed that  definitely the worst  methods,  which should not be  used,  are  those
which were not taken for the final evaluation: k-means clusters, BK2 and BDEU trees, neural
network and logistic regression model with 60% split of the dataset. The k-means clusters,
similarly to the EM ones in the SQL Server 2005 implementation use the probability of
belonging to a group. Due to the low quality of the data, wrong clusters must have been
chosen for the attributes. Also the reason for poor performance of this method could be the
initial choice of the cluster centers. When it comes to the Bayesian trees (BK2 and BDEU)
they were small. This could have been the reason for the low performance. The number of
attributes must have been too small to give good predictions. The neural network and the
logistic regression models, which were built with the use of the 60% split of the dataset gave
poorer results than their counterparts built with the 30% splits. The reasoning for such a split
was to determine the impact of both the cardinality of the training and the testing sets on the
output model. The analyses proved that the 30% split network gives slightly better results.
This may have been due to the poor quality of the training data or simply because the other
network did not have enough information to train a good model.  However,  these results
show  that  the  split  of  the  dataset  does  not  necessary  influence  the  output  model  in  a
significant way. The analyses have shown that large difference in the cardinality of both sets
does  not  give  considerably  different  results.  This  may  have  been  due  to  the  unequal
distributions  of  the class  values,  though  as  the  performance of  the model  was  probably
affected the most by the majority class: the Norm value. 

3.  What  knowledge  (patterns)  can  the  methods  extract  from  the  medical  dataset

gathered from the Polish Breast Cancer Prevention Program?

The last step of the research was to deliver some tangible medical knowledge from
what the models extracted. The unanimousness of the predictions was used as a measure of
potential relevance of the findings. If most of the models confirmed a premise, there was a
good chance that it constituted some practical information. There is a discussion whether
such  a  measure can be applied.  The argument  against  it  is  the diversity  of  data  mining
methods  and  the  fact  that  each  of  them is  different  and  treats  data  in  a  different  way.
However,on  the  other  hand,  such  diversity  can  be  regarded  as  an advantage,  because a
pattern delivered by different methods has a great potential to be valuable and important.
A rule applied in this research says that  it  is  more beneficial  to deliver a smaller set  of
patterns which are potentially relevant than to deliver a broader set of patterns from which
some are irrelevant. The latter situation might have been encountered if all of the discovered
patterns were taken into consideration as some of them were contradictory. On the other
hand,  limiting the  set  of patterns  to  only the potentially relevant  ones  poses  a  threat  of
removing other potentially relevant ones. This is the cost which needs to be taken in order to
provide doctors with findings in an concise and comprehensive form. This trade-off was
made to prevent the research from delivering too many patterns that is actually not delivering
anything at all. 

Several  correlations  have  been  found.  One  of  the  most  important  is  the  strong
association between the age of a patient and the breast cancer occurrence. The research has
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indicated that women between 50 and 57 years of age are in the high-risk group, whereas
older ones are less susceptible to the disease. Another very influential facet is the type of the
breast tissue. However, when it comes to the values of this attribute the models were not
unanimous. They agreed, though, on the significance of the hormonal therapies and their
impact on a patient's  health. Application of such a therapy, according to the most of the
models, increases the risk of going down with the breast cancer. The risk is also shifted if the
disease was diagnosed in the members of family, especially the close relatives. 

What  was  a  little  surprising  was  that  the  screening  results  do  not  exert  so  much
influence on the diagnosis of the breast cancer as one might have expected. The presence
changes, their large size, quantity and location, do not necessarily mean the disease. 

Despite the confidence of the above findings, they have to be validated by professional
physicians. This research was only to point to some directions that potentially may bring
some new knowledge, which further developed, may turn out to be helpful. The patterns
discovered by the data mining methods employed in the research are not supported by any
medical  knowledge,  though. They have been learned only by finding correlations among
attributes. Furthermore, the amount of training data was very small comparing to all of the
possible combinations of attributes' values. This also may have distorted the findings. It has
not been an intention of the research to prove that data mining algorithms can be blindly
used in real  life  (especially in  medicine).  It  was an intention,  though,  to point  out their
potential in directing people to possibly relevant and important knowledge that is hidden in
data. This knowledge, and it also concerns this research, may turn out to be worthless and
completely wrong. However, this has to be verified by knowledgeable people, who, unlike
machines, have broader knowledge and are capable of associating different premises and
drawing sophisticated conclusions. 

The research will be carried on. The next step is the evaluation of the results by the
medical staff of the Wroclaw health unit. In a more distant perspective the analyses along
with the  DataRetriever  software tool will constitute a basis for development of a medical
decision support system. 
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