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Abstract
Modern telecommunication applications must provide high
availability and performance. They must also be
maintainable in order to reduce the maintenance cost and
time-to-market for new versions. Previous studies have
shown that the ambition to build maintainable systems may
result in very poor performance. Here we evaluate an
application called SDP pre-paid and show that the
ambition to build systems with high performance and
availability can lead to a complex software design with
poor maintainability. 
We show that more than 85% of the SDP code is due to
performance and availability optimizations. By
implementing a SDP prototype with an alternative
architecture we show that the code size can be reduced
with an order of magnitude by removing the performance
and availability optimizations from the source code and
instead using modern fault tolerant hardware and third
party software. The performance and availability of the
prototype is as least as good as the old SDP. The hardware
and third party software cost is only 20-30% higher for the
prototype. We also define three guidelines that help us to
focus the additional hardware investments to the parts
where it is really needed.
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1. Introduction

A strong focus on quality attributes such as
maintainability and flexibility has resulted in a number of
new development methodologies, e.g., object-oriented and
multi-layer design. Unfortunately, it has also resulted in

less efficient applications [5][6], from a performance
perspective that is.

One of the main reason for this is that applications
developed using these new methodologies are more general
and dynamic in their design. This is good for
maintainability, but gives less application performance in
comparison with static and tailored software.
Consequently, the ambition of building maintainable
systems often results in poor performance (some conflicts,
but not all, are however based on myths and
misconceptions and can thus be eliminated [7]).

Our first hypothesis is that the conflict is bidirectional,
i.e., applications developed with high requirements on run-
time qualities such as performance (and availability) may
run into maintainability problems.

Performance is often gained by customizations, i.e., by
using less generic solutions. Common examples are
application specific buffering of persistent data, and
bypassing layers in multi-layer architectures.
Customization of functions tends to increase the amount of
application code, since code which is normally located in
the operating system or in third party software has to be
dealt with on an applications level. Previous experience
indicate that the maintenance cost is strongly related to the
amount of application code. Consequently, there are
reasons to believe that a too strong focus on performance
may lead to large and complex software, and thus poor
maintainability.

Our second hypothesis is that the best balance between
performance and availability on the one hand and
maintainability on the other is obtained by focusing on
maintainability in the software design and using high-end
hardware and software execution platforms for solving
most of the performance and availability issues. It has at



least been shown that it is rather simple to achieve high
performance in applications developed with a strong focus
on maintainability by using SMP:s [8].

If our first hypothesis is true, it would be very important
to find (hardware and software) architectures and design
solutions which minimize the conflict between
maintainability and performance. If our second hypothesis
is true, we would like to estimate the additional cost (if
any) for using the high-end (hardware and software)
execution platforms. We would then like to compare the
additional cost with the estimated reduction of
maintainability costs and time to market for new versions
of the products.

In order to test our hypothesis, we will look at a
telecommunication application called SDP. SDP is a part of
a system which in real-time rates pre-paid subscribers. The
system has been developed for the cellular market by the
Ericsson telecommunication company. Rating of pre-paid
subscribers is a mission critical task, which requires
extremely high performance and availability. The current
software architecture of the SDP contains a number of
design decisions for obtaining high performance and
availability. The reason for this is that the designers
thought that these optimizations were necessary in order to
obtain the desired level of performance and availability.

The application code is very large (300,000 LOC) and
complex. Functionality which normally is seen in the
operating system or as licensed products, e.g. inter-
process-communication and databases, is in SDP
customized and “hard-wired” into the application source
code.

We have, in order to test our second hypothesis, re-
designed the SDP. The new prototype was designed to
minimize the conflict between maintainability and
performance, and according to our second hypotheses we
preferred maintainability over performance.
Customizations within the application code were removed
and advanced functions were put back to an operating
system level or to third partly software. The result was a
prototype containing less than 7,000 LOC capable of
handling three times more calls when the original SDP. The
additional cost for the platform was 20-30% for the
prototype compared to the old SDP.

The rest of the paper is structured in the following way.
Section 2 gives a brief description of the SDP and the SDP
architectures. In Section 3 we present our research method.
The prototype architecture and results from measurements
and benchmarks are presented in Section 4. In Section 5 we
elaborate on our results and discuss some related work.
Section 6 concludes the paper.

2. SDP

FIGURE 1. SDP OVERVIEW.

The SDP (Service Data Point) is a system for handling
prepaid calls in telecommunication networks. The basic
idea is simple; each phone number is connected to an
account (many phone numbers can in some rare cases be
connected to the same account), and before a call is
allowed the telecommunication switch asks the SDP if
there are any money left on the account. This initial
message in the dialogue is called First Interrogation. The
call is not allowed if there are no, or too little, money on
the account. 

If there are money on the account the call is allowed and
the estimated amount of money for a certain call duration
(e.g. three minutes) is reserved in a special table in the
database (the account should not be reduced in advance).
When the time period (e.g. three minutes) has expired, the
telecommunication switch sends a request for an addition
three minutes to the SDP. This type of message is called
Intermediate Interrogation. The SDP then subtracts the
previous reservation from the account and makes a new
reservation for the next three minutes. This procedure is
repeated every third minute until the call is completed. The
telecommunication switch sends a message (Final Report)
to the SDP when the call is completed, and at this point the
SDP calculates the actual cost for the last period (which
may be shorter than three minutes) and removes this
amount from the account. Calls that are shorter than three
minutes will only result in two messages, i.e., a First
Interrogation message and a Final Report message. We
refer to such a call as a short call.

The scenario above is the most common case, i.e., the
case when there are enough money on the account. If there
are money for a period shorter than three minutes when a
First Interrogation or Intermediate Interrogation message
arrives, the response to these messages will indicate that
the call will only be allowed for a period x (x < 3 minutes),
and that the call will be terminated after x time unites. 

It is possible to use an optimized dialogue between the
telecommunication switch and the SDP, and in that case no
money is reserved in the First Interrogation if the amount
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of money on the account exceeds a certain limit. This
means that we do not need to calculate the cost for the first
three minutes before the call is allowed to continue. This
reduces the response time and the number of database
accesses.

Figure 1 gives an overview of the SDP. The SDP
communicates with the switches in the telecommunication
network using the INAP and USSD protocols on top of the
SS7 protocol. The most intense communication is via the
INAP protocol, which is used for inquiring whether a
certain call will be allowed (to continue) or not. 

The USSD protocol is used for communication which
makes it possible for the subscribers to obtain the current
balance on their accounts. The balance is communicated in
the form of a text message to the subscriber’s phone. In
some cases the subscriber will get a text message with the
account balance automatically after a call has been
completed.

The SDP communicates with administrative systems
using standard TCP/IP. The most important administrative
system is the Payment server from which the accounts can
be refilled. Examples of other administrative system tasks
are report generation and calculating statistics. 

It is also possible to connect the SDP with traditional
billings systems that are based on CDR (Call Data
Records) processing. The SDP should therefore be able to
process CDRs. Communication of CDRs to and from the
SDP is done via TCP/IP.

2.1 SDP architecture

FIGURE 2. LOGIC VIEW OF THE SDP.

Figure 2 shows a logical view of the two computers
(servers) in the SDP. The two Sun 4500 Enterprise
multiprocessor servers [15] are connected in a mated pair.

Each server has 4 processors and a SS7 connection on
which SDP interacts with the telecommunication network.
Performance evaluations of the SDP have shown that the
performance will not increase if we put more than 4
processors in each server. Both servers are active during
normal operation. If one of the servers goes down, the
service is maintained by the other server.

Besides availability, performance was considered as a
major potential problem. The software architecture of the
SDP thus contains a number of design decisions for
obtaining high performance. The reason for this is that the
designers thought that these optimizations were necessary
in order to obtain the desired level of performance,
availability and capacity. At the time of the first design
there was no time for evaluating different alternatives and
the designers wanted to be sure that they would meet the
performance and availability requirements. The safest way
to guarantee this was to limit the use of third party
software, such as commercial database systems, and
instead provide the desired performance and availability by
optimizations in the application code.

One performance optimization is that the application
contains a cache for the entire database in RAM. The
application programmer is responsible for guaranteeing
that the RAM database is consistent with the one on disk.
This complicates the application code. One similar
example concerning availability is that the application is
responsible for maintaining redundant copies of the
database on the different servers. This also complicates the
application code.

The mated pair solution may look rather simple.
However, in order to reach the desired level of availability
and performance a large amount of additional application
software was needed. In SDP, this type of application code
stands for over 85% of the total amount of code.

3. Method

This study consists of two parts. First, we have to find
out if the conflict between maintainability and performance
is bidirectional, i.e., if strong requirements on performance
lead to larger and more complex application source code.
We did this by studying the source code of the commercial
SDP product. Secondly, we wanted to investigate if it was
possible find alternative strategies which reduced the
conflict thus making it possible to achieve high
performance without causing maintainability problems. In
order to do this, we built a new prototype of the SDP. The
prototype was designed according to a three step process,
which was assembled with the aim of helping the
developers to achieve a high level of performance without
adding more source code than necessary. Source code
measurements on the prototype were compared with
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identical measurements from the SDP. The attributes
measured were maximum throughput and application code
size, i.e., performance and maintainability respectively.
Measuring maintainability via the code size is not an
agreed method. However, previous experience indicate that
the maintenance is strongly related to the amount of
application code [11][3].

3.1 Source code measurements on the SDP

SDP consists of approximately 300.000 LOC. The
measurements did, however, focus on a particular
component in SDP. This was the rating engine which
provides the core functionality, i.e., the part which handles
calls and account withdraws. The size of this component is
approximately 60.000 LOC. The source code was
classified using three categories:

1. High Availability, concerning matters of system fail-
over, handling of plug-in addition and removal at run 
time as well as on-line data replication of persistent 
storage.

2. Database, transforming transient storage to persistent 
storage.

3. Application Logic, the core business functionality. In 
this case the logic for rating and account handling.

The first category concerns availability. However, when
the SDP was designed, it was the performance requirement
which forced the developers to implement the availability
facilities in the application source code instead of using a
standard third party solution. The amount of code in this
category can thus be considered as code improving the
application performance. The next category of code is a
direct result of a database optimization. Finally, in the third
category, is code handling the application logic, e.g. rating
calls.

The classification of the SDP source code was made by
hand and with help from Ericsson personnel. The code size
was measured using a software metrics tool called RSM
(Resource Standard Metrics [1]). Only lines of code (LOC)
were used in the results presented in this report.

3.2 The READ project

The prototype was developed in a research project
called READ. The main objective of READ was to design
a SDP prototype which had both high performance and
maintainability. High performance was defined as fulfilling
the hard performance requirement for the SDP. According
to Ericsson personnel, SDP’s major maintainability

problem was the high complexity of the source code, which
made it very difficult and time consuming to maintain the
application, and the large amount of source code. Thus,
less and simplified source code was considered as an
effective way to increase the maintainability of the SDP.

A group consisting of six persons was assigned the task
to find a new hardware and software architecture. Three
out of the six came from Ericsson, two application experts
and one database expert. One senior sales engineer and a
free usage of Sun’s and Oracles product portfolios were
provided by Sun Microsystems. The project was managed
and evaluated by researches at the Blekinge Institution of
Technology. 

READ used a three step iterative process for designing
the prototype:

1. Start with the most simple architecture fulfilling the 
functional requirements, i.e., we do not consider any 
performance and/or availability requirements.

2. Start evaluating this solution. The first step of the eval-
uation usually consists of discussions and rough esti-
mates based on expected performance bottle-necks, 
e.g., disk accesses, communication need etc. If these 
initial evaluations seem promising, a partial implemen-
tation is started. The implementation initially focuses 
on the parts of the design where one can foresee perfor-
mance or availability problems. The performance and/
or availability qualities of these parts are then evalu-
ated. As long as there are no performance or availabil-
ity problems, the rest of the system is gradually 
implemented, and if there are no problems along the 
way we will end up with a complete system which 
meets the performance and availability requirements. 
However, if some stage in the evaluation shows that we 
will not meet the performance and availability require-
ments, we go to step 3 in this design process.

3. Based on our accumulated experience from step 2 (we 
may have gone through step 2 more than once), we 
select a new architecture. The new architecture is the 
most simple architecture that meets the functional 
requirements, and based on what we know also the per-
formance and availability requirements. Consequently, 
we do not select the minimal modification of the archi-
tecture last evaluated in step 2, instead we select the 
simplest architecture possible based on what we know. 
We now again go to step 2.

The intention of using such a process was to ensure that
the most simple design solution possible was found. Each
design alternative was evaluated with respect to
performance (response-time and throughput), scalability



(number of subscribers for low-end and high-end) and
availability (planned down-time, unplanned down-time,
disaster recovery). 

When defining step three of the process we discussed
two alternative approaches: either to consider the minimal
modification of the current architecture that would meet
the performance and/or availability requirements, or to
consider the simplest architecture possible (without
considering the last architecture) that would meet those
requirements. We expected that the first alternative would
minimize the development time, whereas the last
alternative would minimize the complexity and thus the
maintainability of the resulting system. As shown in the
process, we selected the last alternative, since
maintainability was a major concern for us.

3.3 Source code measurements

The prototype has the same functionality as the rating
engine component in the SDP. The SDP code
measurements discussed above were therefor reused, and
the corresponding measurements were done for the
prototype.

3.4 Performance measurements

In order to get accurate and comparable performance
measurements for the prototype a work load simulator had
to be built. The simulator was designed according to the
load case specified by Ericsson for the SDP. The
simulator’s load scenario was defined as follows:

• 17% subscriber/account inquiries via USSD
• 28% calls with no answer
• 50% successful calls with USSD notifications
• 5% low credits resulting in short calls or call refused.
• 1.000.000 different subscribers
• 1.000.000 different accounts

The maximum capacity was measured with and without
optimized dialog. In our test case an optimized dialog
means that 5% of the calls were made using pre-allocations
setup and 95% without pre-allocations. Furthermore, the
capacity was measured for long and short calls,
respectively. We also evaluated the SDP for the load model
described above.

4. Result

We have three major results, the code measurements on
the SDP, the new architecture and the result from the
source code and performance comparison measurements.

4.1 Source code categories of SDP (rating engine)

The result of the source code measurements for the
rating engine component in SDP is shown in Figure 3. The
total amount of source code in the component is 60.000
LOC. It can be seen that less than 15% of the source code is
related to functional requirements. Obviously, the hard
requirement on performance (and availability) has in SDP
resulted in seven times the amount of source code. The cost
of maintaining an application is strongly related to the
number of code lines, i.e., performance (and availability)
stands for 85% of the total maintenance cost of the rating
engine component.

4.2 Prototype architecture

Figure 4 shows the logical view of the computers in the
SDP prototype. The architecture supports two levels of
availability; high and very high, 99.99% and 99.999%
availability respectively. The most mission critical

FIGURE 3. SOURCE CODE MEASUREMENTS ON SDP
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functions, e.g. SS7 signalling and account withdraws, are
executing on the higher level. Services less critical, e.g.
report generation and administration, are running on the
next highest level. The separation of a high and a very high
availability reduced, in a cost-effective way, the conflict
between maintainability and performance. One effect of
this separation was that most of the code could benefit
from standard third party software cluster solutions and
thus did not have to be aware that it was running on a
cluster.

There are two SS7 connections, each connected to a
front-end computer. The messages from each
telecommunication switch are under normal conditions
split equally between these two front-end computers. If one
front-end computer breaks down, the switch will send all
messages to the other computer. The number of front-end
computers is normally two, but may be more than two. The
front-end computers are stateless, i.e. the user accounts, the
subscriber database and the tariff trees are stored on the
database server. Restarting or replacing a faulty front-end
is thus uncomplicated. Separating the stateless parts from
the rest of the application made it possible achieve high
performance and high availability to a low cost.

The parts of the application which are state depended
and require very high availability are hard to design.
READ solved this problem by using a third party RDBMS
on a fault-tolerant multiprocessor computer.

Figure 5 shows the physical view of the SDP prototype
architecture. The administrative interface computer is
implemented as two Sun Netra multiprocessors running
Sun Cluster 3.0. Each front-end computer is a Sun Netra
T1 [16]. The functionality of the system could still be
maintained if one of these Sun Netra T1 computers breaks
down, i.e., these computers are not a single point of failure.
If one of the front-end computers breaks down, the SS7
communication bandwidth will be reduced to 50%. It one
of the two computers implementing the administrative
interface computer breaks down, there will be some
transient disturbances during the switch over. This is,
however, acceptable, since the response time requirements
on this computer are soft, i.e., one can accept long response
times occasionally. 

The response time requirements from the SS7 side are,
however, strict and they would be very difficult to meet
using standard software clustering (e.g. Sun Cluster 3.0).
The database server is therefore implemented as a fault
tolerant multiprocessor, i.e., a Sun FT1800 [14]. 

The TCP/IP communication within the SDP prototype is
based on two redundant networks, each network is based
on a switch from Cisco.

The realization of the SDP prototype HW architecture
ensures that there is no single point of failure, i.e., the
prototype will still work if one component fails. The
performance may, however, be degraded. Further, there is
no single point of failure in the propriety software, apart
from the store-procedures which are installed in the
RDBMS. However, this “code” is executed in an
encapsulated and “protected” environment. A programing
error is most likely to result in that the RDBMS reports the
error and continues with the next request.
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FIGURE 6. SOURCE CODE COMPARISON OF SDP AND PROTOTYPE.
4.3 Source Code Size Measurements

Figure 6 shows our result from the code size
measurements. The chart displays lines of code measures
for three different categories and a total. The categories are
again: code used for obtaining high availability, code used
for data handling and storage, and code used for
application logic.

The total amount of source code in the prototype is
significantly less compared to the SDP. In the SDP, the first
two categories, i.e. High Availability and Database, were
implemented in the application source code. In the
prototype these code categorizes are, however, more or less
located to third-party software or hardware. The source
code used for the application logic in the prototypes is
approximately 60-70% of the lines used in SDP. We
believe the major reason for this is the simplified design
from the READ project.

4.4 Performance Measurements

Figure 7 shows a performance comparison between
SDP and the prototype. Instead of a Sun FT1800 we used a
Sun Enterprise 4500 with four CPUs. The performance of
the FT1800 and the Enterprise 4500 are the same; the
difference is that the FT1800 provides fault tolerance. The
y-axis in Figure 7 represents the throughput in calls per
second. The maximum throughput was measured for four
alternative load scenarios. These scenarios were:

1. Non-Optimized dialogue with intermediate interroga-
tions (NO I)

2. Non-Optimized dialogue without intermediate interro-
gations (NO)

3. Optimized dialogue with intermediate interrogations
(O I)

4. Optimized dialogue without intermediate interrogations 
(O)

FIGURE 7. PERFORMANCE COMPARISON OF SDP AND PROTOTYPE



In reality, the most common case is number 4 (O), i.e. an
optimized dialogue without intermediate interrogations.

Using optimized dialogue generates a significant
speedup for the prototype. A reason for this is that the
prototype performance is limited by the number of
transactions per second. A optimized dialogue results in
less transactions and thereby also a higher performance.
The reason for the constant SDP performance is the
architecture of the SDP. The persistent storage used by
SDP is based on an object oriented database that utilizes
the operating system’s virtual memory algorithms for
physical reads and writes. Each physical write or read
always manipulates at least one whole memory page.

It is difficult to estimate the system level availability of
the SDP and the prototype. The hardware availability is
more or less the same for both solutions (in the SDP we
have two multiprocessors, and in the prototype we have
one fault tolerant multiprocessor). However, due to the
large difference in code size between the SDP and
prototype, we expect more errors during operation in the
SDP than in the prototype. We therefore expect equal or
better availability for the prototype compared to the SDP.

5. Discussion

We have in previous studies of large telecommunication
applications shown that the ambition to obtain a
maintainable system may result in (very) poor performance
[5][6]. Our first hypothesis that we wanted to investigate in
this project was if the ambition to obtain high performance
(and availability) results in poor maintainability. By
analyzing the code in the SDP we see that the ambition to
obtain high performance and availability may result in very
poor maintainability. The maintainability cost is strongly
related to the code size. Further, 85% of the application
code in the SDP is caused by performance and availability
optimizations. We have thus been able to verify and
quantify our first hypothesis, at least for this application.

The simple three step design process that we used when
developing the prototype was based on our second
hypothesis, i.e., that it is more difficult to afterwards
increase the maintainability of a large and complex
performance efficient application compared to increasing
the performance of a maintainable design. The result of the
three step process was the new prototype, which had a
number of attractive qualities, e.g., one order of magnitude
less code as well as comparable or better performance and
maintainability. The experience from this project is thus a
indication that our second hypothesis is true. The practical
engineering implication of this is that one should use an
optimistic approach and give higher priority to
maintainability than performance when designing this kind
of large real-time systems. One should only introduce

performance optimizations when one knows that it is
absolutely necessary.

The design of the prototype gave us some valuable
experiences that can be formulated as three guidelines on
how to handle high performance and availability
requirements without introducing more application code
than necessary: 

• Separate the functionality which requires (very) high
performance and availability from the other functional-
ity in the system.

We put the functions with high performance and avail-
ability requirements in the two front-end computers and
the database server, whereas the less critical tasks are
handled by the administrative interface computer.

The application code for the less critical functionality
can usually be implemented paying less attention to
performance and maintainability. The desired level of
maintainability and performance can usually be
obtained be standard cluster software and standard mul-
tiprocessor hardware (in our case Sun cluster software
and Sun multiprocessors).

• Split the implementation of the performance demanding
part of the system into a stateless and a state-full part,
and try to put as much as possible of the functionality in
the stateless part.

We have introduced two stateless front-end computers
and a state-full database server computer. The state-full
server executes only the Solaris operating system and
the Oracle database server software, i.e., there is no
“self developed” application software on this computer. 

It is generally much easier to obtain high availability
and performance for stateless applications, and the cost
(in terms of increases complexity and lines of code) for
obtaining these qualities is thus very limited.

• Solve as much of the availability and performance
requirements for the state-full part of the performance
(and availability) functionality by high-end hardware
and/or third party software.

We introduced a fault-tolerant multiprocessor - the Sun
FT1800 - for this part of the system. This machine was
the key component for obtaining very high availability
(99.999%) in the system.
The state-full part of the performance (and availability)



critical functionality is the most challenging part of the
system, and it is thus highly motivated to concentrate
the economical resources in terms of hardware and
third party software to this part. 

One of the goals with the READ project was to
investigate if one could buy reduced complexity (in terms
of less lines of code) by using high capacity hardware,
which would give us enough performance in term of
capacity and switch over time to allow us to ignore (most
of) the performance and availability requirements in our
software design. The experience from the READ project
shows that this was possible, and that the code size could
be reduced with one order of magnitude. 

One interesting question is how large the additional cost
for the high capacity hardware really is. By using the three
design guidelines above we were able to focus the
economical resources to the critical parts of the system,
thus reducing the additional cost to a minimum.

The cost for hardware and third party software for the
prototype is approximately $300.000, provided that the
Administrative interface computer is shared between a
reasonably large number of database servers (e.g. between
5-10 servers). This is only 20-30% more than the hardware
and third party software cost for the current SDP.

The original design of the SDP was based on the
assumption that the performance and availability
requirements had to be handled in the application code.
The arguments for this were that the use of third party
products (e.g. databases) would lower performance and one
would not like to take that risk. Also, one underestimated
the problem and did not anticipate the size and complexity
of the resulting application code. At the start of the SDP
project, the project managers were thus faced with a
situation were they could either take the (presumably) safe
alternative and handle the performance and availability
requirements in the source code, or they could spend
valuable time evaluating other alternatives which may have
to be discarded due to insufficient performance and/or
availability. As usual, there were very tough time-to-
market requirements, and there were thus very little time to
investigate alternative and less complex solutions.
However, the experiences from this study show that it is
important to take some time to evaluate alternative
solutions, and to avoid handling the performance and
availability requirements in the application code unless
absolutely necessary.

We went through our three step process five times, i.e.,
we discarded four solutions before we found one that
would meet the performance and availability requirements.
Most of these solutions could, however, be discarded early
without investing too much time evaluating them. We also
found that the time spent evaluating these solutions

contributed significantly to our understanding of the
requirements of on the system. Consequently, very little, if
any, time was actually wasted.

The need for considering a number of qualities (e.g. not
only performance) during system design has been
recognized by many researchers. In his article “The Future
of Systems Research” in the 1999 August issue of IEEE
Computer John Hennessy writes “Performance - long the
centerpiece - needs to share the spotlight with availability,
maintainability, and other qualities” [4]. Kazman et al have
developed the Architecture Tradeoff Analysis Method
(ATAM) which addresses the need for trade-offs between
different quality attributes [9]. The main goal of ATAM is
to illuminate risks early in the design process. However,
ATAM does not contain any concrete guidelines regarding
the software architecture and design. Lundberg et al have
developed a set of guidelines and a simple design process
that can be used for making design and architectural trade-
offs between quality attributes [12]. Kruchten has
suggested the “4+1 View Model” [10] which makes it
possible to communicate and engineer different aspects of
a software system, e.g., development as well as run-time
aspects. Boehm and In have developed a knowledge based
tool that helps the designers to identify conflicts already in
the requirement phase [2].

For sure, there are a number of important issues which
have to be addressed when developing application with
high requirements on performance and availability. Most
studies have, however, their focus on the development
process or on the early development phases. This study
focuses on the architectural trade-off in the design phase.

6. Conclusion

It is not always possible to maximize each quality
attribute in a design, thereby making trade-offs necessary.
A major challenge in software design is thus to find
solutions that balance and optimize the quality attributes.
Large real-time telecommunication applications is an
application domain highly dependent on balancing multiple
quality attributes, e.g., maintainability, performance and
availability.

Earlier studies have shown that the ambition to obtain a
maintainable system may result in (very) poor
performance. It has, however, been shown that it is possible
to achieve high performance also in applications with a
strong focus on maintainability, by following a few simple
guidelines which help the developers to minimize the
performance problems in designs optimized for
maintainability.

In this study we show that the ambition to build systems
with high performance and availability may result in very
poor maintainability, i.e., we have found support for our



first hypothesis (stated in the Introduction section). For the
SDP application we estimate (based on code size) that 85%
the maintainability cost was caused by performance and
availability requirements.

The prototype developed in this project supports our
second hypothesis, e.g., that it is more difficult to
afterwards increase the maintainability of a large and
complex application in comparison to afterwards improve
the performance. We have thus found support for the two
hypotheses we formulated in the Introduction section.

In the prototype, we used high-end hardware and third
party software to reach the desired performance and
availability levels. We also defined three guidelines that
help us to focus our hardware investments to the parts
where it is really motivated. These guidelines resulted in a
cost-effective design, where we could obtain a dramatic
reduction of time to market and maintainability costs for an
additional hardware and third party software cost of 20-
30% (Ericsson thought that an addition cost of 20-30% was
very low considering the major reduction of the estimated
maintenance cost and time to market for new versions of
the system).

The original design of the SDP was based on the
assumptions that the performance and availability
requirements had to be handled in the application code, and
there was no time to investigate alternative and less
complex solutions. The experiences from this study show
that it is important to take some time to evaluate alternative
solutions, and to avoid handling the performance and
availability requirements in the application code unless
absolutely necessary. Our experience also shows that very
little, if any, time was actually wasted evaluating
alternative solutions.

Our experience from this project shows that hardware
fault tolerant computers can indeed simplify the software
design, i.e., the existing software cluster solutions are not
sufficient in all cases [13].
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