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Abstract 
 
Semi-structured data is defined as irregular data with structure that may change rapidly or 
unpredictably. An example of such data can be found inside the World-Wide Web. Since the 
data is irregular, the user may not know the complete structure of the database. Thus, 
querying such data becomes a difficult issue. In order to write meaningful queries on semi-
structured data, there is a need for a query language that will support the features that are 
presented by this data. Standard query languages, such as SQL for relational databases and 
OQL for object databases, are too constraining for querying semi-structured data, because 
they require data to conform to a fixed schema before any data is stored into the database. 
This paper introduces Lorel, a query language developed particularly for querying semi-
structured data. Furthermore, it investigates if the standard query languages support any of 
the criteria presented for semi-structured data. The result is an evaluation of three query 
languages, SQL, OQL and Lorel against these criteria.   
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1. Introduction 
 
In the last decade, the amount of data available electronically has increased significantly. This 
data exists in different forms, being either unstructured or structured in different systems. 
Furthermore, data is accessible through different interfaces, such as Web browsers, database 
query languages, or application-specific interfaces [Abi1997]. Some of this data is stored as 
structured data in a database and can be accessed if the user of the database knows the 
structure. However, for data on the Web, one cannot expect the user to be fully aware of the 
complete structure, especially if the structure evolves dynamically. Thus, it is important not to 
require full knowledge of the structure to express meaningful queries on the database. At the 
same time, we want to be able to take advantage of regular structure during query processing 
when it exists and the user happens to know it. For these reasons, there is a need for a query 
language that will support querying of data with partially or irregularly structured nature. 
 
Development of query languages and database management systems to support new data 
requirements is the area of active research. In order to handle large amounts and complexity of 
data in engineering applications, such as CAD and CASE1, object-oriented databases and query 
languages were developed [Ber2003]. However, in some application areas today, such as Web 
databases2, biological databases, digital libraries, etc., there is still a need for greater flexibility in 
management of data, both in data representation and manipulation. These applications are 
characterized by the lack of any fixed and rigid data structure (a schema). The data inside these 
applications is called semi-structured data. 
 
Management of this semi-structured (partially structured) data is important because it gives a 
database user a possibility to retrieve the data even if she/he does not know the complete 
structure of the underlying database. This is often the case with Web data and rapidly changing 
data. This paper aims to present the query languages available for semi-structured data and to 
compare their design and features with query languages for relational and object databases. An 
investigation of how semi-structured nature of the data influences database query language 
design will also be presented. 

1.1 Problem formulation 
 
The concept of semi-structured data has been introduced to describe the data that is irregular 
and lacks the complete structure. This data is also called schema-less or self-describing 
because it does not have any separate description of the type or structure of data, i.e. a schema 
[Ber2003]. The structure, when it exists, has to be extracted from the data itself. Furthermore, 
distinction between schema and data make little sense in the context of semi-structured data 
because many differences between schema and data disappear. The size of the schema that 
attempts to describe the data may be as large as the size of the data itself. Moreover, because 
schemas may be quite large and the database applications may consist of heterogeneous data 
sources, queries over the schema can be as important as standard queries over the data. 
 
One problem with semi-structured data can be found when data from different sources is 
integrated in order to get valuable information. Today, there are many sources of useful 
information available on the Web. The value of these information sources would increase if the 
information they contain could be combined, queried in a uniform manner (i.e. using a single 
query language and interface), and returned in a machine-readable form. The problem arises 

                                                 
1 Computer-Aided Design and Computer-Aided Software Engineering 
2 A database for managing the information on a Web site. 
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because different database systems use different data models to represent the data. Therefore, 
the same data may be represented with different types, and data might be highly structured in 
some systems and unstructured in other systems.  
 
Another problem with semi-structured data is that its structure is not fully known. It results in the 
querying of the data that is often content-based as opposed to structure-based, as it is the case 
in relational systems [Ber2003]. For this reason, users often browse through data, trying to 
discover the structure of the database. The user may know what the database consists of, but 
not where exactly in the database it is located.   
 
As a result of the problems that semi-structured data brings, an investigation and comparison of 
available query languages would be useful in order to see how the nature of data influences the 
design of a query language. Furthermore, an investigation of standardised query languages and 
their support of semi-structured data is important, because many systems today use relational 
and object databases where the data is strongly structured, and switching to another database 
system might be expensive. It could also be useful to expand relational and object query 
languages to handle semi-structured data. This paper will describe three query languages: SQL 
for relational databases, OQL for object databases and Lorel, a query language designed for 
semi-structured data.   

1.2 Hypothesis 
 
The conventional database query languages are too constraining and too rigid and therefore not 
appropriate for querying semi-structured data.  
 
By conventional database query languages I refer to those languages that have been 
standardised in database management systems, and are used by many organisations. 
Examples of these are: Structured Query Language (SQL) for relational databases, and Object 
Query Language (OQL) for object databases. They seem to be constraining because they do 
not allow storing any data whose structure is not defined in a predetermined schema. On the 
other hand, a query language for semi-structured data has to be flexible and allow the data to 
have irregular and incomplete structure, because the structure of the data is changing and 
evolving dynamically. 

1.3 Motivation 
 
The motivation of this paper is to gain more knowledge about the nature of increasingly topical 
semi-structured data and to identify problems with querying such data. The goal is to test 
conventional query languages’ support for querying semi-structured data and to make a 
comparison of design and features of query languages for semi-structured data with those for 
relational and object databases. 

1.4 The method 
 
The method of study I used in this thesis is synthesis. The first step was to find the information 
regarding the semi-structured data and its query languages. Because of the quite recently 
started research on semi-structured data, there are not so many books published about it3, thus, 
the source of information for semi-structured data and query languages for semi-structured data 
were mainly scientific papers. The literature about relational and object query languages was, on 
                                                 
3 To my knowledge (author) 
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the other hand, easier to find. In order to investigate the existing query languages and see what 
capabilities they offer for querying semi-structured data I chose to study three query languages. 
Two of them are well-established and known query languages: SQL for relational databases and 
OQL for object databases. The third one, Lorel, is a recent approach, based on a database 
management system especially developed for the management of semi-structured data. The 
literature I studied together with my own conclusions has formed the main structure of this 
thesis. Based on the literature study about the semi-structured data I designed criteria. This was 
an experiment in which I presented requirements on a query language posed by semi-structured 
data. The experiment led to a comparison of query languages and an evaluation of the 
languages against the presented criteria. The main effort was put into the elaborating criteria.  

1.5 The audience 
 
The primary audience of this paper is the people developing tools or doing research related to 
semi-structured data and its query languages. The topic of semi-structured data is today the 
focus of active research (for instance [Oli2001], [Ber2003]) and this paper can make a 
contribution by investigating if the standardised database query languages can be helpful in 
management of this data.  In addition, anyone with the basic knowledge of databases, interested 
in semi-structured data and the management of data on the Web can use this paper in order to 
get an insight into the concept of semi-structured data and the problems it creates when 
querying is taken into account. 

1.6 Related works 
 
As mentioned, the topic of semi-structured data has been in the focus of active research over 
the past few years. There have been many different approaches taken to develop a database 
management system (DBMS) for semi-structured data. Some of them are built on the top of 
relational DBMSs [Qua1995], some on the top of object-oriented DBMSs [Chi1994], and some 
have been developed particularly to handle semi-structured data [Con2002]. A detailed 
description of a query language, Lorel, designed for querying semi-structured data can be found 
in [Abi1996]. Another query language for semi-structured data, which uses a data model similar 
to that used by Lorel, is UnQL, described in [Bun1996]. UnQL is more expressive than Lorel, but 
less user-friendly, and it focuses mostly on the aspects of the query language and its 
optimisations, and not so much on database management system implementation [McH1997]. 

1.7 Outline 
 
Section 2 of this paper starts with a description of semi-structured data and its features, and 
continues with an introduction to a data model and a database management system particularly 
designed for semi-structured data. At the end of the section 2, a proposed schema for semi-
structured data is presented briefly. Section 3 presents the notion of path expressions and 
presents query languages for semi-structured data. In sections 4 and 5 the relational and object 
data models and query languages are investigated. Section 6 consists of an evaluation of the 
hypothesis. It begins with a subsection on research approach, and continues with presenting 
criteria for semi-structured data and a comparison of Lorel, SQL and OQL. The last subsection is 
an evaluation of these three query languages against the criteria. The paper is completed by 
section 7, which consists of conclusions and suggestions for future work.  
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2. Semi-structured data 
 
In order to understand the issue of querying semi-structured data it is necessary to make a short 
presentation of what semi-structured data is, in which context it arises and to bring up some of 
its main features. After a short presentation of semi-structured data in section 2.1, the following 
subsections will describe a data model, a database management system, and data guides for 
semi-structured data. 

2.1 Semi-structured data 
 
Semi-structured data can be roughly described as: “data that is neither raw data, nor very strictly 
typed as in conventional database systems” [Abi1997]. Examples of raw data are images or 
sounds, which are highly unstructured. The strictly typed data is, on the other hand, structured 
data. However, this description is not very clear, because some data may be viewed as 
unstructured at the beginning of a processing stage but become very structured after some 
analysis is made. Therefore, a more precise definition of semi-structured data is needed:  
 

“Data that may be irregular or incomplete and have a structure that may change rapidly 
or unpredictably” [Con2002, p.999] 

 
The most well known example of semi-structured data is data inside the World-Wide Web 
[Abi1997]. Data in HTML files has some structuring primitives, such as tags and anchors. 
However, this structure is implicit and some work is necessary to make the structure clear. It is 
possible to write a parser to extract the underlying structure, but there would still be a large 
degree of irregularity in the structure because: 

- Data is not treated in a uniform manner; 
- Information is entered as plain text that does not present the standard rigidity of one’s 

favourite data loader, thus the parser will have to accept to fail parsing parts of the text 
that will remain as plain text.  

 
Another example where semi-structured data can be found is when integrating several, possibly 
structured sources. For example, a car retailer database may have addresses as strings or 
tuples, and variance on representing prices, dates, etc. Furthermore, some information may be 
missing. It may be impossible to handle such heterogeneous organization of data by integration 
software. Other examples of semi-structured data are: scientific databases, biological 
databases, digital libraries, and so on [Ber2003]. 
 
The following figure illustrates a document containing semi-structured data. The structure is 
typical of semi-structured data that is available on, e.g. World-Wide Web. 
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Figure 1. An example of a document containing semi-structured data (a segment of an entertainment 
database) [Qua1995] 
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2.2 Main features of semi-structured data 
 
Semi-structured data shows the following characteristics [Abi1997]: 
 
In applications that contain huge amounts of data, heterogeneous4 elements may be found. 
These elements may be incomplete, some of them may contain extra information, some may 
use different types for the same information (e.g. prices in different currencies), and the same 
piece of information may be structured differently in various part of the database. The irregular 
structure of data is an important issue to consider when modelling and querying databases. 
 
As mentioned in section 2.1, the structure of the data may exist in some cases, but it is given 
implicitly. For example, in electronic documents consisting of a text and a grammar (e.g. a DTD5 
in SGML6), it is possible to parse the document and to isolate pieces of information, and then 
see the relationships between them. However, the interpretations of these relationships (e.g., 
SGML exceptions) may be beyond the capabilities of standardised database systems and are 
left to the particular applications and specific tools.   
 
The structure may also be partial, which means that some parts of the data may lack structure 
while other parts may only show some loose structure (e.g. unstructured text). An attempt to 
completely structure the data is a very difficult, if not impossible, task. Furthermore, when an 
application contains data outside the database, this data is treated as unstructured inside the 
database. The management of the external data and its integration with the data within the 
database is a significant issue.  
 
Furthermore, compared to the standardised database applications (with schemas), where a strict 
typing policy is enforced to protect data, semi-structured data requires more flexible typing. For 
example, a person making a web site would not be willing to accept strict typing restrictions. In 
contrast, a data guide7 is much less constraining. It gives some information on the current type 
of data but it does not have to be completely accurate. New data is accepted and a modification 
of the data guide is, thus, required.  
 
In addition, in the traditional database systems the schema has to be defined before the data is 
introduced. Semi-structured data, on the other hand, do not require this. The schema can come 
after the introduction of the data. For example, when all the members of an organisation have a 
web site, there is an attempt to unify the style of these sites and acquire at least some minimal 
structure after some time when the need for it is felt. 
 
In order to follow the changes and rapid evolving of schema in some applications managing the 
large amounts of data (e.g. in the case of genome data), it is important to have a flexible schema 
and to be able to update it easily, as well as to update the data. In conventional database 
systems schema updates are uncommon because they are considered very expensive and time-
consuming.  
 
 
 
                                                 
4 “Composed of diverse elements or constituents; consisting of parts of different kinds; not homogeneous” [Oxford 
English Dictionary] 
5 A grammar for an underlying XML document.  
6 Standardized Generalized Markup Language. A system for defining structured documents and markup languages to 
represent instances of document types [Con2002].  
7 A term adopted in the context of the Lore Project at Stanford to emphasize non-conventional approaches to typing 
found in most semi-structured data applications. 
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2.3 Object Exchange Model (OEM) 
 
A data model for semi-structured data, originally designed for the project TSIMMIS8 to support 
integration of data from different sources, is called Object Exchange Model (OEM) [Con2002]. 
OEM is a lightweight model, which means that it is a simple model for representing complex 
structures. Its strength is its flexibility and power to describe semi-structured data found in 
common data sources over the Internet [Abi1997]. Data in OEM is self-describing and schema-
less and it is represented as a graph-like or tree-like structure, with labels on the edges 
[Bun1997]. OEM was designed to handle the data that is missing and has irregular and 
incomplete structure, as illustrated in Figure 2.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 2. A simple example of Object Exchange Model [Con2002, p.1004] 
 
The nodes in OEM are objects, which consist of: 

- a unique object identifier, of the type oid (e.g. &2, &3) 
- a named label, of atomic type string (e.g. Staff, PropertyForRent) 
- a type (e.g. basic type: string, integer), which is not visible on the figure. 
- and a value (e.g. “John”, 12000). 

 
Objects can be atomic and complex. An atomic object does not have any outgoing edges and it 
contains a value from one of disjoint basic atomic types, such as: integer, string, real, html, gif, 
java, audio, etc. A complex object has one or more edges and its value is a set of references, 
i.e. a set of (label, oid) pairs [Con2002]. 
 
An OEM object can be represented as a quadruple, consisting of a label, oid, type and a value, 
as in the following example:  
 

{Student, &2, set {&8, &9, &10}} 
{name, &8, string, “Gordana Maksimovic”} 
{age, &9, integer, 25} 
{school, &10, string, “Blekinge Tekniska Högskola”} 

 
                                                 
8 The Standard-IBM Manager of Multiple Information Sources.  

&1 

&2 &4 &6 

&7 &8 &9 

DreamHome 

Branch 
Staff 

PropertyForRent PropertyForRent 

street 

 &10  &11  &12  &13  &14  &15  &16 

ManagerOf 
&3 

Manager 

name name salary street type monthlyRent 
street 

type annualRent 

 &17  &18 

OverseenBy 

Oversees 

Staff 
OverseenBy 

Oversees 
&5 

“22 Deer Rd” 

“John” 

fName lName 

“White

 “Ann 
Beech” 

12000      “2  
Manor Rd” 

“Flat” 375 “18 Dale Rd” 1 7200 
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The existence of labels in OEM gives an explanation why OEM is called self-describing. The 
labels contain the information crucial for the data, which would be preserved in a schema in a 
standardised DBMS. A label is a string (a tag) denoting the “meaning” of an object. It may be 
used to group objects by assigning the same label to related objects [Qua1995]. Furthermore, 
labels can change dynamically. One special label that is used as an entry point into a database 
and also as an alias for a single object is a name label. In Figure 2, DreamHome name label 
denotes object &1.  
 
OEM can easily be used to model relational data, and hierarchical and graph data [Abi1997].  
For modelling semi-structured data there is no requirement that the data is strongly structured as 
in standardised database models. Referring to the Figure 2, for example, a name can be stored 
in a set, i.e. as two separate values: a first and a last name, or it can be represented as a single 
value. Furthermore, PropertyForRent can contain a monthly rent for some objects and an annual 
rent for other objects. The type for PropertyForRent is a string value for one object (“flat”), and 
integer (1, that means a house) for another object. In addition, salary is missing for some Staff.  

2.4 Lore: a DBMS for semi-structured data 
 
Lore stands for Lightweight Object Repository and was developed from scratch at Stanford 
University [McH1997]. It was developed for OEM data model, which does not support the notion 
of schema. Therefore, the original work of Lore project was directed towards the semi-structured 
data, without the requirement for data to conform to a predefined schema. Later it was expanded 
to support XML, a standard format for data representation and interchange on the Web 
[Con2002]. 
 
Lore DBMS includes a query language (Lorel) that will be described later in this paper. 
Furthermore, it includes multiple indexing techniques, a cost-based query optimiser, multi-user 
support, logging and recovery [Lore www]. These features will not be described in the paper. 
Lore also comprises novel technologies, such as Data Guides that are used as a schema, 
management of external data, and proximity search. A description of data guide follows in this 
section, and in the section 3 the query languages available for semi-structured data are 
presented.  

2.5 Data guides 
 
Since a Lore database does not have an explicit schema, query formulation is particularly 
challenging. Without some knowledge of the structure of the underlying database, writing a 
meaningful query may be difficult. The user may manually browse a database to learn more 
about its structure, but this approach is unreasonable for a very large database. Furthermore, 
without information about the structure of the database, the query processor may be forced to 
perform more work than necessary. As discussed in the section 2.2, some structure in the 
database may exist, but it may be only partial. From the perspective of the user, the knowledge 
of this partial structure can be useful. From the perspective of the query processor, some 
information on the database structure is required to process the queries efficiently. Hence, it 
might be useful to have some kind of schema for semi-structured data.  
 
The main difference between a traditional schema and a schema for semi-structured data is the 
fact that a given semi-structured instance can have more than one schema. In addition, the 
schema in relational and object-oriented systems is created before any data is loaded as 
opposite to a dynamically generated and maintained schema over all or part of an existing 
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database. In the context of semi-structured data a term data guide is used instead of schema. A 
Data guide is defined as “a dynamically generated and maintained structural summary of a 
database, which serves as a dynamic schema” [Con2002, p.1004]. Data guide was originally 
introduced in Lore Project as a concise and accurate summary of the structure of an OEM 
database, and a data guide is stored itself as an OEM object [McH1997]. 
 
Figure 3 presents an OEM graph [Abi2000] that will be used to illustrate a Data Guide. 
 

 
Figure 3. Object Exchange Model [Abi2000, p.142] 
 
 
In order to present a data guide from the graph in the Figure 3, it is necessary to examine all 
possible paths in the data, starting from the root. Because the list of all possible paths would be 
very large (because there are cycles in the data) only few examples will be presented here.  
 

employee 
employee.name 
employee.manages 
employee.manages.managedby 
employee.manages.managedby.manages 
company 
company.name 
… 
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The aim with the data guide is to construct a new OEM graph that is a finite description of a list 
of paths that exist. Each path in the list is examined and a new node is added to the data guide 
whenever it is required. Figure 4 illustrates a data guide for the OEM graph in Figure 3. 
 

 
Figure 4. An example of a Data Guide [Abi2000, 144] 
 
The name Root for the root node is added. The node Employee is divided into two nodes Boss, 
for the employees that manage; and Regular, for those that are managed by somebody. The 
paths from the list are examined until no new nodes and no new edges are created. The data 
guide summarizes the data in a concise way. If data increased to hundreds of companies and 
thousands of employees, the data guide would still have stayed the same. The data guide 
resembles “the technique to transform a nondeterministic finite state automaton into a 
deterministic one and entails taking the power set of the set states” [Abi2000, p.145]. 
 
3. Query languages for semi-structured data 
 
Most of the approaches to manage semi-structured data are based on query languages that 
traverse9 a tree-labelled representation of data. The only way to identify data, without a schema, 
is by specifying its position within the collection of data rather than its structural properties. This 
causes querying to become more navigational as opposite to the traditional declarative way of 
querying [Con2002]. This section starts with a presentation of one of the most powerful features 
of semi-structured query languages, path expressions, continues with describing Lorel query 
language in section 3.2 and the section 3.3 briefly discusses some other languages for semi-
structured data. 
 
 

                                                 
9  To traverse, in database context, means to run across or through the whole data model. 
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3.1 Path expressions 
 
One of the main characteristic features of query languages for semi-structured data is their 
ability to reach to arbitrary depths in the data graph. In order to do this, they all make use of the 
notion of a path expression. A path expression is a sequence of labels in an OEM graph 
[Abi2000]. For example, “DreamHome.PropertyForRent” is a path expression for the graph in 
Figure 2 (section 2.3). A path expression is viewed as a simple query whose result is a set of 
nodes. Thus, the result for “DreamHome. PropertyForRent” would be the set of nodes {&5, &6}.  
 
Instead of specifying a path completely, it is possible to specify it by some property. This 
property may be a property of the path (e.g. the path must traverse the label Branch in Figure 2) 
or it may be a property on an individual label (e.g. the label consists of the substring “Bran”). To 
describe such properties regular (simple) path expressions are used at two levels: on the 
alphabet of labels and on the alphabet of (ASCII) characters that comprise labels [McH1997]. 
Starting with the alphabet of labels, a regular expression “Branch | Staff” can match either the 
label Branch or Staff. It could be used to write a query “DreamHome.(Branch | Staff).name” 
which may result in either a Branch or a Staff name.  
 
There is another useful pattern in path expressions, which can be used to match any path of 
length 0 or more. It is called a wild card. If the symbol _ is chosen to represent a wild card, 
“DreamHome._.name” can match any path containing a label “DreamHome” followed by any 
label followed by a label “name”. Zero or more labels can exist in the path between DreamHome 
and name labels.  
 
Other, more complex, label patterns use the syntax of grep10. For example, the pattern:  
((n | Name | street)(s) matches any six labels: name, Name, names, Names, street, and streets. 
Furthermore, when the data has cycles, it is possible to specify paths of arbitrary length. Again, 
referring to Figure 2, the path expressions: 
 

Staff.Oversees 
Staff.Oversees.OverseenBy 
Staff.Oversees.OverseenBy.Oversees 
Staff.Oversees.OverseenBy.Oversees.OverseenBy 

 
all match the data graph in Figure 2. The regular expression _* 11 matches an infinite number of 
paths whenever there is a cycle. However, the set of nodes specified by this path expression is 
still finite, being a subset of the nodes in the data graph [Abi2000]. 
 
Although the path expressions are an essential feature of semi-structured query languages, they 
can only return a subset of nodes in the database. However, there are many other operations on 
the data in a database that are necessary, such as: to construct new nodes, to perform the 
equivalent of a relational database join, and to test values (e.g. compare them) stored in the 
database. These operations cannot be performed by path expressions. They are handled by 
query languages. 
 

                                                 
10 A UNIX command that “allows the string argument to be specified as a regular expression, which is a way of 
specifying a string that allows certain metacharacters (special keyboard characters) to stand for other characters or to 
further define the way the pattern-matching should work” [Grep] 
11 * denotes a Kleene closure operation, which specifies arbitrary repeats of a regular expression. 
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3.2 The Lorel Query Language 
 
Lorel stands for Lore Language and is a query language for semi-structured data developed in 
the connection to the Lore project at Stanford. Lorel is an extension of Object Query Language 
(OQL) that will be described later in this paper. An important feature of Lorel is that it exploits 
data structure when it exists, but it does not require uniform structure for meaningful answers to 
queries. Furthermore, it supports objects and object relationships [Qua1995]. In contrast to most 
object-oriented query languages, Lorel uses a very simple “lightweight” object data model, 
described in section 2.3, with only few concepts, resulting in a “lightweight” query language. 
Lorel also makes the use of path expressions, described in the previous section.  
 
To illustrate and make it easier to understand the query examples in this section, this paper will 
make use of an OEM invented database, presented in the following figure. 
 
 
         
 
 
 
 
 
 
 
 
 
 
  
 
 
 
 
 
 
 
 
 
 
 
Figure 5. An example of an OEM database 
 
The following example of a Lorel query results in the offices of the older members of the group.  
 

QUERY Q1 
Select ProjectGroup.Member.Office 
Where ProjectGroup.Member.Age > 40 

 
Query Q1 is an example of a simple path expression, which is the basic building block of Lorel 
query language [McH1997]. ProjectGroup.Member.Office is a simple path expression. Its result 
consists of the set of objects that can be reached starting from the ProjectGroup object, following 
a label Member, and afterwards following a label Office. It is also possible to assign range 
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variables to path expressions, e.g. “ProjectGroup.Member.Office X” states that X ranges, i.e. 
take values, over the set of offices.  
 
The result of the query Q1 is: 
 

RESULT 
 Office “Stephenson Building 245” 
 Office  
     Building “Claremont Tower” 
     Room “322” 

 
One of the principles of Lorel is that, in order to write a query, the user should not have to know 
the exact structure of the objects or be concerned if the database contains many irregularities, 
nor have to bother with precise type of the data. The query will execute and present a result 
regardless of what the actual structure of the database is.  
 
The Lore query processor rewrites queries into an OQL style, thus the previous query is 
rewritten to: 
 

select O 
from ProjectGroup.Member M, M.Office O 
where exists A in M.Age : A > 30 

 
In this rewritten version of the query Q1, a “from” clause has been included. Furthermore, the 
comparison on Age has been transformed into an existential condition. This transformation 
occurs because all properties in OEM are set valued12 [Qua1995]. For example, the user can 
write ProjectGroup.Member.Age > 30 without knowing if Age is single-valued, set-valued or 
unknown. This powerful feature of Lorel query language is called coercion and is the main 
reason why Lorel is defined as an extension of OQL [Abi1996]. It forces comparisons between 
objects and/or values to “do the intuitive thing”, rather than returning a type error, when 
comparing objects and values of different types. 
 
In addition to simple path expressions, Lorel also offers general path expressions, which are a 
richer form of “declarative navigation” [McH1997]. This means that the user can loosely specify a 
desired pattern of labels in the database, e.g. he/she can specify path patterns (to match a 
sequence of labels), label patterns (to match sequences of characters) or patterns for atomic 
values. The following query example illustrates a combination of these three forms of pattern 
matching: 
 

QUERY Q2 
 select ProjectGroup.Member.Name 
 where ProjectGroup.Member.Office(.Room% | .Cubicle) ? 
  like “%245” 
 
RESULT 
 Name “Seget” 
 Name “Barricco” 

 

                                                 
12 In Lorel, this causes both single- and set-valued attributes to be treated uniformly. 
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The expression tells that Room% is a label pattern that matches all labels starting with the string 
Room (e.g. Room, Rooms, Room112). The symbol “|“ (for path patterns) indicates disjunction 
between two labels, and the symbol “?“ means that the label pattern is optional. The complete 
syntax is based on regular expressions and the notion of wildcards that matches any path of 
length 0 or more.13 At the end of the where clause in the query Q2, “like %245” specifies that the 
data value should end with the string “245”. The “like” operator is based loosely on SQL. Lorel 
also supports “grep”, described in section 3.1, for phonetic matching [Abi2000]. 
 
During pre-processing, it is not possible to rewrite a general path expression to use range 
variables, as it is the case with simple path expressions14. This is because general path 
expressions require a run-time mechanism [McH1997]. For example, if a database contains 
cycles, then a general path expression may match an infinite number of paths in the data. 
However, when trying to match a general path expression against the database, matching 
through a cycle is done at most once. 
 
There are some more advanced features that Lorel supports. For example, the following query 
illustrates subqueries and constructed results. It retrieves the names of all members of the 
“Lorel” project, with the titles of other projects they are involved with (showed in Figure 5). 
 

QUERY Q3 
 select M.Name, 
  ( select M.Project.Title 
    where M.Project.Title != “Lorel” ) 
 from ProjectGroup.Member M 
 where M.Project.Title = “Lorel” 
 
RESULT 
 Member 
  Name “Barricco” 
  Title “SQL” 

 
If the database in Figure 5 was larger and containing more Member objects, this query would 
construct one Member object for each group member in the result, containing the member’s 
Name and Title for each available project.  
 
Furthermore, Lorel includes a declarative update language, which supports the insertion and 
removal of labels, the creation of new vertices (objects), and the modification of atomic values 
and name assignments. Lorel also offers grouping and aggregate function in the style of OQL, 
external functions and predicates, and a powerful bulk loading facility that allows merging new 
data into an existing database. These features are, however, beyond the scope of this paper.  

3.3 Other query languages for semi-structured data 
 
This section will briefly discuss few other query languages that can be used for querying semi-
structured data. These languages are not evaluated later in this paper, thus there is no need to 
describe them in more detail. They are presented here only to show that there are some other 
languages that can be used for querying the semi-structured data.  
 

                                                 
13 Both regular expressions and wildcards are described in the section 3.1.  
14 See the second query on page 14, starting with “select  O”.  
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3.3.1 UnQL  
 
Unstructured Query Language is a query language that is based upon a somewhat different data 
model and interpretation than Object Exchange Model [Abi2000]. However, as Lorel, UnQL uses 
path expressions, allowing the user to express concisely complex conditions on the structure. 
The difference between Lorel and UnQL is that UnQL does not make use of coercion, so a more 
precise knowledge of the structure of the data is required to express queries. UnQL uses a 
query construct called structural recursion, which is interesting because it can express both 
queries and data translations in a single, simple formalisms [Suc1998]. By comparison, a 
“select-from-where” clause is limited in the kind of translations it can express.  

3.3.2 StruQL 
 
StruQL is based on Strudel, a Web site management system, which is intended for Web sites 
with a rich structure and servicing a large amount of data. Starting from raw data, Strudel defines 
the entire Web site as a view over that data, expressed in a query language. StruQL has two 
distinguishing features. It allows fine-grained control of the graph’s construction, and it has block 
structure to facilitate writing large queries [Abi2000]. 

3.3.3. WebOQL 
 
WebOQL is a system developed at the University of Toronto [WebOQL]. It is based on a simple 
and flexible, schema-less data model into which many data structures can be logically mapped. 
Furthermore, it includes wrappers that perform the mappings, and also a powerful query 
language that provides features for management of data with unknown or irregular structure. 
There are two main elements that the WebOQL data model consists of: hypertrees and webs. A 
hypertree is an ordered edge-labelled tree containing internal and external arcs. These are used 
to represent structured objects and references, i.e. hyperlinks, among objects. A web is a set of 
trees, each having an associated URL. It can be used to model a small set of related pages, i.e. 
a manual, a larger set, i.e. all pages in a corporate intranet, or the whole WWW. The WebOQL is 
an OQL-style, functional language that enables manipulation and creation of trees and webs. 
 
4. Relational databases 
 
Since the emergence of relational data model in 1970, many commercial relational database 
management systems, based on the relational model, were developed for both mainframe and 
microcomputer environments. In addition, many non-relational systems started to provide a 
relational user interface, independent of the underlying model. Why relational model became so 
popular could be explained by its simple logical structure. All data in a relational model is 
logically structured within relations (tables). Each relation has a name and consists of attributes 
and tuples. Relational data model allows a high degree of independence; it provides substantial 
grounds for dealing with data semantics, consistency, and redundancy problems (normalized 
relations15), and it enables the expansion of set-oriented data manipulation languages 
[Con2002]. The following section describes the relational data model more in detail, and the 
section 4.2 presents SQL, a query language for relational databases.  
 

                                                 
15 Normalized relations are the relations that have no repeating groups. 
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4.1 Relational data model 
 
Relational data model was developed by a mathematician E.F. Codd in 1970. It was based on 
the mathematical concept of a relation, physically represented as a table [Con2002]. Here are 
some important concepts of the relational model, which will be explained more in detail.  
 
Relation   A table with columns and rows 
Attribute   A named column in a relation 
Tuple   A row in a relation 
Domain   The set of allowable values for one or more attributes 
Relational database   The collection of relations 

 
Relations are used to hold the information about objects in a database. They are represented as 
two-dimensional tables, consisting of columns (attributes) and rows (tuples). The tuples consist 
of individual records, and attributes have unique names. The order of attributes or tuples is not 
influencing the meaning of the relations, so columns or rows can be ordered in any way and the 
relation will still have the same meaning. Tuples are the elements or instances of relations. 
While attributes are often fixed until some changes to a relation occur (e.g. new attributes 
added), the tuples change over the time [Con2002]. 
 
Every attribute in a relational database is defined on a domain, which describes the values that 
an attribute can hold. A domain can be different for every attribute or it can apply to two or more 
attributes [Con2002]. The following figure is an example of a domain.  
 
Attribute Domain Name Meaning Domain Definition 

Bno BRANCH_NUMBERS The set of all possible branch 
numbers 

character: size 3, range 
B1-B99 

Street STREET_NAMES The set of all street names in Britain character: size 25 

Area AREA_NAMES The set of all area names in Britain character: size 20 

City CITY_NAMES The set of all city names in Britain character: size 15 

Pcode POST_CODES The set of all postcodes in Britain character: size 8 

Tel_No TELEFAX_NUMBERS The set of all telephone and fax 
numbers in Britain 

character: size 13 

Fax_no TELEFAX_NUMBERS The set of all telephone and fax 
numbers in Britain 

character: size 13 

Sex SEX The sex of a person character: size 1, value M 
or F 

DOB DATES_OF_BIRTH Possible values of staff birth dates date, range from 1-Jan-
20, format dd-mm-yy 

Salary SALARIES Possible values of staff salaries monetary: 7 digits, range 
6000.00-40000.00 

Figure 6. A domain in relational data model [Con2002, p.76] 
 
Domains are appropriate for relational data because they allow user to define the meaning and 
source of values that attributes can hold. In this way, more information is available to the system 
when it begins the execution of a relational operation. Furthermore, the operations that are 
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semantically incorrect can be avoided. For example, it is not necessary to compare a street 
name with a phone number, and this can be avoided with the reference to a domain. 
 
When a relational database consists of relations that are appropriately structured it is considered 
normalized, which means there are no repeating relations, and no repeating attributes or tuples 
in a relation [Con2002]. 
 
Beside the concepts described here, there is one more important concept in the relational data 
model to mention. Relational schema refers to a relation name followed by a set of attribute and 
domain name pairs [Abi2000]. For example:  
 

r1(a, b, c) r2(c, d) 
 

r1 and r2 are the names of the relations, and a, b, c and c, d are the column names (attributes) 
of the two relations. We usually need to specify the types of those columns. An instance of a 
relational schema is some data that conforms to this specification, i.e. rows in the tables. 
 
One part of the relational data model is the manipulative part that defines the types of operations 
that are allowed on the data. These operations are used for updating or retrieving data from the 
database, and for changing the structure of the database. Two languages for manipulating 
relations in a relational DBMS are relational algebra and relational calculus. Briefly, relational 
algebra is used to tell the DBMS how to manipulate the data, i.e. how to retrieve the data, while 
relational calculus specifies what is to be retrieved. Both these languages are formal, non-user-
friendly languages, which have been used as the basis for other, higher-level Data Manipulation 
Languages (DML) for relational databases [Con2002].  
 
To conclude this short presentation of the relational data model, here are some characteristics of 
a relation in a relational database [Con2002]:  
 

- A relation has a name different from all other relation names 
- An attribute has a name different from all other attribute names 
- A relational cell contains only one atomic (single) value 
- The values from one attribute in a relation are all defined in the same domain 
- The order of attributes and of tuples has no significance 
- There are no duplicate tuples 

4.2 Structured Query Language (SQL) 
 
A particular query language for relational data that has achieved a big amount of success is 
Structured Query Language, commonly called SQL. The SQL standard emerged in 1986 by 
American National Standard Institute, and was adopted by International Standards Organisation 
in 1987. The standard provides a description of the language that allows for the portability16 of 
database applications [Die2001]. SQL is a transform-oriented language, i.e. language that uses 
relations to transform inputs into outputs. The language consists of two major components: DDL 
(data definition language) for defining the database structure and DML (data manipulation 
language) for retrieving and updating data [Con2002]. SQL is a very powerful language for 
querying relational data. 
 

                                                 
16 Portability requires that the query language must conform to some recognized standards, so the same command 
structure and syntax can be used when moving from one DBMS to another.  
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SQL uses the concepts of relational data model: relation, attribute, tuple, which were described 
in the previous section. Relations are also called tables, attributes columns and tuples rows. A 
major difference between the formal relational languages, such as relational algebra and 
relational calculus mentioned in the section 4.2, and SQL, is that formal languages assume that 
relations are the sets of tuples. A set is a collection of elements that does not contain any 
duplicate tuples17. SQL, on the other hand, assumes that a relation is a multiset of tuples, which 
is a collection of elements that may contain duplicates. SQL keeps duplicate tuples as a default, 
because of the cost associated with performing duplicate elimination [Die2001]. To force the 
duplicate elimination SQL uses the keyword distinct.  
 
SQL allows the use of dot notation to refer to an attribute and requires dot notation when an 
attribute reference is ambiguous [Die2001]. For example, if two relations both contain the 
attribute a, then the select clause in the following query contains an ambiguous reference to the 
attribute a: 
 

select a 
from r1, r2 
where … 

 
If the query is rewritten to look like this: 
 

select r1.a 
from r1, r2 
where … 

 
then the ambiguity is removed and the attribute a is known to belong to the relation r1.  
 
Furthermore, SQL allows for the specification of table aliases (also called range variables) for a 
table in the from-clause. Table aliases are useful because they provide a short name to 
reference tables and also a mechanism by which the same table can be accessed more than 
once in the same query [Die2001]. The following example illustrates the use of table aliases:  
 

select T1.a, T2.b 
from table1 T1, table2 T2 
where … 

 
To combine columns from several tables into a result table, SQL uses a join operation. The join 
operation combines data from two tables by forming pairs of related rows where the matching 
columns in each table have the same value. If one row of a table is unmatched, e.g. missing, the 
row is omitted from the result table. To solve this problem, SQL uses another set of join 
operators called outer joins. The outer join retains rows that do not satisfy the join condition with 
the help of null-valued attributes [Con2002]. The following example illustrates the use of a full 
outer join18: 

 
select  T1.*, T2.* 
from  members T1  full join  projects T2  on  T1.MemberName = T2.ProjectMemberName 

 

                                                 
17 See the description of normalised relations in the section 4.2. 
18 There are three types of outer join: left, right, and full outer joins. [Con2002] 
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This query lists the members and projects where the member names occur in both tables, and it 
shows any unmatched members or projects that exist (e.g. a member that is not involved in any 
project at the moment). The unmatched columns are filled with NULLs. A result of this query 
could be:  

    
MemberNo MemberName ProjectNo ProjectMemberName 
NULL NULL P35 Jonsson 
M20 Seget NULL NULL 
M5 Barricco P32 Barricco 

 Figure 7. The result of a full outer join 
 

Null values are used in SQL to represent currently missing information or inapplicable 
information in a systematic way, independent of data type. Nulls are a way to deal with 
incomplete or exceptional data in the relational databases. Without nulls, it would be necessary 
to introduce false data to define a column in a table. However, nulls can also cause 
implementation problems, because the relational model is based on first-order predicate 
calculus, which is a two-valued or Boolean logic. It means that the only allowed values are true 
or false. By allowing nulls we have to deal with a higher-valued logic, such as three- or four-
valued logic [Con2002]. 
 
5. Object databases 
 
Most descriptions of object databases (also called object-oriented databases) characterize them 
as database management systems for advanced applications [Kho1993]. These applications 
include engineering applications, such as Computer-Aided Design (CAD) and Computer-Aided 
Manufacturing (CAM). The size and complexity of the data in these applications differ from the 
traditional (business or accounting) applications. The amount of information stored in the 
databases is much larger and the connections among this information are more complex, hence 
it becomes almost impossible to cluster related data. Furthermore, the structures of databases in 
these applications are heterogeneous and complex; there are many object types corresponding 
to each individual component and composite objects. For these reasons, modern applications 
use some form of object-oriented model for their data. Object Database Management Group 
(ODMG) is the standard for object databases. It has produced an object model that specifies a 
standardised model for semantics of database objects [Con2002]. In the next section, the object-
oriented data model is presented and the section 5.2 is describing Object-Oriented Language 
(OQL).  

5.1 Object-oriented data model 
 
In the response to the increasing complexity of database applications, an object-oriented data 
model was presented by ODMG standard in 1993 [Con2002].  The basic modelling concepts in 
an object-oriented model are the object and literal. An object has a unique object identifier. 
Objects and literals can be categorised into types. A type is itself an object. Object and literal 
types can be atomic, collections, or structured types. Literal types can also be null. All objects of 
a given type show common behaviour and state. Behaviour is a set of operations that can be 
performed on (or by) the object, and state is the values an object carries for a set of properties. 
A property is either an attribute of the object or a relationship between the objects [Con2002]. 
 
The object-oriented data model supports the concept of databases as storage areas for objects, 
enabling them to be shared by multiple users and applications. A database is based on a 
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schema, which is defined in the Object Definition Language (ODL)19. Following example shows a 
simple schema expressed in ODL.  
 

class Country 
  extend country 

{  attribute string cocode; 
   attribute string coname; 
   attribute City capital; 
   relationship set<City> city-in 
    inverse City::country-of; 

} 
class City 

  extend city 
{  attribute string cicode; 

   attribute string ciname; 
   relationship Country country-of 
    inverse Country::city-in; 

} 
Figure 8. An object database schema  
 
As mentioned previously, object-oriented data model includes set and collection types. A 
collection can be of set, list, multiset, and array type [Con2002]. Furthermore, object-oriented 
model provides some persistent roots or handles to the objects in the database [Abi2000]. In the 
Figure 8, country and city are the collections of objects. They form the extends of two classes: 
Country and City. The sets country and city are both global names. The type of elements in 
cities is a set<City>. 
 
Again referring to the Figure 8, objects of type City have a precise structure that specifies their 
attributes: cicode, ciname, and country-of. The attributes country-of illustrates an example of a 
relationship. As far as a query language is concerned, a relationship is like an attribute. The 
difference is that a relationship allows the expression of inverse constrains. Thus, country-of in 
City and city-in in Country are inverse of each other. That means that for each Country object co, 
and for each City object ci in co.city-in, ci.country-of is co.  

5.2 Object Query language (OQL) 
 
Object Query Language (OQL) is a declarative query language for managing data objects in an 
object database, using syntax similar to the SQL syntax. OQL does not support update 
operators, but updates can be made through methods of already stored objects. Similar to SQL, 
OQL is processed on the database server. Thus, OQL can either be used as a stand-alone 
language or as a language embedded in another language (e.g. C++, Java, Smalltalk), that can 
make a connection to the database [Cat1994]. 
 
An OQL query consists of a set of query definition expressions followed by an expression. The 
result of the query is an object with or without identity [Con2002]. Following example illustrates 
an OQL query: 
 

select distinct struct (a: x.age, s: x.sex) 
from x in Persons 
where x.name = “Gilles” 

                                                 
19  ODL is similar to the Data Definition Language (DDL) in traditional DBMSs (see section 4.2). It defines the 
attributes and relationships of types, and specifies the signatures of the operations. [Con2002]    
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In the example, x symbolizes an object. For each person, the query builds a structure containing 
age and sex. The result is a literal of type set<struct>, corresponding to the relational model’s 
table, discussed in the section 4.1. 
 
In OQL, it is not necessary to use a select-from-where clause. For example, in order to get the 
set of all members of a group, with identity, it is possible to write a query simply:  
 

Members 
 
A query definition expression is of the following form: define Q as e. For example, the result of 
the following query is the set of all staff that live in London: 

 
define Londoners as 
 select x 
 from x in staff 
 where x.address.city = “London” 
 
select x.name.lname from x in Londoners 

 
While OQL is a powerful language for applications with a big amount of data and complex 
relationships between the data, it requires the data to conform to a schema, which makes it less 
attractive for irregular data. 
 
6. Evaluation of hypothesis 
 
The previous sections in this paper have presented a few different query languages in order to 
determine what query language is the most suitable for querying semi-structured data. In this 
section, first, a brief comment on the research approach is given. In section 6.2, a criteria for 
semi-structured data is presented and three languages, SQL, OQL, and Lorel are evaluated 
against the criteria. The last subsection is a discussion of the result of the evaluation. 

6.1 Research approach 
 
In order to find the best solution for querying semi-structured data this thesis described three 
different approaches of database management. The first approach is a database management 
system recently developed and especially designed for the semi-structured nature of data. The 
second one is the standardised and well-established relational database management system, 
and the third one is newer than relational, but older than semi-structured approach, namely 
object-oriented approach. These three approaches have formed a basis for the further work on 
this paper. The knowledge received from the literature study about semi-structured data, SQL, 
OQL and Lorel have moved this paper one step further. A criteria, based on the knowledge 
about semi-structured data, has been developed, and an evaluation of the languages against 
the criteria, based on the literature study about these languages, has been presented. A 
discussion of the result of evaluation, and conclusions in the last section of the paper form a final 
result of this paper. The result is also used to test the hypothesis presented at the beginning of 
the paper.   
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6.2 Criteria and evaluation of languages 
 
This section will present few criteria that must be addressed when querying semi-structured 
data. It shows that the requirements for querying this kind of data are quite different from 
traditional requirements, which increases the motivation to design a query language especially 
for semi-structured data. Each criteria is presented first in a table and the three languages: SQL, 
OQL, and Lorel are tested. Y in the table means that a language supports the feature, and an 
empty filed means the feature is not supported. After the tables a short description of the criteria 
follows.  
 
1: Tuple/object assignment 
 
  

SQL 
 
OQL 

 
LOREL 

1.1 Partial   Y 

1.2 Total Y Y  

1.3 Outerjoins Y   

1.4 Null-valued attributes Y   

Table 1. Tuple/object assignment 
 
It is important when querying semi-structured data that queries return meaningful results even 
when some data is absent. This is important because the data may consist of an empty relation 
or object set. Partial assignment of tuples is most appropriate for semi-structured data, because 
it will result in an answer even if a relation or object set is empty.  
 
2: Treatment of single- and set-valued attributes 
 
  

SQL 
 
OQL 

 
LOREL 

2.1 Uniform treatment   Y 

2.2 Different treatment Y Y  

Table 2. Treatment of single- and set-valued attributes 
 
A query language for semi-structured data should treat single- and set-valued attributes in a 
uniform way, because the semi-structured data has more varied structure than data in relational 
and object databases. The data may change rapidly and the structure can become irregular 
unpredictably. New data may be added into the database that may not conform to a rigid 
schema. In addition, the user who wishes to query data is not required to have a full knowledge 
of the structure in order to write meaningful queries.  
 
3: Type checking 
 
  

SQL 
 
OQL 

 
LOREL 

3.1 Loose   Y 

3.2 Strong Y Y  

Table 3. Type checking 
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Query languages for semi-structured data should have a very loose type checking. This is 
because objects may be represented with different types in different parts of the database. For 
example, in a semi-structured database a year may be represented as a string value for some 
elements, and as an integer value for some others. 
 
4: Type of returned value 
 
  

SQL 
 
OQL 

 
LOREL 

4.1 Heterogeneous set   Y 

4.2 Homogeneous result Y Y  

Table 4. Type of returned value 
 
When presenting a result of a query, a query language for semi-structured data must allow the 
objects to be of different types. This is because an object in a semi-structured database may be 
represented as an atomic value, e.g. string, or as a complex object with individual attributes. The 
result of a query, which consists of objects of different types, is a heterogeneous set. 
Heterogeneous sets are very useful for semi-structured data because they give a possibility to 
model both tuple structures and homogeneous sets.  
 
5: Support of wildcards 
 
  

SQL 
 
OQL 

 
LOREL 

5.1 Over attributes Y  Y 

Table 5. Support of wildcards 
 
As mentioned earlier in section 6.2.2, the lack of full knowledge of the object structure should not 
prevent the user of writing the meaningful queries. If the user knows only the part of the structure 
of the database he/she should be able to use that knowledge when writing the query. A query 
language for semi-structured data should allow path expressions to contain wildcards to enable 
this. Wildcards can also be useful when the complete structure is known, but it varies among the 
objects in the database. 
 
6: Range variables 
 
  

SQL 
 
OQL 

 
LOREL 

6.1 Not required Y  Y 

6.2 Required  Y  

Table 6. Range variables 
 
Range variables are used to specify that different path expressions in a query should match the 
same element of a set. The absence of a range variable in a query language for semi-structured 
data is preferred.  
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6.3 Discussion of the result of evaluation 
 
As mentioned in sections 2.1 and 2.2, semi-structured data does not consist of a separate 
schema, fixed in advance, and its structure may be irregular and incomplete. As a result of this, 
a query language for semi-structured data must similarly handle data that is absent, data that 
does not conform to a regular structure and data where the same elements are represented 
using different types. This is one of the main reasons why relational and object query languages 
cannot handle semi-structured data. They are too constraining because they force the use of a 
schema. 
 
The following table presents the result of a comparison between the three query languages and 
an evaluation of these against the criteria presented in the previous section. A more detailed 
discussion follows after the table.  
 
  

SQL 
 
OQL 

 
LOREL 

1. Partial 
tuple/object 
assignment 

No No 
 
 
 

Yes 
 
 
 

2. Uniform treatment 
of single- and set-
valued attributes 

No No Yes 

3. Loose type 
checking 

No No Yes 

4. Type of returned 
value: 
heterogeneous set 

No No Yes 

5. Support of 
wildcards 

Yes No Yes 

6. The absence of 
range variables 
allowed 

Yes No Yes 

Table 7. Evaluation of query languages against the criteria 
 
1: Partial tuple/object assignment: 
 
If we consider the following SQL query:  
 

select   R.attribute 
from      R, S, T 
where   R.attribute = S.attribute or R.attribute = T.attribute 

 
If T is empty, the result will be empty as well and no answer will be presented, even if there are 
elements in R and S. This is because SQL (and OQL) require the total assignment of tuples to 
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the three relations R, S and T in the from-clause. To solve the problem of absent data SQL uses 
outerjoins and null-valued attributes, discussed in section 4.2.  However, these can cause 
implementation problems because the relational model is based on first-order predicate calculus: 
outerjoins are not always associative and nulls require a three-valued logic.  
 
On the other hand, a partial assignment of tuples is more appropriate for semi-structured data, 
because such data may consist of an empty relation or object set. As a more real-world example 
than in the previous query, the following query is intended to find the names of all groups such 
that either the group is a jazz group or it performs on “30/05/2003”.  
 

select Group.Name 
where Group.Category = “Jazz” or Group.Performance.Date = “30/05/2003” 

 
If a group Sun Ra, categorized as a jazz group, exists in the database we could expect that their 
name should be in the result of the query. However, if there is no date specified for any 
performance by Sun Ra in the database, there is no total object assignment that would put the 
Sun Ra in the result set.  On the other hand, a Lorel result is defined in terms of partial object 
assignment. When evaluating the where-condition, if some path expression involved in an 
atomic condition (such as comparison) is not mapped, then the condition evaluated to false. 
Usually, a condition involving an “or” evaluates to true if at least one of the conditions connected 
by the “or” evaluates to true. Therefore, the result of the previous query will include Sun Ra 
group and give an answer even when date of performance is not stored in the database.   
 
Total assignments are required in SQL and OQL, but they are generally not a problem in 
standardised query languages, because it is unlikely that there will be an empty relation or 
object set in a standard database. Such a situation is more likely with semi-structured data. 
 
2: Uniform treatment of single- and set-valued attributes 
 
If we suppose that a library database consists of the authors of books that appear as set-valued 
attributes, and a name is associated with each author, the following OQL query is supposed to 
fetch the titles of all books written by “Alessandro Barricco”: 
 

select B.title 
from B in library 
       A in B.authors 
where A.name = “Alessandro Barricco” 
 

This query will work correctly as long as author objects in the database conform to a regular 
structure. If we add some books into the database that associate a set of names with each 
author, e.g. the author’s real name and his/her pen name. To adapt these books to an OQL 
environment would require changing of the global schema, and the query above would no longer 
work correctly. SQL treats single- and set-valued attributes differently as well. All attributes in 
SQL must be single-valued.  
 
Lorel, on the other hand, treats single- and set-valued attributes uniformly. When attributes in 
path expressions are found to be set-valued, an implicit existential quantifier is assumed. For 
example, the path expression in the predicate Book.Author.Name = “Alessandro Barricco” 
matches any path from a Book object through an Author object to a Name object whose value is 
“Alessandro Barricco”.  
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3: Loose type checking 
 
The following example is an OQL query that selects all publishers who have published Database 
Management Systems textbooks in 2003: 
 

select B.publisher 
from B in library 
where B.subject = “Database Management Systems” and B.year-published = “2003” 
 

In the context of semi-structured data, B.year-published may result in a string value for some 
books, and in an integer value for some other books. Therefore, we need a very loose type 
checking for semi-structured data. Since OQL requires strong type checking, this situation is not 
allowed in OQL. SQL does implicit casts between different data types in some situations, but it 
requires explicit casts to convert strings to integers, and returns an error if a string does not have 
the correct format for conversion.  
 
Lorel, on the other hand, attempts to convert the operands of a predicate to comparable types. If 
the operands cannot be converted into comparable types, the predicate simply returns false, 
instead of returning an error.  
 
4: Type of returned value: heterogeneous set 
 
The following OQL query asks for the publishers of all books written by Alessandro Barricco:  
 

select   B.publisher 
from     B in library, 

A in B.authors 
where   A.name = “Alessandro Barricco” 

 
For some books the publisher may be represented as a string value, while for some other books 
it may be represented as a complex object, consisting of individual attributes for name and 
address. This query, in that case, would return a heterogeneous set. Neither OQL nor SQL allow 
query results to be heterogeneous sets.  
 
In Lorel, all objects, including query results, are modelled as heterogeneous sets. Lorel is able to 
query over heterogeneous sets as well as return heterogeneous sets.  
 
5: Support of wildcards 
 
Suppose that a user knows that a library object contains book objects, but he/she does not know 
the structure within the book objects. In order to find all books written by Alessandro Barricco, a 
query in Lorel could be written using a wildcard _ in the predicate, for example:  
 

Library.Book._ = “Alessandro Barricco” 

 
This would match any sequence of objects beginning with a library object, through a book 
object, through zero or more other objects, ending in an object whose value is “Alessandro 
Barricco”. 
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SQL partially addresses the issue of not fully known structure by allowing users to query system 
catalogues to learn about tables and attributes. However, users can only discover limited 
structure because the system catalogues do not contain information on how data in different 
tables is related.  OQL does not provide a way to query object structure.  
 
6: The absence of range variables allowed 
 
Range variables are used in OQL, as in the query example shown on loose type checking 
evaluation (3). Variable B had to be introduced to specify that the same book object must satisfy 
both predicates. Lorel, on the other hand, does not require the introduction of range variables. 
Path expressions that begin with the same sequence of labels by default match the same 
sequence of objects until the label sequences diverge. This default provides the natural 
behaviour for semi-structured data in most cases. The absence of range variables makes Lorel 
similar to SQL, which does not require the introduction of range variables (called table aliases in 
SQL).  
 
7. Discussion 
 
The previous section pointed out several key areas (criteria) where a query language must be 
adequate in order to query semi-structured data, such as when data is absent, when data does 
not have a regular structure, when similar concepts are represented using different types, and 
when heterogeneous sets are present. Three query languages were then evaluated against 
these key areas. The result of evaluation was presented in Table 7 and showed that only Lorel 
supports all of the criteria for semi-structured data. SQL supports only two issues: the partial 
support of the problem of not fully knowing the structure of the database, and the absence of 
range variables. OQL, on the other hand, does not support any criteria presented in section 6.2. 
This does not imply that OQL do not support some other criteria for semi-structured data, which 
is not presented in this paper. 
 
The result of evaluation of three query languages, SQL, OQL, and Lorel showed that Lorel is the 
most suitable query language for querying semi-structured data. SQL and OQL are not 
appropriate for querying such data, because they are too constraining, mostly because they 
force the use of a schema. This implies that hypothesis of this study, presented in section 1.2, is 
supported. 
 
8. Conclusions and further work 
 
As the area of semi-structured data has been a research topic during the last few years, it has 
been difficult to make an agreed definition on how to measure the structure of data. However, 
the definition of semi-structured data, used in this paper, has been based on [Con2002] and the 
definition presented in [Abi1997]. They both agree that semi-structured data refers to irregular or 
incomplete data that has a rapidly or unpredictably changing structure. Many other scientific 
papers agree on a similar definition of semi-structured data. Because of the nature of this data, it 
is discussed in this paper, that it is difficult or even impossible to conform data to a traditional 
schema used by relational and object databases. While there are features in the relational and 
object query languages, discussed in the sections 4.2 and 5.2, that support querying semi-
structured data, these languages are still too constraining and require the certain knowledge of 
the database structure in order to write meaningful queries.  
 
This paper presented a query language called Lorel, based on a database management system 
Lore that was especially developed to handle the nature of the semi-structured data. The 
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features that Lorel supports address many of the issues that semi-structured data brings. 
Furthermore, the paper presented two other query languages that are well established and often 
used by many database applications today. These are SQL for relational databases and OQL for 
object databases. These languages, on the other hand, do not support the issues that querying 
of semi-structured data introduces. Only some issues are supported by SQL, as discussed in 
section 6.3. 
 
Beside the issues addressed in this paper, there are still many interesting things to learn about 
semi-structured data. For example, there is an area of research on semi-structured data and 
XML (Extensible Mark-up Language) that provides a new set of challenges. XML is a new 
standard for data representation and interchange on the Web approved by World Wide Web 
Consortium [Suc1998]. Due to the nature of information on the Web and flexibility provided by 
XML, it is expected that much of the data encoded in XML will be semi-structured. XML shares 
many similarities with semi-structured data model and it is easy to convert data from any source 
into XML. It would be interesting to investigate how XML in the connection to semi-structured 
data can be used to solve some problems that Web data management presents, e.g. logical 
data diversity problem [Abi2000]. 
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