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Abstract 
Live migration is a mechanism that allows a VM to be moved from one host to 

another while the guest operating system is running. Current live migration 

implementations are able to maintain network connectivity in a LAN. However, the 

same techniques cannot be applied for live migration over the Internet. 

 

We present a solution based on PMIPv6, a light-weight mobility protocol 

standardized by IETF. PMIPv6 handles node mobility without requiring any support 

from the moving nodes. In addition, PMIPv6 works with IPv4, IPv6 and dual-stack 

nodes. We have setup a testbed to measure the performance of live migration in a 

PMIPv6 network. Our results show that network connectivity is successfully 

maintained with little signaling overhead and short VM downtime. As far as we know, 

this is the first time PMIPv6 is used to enable live migration beyond the scope of a 

LAN. 

 

Keywords: Live Virtual Machine Migration, Live VM 

Migration, PMIPv6, Wide Area Network, WAN 



  ii 

 



  iii 

Acknowledgments 
First of all, we thank The Almighty Lord for every blessing He has given us. We 

would also like to thank our parents and other family members for their love and 

support.  

 

This thesis is part of our research work at Blekinge Institute of Technology (BTH), 

thanks to Swedish Institute (SI) scholarship. We are deeply grateful to the Swedish 

government and its people for providing us with this unique opportunity to study at 

one of Europe’s top institutes, BTH. 

 

We thank our supervisor, Dr. Dragos Ilie, for helping us with this thesis work 

starting from its inception. We have learnt a lot from various meeting and discussions 

we had with him. Besides, his guidance and constructive feedbacks were crucial to 

successfully complete this thesis work. He not only encouraged us to work 

independently but also ensured that we were always on the right track by following our 

progress diligently. Therefore, it is with great pleasure that we take this opportunity to 

thank him and express our heartfelt appreciation for the support.  

 

Our next gratitude goes to Dr. Patrik Arlos for the important discussion we had 

with him regarding network performance measurement and for lending us very useful 

equipment, which was the pivotal element in our laboratory testbed. 

 

Last but not least, we would like to thank all our friends and classmates. We have 

learnt important lessons from them on all aspects of life, not necessarily related to 

academics.  

 

  Solomon Kassahun & Atinkut Astatikie 

Karlskrona, September 2013 



  iv 

 



  v 

Contents 

Abstract .................................................................................................................................... i 

Acknowledgments ................................................................................................................. iii 

Contents ................................................................................................................................... v 

List of Figures ...................................................................................................................... vii 

List of Tables .......................................................................................................................... ix 

Acronyms ................................................................................................................................ xi 

1 Introduction .................................................................................................................... 1 

1.1 Overview of Virtualization Technology ................................................................... 2 
1.1.1 Components of Virtualization ............................................................................... 3 
1.1.2 Techniques of Virtualization ................................................................................ 3 

1.2 Components of WAN-based Live VM Migration .................................................... 4 
1.2.1 Migrating Memory State ....................................................................................... 5 
1.2.2 Migrating Disk State ............................................................................................. 6 
1.2.3 Migrating Network State ...................................................................................... 7 

1.3 Related Work ............................................................................................................ 8 
1.3.1 Disk State Migration ............................................................................................. 8 
1.3.2 Network State Migration ...................................................................................... 9 

1.4 Benefits of Live VM migration .............................................................................. 11 
1.5 Problem Statement .................................................................................................. 12 

1.5.1 Research Questions ............................................................................................. 13 
1.5.2 Goals Achieved ................................................................................................... 13 

2 PMIPv6 Approach of Live VM Migration ................................................................. 15 

2.1 Xen Overview ......................................................................................................... 17 
2.2 Mobility Support for IP .......................................................................................... 18 

2.2.1 Existing Mobility Support Protocols .................................................................. 18 
2.2.2 PMIPv6 Overview .............................................................................................. 20 

2.3 Integration of Xen and PMIPv6 .............................................................................. 22 
2.3.1 VM Entering PMIPv6 Domain ........................................................................... 23 
2.3.2 VM Migration within PMIPv6 Domain .............................................................. 24 

3 Methodology .................................................................................................................. 27 

3.1 Testbed .................................................................................................................... 27 
3.2 Lab Scenarios ......................................................................................................... 30 
3.3 Performance Metrics ............................................................................................... 30 

4 Experiment Results and Performance Analysis ......................................................... 33 

4.1 Evaluation of PMIPv6 Approach ............................................................................ 34 
4.2 Evaluation of MIPv6 Approach .............................................................................. 39 
4.3 Comparison of PMIPv6 and MIPv6 Approaches Based on Statistical Method ..... 43 

5 Conclusion and Future Work ...................................................................................... 45 

5.1 Conclusion .............................................................................................................. 45 
5.2 Future Work ............................................................................................................ 45 

Appendix A ............................................................................................................................ 47 



  vi 

A.1 Building PMIP6D ................................................................................................... 47 
A.2 Setting up Shared Storage with iSCSI .................................................................... 50 
A.3 Xen Installation ....................................................................................................... 51 

Bibliography .......................................................................................................................... 55 

 

 



  vii 

List of Figures 
Figure 1 – Xen Migration Time Line [4] .................................................................................. 6 
Figure 2 – Live Migration in a PMIPv6 domain .................................................................... 16 
Figure 3 – Xen Architecture [11] ............................................................................................ 17 
Figure 4 – Overview of PMIPv6 Architecture........................................................................ 21 
Figure 5 – OAI PMIPv6 Software Architecture [38] ............................................................. 22 
Figure 6 – VM Entering PMIPv6 Domain ............................................................................. 24 
Figure 7 – VM Migration in PMIPv6 Domain ....................................................................... 25 
Figure 8 – Testbed Architecture ............................................................................................. 28 
Figure 9 – Downtime versus Network Delay – PMIPv6 ........................................................ 36 
Figure 10 – Total Migration Time versus Network Delay – PMIPv6 .................................... 38 
Figure 11 – Network Traffic in PMIPv6 Supported VM Migration – PMIPv6 ..................... 39 
Figure 12 – Downtime versus Network Delay – MIPv6 vs. PMIPv6 .................................... 40 
Figure 13 – Total Migration Time versus Network Delay – MIPv6 vs. PMIPv6 .................. 42 
Figure 14 – Network Traffic Caused by VM Migration – MIPv6 vs. PMIPv6 ...................... 43 

 



  viii 

 



  ix 

List of Tables 
Table 1 – Downtime Results at Different Network Delays – PMIPv6 ................................... 35 
Table 2 – Total Migration Time Results at Different Network Delays – PMIPv6 ................. 37 
Table 3 – Downtime Results at Different Network Delays – MIPv6 ..................................... 40 
Table 4 – Total Migration Time Results at Different Network Delays – MIPv6 ................... 41 
Table 5 – Performance Difference of MIPv6 and PMIPv6 Approaches ................................ 44 

 



  x 

 



  xi 

Acronyms 
ARP Address Resolution Protocol MIPv4 Mobile IPv4 

BCE Binding Cache Entry MIPv6 Mobile IPv6 

BGP Border Gateway Protocol MMU Memory Management Unit 

BVT Borrowed Virtual Time MN Mobile Node 

CAM Content Addressable Memory MPLS Multi-Protocol Label Switching 

CI Confidence Interval NA Neighbor Advertisement 

CIP Cellular IP NAS Network-Attached Storage  

CoA Care-of Address NS Neighbor Solicitation 

DAD Duplicate Address Detection OS Operating System 

DC Data Center PBA Proxy Binding 

Acknowledgement 

DDNS Dynamic DNS PBU Proxy Binding Update 

DHCP Dynamic Host Configuration 

Protocol 

PMIPv6 Proxy Mobile IPv6 

DRBD Distributed Replicated Block 

Device 

RA Router Advertisement 

EID Endpoint Identifier RARP Reverse Address Resolution 

Protocol 

FA Foreign Agent RLOC Routing Locator 

FMIPv6 Fast Handover for Mobile IPv6 RTO Retransmission Timeouts 

HAWAII Handoff-Aware Wireless Access 

Internet Infrastructure 

RTT Round Trip Time 

HIP Host Identity Protocol SAN Storage Area Network 

HMIPv6 Hierarchical Mobile IPv6 SSH Secure Socket Shell 

HNP Home Network Prefix TCP Transmission Control Protocol 

HoA Home Address TCP/IP Transmission Control Protocol 

over IP 

IETF Internet Engineering Task Force TIMIP Terminal Independent Mobile 

IP 

IP Internet Protocol TLB Translation Lookaside Buffer 

IPOP IP over P2P UDP User Datagram Protocol 

IPsec Internet Protocol Security VBD Virtual Block Device 

iSCSI Internet Small Computer System 

Interface 

VFR Virtual Firewall Router 

IT Information Technology VIF virtual Network Interfaces 

KVM Kernel-based Virtual Machine VM Virtual Machine 

LAN Local Area Network VMM Virtual Machine Monitor 

LISP Locator/Identifier Separation 

Protocol  

VPLS Virtual Private LAN Services 

LMA Local Mobility Anchor VPN Virtual Private Network 

MAG Mobile Access Gateway WAN Wide Area Network 

 



  xii 



  1 

1 Introduction 
Hardware virtualization is an approach that allows multiple operating system (OS) 

instances to run concurrently on a single physical host. It creates virtualized computer 

environments by abstracting OSes and applications from underlying hardware and 

encapsulating them into portable virtual machines (VMs) [1]. Virtualization offers 

several benefits, such as hardware abstraction, resource consolidation, performance 

isolation, and user-transparent live migration.  

 

Hardware abstraction speeds up software development by hiding intricacies in 

hardware. With server consolidation, several under-utilized small servers can be 

replaced with one large server. This increases efficiency in resource utilization, and 

reduces cost of resources. Virtual Machine Monitors (VMMs), such as VMware [1] 

and Xen [12], can be used to allocate resources among competing VMs and to isolate 

performance [2]. Performance isolation ensures that the workload on one VM does not 

affect the performance of others on the same machine. In addition, hardware 

virtualization allows migration of VMs by decoupling OSes from hardware [1].  

 

An increasing number of organizations are utilizing virtualization to reduce power 

consumption and air conditioning needs, to cut the cost of resources and to trim the 

physical space requirement of data centers (DCs) [3]. It is known that the physical 

space requirement of DCs is often associated with server farm growth. Server 

consolidation also simplifies Information Technology (IT) operations and reduces 

system administration overheads. As a result, VMs have become prevalent in DCs. 

Moreover, the growing concern of governments over global warming and corporate 

green house gas reduction targets have created further incentive for widespread use of 

hardware virtualization [3].  

 

Moving a VM from one physical host to another is possible with hardware 

virtualization. Recent progress in this area has allowed live migration of VMs. With 

live migration, a VM can be moved from source host to destination while VM’s OS is 

running. The other type is cold VM migration. In cold VM migration, the VM is 

suspended on the source host before it is transferred to the destination and resumed at 

the end. Live VM migration offers several benefits, such as hardware consolidation, 

fault tolerance, load balancing, and hardware maintenance  [4].  

 

Live migration involves transferring the state of a guest OS from source host to 

destination. Central processing unit (CPU), memory, disk and network states make up 

the guest OS state. However, disk state migration can be avoided when using shared 

storage systems, such as network-attached storage (NAS) or storage area network 

(SAN).  

 

The network state needs to be maintained during and after live migration to avoid 

disruption of services provided by the VM. A VM service is said to be disrupted when 

users are unable to access it or its responsiveness is reduced [5]. As part of maintaining 

network state, the VM’s Internet Protocol (IP) address and all current open 

connections should be preserved [6]. The focus of this thesis is on network state 

migration.   

 

There are two basic network scenarios for live migration: local area network (LAN) 

and wide area network (WAN). Live migration in LAN (LAN-based live migration) is 

easier for two reasons. First, the high-speed low-latency links in the LAN make live 

VM migration relatively quicker in this environment. Second, the VM can retain its IP 

address(es) after LAN-based live migration since the source and destination hosts 
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typically share the same IP address space. In contrast, limited bandwidth
1

 and 

relatively higher latency associated with WAN links slow live VM migration across 

WAN (WAN-based live migration). Moreover, WAN-based live migration would 

entail change in VM’s IP address(es) as DCs interconnected in a WAN tend to support 

different IP address spaces [7]. Consequently, it is challenging to live migrate VMs 

across a WAN.  

 

VM mangers such as Xen, VMware and Hyper-V [54] support live migration in 

LAN. To our knowledge, the capacity of current live migration implementations is 

limited to LAN environments only. This thesis work is carried out with the intention of 

enabling live VM migration across WAN. The goal of the thesis is to implement and 

test a PMIPv6 approach of WAN-based live migration.   

 

This thesis is organized as follows. The rest of chapter one presents an overview of 

virtualization technology and describes WAN-based live migration. Besides, related 

research works, our research questions, and the achieved goals are covered in this 

chapter. Chapter two elaborates our proposed solution and its operation principles. The 

next chapter describes our research methodology. Experiment results are presented and 

analyzed in chapter four. The fifth chapter summarizes the outcomes of the study, and 

describes the objectives in the scope of our future study. Appendix A provides the 

configuration details of our experimental testbed. Finally, the list of references is 

provided in the bibliography section.  

1.1 Overview of Virtualization Technology 
Virtualization was first introduced when mainframes of 1960’s and 1970’s were 

logically partitioned to allow concurrent execution of multiple applications on the 

same mainframe hardware [8]. Gradually it became popular and started to receive 

attention from the industry and academia. Today, the technology allows running 

multiple OSes simultaneously on the same physical host.  

 

The definition of virtualization has evolved following the advent of relatively 

inexpensive x86 systems and the adoption of Windows and Linux OSes [8]. A loose 

definition of virtualization is: 

 

Virtualization is a framework or methodology of dividing the 

resources of a computer into multiple execution environments, by 

applying one or more concepts or technologies such as hardware and 

software partitioning, time-sharing, partial or complete machine 

simulation, emulation, quality of service, and many others. [9] 

  

x86 computer virtualization adds a virtualization layer between hardware and OS.  

This layer enables multiple OSes to run concurrently on a single computer by sharing 

the computer’s physical resources, such as storage, CPU, memory, and I/O devices, 

among the OSes [1]. 

 

 Virtualization requires guest OSes (virtualized OS instances) to run on top of the 

virtualization layer. However, x86 OSes are designed to run directly on the bare metal. 

This presents key challenge in x86 hardware virtualization. To understand the problem, 

we briefly describe the x86 rings of privilege. x86 architecture offers four levels of 

privilege to OSes and applications to manage access to computer resources [1]. These 

privilege levels range from 0 to 3. They are often described as protection rings. 

Privilege level 0 (Ring 0) is the most privileged one while privilege level 3 (Ring 3) is 

                                                      
1
 In the field of computer networking, the term bandwidth denotes data rate supported by network 

connection or interface. 
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the least privileged. User level applications normally run in ring 3. However, OSes 

must execute their privileged instructions in Ring 0 since they need to have direct 

access to computer resources [1].   

   

The problem arises when the virtualization layer runs under guest OSes to create 

and manage VMs. In other words, the guest OSes are forced to run in a less privileged 

ring. However, guest OSes expect to be in the most privileged Ring 0 as they are 

unaware of being virtualized
2
. The problem is there are some sensitive instructions that 

will have different meanings if not executed in Ring 0 [1]. As a result, virtualizing 

these privileged instructions is challenging. 

1.1.1 Components of Virtualization 
Virtualization has two main components: hypervisor and guest (or VM). 

1. Hypervisor – is the name given to the virtualization layer. It is a software 

layer that hosts and manages the guests. Based on their architecture, there are 

two categories of hypervisors: Type 1 and Type 2. 

• Type 1 – is a native or bare metal hypervisor that runs directly on the host 

hardware. It has direct access to hardware resources and handles 

allocation of resources to guests. Hypervisors in this category typically 

have small footprint 
3
 [8].  Some require a privileged guest, known as 

Domain-0 or Dom0, to provide management interface to the hypervisor. 

VMware ESX and Xen are examples of type 1 hypervisors. 

• Type 2 – is a hypervisor that is installed and run on top of a hosting OS. 

Because of that, this hypervisor is also called a hosted hypervisor. The 

advantage of this architecture is that it has fewer hardware/driver issues 

since the host OS is responsible for interfacing with hardware.  However, 

it has lower performance compared to type 1 hypervisor due to the 

overhead caused by the host OS. VMware Workstation and VirtualBox 

[55] are examples of type 2 hypervisors. 

2. Guest – is a virtualized environment with its own OS and applications. The 

guest runs on top of the hypervisor. Depending on the capabilities of the 

hypervisor and hardware, the guest may run a native (unmodified) OS or a 

modified OS (having special drivers).   

1.1.2 Techniques of Virtualization 
Based on how they handle privileged and other sensitive instructions, there are 

three different techniques of virtualization [1].  

1. Full virtualization – the aim of full virtualization is to create VMs that 

function nearly in the same way as real machines [10]. This requires 

virtualizing the following components [10]: 

• Disk and network devices 

• Interrupts and timers 

• Emulated platform: motherboard, device buses and BIOS 

• Legacy boot
4
 

• Privileged instructions 

• Memory (page table) 

 

As pointed out earlier, virtualizing privilege instructions is particularly 

complicated as they have different meaning when they are not executed in 

kernel level (Ring 0). Privilege instructions can be virtualized by either fully 

                                                      
2
 Here we are referring to full virtualization, which does not modify the guest OS. 

3
 Footprint in field of computing usually refers to the amount of main memory used by a program 

while running. 
4
 Legacy boot is a boot that starts in 16-bit mode and bootstraps up to 64-bit mode. 
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emulating them in software (which is very slow) or by using binary 

translation method (which is both complicated and slow) [10].  

 

VMware uses a combination of binary translation and direct execution 

technique to achieve CPU virtualization [1]. Privilege instructions are 

converted into new sequences of instructions by using binary translation 

method.  However, user level instructions are directly executed. VMware 

uses shadow paging for memory management unit (MMU) virtualization in 

x86 systems [1]. The guest OS keeps its own mapping of virtual memory 

address to physical memory
5
 address. The VMM maintains guest’s physical 

memory to actual machine memory
6
 mapping. It also keeps a direct guest OS 

virtual memory to machine memory mapping in the translation lookaside 

buffer (TLB) [1]. TLB improves efficiency in address lookup. VMM also 

provides VMs with software emulated devices and I/O [1]. 

 

2. Paravirtualization – is a lightweight virtualization technique that requires 

modification of the guest OS for better efficiency [11]. This technique was 

first introduced by Xen [11] . Xen achieves CPU virtualization in x86 systems 

by modifying the guest OS to run in a less privileged Ring 1 [12]. It uses 

hypercalls and events to transfer control between the guest and the hypervisor 

(virtualization layer). The guest OS uses the hypercall interface provided by 

the hypervisor to execute privileged instructions [12]. It also uses hypercalls 

to pass page table update requests to the hypervisor [12]. The hypervisor 

validates these requests before applying. Validation is needed to ensure that 

the guest owns the requested pages. However, guests always have read-only 

access to the page tables [12]. The hypervisor virtualizes device interrupts by 

passing events to the guest OS. I/O operations are virtualized by  the 

combined use of I/O rings, shared memory and events [12].  

 

3. Hardware assisted virtualization – this is a virtualization technique that 

allows guests to run unmodified OS by making use of special features offered 

by hardware. Hardware vendors have recently started supporting 

virtualization by adding new features to their products [1].  Both Intel (VT-x) 

and AMD (AMD-V) have started including extensions to their recent 

processors [1]. These extensions allow the VMM to run in a root mode below 

Ring 0 [1]. In this set up, the VMM automatically traps privileged instructions 

without requiring binary translation or OS modification. However, processor 

is just one component and other components need to be virtualized [10]. Both 

Xen and VMware support hardware assisted virtualization. 

1.2 Components of WAN-based Live VM Migration  
VM migration across WAN typically involves moving the VM from a physical 

host in one network to another host in a different network. VM migration across WAN 

consists of four components – migrating CPU, memory, disk, and network states of the 

VM. CPU state is defined by the contents of CPU registers and the state of the 

underlying OS, such as parameters related to processes, memory, and file management. 

CPU state migration is often implicitly encapsulated inside memory state migration in 

practical VM migration implementations. For example, Xen [4] migrates CPU state 

during the final stage of its memory state migration. Thus, CPU state is implicitly 

included when we refer to memory state migration hereafter. 

                                                      
5
 VMware refers to the virtualized physical memory that the guest OS sees as physical memory.  

6
 The underlying host’s physical memory is referred to as machine memory by VMware. 
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1.2.1 Migrating Memory State 
Migrating a VM involves moving VM’s memory pages from source host to 

destination host while the VM continues to run. There are several approaches of 

memory state migration. The basic requirements when performing memory state 

migration are minimizing downtime and total migration time. Downtime is the period 

during which the service provided by the VM will be unavailable to users as there is 

no currently executing instance of the VM. Downtime is visible to users as VM’s 

service is interrupted during this period. Total migration time expresses the overall 

time that memory state migration takes.  

 

There are three phases that a memory state migration scheme may incorporate [4]: 

1) Push phase – memory pages are pushed to the destination host as the VM 

continues running. Pages modified during this process need to be re-sent for 

consistency.  

2) Stop-and-copy phase – the VM on the source host is stopped, memory pages 

are copied to the destination host, and then the VM is started on the 

destination host. 

3) Pull phase – the VM on the destination host executes; a memory page will be 

copied (“pulled”) to the destination host when the VM tries to access it.  

 

Most memory migration approaches select either one or two of the above phases 

[4]. While a pure stop-and-copy approach uses only the stop-and-copy phase, pre-copy 

and post-copy approaches combine stop-and-copy phase with push phase and pull 

phase, respectively.  

1) Pure stop-and-copy – this approach suspends the VM on the source host and 

copies all the pages to the destination host. Then the VM is started on the 

destination host. This approach minimizes total migration time because there 

is no memory page modification during the process that would require re-

sending. In addition, this approach is relatively simple since the VM is 

suspended and memory pages are copied only once. However, this approach 

has longer downtime compared to the other two approaches. This is due to 

VM’s suspension, thus not executing, during the entire migration time. As a 

result, this approach may lead to unacceptable service outage. 

2) Pre-copy – this approach consists of an iterative push phase and a typically 

short stop-and-copy phase. During the push phase, memory pages are 

iteratively copied from source host to the destination while the VM continues 

to run and actively modify its memory state. This approach needs to 

implement a mechanism to track modified pages and to re-send them. The 

term “iterative” is used to signify that pages are copied in rounds; round n 

copies the pages that were modified during round n-1. During the final phase, 

stop-and-copy phase, only small inconsistent pages remain to be copied. The 

VM on the source host is paused, the inconsistent pages are copied and the 

VM is resumed on the destination host. The gap between suspending (pausing) 

the VM on the source host and resuming it on the destination represents the 

service downtime caused by this approach. Xen [4] and VMware [14] use this 

approach to transfer memory content. CPU state is transferred during the stop-

and-copy phase in Xen [4]. The time to stop the pre-copy phase and move to 

the stop-and-copy is mainly determined by the rate at which the VM modifies 

its memory content and the pre-copy algorithm in place. There is a trade-off 

between downtime and total migration time in this approach. Downtime 

involved in this approach is relatively smaller compared to a pure stop-and-

copy approach. However, this is achieved at the cost of extending the total 

migration time. Figure 1 illustrates sequence of events that occur during live 

VM migration in Xen using pre-copy approach. 
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3) Post-copy – this approach, in a short stop-and-copy phase, first suspends the 

VM on the source host, copies VM’s essential kernel data structure to 

destination and resumes the VM on the destination [4].  Memory pages are 

then copied to the destination host on demand, i.e., when the VM tries to 

access them. This approach produces the smallest downtime, but it has the 

largest total migration time. In addition, each memory page is transferred only 

once. As a result, the post-copy approach has lower network overhead 

compared to the pre-copy approach. 

 

Stage 0: Pre-Migration

Active VM on Host A

Alternate physical host may be preselected for migration

Block devices mirrored and free resources maintained

Stage 4: Commitment

VM state on Host A is released

Stage 1: Reservation

Initialize a container on the target host

Stage 2: Iterative Pre-copy

Enable shadow paging

Copy dirty pages in successive rounds

Stage 3: Stop and copy

Suspend VM on host A

Generate ARP to redirect traffic to Host B

Synchronize all remaining VM state to Host B

Stage 5: Activation

VM starts on Host B

Connects to local devices

Resumes normal operation

VM running normally

On host A

Overhead due to copying

Downtime

(VM Out of Service)

VM running normally

On host B

 
Figure 1 – Xen Migration Time Line [4] 

1.2.2 Migrating Disk State 
VM migration in LAN typically transfers memory, CPU, and network states on the 

premise that shared storage is used [13]. However, a shared storage may not always be 

available across a WAN or high-latency low-speed links in some WANs may lead to 

unacceptable disk read/write performance [7]. In such scenarios, the disk state needs to 

be transferred together with other VM states. Most current live VM migration 

implementations (e.g., Xen’s migration facility) require shared storage infrastructure; 

they are basically designed for a LAN-based VM migration. VMware has recently 

started supporting storage migration with its storage vMotion solution [15]. 

 

Disk state migration involves transferring VM’s local persistent state from source 

host to destination. The local persistent state refers to the file system stored on VM’s 

non-volatile local storage. Unlike the run-time states, such as memory and CPU states, 

the persistent state is not lost even if the system fails or is shutdown. Disk state 

migration contributes the largest part of the overall migration time as the disk state 

may be in tens of gigabytes [7]. Several research studies, detailed in section 1.3.1, have 

been conducted recently in the area of storage migration with the objective of reducing 

migration time as well as the data transferred. 
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1.2.3 Migrating Network State 
One of the key challenges in WAN-based VM migration is maintaining network 

connectivity and preserving open connections during and after the migration. DCs 

interconnected in a WAN tend to use different address spaces. As a result, a VM 

migrated between two hosts in different DCs would have to acquire a new IP address 

imposed by the network on its destination
7
. Consequently, previous connections 

established with VM’s old IP address will be dropped. This leads to interruption of 

service(s) on the VM if the VM is providing or accessing any. The goal of network 

state migration is, therefore, to minimize (avoid if possible) service downtime.  Service 

downtime refers to the period in which a service is unavailable to users. 

 

Network states need to be maintained to achieve a live migration that is transparent 

to VM services and external clients. This can be accomplished relatively easily in a 

LAN by using a couple of methods. One such method is sending a gratuitous Address 

Resolution Protocol (ARP) packet to the nodes in the LAN. Sending a reverse ARP 

(RARP) packet is another method. Nevertheless, these methods cannot be applied for 

WAN-based live migration where VM’s IP address would change. It should be noted 

that only VM’s link-layer address and/or its location in the LAN may change during 

LAN-based live migration.   

 

Some of the current live migration implementations, such as the facility in Xen, 

use gratuitous ARP packet while others, such as the facility in VMware [14], use 

RARP to maintain network connectivity during LAN-based live migration. LAN nodes 

that receive a gratuitous ARP packet update their ARP tables by mapping VM’s IP 

address to the advertized link-layer address [16]. Similarly, LAN switches that receive 

ARP packets update their content addressable memory (CAM) tables. CAM table is 

where the network switches store their link-layer address to port mappings. CAM 

update is particularly important if the VM has connected to a new switch or to a 

different port on the same switch after migration. Likewise, RARP can force LAN 

switches to update their CAM table. However, ARP table update cannot be achieved 

by sending a RARP
8
 packet because the purpose of RARP packet is different. VMware 

avoids this problem by preserving VM’s network identity,  which includes VM’s link-

layer address [14].  

 

Several research studies, detailed in section 1.3.2, have proposed different 

approaches of maintaining the network state during WAN-based live migration. In our 

opinion, the proposed approaches have one or more key weaknesses. Some of them are 

too complex while others require modification of VM’s OS kernel, fail to be 

transparent to the VM, or have large administrative burdens. 

 

We have studied a solution based on Proxy Mobile IPv6 (PMIPv6). PMIPv6 [17] 

is a network-based mobility protocol standardized by IETF
9
. It supports node mobility 

in a localized administrative domain without involving the node in any mobility 

related signaling. Moreover, PMIPv6 works with IPv4, IPv6 or dual-stack nodes. As a 

result, a PMIPv6 based approach maintains the network state during WAN-based live 

migration without requiring enabling any specific features in the VM. Indeed, the 

move is transparent to the VM from network perspective. As far as we know, this is 

the first time PMIPv6 has been used to achieve live VM migration across WAN.   

                                                      
7
 Here we are referring to VM migration over WAN using current live migration implementations 

where no effort has been made to address change in network-layer address. 
8
 RARP (RFC 903) is deprecated protocol that allows a host knowing its link-layer address to find its 

IP address. It was replaced by BOOTP, which itself is superseded by DHCP.  
9
 Internet Engineering Task Force: www.ietf.org  

http://www.ietf.org/
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1.3 Related Work 
Current live migration implementations, such as Xen, handle CPU and memory 

state migrations effectively. The key challenges that remain to be solved are disk state 

and network state migrations. Several research studies have been carried out recently 

to address these challenges. Some of the prominent research works in the areas of disk 

and network state migration are presented next. We chose recently published and 

influential papers that have been highly cited in the area of our study. 

1.3.1 Disk State Migration 
Wood et al. [7] proposed a scheme called CloudNet in which Distributed 

Replicated Block Device (DRBD) [18] is used to transfer disk state between hosts 

involved in the migration. DRBD asynchronous replication mode is used to bring the 

remote disk to a consistent state. In asynchronous mode, a disk write is considered 

completed when the disk write on the local host is confirmed and the replication data 

has been buffered for sending to the remote host [19]. After the remote disk has been 

synchronized, the replication switches to synchronous mode. Then memory and CPU 

state migration begins. In synchronous mode, a disk write on the local host is 

considered completed only after the write has been confirmed by both the local and the 

remote hosts [19]. The scheme uses a block based Content Based Redundancy (CBR) 

[7] elimination technique to save bandwidth when migrating disk and memory states. 

When a redundant data (caused by either empty blocks or similar files) is identified, 

only a hash value computed using Super Fast Hash Algorithm [20] is sent to the 

destination, which maintains a FIFO cache of the hash values.  

 

On the other hand, Akoush et al. [21] argue that it is impractical to synchronize 

large sized VM disk states because transferring all modified sectors is challenging. The 

authors proposed an Activity Based Sector Synchronization (ABSS) technique that 

transfers VM disk images in an efficient and timely manner. The technique identifies 

and transfers modified sectors that are unlikely to be re-modified in the near future. 

This feature is important in conserving bandwidth. They use a statistically based 

synchronization algorithm to predict sectors that are likely to be altered. 

 

Bradford et al. [5] presented a scheme that transfers the entire VM state including 

local persistent state. The scheme initially transfers the complete disk state from source 

host to destination. Then it invokes Xen migration interface to migrate run-time states. 

During both stages, write operations on the source file system are intercepted and 

forwarded as deltas to the destination. The deltas are communication units that include 

the written data, their locations on disk and their sizes.  

 

Takahashi et al. [22] proposed a disk state migration approach that uses data 

deduplication technique to reduce transfer time as well as the volume of data to be 

transferred. The scheme targets a specific situation in which a VM is recurrently 

migrated between two fixed hosts. They developed a dirty block tracking mechanism 

to track and record the disk page blocks updated when the VM is writing to it. The 

tracking information is saved in diff image
10

 format. Suppose the VM is migrated 

between hosts A and B regularly. After the first round of migration, the VM will have 

disk images on both A and B. The first disk migration will take long time as the entire 

disk state needs to be copied. However, the subsequent migrations will finish in a 

much shorter time as only updated pages need to be transferred. They claim that this 

approach reduced the disk state migration time from 10 minutes to about 10 seconds 

and the transferred data volume from 20GB to several hundred megabytes when 

moving a VM with 20GB disk state. 

 

                                                      
10

 Diff image is a new VM image format that supports deduplication. 
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Luo et al. [23] presented a three-phase migration scheme with a similar objective 

to [22]. In the pre-copy phase, the disk state is iteratively copied to the destination host. 

This is similar to the mechanism used by Xen to transfer memory pages during live 

migration. Dirtied (modified) blocks during the pre-copy iterations are tracked using 

block bitmap and are re-sent to the destination in the subsequent iterations. In the 

freeze-and-copy phase, the VM is suspended on the source host, the block bitmap is 

transferred and the VM is resumed on the destination. The block bitmap indicates 

location of the blocks that were modified during the last iteration of the pre-copy phase. 

In the post-copy phase, the source host uses the block bitmap to push dirty blocks to 

the destination while the destination host may also use the same block bitmap to pull 

blocks on demand. Dirtied blocks on the destination host are then tracked using block 

bitmap. Only those dirtied blocks will need to be copied if the VM is required to be 

migrated back to the source host at a later time. This is useful in reducing the disk state 

migration time as well as the amount of data to be transferred. 

1.3.2 Network State Migration 
 Bradford et al. [5] proposed a combination of Dynamic DNS (DDNS) and IP 

tunneling to maintain the network state during WAN-based live migration. When the 

VM is about to be paused on the source host, an IP tunnel is setup using iproute2 

between the VM’s old IP address on the source host and its new IP address on the 

destination.  iproute2 is a set of utilities for controlling Transmission Control Protocol 

over IP (TCP/IP) networking and traffic control in Linux [24]. Packets arriving during 

the final migration step are discarded. When the migration is completed, the DNS 

entry for the VM is updated with the new IP address so that new connections to the 

VM can avoid using the IP tunnel. At this stage, the VM has two IP addresses. Packets 

that arrive on the source host for the VM’s old IP address are forwarded to the 

destination host through the tunnel. The tunnel is torn down when all connections that 

used VM’s old IP address have been closed. This approach requires the VM to use two 

IP address at the same time, i.e., the VM is involved in this scheme. Furthermore, the 

source host has to keep forwarding packets belonging to VM’s old connections. As a 

result, the source host has to remain available until all VM’s old connections are 

closed. This is bad if, for example, the source host needs to be maintained or it should 

be turned off for power saving. This approach assumes name-based connections. 

However, there are many applications that use IP-based connection model. The 

approach will not maintain connections established using IP-based model. Moreover, 

clients as well as DNS servers need to refresh their DNS caches so that new 

connections to the VM will use VM’s new IP address. The DNS system will converge 

(DNS update is propagated) quickly if the refresh rate is short. However, short refresh 

rate may affect the scalability of the DNS system.   

 

Another study by Ganguly et al. [6] presented a scheme known as Wide-area 

Overlay of virtual Workstations (WOW). WOW combines VM, overlay networking, 

and peer-to-peer (P2P) techniques to create scalable wide-area networks of virtual 

workstations for high-throughput computing. The goal of WOW is to provide end 

users and applications an environment functionally identical to a LAN. The WOW 

nodes organize themselves in a P2P network by establishing direct connections to their 

neighbors. Applications running inside a WOW node use a virtual network interface to 

send and receive packets. The virtual interface is connected to an IP over P2P (IPOP) 

service [25] running on the same node. The service encapsulates, tunnels and routes 

packets over the P2P network, thus providing network virtualization. In [7], authors 

proposed an improvement to [6], one which avoids WOW’s inherent reliance on 

centralized dynamic host configuration protocol (DHCP) server. The improved scheme 

will also offer opportunity for different WOWs to multiplex a single overlay network 

while having independently managed virtual IP address spaces. However, we think 

that the requirement for each node to actively participate in a P2P network increases 
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the complexity of the system. Also, installing the virtual network device and P2P 

software in existing as well as in new VM increases the administrative burden for 

operating this system. 

 

Travostino et al. [26] proposed a seamless VM migration scheme across 

metropolitan area network (MAN) or WAN. In this scheme, clients that wish to 

communicate with the VM are required to setup an IP tunnel with VM’s host. When 

the VM is migrated to a new host, these tunnels need to be re-established. A dedicated 

agent, called VM Traffic Controller (VMTC), facilitates dynamic tunnel creation. This 

scheme allows the VM to retain its IP address after migration without being involved 

in the process. This represents the strength of the solution. However, clients are 

involved in the processes of tunnel creation. This is bad for two reasons. First, clients 

that are not configured to setup tunnel with VM’s host will not benefit from this 

solution. Second, the number of clients that VM’s host can serve is limited by 

resources available for tunnel creation and management.   

 

Wood et al. [7] presented a cloud framework called CloudNet consisting of a 

network abstraction mechanism that enables enterprise and cloud provider DCs to be 

connected to a common Virtual Private Network (VPN). The network abstraction is 

achieved by using Multi-Protocol Label Switching (MPLS) based VPNs. Taking the 

abstraction level even further, Virtual Private LAN Services (VPLS) technology is 

employed to bridge multiple MPLS endpoints onto a single LAN segment. VPLS 

(RFC 4761) is a layer-2 VPN technology that connects multiple sites to an Ethernet 

LAN segment. Consequently, DCs in the VPLS can share a common address space. At 

the heart of CloudNet is a Virtual Cloud Pool (VCP) abstraction technique that enables 

server resources across enterprise DCs and cloud providers to be logically grouped 

into a single server pool. A VM migrated between hosts in the VPLS retains its IP 

address. In addition, the scheme automates creation of VPLS endpoints by using 

Border Gateway Protocol (BGP). Each enterprise and cloud DC in the VPLS is 

connected to a central VPN controller via a BGP session. When a new DC is added to 

the VPN, configuration change needs to be made only at the controller. The controller 

will then propagate the change to the other sites in the VPLS via a BGP update.  This 

scheme involves three distinct parties that need to cooperate for a common goal: the 

network service provider, the enterprise and cloud providers. As a result, the scheme is 

complicated. Moreover, this scheme benefits only those DCs that are interconnected 

using layer-2 VPN solution.    

 

Harney et al. [6] took a radically new approach in which they used Mobile IPv6 

(MIPv6) protocol to support migration of VMs across WANs. MIPv6 [27] was 

originally designed by IETF to support movement of mobile nodes (MNs) across 

different wireless networks. The scheme in [6] involves enabling the mipv6 module in 

the TCP/IP protocol stack of VMs. VMs that have enabled the module behave as MNs 

and leverage the mobility support provided by MIPv6 protocol. Using MIPv6 to 

support live VM migration has two advantages. Firstly, since the VM retains its 

original IP address, DNS updates are not needed to locate services on the VM. 

Secondly, MIPv6 provides the ability to use route optimization that enhances 

propagation delay of packets to and from the VM. However, the second advantage is 

possible only if the clients accessing service from VM have also implemented MIPv6. 

The main issue with this scheme is that it requires VMs to have modified protocol 

stacks to benefit from this solution. In environments where there are a lot of VMs, this 

requirement reduces radically the benefits of this scheme. 

 

The draft [28] proposes a solution similar to ours in the manner it uses PMIPv6’s 

message format during mobility signaling. In this solution, a source hypervisor 

registers a newly created VM with the central management node. When the VM is 
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moved to a destination hypervisor, the destination hypervisor updates the management 

node, which keeps record of VM's current and previous locations. Management node 

sends registration message to all previous source hypervisors so that ongoing traffic 

will be forwarded to the destination hypervisor. The VM will be assigned a new IP 

address if it has moved to a different subnet. The source hypervisors sends packets 

from ongoing connections of the VM to the destination hypervisor by using source 

routing, which avoids tunneling. The VM registers all its services in the DNS using 

DDNS update. As a result, new connections will use VM's new IP address avoiding 

tunneling and triangular routing. To be able to receive packets for its previous 

address(es), the VM should create virtual interface(s). Thus, this solution requires the 

VM to have some specific configuration, which will complicate deployment of the 

solution. Furthermore, the previous source hypervisor(s) are required to continue 

forwarding packets arriving for VM's previous address(es). The solution recommends 

setting timer so that the previous source hypervisor(s) will start discarding such 

packets after the timer expires. This means ongoing connections will be interrupted if 

they do not end before the timer expires. We think this is in contrary to the main goal 

of live VM migration, which is keeping ongoing connections alive during and after the 

migration. This approach is also subject to the issues described earlier in relation to 

DDNS.  

1.4 Benefits of Live VM migration 
Following proliferation and wide acceptance of virtualization among DC and 

cluster computing communities, management of VMs has become a critical concern. 

Both VMware and Xen have centralized VM monitoring and management facilities. 

Using these facilities, VMs can readily be moved from one hardware cluster to another 

in DCs within a LAN. Today, almost all DCs benefit from the merits of live VM 

migration, such as load balancing and server consolidation. However, WANs are not 

benefiting from live VM migration since the scope of current VM migration 

implementations is limited to LAN environments only. 

 

There are several advantages that VM migration can offer in a WAN environment. 

The aim of this thesis is to enable live migration of VMs across subnets so that WANs 

can also benefit from the advantages of live VM migration. Some of the potential 

advantages of WAN-based live VM migration that motivated this thesis work are [7]: 

1) Load balancing – This is an important issue in cloud computing installation. 

VM migration offers facility to transfer VMs from an overloaded host to a 

lightly loaded host. 

2) Consolidation – Several under-utilized small data centers can be replaced by 

few large ones in order to save cost of resources and improve efficiency of 

power consumption. Such consolidation efforts require moving applications 

and data from one DC to another across WAN in VM containers. 

3) Follow-the-sun – “Follow-the-sun” is a new IT strategy in which tasks are 

passed around daily between sites that are separated by big time zones. This 

strategy is designed for project teams that span multiple continents. Several 

groups work collaboratively on a common project in this scenario. 

Applications and data will be moved from one site to another at the end of the 

day. The schemes presented in [22] or [23] can be used to reduce disk state 

migration time and the volume of data to be transferred in such scenarios. 

4) Scaling – As the cloud grows and more sites are built at multiple geographical 

location, load balancing and consolidation activities may require migration of 

VMs across DCs. 

5) Disaster recovery and reliability – Disaster recovery procedures require 

moving VMs from one site to another at times of catastrophe or fault. In such 
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occasions, VM can be migrated to mirrored sites across WAN with minimal 

downtime. 

6) Maintenance – When there is a need to maintain a computer hardware, 

applications and data can be migrated to another machine in VM containers, 

freeing the computer for maintenance. 

1.5 Problem Statement 
Current VMM platforms such as Xen and VMware support live VM migration in 

LAN. They are basically designed for an environment where the same IP address 

space is used and a shared storage system is available. As a result, they are unable to 

support live migration of VMs across WAN where DCs tend to use different IP 

address spaces. Moreover, a shared storage system may not be available in some 

WANs.  

 

To accomplish a successful and efficient live VM migration across WAN, several 

challenges need to be addressed. 

1) Minimize downtime – In order to avoid service disruption, the downtime 

involved in VM migration should be kept at tolerable level.  

2) Minimize network reconfigurations – LAN-based VM migration can be 

accomplished transparently from the network point of view as the VM can 

retain its IP address after the migration. But in WAN-based migration, the 

VM will typically need to obtain a new IP address in its destination 

network. Consequently, the network connections established with VM’s 

old IP address will be dropped. Moreover, firewall and other network 

equipments might need to be reconfigured to account for the new services 

running on the migrated VM. 

3) Optimized Routing – It is desirable that the traffic exchanged between clients 

and the VM follow an optimum path before and after the move in order to 

reduce packet propagation delay. Long propagation delays reduce 

responsiveness of services provided by the VM, which in turn would 

result in bad user experience. In this context, optimized routing refers to 

the ability to establish direct connections between peers, thus avoiding the 

type of triangular routing that occurs in Mobile IPv6. 

4) Support IPv4, IPv6 or dual-stack VMs – It is important that a WAN-based 

VM migration solution is designed to support IPv4, IPv6, and dual-stack 

VMs.    

5) VM Migration is Transparent to Client – The VM migration process should 

not involve clients (communicating with the VM) in maintaining open 

connections. It is also important that the WAN-based VM migration 

solution does not rely on the configuration or software installed on the 

VM. This is essential in simplifying the deployment of the solution.    

6) Handle WAN links – While it is possible to get high speed low latency links in 

LAN, WAN links are often bandwidth constrained and have relatively 

higher latencies. Even if WAN links are provisioned with high bandwidth, 

it may not be possible to dedicate hundreds of Mbps of bandwidth for a 

single VM transfer. Therefore, it is necessary to use efficient method of 

VM migration over WAN links. 

 

The approaches described in section 1.2.3 fail to address one or more of the 

challenges mentioned above. The approach in [6] introduced an ingenious technique of 

solving network reconfiguration challenge posed by WAN-based VM migration. The 

downside of this approach is its requirement to modify VM’s protocol stack.  
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We present a solution that avoids the key problem in [6] while offering the same 

benefits. Our solution is based on PMIPv6 [17]. PMIPv6 is a lightweight protocol that 

introduces minimal handover latency. The protocol is adopted in WLAN, WiMAX, 

3GPP, and 3GPP2 architectures. In PMIPv6, nodes are not involved in mobility-

related signaling. A proxy device called Mobile Access Gateway (MAG) handles 

mobility signaling on node’s behalf. As a result, PMIPv6 based live VM migration 

approach does not require to modify the VM’s protocol stack. In fact, the VM is not 

involved at all in PMIPv6 approach as far as the network state transfer is concerned. 

Additionally, PMIPv6 supports IPv4, IPv6 and dual-stock nodes. Also, PMIPv6 has a 

route optimization feature that can improve the routing efficiency when the 

communicating nodes are located in the local domain. 

1.5.1 Research Questions 
We attempted to address the following research questions in this thesis work: 

1) What previous efforts have been made to support live VM migration across 

WAN? 

2) What are the strengths and weaknesses of these previously proposed solutions? 

3) How does PMIPv6 approach operate to maintain network connectivity during 

live migration of VMs? 

4) What metrics can be used to measure the effectiveness of our solutions and 

similar others? 

5) What further improvements can possibly be made to this new approach 

(PMIPv6 approach), and what will be within the scope of future work? 

1.5.2  Goals Achieved 
The goal of this thesis is to use a PMIPv6 based approach to maintain network 

connectivity during live migration of VMs across WAN. This translates roughly into 

keeping the state of the TCP/IP stack valid after migration, with respect to established 

connections. With PMIPv6 approach used to maintain network connectivity, we have 

achieved the following: 

• Ensured service continuity and minimal downtime during VM migration 

across an emulated WAN (by introducing variable network delays). 

•  Gained the ability to preserve VM’s IP address after migration. 

• Developed a client-server program to be used in measurement of downtime 

and total migration time. 

• Measured downtime and total migration time experienced during VM 

migration. 

• Investigated survivability of Transmission Control Protocol (TCP) 

connections during and after live VM migration. 

• Assessed network overhead that our approach of VM migration caused while 

preserving network connections. 

• Compared our approach of VM migration with the MIPv6 approach [6]. 
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2 PMIPv6 Approach of Live VM Migration 
In this chapter, we provide an in depth description of our proposed solution. Brief 

overviews of PMIPv6 and the Xen hypervisor are also presented. Finally, we explain 

the operation principles of PMIPv6 approach supported with diagrams. 

   

The main focus of this thesis is to investigate the use of PMIPv6 to support live 

VM migration across WAN. We designed and implemented a testbed to measure the 

performance of our approach. The initial implementation of our approach is built on 

top of Xen [11]. Nevertheless, PMIPv6 can also be integrated with other similar 

platforms with live migration facilities. Xen handles migration of VM’s memory and 

CPU states while PMIPv6 is responsible for maintaining network connectivity. VM’s 

disk state is assumed to exist on a shared storage medium. However, disk state 

migration techniques such as those discussed in section 1.3.1 can be combined with 

our solution to achieve full VM state migration across WAN. Disk state migration is 

left for future study.  

 

Xen is a powerful open source hypervisor [12] which provided us with a suitable 

virtualization platform to implement and test our solution. Kernel-based Virtual 

Machine (KVM) [53] is another powerful open source hypervisor alternative. However, 

KVM requires the VM hosts to support hardware assisted virtualization. Unfortunately, 

the hosts used in our testbed did not have that feature. VMware ESX [1] and Hyper-V 

[54] are proprietary hypervisors with restrictive licensing schemes; however, our focus 

in this thesis work has been on open source platforms. Because of these reasons, we 

found the Xen hypervisor suitable for implementing and testing our solution.  

 

VM migration is similar to MN roaming from the perspective of maintaining 

network connectivity and open connections. Therefore, existing IP mobility protocols 

can be used (with or without modification) to support VM migration across subnets. 

Modification maybe needed to adapt movement detection procedures of mobility 

protocols to the virtual machine environment. VM typically attaches to a wired link 

after the move, whereas existing mobility protocols are normally designed for nodes 

that connect to access points (APs) using wireless technologies.  

 

Based on our literature review, the approach in [6] is the first solution to employ a 

mobility protocol, MIPv6, to support VM migration over the Internet. We have found 

this approach interesting because it has introduced a new paradigm of using existing 

mobility protocols to maintain network connectivity during VM migration over the 

Internet. However, the MIPv6 approach requires VMs to support mobility, which 

limits the benefit of the solution only to those VMs with modified protocol stacks. We 

are interested to take the new paradigm further by presenting an approach in which the 

network entities handle mobility signaling on the behalf of the VM. Our approach uses 

PMIPv6 protocol to ensure service continuity during and after VM migration across 

WAN. PMIPv6 is a relatively new and promising protocol which provides a common 

mobility management solution for various access technologies, such as WLAN, 

WiMAX, 3GPP, and 3GPP2 based access architectures [29], [30]. Besides, PMIPv6 

has minimal handoff latency and it also supports IPv4, IPv6 and dual-stack nodes. 

 

The tremendous success of cellular networks has prompted a notion that IP 

mobility solutions should follow the cellular way of handling mobility [31]. Mobility 

is handled by network entities in cellular networks. PMIPv6 is the mobility protocol 

standardized by IETF in this model. PMIPv6 allows seamless roaming for legacy IP 

devices (such as devices with standard protocol stack). Due to this and several other 

attractive features of the protocol, we believe that the PMIPv6 approach of VM 
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migration will emerge a viable solution.  Nevertheless, the use of other mobility 

protocols, such as those described briefly in section 2.2.1, may also be investigated for 

alternative solutions.   

 

Unlike the MIPv6 scheme [6], our approach does not require modification of 

VM’s protocol stack. In PMIPv6 approach, network connectivity is maintained 

without involving the VM. Mobility related signaling is handled by the network 

entities – the Local Mobility Anchor (LMA) and the MAG. As a result, the migration 

in this approach is transparent to the VM. 
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Figure 2 – Live Migration in a PMIPv6 domain 

 

Figure 2 above illustrates the architecture of our proposed solution. Host1 

accommodates a virtual machine, VM1. Clients in or outside the PMIPv6 domain can 

access services provided by VM1. A bidirectional tunnel will be established between 

MAG1 and LMA when VM1 is created and authorized to enter the PMIPv6 domain. 

LMA plays the role as a Home Agent (HA) and the MAGs are access routers. Initially, 

data packets that client and VM1 exchange traverse through the tunnel established 

between LMA and MAG1. This event is shown as (1) in Figure 2.  

 

Even though PMIPv6 allows IPv6-to-IPv6, IPv6-to-IPv4, IPv4-GRE, and IPv6-

GRE tunnel types, only IPv6-to-IPv6 tunnels were tested in our experiments. We leave 

the other tunnel types for future study. In this architecture, MAG1 plays the additional 

role of Host1. Similarly, MAG2 also plays the role of Host2. At some point VM1 

migrates from Host1 to Host2. This event is marked by (2) in Figure 2.  

 

Finally, when VM1 has been successfully migrated to Host2, a new tunnel will be 

formed between LMA and MAG2. The tunnel between the LMA and MAG1 will then 

be torn down in order to release resources reserved for it, such as memory. Afterwards, 

data packets communicated between client and VM1 will travel through this new 

tunnel. This event is marked by (3) in Figure 2. 
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2.1 Xen Overview 
Xen is an open source hypervisor that allows running multiple OSes 

simultaneously on same computer hardware. The University of Cambridge Computer 

Laboratory developed the first version of Xen. Xen is a type-1 or baremetal hypervisor 

which runs in a more privileged CPU state than any other software on the machine. 

This allows running several OSes in parallel on a single machine [11]. The hypervisor 

is responsible for memory management, interrupt handling and CPU scheduling of 

VMs [11].  

 

A VM running in Xen is called a domain or guest. The initial domain that Xen 

starts on boot is called Domain-0 (dom0). Dom0 is a specialized domain that has direct 

access to hardware and contains the drivers for all the devices in the system [11]. It 

controls and manages access to resources, such as memory, network, disk, and CPU. 

Dom0 also runs a Toolstack, which is a user management interface to the hypervisor. 

Unprivileged domains (domU) or VMs are launched from dom0. Dom0 requires Xen-

enabled kernel. Linux kernels have been Xen-enabled since version 2.6.37. VMs can 

run modified (PV-enabled kernel) or unmodified OSes. PV-enabled kernel supports 

paravirtualization, which can increase performance. 
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Figure 3 – Xen Architecture [11] 
 

Figure 3 above depicts the Xen architecture. As shown in the figure, Xen runs 

directly on the hardware with the highest privilege, and it is the first program to be 

executed after the bootloader. VMs or guest domains run on top of Xen. Xen controls 

VMs access to I/O, memory, and CPUs. Dom0 interacts with other VMs and manages 

all accesses to systems I/O functions. Guest domains (VMs) run their own OSes; they 

can only access virtualized instances of hardware recourses as they are completely 

isolated from hardware.  

 

Xen supports two types of virtualization – paravirtualization and hardware-assisted 

virtualization (these were described in section 1.1.2). Linux kernels have been PV-

enabled since version 2.6.24. Dom0 contains Xen Toolstack, which provides user 

interfaces to create, remove and configure VMs. The Toolstack offers a command-line 

interface, a graphical interface as well as support for a cloud orchestration stack, such 

as OpenStack or CloudStack [11].  
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Xen uses the Borrowed Virtual Time (BVT) scheduling algorithm to schedule 

domains [12]. Guest OSes are provided with three different notions of time - real time, 

virtual time, and wall-clock time [12]. Real time counts the nanoseconds elapsed since 

VM was booted, and its accuracy depends on the processor’s cycle counter. Real time 

can be synchronized to an external time source, such as an NTP server. The virtual 

time advances only when the VM is running, and it is used by guest’s OS scheduler to 

correctly share its timeslice between application processes. A Wall-clock time is an 

offset to be added to the current real time, and it can be adjusted without affecting the 

forward progress of the real time. If a VM is needed to run NTP client service and be 

able to modify its wall time, it should be configured to ignore the wall-clock time it 

gets from dom0. This can be effected by adding “xen.independent_wallclock=1” line 

to the “/etc/sysctl.conf” file in a VM running Linux.  

 

Xen’s approach of handling VMs access to virtualized memory is to register guest 

OS page tables with the MMU and limit guest OS to read-only access [12]. The guest 

OS sends page table updates requests to Xen via hypercalls. Xen validates these 

requests and applies the updates [12]. Validation is needed to ensure that the guest OS 

owns the requested pages [12]. The Xen hypercall interface also allows guest OSes to 

execute other privileged instructions, such as yielding (relinquishing) the processor [12] 

 

A Xen guest is also allocated one or more virtual network interfaces (VIFs), which 

are logically attached to an abstraction of virtual-firewall router (VFR) [12]. VIF is an 

emulation of a modern network interface card that has two I/O rings of buffer 

descriptors – one for transmit and another for receive. List of rules of the form 

(<pattern>, <action>) are associated with each ring. The corresponding action will be 

applied when a match is found to a pattern. Rules are inserted and removed via dom0. 

When a guest has a packet to transmit, it puts the packet descriptor onto the queue for 

transmit ring. Then, Xen copies the packet descriptor and applies the matching filter 

rule. When receiving a packet, Xen checks its filter rules to identify the matching 

destination VIF. Then it copies the packet descriptor to the corresponding queue of the 

receive ring. Guest domains do not have direct access to physical disks. Xen provides 

an abstraction of a virtual block device (VBD) to which a guest can perform I/O 

operations. 

2.2 Mobility Support for IP 
When the IPv4 protocol was designed, mobility was not considered as a 

requirement [32]. Implicitly, the IP address played two roles: as identifier and as 

locator. The same design decision was taken in IPv6 too, in which the two roles of IP 

address remain tightly bundled together [32]. This design avoided the need for a 

mapping system between an identifier (which uniquely identifies a node) and a locator 

(current attachment point of the node within the network). The advantage with this 

approach is that if we know the name (identifier) of a node, we automatically have also 

the locator for that node. The locator is what the routing system uses to guide traffic 

destined to the node.  However, mobility requires separation of the two roles of IP 

address. As an identifier, the address of a node should never change, but as a locator it 

needs to change as the node changes its point of attachment. The next section describes 

some of the current solutions that provide mobility support for IP. Detailed description 

of existing mobility protocols can be found in [31]. PMIPv6 is one of the current 

mobility solutions, which is gaining popularity recently. A detailed description of 

PMIPv6 is provided in section 2.2.2. 

2.2.1 Existing Mobility Support Protocols 
Many research studies have been conducted over the last two decades to provide 

solutions that support mobility over the Internet. Consequently, a wide variety of 

solutions have been proposed. The first mobility solution to be standardized by the 
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IETF is Mobile IP. There are two families of Mobile IP: Mobile IPv4 (MIPv4) [33] 

and MIPv6 [27]. These standards provide a distinction between the two roles of IP 

address by allocating two different addresses for a moving node: Home Address 

(HoA), used as identifier and Care-of Address (CoA), used as locator. These protocols 

require the MN to support mobility signaling; thus they are called host-based mobility 

protocols. Mobile IP has long handoff latency which seriously affects the performance 

of the solution. As a result, IETF came up with two extensions for Mobile IP to 

improve the handoff latency: Hierarchical Mobile IPv6 (HMIPv6) [RFC5380] and Fast 

Handover for Mobile IPv6 (FMIPv6) [RFC5568].  

 

HMIPv6 improves handoff latency in Mobile IP by dedicating a local home agent, 

called Mobility Anchor Point (MAP). MAP acts as a regional HA, and it maintains the 

rechability state of the MN as the MN roams within the region. The handoff latency in 

HMIPv6 is relatively better because the network delay between the MN and the MAP 

is shorter compared to that between the MN and the HA. FMIPv6 optimizes the 

performance of MIPv6 by allowing the MN to proactively start the handoff procedure 

while it is still connected to the current link. Factors that trigger proactive handoff 

procedures may include link-specific events, such as detection of better signal strength 

from another AP coupled with fading signal strength from the current AP. Both 

HMIPv6 and FMIPv6 improve performance of MIPv6. However, they still require 

modification of MN's protocol stack. Besides, the performance optimizations add the 

complexity of the solutions, which will impede the deployment of the solutions [31]. 

 

Cellular IP (CIP) [34], Handoff-Aware Wireless Access Internet Infrastructure 

(HAWAII) [35] and Terminal Independent Mobile IP (TIMIP) [36] are mobility 

protocols that share the common concept of setting up host specific route for each MN. 

These mobility solutions allows the MN to retain its IP address as it roams within a 

local domain [31]. Access routers in the local domain use their host specific routing 

entries for the MN to correctly forward packets sent to the MN. These solutions aim to 

support MN mobility in small localized domains; they are called micro-mobility 

protocols for this reason. They work with Mobile IP to support global mobility (inter-

domain handoff). However, these solutions do not scale well in large networks where 

every MN movement would require updating of the routing system [31]. These 

solutions may lead to frequent routing updates and unstable routing tables in the 

routing system when used in large networks, which will affect the performance of the 

routing system. 

 

Host Identity Protocol (HIP) [RFC5201] supports mobility by adding a new layer, 

host identity layer, between the transport and network layers. In HIP, hosts are 

assigned Identifiers which are essentially public keys. A 128-bit hash value of the 

Identifier, a Host Identity Tag (HIT), is used in the upper-layer protocols, such as 

transport. IP address is used by the routing system, and hence it only serves as locator. 

Like MIPv6, HIP requires nodes to support mobility signaling.  

 

LISP Mobile Node (LISP-MN) [37] is a new approach in which Locator/Identifier 

Separation Protocol (LISP) [RFC6830] is used to provide seamless mobility for MNs. 

LISP is designed with the objective of providing routing scalability for the Internet as 

well as supporting mobility of MNs. By its design, LISP separates the Identifier and 

Locator roles of IP address by introducing two name spaces: Endpoint Identifiers 

(EIDs) and Routing Locators (RLOCS). The design also includes a mapping system, 

which keeps the mapping of EIDs and RLOCs. Every MN is assigned a static EID and 

a Map-Server. MN’s EID remains the same, but its RLOC changes as the MN moves 

and changes its network. The MN updates the Map-Server with a new mapping data 

when it detects change in its RLOC. The MN also updates the caches in the Ingress 

Tunnel Routers (ITR) or Proxy Egress Tunnel Routers (ETR) of the CN. This 
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approach has efficient routing because data would always travel over the shortest path 

[31]. LISP-MN is a work in progress within the IETF, and it would present a good 

alternative when its development is completed.   

2.2.2 PMIPv6 Overview 
Host-based mobility protocols have two main problems [38]. First, these protocols 

require the MN to modify its protocol stack to support mobility signaling. Second, they 

increase the complexity of the MN because of security related issues. Consequently, 

IETF decided to develop a Network based Localized Mobility Management (NetLMM) 

solution where the network entities take the responsibility of exchanging mobility 

related signaling on the behalf of the MN. This approach releases the MN from 

involvement in mobility related signaling. Mobility is achieved without requiring 

nodes to have some specific configuration or certain software installed. This greatly 

eases the deployment of the solution [38]. The protocol standardized by IETF to 

provide network based localized mobility support is PMIPv6 [17].  

 

PMIPv6 architecture has two main functional entities (see Figure 4): LMA and 

MAG. The LMA is a topological anchor point for the home network prefix (HNP) 

assigned to the MN. Besides, the LMA is responsible for maintaining the reachability 

state of the MN. It plays a similar role to the HA entity in MIPv6.The LMA also keeps 

a Binding Cache Entry (BCE) for each registered MN. The BCE is a conceptual data 

structure that includes the following fields: (1) a flag indicating whether the entry is 

created because of proxy registration, (2) MN’s identifier, (3) the link-layer identifier 

of MN’s connected interface on the access link shared with the MAG, (4) the link-

local address of the MAG on this access link, (5) the HNP(s) assigned to the MN, (6) 

the identifier of the bi-directional tunnel between the LMA and the MAG currently 

serving the MN,  and (7) the access technology used by the MN to attach to the access 

link. 

 

The MAG is an entity that handles mobility-related signaling on the behalf of the 

MN attached to its access links. It is responsible for detecting attachment of a MN on 

its access link and initiating a binding registration on the MN’s LMA by sending a 

Proxy Binding Update (PBU) message. After receiving the HNP from the LMA and 

establishing a tunnel, the MAG emulates the home link of the MN on the access 

network. Home network emulation is achieved by using the same link-local address 

used by the LMA and by sending a Router Advertisement (RA) message including 

MN’s HNP. Thus, basically the MN sees the same network (i.e., the same HNP) 

regardless of which access link (i.e., MAG) it is attached to. 

 

When a MN enters a PMIPv6 domain, the following sequence of events occur [38]: 

• MN attachment and authentication procedure – When the MAG detects 

attachment of a MN on it s access link, it contacts the policy server (AAA) to 

check if the MN is authorized to use the mobility management service. The 

standard PMIPv6 [17] does not specify the mechanism for MN movement 

detection. The MAG uses MN’s identifier (which can be constructed using 

MN’s link-layer address) when authenticating the MN with the policy server. 

If the authentication is successful, a message containing MN’s profile and 

other configurable parameters is returned by the policy server. This message 

enables the MAG to identify the LMA that is responsible for the MN. 

• Proxy binding exchange – After the MN is authenticated, the MAG registers 

the MN on MN’s LMA by sending a PBU message. The LMA replies with a 

Proxy Binding Acknowledgement (PBA) message. The PBA message 

contains MN’s HNP. Then the LMA creates a BCE entry for the MN and 

establishes a bi-directional tunnel to the MAG. The tunnel is used for 
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communications between the MN and other nodes. Thus, all communication 

goes through the LMA, unless route optimizations come into play.  

• Address configuration procedure – Upon receiving the PBA message (which 

including MN’s HNP), the MAG begins to emulate the home network for the 

MN. As a first step, the MAG sends a router advertisement (RA) message 

containing MN's HNP on the access link. On receiving this message, the MN 

configures its interface using stateless or stateful address configuration modes. 

Thus, the MN keeps its HNP and address while moving within the PMIPv6 

domain.  

 

The MAG is the default-router on the access link. All MAGs in the PMIPv6 

domain are required to use the same link-local address or link-layer address so that the 

MN will not detect a new default-router after every handoff [17]. If the MN detects a 

new default-router, it does not switch to using it as default-router immediately; rather 

it believes the previous default-router is still valid. Consequently, it will try to send 

traffic through the previous router until the invalidation timer expires. This may result 

in service disruption on the MN. It is after the invalidation timer has expired that the 

MN will start using the new default-router. This explains why the MAGs within the 

PMIPv6 domain are required to use the same link-local address. 

 

  According to the PMIPv6 specification [17], the only supported access link type 

between the MAG and the MN is point-to-point. Therefore, it is assumed that the 

MAG and the MN are the only two nodes on the access link. However, the protocol 

will also work on other link types as long as emulation of a point-to-point delivery is 

achieved on these links. For example, a MAG on a broadcast access link should use 

the link-local address of a MN instead of the default all-nodes multicast address 

(FE02::1) when sending RAs. This requires the MAG to acquire the link-local address 

of the MN during the initial MN attachment detection phase.  
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Figure 4 – Overview of PMIPv6 Architecture 
 

One open source implementation of PMIPv6 specification [17] for the Linux 

kernel under the GNU General Public License version 2 is OpenAirInterface (OAI) 
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PMIPv6 [38], [39]. EURECOM developed OAI PMIPv6 [39]. OAI PMIPv6 is made 

on top of UMIP [40], which is the MIPv6 implementation for Linux. The basic 

components of OAI PMIPv6 software architecture are shown in Figure 5. OAI PMIP 

makes use of the modules provided by UMIP, such as NDPv6, Mobility header, and 

Task Queue (see Figure 5).  OAI PMIPv6 extended these modules to include handlers 

for necessary messages and events pertinent to PMIPv6. The core unit is the Finite 

State Machine (FSM) to which the ICMPv6 messages and Mobility Header (MH) 

messages are forwarded after being parsed [38], [39]. Two different FSMs, defined for 

LMA and MAG, are responsible for making appropriate decisions and controlling all 

the other elements to provide a predefined protocol behavior [39]. The binding cache 

stores all information related to the MN. As PMIPv6 is implemented on top of UMIP, 

it could be integrated with UMIP in the future to allow a more uniform approach in 

their development. 
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Figure 5 – OAI PMIPv6 Software Architecture [39] 

2.3 Integration of Xen and PMIPv6 
In our implementation, PMIPv6 is intended to provide network-based IP mobility 

support to the VM without involving it in mobility related signaling. The mobility 

entities, MAG and LMA, will keep track of the VM's movement, initiate the mobility 

signaling, and setup the required routing states. The LMA is responsible for 

maintaining the state of VM’s reachability as it is the topological anchor point for 

VM’s HNP. The MAGs are responsible for detecting VM’s movement to and from 

their access links, initiating binding registration on the LMA, and sending RAs 

including VM's HNP to the VM.  

 

To successfully integrate Xen and PMIPv6, we needed to address three important 

issues: 

1) Emulate a point-to-point access link – As mentioned earlier, the PMIPv6 [17] 

specification supports only point-to-point access links. However, broadcast 

access links can be used as long as emulation of point-to-point delivery can be 

achieved. The concern is that if the MAGs multicast RAs on a broadcast link, 
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then a VM may configure its interface with HNP intended for another VM on 

the same link. Note that HNP are unique per VM. Therefore, HNPs need to be 

sent in unicast RAs on broadcast access links. A broadcast access link can be 

emulated by using a virtual bridge in Linux. Fortunately, Xen can be 

configured to connect VMs’ backend interfaces to virtual bridges.  The MAGs 

should also be connected to the virtual bridges so that they can serve the VMs 

attaching to these virtual bridges.  

2) Detection of VM attachment and detachment – Since the PMIPv6 [17] 

standard does not specify the methods of movement detection, it is 

implementer’s responsibility to find suitable ways of dealing with this issue. 

A VM sends out a Router Solicitation (RS) message when its interface is 

initialized during the VM boot time. Thus, we used this as one way of 

detecting VM’s attachment to the access link. After migration, a VM sends 

out unsolicited Neighbor Advertisement (NA) message, which is comparative 

of gratuitous ARP message in IPv4. We used NA as another way of detecting 

VM’s attachment. In addition, we used IPv6 Neighbor Unreachability 

Detection (RFC 4861) mechanism to detect VM’s detachment from the access 

link. The MAGs send Neighbor Solicitation (NS) messages to the VM at a 

specific time intervals, and they expect to receive NA messages in reply. 

Timers are set after sending NS messages. MAGs infer that the VM has 

detached from the access link when NA messages are not received during the 

period defined by the timers. In our future work, we will attempt to find a way 

of detecting VM’s detachment using link-layer events as it could result in 

faster movement detection. In fact, the attachment and detachment of VMs 

can be precisely predicted by interfacing the Xen hypervisor with our solution 

(requires modification of Xen’s source code). Although this would lead to 

faster movement detection, it will also make our solution complex and 

hypervisor dependent. As a consequence, the deployment of the solution will 

be complicated. Therefore, we have decided to rather utilize the generic 

features of the hypervisor, which we believe are common among other similar 

virtualization platforms.   

3) Home network emulation – MAGs must ensure that the VM will not detect 

link changes while it is migrated across hosts in the PMIPv6 domain. There 

are two basic requirements to achieve this. First, all the MAGs in the PMIPv6 

domain should send the same HNP information in their RAs to a particular 

VM. Second, all the MAGs in the PMIPv6 domain should use the same link-

local address as the source address when sending RAs to the VM. In our 

solution, home network emulation is achieved by configuring the same link-

layer address on all MAGs in the PMIPv6 domain and by allocating a unique 

HNP per VM. 

2.3.1 VM Entering PMIPv6 Domain 
Figure 6 shows the sequence of events that occur when a VM enters a PMIPv6 

domain after it is created
11

.  

 

                                                      
11

 In Xen terminology, creating a VM refers both to freshly installing a VM or booting up an already 

installed VM. 
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Figure 6 – VM Entering PMIPv6 Domain 

 

When VM is first created (using Xen ToolStack management interface) and 

attaches to the access link, it sends a RS message. In our implementation, VM and 

MAG1 are hosted on the same Linux machine, and a virtual bridge is used to emulate 

the access link that both VM and MAG1 share, as shown in Figure 8. Upon detecting 

VM’s attachment on its link (via RS message received, in this case), MAG1 performs 

access authentication procedure with the policy server (AAA) using VM's profile (e.g. 

VM’s identifier). If VM is authorized to join the PMIPv6 domain, the next step is to 

register it on LMA by sending a PBU message, which includes VM’s identifier and 

Proxy CoA address (address of MAG1’s egress interface). In PMIPv6, the Proxy CoA 

plays the locator role, which is equivalent to CoA in MIPv6 [38]. The PBU also 

includes additional information related to access link technology, binding lifetime, and 

handover indicator. MAG1 creates a Binding Update List (BUL) entry for VM after 

sending the PBU message. 

 

When LMA receives the PBU message, it checks security settings in the policy 

server to check whether MAG1 is authorized to send PBU messages or not. If it is, 

LMA will continue to process the PBU. The next step is to check if VM has an active 

registration in LMA’s BCE. In this case no entry will be found as VM is just entering 

the PMIPv6 domain. Thus, a new entry will be created for it. LMA allocates one or 

more prefixes to VM depending on the policy setting on AAA. The BCE entry includes 

fields such as VM’s identifier, Proxy CoA and the HNP allocated to VM. Then LMA 

establishes a bi-directional tunnel to MAG1 and updates its routing table. Finally, LMA 

finishes the registration procedure by sending a PBA to MAG1 including the HNP 

assigned to VM. Having received the PBA, MAG1 updates its routing state and sends a 

RA message to VM advertizing VM’s HNP. 

2.3.2 VM Migration within PMIPv6 Domain 
Figure 7 shows the sequence of events that occur when a VM is migrated from 

source host (MAG1) to destination host (MAG2) within PMIPv6 domain. 
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Figure 7 – VM Migration in PMIPv6 Domain 
 

When VM is first created on MAG1, which serves as VM’s host, a VIF is also 

created to connect the VM to the access link (emulated by a virtual bridge, see Figure 

8). MAG1 is also connected to this access link via a virtual interface (Xenbr0, in Figure 

8). At some point, the VM is migrated to MAG2. VM migration is initiated by issuing 

the appropriate command that the Xen management Toolstack provides, e.g., xm 

migrate vm MAG2 --live. Xen takes care of VM’s memory and CPU states migration 

from MAG1 to MAG2. 

  

When Xen migration has completed, the VIF interface that connected VM to the 

access link on MAG1 will be removed. Having detected VM’s detachment, MAG1 

sends a de-registration PBU message to LMA. Note that IPv6 Neighbor Unreachability 

Detection method is used to detect VM’s detachment from the access link. MAG1 

deletes all states associated with VM after receiving a response PBA or after a timer. 

 

Upon receiving the de-registration request with a valid entry in its BCE, LMA 

sends the corresponding PBA to MAG1. Then LMA starts its timer, enters into a 

“waiting mode” and removes all the routes associated with VM. However, it will not 

delete VM’s BCE entry yet. The waiting time allows MAG2 to detect VM’s attachment 

and to send a registration PBU to LMA.  

 

MAG2 detects VM’s attachment when it receives a NA message from a new VM. 

Note that MAG2 maintain a BUL, which holds bindings of the VMs attached to its 

access link. Hence, MAG2 can easily determine whether VM is a new one or an already 

registered. Then MAG2 performs VM authentication procedure and sends a PBU 

message to the LMA. Having received PBU, the LMA checks the security settings to 

check if MAG2 is authorized to send PBU. If it is, LMA will continue to process the 

PBU. Since the old BCE entry for VM is retained, LMA only needs to update the Proxy 

CoA address field (i.e., the address of MAG2’s egress interface becomes the new 

Proxy CoA). Then LMA updates its routing state, establishes bi-directional tunnel to 

MAG2, and sends PBA to MAG2.  
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Having received PBA, MAG2 updates its routing state, retrieves VM’s HNP from 

the PBA message and sends RA to VM. It should be noted here that MAG2 uses the 

same link-local address as MAG1. As a result, VM will not detect link change.  In this 

manner, the PMIPv6 based approach maintains network connectivity during VM 

migration between MAG1 and MAG2. 

 



  27 

3 Methodology 
The goal of this chapter is to describe the methodology used in our study and to 

explain the reasons for choosing the selected method. In addition, experimental 

scenarios and the metrics used for performance measurement are discussed in detail in 

this chapter. 

 

We have evaluated our approach of live VM migration across WAN on a 

laboratory testbed. This allowed us to test our solution in a real-world environment. 

Experimental testbed yields a big advantage over simulation methods, because 

simulations tend to use simplified models of real-world environments. As a result, 

there is always a looming question, whether a simulation model captures all essential 

characteristics of the phenomenon under study and by extension if the simulation 

results are accurate with respect to that. The emphasis of our study has mainly been on 

testing the practicality of PMIPv6 approach of VM migration. Thus, testing our 

approach on a real-world testbed was the right method for this purpose. Although the 

experiments were limited to the scale of our testbed, the results obtained proved that 

our proposed solution truly works and can be applied practically. Moreover, we have 

elaborately described our experiment scenarios and methods so that interested 

researchers may repeat our work and verify our claims.  

 

However, simulation can be a suitable method to test the scalability of our solution. 

The simulation method requires that our solution is correctly modeled and that a 

suitable simulation tool kit is identified (or developed). This is a broad task and well 

beyond the scope of this thesis. Appendix A provides configuration details of our 

testbed elements. 

 

Analytical method is another alternative that can be used to predict the 

performance of our solution. In general, the analytical methods yield very compact 

representations of the system under study. However, the analytical models tend to be 

less accurate due to simplifications in the modeling process. Moreover, determining 

the appropriate model is not an easy task as it requires detailed knowledge of the 

system. Evaluating our approach using analytical method requires, among other things, 

determining or identifying suitable models of Xen live migration and PMIPv6 

operations. This is beyond the scope of our study.  

3.1 Testbed 
We setup a testbed to test the effectiveness of PMIPv6 approach in maintaining 

network connectivity during VM migration across an emulated WAN. In the testbed, 

PMIPv6 and Xen work together to transfer CPU, memory and network states of VM 

from source host to destination. VM’s disk state is stored on a shared storage medium 

and hence it does not need to be migrated. The capacity of Xen live migration facility, 

which is currently limited to LAN, is extended to support live VM migration across 

WAN with the help of PMIPv6. The testbed was also used to measure the performance 

of MIPv6 approach [6] by making little configuration changes. As a result, the testbed 

provided us with the opportunity to compare the two approaches of VM migration.  
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Figure 8 – Testbed Architecture 

 

A. Testbed Elements 
As shown in Figure 8, the testbed consists of five machines. All of them run 

Ubuntu 12.04 LTS OSes. Xen is installed on MAG1 and MAG2. These two machines 

serve as VM hosts. PMIPv6 is implemented on the same two machines so that they can 

also be used as MAGs. LMA plays a double role: as a home agent (LMA) and as a 

policy server (AAA). iSCSI-Server provides a shared storage medium for VM while 

client is used as a client, to emulate external user.  

 

LMA acts as a central router in our testbed. WAN emulation is achieved by 

introducing variable network delays on all LMA’s links using Linux’s NetEm [41]. 

NetEm, NETwork EMulation, is a utility that can be used to emulate various properties 

of WAN, such as delay, jitter, packet loss, duplication, and re-ordering. Traffic leaving 

LMA’s interfaces will be delayed for the duration specified in the configuration. LMA 

is also setup as centralized AAA server. We used FreeRADIUS [42] server for Linux 

in our testbed to provide AAA functionality. FreeRADIUS supplies AAA needs based 

on Remote Access Dial In User Service (RADIUS) protocol. The AAA server hosts a 

central database that holds VM’s profile. VM’s profile mainly includes VM’s ID, 

password, and HNP. LMA, MAG1, and MAG2 are clients to the AAA server. The 

FreeRADIUS client software obtained from [39] is installed on MAG1, MAG2, and 

LMA. 

 

MAG1 and MAG2 serve double roles as PMIPv6 proxy entities (MAGs) and as VM 

hosts. They are directly connected to LMA’s gigabit Ethernet Network Interface 

Controllers (NICs). The access link that the MAGs and VM share is emulated using 

Linux bridge [43]. Linux bridge is a logical bridge that implements subset of 

ANSI/IEEE 802.1d standard. The bridge-utils package is installed on both MAGs to 

implement the Linux bridge. 

 

VM is a para-virtualized guest, which runs Ubuntu 12.04 LTS OS. It has two 

kernels. One of them is an unmodified generic Linux kernel, which is used when 

testing our approach. The other is a recompiled kernel to be used when testing the 

MIPv6 approach [6]. We used UMIP’s implementation [40] of MIPv6 for our 

experiments on the MIPv6 approach. 

 

In Figure 8, client represents an external user who accesses service running on VM. 

We developed a client/server program to emulate a simple service. This program is 

written in C programming language. The server side runs on VM while the client side 
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runs on client. Downtime and total migration time are measured using this program. 

Another client/server program written in C tests survivability of a TCP connection 

established between VM and client during live migrations. A detailed description of 

these tools is presented in section 3.3. 

 

iSCSI-Server functions as Internet Small Computer System Interface (iSCSI) 

target. It provides a shared storage medium to MAG1 and MAG2 using iSCSI
12

 

protocol. VM’s disk state is saved on iSCSI-Server. Both MAG1 and MAG2 are 

configured as iSCISI clients. We installed iscsitarget Linux package on the iSCSI-

Server and open-iSCSI on the MAGs.  

 

Hardware configuration of the testbed: 

 MAG1, MAG2 and iSCSI-Server run on HP dx5150 SFF (PE680AV) machine 

with 1GB of RAM, AMD Athlon(tm) 64 Processor 3200+, and a gigabit 

Ethernet adaptor. 

 LMA runs on Dell OptiPlex 740 machine with 2GB of RAM, AMD Athlon(tm) 

64 x2 Dual Core Processor 5000+, and three gigabit Ethernet NICs.   

 VM is provisioned with 256MB of RAM, 1 vCPU and 4GB of storage.  

 D-Link 1016 DES 1016D (16.0 X 10/100 - unmanaged Switch) connects LMA, 

client and iSCSI-Server to a common Ethernet segment. 

 client is running on HP Presario CQ57 Notebook PC with Intel® Core™ i3 

CPU, 4GB RAM and gigabit Ethernet NIC. 

 

B. PMIPv6 Implementation 
We used EURECOM’s [39] implementation of PMIPv6 with little modification. 

The source code of EURECOM’s PMIPv6 implementation is written in C 

programming language. To be more specific, we modified the Finite State Machine 

(fsm.c), which is the core unit of the source code. The modification is made to enable 

the MAGs to detect attachment of VMs when receiving NA messages. Testbed 

elements LMA, MAG1 and MAG2 run the pmip6d (the PMIPv6 daemon). To 

successfully run pmip6d, a host needs to have a mobility-ready kernel. A mobility-

ready kernel is the one in which features such as experimental MIPv6, IPv6-in-IPv6 

tunnel, and Linux XFRM (Tranform) are enabled. Thus, we had to recompile the 

kernels of our hosts as specified in [39] to implement PMIPv6 in our testbed. 

 

C. Xen Installation 
As described earlier, Xen is a type 1 or bare-metal hypervisor, which allows 

running multiple OSes simultaneously on the same physical host. Xen is enabled by 

default in the generic Ubuntu 12.04 LTS kernel; we have ensured that it is left enabled 

while recompiling the kernels of the two MAGs for PMIPv6 support. We installed 

xen-hypervisor-amd64 package on both MAGs to be able to run the Xen hypervisor. 

 

D. Testbed Adaptation for MIPv6 Approach 
The physical architecture of the testbed shown in Figure 8 remains unchanged 

when using it for experiments on the MIPv6 approach [6]. When using testbed for 

MIPv6 approach [6], LMA serves as home agent (HA) while MAG1 and MAG2 serve 

as access routers on foreign links. UMIP’s [40] implementation of MIPv6 is installed 

on both  LMA and VM. Router advertisement daemon (radvd) [44] runs on MAG1 and 

MAG2. MAG1 and MAG2 are configured to send out RAs on their access links at an 

interval of 0.07 ms, the recommended setting when using MIPv6. iSCSI-Server and 

client retain their previous roles. 

                                                      
12

 iSCSI is an IP-based storage networking standard that allows SCSI commands to be transmitted 

over a network. 
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3.2 Lab Scenarios 
With the objective of measuring the performances of PMIPv6 and MIPv6 

approaches of VM migration, we planned our experiments in two scenarios. Three 

different network delay values representative of current Intra-Europe [30 ms], Trans-

Atlantic [90 ms] and Trans-Pacific [160 ms] Round Trip Times (RTTs) [45] are 

chosen. The scenarios are:  

 Scenario 1 – in this scenario, our goal is to measure performance of the 

PMIPv6 approach. A shared storage system, which is commonly accessible to 

both MAG1 and MAG2, is used as shown in Figure 8. MAG1 and MAG2 are 

iSCSI clients (also called initiators) and iSCSI-Server is the iSCSI target. 

WAN is emulated by introducing variable delays on LMA links using NeTem.  

 Scenario 2 – in this scenario, our goal is to measure performance of MIPv6 

approach [6]. LMA serves as HA while MAG1 and MAG2 function as access 

routers on foreign links. All experiments that are conducted using the first 

scenario are also repeated in this scenario. 

3.3 Performance Metrics 
We have identified four important performance metrics that can be used when 

measuring the effectiveness of the PMIPv6 and the MIPv6 approaches of VM 

migration: service downtime, total migration time, survivability of TCP connections 

and network overhead.  

 

A. Service Downtime  

Service downtime or outage is an interruption in service availability during which 

users are not able to access services running on the VM. It represents the period in 

which 100 percent packet loss is experienced in the link between the user and the VM.  

 

To measure service downtime, we developed a simple program written in C 

programming language. The program sends a stream of User Datagram Protocol (UDP) 

packets from client to the migrating VM (see Figure 8). The client side (client) of the 

program runs on client, and it sends the UDP stream to the server side (server) running 

on VM. The server then acknowledges receipt of packets by sending corresponding 

reply UDP packets to the client. The interval of sending UDP packets is 10 ms and the 

payload is a short message – “VM migration”. The client places timestamp and 

sequence number on each packet it sends to the server. These are useful in downtime 

and total migration time measurements. The server reflects back the timestamps in its 

acknowledgement packets, but the sequence numbers are incremented by one.  

 

Packets sent during the final stage of VM migration, when VM is suspended on the 

source, will be lost. When VM has been resumed on the destination, the server starts 

responding again. The client keeps track of which sent packets have been 

acknowledged. As a result, it will discover when a packet loss is encountered. The 

packets acknowledged just before and just after downtime (when packet loss was 

detected) are essential. The difference between the timestamp of these two packets 

gives the service downtime as perceived by client. In case there are several instances 

of packet loss (due to network congestion, VM suspension or other reasons) during the 

migration period, the program compares downtimes observed in each case and reports 

the maximum. 

 

B. Total Migration Time  
Total migration time expresses the overall time taken to transfer the entire state of 

VM from source host to destination
13

. This period includes time taken by PMIPv6 (or 
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 Disk state migration may not be included if it is saved on a shared storage medium. 
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MIPv6, in case of [6]) to maintain network connectivity. Total migration time is 

measured using the same tool described above. The initial packet sent by client, and 

the first packet to be acknowledged after the downtime are the essential ones this time. 

The difference between the timestamp of these two packets gives the total migration 

time. It should be mentioned that the UDP stream is started immediately after invoking 

VM migration via Secure Socket Shell (SSH).  

 

C. Survivability of TCP Connection  

The objective here is to investigate if a TCP connection established between 

external user (client, in Figure 8) and migrating VM (VM, in Figure 8) is not lost 

during and after the migration. We wrote a client/server program in C to test this. The 

client side runs on VM while the server side runs on client. The server creates a stream 

(TCP) socket and listens for a connection request coming from the client. Once the 

client has connected, it sends stream of TCP packets to the server at an interval of 10 

ms, and the server receives the stream. The Linux recv() routine is used to receive the 

stream coming from the client. This routine returns the number of bytes received at 

normal operation or -1 in case of failure. A return value of zero indicates that the TCP 

connection has been closed on the other end (VM, in this case) [46]. Therefore, -1 or 

zero return values signal interruption of the TCP connection. Otherwise, the TCP 

connection is considered to have survived after the VM migration. 

 

D. Network Overhead   

PMIPv6 involves exchanging mobility related signals, such as PBU and PBA, 

between the MAG and the LMA. Depending on the rate of VM migration within the 

PMIPv6 domain, the volume of PMIPv6 signaling traffic may cause considerable 

network overhead. We measured the volume of traffic crossing LMA’s eth0 and eth1 

links during a VM migration session by capturing packets using tshark
14

.
 
Captured 

packets are saved and traffic analysis is performed later on to compare the volume of 

PMIPv6 signaling traffic with other traffic generated during VM migration, such as 

those by Xen. Captured packets are analyzed using the same tool, i.e., tshark. 
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 Tshark is terminal oriented version of wireshark that can be used to capture packet from live network, read 

packets from previously saved captured files. Its native capture file format is libcap format, the same format used 

by tcpdump and various others.  
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4 Experiment Results and Performance Analysis 
This chapter presents the results obtained from experiments carried out on PMIPv6 

and MIPv6 approaches of VM migration. The results are critically analyzed and 

evaluated, as well. Also, we attempt to investigate the validity of our methods by 

interpreting and examining experiment results. When applicable, we compare our 

experiment results with those reported in related works. Finally, comparison of the 

PMIPv6 and MIPv6 approaches of VM migration based on statistical method is 

covered in section 4.3. 

 

The results obtained from our experiments on the PMIPv6 and the MIPv6 

approaches showed some stochastic variation. Kernel process scheduling, I/O 

interrupts, IP timers (some of them using randomness) are among the factors that 

caused performance metrics to vary between measurements. To deal with the 

variability in our measurement result, we executed multiple iterations of experiments 

and taken the sample averages as estimates of the true population statistics.    

 

In order to quantify the accuracy of our measurement results, we constructed 95-

percent confidence intervals (CIs) for the means. Network performance measurements 

typically use 95 percent confidence level. Besides, RFC 3432 [47] recommends the 

use this confidence level in network performance measurements so that results of 

independent implementations can be compared.   

 

We ran 70 iterations of experiments for each approach (MIPv6 and PMIPv6). 

After 70 iterations, we were able to obtain narrow CIs, with relative half-lengths less 

than 5 percent. The narrowness of a CI indicates the precision in estimation. 

 

The interpretation of CI is as follows: 

 

If one constructs a very large number of independent 100(1 – α) 

percent confidence intervals, each based on n observations, where n 

is sufficiently large, the proportion of these confidence intervals that 

contain (cover) μ should be 1 – α [48]. 

 

Where μ denotes the mean and α denotes the level of significance. 

 

We are interested in forming a CI for the mean of a performance metric. The 

sample mean of random variable
15

 X obtained after n runs of the experiment is 

unbiased estimator of μ, i.e., E( ) = μ [48]. Similarly, sample variance is an unbiased 

estimator of σ
2  

[48]. 

 

If the random variables Xi’s are normally distributed, then the random variable 

𝑡𝑛 =  𝑥  𝑛 −  𝜇 / 𝑠2/𝑛   will have a t distribution with n-1 degree of freedom (df) 

[48]. For any n ≥ 2, confidence interval at 100(1 – α) percent level of confidence is 

given by: 

 

 𝑋  𝑛 +𝑡
𝑛−1,1− 

𝛼
2

 
𝑆2

𝑛
 

 

(1) 
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 A random variable is a variable that can take on a set of possible values, each with an associated 

probability. 
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 and  represent the sample mean and the sample variance, respectively. 

Although the underlying distribution of Xi is rarely normal in practice, the confidence 

intervals computed with equation (1) are good approximations [48]. 

 

The term 𝑡𝑛−1,1−𝛼/2 𝑠2/𝑛  represents the half-length of the CI. Dividing this value 

by μ and multiplying by 100 gives the relative half-length of the confidence interval in 

percentage units, as expressed in (2).  

 

 100𝑡
𝑛−1,1− 

𝛼
2

 𝑆2

𝑛

𝜇
   

 

(2) 

 

Relative half-length is also referred to as marginal or relative error. Relative error 

indicates the precision in the estimated value. The relative error can be estimated by 

replacing the unknown value μ with the sample mean, i.e., .  

 

The precision in the estimated value at a given confidence level depends on the 

number of experiment iterations n if the sample mean and sample variance do not 

change appreciably as n is increased [48]. In such a case, the number of experiment 

iterations required to obtain a relative error γ can be approximated by the following 

equation [48]:  

 

 𝑛𝑟 𝛾 = min

 
 
 

 
 

𝑖 ≥ 𝑛 ∶  
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𝛼
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 𝑋     
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(3) 

 

(The colon “:” is read as “such that.”). The symbol  represents the “adjusted” 

relative error needed to get the actual relative error , and it is given by [48]:  

 

 𝛾′  =  
𝛾

1 +  𝛾
 

 
(4) 

 

The number of iteration required to obtain targeted relative error  can be 

determined by iteratively increasing i (which is an integer number) by 1 until the left-

hand side of equation (3) is fulfilled [48]. 

4.1 Evaluation of PMIPv6 Approach  
In our experiments (both on PMIPv6 and MIPv6 approaches), we targeted to 

obtain a relative error of less than 5 percent in estimating the value of a performance 

metric of interest. Initially, we conducted 40 iterations of VM migration experiments 

at each selected network delay. Then we carried out preliminary analysis on the 

precision of estimated values of the performance metrics, such as downtime. 

Unfortunately, we were not able to achieve our target estimation precision (target 

relative error) on some of the performance metrics. Hence, we had to determine the 

extra number of experiment iterations needed to achieve the targeted relative error 

using equation (3). Accordingly, we understood that we needed to run 30 more VM 

migrations, i.e., a total of 70 experiment iterations to obtain a 5 percent or less relative 

error. 
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For PMIPv6 approach, we conducted 70 VM migration experiments at each 

selected network delay. The network delay is the two-way delay (RTT) between client 

and VM (see Figure 8). Normally, when no extra delay is introduced on LMA links, the 

RTT between client and VM is 0.02 millisecond (based on the average of 1000 ICMP 

requests). 

 

A. Service Downtime 
Table 1 shows the service downtime measurement results. The average downtime 

is calculated based on results obtained from 70 independent VM migrations. Half-

lengths and relative half-lengths are calculated as described earlier. 

 

The lowest average downtime, 289.71 milliseconds (ms), was obtained when VM 

migration was conducted without introducing extra network delay on LMA links. Then 

the average downtime grows more or less proportionally as the network delay is 

increased, reaching its highest value of 543.15 ms at 160 ms RTT. Figure 9 illustrates 

the relationship between downtime and network delay.  

 

Table 1 – Downtime Results at Different Network Delays – PMIPv6 

Downtime 
RTT  

 0.02 ms 
[Campus Ntk] 

30 ms 
[Intra-Europe] 

90 ms 
[Trans-Atlantic] 

160 ms 
[Trans-Pacific] 

Average (ms) 289.71 320.62 407.88 543.15 

Minimum (ms) 254.80 275.10 351.73 440.04 

Maximum (ms) 346.48 395.68 491.89 735.95 

Standard deviation (ms) 18.80 22.20 30.69 55.08 

Half-length of 95% CI 4.48 5.29 7.32 13.13 

Relative half-length of 

95% CI 
1.55% 1.65% 1.79% 2.51% 

 
As shown in Table 1, the relative half-lengths of the CIs for all downtime values 

are below 5 percent, which is in line with our target estimation precision. The 95 

percent CI constructed using equation (1) for RTT of 0.02 ms is [285.23 ms, 294.19 

ms]. This reflects that subsequent measurements of downtime would fall within this 

interval with a probability of 0.95. The differences between the maximum and 

minimum downtime results at the selected network delays indicate the statistical 

dispersion of the results. Furthermore, the standard deviations measure the extent of 

variations that the results show from the average values.  

 

Based on the results obtained, we can roughly estimate how PMIPv6 approach of 

VM migration would perform in different practical scenarios. A downtime of about 

289.71 ms size could be experienced when a VM with moderate workload is migrated 

across a campus network
16

. Trans-Pacific VM migration, e.g., between hosts in the 

USA and Japan, may result in a downtime of about 543.15 ms. Also, a downtime of 

about 320.62 ms may be experienced in Intra-Europe VM migration, e.g., between a 

host in Sweden and another in Greece.  Similarly, an approximate downtime of 407.88 

ms size could be encountered during Trans-Atlantic VM migration, e.g., between hosts 

in Sweden and the USA. 

 

                                                      
16

 Campus network refers to a computer network that interconnects LANs within a limited 

geographical area.  
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Figure 9 – Downtime versus Network Delay – PMIPv6 
 

 RFC 1122, the Requirements for Internet Hosts, recommends that TCP 

connections should tolerate a network delay that corresponds to 3 retransmission 

timeouts (RTOs). The RTO is computed dynamically so that the sender adapts to the 

network. Another standard, RFC 2988 [49], recommends a lower bound on RTO of 1 

second. Therefore, TCP implementations that conform to these two standards should 

tolerate a network delay of at least 3 seconds. Thus, we hope that the downtime caused 

by the PMIPv6 approach of VM migration would not cause interruption of TCP 

connections, provided that the RTT stays below 160 ms.  

 

In PMIPv6 approach, Xen handles transferring memory and CPU states of VM, 

and PMIPv6 is responsible for maintaining the network state. Therefore, the downtime 

values obtained when using the PMIPv6 approach consist of two components: one due 

to Xen and the other due to PMIPv6. As described in section 1.2.1, the period between 

suspending VM on the source host and resuming it on the destination accounts for the 

downtime caused by Xen. The period between detecting VM’s attachment and sending 

RA to VM represents the downtime caused by PMIPv6.  

 

The final stage of Xen live migration consists of two main activities that contribute 

to Xen’s share of the total downtime: stop-and-copy and commitment. During the stop-

and-copy phase, Xen suspends VM and copies small inconsistent (modified) memory 

pages to the destination host. Then follows the commitment stage at which point the 

destination host informs the source that it has successfully received a consistent copy 

of the VM. The length of Xen’s share of the total downtime depends on the 

performance of source and destination hosts, the live migration algorithm, bandwidth, 

the size of VM’s memory, workload on the VM, and the network delay. However, 

there is no definite method or rule of thumb to accurately predict how long the final 

stage of Xen live migration would take. According to a study in [4], Xen causes a 

downtime of around 60 – 210 ms when performing live VM migration in LAN. The 

average downtime result obtained from our PMIPv6 approach experiments at the 

network delay of 0.02 ms is 289.71 ms, which is larger than the downtime results 

reported in [4]. However, it should be noted that the downtime values reported in this 

thesis consist of the downtimes caused by both Xen and PMIPv6, as illustrated in (5). 
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 DTotal  = DXen + DPMIPv6  (5) 

 

DTotal represents the total downtime caused by the PMIPv6 approach, while DXen 

and DPMIPv6 represent the downtime components contributed by Xen and PMIPv6, 

respectively. 

  

The duration of stop-and-copy phase increases with network delay. However, the 

effect of network delay is more pronounced in the total migration time as the iterative 

pre-copy phase transfers much larger data compared to the stop-and-copy phase. 

PMIPv6 signaling exchange is also affected by network delay. Downtime caused by 

PMIPv6 or PMIPv6 signaling latency can be expressed mathematically as: 

 

 DPMIPv6  = Dmov.det + Dauth + Dreg (6) 

 

DPMIPv6 represents the total delay in PMIPv6 signaling while Dmov.det, Dauth and Dreg 

represent delays in movement detection, authentication and VM registration 

procedures, respectively. 

 

VM attachment detection latency is the time taken by the MAGs to detect VM’s 

attachment after VM has been resumed. Network delay associated with emulated 

WAN links has no effect on this process. Authentication latency is the duration 

between sending authentication request to the policy server and receiving a reply 

packet. Network delay has effect on this process. Finally, VM registration latency is 

the duration between sending PBU to LMA and receiving a reply PBA. This process is 

also affected by delay. Therefore, an increase of the network delay between the MAGs 

and LMA by X amount would cause a minimum of 2X delay in the PMIPv6 signaling. 

This can be seen in Figure 9. Note that the network delay between LMA and the MAGs 

is half of that between client and VM (see Figure 8).  

 

B. Total Migration Time 
Table 2 shows the total migration time results obtained when a VM with 256MB of 

memory state was migrated using PMIPv6 approach across an emulated WAN with 

1Gbps speed links. As expected, the lowest average value, 6.78 seconds, was 

experienced when conducting VM migration without introducing extra delay on LMA 

links. The total migration time then increases almost linearly with the network delay, 

reaching the highest average of 24.14 seconds at 160 ms network delay. This is 

illustrated in Figure 10.  

   

 Table 2 – Total Migration Time Results at Different Network Delays – PMIPv6 

Total Migration Time 
RTT  

0.02 ms 
[Campus Ntk] 

30ms 
[Intra-Europe] 

90 ms 
[Trans-Atlantic] 

160 ms 
[Trans-Pacific] 

Average (s) 6.78 8.38 15.51 24.14 

Minimum (s) 6.00 8.00 15.00 23.05 

Maximum (s) 7.03 9.03 16.04 25.02 

Standard deviation (s) 0.42 0.49 0.50 0.38 

Half-length of 95% CI (s) 0.10 0.12 0.12 0.09 

Relative Half-length of 

95% CI 
1.49% 1.39% 0.78% 0.37% 
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Figure 10 – Total Migration Time versus Network Delay – PMIPv6 

 

Since VM disk state is stored on a shared storage medium, the total migration time 

is entirely attributed to memory, CPU, and network state transfers. As illustrated in 

Figure 10, the total migration time and network delay exhibit strong relationship. For 

instance, the total migration time rises by 86.42 percent when the RTT between client 

and LMA is increased from 30 ms to 90 ms.   

 

Xen transfers memory and CPU states over a TCP connection established between 

the source and destination hosts. TCP performance depends on the product of 

bandwidth and network delay [50]. The performance of TCP starts to suffer when the 

bandwidth delay product is larger than the buffer space available on the source and 

destination hosts [50]. The maximum send and receive buffer spaces of the hosts in our 

testbed are 4MB and 6MB, respectively (default values). If the maximum bandwidth 

between the two hosts, which is 1Gbps, is used, the receiver’s buffer space will be 

filled in just 50.33 ms (6MB/1Gbps = 50.33 ms). If the network delay (RTT) between 

the sender and the receiver is higher than 50.33 ms, the sender will only send for 50.33 

ms and then wait for acknowledgment to come for the rest of the RTT. If the RTT 

between the hosts is 90 ms, for example, the sender must wait for around 39.67 ms (90 

ms – 50.33 ms) to receive acknowledgement for the segments sent. Consequently, an 

extended total migration time will be experienced, which is the case demonstrated by 

our results. 

 

C. TCP Survivability 
We conducted TCP survivability experiments using the tool described in section 

3.3. The goal of these experiments is to investigate if an established TCP connection 

between client and VM would stay alive after VM migration using PMIPv6 approach. 

None of the 70 experiment iterations conducted at each selected network delay 

resulted in interruption of the TCP connection. In other words, the TCP connection 

survived after VM migration in all of the experiment runs performed.   

 

D. Network Overhead 
PMIPv6 involves exchanging mobility related signals between the LMA and the 

MAGs to support mobility of the VM. We measured the network overhead that 

mobility related signals caused during VM migration. We captured all the traffic 
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crossing LMA’s eth0 and eth1 links (see Figure 8) using tshark. The traffic captured is 

categorized into 5 classes – Xen, client, PMIPv6, iSCSI and others traffic.  

 

Figure 11 illustrates the proportion of each traffic class in the total traffic volume 

based on 10 repetitions of the experiment. On average, a total traffic of 541.86 MB 

volume crossed LMA’s eth0 and eth1 links (Figure 8) during a single VM migration 

session. Data communicated between Xen hosts (MAG1 and MAG2) is measured twice 

since we captured traffic on the two LMA links connected to them.  

 

Traffic crossing LMA’s eth0 and eth1 links is almost entirely related to Xen. Xen 

contributed 99.74 percent of the total traffic that crossed those LMA links. This is 

mainly due to the 256MB VM’s memory state that needed to be copied from source 

host to destination. PMIPv6 contributed only negligible part of the total traffic, 

0.00012 percent of the total (660.8 B). Thus, the network overhead caused by PMIPv6 

can be considered insignificant compared to Xen’s traffic. PMIPv6 traffic includes 

those related to RADIUS (for authentication), PBU, and PBA packets. client, iSCSI, 

and other traffic classes accounted for less than 0.27 percent of the total. iSCSI traffic 

includes packets communicated between the initiators (MAG1 and MAG2) and the 

iSCSI target (iSCSI-Server in Figure 8). In our experiments, VM did not have any 

activity that needed disk access. That is why the iSCSI traffic volume was very small, 

0.00038 percent of the total traffic. 
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Figure 11 – Network Traffic in PMIPv6 Supported VM Migration – PMIPv6 

4.2 Evaluation of MIPv6 Approach 
In order to compare the performance of the PMIPv6 approach with that of the 

MIPv6 approach [6], we conducted VM migration experiments in which MIPv6 was 

used to maintain network connectivity. Testbed was setup as described in section 3.2. 

Results obtained from these experiments will be discussed in this section. Besides, the 

results will be compared against those obtained from the PMIPv6 approach 

experiments. 

 

A. Service Downtime 
Table 3 shows the service downtime measurement results. The average downtime 

is calculated based on the results obtained from 70 independent VM migrations.  
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Table 3 – Downtime Results at Different Network Delays – MIPv6 

Downtime 
RTT  

0.02 ms 
[Campus Ntk] 

30ms 
[Intra-Europe] 

90 ms 
[Trans-Atlantic] 

160 ms 
[Trans-Pacific] 

Average (ms) 1790.39 1802.97 1921.43 2056.78 

Minimum (ms) 1294.91 1316.05 1399.18 1583.94 

Maximum (ms) 2576.22 2307.80 2991.69 2664.06 

Standard deviation (ms) 263.02 272.34 321.13 278.00 

Half-length of 95% CI (ms) 62.71 64.94 76.57 66.76 

Relative half-length of 95% 

CI 
3.50% 3.60% 3.99% 3.25% 

 

The lowest average downtime of 1790.39 ms magnitude was obtained when VM 

migration was performed without introducing extra network delay on LMA links. The 

downtime scales up almost linearly as the network delay increases; it reaches its 

highest average value of 2056.78 ms when the delay introduced is 160 ms. Figure 12 

illustrates the relationship between downtime and network delay. The authors in [6] 

reported to have obtained a minimum average downtime of 2.5 seconds from their 

experiments on the MIPv6 approach. This value is higher than the corresponding value 

we obtained from our experiments on the MIPv6 approach by 38 percent. The reason 

for the gap between our result and theirs can be attributed to the difference in our 

methods or in the performance of the equipments used in our testbeds. 
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Figure 12 – Downtime versus Network Delay – MIPv6 vs. PMIPv6 

 

As shown in Table 3, the relative half-lengths of the CIs at all downtime values are 

below 5 percent, which is our target estimation precision. The downtime values 

obtained in all MIPv6 approach experiments were below 3 seconds. Thus, VM 

migration using the MIPv6 approach would not cause interruption of TCP connections, 

especially those in less interactive applications. However, the downtime values 

obtained from the MIPv6 approach experiments are significantly larger than those 

obtained from the PMIPv6 approach experiments. For example, MIPv6’s average 

downtime value at 0.02 ms network delay is almost six times as large as the 

corresponding value of the PMIPv6 approach. 

 

The main reason for the difference in downtime values of the PMIPv6 and the 

MIPv6 approaches is the presence of Duplicate Address Detection (DAD) [51] in 
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MIPv6 and its absence in PMIPv6. DAD is performed to ensure uniqueness of an IPv6 

address on the link where stateless address autoconfiguration is used. In the PMIPv6 

approach, VM does not detect link change at link-layer or network-layer level. This is 

because the MAGs in the PMIPv6 domain use the same link-local addresses, and the 

HNP allocated for the VM is unique. As a result, DAD is performed only once when 

the VM initially enters the PMIPv6 domain. On the other hand, the VM will detect link 

change at network-layer and link-layer level after each handoff in the MIPv6 approach. 

The VM will become aware of the link change when it receives RA from a different 

default router on the new link. Upon detecting the link change, the VM runs DAD on 

its link-local and new CoA address. 

 

To perform DAD, the VM sends a NS message to all nodes on the link asking if 

anyone is using its “tentative” addresses. A “tentative” address is an address on which 

DAD is being performed, and hence cannot be used until proven unique. If the VM 

does not receive a reply NA, it may ask again DupAddrDetectTransmits times [51]. 

Successive NS messages are separated by a delay of RetransTimer ms [51]. Besides, 

the VM has to wait for RetransTimer ms after sending the last NS [51] to confirm the 

uniqueness of the address. The default value for RetransTimer is 1000 while it is 1 for 

DupAddrDetectTransmits. Moreover, the VM should delay sending the initial NS by a 

random delay between 0 and MAX_RTR_SOLICITATION_DELAY [27]. The default 

value for MAX_RTR_SOLICITATION_DELAY is 1 second. Therefore, DAD causes a 

random delay between 1 and 2 seconds in the MIPv6 approach if the default values are 

not changed, which was the case in our experiments. The average delay that DAD 

causes in the MIPv6 approach can be approximated by 1.5 seconds (considering 

uniform distribution in the random delay when sending the initial NS message). The 

effect of DAD is clearly reflected in the downtime difference between the MIPv6 and 

the PMIPv6 approaches of VM migration, as illustrated in Figure 12. Hence, the 

PMIPv6 approach can be considered a better solution from the perspective of 

minimizing service downtime.  

 

B. Total Migration Time 
Table 4 shows the total migration time results obtained from our MIPv6 approach 

experiments. The lowest average value obtained is 7.13 seconds while the highest is 

25.65 seconds. Like in PMIPv6, the average total migration time increases almost 

linearly with network delay. This is illustrated in Figure 13.  

   

  Table 4 – Total Migration Time Results at Different Network Delays – MIPv6 

Total Migration Time 
RTT  

 0.02 ms 
[Campus Ntk] 

30ms 
[Intra-Europe] 

90 ms 
[Trans-Atlantic] 

160 ms 
[Trans-Pacific] 

Average (s) 7.13 9.19 16.39 25.65 

Minimum (s) 6.25 8.42 15.62 24.76 

Maximum (s) 8.97 10.07 17.59 29.00 

Standard deviation (s) 0.50 0.40 0.44 0.79 

Half-length of 95% CI (s) 0.12 0.10 0.11 0.19 

Relative Half-length of 

95% CI 
1.66% 1.03% 0.64% 0.73% 

 

As in the PMIPv6 approach, network delay and total migration time show strong 

relationship in the MIPv6 approach too. However, the total migration time results of 

the MIPv6 are slightly higher compared to the corresponding values of PMIPv6. The 

differences between the total migration time results of the two approaches are partly 

reflections of their downtime differences. It should be noted that downtime is part of 

the total migration time. Since memory and CPU state transfer is handled by Xen in 
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both approaches, the time elapsed during the pre-copy phase of the two approaches is 

expected to be similar. 
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Figure 13 – Total Migration Time versus Network Delay – MIPv6 vs. PMIPv6 

 

C. TCP Survivability Test Results 
Like in PMIPv6 approach, we conducted TCP survivability experiments using the 

tool described in section 3.3. None of VM migration experiments in the MIPv6 

approach resulted in interruption of TCP connection established between client and 

VM. From this perspective, MIPv6 and PMIPv6 match each other. 

 

D. Network Overhead Measurement Results 
The MIPv6 approach involves exchanging Binding Update (BU) and Binding 

Acknowledgement (BA) messages between VM and HA (LMA in Figure 8) to support 

mobility. We measured the network overhead that the mobility signals of the MIPv6 

approach caused during VM migration.  

 

Figure 14 illustrates the proportion of each traffic class in the total traffic volume 

based on 10 repetitions of the experiment. A total traffic of 545.55 MB volume crossed 

LMA’s eth0 and eth1 links (see Figure 8) during a single VM migration session. Xen 

contributed the largest part of the total traffic, 99.737 percent. The contribution of the 

other traffic classes is approximately similar to what was observed in PMIPv6 

approach.  

 

The proportion of mobility related signals is smaller in the MIPv6 approach 

compared to that in the PMIPv6 approach. This is because MIPv6 involves fewer 

signals to maintain network connectivity. PMIPv6 involves exchanging authentication 

messages, PBU and PBA. In the MIPv6 approach, the HA (LMA) and VM use 

manually configured Internet Protocol Security (IPsec) security associations to protect 

the authenticity and integrity of mobility related signals. Thus, there is no 

authentication message exchange in this approach. Client traffic is relatively larger in 

the MIPv6 approach. This is because client sends data for a relatively longer period in 

the MIPv6 approach as the total migration time of this approach is a little longer than 

that of the PMIPv6 approach. 
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Figure 14 – Network Traffic Caused by VM Migration – MIPv6 vs. PMIPv6 

4.3 Comparison of PMIPv6 and MIPv6 Approaches 

Based on Statistical Method 
One of our objectives in this thesis work is to compare the PMIPv6 approach of 

VM migration with the MIPv6 approach [6]. In this section, we present comparison of 

the two approaches using statistical analysis. The comparison is focused on downtime 

and total migration time since both approaches performed nearly equivalently in the 

other performance metrics. 

 

Most performance analysis projects aim to find the best alternative by comparing 

two or more systems. Measurement results have uncertainty associated with them due 

to the errors in the measurements.  As a result, it may be difficult to determine if there 

is a real difference between alternative systems. Statistical methods are used to reliably 

compare alternative systems. In this section, we determine whether there is a 

statistically significant difference between the performances of the MIPv6 and the 

PMIPv6 approaches of VM migration using statistical method. 

 

In our experiments, we used the two approaches to migrate a VM from source host 

to destination across an emulated WAN. The two approaches were tested under similar 

conditions, such as testbed architecture and workload on the testbed equipments. We 

conducted 70 runs of downtime and total migration time experiments on both 

approaches. Hence, we can consider a one-to-one correspondence between the 

performance measures of the two approaches. For example, the downtime result from 

the first experiment run on the MIPv6 approach can be paired with the corresponding 

result from the PMIPv6 approach. In other words, we have paired observations 

between the experiment results of the two approaches.  

 

The performance analysis of paired observations is performed in two steps. In the 

first step, the performance measure of one system is subtracted from the corresponding 
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performance measure of the other. This step is repeated for all results obtained from 

the experiments conducted on the two systems. In the second step, CI is constructed 

for the samples obtained from step 1. If the CI constructed in step 2 includes zero, then 

the two systems are not significantly different [48]. Otherwise, there is significant 

performance difference between the alternative systems.  

 

As described above, we performed performance analysis of the MIPv6 and the 

PMIPv6 approaches. First, we paired the downtime and the total migration time results 

of the experiments conducted on both approaches. Then we computed the performance 

differences by subtracting the performance measures of the PMIPv6 approach, e.g., 

downtime, from the corresponding performance measures of the MIPv6 approach. 

This procedure is repeated for measurements performed at all selected network delays. 

Finally, we constructed CIs for the performance differences. The CIs obtained are 

shown in Table 5.  

 

Table 5 – Performance Difference of MIPv6 and PMIPv6 Approaches 

Delay (ms) 95% CI for Downtime (s) 
95% CI  

for Total Migration Time (s) 

0.02 [1.43, 1.56] [0.24, 0.69] 

30 [1.42, 1.55] [0.66, 0.96] 

90 [1.44, 1.59] [0.73, 1.02] 

160 [1.46, 1.60] [1.26, 2.54] 

 

As can be seen from Table 5, none of the CIs constructed on the performance 

differences of the two approaches includes zero. Thus, based on statistical analysis of 

performance measurements, it appears that PMIPv6 approach is superior. It is obvious 

that a solution with shorter downtime or total migration time is the better one. 
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5 Conclusion and Future Work 
This chapter summarizes the outcome of our study and indicates some issues 

related to our proposed solution. Additionally, the objectives in the scope of our future 

study are presented in this chapter. 

5.1 Conclusion 
We have presented a PMIPv6 approach to maintaining network connectivity 

during VM migration across WAN. In PMIPv6, the migration is transparent to VM 

from the network point of view, and hence there is no need to install any mobility 

related software on the VM. As a result, the solution is relatively easier to deploy 

compared to related schemes, such as the MIPv6 approach [6]. Experiment results 

from a laboratory testbed showed that PMIPv6 approach achieves VM migration with 

minimal downtime and without causing loss of an established TCP session. Moreover, 

we have shown that the signaling overhead caused by our approach is insignificant 

compared to other traffic generated during the VM migration. VM migration 

experiments conducted with different network delay values demonstrated that the 

downtime and the total migration time increase approximately linearly with the 

network delay. We have also presented performance analysis of a closely related 

approach that is based on MIPv6. According to our experiment results, downtime 

experienced in the PMIPv6 approach is considerably shorter than that in the MIPv6 

approach.  

 

Like the MIPv6 approach, the PMIPv6 approach may cause inefficient routing 

because all traffic to and from the VM has to go through the LMA, unless route 

optimization is used. The tunneling overhead is another issue with the PMIPv6 

approach. However, the tunnel established between the LMA and the MAG can be 

reused when several VMs have attached to the same MAG. In this respect, PMIPv6 is 

better than MIPv6, in which a tunnel has to be setup per VM. In the PMIPv6 approach, 

the VM can only be migrated between hosts in the same PMIPv6 domain since the 

PMIPv6 standard has not specified inter-domain handoff. Currently, research studies 

are being carried out to provide inter-domain mobility support for PMIPv6 [52]. Also, 

IETF’s Network-Based Mobility Extensions (NETEXT) Working Group has recently 

come up with enhancements for PMIPv6 to support route optimization and inter-

technology handover. Therefore, we expect the PMIPv6 approach of VM migration to 

grow in line with the PMIPv6 specification. In fact, this is one of the reasons why we 

decided to base our solution on a standardized mobility protocol. In our opinion, 

PMIPv6 will soon become very popular and different hardware vendors may start 

supporting it. Thus, basing our solution on the PMIPv6 specification can bring the 

additional benefit of interoperability.  

 

In general, our experimental results on a laboratory testbed suggest that PMIPv6 

approach is an elegant solution with short downtime. For example, the downtime is 

543.15 ms when the network delay is set to 160 ms (i.e., average Trans-Pacific delay). 

Cloud providers, enterprise WANs and campus networks may benefit from using the 

PMIPv6 approach of live VM migration.   

5.2 Future Work 
Our plan for future work is to address the inefficiency in routing and to support 

inter-domain VM migration based on the existing and upcoming extensions of the 

PMIPv6 specification. In addition, we will explore how VM attachment and 

detachment can be detected based on link-layer events. We will also study how the 

PMIPv6 approach can be used to support migration of an IPv4 address enabled VM. 
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Furthermore, we will study disk state migration and try to come up with a scheme that 

transfers the entire state of VM, including disk state, from source host to destination.  
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Appendix A                                                                                                                                                                                                                             

Implementing the PMIPv6 Approach 
We used EURECOM’s [39] implementation of PMIPv6. The software, full 

documentation and installation procedures are provided in [39]. Next we describe the 

steps that should be followed to install and run pmip6d, the PMIPv6 daemon, on Linux 

OS. The descriptions provided here are largely taken from [39]. All the references 

mentioned in this appendix have been validated as of the writing this thesis. Besides, 

the shell commands given at various sections of this appendix assume root privilege. 

A.1 Building PMIP6D 
N.B: We tested OAI PMIPv6_v0.4.1 under Linux UBUNUT 12.04 LTS OS. 

A. Installation of the required Linux packages on MAG and LMA hosts 

The following packages need to be installed on MAG and LMA machines: 

libpcap-dev, indent, bison, flex, iproute-dev, macchanger, libc6-dev, libssl-dev, 

autoconf, libtool, python-netaddr, libncurses4-dev 

 

$ apt-get install libpcap-dev indent bison flex iproute-dev libc6-dev libssl-dev 

autoconf libtool macchanger python-netaddr libncurses4-dev 

 

B. Build proper kernel 

Some features that are disabled by default in the official Ubuntu kernel need to 

be enabled by recompiling the kernel. If the kernel source has not been 

installed, follow the next steps. The steps require connection to the Internet. 

$ apt-get update  

$ apt-get install linux-source 

$ cd /usr/src/ 

$ tar xjf linux-source-XX.XX.XX (with XX.XX.XX depends on your  

system version) 

$ ln -s /usr/src/linux-source-XX.XX.XX /usr/src/linux 

 

The next step is to configure kernel features.  

$ apt-get install qt3-apps-dev g++ 

$ cd /usr/src/linux-source-XX.XX.XX   

$ make menuconfig  

 

The kernel features are given in a tree like structure. You need to find and 

enable the following features: 

General setup  

 Prompt for development and/or incomplete code/drivers 

[CONFIG_EXPERIMENTAL] 

  System V IPC [CONFIG_SYSVIPC] 

Networking support [CONFIG_NET] 

 Networking options 

 Transformation user configuration interface 

[CONFIG_XFRM_USER] 

     Transformation sub policy support [CONFIG_XFRM_SUB_POLICY] 

     Transformation migrate database [CONFIG_XFRM_MIGRATE] 

     PF_KEY sockets [CONFIG_NET_KEY] 

     PF_KEY MIGRATE [CONFIG_NET_KEY_MIGRATE] 

     TCP/IP networking [CONFIG_INET] 

     The IPv6 protocol [CONFIG_IPV6] 

         IPv6: AH transformation [CONFIG_INET6_AH] 
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         IPv6: ESP transformation [CONFIG_INET6_ESP] 

         IPv6: IPComp transformation [CONFIG_INET6_IPCOMP] 

         IPv6: Mobility [CONFIG_IPV6_MIP6] 

 IPv6: IPsec transport mode 

[CONFIG_INET6_XFRM_MODE_TRANSPORT] 

 IPv6: IPsec tunnel mode 

[CONFIG_INET6_XFRM_MODE_TUNNEL] 

 IPv6: MIPv6 route optimization mode 

[CONFIG_INET6_XFRM_MODE_ROUTEOPTIMIZATION] 

         IPv6: IPv6-in-IPv6 tunnel [CONFIG_IPV6_TUNNEL] 

        IPv6: Multiple Routing Tables 

[CONFIG_IPV6_MULTIPLE_TABLES] 

         IPv6: source address based routing [CONFIG_IPV6_SUBTREES] 

 

File systems 

 Pseudo filesystems 

     /proc file system support [CONFIG_PROC_FS] 

 

Finally, you may need to disable 'compile kernel with debugging info' to save 

time and disk space. 

    kernel hacking 

        compile kernel with debugging info 

 

Having configured the kernel features, now recompile the kernel using: 

$ cd /usr/src/linux-source-XX.XX.XX 

$ make && make modules_install && make install 

N.B: You can use –j x option if your machine has multiple cores (x). 

$ mkinitramfs -o  /boot/initrd.img-XX.XX.XX   XX.XX.XX 

$ update-grub 

$ reboot 

C. FreeRadius Client installation (on MAGs and LMA) 

We installed EURECOM’s [39] FreeRadius Client v1.1.6 on our MAGs and 

LMA. The source code can be downloaded from [39]. 

N.B: "THEGOODPATH" indicates the path where you downloaded 

PMIPv6_v0.4.1 

$ cd THEGOODPATH/freeradiusclient-1.1.6/ 

$ autoreconf -i 

$ ./configure 

$ make 

$ make install 

 

On the MAGs, edit the “/etc/hosts” file to include mapping of the IPv6 address 

of FreeRadius Server and its corresponding hostname. 

$ gedit /etc/hosts 

At the bottom of the file, type for example : "2001:100::1 radius6server" 

 

In order for pmip6d to find the FreeRadius libraries, do what follows: 

$ gedit /etc/ld.so.conf 

Add at the bottom of the file this line -> "include /usr/local/lib/" 

Save and exit 

$ ldconfig 

D. FreeRadius Server installation (on LMA) 

We installed the FreeRadius Server software obtained from 

http://freeradius.org/  on the LMA.  

http://freeradius.org/
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$wget ftp://ftp.freeradius.org/pub/freeradius/freeradius-server-

2.1.12.tar.bz2  

$ tar xjf freeradius-server-2.1.12.tar.bz2 

$ cd freeradius-server-2.1.12 

$ ./configure 

$ make 

$ make install 

 

Now three configuration files need to be copied so that FreeRadius Server and 

clients will connect correctly. 

$ cd THEGOODPATH/freeradiusclient-1.1.6/examples/ 

$ cp users /usr/local/etc/raddb/ 

$ gedit /usr/local/etc/raddb/users 

N.B: This file should include VM’s ID (constructed from its MAC address). 

$ cp radiusd.conf /usr/local/etc/raddb/ 

$ cp clients.conf /usr/local/etc/raddb/ 

N.B: This file should include all clients (MAGs and LMA) to the 

FreeRadius Server. 

E. Source code modification to adapt OAI PMIPv6 for VM environment 
Here is the changes we made to adapt EURECOM’s PMIPv6 implementation 

to support VM migration (in git diff format).  

Author: Project 100036 

Date:   Sat Jul 27 00:31:57 2013 +0200 

 

    Modified pmip_fsm.c to addapt PMIPv6 to support live VM migration 

over WAN 

 

diff --git a/PMIPv6_v0.4.1/pmipv6-daemon-umip-0.4/src/pmip/pmip_fsm.c 

b/PMIPv6_v0.4.1/pmipv6-daemon-umip-0.4/src/pmip/pmip_fsm.c 

index e07bc35..69c739d 100755 

--- a/PMIPv6_v0.4.1/pmipv6-daemon-umip-0.4/src/pmip/pmip_fsm.c 

+++ b/PMIPv6_v0.4.1/pmipv6-daemon-umip-0.4/src/pmip/pmip_fsm.c 

@@ -68,6 +68,30 @@ int mag_fsm(msg_info_t * info) 

                                dbg("Authentication failed\n"); 

                        } 

                        //yet to process 

+  } else if (info->msg_event == hasNA) { 

+          dbg("VM attachment detected, start new registration ...\n\n"); 

+          bce = pmip_cache_alloc(BCE_TEMP); 

+          prefix = mnid_hnp_map(hw_address, &aaa_result); 

+          if (aaa_result >= 0) { 

+                   bce->mn_prefix = prefix; 

+                   bce->mn_suffix = info->mn_iid; 

+                   bce->mn_hw_address = EUI64_to_EUI48(info->mn_iid); 

+                   info->mn_prefix = prefix; 

+                   result = mag_pmip_md(info, bce); 

+               dbg("Movement detection is finished, now going to add an 

entry into the cache \n\n"); 

+                   pmip_cache_add(bce); 

+                   dbg("pmip_cache_add is done \n\n"); 

+          } else { 

+                  dbg("Authentication failed\n"); 

+         } 

+         /*This block is added by project 100036  

ftp://ftp.freeradius.org/pub/freeradius/freeradius-server-
ftp://ftp.freeradius.org/pub/freeradius/freeradius-server-
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+       -- title: "A PMIPv6 Approach to Maintain Network Connectivity 

During VM Migration over the Internet"  

+         Note: VM sends unsolicited neighbour advertisement (NA) message 

when it attaches to the access link  

+         for the first time after migration. The MAGs uses these messages as 

means of detecting VM attachment 

+      on its access link if the VM has not already been registered in its 

binding cache entry.   

+       In case of IPv4, the VM sends gratuitous ARP so that neighboring 

hosts update their ARP cache( Map  

+      VM's IP address to its new MAC address (In Xen environment for 

example, a random MAC is generated  

+         after migration unless specified in the configuration file).*/ 

   } else if (info->msg_event == hasWLCCP) { 

           dbg("Incoming MN is detected by Wireless Access Point, start new 

registration ...\n\n"); 

           bce = pmip_cache_alloc(BCE_TEMP); 

F. PMIP6D compilation (on LMA and MAGs) 
$ cd path to pmipv6-daemon-umip-0.4/ 

$ autoreconf -i 

$ ./configure 

$ make 

$ make install 

G. Changing MAC address on MAGs and running PMIP6D 
In order for VM not to detect link change during migration in the PMIPv6 

domain, all the MAGs should use the same MAC address. You can modify 

and use the python codes provided in the documents available at 

"THEGOODPATH/pmipv6-daemon-umip-0.4/extras/” directory to correctly 

setup the MAGs and run the pmip6d.  

A.2 Setting up Shared Storage with iSCSI 
In our experiments, Xen was used to transfer VM’s CPU and memory states while 

PMIPv6 was used to maintain network connectivity. However, the disk state of the 

VM was stored on a shared storage medium, and hence it did not need to be transferred. 

Next we describe how a shared storage can be setup using iSCSI solution: 

 

The following settings are used as examples: 

Host1: IP address: 192.168.0.11 

Host2: IP address: 192.168.0.12 

iSSCI target (shared storage): IP address: 192.168.0.13 

 

A. Setup Logical Volume Manager (LVM) partition on iSCIS target 
Make sure you set up logical volume manager (LVM) during or after 

installation of Ubuntu on your MAGs and iSCSI Server. As an example, you 

may follow the following steps if you plan to install LVM after Ubuntu install. 

$apt-get install lvm2 

 

Having installed LVM, you then configure it to use a partition on your system, 

e.g., /dev/sda4 

$pvcreate /dev/sda4 

 

Next, you need to create the volume group, e.g., “vg0” 

$vgcreate vg0 /dev/sda4 
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The next step is to create the logical volume for the VM 

$lvcreate –n<name of volume> -L<size, use G or M> <volume group> 

To create a volume called “VM” with 10GB volume from vg0 volume group: 

$lvcreate –nVM –L10G  vg0 

B. Setting up iSCSI target (shared storage server) 
The shared storage target provides a shared storage for Host1 and Host2. VM 

disk state will be stored on the iSCSI target.  

 

Install the iscsitarget Linux package: 

$aptitude install iscsitarget iscsitarget-modules-`uname -r` 

Open “/etc/default/iscsitarget”, and set the ISCSITARGET_ENABLE to true. 

$gedit /etc/default/iscsitarget 

Then edit it so that it looks like: 

ISCSITARGET_ENABLE=true 

 

Then edit the “/etc/ietd.conf”. Open the file and comment out everything in 

there. Add the following lines at the end: 

Target iqn.2013-10.com.example:storage.lun1 

        IncomingUser username password 

        OutgoingUser 

        Lun 0 Path=/dev/vg0/storage_lun1,Type=fileio 

        Alias LUN1 

        #MaxConnections  5 

 

The target name should be according to iSCSI qualified name standard, i.e., 

“iqn.yyyy-mm.<reversed domain name>[:identifier]”, where yyyy-mm 

indicate the year and month of storage creation and identifier can be selected 

freely. The username and password is to be used to authenticate the iSCSI 

initiators or clients (Host1 and Host2). They can be left empty to allow anyone 

to connect. The line starting with Lun 0 indicates the shared storage.  

 

Next specify the IP address of the clients which are allowed to have access to 

the shared storage. Open “/etc/initiators.allow” and add the line: 

iqn.2013-10.com.example:storage.lun1 192.168.0.11, 192.168.0.12 

 

Then start the service. 

$/etc/init.d/iscsitarget start 

C. Setting up the initiators (clients) 
Install the initiator on Host1 and Host2. 

$apt-get install open-iscsi 

Then open the “/etc/iscsi/iscsid.conf” file and add the line: 

node.startup = automatic 

Next restart the initiator: 

/etc/init.d/open-iscsi restart 

Then discover the iscsitarget and login to it: 

iscsiadm –m node --login 

A.3 Xen Installation 
We installed Xen 4.1 on the MAGs, which also served as VM hosts. The official 

Ubuntu documentation available at https://help.ubuntu.com/community/Xen can be 

used to correctly install and configure Xen on the MAGs.  

 

 

 

https://help.ubuntu.com/community/Xen
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A. Network Configuration 
We have emulated the link that MAG and VM share using Linux bridge. 

Linux bridge can be set up by installing bridge-utils package: 

$apt-get install bridge-utils 

 

Use brctl utility to create a bridge named xenbr0 (you can use different name) 

$brctl addbr xenbr0 

 

Add interface to the bridge. The MAG needs to have at least one physical 

interface to be used as egress link (whose IP address serves as proxy CoA for 

the VM). This interface should not be added to the bridge. For the ingress 

interface (link to connect to the bridge, hence emulating shared link with VM), 

you can use a dummy interface or another physical interface. Assuming 

dummy interface is used, let’s add dumm0 interface to the xenbr0 bridge. 

$brctl addif xenbr0 dummy0 

 

Modify the “/etc/network/interfaces” file so that it looks like: 

auto lo 

iface lo inet loopback 

 

auto xenbr0 

iface xenbr0 inet manual 

       bridge_ports dummy0 

 

auto dummy0 

iface dummy0 inet manual 

 

auto eth0 

iface eth0 inet manual 

 

Restart the networking to enable the changes: 

$/etc/init.d/networking restart 

B. Installing Xen 
Install a 64-bit Xen hypervisor. A 64 bit hypervisor works with a 32-bit dom0 

while allowing you to install 32-bit or 64-bit guests.  

$apt-get install xen-hypervisor-amd64 

 

Modify the grub to boot Xen by default.  

$sed -i 's/GRUB_DEFAULT=.*\+/GRUB_DEFAULT="Xen 4.1-amd64"/' 

/etc/default/grub 

$update-grub 

 

Then reboot the system: 

$reboot 

N.B: In case the system fails to boot, you may try disabling advanced 

configuration and power interface (ACPI) by editing “/etc/default/grub” file. 

$gedit /etc/default/grub 

Find the line starting with GRUB_CMDLINE_LINUD_DEFAULT=“quiet 

splash”, and modify it to include ‘acpi=off’ parameter: 

GRUB_CMDLINE_LINUD_DEFAULT=“quiet splash acpi=off” 

C. Creating VMs 
Depending on your hardware capability, you may create paravirtualized VM 

(PV VM) or hardware-assisted VM (HVM). Here we describe how you can 

create a PV VM. Install xen-tools Package to automate creation of VMs. 

$apt-get install xen-tools 



  53 

 

The VM in our experiments ran Ubuntu 12.04 LTS OS. Ubuntu 12.04 LTS is 

reliable and stable Ubuntu version, which is why we chose it. However, Xen-

tools installed on Ubuntu 12.04 does not include the distribution for precise. 

You can add new distribution yourself, or borrow them from wheezy’s 

package: 

$dpkg -x xen-tools_4.3.1-1_all.deb 

Extract the files and then copy precise.d to “/usr/lib/xen-tools” 

 

Now let’s create VM with hostname “VM”, RAM size of 256M, one vCPU 

and the LVM volume group vg0 (on shared storage). 

xen-create-image --hostname=tutorial-pv-guest \ 

  --memory=512mb \ 

  --vcpus=2 \ 

  --lvm=vg0 \ 

  --pygrub \ 

  --dist=precise 

 

After finishing that, edit the configuration file for the VM (/etc/xen/VM.cfg) 

so that it will connect to xenbr0 bridge and use a fixed MAC address (which 

you can specify according to your entries in FreeRadius Server for authorized 

VMs). Your /etc/xen/VM.cfg may look like the following after modification: 

name = “vm” 

memory = 256 

disk = ['phy:/dev/vg0/vm,xvda,w'] 

vif = ['mac=00:16:3e:01:01:01,bridge=xenbr0'] 

bootloader = "pygrub" 

#kernel = "/var/lib/xen/images/ubuntu-netboot/amd64/vmlinuz" 

#ramdisk = "/var/lib/xen/images/ubuntu-netboot/amd64/initrd.gz" 

D. Setting up Xen to allow VM migration 
To enable live migration, the settings in the “/etc/xen/xend-config.sxp” should 

be modified. To allow live migration from any host, modify the file to have the 

following lines: 

(xend-relocation-server yes) 

(xend-relocation-port 8002) 

(xend-relocation-address ' ') 

(xend-relocation-hosts-allow ' ') 
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