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Abstract

This thesis studies the area of virtualization. The focus is on the sub-area
live migration, a technique that allows a seamless migration of a virtual
machine from one physical machine to another physical machine.

Virtualization is an attractive technique, utilized in large computer sys-
tems, for example data centers. By using live migration, data center ad-
ministrators can migrate virtual machines, seamlessly, without the users of
the virtual machines taking notice about the migrations. Manually initi-
ated migrations can become cumbersome, with an ever-increasing number
of physical machines. The number of physical and virtual machines is not
the only problem, deciding when to migrate and where to migrate are other
problems that needs to be solved. Manually initiated migrations can also
be inaccurate and untimely.

Two different strategies for automated live migration have been devel-
oped in this thesis. The Push and the Pull strategies. The Push strategy
tries to get rid of virtual machines and the Pull strategy tries to steal vir-
tual machines. Both of these strategies, their design and implementation,
are presented in the thesis. The strategies utilizes Shannon’s Information
Entropy to measure the balance in the system. The strategies further uti-
lizes a cost model to predict the time a migration would require. This is used
together with the Information Entropy to decide which virtual machine to
migrate if and when a hotspot occurs. The implementation was done with
the help of OMNeT++, an open-source simulation tool.

The strategies are evaluated with the help of a set of simulations. These
simulations include a variety of scenarios with different workloads. Our
results shows that the developed strategies can re-balance a system of com-
puters, after a large amount of virtual machines has been added or removed,
in only 4-5 minutes. The results further shows that our strategies are able
to keep the system balanced when the system load is at medium. This while
virtual machines are continuously added or removed from the system.

The contribution this thesis brings to the field is a model for how auto-
mated live migration of virtual machines can be done to improve the per-
formance of a computer system, for example a data center.
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Chapter 1

Background

This thesis is conducted in the area of virtualization. Virtualization is the
concept of having one or more virtual machines, with their own operating
systems, residing in one physical machine [2]. The number of physical ma-
chines is of course not limited to one. The physical machines might, for
example, be located in a data center that can contain hundreds to several
thousands of hosts [3]. A hypervisor creates and run virtual machines. The
actual responsibility of the hypervisor is to delegate computer hardware to
virtual machine monitors (VMMs). Each VMM is responsible for running
and controlling exactly one guest operating system. This means that each
of the guest operating systems has their own virtual platform to work on.
Xen[2] is such a hypervisor, with the ability to perform live migration, also
called VM relocation, [4]. The concept of live migration will be explained
shortly. See figure 1.1 for a graphical representation of a virtualization en-
vironment.

Figure 1.1: General structure of a hypervisor.

Virtualization of computer hardware can be done with a couple of dif-
ferent techniques. These are paravirtualization, full virtualization and hard-
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CHAPTER 1. BACKGROUND 4

ware assisted virtualization [5][6]. Paravirtualization requires modification
of the guest operating system’s source code to be able to handle certain in-
structions [4], with what is called hypercalls. A hypercall is basically where
requests from applications within a guest operating system are trapped by
the hypervisor and executed on behalf of the guest operating system. Full
virtualization works by doing binary translation. This is done by translating
non-virtualizable kernel code to instructions that the virtual machine mon-
itor can send to the actual computer hardware. The hypervisor emulates
computer hardware to let the guest operating system believe it is running
on the actual hardware. This means that full virtualization can be used
for guest operating systems where it is not possible to modify the source
code. A third technique for virtualization, hardware assisted virtualization
exists. This technique involves utilizing virtualization extensions that exists
in the instruction sets of CPU’s. Examples here are the Intel VT and the
AMD-V. When using hardware assisted virtualization there is no need for
paravirtualization or binary translation.

As an example, Xen was originally developed to utilize paravirtualiza-
tion, to provide fast virtualization. Later on, it was extended to support
hardware-assisted virtualization as well.

The services that are hosted in a data center often require less processing
power than the total processing power of one physical machine. This makes
virtualization an attractive approach to increase efficiency. The optimal
case here would be to have multiple services running on the same physical
machine. This will reduce the number of physical machines that are needed
and increase the efficiency of these machines. However, with an increasing
amount of servers (both virtual and physical) to keep track of and maintain,
the workload on data center administrators also increases.

Some virtualization platforms offer a feature called live migration. Live
migration is the act of moving a virtual machine from one physical machine
to another while the virtual machine is running. For a hypervisor to be
able to perform live migration, it needs to transfer the memory state of a
virtual machine from a source physical machine to a destination physical
machine. As stated before, this needs to be done while the virtual machine
is running. The dominant technique to accomplish this is called pre-copy,
and is described in [4] and [7]. The idea of pre-copy is that the memory
pages of a virtual machine are copied in iterations. In the first round all
pages are copied and in the next nth rounds only modified pages are moved.
The modified pages are tracked via a dirty bitmap maintained by the hy-
pervisor. The pre-copy phase terminates when a pre-determined bandwidth
rate is reached, or ”when less than 256KB remains to be transferred” [4].
At the end, there is a stop-and-copy phase where the virtual machine is
halted on the source and any newly modified pages are moved. When it has
been confirmed that the virtual machine has successfully been moved to the
destination physical machine it is re-activated.
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Live migration is important because it minimizes the downtime for the
services running on the virtual machine, when there is a need to move this
virtual machine to another physical machine [7]. In [8], the authors state
that by utilizing live migration, hotspots can be eliminated. As the authors
of [7] claims, it is possible to ”migrate an on-line game server or streaming
media server without requiring clients to reconnect”. They also state that
the ability to perform live migration is powerful, for any cluster adminis-
trators. As mentioned in [9], ”Live migration is a required technology for
building an agile, dynamic data center based on server virtualization”.

As live migration usage grows and its usability becomes more important,
the term heterogeneity grows to not only cover different CPU types from the
same vendor but also different CPU vendors. Cross-vendor live migration
is discussed in [10], in [6] the discussion is about live migration between a
broad range of AMD processors and in [9] it is described how live migration
can be performed between different generations of Intel processors. The
main problem of heterogeneity is the ability for a guest operating system to
handle a sudden CPU change while running, i. e. , after a migration. Not
only is there a CPU change, but the destination CPU might have other
and/or different instructions than the source CPU1. ”After a live migration,
guest software continues to maintain an identical view of the pre and post
migration hardware” [6]. One of the solutions to solve this involves creating
a baseline of the instructions available in all current CPU’s, such as those
available in a data center with a pool of physical machines. After this,
the idea is to let guest operating systems only perform instructions that
are available in this baseline. The requirement is that CPUID is used to
determine the instructions currently available in a CPU. There is also a
possibility to emulate certain instructions. With the proposed solutions, the
authors of [10] successfully performed migrations between AMD and Intel
hosts.

An important decision when designing the network of a data center is
whether the infrastructure should be centralized or distributed. A central-
ized approach is where a master node makes all the decisions regarding
migrations. One of the benefits by using a centralized infrastructure is that
only the master node gathers all the information and makes all the decisions.
This minimizes conflicts in the migration decisions. A drawback of a cen-
tralized approach is that it can easily become a bottleneck when handling a
lot of data. In the case of a distributed approach, there is no master node.
The migration decisions can be made be any of the physical computers in
the network. A benefit of using this approach is that it allows for better
scalability, and it alleviates the bottleneck of the centralized approach by

1As a side-note, when doing a cold migration, the guest OS is shutdown at the source,
then migrated and powered up at the destination. This means that the guest OS can
perform a platform identification during startup.
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removing the necessity of a master node. A drawback is that there might
be conflicts in the decision making. These conflicts needs to be taken care
of correctly.

We conducted an early pre-study experiment to confirm that it is possi-
ble to perform a live migration between different generation of CPUs. The
migration was done between two Intel CPU’s of different generations, an
Intel Core2Quad Q6600 2.4GHz from 2007 and an Intel i7-930 2.8GHz from
2010. Both systems had the operating system Ubuntu 12.10 with Linux
kernel 3.5.0-20-generic. Hypervisor software used was Xen 4.1. The exper-
iment was successful in that the guest operating system, an older version
of Ubuntu, was moved to the destination machine while still running. To
confirm that it was live migrated, the Linux command ping2 was run on the
guest OS during the migration.

2A simple program to perform ICMP echo request/reply to verify the ability to reach
a certain host.



Chapter 2

Problem Formulation

As data centers increase in size, and in the number of virtual and physical
machines, the workload on system administrators also increases. The reason
for this is that load balancing by migrating virtual machines is done man-
ually today. Furthermore, if the hotspots would, for example, occur during
night-time, there might be a considerable delay before manual migrations
are initiated. Even if manual migrations are initiated as soon as a hotspot is
detected, the decisions on where to migrate might be suboptimal. T. Wood
et al. also discusses the same issue in [8],

”Manually-initiated migration lacks the agility to respond to sud-
den workload changes; it is also error-prone since each reshuffle
might require migrations or swaps of multiple virtual servers to
re-balance system load. Migration is further complicated by the
need to consider multiple resources–CPU, network and memory–
for each application and physical server.”

Our thesis will focus on automated live migration. Letting the system
perform automated live migration is of great value both to system adminis-
trators and to customers of these virtalization services. The reason is that
automated live migration can both lighten the burden of the administrators
and increase the reliability of the services provided to the customers.

2.1 Aims and Objectives

Our main idea is to, automatically, identify overloaded hosts and pick a
virtual machine from one of the overloaded hosts and live migrate it to a
more suitable host with enough available resources. In addition to identi-
fying overloaded hosts, we want to identify underutilized hosts. When an
underutilized host is identified, a virtual machine from a highly loaded host
should be picked and be live migrated to the underutilized host.

7
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Our aim for this thesis is to create a model that will be able to describe
when to automatically perform live migration in a network setting consisting
of multiple virtual and physical machines.

The model will take available input parameters and use them to detect
hotspots. The parameters will, for example, be the current mapping of
virtual machines, the number of physical machines that are available, the
resource usage of each virtual and physical machine. A hotspot can be
defined as a physical machine exceeding a set of predefined threshold values.
Upon detecting a hotspot, live migration will be carried out without any
involvement from system administrators. The resource usage will consist of,
but is not limited to, memory usage and CPU load as these parameters were
identified to be important by T. Wood et al. [8].

Objectives

1. Find a good way to structure the virtual machine environment
(Hierarchical/flat-scale, centralized/distributed).

2. Identify parameters that can be monitored to detect hotspots.

3. Find an algorithm that can detect available resources within the sys-
tem.

4. Find a prediction algorithm that can be used to determine if a migra-
tion will result in increased performance for the overall system. The
algorithm must avoid spurious migrations.

5. Design a model for an automated live migration approach based on
the previous objectives.

6. Create a simulation environment using OMNeT++.

7. Evaluate the model in the simulation environment.

2.2 Research Questions

As has been discussed in section 2.1, our goal is to create a model that can be
used in data centers to alleviate the issues associated with manually-initiated
live migrations. The goal of the thesis is to create a model for automated
live migration. The model should be generic enough that it will work for
both LAN and WAN environments. Our thesis will explore methods and
solutions suitable for these environments. Additionally, the model will be
restricted to the usage of network attached storage, because the issues of
moving local persistent data is outside the scope of this thesis. This leads
to our first research question.

RQ1 – How can live migration of virtual machines be done effi-
ciently in an automated way?
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When building the infrastructure of a virtual machine environment, one
of the key aspects is whether it should be centralized, distributed or a hybrid.
This leads to a sub-question for RQ1.

RQ1.1 – What is the optimal way to structure a virtual machine
environment for automated live migration?

In our approach, one of the most important things to consider in an
automated virtual machine environment is how to detect hotspots. This
leads to our second sub-question for RQ1.

RQ1.2 – How can hotspots be detected in a virtual machine
environment?

Before live migration is performed, the system needs to identify physical
machines with enough resources to host the migrating virtual machine. As
virtual machines can be used within a heterogeneous computing environ-
ment, the system needs to take this into account when identifying available
resources. For example, if one physical machine is able to host a virtual
machine at 20% of the physical machine’s CPU capacity, another physical
machine might require up to 40% of its CPU capacity to host the same
virtual machine. This leads to our third sub-question for RQ1.

RQ1.3 – How can a suitable destination host be found in a het-
erogeneous computing environment?

If live migration is done blindly, the system can be in a worse state after
a migration has occurred than before. It is therefore important to predict
if a migration will be beneficial to the system or not. By predicting the
target machines’ workload, a near-optimal migration decision can be taken.
The workload here is defined as the target machines’ load and the load of
the virtual machine that is to be migrated. The metric CPU load of the
physical machines will be used to measure the performance of the system.
This leads to our fourth sub-question for RQ1.

RQ1.4 – How can the performance for the system be increased
by predicting the target machines’ workload before a migration
occurs?

2.3 Related Work

In recent years several research efforts have been conducted to improve the
area of live migration. For example, H. Jin et al. [11] improved the total
migration time by compressing the memory pages that are sent over the
network.

Other attempts have been focusing on live migration for wide area net-
work (WAN) environments, [12] and [13]. In [12], the authors describe how
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minimal downtimes can be achieved when performing live migrations over
long distances. Their research have proven that live migration can be an
efficient solution even outside local area networks (LANs). In [13], the au-
thors present a technique that minimizes the data that needs to be sent over
the WAN while performing live migrations. This is done for example by
avoiding empty or redundant memory pages to be sent.

Some work has also been conducted to reduce the power consumption
in data centers, [14] and [15]. In [14], the authors present a framework
that employs an economic approach to virtual machine environments. This
framework tries to reduce the power consumption by doing re-mappings
of the virtual machines at runtime. In [15], the authors propose an energy
efficient system. One of their goals is to find underutilized physical machines
that can be powered down. If the physical machine that is to be powered
down currently hosts virtual machines, these virtual machines are forced to
migrate.

The authors of [16] presents a different approach to live migration than
that of the pre-copy technique. Their approach uses logs to capture the
memory usage (tracing) and then replay these logs at the destination host.
According to their experiments, their newly presented technique greatly re-
duces migration overhead while still achieving better average performance,
both when it comes to downtime and total migration time, when compared
to the pre-copy technique. However, due to limitations in the developed
approach, their results did not hold for multi-core/multi-processor environ-
ments.

In [17], the authors propose a framework to simplify live migration be-
tween different kinds of virtual machine monitors. This framework connects
different hypervisors by only allowing similar features to run in each hy-
pervisor. For example, the set of CPU features must be the same for both
hypervisors that performs a live migration. An actual implementation of
their framework including their protocol, where they performed live mi-
grations between Xen VMM[2] and KVM[18], was also presented. It was
discovered that the downtimes and end-to-end times during the migrations
they performed with their framework was comparable to migrations done in
a homogeneous virtual machine monitor environment.

The proposal from the authors of [19] detects imbalance between clus-
ter nodes (physical machines) by using Shannon’s theory for information
entropy. After an imbalance has been identified, the authors utilize a cost
model to select a target host, out of a set of candidate nodes, to send the
workload to.

Another paper utilizing Shannon’s information entropy to detect imbal-
ance, in a cluster storage system, is [20].

In [21], the authors created a prediction model that uses the exponen-
tially weighted moving average (EWMA) to ”anticipate future bursts in the
resource requirements” when dealing with network monitoring, or more gen-
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erally, continuous traffic queries. Their system observes only CPU cycles but
it is mentioned in the paper that it can be changed to observe other param-
eters as well. The authors also mention that EWMA has the advantage of
being easy to compute.

In [22], the authors characterize which parameters affect a migration
the most. The reason for doing this is to be able to accurately predict the
migration performance, as the authors mention. They found that the most
influential parameter is the migration link speed. Pre-copy is mentioned
in their work as the dominant, best performing, technique when migrating
virtual machines. The other two techniques mentioned are stop-and-copy
and on-demand. They also discuss cost prediction as ”an integral part to
making an informed decision to where a workload is relocated.”

M. Mishra et al. [23] wrote an article that describes when, which and
where to migrate using existing migration schemes and techniques. They
mention the importance of keeping resource usage within the service level
agreements and the effects of ”overcommitting” to, or ”underutilizing” the
resources available. The resource management can be classified as ”Server
consolidation”, ”Load balancing”, and ”Hotspot mitigation”, when trying to
maximize the service level agreement adherence, according to the authors.
They also mention that the virtual machine to migrate can be selected either
straightforward, based on some decision, or that more considerations can
be taken into account, and that there can be several candidate VM’s in a
physical machine to choose from. They describe also where to migrate the
virtual machines. This decision might for example be based on the available
resources at a potential target machine.

In [24], the author describes a couple of load-sharing schemes. Among
these are the Sender and the Receiver schemes. In the sender scheme, the
overloaded host takes the initiative to share its load. In the receiver scheme,
the underutilized hosts takes the initiative and tries to find work. In our
work, the developed strategy Push resembles the Sender scheme and the
developed strategy Pull resembles the Receiver scheme.

In [25], the authors apply a P2P distributed resource scheduling frame-
work for Grid environments called GridIS. The system utilizes auctions to
make the decisions where to schedule the work that needs to be carried
out. The decisions are made to enhance the economical benefits of the grid.
The buyers pays with the resource usage for the time they will spend on
completing the job.

Few attempts have been made to automatically map virtual machines to
physical machines and use the mapping to perform migrations automatically.
One interesting research article related to this was written by T. Wood
et al. [8], where a framework for automated live migration is presented.
The authors measures both the physical and the virtual machine’s resource
utilization to decide when a migration is necessary.





Chapter 3

Research Methodology

The first step to reach our aim is to decide what type of infrastructure
the system will use. The infrastructure can be distributed, centralized or a
hybrid of the two.

The second step to reach our aim is to identify the required parameters
and algorithms that will be used to build the model. The parameters and
algorithms that needs to be found are:

• Parameters for identifying hotspots.

• An algorithm that can evaluate how balanced a system is.

• A prediction algorithm for estimating the workload after a migration
has occurred.

• An algorithm to determine how costly a migration will be.

We will perform a set of research-literature reviews to decide what kind of
infrastructure the system will use and to identify appropriate algorithms
and parameters. Appropriate in this context are algorithms that can either
be modified with minimal effort or can fit our objectives directly. Initial
information will be found by searching through reference databases, such as
Inspec1, for relevant articles. The initial information will be used to refine
our search methods. The reference list of the relevant research papers will
be used to find additional or closely related work that can be of interest.

The next step to reach our aim is to create a model with the parameters
and algorithms that were identified in the previous step. These parameters
and algorithms will be combined with the decided structure to create the
final model.

After the model has been created it will be evaluated in a simulated
environment where n physical and m virtual machines will be deployed.
The specification of each physical and virtual machine will be represented
by randomly-generated values. The specification will consist of, but is not

1Inspec can be found at Engineering Village: http://www.engineeringvillage.com
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limited to, CPU, memory and network capacity. The evaluation will cover
attempted migrations, actual migrations and how well it manages to remap
the virtual machines, compared to the state before the remap was performed.

The reason for choosing a simulation over, for example, a case study or
an experiment is mainly due to limited resources. A real environment or a
realistic testbed would require a large number of physical machines, which
is not financially feasible in the scope of a MSc thesis.



Model Description
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Chapter 4

Model Description

This chapter will describe our developed conceptual model. The model
assumes that there’s a set of connected computers with virtual computers
feeding the model with input parameters. The parameters will then be used
in the different algorithms that builds up the model.

4.1 System Structure

Our model utilizes a distributed approach. Having a distributed architecture
will help in situations where hundreds of physical machines are connected
together hosting thousands of virtual machines. If a centralized approach
would be used in such a scenario, it might not be known if a single machine
would be able to handle the amount of requests and calculations that are
required. The central control unit in a centralized approach could therefore
easily become a bottleneck. Issues regarding SPOFs1 can also be avoided
as our distributed approach runs the same algorithm on all the physical
machines in the system [26].

Even though the architecture is distributed there are no periodic up-
dates. Each physical machine is only responsible for the well being of itself.
The only point in time when messages between the physical machines are
exchanged are:

1. When a physical machine is connected to the network it wants to
advertise itself to gather information about the surrounding hosts as
well as give information about itself.

2. When a migration process is initiated and until it completes.

This approach has several advantages over using periodic updates. When
utilizing periodic updates, it is possible that data used in the decision making
process is outdated because changes occur after the last update and before

1Single Point Of Failure

17
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a new one is sent. Increasing the update frequency alleviates this problem
at the cost of increased resource usage. Making a decision on old or obsolete
data can cause unwanted effects, such as spurious migrations. Spurious
migration can be seen as migrations taking place on account of another
migration, as in the domino effect. Consequently, it was decided that the
data should be collected only when a migration process is initiated. This
ensures that we in the majority of cases have up-to-date data to work with
and can therefore make the best decisions regarding migrations. The only
cases where there will be latencies and the data might be out-dated is when
a reply to a request is delayed. The maximum time of this delay is 10
seconds, after this any reply is ignored. To read more about this time, see
section 4.2.2.

This approach leads to a special multi auction type selection process
that is used in our model. The auction used in our model is based on
the first-price sealed-bid auction type [27], but with several items being
auctioned and only one of them being sold. When a physical machine is
overloaded and needs to migrate a virtual machine, it sends out information
about all its virtual machines to all neighboring physical machines. Let
VMs = {VM1, V M2, ..., V Mn} be the set of items that the neighbors can
bid on. The neighbors may bid on one, several or all of the items in VMs.
The bids consists of the neighbors’ available resources as well as their past
resource usage, as described in section 5.4. The overloaded physical machine
selects the best candidate according to the bids and performs the migration.
This means that only one out of all bids will get selected. The neighbor that
receives the virtual machine pays with the resources the virtual machine
uses.

If a physical machine fails to place a bid, it is not considered as a candi-
date for migration. There are several reasons this decision was made:

1. Accepting the physical machine violates the auction rules. There must
exist a bid to be able to buy something.

2. The physical machine might be down, e. g. , for maintenance or other
reasons and therefore not being an interesting candidate.

3. There might be a link failure and choosing this machine as a candidate
will make unnecessary delays in the migration process.

4. The physical machine might be overloaded and cannot process the
request in a timely manner. See section 4.2.1 for details.

4.2 Algorithms

In this section, we will first present the different strategies used in the model.
After this, we will go through when and how a migration will be initiated.
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To be able to perform migrations in our systems, there’s a need for locking
mechanisms. These will be explained in section 4.2.2. Following this, we
present the system performance model for making informed migration deci-
sions. To make the migration decisions cost-aware, a description about the
cost model that is used is given in section 4.2.4. After this, we explain how
the system performance model utilizes the exponentially weighted moving
average (EWMA) to predict future resource usage. The last section will
provide a description of the backoff algorithm. This algorithm will limit
resource consumptions in case of repeated migration failures.

4.2.1 When to Initiate Migrations

Our model uses two strategies to handle migrations.

1. Push strategy

2. Pull strategy

The idea of these strategies comes from task sharing and task stealing
scheduling techniques often found in libraries for distributed programming.
This is discussed in [24]. These techniques allows for dynamic load balancing
by moving threads from one processor to another. Task sharing occurs when
a computing node has too much work to be able to calculate everything on
its own, i. e. it is overloaded. When a node becomes overloaded it tries
to move work to another node or processor. In task stealing, if a node is
underutilized, meaning that it is idle or has a limited amount of work to do,
the node tries to help the other nodes by stealing their tasks and complete
them on their behalf [28]. When it comes to our model, the push strategy
can be compared with the task sharing technique and the pull strategy can
be compared with the task stealing technique. Because the push and pull
strategies are different they require different methods for when a migration
process can be initiated.

The push strategy uses the CPU utilization level for the physical ma-
chines to determine when a migration process should start. The CPU uti-
lization is sampled every second and it is averaged over a five minute period,
similar to how the Linux CPU load is computed. The reason for having the
load being the averaged over a five minute period instead of over a one
minute period is that the system might react to quickly otherwise. This
means that the system might initiate unwanted migrations because of, for
example, a short spike in the load [8][20].

To understand the Linux load it is important to clarify what this value
means. Imagine that a computer have 0.6 load, this means that it is using
one of its cores to 60% of its maximum capacity. If a computer only has one
core and it is used to its maximum capacity without any queued processes,
it will have a 1.0 load. If a computer have n cores and these cores are used
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to their maximum capacity, the load will be n. As one of our goals is to be
able to support a heterogeneous computing environment where the nodes
are able to have different amount of cores, the load needs to be normalized
with respect to the maximum capacity of these nodes. This means that a
computer’s load will be in the range from zero to one regardless of how many
cores it has. When the normalized CPU load of a physical machine reaches
above 0.7 the migration process is initiated. The reason for choosing 0.7 is
because the running processes gets exponentially increased response times
if the load reaches above this value [24]. This means that the initiation of
the migration process is done reactively, as described in [23].

To construct a CPU utilization value similar to the Linux load it is
important to have access to the CPU scheduling events. If this model is im-
plemented in, for example, the Xen hypervisor it is not possible to get these
events without modifying the hypervisor. These events are hidden from the
management domain, domain-0. One way to access the CPU scheduling
events is to use a third party tool, i. e. XenMon. With the XenMon tool it
is possible to access CPU scheduling events such as blocked time and waiting
time, which can be used to construct the load value [29].

In the Pull strategy the migration process also uses the CPU utilization
as a measurement for when a migration process should be initiated. As in
the push strategy, the migration process is reactive and initiated when the
normalized load drops below 0.3 for a physical machine. The value 0.3 is
chosen as the counter-part of 0.7 (the limit where the Push strategy initiates
migrations).

It should be noted that, in the push strategy, an auction will fail if all
the target hosts have insufficient resources to hold any of the source’s virtual
machines. Imagine that we have a scenario as illustrated in figure 4.1a. In
this scenario, PM1 is overloaded and needs to migrate one of its virtual
machines to either PM2 or PM3. However, a migration from PM1 to either
PM2 or PM3 will result in either of them being overloaded. In this case,
the auction will fail and a backoff algorithms will run to prevent wasteful
usage of network resources. See section 4.2.7 for more information about the
backoff algorithm. Consider instead the scenario illustrated in figure 4.1b. In
this scenario, PM1 is still overloaded and need to migrate one of its virtual
machines. Migrating any of the virtual machines from PM1 to PM3 will
cause PM3 to become overloaded. However, by migrating a virtual machine
to PM2, both PM1 and PM2 will have their CPU utilization below the
threshold. In this case a migration from PM1 to PM2 will be performed.
Similar to the push strategy, an auction in the pull strategy will fail if there
exists no targets whose load will remain above 0.3 after stealing a virtual
machine. Consider the scenario illustrated in figure 4.2a. In this scenario
PM1 is underutilized and wants to steal a virtual machine from PM2 or
PM3. If PM1 steal any of the virtual machines from either PM2 or PM3,
they will become underutilized instead, hence the migration process will
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end in failure and the backoff algorithm will be initiated. In the scenario
illustrated in figure 4.2b, PM1 can steal a virtual machine from either PM2
or PM3, with the exception of the blue virtual machine of PM3, and their
utilization will be above the threshold. In this case a migration will be
performed.

(a) Failure (b) Success

Figure 4.1: Success and fail scenarios for migrations using the push strategy

(a) Failure (b) Success

Figure 4.2: Success and fail scenarios for migrations using the pull strategy

In section 4.1, we mentioned that if a physical machine fails to place
a bid it can be considered overloaded and should not be considered as a
candidate for migration. This is only valid in the push strategy but not in
the pull strategy. Ignoring a physical machine that does not reply with a
bid, in the push strategy, is a rational choice as it can be assumed that it
is overloaded and will not be able to host any more virtual machines. To
be able to cope with the fourth reason when dealing with the pull strategy,
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a timeout exists. This will make sure that there is enough time to send a
reply even if a physical machine is overloaded. See section 4.2.2 for more
information about the timeout.

In both strategies, the load is measured for the physical machine. This
means that in our approach it is not possible to measure if a virtual machine
is overloaded. If such a case should occur it is the administrator’s responsi-
bility to either ignore it or allocate more resources for that particular virtual
machine.

Variable Threshold

Our developed push and pull strategies both have strengths and weaknesses.
The pull strategy will not be able to account for over-utilized physical ma-
chines and the push strategy will not be able to account for underutilized
machines. One idea to solve these shortcomings is to implement a variable
threshold. This variable threshold technique will periodically decrease the
threshold for the push strategy and periodically increase the threshold for
the pull strategy. To demonstrate why the variable threshold is important
for the model, imagine that we have a system as in figure 4.3. Assuming
that a physical machine’s load never goes beyond 0.7, the system will con-
tinue to run in an imbalanced state. Now imagine that we have applied the
variable threshold, as time goes on the threshold will continuously decrease.
When the threshold reaches 0.6 an auction is initiated by PM1 as can be
seen in Figure 4.4. The same reasoning can be applied to the Pull strat-

Figure 4.3: An imbalanced system that is unable to perform migrations due
to the physical machines’ CPU load not reaching the threshold.

egy as well. In this case, the threshold is needed even more than in the
Push strategy. Consider the case where no physical machines become un-
derutilized. Hence, no stealing will be performed. However, unlike the push
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Figure 4.4: With the activation of variable threshold, PM1 can now perform
a migration that will result in a more balanced system.

case, physical machines can now be overloaded and the system is not able
to deal with it. This situation is more critical because the services provided
to the customers might fall below acceptable levels and this might result in
a violation of the service level agreement [22][30].

Whenever an auction fails, the threshold for the physical machine that
initiated the auction is reset to its original value. This is similar to the
TCP congestion control where the congestion window is reset whenever a
timeout happens[31]. Each node in the system have their own independent
threshold, which is updated by itself with no external influence by, for ex-
ample, system administrators. This may cause oscillations in the system.
Oscillations occurs when the threshold for all physical machines drops at
the same time, which can cause multiple migrations to be initiated concur-
rently. These oscillations may cause slowdowns in the system by excessive
bandwidth usage and overhead on the physical machines performing the mi-
grations. To prevent oscillations in the system it was decided to introduce
a random factor that controls when the threshold should be updated. The
threshold update time is defined as follows. The mean update time is n

seconds. The lower bound is set to l = n− 2n

5
seconds and the upper bound

is set to u = n+
2n

5
seconds. The update time is chosen uniformly between

the upper and lower bound, thus the update time is

X(n) = [l, u] = n+ uniform
[
− 2n

5
,
2n

5

]
(4.1)

The threshold updates are scheduled events and utilizes the last update time
as a variable to schedule future updates.

Ti = Ti−1 +X (4.2)
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By utilizing equation 4.2 we can mitigate oscillations in systems using our
model.

4.2.2 Resource Locks

When migrations are performed it is important not to move too many virtual
machines to the same host at the same time, because it might cause the host
to become overloaded. The same is true when stealing virtual machines.
If a physical machine is underutilized it should not begin steal attempts
continuously. For these reasons it is important to lock the resources for the
physical machines when a migration is in process. This applies both to the
push and the pull strategy.

The locking techniques differ quite a bit depending on what migration
strategy is applied. When using the push strategy the locking mechanism
must be more strict, otherwise there is a possibility that, at the same time,
several overloaded physical machines push virtual machines to the same
target causing that target to become overloaded.

Push Strategy Locking

As all the physical machines in the environment are possible candidates for
a migration it is important to lock all of them when a migration process
is active. Locking enforces a one bidder - one seller relationship. Locking
all physical machines for an extensive period of time is suboptimal and
therefore the locking is conducted in several steps. After the first broadcast
message is received, the physical machines are locked and cannot handle
other migration requests. See figure 4.5a. The candidates send their bids
to the source and await the announcement, as shown in figure 4.5b. The
announcement contains which physical machine is the winning bidder. When
the source is done calculating which of the target physical machines is the
best candidate, it sends an announcement to the bidding nodes, as can be
seen in figure 4.5c. The non-winners will release their resources and are now
available to process other migrations. The winner will continue with the
migration process and have its resources locked until the process is complete,
as illustrated in figure 4.5d.

If a physical machine is locked and receives a migration broadcast mes-
sage it will reply with an empty bid. This has several advantages over
ignoring or dropping the messages. The first advantage is that this can
serve as a heartbeat signal to tell the requesting node that it is still alive.
The second is that all physical machines have a map over which physical
machines that participates in the same system. If one of the physical ma-
chines that is present in the map do not reply to a message, it can indicate
several things. For example, it may indicate that the node is down, that it
may suffer network congestion or that it is overloaded and cannot handle the
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(a) Initial broadcast message. The
physical machines that receives this
message have their resources locked.

(b) The physical machines reply to
this message with their bids.

(c) The source calculates and decides
upon a winner and sends this infor-
mation to all machines that replied
to the initial broadcast message. The
non-winners release their locks.

(d) The winner retains its lock until
the migration process is complete.

Figure 4.5: A push migration scenario with respect to resource locks.
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request in a reasonable time frame. Problems as the ones above are handled
in the system by timeouts and this is by default set to 10 seconds. Now
consider the scenario in which all but one physical machine, which is locked,
are ready to process migration broadcasts. All of the non-locked physical
machines reply with a bid to this message and the locked physical machine
drops the message, i. e. it sends no bid. If this scenario occurs the source
node needs to wait for the entire timeout duration, rather than calculating
directly as in the case when it receives an empty message from the locked
node. It should be noted that if all physical machines are locked when a
new request is issued and the candidates reply with empty bids, there are
no candidates to process and the backoff algorithm will be initiated. See
section 4.2.7 for more information about the backoff algorithm.

Pull Strategy Locking

The locking technique does not need to be as restrictive as it was in the
push strategy because one physical machine is limited to initiate only one
migration at a time. The only reason locks are required in the pull case is
because it is possible that several physical machines try to steal the same
virtual machine. This means that we lock the virtual machine that is subject
for a migration. When subsequent calculations are carried out, the virtual
machine that is locked is not taken into consideration. Unlike the push
strategy the announcement is not sent via multicast but is sent via unicast
to the node that owns the virtual machine that is selected as a candidate.
This is possible because the other physical machines do not require a message
telling them to release their resources. Instead the source node asks to steal
a virtual machine. The target node may answer yes or no depending on
whether the virtual machine still exists on the node or whether it is locked.
A negative response may occur if another physical machine had already
stolen the virtual machine in question, or is in the process of stealing it.

A possible scenario for a how the locking is done in the pull case is shown
in figure 4.6a. When the node is underutilized it sends out a broadcast
message to get information about the available virtual machine candidates.
The physical machines reply with a message containing the virtual machines
that runs on that node, as shown in figure 4.6b. After the source node has
calculated which virtual machine is the best candidate, it sends a request to
the target physical machine asking to steal this candidate. This is illustrated
in figure 4.6c. In this case, the target host accepts the request and locks the
virtual machine as shown in figure 4.6d. The lock is released only after the
migration is complete.
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(a) Initial broadcast message indicat-
ing that the source wants more work.

(b) The physical machines reply to
this message with their bids.

(c) The source calculates and decides
upon a winner and send this informa-
tion only to the winner.

(d) The winner locks the virtual ma-
chine that is subject for a migration
and continues with the migration pro-
cess.

Figure 4.6: A pull migration scenario with respect to resource locks.
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4.2.3 System Performance Model

This section will describe the system performance model and it is based on C.
Shannon’s Information Entropy, henceforth referred as Information Entropy.
This model have been used in several projects, such as [19] and [20]. The
reason why Information Entropy is a good metric is because it measures the
balance in a distribution. This means that a poorly balanced distribution,
i. e. , a skewed distribution, will get a low score and a distribution that is
close to the uniform distribution will get a high score. In our case the load
values in each physical machine in the computing environment determine
the distribution that is used to evaluate the balance of the system, i. e. , the
system’s performance.

Before the model is described, it is important to clarify what is meant by
system performance. In our approach, the performance in a system depends
on how well-balanced the load is distributed among the different physical
machines. This is a good measure for several reasons, some of which are
listed below.

1. By having the load balanced between nodes, such that no node is
overloaded, the response time of the services running on these hosts
may decrease. Resource waste in the case of underutilized physical
machines can also be avoided [23].

2. The heat produced by the nodes will be more dispersed and thus easier
to manage.

3. It is a good indicator of how loaded the system is. This makes it easier
to decide if more customers can be served in the current set-up.

The model takes the load values for every physical machine and produce
a single output value, which ranges from zero to one. Since our system
should be able to handle heterogeneous environments, the load needs to be
normalized for every physical machine with respect to its own maximum
capacity. Recall from section 4.2.1 that a host with n cores has a max load
value of n. Let li, where 1 < i < n, be the load of a single physical machine
i and li max be the maximum capacity of that machine. It is then possible
to construct an equation for the normalized load.

ai =
li

li max
(4.3)

Given ai we can construct an equation for the normalized load with respect
to all the physical machines. Hence we get

pi =
ai
n∑
i=1

ai

(4.4)
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Let P = {p1, p2, ..., pn} be the set of the normalized load values over all
physical machines. The entropy of P is

H(P ) = −
n∑
i=1

pi ∗ log pi (4.5)

To make H(P ) easier to understand we normalize this value with respect
to the maximum entropy H(P )max = log n, which corresponds to the case

where Pi =
1

n
[19]. This makes it easier to understand the state of the

system because the equation only returns values between 0 and 1. The
closer to 1, the more balanced the state of the system is.

E(P ) =
H(P )

H(P )max
=

n∑
i=1

pi ∗ log pi

log
1

n

(4.6)

E(P ) can be called the normalized entropy and is the equation that is used
in our implemented algorithms, which can be found in Chapter 5.

The reader should notice from equation 4.6 that the entropy of P will
be less affected by migrations as the number of physical machines increases.

4.2.4 Cost Model

This section describes the cost model that was developed by H. Liu et al.
[1]. A variation of this model was also used in one of their earlier work [16],
and in both cases the model produced good results.

The cost model assumes that the pre-copy technique is used for live
migration. Since our implementation is based on Xen, this assumption holds.
The cost is defined as the time it takes for a virtual machine to start being
migrated and until it is fully functional on the destination host (i. e. , the
total migration time). This time is categorized into two parts [1][32]:

1. Migration time

2. Downtime

The migration time is the time the virtual machine is migrated while the
guest OS is running. During this time, services running inside the virtual
machine may suffer from performance penalties. Downtime is the time the
virtual machine is not operational as it moves the final memory pages to the
destination host.

The main goal of the cost model is to find good migration candidates
with respect to the total migration time. There are several reasons for this.
Firstly, the performance penalty should be as short as possible on the virtual
machines to provide a seamless service. Secondly, the traffic on the network
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should be reduced. This will, for example, allow for more bandwidth to be
utilized for other applications.

When migrating virtual machines the cost might vary depending on
memory sizes and memory access patterns. While the memory size has
the largest impact on the migration time, the memory access pattern can
still play a big role for some applications.

Table 4.1: Parameters for the cost model [1].

Vmem (MB) Size of the virtual machine’s memory

Vmig (MB) Amount of network traffic required to perform a migration

Tmig (s) Total migration time when the virtual machine is still op-
erational

Tdown (s) Total downtime when the virtual machine is not opera-
tional

Vthd (MB) Threshold value for the remaining dirty pages to be trans-
fered in the last round

R (MB/s) Available bandwidth that can be used for the migration, i.
e. the memory transmission rate

D (MB/s) Page dirty rate during migration

W (MB) Writable working set, the memory pages that are frequently
written to

There are a few key parameters that needs to be defined before presenting
the model. These can be found in table 4.1. All parameters are normalized
by MB, MB/s or seconds(s). It is assumed that the pre-copy algorithm will
complete in n rounds. With this assumption, we define the data that is
transmitted in each round as Vi(0 ≤ i ≤ n), and the time it takes for each
round as Ti(0 ≤ i ≤ n). V0 is the size of the virtual machine’s memory and
T0 is the time to transfer Vmem. With the above information, it is possible
to construct the formula for Vi:

Vi =

{
Vmem, if i = 0;

D ∗ Ti−1, otherwise.
(4.7)

With equation 4.7 we can calculate the time it takes for a round to complete:

Ti =
D ∗ Ti−1

R
=
Vmem ∗Di

Ri+1
(4.8)

If we let λ be the ratio between D and R, (D/R), then by combining
equations 4.7 and 4.8 we get:

Vi = D ∗ Vmem
R

λi−1 = Vmemλ
i (4.9)
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If we sum up all Vi for the total number of rounds, n, we get the following
formula:

Vmig =
n∑
i=0

Vi = Vmem ∗
1− λn+1

1− λ
(4.10)

If we combine equation 4.8 with the ratio λ we can calculate the migration
time as follows:

Tmig =
n∑
i=0

Ti =
Vmem
R
∗ 1− λn+1

1− λ
(4.11)

Tmig is most likely the most time consuming stage of the migration.
This time also signifies performance degradation and it should therefore be
considered the most critical parameter in the cost model [33]. To define the
downtime we need two variables. 1) Tn, the time it takes for the last round
of the pre-copy algorithm to complete and 2) Tresume, the time it takes to
resume the virtual machine at the host. In this model we assume a static
time of 20ms to define Tresume. According to H. Liu et al. [1], this is a
reasonable assumption as Tresume has little or no variation. This gives us
the following formula for the downtime:

Tdown = Tn + Tresume (4.12)

The total number of rounds that is required to successfully complete a
live migration can be defined as Vn ≤ Vthd where 1 ≤ n ≤ 29 [22]. Vthd is a
fixed value and is currently set to 256kB, as this is the default value in Xen
VMM [4]. From equation 4.9 we can derive the number of rounds that are
required to complete the migration. This is defined as follows:

n =

⌈
logλ

Vthd
Vmem

⌉
(4.13)

H. Liu points out in [1] that the pre-copy algorithm would need less
rounds to complete if λ is small. This is understandable as both Vmem and
Vthd have fixed sizes during a migration.

The above model assumes that λ ≤ 1. This is not sufficient for our re-
quirements. Having such an assumption means that we cannot estimate the
cost for virtual machines where the page dirty rate exceeds the transmission
rate. To deal with this, the model needs to take the writable working set
(WWS) into account. The WWS is a set of memory pages that are con-
tinuously written to. These pages may include stack or local variables [7].
The WWS gets dirtied as fast or faster than the transmission rate of the
network and is therefore not a candidate in the iterative migration process.
The WWS is normally sent in the last round of the pre-copy algorithm. As
these pages are ignored during the pre-copy phase, the cost model needs to
ignore them as well. According to H. Liu et al. [1]
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”the size of the WWS is approximately proportional to the pages
dirtied in each pre-copy round. That is

Wi = γ ∗ Vi (4.14)

where γ refers to the memory dirtying rate and the duration of
each iteration.”

The variable γ is defined as

γ = ω ∗ Ti−1 + ξ ∗D + ψ (4.15)

where ω, ξ, and ψ are coefficients that describes the relationship between
the memory dirtying rate and the duration of each iteration. In [1], these
coefficients were investigated by training the model with the help of the
DaCapo benchmark [34]. As these coefficients have already been trained
with various representing workloads it was decided that the results can be
directly applied to the cost model for our use. Using the trained coefficients,
the model is defined as follows:
γ = −0.0463Ti−1 − 0.0001D + 0.3586. According to H. Liu et al. [1] the
coefficient of determination, R2, for this model is 0.843. R2 gives us a value
of how well some data fits a curve. The closer the R2 value is to 1, the better
the accuracy of the model is.

The algorithm for the cost model, as defined in [1], is shown in Algo-
rithm 1.

Algorithm 1 The algorithm of the cost model.

1: let V0 ← Vmem /* The data that is transferred in the first round */
2: for i = 0 to max rounds do

3: Ti ←
Vi
R

4: γ ← ω ∗ Ti + ξ ∗D + ψ
5: Wi+1 ← γ ∗ TiD /* The writable working set */
6: Vi+1 ← TiD −Wi+1

7: if Vi+1 ≤ Vthd or Vi+1 > Vi then
8: Vi+1 ← TiD /* The data that is transferred in the last round */

9: Ti+1 ←
Vi+1

R
10: Tdown ← Ti+1 + Tresume
11: break
12: end if
13: end for

14: Vmig ←
max rounds∑

i=0
Vi

15: Tmig ←
max rounds∑

i=0
Ti
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The parameters vmem, Vthd can be gathered from statistical tools pro-
vided by Xen. The parameter D, the page dirty rate, can be measured at
run time by peeking at Xen’s shadow page table. The method to measure
the page dirty rate is explained in [7]. The page dirty rate used in our thesis
is explained in section 7.1.1. The parameter R is set at start up and remains
fixed during a migration. The default value of R is set to 50% of the net-
work’s bandwidth. This because we do not want to consume all of the link’s
available bandwidth as this may negatively impact services in the system.

4.2.5 Combining Cost and Information Entropy

When both the information entropy and the cost are known, the hotspotted
machine can find the best candidate to send or steal a virtual machine to
or from. The choice is based on the combination of the lowest cost and
the highest utility. Although we can find the best candidate, based on the
information entropy, it might not always be the ideal candidate with respect
to network traffic and the time it takes for a migration to complete [19][20].
As stated in [23], ”Generally, the aim of VM selection is to minimize the mi-
gration effort.” Migration effort is basically the time it takes for a migration
to complete as well as the amount of network traffic necessary to perform
the migration. After the information entropy is calculated, the cost is ap-
pended to this information. This is done for every virtual/physical machine
combination. Based on this information a mean cost value is constructed
using the following equation.

Cmean =

n∑
i=1

Ci

n
(4.16)

Candidates with a higher cost than the Cmean are discarded. The remain-
ing candidates are sorted based on the information entropy and the can-
didate yielding the highest entropy is selected as the final candidate, as
equation 4.17 shows.

VMcandidate = max(E(P )) (4.17)

where E(P ) is defined in equation 4.6. By using equation 4.16 and 4.17 it is
possible to create a list that is populated with candidates having sufficiently
low migration cost. Based on this list it is possible to choose the candidate
that will increase the performance of the system the most.

It is possible that the best candidate does not accept the migration in
the Pull strategy, as described section 4.2.2. If such a scenario would occur,
the candidate with the second best information entropy would be selected
as the best candidate. If no candidates accept the migration, the backoff
algorithm is initiated. The scenario described above will not occur in the
Push strategy as a candidate is unable to refuse a migration.
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4.2.6 Prediction Algorithm - EWMA

The prediction algorithm that is used in our model is the exponentially
weighted moving average (EWMA), defined by the equation 4.18. The
EWMA algorithm in our model is used to predict the load of a virtual
machine so that it is possible to make an informed decision as to where the
virtual machine can be migrated. The prediction accuracy of the EWMA
depends on the time it takes for the migration to complete. The time for a
migration can range from a few seconds to a few minutes [7]. This means
that EWMA cannot be used directly as a prediction algorithm. Instead it is
used as an algorithm calculating the mean where past values are weighted
less than current values.

The series Y = {Y1, Y2, ..., Yn} is assumed to have sequentially recorded
observations. The constant λ determines how much the historical data will
affect the predicted value St. A lower value of λ means that the historical
data will have more influence on the predicted value while a higher value
will practically be equal to the most recent observations [35]. The variable
λ is set to 0.2 in our model, as this was suggested by J. Stuart Hunter in
his paper [35]. S1 is by default undefined and needs to be initialized. It
was decided that S1 would be initialized by taking the average of the 5 first
observations from the series Y , i. e. Y1, Y2, ..., Y5.

St =


5∑
i=1

Yi

5
, if t = 1;

λ ∗ Yt−1 + (1− λ) ∗ St−1, if t > 1.

(4.18)

The usage of the EWMA has both advantages and disadvantages. The
biggest advantage is that the calculations are easy to perform, i. e. , the
calculations are fast and do not require much memory [21]. This is preferable
as the computation should be easy to perform in order to minimize the
performance impact on the physical machine that performs it, especially if
that physical machine is overloaded [32]. The biggest disadvantage is that
EWMA can only work with a single variable [21]. For example, the CPU load
often depends on other variables such as memory access patterns and I/O.
However, in our thesis, we do not investigate this correlation. We simply
treat CPU load as one independent variable. Another disadvantage is that
it require the predicted value to be in sequence with the observed values.
This causes a small problem in the way we use the EWMA. In our case, we
sample load values of, for example, a virtual machine. These load values are
sampled every second and the entire set consists of 100 samples. Let Y100

be the hundredth sample at time 100, then S101 will be the predicted value
at 101 seconds. This means that the EWMA can only predict values one
second in the future.

The EWMA algorithm is used in several areas of our strategies. One
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such use is when calculating the suitability of the virtual machine candi-
dates. This is done by computing the EWMA for the physical machine’s
load as well as the EWMA for the candidate’s load. In the push strategy, if
the EWMA of the physical machine’s load and that of the virtual machine
candidate’s load is below that of the maximum CPU threshold, it is con-
sidered as a candidate. Otherwise the candidate is discarded. The same is
true with the pull strategy with the difference that the virtual candidate’s
load is subtracted from the physical machine’s load and the result should
be above the minimum CPU threshold. Another area where we use EWMA
is when calculating the information entropy. The EWMA for all physical
machines’ load and all virtual machine candidates’ load are calculated. In
the push strategy, the EWMA value of a virtual machine’s load is added to
the EWMA value of the target physical machine’s load and subtracted from
the EWMA value of the source’s load before calculating the information
entropy. In the pull strategy, it works the other way around. The EWMA
value of the virtual machine candidate’s load is subtracted from the EWMA
value of the physical machine’s load and added to the EWMA value of the
source’s load before the information entropy is calculated.

4.2.7 Backoff

The backoff algorithm is a mechanism that prevents a physical machine
from exhausting both its own resources and the network’s resources when
it repeatedly fails at a task. The algorithm runs at several points in the
model. The algorithm is executed

• whenever there are no suitable candidates returned to a hotspotted
machine (Push),

• whenever an underutilized physical machine does not find a suitable
virtual machine to steal (Pull),

• whenever all possible virtual machine candidates returns a negative
acknowledgment (Pull).

The machine that initiates the backoff algorithm does not send a new
hotspot message or steal again for a random period of time. This random
value is based on an exponential function, which keeps track on the number
of failed migration attempts by the machine. This function is derived from
the exponential backoff, presented in the IEEE 802.3 standard [36], with a
time slot of 0.5 seconds and is defined as follows:

b(c) = rand(2c − 1) ∗ 0.5 (4.19)

where b(c) is the backoff time, c is the number of failed auction attempts
and rand() is the random uniform distribution between 0 and 2c − 1. As
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a hotspotted machine accumulates failed migration attempts, the backoff
algorithm, as intended, returns a very large backoff time. To prevent this
time from growing to infinity, which would result in a physical machine not
being able to send out additional hotspot messages, it was decided to set a
maximum backoff time. This time is set to 120 seconds.
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Chapter 5

Implementation

This chapter describes the implementation of the simulation. The system
as a whole is described, a description of the simulation is given and the
developed algorithms are presented. At the end of this chapter, the simula-
tion output, communication protocol and any stored data in the system is
presented.

5.1 System Overview

This section presents the system design and how it can be implemented in
hypervisors such as Xen. As seen in figure 5.1, our implementation, denoted
as Auto. Mig. Module, would reside in the management virtual machine
called domain-0. From this domain it is possible to gather all information
that is necessary to run the implementation. The CPU utilization for all
virtual machines can be retrieved with the tool XenMon. A short description
of this tool can be found in section 4.2.1. The memory utilization, i. e. , the
page dirty rate, can be collected by peaking inside the shadow page table.
The shadow page table resides in the hypervisor layer [2][11]. All virtual
machine’s I/O usage is directly mapped to domain-0 and can be collected
more easily than the CPU and memory utilization.

If we take a look at the Auto. Mig. Module, which is found in figure 5.1,
there are two additional modules, the Control Module and the Computation
Module. These modules define our entire implementation and cover every-
thing described in chapter 4. These modules are separated based on the
functionality they provide. The Control Module is responsible for process-
ing messages and invoking the correct methods provided by the Computation
Module. The Control Module is also responsible for processing the migration
flow and all the steps required to perform a migration. See the algorithms
in section 5.3 for more information about these steps. The Computation
Module basically does what the Control Module tells it to do. For instance,
the Computation Module is responsible for detecting hotspots, record past
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Figure 5.1: The design of the implemented model.

load observations, calculate the information entropy and cost for each virtual
machine candidate and select which candidate is most suitable to migrate.

To be able to demonstrate the developed model and algorithms, we sim-
ulated them using OMNeT++. OMNeT++ is a powerful, open-source,
discrete-event simulation tool. For more information about OMNeT++, see
[37]. OMNeT++ simulations are programmed in C++.

5.2 Simulation Description

The simulation environment is a network of physical machines. To imitate
the network topology of a data center it was decided to use a physical switch
to interconnect the physical machines. This is illustrated in figure 5.2. The
switch is assumed to be able to switch at full speed on each port at any time.
The communication in the network is done via messages. See section 5.4
for information about the communication protocol and the messages that
are sent. The overall structure of the network is described in a Network
Description (NED) file [38]. NED is used to define the module structure.
As an example of what is configured in our NED file, we define our physical
and virtual machines as modules, and these modules are inter-connected
with gates and channels.

The physical machines are implemented as C++ objects, with an in-
terface that allows changes to the numbers of cores, physical memory, link
speed and page size.

The simulation can be loaded with an arbitrary amount of parameters,
with the help of an initialization (.ini) file. This makes it easier when running
the simulation in different modes with different variations of parameters, in-
stead of having to recompile and change the source code to alter parameters
in the simulation. The following are some of the important variables that
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Figure 5.2: A sample run showing the topology when 15 physical machines
are simulated with OMNeT++.

are present in the .ini file:

• Random number generators (RNG), one for each parameter. Each of
the following variables has access to an independent stream of random
numbers:

– The amount of physical memory in a physical machine

– How many virtual machines any one physical machine hosts at
startup

– The amount of memory used by a virtual machine

– Dirtying rate at any virtual machine

• Link speed of the physical machines

• Threshold value for the physical machines’ CPU

• Memory page size

• The number of physical machines that are present in the current sim-
ulation

• Initial system load

• Burst and drain occurrences, (see section 7.1 for more details about
this parameter)

• The number of virtual machines to be added to the system during the
whole simulation run
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• The number of virtual machines to be removed from the system during
the whole simulation run

• System state improvement, i. e. , a migration must result in an im-
provement given in percentage units

• Transmission rate, the bandwidth available for a migration

• Load level, representing the average load for the past 1, 5 or 15 minutes

A full view of the initialization file can be found in appendix B. The reason
why we use separate RNGs for the variables mentioned above is because we
want to make sure that the variables get the same values in the different
strategies. For example, if only one RNG is used and the variables in the
different strategies get their values from the RNG in a different order, the
strategies will not be comparable.

As mentioned earlier, the physical machines will hold virtual machines.
These virtual machines have the following variables:

• Load - The load values are picked from a dataset representing a some-
what normal Unix load. The load value is updated every fifth second
(virtual time) of the run. The load is generated with the program
Lookbusy v1.3 - a synthetic load generator for Linux systems - in com-
bination with a bash script that randomly chooses input parameters
to Lookbusy.

• Memory

• Number of virtual cores

• Page dirtying rate
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5.3 Algorithms

This section presents the developed algorithms, based on the model de-
scribed in chapter 4. Algorithm 2 and algorithm 3 describes the Push strat-
egy. Algorithm 4 and algorithm 5 describes the Pull strategy. To understand
how the different parts described in chapter 4 works together, a walk-through
of the algorithms follows.

5.3.1 Push algorithm walk-through

When a physical machine becomes hotspotted (line 2, algorithm 2), it initi-
ates an auction by collecting information about itself. This information will
be sent to all other physical machines in the network (line 3-5, algorithm 2).
The hotspotted machine collect bids until all other nodes have replied or
until the waiting time (elapsedTime) has exceeded its limit (maxTime) (line
6-8, algorithm 2). These bids are created on the candidate node(s) and
they contain the virtual machines (VMcandidates) that would fit accord-
ing to their available resources (line 28-35, algorithm 3). If the resources
are locked, there will be an empty bid (line 37, algorithm 3). Back at the
hotspotted node, the information entropy (utility) for each VMCandidate
from the bids is calculated together with the costs and these are stored in
the utilityArray (line 9-14, algorithm 2). The best candidate from the util-
ityArray is sent as an announcement (winningBid) to all physical machines
(line 17-20, algorithm 2). The winner will reply with an acknowledgment
and wait for the migration to be initiated. All the other candidates will re-
lease their locks (line 39-47, algorithm 3). If any unexpected errors occurs,
the backoff algorithm will be triggered. Otherwise, the migration will be
initiated (line 21-26, algorithm 2).
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Algorithm 2 Push strategy - Source node

1: if Event then
2: if Event = hotspot then
3: for all physical machines do
4: Send information about resource usage and information about all

virtual machines
5: end for

/* Waiting for bids */
6: while bids < PMs− 1 and elapsedT ime < maxTime do
7: Receive bids
8: end while
9: for all bids do

10: Calculate the utility for all VMCandidates and
append to utilityArray

11: end for
12: for all utilites in utilityArray do
13: Calculate migration cost
14: end for
15: Sort utilityArray based on utility
16: Remove candidates that have a high cost
17: Set winningBid to the highest value in utilityArray
18: for all physical machines do
19: Send information about winningBid
20: end for
21: Listen for a confirmation message from

the winning physical machine
22: if no or negative response then
23: Run backoff algorithm and exit
24: else
25: Run migration and exit
26: end if
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Algorithm 3 Push strategy (Continued) - Candidate node(s)

27: else if Event = hotspotMessage then
28: if resources are not locked then
29: Lock resources
30: for all virtual machines in the hotspot message do
31: if virtual machine N fits the available resources then
32: Add N to the array VMcandidates
33: end if
34: end for
35: Reply with VMcandidates and resource usage to sender
36: else
37: Reply with an empty message
38: end if

39: else if Event = winningBidAnnouncement then
40: if winner then
41: Reply with acknowledgment
42: wait for the virtual machine to be migrated
43: Release resource lock
44: else
45: Release resource lock
46: end if
47: end if
48: end if

5.3.2 Pull algorithm walk-through

When a physical machine becomes underutilized (line 2, algorithm 4), it ini-
tiates an auction by collecting information about itself. This information will
be sent to all other physical machines in the network (line 3-5, algorithm 4).
The underutilized machine collect bids until all other nodes have replied or
until the waiting time (elapsedTime) has exceeded its limit (maxTime) (line
6-8, algorithm 4). These bids are created on the candidate node(s) and they
contain all their virtual machines (line 34, algorithm 5). Back at the un-
derutilized node, all virtual machines from the bids are checked with regard
to their suitability. A suitable virtual machine is one that fits the underuti-
lized machine’s available resources and does not make the candidate node
underutilized, if a migration would occur. The information entropy (utility)
for each virtual machine from the bids is calculated together with the costs
and these are stored in the utilityArray (line 9-16, algorithm 4). As long
as the utilityArray contains candidates, an attempt to steal the candidate
with the highest utility (target) will be done. If the steal attempt times
out (timeout) or gets denied, the target is removed from the utilityArray
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and the second best candidate will be the new target, and so on (line 19-
27, algorithm 4). Otherwise, the virtual machine (target) will be migrated.
The backoff algorithm will be triggered when utilityArray is empty. At the
candidate node, when a stealAttemptMessage arrives, the target virtual ma-
chine will be locked unless it has already been locked because of another
stealAttemptMessage. After this, an acknowledgment (ack) is sent to the
underutilized machine (steal initiator and the migration will be initiated
(line 35-48, algorithm 5).
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Algorithm 4 Pull strategy - Source node

1: if Event then
2: if Event = Underutilized then
3: for all physical machines do
4: Send information about resource usage and information about all

virtual machines
5: end for

/* Waiting for bids */
6: while bids < PMs− 1 and elapsedT ime < maxTime do
7: Receive bids
8: end while
9: for all physical machines do

10: Calculate suitability for all virtual machines
11: Calculate utility for the suitable candidates and

append to utilityArray
12: end for
13: Remove candidates from utilityArray that does not

fulfill the system performance requirement
14: for all utilites in utilityArray do
15: Calculate migration cost
16: end for
17: Sort utilityArray based on utility
18: Remove candidates that have a high cost
19: while utilityArray 6= empty do
20: Set target to the candidate with highest utility in utilityArray
21: Initiate steal attempt against target

/* Wait for ack */
22: Receive ack
23: if elapsedT ime > timeout or ack 6= ”OK” then
24: Remove target from utilityArray
25: if utilityArray 6= empty then
26: Reset timeout
27: end if
28: else
29: Wait for the virtual machine to be migrated
30: end if
31: end while
32: Run backoff algorithm
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Algorithm 5 Pull strategy (Continued) - Candidate node(s)

33: else if Event = stealMessage then
34: Reply with physical machine information and all virtual machines

35: else if Event = stealAttemptMessage then
36: for all lock in locks do
37: if target = locked then
38: Set ack to ”NOT OK”
39: Send ack to steal initiator
40: Exit
41: end if
42: end for
43: Lock target
44: Set ack to ”OK”
45: Send ack to steal initiator
46: Initiate migration of target
47: Remove lock of target when the migration is done
48: end if
49: end if

5.4 Communication Protocol

A message is composed by several items as follows:

1. Source node
2. Destination node
3. Message type
4. Content, used for logging purposes
5. Migration ID, occurs only in some messages
6. Migration issuer, occurs only in some messages
7. Physical machine information, occurs only in some messages
8. Information of virtual machines, occurs only in some messages

Items 1 and 2 are IDs handled internally to identify the physical machines.
Item 3 is the message type. There are a total of 13 message types and each
one triggers certain events when received. These events can be everything
from simple hello messages to migration acknowledgments. For a complete
view of the message types see appendix A. The Migration ID, which is a
discrete sequence number, together with the Migration Issuer forms a unique
ID that will identify a migration process. Item 7 is a combination of several
parameters as follows:

• Maximum CPU capacity
• Current CPU load
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• Maximum memory capacity
• Used memory
• Maximum bandwidth
• Used bandwidth
• CPU load history

The last item, the CPU load history, is a list of the previous 100 sequentially
recorded load values. Item 8 is a list of information for n virtual machines.
Each item in that list is defined as follows:

• ID
• Number of virtual cores
• Current CPU load
• Memory size
• Memory page dirty rate
• Used bandwidth
• CPU load history

The last item, as in the physical machine info, is a list of the previous 100
sequentially recorded load values.

The size of a message is of course variable because the number of vir-
tual machines can vary. One virtual machine uses 848 bytes of data. The
variables are either long (ID) or doubles and use 8 bytes each. The size of
the physical machine info is also 848 bytes consisting of doubles represent-
ing the data. The core message consists of one integer (Message Type), one
string (Content), 4 longs, and physical and virtual machine information, as
described above. The content is variable in size, ranging from 1 byte to
1024 bytes. Although the content is variable in size it will rarely need to be
larger than a few bytes. Let Msize be the message size, C = [1, 1024] bytes
be the content of the message, PM = 848 bytes be the physical machine
information and VM = 848 bytes be the virtual machine information. The
equation for the size of a message can be defined as

Msize = 36 + C + PM +

n∑
i=1

VMi (5.1)

Consider a scenario where a physical machine with 16GB of RAM, host-
ing 30 virtual machines each with 512MB of RAM, is sending a message.
The message will, according to equation 5.1, be [26325, 27348] bytes in size.
If there were only 5 virtual machines, then the size would be [5125, 6148]
bytes.

5.5 Stored Data

There are several parameters stored in every physical machine in the system:
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1. Data about itself.
2. Information about all virtual machines it hosts.
3. Data about all neighboring hosts, including physical and virtual ma-

chine information.
4. Virtual machine candidates.
5. Information entropy for all virtual machine candidates.
6. The cost value for all virtual machine candidates.
7. Various control data.

Item 1 and 2 stores the same information as physical and virtual machine
information does in a message as well as its own address and ID. The data
stored for a neighboring host includes the host address, the ID of the host
as well as its physical machine information and information about all the
virtual machines that are currently hosted by that machine. Item 4 is a list
of pointers to the corresponding virtual machines in item 3. The candidates
are the virtual machines that are considered for a migration. Item 5 and
6 are calculated values that are appended to the list of candidates used to
make the final decision regarding which candidate is to be migrated.

The size of the data presented above is important because we want to
determine how much memory overhead our model will create. The informa-
tion about itself (a physical machine) is 856 bytes and each virtual machine
requires 848 bytes. The data about the neighbors consumes most memory.
The size of each neighbor, which of course depends on the number of nodes
in the system, is 856 bytes for the physical machine information and 848
bytes for each virtual machine that is hosted on that machine. The virtual
machine candidates each uses 4 to 8 bytes depending on whether the sys-
tem is 32 or 64 bit, respectively. The number of candidates ranges from 0
to the maximum number of virtual machines that can be found in item 3.
The information entropy consists of a double, 8 bytes, for each candidate.
The cost consists of four doubles, 32 bytes for each candidate. The control
information is not taken into consideration as it may vary heavily on the
implementation. In our case, the size of the control information is roughly
150 bytes and depends on the number of physical machines in the system.

With the information above it is possible to formalize the size of data
that is stored in a physical machine. Let Mdata be the memory size of the
data in a physical machine. Let PM = 856 bytes be the physical machine
information and VM = 848 bytes be the virtual machine information for a
single virtual machine. It is then possible to construct an equation for the
amount of data a physical machine stores about itself,

Dself = PM +

n∑
i=1

VMi . (5.2)
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Let Dneighbors denote the size of all neighbors’ data, including their physical
and virtual machine information. Then we get the equation

Dneighbors =
n∑
i=1

(
PMi +

m∑
j=1

VMij

)
. (5.3)

Let Dcandidate be the size of a virtual machine candidate with appended
information entropy and cost. Assuming the underlying system is 64 bit,
then the size of Dcandidate is 8 + 8 + 32 = 48 bytes. We can now construct
the equation for Mdata

Mdata = Dself +Dneighbors +

n∑
i=1

Dcandidatei

=
n+1∑
i=1

(
PMi +

m∑
j=1

VMij

)
+

n∑
i=1

Dcandidatei

(5.4)

where n is the number of neighbors and m is the number of virtual machines
for that neighbor.

Consider a scenario where there are 20 physical machines in the envi-
ronment and each of these are hosting 5 virtual machines. There are two
sub-scenarios, when a migration is in progress and when no migration is

being performed, which results in
n∑
i=1

Dcandidatei = 0. For sub-scenario 1,

the size of the data stored on one physical machine by using equation 5.4
is 102832 bytes. In the second sub-scenario the size of the stored data by
using the same equation is 101920 bytes.

5.6 Simulation Output

During a simulation run, interesting statistics will be collected. This is
done by letting OMNeT++ emit signals at various points during a run.
The signals will be used to collect statistics, without altering the simulation
model, which OMNeT++ uses to generate graphs for:

• System load

• Migrations

– Migration attempts

– Successful migrations

• System state over time
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Information about all the migration attempts being done in the sim-
ulation runs are collected. This includes both attempted and successful
migrations. In the event of a failed migration, the backoff algorithm will be
executed. It is important to keep track of the total number of migrations
to make sure that the system is actually doing migrations and that some
of these migrations result in the backoff algorithm getting executed. To be
able to see if the system reaches a steady-state, the number of migrations
over time will be plotted in a graph. In the ideal steady-state case the num-
ber of migrations will decrease to a minimum, with only a few hotspots and
resulting migrations being performed occasionally. This of course depends
on what kind of load we feed the system with.

To be able to visually represent how our model performs migrations to
improve the balance in the system, the calculated information entropy is
plotted versus time in a graph.
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Model Validation

As our implementation is evaluated in a simulation it is important to verify
the validity of the implementation. There exists a number of ways to val-
idate a simulation. For example a comparison with real world systems, a
comparison with mathematical models or by inspecting the output reports
from the simulation [39]. As there exists no other automated live migration
model similar to ours, performing a comparison with a real world system
is impossible. A validation with a mathematical model is extremely hard
because of the complexity of our model. Our attention is instead aimed at
inspecting the output of the model to see whether the output is according
to what is expected. The model validation will cover some simple scenarios
for both strategies, Push and Pull, and these will be presented in their own
sections.

6.1 Push Strategy Validation

A few simple validation scenarios will be conducted to check the validity of
the Push strategy. These are:

• a successful migration process,
• a migration process that fails.

Consider the scenario where there are five identical physical machines
with 4GB of RAM and 4 processor cores, each with 2 virtual machines except
pm[0] which hosts only one virtual machine, as illustrated in figure 6.1. The
virtual machines have access to all the physical cores and can have one of the
following load values: 1.0, 0.5 or 1.0+. The notation 1.0+ means that the
virtual machine will start at 1.0 load and increment its load by 0.005 every
second. This will cause the physical machine that hosts this virtual machine
to eventually become overloaded. The distribution of the load across the
virtual machines is presented in table 6.1. As described in chapter 4, the
CPU threshold used to detect hotspots is set to 0.7 of the normalized load.

53
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Figure 6.1: The structure of the Push strategy’s validation scenarios.

Table 6.1: The distribution of the load across the virtual machines.

Physical machine Virtual machines

pm[0] vm[1] load: 0.5

pm[1] vm[2] load: 1.0 vm[3] load: 1.0

pm[2] vm[4] load: 1.0+ vm[5] load: 1.0

pm[3] vm[6] load: 1.0 vm[7] load: 1.0

pm[4] vm[8] load: 1.0 vm[9] load: 1.0

This equals to a load value of 2.8 (0.7∗4 cores), which means that a hotspot
will be detected by pm[2] at 160 seconds into the simulation. At 160 seconds,
the load of vm[4] is 1.8 and for vm[5] it is 1.0. The physical machine pm[0]
is the only valid choice, out of the physical machines, to host any of these
virtual machines. However, only the most suitable of these virtual machines
will be selected, i. e. the one that results in the highest information entropy
after the migration is complete. If we were to move vm[4] then the load will
be more skewed (2.3 and 1.0) than if we moved vm[5] (1.5 and 1.8). This
is also confirmed by calculating the information entropy for these migration
candidates. Moving vm[4] will result in an entropy of 0.97992 and moving
vm[5] results an entropy of 0.996368. A valid model will find that pm[0] is
the only candidate for this scenario and perform a migration of vm[5] from
pm[2] to pm[0].
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The second scenario utilizes the same topology and load distribution
as the first scenario with the exception that vm[1]’s load is now 2.0. A
migration attempt will occur at 160 seconds for this scenario as well. Trying
to find a possible candidate for this scenario should be impossible as both
vm[4] and vm[5] will cause all other physical machines to become overloaded
if a migration occurs. The load would be either 3.0 or 3.8 which is equal
to the normalized load of 0.75 and 0.95 respectively, which is above the
threshold of 0.7. A valid model will not perform a migration in this scenario.

6.2 Pull Strategy Validation

The same method of validation that is used for the Push strategy will also
be used to validate the Pull strategy with the exceptions that pm[0] will
have 2 virtual machines and that the load for the virtual machines will be
altered.

Table 6.2 presents the load distribution for the first pull scenario. The

Table 6.2: The distribution of the load across the virtual machines.

Physical machine Virtual machines

pm[0] vm[1] load: 1.5 vm[2] load: 1.0

pm[1] vm[3] load: 1.0 vm[4] load: 1.0-

pm[2] vm[5] load: 1.0 vm[6] load: 1.0

pm[3] vm[7] load: 1.0 vm[8] load: 1.0

pm[4] vm[9] load: 1.0 vm[10] load: 1.0

altered load values for the virtual machines are now 1.0, 1.5 and 1.0-. The
notation 1.0- means that the load will start at 1.0 and decrease by 0.005
every second. The CPU threshold for the Pull strategy is set to the nor-
malized load of 0.3, which is equal to a load of 1.2 for the physical machines
that are used in this scenario. The physical machine pm[2] will detect an
underutilization at 160 seconds. At 160 seconds, the load of vm[3] is 1.0
and the load of vm[4] is 0.2. The only valid physical machine to steal work
from is pm[0], as pm[2], pm[3] and pm[4] will become underutilized if any of
their virtual machines are stolen. There are two possible virtual machines to
choose, vm[1] and vm[2]. However, stealing vm[1] causes pm[0] to become
underutilized and therefore vm[2] is the only valid choice. A valid model
will find that vm[2] is the only virtual machine that can be stolen by pm[1]
in this scenario.

The second scenario utilizes the same topology and load distribution as
the first scenario with the exception that vm[1] have 1.0 load. As in the first
scenario, pm[1] will detect that it is underutilized at 160 seconds. If any
of the virtual machines in this scenario is to be stolen, the hosting physical
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machine will become underutilized. The load of this hosting machine will
be 1.0. A load of 1.0 is equal to the normalized load of 0.25, which is below
the threshold of 0.3. A valid model will detect this as a failure and the
migration process will terminate.
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Chapter 7

Experiment

This chapter describes the test setup for the experiments that will be per-
formed. There are 15 different simulation runs, all with different workloads
and configurations.

7.1 Test Setup

All of the experiments will be performed on the same computer. The com-
puter is an Intel Core i7 930 with 4 cores (8 threads), 12GB DDR3 memory
running Ubuntu 13.04 with Linux kernel 3.8.0-26-generic. The operating
system is up-to-date with the latest packages (as of 2013-07-17).

The program we use to run the experiments is opp runall and it is in-
cluded in the OMNeT++ 4.3 release1. To make the experiments run more
efficiently the opp runall is run with the flag -j8. This means that all of the
8 CPU threads will execute different simulation runs concurrently.

In table 7.1 the configuration of the different runs is shown. Each of
the parameters in the table are those we change before the experiment.
The implementation covers more parameters that can be changed in the
initialization file, but the ones in table 7.1 are the ones we find interesting
to tweek.

A description of the content of table 7.1 follows. The type can be either
Burst, Drain or Normal. Burst means that at a certain time during the
simulation, the load level is raised to the high threshold level of the system.
The load level is the average load of all the physical machines’ normalized
load. The individual physical machines’ load can vary greatly. The threshold
levels here equals to the CPU threshold levels of the physical machines,
whether they are over- or underutilized. Drain does the opposite of what
the Burst does. It lowers the load to the low threshold level of the system at
a certain time during the simulation. The burst and drain types consists of
actual virtual machines that are being added respectively removed from the

1Available online at: http://www.omnetpp.org/
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Table 7.1: The different configurations that will be tested.

Run
#

Type Physical
machines

VM’s
added

VM’s
removed

Variable
threshold

1 Normal 19 0 0 No
2 Normal 19 0 0 Yes
3 Normal 49 0 0 No
4 Normal 49 0 0 Yes
5 Normal 99 0 0 No
6 Normal 99 0 0 Yes
7 Burst 19 0 0 Yes
8 Burst 49 0 0 Yes
9 Burst 99 0 0 Yes
10 Drain 19 0 0 Yes
11 Drain 49 0 0 Yes
12 Drain 99 0 0 Yes
13 Normal 19 60 60 Yes
14 Normal 49 150 150 Yes
15 Normal 99 300 300 Yes

system, at a certain time during the simulation. Normal is the normal way
the system behaves. During Normal, the system load will not be exposed
to any sudden drain or burst, but only changes slightly for all the physical
computers.

What we want to achieve with the sudden burst and drain in load is
to see how long it takes for the two different strategies, Push and Pull, to
bring the system back to a state similar to the one before the burst or drain
occurred, i. e. , investigate the transient response due to an impulse.

Physical machines defines the number of physical machines used in a
simulation run. 19, 49 and 99 machines are somewhat representing real-
life environments. Running simulations with more than 99 machines would
require more primary memory, when doing parallel runs, than what is avail-
able in the computer used in the experiment. If for example a simulation run
with 200 physical machines would be performed, it would be necessary to
run on only one core, as it consumes too much primary memory otherwise.
Such an experiment can last up to a month, which is unfeasible within this
project’s time frame.

VM’s added defines how many virtual machines will be added during
the simulation run. These are added, at certain points in time based on
an exponential distribution, over the duration of a simulation run. VM’s
removed defines how many virtual machines will be removed during the
simulation run. These are removed, at certain points in time based on a
uniform distribution, over the duration of a simulation run. The reason why
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we selected different distributions is that we wanted a non-uniform load
behavior in the system.

Variable threshold is described in section 4.2.1.
All of the runs are done 30 times with different seeds for the variables

that uses random generators. This gives us average values for the resulting
graphs and outputs as well as the ability to create 95% confidence intervals.
The results are discussed in chapter 8.

The two developed strategies Push and Pull are tested independently in
every simulation run.

At the start of the simulation runs, there is an initial load level. It
can be either low, medium or high. Virtual machines are created until the
load of the system reaches the desired load level for every run. The vir-
tual machines are then randomly (using a uniform distribution) distributed
across the physical machines. Distributing the virtual machines in a random
fashion creates varying load across the physical machines because they are
heterogeneous in their specifications. This is something we want to have at
startup, because we want to see how the push and pull strategies behave
and how the strategies evens out the load by performing migrations.

7.1.1 Physical and Virtual Machine Definitions

The physical machines’ system specification is decided whenever a new run
starts. The memory size is selected from a discrete uniform distribution of
4, 8 or 16 GB of RAM. The number of cores that are appointed to a physical
machine depends on the memory size. If 4 GB of RAM is selected then the
number of cores are 4. If 8 GB of RAM is selected, the number of cores will
be 4 or 8 and is chosen from a uniform distribution. A physical machine
with 16 GB of RAM can have either 8 or 16 cores that are also picked from
a uniform distribution. The available network bandwidth is 1 Gbps for all
machines. This gives us the following available physical machines to use in
the simulation:

• 4 cores, 4 GB of RAM, 1 Gbps network bandwidth
• 4 cores, 8 GB of RAM, 1 Gbps network bandwidth
• 8 cores, 8 GB of RAM, 1 Gbps network bandwidth
• 8 cores, 16 GB of RAM, 1 Gbps network bandwidth
• 16 cores, 16 GB of RAM, 1 Gbps network bandwidth

The physical machines are selected with a probability of
1

6
except the ma-

chine with 4 cores and 4 GB of RAM that is selected with the probability

of
1

3
.

A virtual machine’s system specification is decided when it is created in
the simulation. The number of virtual cores are selected uniformly between
2, 4 and 8. As discussed in section 5.2, the load is taken from a dataset.
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Each virtual machine have its initial load picked randomly from this dataset.
The memory size of a virtual machine is chosen uniformly between 256 MB,
512 MB, 768 MB or 1024 MB. The page dirty rate is also chosen uniformly
between 5000, 10000, 15000, ..., 60000 pages per second. This creates a total
of 144 different virtual machine variations that can be used in the simulation
environment.



Chapter 8

Results

This chapter will present the results from the experiment. This is based
on the model described in chapter 4 and the actual implementation of this
model as it is described in chapter 5. More details regarding how the ex-
periment was run can be found in chapter 7. The term profile will be used
to refer to any of the following: Pull low, Pull medium, Pull high, Push
low, Push medium or Push high. To understand what is meant by these
profiles, here is an example: In Pull low, Pull is the strategy and low is the
initial system load. A 95% confidence interval is computed for all metrics in
this chapter. The results will be presented alongside the respective figures,
not in the figures themselves, with the exception of the System Performance
Over Time figures. The system performance over time represents the in-
formation entropy of the system. These figures have a narrow confidence
interval that ranges from 0.005 to below 0.001, which means that the mean
value estimates that are presented in these figures are quite accurate.

8.1 Variable Threshold

In this section, the results from the simulation runs 1-6, as described in
table 7.1, focusing on the variable threshold are presented. See section 4.2.1
for more details regarding variable threshold and thresholds in general.

In experiment 1, figure 8.1a, we can see that there are a lot of migration
attempts being done by the Push strategy with high load and by the Pull
strategy with low load. We can also see, in figure 8.1b, that a lot of successful
migrations are done by these two profiles (Push high and Pull low). An
overloaded physical machine in the Push strategy will try to initiate a live
migration to get rid of some load. A similar situation applies to lightly
loaded physical machines in the Pull strategy. When a machine is lightly
loaded it will try to steal virtual machines from other physical machines.
However, the other profiles, Push medium, Push low, Pull medium and
Pull high will initiate almost no migration attempts, or at least a lot fewer
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than Push high and Pull low. This is because they do not reach the
thresholds (either minimum threshold as for the Pull, or maximum threshold
for Push). This is something that becomes apparent when we look at the
system performance, fig 8.1c. For example, Pull high has the lowest entropy
values. This becomes clear when comparing the graphs representing the
load of each individual physical machine for the two different profiles Pull
low and Pull high, see figure 8.2a and figure 8.2b. The load in the Pull high
profile varies more between individual machines, which results in a highly
imbalanced system. In Pull low, we can see that the load is more evenly
distributed in the system. The largest observed double-sided confidence
intervals for the various loads and figures can be found in table 8.1. Omitted

Table 8.1: The largest observed 95% confidence intervals (LOCI) for exper-
iment 1.

Figure Profile LOCI

Migration Attempts Over Time fig. 8.1a Pull (Low load) 48

Migration Attempts Over Time fig. 8.1a Push (High load) 20

Migrations over Time fig. 8.1b Pull (Low load) 10

Migrations over Time fig. 8.1b Push (High load) 8

values belonging to the other curves can be seen as being relatively close to
the estimated mean and is therefore not presented in the table. This is also
true for all following tables in this section that presents confidence intervals.

The variable threshold is activated in experiment 2. This can be observed
when we compare the load values for Pull high between the two different ex-
periments. Because of the variable threshold, we see that the load stabilizes
in experiment 2. See figure 8.4b and compare it to figure 8.2b.

Figure 8.4a, which shows the load for the individual physical machines
in the profile Pull low, is included to show that the total load in experiment
1 and experiment 2 is roughly the same. This is because the load is already
low and no variable threshold is needed to initiate migrations.

When comparing 8.1b and 8.3b, we can see that there are more actual
migrations done in experiment 2 than in experiment 1. This is because of the
variable threshold. These migrations resulted in a more balanced system, as
can be visualized when comparing 8.3c and 8.1c. The system performance
graphs visualizes the system balance with the help of Shannon’s information
entropy. To read more about this, see section 4.2.3. The largest observed
confidence intervals for the various loads and figures in experiment 2 can be
found in table 8.2.

A clarification needs to be done, regarding figure 8.4b. If we compare
simulation time 0 s with simulation time 4000 s, it almost looks as if the total
load in the system has decreased. This is not the case. What happens is
that some of the load (actual virtual machines) have migrated from weaker



CHAPTER 8. RESULTS 65

Table 8.2: The largest observed 95% confidence intervals (LOCI) for exper-
iment 2.

Figure Profile LOCI

Migration Attempts Over Time fig. 8.3a Pull (Low load) 48

Migration Attempts Over Time fig. 8.3a Push (High load) 20

Migrations over Time fig. 8.3b Pull (Low load) 17

Migrations over Time fig. 8.3b Push (High load) 8

machines to more powerful machines, and this is what causes the visual
anomaly.

The same effect due to the variable threshold as between the two exper-
iments above can also be observed when comparing experiments 3 and 4,
and experiments 5 and 6. Therefor, we only present the system performance
graphs of these four experiments, in figure 8.5 and figure 8.6.

Based on the results of simulation runs 1-6, we decided to keep variable
threshold on in the rest of the experiments. See table 7.1 for a description
of the simulation configurations.
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(a) Migration attempts over time.

(b) Migrations over time.

(c) System performance.

Figure 8.1: Experiment 1 (Normal). 19 physical machines, without variable
threshold.
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(a) Pull low, load.

(b) Pull high, load.

Figure 8.2: Experiment 1 (Normal)- Load for the individual physical ma-
chines. 19 physical machines, without variable threshold.
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(a) Migration attempts over time.

(b) Migrations over time.

(c) System performance.

Figure 8.3: Experiment 2 (Normal). 19 physical machines, with variable
threshold.
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(a) Pull low, load.

(b) Pull high, load.

Figure 8.4: Experiment 20 (Normal)- Load for the individual physical ma-
chines. 19 physical machines, with variable threshold.
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(a) System performance, experiment 3 (Normal). 49 physical machines, without
variable threshold.

(b) System performance, experiment 4 (Normal). 49 physical machines, with vari-
able threshold.

Figure 8.5: Experiment 3 and 4 - System performance graphs.
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(a) System performance, experiment 5 (Normal). 99 physical machines, without
variable threshold.

(b) System performance, experiment 6 (Normal). 99 physical machines, with vari-
able threshold.

Figure 8.6: Experiment 5 and 6 - System performance graphs.
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8.2 Burst

This section will present the results from experiments 7-9. To read more
about how burst works, see section 7.1. The results will be based on the
profiles Pull low, Pull medium, Push low and Push medium. The reason
why we do not include Pull high or Push high is that those profiles already
have high load and cannot contain any additional virtual machines. The
load is visualized in figure 8.7. At t = 10000s we can see that the burst
hits the system. Although there are only two lines in figure 8.7, these are
representative for all of the different low and medium profiles in experiments
7 to 9.

In figure 8.8 we can see the migration attempts over time, for experi-
ments 7 & 9. The reason why we exclude the graph for experiment 8 is that
it is similar to the graphs for experiment 7. The difference is that every-
thing is scaled up, or increased, proportionally. When looking at both these
graphs, it is evident that the profile Pull low attempts to perform most
migrations, before the burst occurs. As discussed in section 8.1 this is be-
cause of how the Pull strategy works. As soon as the burst hits the system,
we see that the number of migration attempts done by Pull low decreases
drastically. Something else that becomes evident is that the Push profiles,
in both figure 8.8a and figure 8.8b, increases their migration attempts as
soon as the burst hits the system. This is because of how the Push strategy
works. When we increase the number of physical machines, as in experiment
9, it is visible that there will be a lot of more migration attempts than in
experiment 7. The largest observed confidence intervals for the number of
migration attempts in experiments 7 and 9 can be found in table 8.3.

Table 8.3: The largest observed 95% confidence intervals (LOCI) for at-
tempted migrations in experiments 7 & 9.

Figure Profile LOCI

Migration Attempts Over Time fig. 8.8a Pull (Low load) 50

Migration Attempts Over Time fig. 8.8a Pull (Medium load) 2

Migration Attempts Over Time fig. 8.8a Push (Low load) 18

Migration Attempts Over Time fig. 8.8a Push (Medium load) 24

Migration Attempts Over Time fig. 8.8b Pull (Low load) 1455

Migration Attempts Over Time fig. 8.8b Pull (Medium load) 8

Migration Attempts Over Time fig. 8.8b Push (Low load) 71

Migration Attempts Over Time fig. 8.8b Push (Medium load) 33

Successful migrations can be seen in figure 8.9a and in figure 8.9b. The
graph for experiment 8 is excluded because it is similar to that of experi-
ment 7. The only difference is that everything is scaled up, or increased,
proportionally. What we can see in these graphs is that, by the time the
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burst hits the system, the amount of migrations increases, but only for the
Push profiles. The largest observed confidence intervals for the number of
successful migrations in experiments 7 and 9 can be found in table 8.4.

Table 8.4: The largest observed 95% confidence intervals (LOCI) for suc-
cessful migrations in experiments 7 & 9.

Figure Profile LOCI

Migrations Over Time fig. 8.9a Pull (Low load) 6

Migrations Over Time fig. 8.9a Pull (Medium load) 2

Migrations Over Time fig. 8.9a Push (Low load) 7

Migrations Over Time fig. 8.9a Push (Medium load) 7

Migrations Over Time fig. 8.9b Pull (Low load) 11

Migrations Over Time fig. 8.9b Pull (Medium load) 6

Migrations Over Time fig. 8.9b Push (Low load) 53

Migrations Over Time fig. 8.9b Push (Medium load) 29

In figure 8.10a and in figure 8.10b we can see the system performance.
The figure for experiment 8 is excluded as the results are very similar to
experiment 7, and that the trends are sufficiently represented by experiment
7 and experiment 9. What we can see from the different figures is that it
takes longer time, up to an hour, for the Pull profiles to get the system
back to a similar state as before the burst occurred, than it does for the
Push profiles. For 19 physical machines, the Push profiles are able to bring
the system back to a balanced state after only 5 minutes. We can also see
that the Pull medium profile requires less time to bring the system back
to a good state than the Pull low profile does. This is because of how the
variable threshold behaves for the profiles. For the Pull low profile, it is
likely that the variable threshold stays around 0.3. In the Pull medium
profile, the variable threshold is likely to be in the range from 0.3 to 0.5.
This means that the variable threshold requires less time to reach the 0.7 (as
required when we hit a burst) for the Pull medium profile than for the Pull
low profile. As a result of this, migrations are likely to be initiated earlier
for the Pull medium profile than for the Pull low profile. An interesting
thing to note is that increasing the number of physical machines does not
really affect the time it takes for the different profiles to get back to a good
state, with the exception of the Push profiles that gets slightly longer time
in the case of 49 and 99 physical machines. This shows that our strategies
scale quite well.
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Figure 8.7: System load, for the profiles Pull low, Pull medium, Push low
and Push medium for all of the runs in experiments 7-9 (Burst).
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(a) Experiment 7 - Migration attempts over time. 19 physical machines.

(b) Experiment 9 - Migration attempts over time. 99 physical machines.

Figure 8.8: Experiments 7 & 9 (Burst)- Migration attempts over time.
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(a) Experiment 7 - Migrations over time. 19 physical machines.

(b) Experiment 9 - Migrations over time. 99 physical machines.

Figure 8.9: Experiments 7 & 9 (Burst)- Migrations over time.



CHAPTER 8. RESULTS 77

(a) Experiment 7 - System performance over time. 19 physical machines.

(b) Experiment 9 - System performance over time. 99 physical machines.

Figure 8.10: Experiments 7 & 9 (Burst)- System performance over time.
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8.3 Drain

This section will present the results from experiments 10-12. The results are
based on the profiles Pull medium, Pull high, Push medium and Push high.
The reason why we do not include Pull low or Push low is that those profiles
are already at the minimum load threshold mark. The load is visualized
in figure 8.11. At t = 10000s we can see that the drain hits the system.
Although there are only two lines in the figure, these are representative for
all of the different low and medium profiles in run 10-12. As experiment
11 closely resembles experiment 10, no figures for that experiment will be
presented in this section. The trends are visible enough between experiment
10 and experiment 12.

In figure 8.12 we can see the migration attempts over time, for experi-
ments 10 and 12. In both of these figures we see that the profile Push high
attempts to perform a lot of migrations early in the runs. This is because
of how the Push strategy works. When it becomes overloaded, it will at-
tempt to initiate migrations. As soon as the drain (which actually means
removing virtual machines) hits the system we can see that the two strate-
gies Pull medium and Pull high starts attempting to steal virtual machines.
This is because of how the Pull strategy works. When a machine in the
Pull strategy becomes lightly loaded it will initiate steal attempts. At the
time when the drain hits, it is also noticeable that Push high decreases the
amount of migration attempts drastically. This is because after the drain
of the system there are fewer overloaded machines, and to perform a migra-
tion, the variable threshold needs to decrease the threshold value to a level
where migrations can occur. The largest observed confidence intervals for
the number of migration attempts in experiments 10 and 12 can be found
in table 8.5.

Table 8.5: The largest observed 95% confidence intervals (LOCI) for at-
tempted migrations in experiments 10 & 12.

Figure Profile LOCI

Migration Attempts Over Time fig. 8.12a Pull (Medium load) 65

Migration Attempts Over Time fig. 8.12a Pull (High load) 40

Migration Attempts Over Time fig. 8.12a Push (Medium load) 2

Migration Attempts Over Time fig. 8.12a Push (High load) 19

Migration Attempts Over Time fig. 8.12b Pull (Medium load) 1333

Migration Attempts Over Time fig. 8.12b Pull (High load) 1454

Migration Attempts Over Time fig. 8.12b Push (Medium load) 6

Migration Attempts Over Time fig. 8.12b Push (High load) 45

In figure 8.13 we can see the successful migrations. From the start of
the simulation, we see that the profile Push high performs most migrations.
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When the drain hits the system and the load drops to a minimum, we
see that both of the Pull strategies increases their frequency of migrations,
until they have reached a steady, well-balanced, state. Because of how the
variable threshold works, it takes a little longer for the two Push profiles to
start initiate migrations after the drain has occurred, than it does for the
Pull profiles. This is something that becomes apparent when we look at
figure 8.14a and figure 8.14b. The largest observed confidence intervals for
the number of successful migrations in experiments 10 and 12 can be found
in table 8.6.

Table 8.6: The largest observed 95% confidence intervals (LOCI) for suc-
cessful migrations in experiments 10 & 12.

Figure Profile LOCI

Migrations Over Time fig. 8.13a Pull (Medium load) 4

Migrations Over Time fig. 8.13a Pull (High load) 2

Migrations Over Time fig. 8.13a Push (Medium load) 4

Migrations Over Time fig. 8.13a Push (High load) 8

Migrations Over Time fig. 8.13b Pull (Medium load) 9

Migrations Over Time fig. 8.13b Pull (High load) 9

Migrations Over Time fig. 8.13b Push (Medium load) 4

Migrations Over Time fig. 8.13b Push (High load) 34

Both of the Pull profiles quickly reaches a state similar to the one before
the draining occurred. In section 8.2 we mentioned that the number of
physical machines in the system does not really affect the time it takes for
the different profiles to get back to a balanced state. The same is also true
in the drain scenario. What we can see from the different figures is that it
takes longer time, up to 50 minutes, for the Push profiles to get the system
back to the state before the draining occurred, than it does for the Pull
profiles. For 99 physical machines, the Pull profiles are able to bring the
system back to a balanced state after only 4 minutes.
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Figure 8.11: System load, for the profiles Pull low, Pull medium, Push low
and Push medium for all of the runs in experiments 10-12 (Drain).
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(a) Experiment 10 - Migration attempts over time. 19 physical machines.

(b) Experiment 12 - Migration attempts over time. 99 physical machines.

Figure 8.12: Experiments 10 & 12 (Drain)- Migration attempts over time.
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(a) Experiment 10 - Migrations over time. 19 physical machines.

(b) Experiment 12 - Migrations over time. 99 physical machines.

Figure 8.13: Experiments 10 & 12 (Drain)- Migrations over time.
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(a) Experiment 10 - System performance over time. 19 physical machines.

(b) Experiment 12 - System performance over time. 99 physical machines.

Figure 8.14: Experiments 10 & 12 (Drain)- System performance over time.
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8.4 Continuous Flow

This section will present the results from experiments 13-15. In figure 8.15
the system load for both strategies, Push and Pull, is visualized. The plots
are curved because of how virtual machines are added and removed during
the simulations. To read more about how virtual machines are added and
removed from the system see section 7.1.

In figure 8.16 we can see the migration attempts done. As was expected,
the profiles Push high and Pull low initiates a lot of migration attempts
directly when the simulation starts, in all three experiments. Regarding the
other profiles, the variable threshold needs to be adjusted in the physical
machines before they initiate migration attempts. The largest observed
confidence intervals for the number of migration attempts in experiments 13,
14 and 15 can be found in table 8.7. It should be noted that the confidence

Table 8.7: The largest observed 95% confidence intervals (LOCI) for at-
tempted migrations in experiments 13, 14 & 15.

Figure Profile LOCI

Migration Attempts Over Time fig. 8.16a Pull (Low load) 71

Migration Attempts Over Time fig. 8.16a Push (Medium load) 17

Migration Attempts Over Time fig. 8.16a Push (High load) 27

Migration Attempts Over Time fig. 8.16b Pull (Low load) 323

Migration Attempts Over Time fig. 8.16b Push (Medium load) 24

Migration Attempts Over Time fig. 8.16b Push (High load) 91

Migration Attempts Over Time fig. 8.16c Pull (Low load) 1163

Migration Attempts Over Time fig. 8.16c Push (Medium load) 33

Migration Attempts Over Time fig. 8.16c Push (High load) 333

for the intervals are much wider at the start and end at the simulation run
for experiments 13, 14 and 15. For example, a confidence interval at 95%
for the Pull low profile is over 1000 migration attempts at the end of the
simulation, whereas in the middle, at 10000 seconds, the confidence interval
for 95% is 110 migration attempts.

Actual migrations are much fewer than attempted migrations, as can
be seen in figure 8.17. The two dominating profiles, which performs most
migrations, are Pull low and Push high. In all three of the experiments the
profile Push high takes the shape of a bath tub. This means that increasing
the system’s load for the Push profiles above the threshold will result in a de-
creasing amount of successful migrations, while the migration attempts have
a somewhat steady state throughout a simulation run. The largest observed
confidence intervals for the number of successful migrations in experiments
13, 14 and 15 can be found in table 8.8.
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Table 8.8: The largest observed 95% confidence intervals (LOCI) for suc-
cessful migrations in experiments 13, 14 & 15.

Figure Profile LOCI

Migrations Over Time fig. 8.17a Pull (Low load) 7

Migrations Over Time fig. 8.17a Push (Medium load) 7

Migrations Over Time fig. 8.17a Push (High load) 9

Migrations Over Time fig. 8.17b Pull (Low load) 14

Migrations Over Time fig. 8.17b Push (Medium load) 14

Migrations Over Time fig. 8.17b Push (High load) 41

Migrations Over Time fig. 8.17c Pull (Low load) 23

Migrations Over Time fig. 8.17c Push (Medium load) 18

Migrations Over Time fig. 8.17c Push (High load) 192

When looking at figure 8.18 we see that all of the profiles reach a some-
what balanced and steady state. Increasing the number of physical machines
does not really affect the time for when the system has reached a good state,
which shows that our strategies scales well. As is shown in figure 8.18a, it
is noticeable that Push low does not really reach a balanced state. If no
machines in the system are overloaded, the variable threshold needs to be
decreased until migrations can occur. Depending on how many virtual ma-
chines there are in the system, the system might still be imbalanced after the
migration has occurred. When looking at the figures 8.18a, 8.18b and 8.18c
we see a dip in the curve for the profiles Push low and Pull low, in the end
of the simulation runs, roughly around 17000 s. For the Push low profile
this is caused by the combination of underutilized physical machines and
the time it takes for the variable threshold to reach a level where migrations
can be performed. For the Pull low profile this is because when the number
of virtual machines decreases, and when most of the physical machines are
underutilized, there will be fewer and fewer migrations, as the migrations
will not improve the performance of the system.
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Figure 8.15: System load for all of the profiles in experiments 13-15 Normal.
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(a) Experiment 13 - Migration attempts over time. 19 physical machines.

(b) Experiment 14 - Migration attempts over time. 49 physical machines.

(c) Experiment 15 - Migration attempts over time. 99 physical machines.

Figure 8.16: Experiments 13-15 (Normal)- Migration attempts over time.
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(a) Experiment 13 - Migrations over time. 19 physical machines.

(b) Experiment 14 - Migrations over time. 49 physical machines.

(c) Experiment 15 - Migrations over time. 99 physical machines.

Figure 8.17: Experiments 13-15 (Normal)- Migrations over time.
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(a) Experiment 13 - System performance over time. 19 physical machines.

(b) Experiment 14 - System performance over time. 49 physical machines.

(c) Experiment 15 - System performance over time. 99 physical machines.

Figure 8.18: Experiments 13-15 (Normal)- System performance over time.
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8.5 Reflection

This section will point out highlights and interesting trends that have been
observed in the different experiments.

It can be observed from the System Performance Over Time graphs that
the information entropy for the Pull high profile is bouncing against 1.0 until
it eventually flattens out. The most obvious case of this observation can be
found in figure 8.18c. The reason for this is the variable threshold in the
combination with the initial load of the profile in question. As the system’s
load is at the upper threshold it will take some time until migrations can
actually be performed. The cause for this is that the variable threshold, in
our experiments, updates quite slowly. The conclusion that can be drawn
from this is that the Pull strategy has a slow response time if the system’s
load is very high. A similar conclusion can be drawn when investigating the
Push strategy, although less obvious than in the case of the Pull strategy.
When the load in the system is very low, the Push strategy has a slow
response time. One should not think of a slow response time as being a bad
thing, it can be quite favorable. If the system has an extremely fast response
time a lot of migrations will be performed at the same time, causing bursts
in network traffic and performance degradation of the physical machines.
Examples of scenarios when the system will respond quickly is if the Pull
strategy is used when the system’s load is low or if the Push strategy is used
when the load is high.

As can be observed in experiments 1 to 6 from section 8.1, the variable
threshold is needed for the Pull strategy. Consider the following scenario:
An operator is required to meet a certain service level agreement (SLA)
dealing with response times. If the variable threshold is removed for the
Pull strategy then our model cannot assure that the above SLA will be met.
However, the variable threshold is not needed for the Push strategy in the
same sense. The trade-off for removing the variable threshold is that the
system will run in a less balanced state but with fewer migrations being
performed.

It should also be apparent that the migration attempts performed for the
Push and Pull strategies reach very high numbers if the system is close to or
above/below the respective CPU threshold values. This will waste network
capacity in the system. Evidence of this can easily be observed in figure 8.16c
where the number of migration attempts exceeds 11000 for the last 1000
seconds of the simulation. Comparing this against the successful migrations
at around 100, see figure 8.17c, we can see that there is an excessive 10900
attempts resulting in failure and hence wasting network capacity. This is
equal to roughly 11 multi casted messages per second and assuming that
the messages are 8 KB in size the resulting bandwidth overhead is roughly
0.08% for a 1 Gbps Ethernet link.

For medium load levels in experiments 13-15 it is apparent that our
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strategies are able to keep the system balanced. This is done while virtual
machines are continuously added or removed from the system.

Table 8.9 shows the recommendations when to use the respective strate-
gies. Aggressive load balancing means that the system will react quickly to
change and perform a lot of migrations in a short time span, which results
in degraded performance. Applying any of the Aggressive goals is a good
idea if performance degradation for a short time is not an issue. Conser-
vative load balancing means that the system will be a bit slower to change
in system balance and thus will not degrade the system performance too
much. Applying any of the Conservative goals is a good idea if performance
degradation is an issue.

Table 8.9: Recommendations when to use the Push and Pull strategies.

Goals System Load Strategy CPU threshold

Conservative
load balancing

Low to medium Push 0.7 or above

Conservative
load balancing

Medium to high Pull 0.3 or below

Aggressive
load balancing

Low to medium Pull 0.3 or below

Aggressive
load balancing

Medium to high Push 0.7 or above





Chapter 9

Conclusions and Future
Work

9.1 Threats to Validity

The threats to validity and our approach to mitigate these are shown in
table 9.1 and the remaining threats are shown in table 9.2.

9.2 Conclusions

In this thesis we have studied the area of virtualization. The focus has been
on the sub-area live migration, a technique that allows a seamless migration
of a virtual machine from one physical machine to another physical machine.

Virtualization is an attractive technique, utilized in for example data
centers. By using live migration, data center administrators can migrate
virtual machines, seamlessly, without the users of the virtual machines tak-
ing notice about the migrations. Manually initiated migrations can become
cumbersome, with an ever-increasing number of physical machines. The
number of physical and virtual machines is not the only problem; deciding
when to migrate and where to migrate are other problems that need to be
solved. If hotspots would, for example, occur during night-time, there might
be a considerable delay before manual migrations are initiated. And even
if manual migrations are initiated as soon as the hotspot is detected, the
decisions on where to migrate might be suboptimal.

Two different strategies for automated live migration have been devel-
oped in this thesis. The Push and the Pull strategies. Both of these strate-
gies, their design and implementation, are presented in the thesis. The
implementation was done with the help of OMNeT++, an open-source sim-
ulation tool.

The results shows that the developed strategies are able to help a system
of physical machines handling a variety of different workloads to achieve a
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Table 9.1: Mitigated threats

Threat class Threat type and mitigation approach

Conclusion validity Low statistical power - The parameters in the sim-
ulation can assume a large range of values. Each
presented value in the result section is an average
of 30 runs with different input values.

Conclusion validity Reliability of treatment implementation - All mea-
surements are gathered by the OMNeT++ simula-
tion tool. Other than that, the calculations are also
performed by the simulation tool.

Conclusion validity Random irrelevancies in experimental setting - The
data is generated by the simulation tool which uses
simulated seconds to represent time. This means
that external influence, which can affect the per-
formance of the computer running the simulation,
does not affect the results.

Construct validity Mono-method bias - We investigate a variety of out-
put information from the simulation. For example
how the information entropy looks over time, how
many attempted migrations and how many actual
migrations that are performed.

Construct validity Restricted generalizability across constructs - Ex-
planations were made to ensure user understanding
of the constructs.

Internal validity Selection - The simulation uses a large variety of
simulated computers that can reflect computers
used by both large and small data centers. Param-
eters that has been identified as being important
are also included and can assume a large variety of
values taken from real data.

balanced load. This is likely to reduce the workload on data center ad-
ministrators, resulting in easier maintenance of the machines and leading
to quicker migration decisions. The different strategies behave differently
when removing and adding a lot of virtual machines at the same time. As
an example, the Pull strategy quickly re-balances the system when the load
is low to medium and the Push strategy quickly re-balances the system when
the load is medium to high.

Further, the results show that our strategies are able to keep the system
well-balanced when the system load is medium. This is done while virtual
machines are continuously added or removed from the system.

An interesting thing to mention is that increasing the number of physical
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Table 9.2: Remaining threats

Threat class Threat type

Construct validity Mono-operation bias - Only the CPU load is used
to make decisions where to migrate the virtual ma-
chines. Other factors may influence the CPU load,
for example the memory access patterns.

External validity Interaction of setting/selection and treatment - A va-
riety of different computer specifications were used
in the simulation and up to 99 computers were simu-
lated in one single experiment. However, there were
not enough resources to test the experiment on more
than 100 computers. Conducting a simulation with
more than 100 computers could be interesting for
data centers using large pools of computers.

machines in the simulations has little impact on the time it takes for the
different strategies to get from an imbalanced state to a balanced state. This
means that the developed strategies scale well.

We also developed a technique called Variable threshold. This technique
addresses some weaknesses in the two developed strategies, where the Pull
strategy will not be able to account for over-utilized physical machines and
the Push strategy will not be able to account for underutilized machines.
The variable threshold technique periodically decreases the threshold for the
Push strategy and periodically increases the threshold for the Pull strategy.
This increase the number of successful migrations which results in a more
balanced system.

Our evaluation shows that, when adding or removing a large number of
virtual machines in the system, the strategies can re-balance the system in
only 4-5 minutes.

The recommended use of the two developed strategies can be found in
table 8.9 and can be seen as a guideline for practitioners.

The contribution this thesis brings to the field is a model for how auto-
mated live migration of virtual machines can be done to improve the per-
formance of a computer system, for example a data center.

9.3 Future research

The developed strategies Push and Pull performs well given certain sys-
tem loads, see chapter 8 and table 8.9. It would be interesting to see how
Push and Pull works together. A combined strategy is therefore a desirable
direction for future work.

Evaluating the strategies with additional load settings would also be
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interesting. For example a burst scenario where the initial load is 40% and
it bursts up to 60% load.

It would be interesting to look into more parameters for when a migration
should occur. Our current implementation only takes CPU utilization, the
number of cores and memory size for both physical and virtual machines
into account when making a migration decision.

As mentioned in section 4.2.6, EWMA might not be the best prediction
algorithm to use in our strategies. A study of other prediction algorithms
could be interesting as a future research direction.

Another approach for our developed strategies could be to let the system
have periodic updates between neighbors. This is in contrast to how it is
done now, where the physical machines sends and requests neighbor infor-
mation, reactively, as hotspots occur in the system. Such an approach could
allow continuous checks regarding how balanced the system is. Migration
decisions based on the system performance would then be possible. This is
something that is not possible in our current implementation as the neigh-
bor data is likely to be outdated. The drawback of having periodic updates
might be excessive network traffic. The benefits could be an even more bal-
anced and responsive system. A combination of periodic- and reactive-based
updates is also possible.

It would be interesting to implement the developed strategies into a real
hypervisor, such as Xen. By doing this, experiments could be carried out
on real hardware, and measurements could be gathered, to further validate
our strategies.
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Appendix A

Message Types

Table A.1: Message types used to distinguish messages in the system.

Message Type Description

HELLO A hello message is sent to the system by joining nodes.
The message contains information about the physical
machine.

HELLO REPLY A reply to a HELLO message where the sender describes
itself.

MIGRATION Notifies that a migration is in progress.
MIGRATION
ACKNOWLEDGMENT

Acknowledge that a migration is successful.

Push strategy
HOTSPOT MESSAGE A message beginning the auction process and containing

the physical machine’s info and all virtual machines of
the host. This message is sent to all neighboring nodes.

HOTSPOT REPLY The reply contains the set of virtual machines from the
HOTSPOT MESSAGE that the sender is able to host
as well as its physical machine info.

WINNING BID
ANNOUNCEMENT

The winner of the auction is announced to everyone.

WINNING BID
ACKNOWLEDGMENT

The winner acknowledges the WINNING BID AN-
NOUNCEMENT and waits until the MIGRATION
message arrives.

RESOURCE RELEASE This message will attempt to release the locks initiated
by the sender of this message at some physical machine.
Pull strategy

STEAL BROADCAST A message beginning the auction (migration) process.
It requests information about all neighboring physical
machine information and their virtual machines.

STEAL BROADCAST
REPLY

The reply message to STEAL BROADCAST contains
information about the physical machine as well as all the
virtual machines that are not locked.

STEAL ATTEMPT This message is sent by the initiator that requests to
steal a virtual machine from the target node.

STEAL ATTEMPT
ACKNOWLEDGMENT

The STEAL ATTEMPT is either accepted or declined.
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Appendix B

Initialization File

Table B.1: Random number generators.

Parameter Description

rng-0 Used for the backoff algorithm.
rng-1 Sets the size of PM memory.
rng-2 Sets VM ids.
rng-3 Sets VM load pointer initialization.
rng-4 Sets a VMs memory limit.
rng-5 Sets the VM memory page dirty rate.
rng-6 Selects which host to send the initial VMs to.
rng-7 Sets the number of virtual cores on a VM.
rng-8 Sets the creation times for the dynamically created VMs.
rng-9 Used to select a PM and dynamically create a VM on it.
rng-10 Used to decide at what time to update the variable threshold.
erng-11 Used to decide how much the variable threshold will increase/decrease.
rng-12 Used to decide when to remove a VM from a PM.

Table B.2: Computer parameters.

Parameter Value(s) Description

maxMemory 20|1|2 ∗ 4096 Sets the maximum primary memory of a phys-
ical machine (4, 8, 16 GB).

linkSpeed 1024 The bandwidth capacity for each physical ma-
chine.

PageSize 4 The memory page size (KB)
PageDirtyRateMultiplier 5000 Steps for the page dirty rate.
PageDirtyRateMax 12 Maximum multiplier value, i. e. 5000 ∗ 12
Threshold 256 Used for the cost model to determine when the

pre-copy algorithms terminates (KB).
TransmissionRateMultiplier 0.5 The amount of bandwidth that should be avail-

able for a migration, 0.5 = 50%.
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Table B.3: General parameters.

Parameter Default value(s) Description

repeat 30 The number of times an experi-
ment will be repeated with differ-
ent seeds.

num-rng 13 The number of RNG’s.
seed-set runnumber The seed for the RNG’s is based

on the runnumber (0-29).
sim-time-limit 20000 The number of seconds a simula-

tion run will last.
backoffLimit 120 The maximum time allowed for

the backoff algorithm (s).
EWMALambda 0.2 The factor of how much histori-

cal data points will affect the pre-
dicted value.

loadWindow 100 The number of samples stored
that the EWMA will make its
predictions on.

hotspotReplyTimeout 10 How many seconds a node will
wait for a reply of the initial
broadcast.

recordHotspotInterval 1000 How often the number of at-
tempted migrations and success-
ful migration will be sampled (s).

initialSystemLoad low/medium/high 0.3, 0.5 and 0.7 system load at
startup.

burstHigh true/false Whether a high burst should oc-
cur.

burstLow true/false Whether a low burst should oc-
cur.

burstHighTime
sim− time− limit

2
The time when a high burst will
occur.

burstLowTime
sim− time− limit

2
The time when a low burst will
occur.

DynamicVM 0 The number of VMs that will be
dynamically created.

VMsToRemove 0 The number of VMs that will be
dynamically removed.

variableThreshold 1 Whether the variable threshold
should be used.

requiredSystemStateImprovement 0 How much better (%) the pre-
dicted system performance is re-
quired to be to perform a migra-
tion.

variableUpdateTime 300 The mean time when the variable
threshold should be updated.

CPUThreshold 0.7 The upper CPU threshold.
minCPUThresholdLimit 0.3 The lower CPU threshold.
numNodes 19/49/99 The number of physical machines

that will be used.
loadLevel 5 The load values will be an average

over 5 minutes.
pushOrPull 0/1 Whether the Push or Pull strat-

egy is used.
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Darko Stefanović, Thomas VanDrunen, Daniel von Dincklage, and Ben
Wiedermann. The dacapo benchmarks: java benchmarking develop-
ment and analysis. SIGPLAN Not., 41(10):169–190, October 2006.

[35] J Stuart Hunter. The exponentially weighted moving average. J.
QUALITY TECHNOL., 18(4):203–210, 1986.

[36] IEEE. Ieee std 802.3-2008, 12 2008.

[37] András Varga and Rudolf Hornig. An overview of the OMNeT++ sim-
ulation environment. In Proceedings of the 1st international conference
on Simulation tools and techniques for communications, networks and
systems & workshops, Simutools ’08, pages 60:1–60:10, ICST, Brus-
sels, Belgium, Belgium, 2008. ICST (Institute for Computer Sciences,
Social-Informatics and Telecommunications Engineering).

[38] OMNeT++. OMNeT++ network simulation framework. http://www.
omnetpp.org/, February 2013.

[39] Stewart Robinson. Simulation model verification and validation: in-
creasing the users’ confidence. In Proceedings of the 29th conference
on Winter simulation, WSC ’97, pages 53–59, Washington, DC, USA,
1997. IEEE Computer Society.


