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For centuries, documents have served as a way to record and share events of the past and present.
Therefore, we can say that documents are a mechanism of knowledge sharing. In general, a docu-
ment seems mostly concerned with the layout of text and/or images to be printed on paper of appro-
priate quality. This view of a document is complemented with the notion of a digital document, and
is more focused on the way information is most appropriately structured and handled for updating
and access. The main difference between these two concepts is the new ways of information interac-
tion and knowledge sharing that digital documents offer us. Thus, an area of applicability for digital
documents is business workflow processes [4][6].

Nowadays documents have become vitally important components in workflow processes. Every
organization with some self respect is trying to get in control of how digital information (mostly doc-
uments of different types) in the organization is passed from one person to another and interacted
with. One of the main concerns, when it comes to workflow processes, is therefore how we repre-
sent, interact, and share information participating in the processes. In the general case, we tend to
conceptualize information as computerized versions of physical documents. However, such an
approach has one major drawback: workflow processes by nature involve activity, and computerized
documents of today do not. In order to achieve the necessary activity in the workflow processes we
have to make use of applications as a complement to the inactive data structures. The problem with
this approach is threefold: it is difficult to combine the services offered by different applications with
each other, most applications make use of non-compatible native storage formats, and it is difficult to
model processes and activity using a static set of functionality offered by the applications. In combi-
nation with each other, these three problems put us in a somewhat awkward position: we cannot cre-
ate and/or control our workflow processes in a satisfying manner, due to the basic architecture we
have chosen to model the relationship between activity (functionality) and information (document
data).

The questions are: (1) what are the fundamental issues of interest for both the document domain and
business workflow area of research? (2) can we find an architecture/model that addresses these fun-
damental issues in a more appropriate manner than current ones?

��� 3UREOHP�'HVFULSWLRQ
In the following section a number of issues will be discussed, namely, an identification of where we
are standing today concerning digital documents (digital document evolution), and the identification
of problem issues related to digital documents with focus on business workflow processes and the
modeling of activity.

7KH�(YROXWLRQ�RI�'LJLWDO�'RFXPHQWV��In order to show what a digital document today really is, a
brief outline of document evolution and historical background will be given below:

• 3KDVH����6XSSRUW� IRU�0XOWLSOH�'RFXPHQW�'DWD�7\SHV� - The main difference between the docu
ments used in the early days of computerized business and the ones we use today is that t
contained one type of data, and this data was stored according to some native applicatio
cific storage format. Furthermore, the document applications could not handle any othe
structures than their own native storage formats. Therefore, in order to create a document 
tiple types of data, the user had to generate output from a set of applications, and then in
these outputs by hand. In other words, it was a so called cut and paste approach. Then, if
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ment contained any errors, the user would have to start the process all over again. Obviously, the
approach of creating documents by hand was very cumbersome. However, a new approach in
document handling was developed, the tool-centric integration approach. The main reason for
developers to take the next step in document evolution (tool-centric integration), was a direct
result of computer environments where document applications were running and documents were
stored. Meaning, computer systems were developed that could support a network of output from
multiple applications. This enabled the users to create documents containing multiple data struc-
tures of different media types. However, the applications were only able to change specific parts
of a document that were represented in the native format of that application. All other structures
contained in the applications’ documents still had to be changed in their corresponding a
tion, and reimported. As applications started to enable users to import different types o
structures, the applications became more complex.

• 3KDVH����6XSSRUW�IRU�$SSOLFDWLRQ�,QGHSHQGHQW�3DUW�+DQGOHUV�- There have been attempts to solv
the problem of complexity versus functionality, by extracting the interaction with document 
(data structures of different types) from the applications, and putting functionality into sep
objects that all applications can share. This approach is often denoted as a so called co
document approach1. By applying such an approach the applications can support documents
taining a multitude of data-types, without increasing the complexity of the specific applica
and still offer the users all the functionality they might want. The compound document app
is characterized by the extensive use of specialized components2, encapsulating the various dat
structures, that form the structure of a compound document.

• 3KDVH����6XSSRUW�IRU�6LWXDWHG�$FWLRQV�- Since documents nowadays are becoming more and m
important as means for knowledge sharing and information interaction it is important tha
documents support situated actions. The reason to this is the fact that it enables the docum
perform different actions depending on the current situation at hand, no matter if the ac
related to visualization or something completely different. This requirement is for examp
major interest in compound document systems, focusing on visualization aspects of doc
data. In such systems each document part is responsible for its own visualization, instead 
ing on external applications. Depending on part type and current situation, different visualiz
can be applied by a document part. This feature is also of utmost importance in workflow
cesses, since it would enable us to get in control of the information flow processes and p
also to automate parts of them.

It is obvious that a digital document today no longer conforms to the definition and propertie
physical document. During their evolution, digital documents has adopted new technolo
advancements, but maybe most notably, new requirements have been imposed on the docum
the systems that handle them and by their users and new areas of applicability. Most notable
these requirements are three major requirements imposed on many software systems of today
larization, dynamic behavior, and networking. One of the most important evolutionary steps
due to these requirements was to introduce the concept of application independent comp
because it enabled a set of information associated with a document to be encapsulated as a f
entity, i.e. applications were no longer responsible for the format and functionality associated
specific type of information.

1Compound documents are a natural part of Microsoft Office (relying on Object Linking and Embedding), but also in soft-
ware systems making use of OpenDoc (relying on Common Object Request Broker Architecture). At first only interfacing
and behavior, but recently both CORBA and OLE has included functionality such as automation and events. However, pro-
viding for these properties are not enough since they only map onto a subset of the required set of properties.

2What we are facing is a plethora of definitions on the term FRPSRQHQW. The definition I make use of at this point is charac-
terized as a four level infrastructure [25], used by one of the most complete component technology of today - OMG
BA technology, consisting of an object bus, object services, object facilities, and various components of different s



���� 3UREOHP�'HVFULSWLRQ
/LPLWHG�$UFKLWHFWXUHV��When software systems are constructed they imply that some sort of a soft-
ware architecture3 has been chosen, no matter if we intend to be aware of this fact or not. If we
decide to be aware of the fact that we actually have built a software system relying on some sort of
software architecture, making the architecture explicit (hopefully EHIRUH the system is constructed),
the potential benefits will be that it:

³������GHILQHV�WKH�FRPSRQHQWV��WKHLU�SURSHUWLHV�DQG�UHODWLRQVKLSV�RI�WKH�DUFKLWHFWXUH�
���GHILQHV�LQLWLDOL]DWLRQ��IDXOW�UHFRYHU\�VW\OHV��HWF������SURYLGHV�D�IUDPHZRUN�IRU�V\V�
WHP�GHYHORSPHQW�DQG�HYROXWLRQ�� LQFOXGLQJ�FRPSRQHQW�GHVLJQ�DQG�LPSOHPHQWDWLRQ�
DQG����SURYLGHV�D�EDVLV�IRU�DVVHW�JHQHUDWLRQ�³, [19].

It is interesting to note that all software systems make use of some kind of architecture, either explic-
itly or implicitly defined. This is also the case when it comes to document system solutions. During
the evolvement of document systems a parallel evolvement of architectures supporting these systems
has also taken place. In the earlier stages of document evolution the architectures were implicitly
defined, but in recent stages the architectures have been explicitly defined due to their complexities.
An example of such architectures are the ones used in compound document systems. However, over
the years the functional requirements imposed on the document systems and their underlying archi-
tectures have changed, and sometimes the changed requirements have had such severe impact that
the underlying architectures had to be replaced. If we relate the issue of replacing architectures to the
evolvement of documents, it appears that the need to replace document architectures4 is a result of
current architectures not being general enough to cope with major changes to functional require-
ments imposed on them. The reason to this is usually that the fundamental requirements imposed on
the architectures by a specific problem domain have not been completely identified or supported.

As previously described, the reason for entering the third phase in document evolution is the new
requirements (i.e. activity) imposed on documents and information by the business workflow process
domain. However, there is no natural transition between the architectures currently in use, for exam-
ple compound documents, and the kind of architectures we need in order to handle the third phase in
document evolution. Compound documents and their underlying architectures will for several rea-
sons not be able to handle these requirements, maybe most notably because they do not support the
possibility to model activity (i.e. generic event handling).

/LPLWHG�&RPSRQHQW�3URSHUW\�6XSSRUW��Until the emergence of compound documents, the docu-
ment domain has concentrated on issues related to representation. As a result of this work, many new
document standards have appeared on the market. However, these standards have constantly changed
or been replaced by other formats due to changed user requirements. In order to cope with problem
issues related to representation a technique called modularization [24], or data abstraction [1], is
applied to the (document) data. This enables us to concentrate on how to interface with data, instead
of focusing on how each application suite choose to represent their unique types of data. 

A document format of today must be able to contain modules, or components (encapsulating all
kinds of data formats), that hide their internal data and offers public interfaces that all applications
can use to access the data the component is responsible for. Parnas [24] states that a module is con-
sidered to be a responsibility assignment. He continues by making an interesting conclusion about
modularization in general:

3³7KH�VRIWZDUH�DUFKLWHFWXUH�RI�D�SURJUDP�RU�FRPSXWLQJ�V\VWHP�LV�WKH�VWUXFWXUH�RU�VWUXFWXUHV�RI�WKH�V\VWHP��ZKLFK�FRPSULVH
VRIWZDUH�FRPSRQHQWV��WKH�H[WHUQDOO\�YLVLEOH�SURSHUWLHV�RI�WKRVH�FRPSRQHQWV��DQG�WKH�UHODWLRQVKLSV�DPRQJ�WKHP�³��[2].

4The term document architecture relates to all of the issues involved considering documents and FRPSRQHQWV; state and be-
havior, interfacing and reflection, migration, events, and automation.
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WLPH�RI�H[HFXWLRQ��PRGXOHV�ZLOO�QRW�FRUUHVSRQG�WR�VWHSV�LQ�WKH�SURFHVVLQJ�´, [24]

Modularization enables us to make certain difficult design decisions, encapsulate these design deci-
sions as a module, and thus hide the design decision from other modules. One of the positive effects
of such an approach is that changes made to the internals of a component will not affect the sur-
rounding components, as long as the interface of the component in question does not change.

The component approach has effectively been used in compound document systems, but there is still
functionality that these systems are missing. The vendors of current compound document systems
have only taken certain properties of components into account. Since the components in combination
with their related properties are the very foundation of any component-based software system, only
providing for a subset of all properties will jeopardize the stability and durability of the architecture
in use. In other words, if we do not make all of the component properties explicit we might have to
rebuild the architecture the components rely upon. As I have previously described, components
should be viewed as responsible for hiding a certain design decision, i.e. act as service providers of a
certain behavior. However, in order to be able to accomplish that task, among others, each compo-
nent must exhibit a certain set of properties:

• 6WDWH�DQG�%HKDYLRU - The behavior of a component is a set of actions that the component ca
form on demand by itself or on demand by some external party. The complete description
the behavior for a component is also sometimes referred to as the components protocol. T
rent state of a component represents all the information held within the component at a 
point in time.

• ,QWHUIDFLQJ�DQG�5HIOHFWLRQ - The property of interfacing and reflection refers to in what way 
access the data encapsulated by a component (demand an action to be performed and re
result). One of the main goals of modularization is to hide the data representation of a s
component, but in doing so we also have to offer some way of accessing this data. Acces
data encapsulated by a component is known as interfacing. The interface of a component i
inition of what kind of request messages the component accepts, as well as what kind o
messages each of the requests might generate5. A component should also exhibit the property 
reflection. Reflection refers to a components ability to obtain information about other co
nents, such as their class or the interfaces the other component implements at run-time. B
higher level of abstraction, reflection also refers to a component’s capability to infer inform
about the state of the environment in which it is currently executing.

• 0LJUDWLRQ - It is often important for a component to be able to migrate from one network no
another. There are many reasons for the need for this kind of functionality. For example, su
that the component must perform some kind of computationally intensive action, then it wo
an advantage if the component could temporarily migrate to a network node offering subs
computational power, and then return to the original node after the action has been perf
However, it is important to be aware of the trade-offs concerning migration. Since the siz
component is not always that small, sending it over a network might demand more tim
expected.

5At this point I use the terms UHTXHVW�PHVVDJH and UHSO\�PHVVDJH, but this is only one way of describing it. I could just as
well describe the access mechanism, via an interface, as some kind of SURFHGXUH�FDOOV, with corresponding UHWXUQ�YDOXHV.
However, the reason for the choice of terms will be more apparent later on in the thesis, where I have chosen to differentiate
H[WHUQDO component request/reply messages and LQWHUQDO component procedure calls/return values (declarative and proce-
dural message passing).
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• (YHQWV - The event property has many possible interpretations, but the one I have chosen t
use of is a component’s ability to subscribe to a specific set of notification messages. Thes
sages are sent to the subscribing components by the component in which the event occur
the subscribing component can then perform some kind of action as a result of the event n
tion.

• $XWRPDWLRQ - The property of automation is twofold. A component exhibiting the property
automation must be able to handle both scripting (iterative control of execution) and thre
control (private control of execution). Without this property the construction and compositio
components will be very difficult.

Modularization and component technologies only address the issue of modularization, not wh
of basic components we need. Consequently it will be difficult to use component technolog
such to define what kind of basic components the document domain requires. In other wor
concept of a component is very useful when we try to address such a difficult technical requi
as network-centric dynamic modules, but the bigger picture is not included in this concept.

)XQGDPHQWDO�'RPDLQ�,VVXHV��In the previous section a number of problematic issues concer
digital documents and their role in business workflow processes (information interaction and k
edge sharing), with focus on modeling of activity, were discussed. The most outstanding issue
tified were:

• /LPLWHG�$UFKLWHFWXUHV - An architecture is the very foundation of any software system, includ
document handling systems, and they must therefore support all the functionality required
entities they support. The architectures used by compound document systems efficiently s
their entities as they are supposed to do, but they do not have the ability to support the 
entities that a business workflow system requires. The reason to this is mainly because 
(i.e. a generic event model) has not been identified as a vital requirement of those archite
Therefore, in order to provide efficient support for the entities hosted by business workflow
tems, their underlying architectures must implement such a generic event model.

• /LPLWHG�&RPSRQHQW�3URSHUW\�6XSSRUW - Components can be viewed as a technology that we us
implement software entities that exhibit a certain set of properties. However, components a
limited in the way they can be used, due to the fact that their underlying architecture d
exactly what they can accomplish and what properties they actually can exhibit. In effect, c
nents can be used in any kind of software system, if their underlying architecture suppo
kind of functionality that the software system in question requires.

In respect of these problematic issues it is clear that it is of utmost importance that the prope
the components used in a business workflow system must be our focus. Only then can we
what kind of basic functionality and services the underlying architecture must provide. Further
it is important that the architecture is dynamic and extendible, in a way that allows changes
made to the architecture, but also to allow new functionality to be added. Otherwise, new fun
requirements imposed on the architecture can result in the need to replace the whole architec

As a conclusion to these remarks, it can be said that the fundamental domain issues we have
sider in building an architecture to support business workflow systems (i.e. requirements of P
in digital document evolution) are:

• Networked components constitute a document (modularization and networking).
• A dynamic and extendible architecture must support the components.
• The architecture must support a generic event model.
• The architecture must support all component properties required (including activity).
• The architecture must support a number of basic components.
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The most important conclusion to make about the problem description is that many of the problem-
atic issues are due to one single functional requirement, namely: activity. My proposed approach to
solving the previously defined problems and implementing the functionality required by a business
workflow system is therefore to conceptualize a document as a kind of software entity that embodies
both the properties of component technologies and the notion of activity. The concept I am referring
to is software agents [21].

6RIWZDUH�$JHQWV��There have been attempts to make general definitions concerning what an agent
is:

³$Q� DJHQW� LV� D� VHOI�FRQWDLQHG� SUREOHP�VROYLQJ� HQWLW\� �LPSOHPHQWHG� LQ� KDUGZDUH�
VRIWZDUH�� RU� D�PL[WXUH� RI� WKH� WZR�� WKDW� H[KLELWV� WKH� IROORZLQJ� SURSHUWLHV�� $XWRQ�
RP\���6RFLDO�$ELOLW\���5HVSRQVLYHQHVV���3URDFWLYHQHVV´, [17].

³7KH�FULWHULRQ�IRU�DJHQWKRRG�LV�D�EHKDYLRUDO�RQH��$Q�HQWLW\�LV�D�VRIWZDUH�DJHQW�LI
DQG� RQO\� LI� LW� FRPPXQLFDWHV� FRUUHFWO\� LQ� DQ� DJHQW� FRPPXQLFDWLRQ� ODQJXDJH� OLNH
$&/³, [12].

We can make some conclusions about these excerpts. Although, the term agent is not especially def-
inite, it can be used to describe and characterize a kind of software entity that exhibit a specific set of
properties and in combination with each other these properties form some kind of behavior. The con-
cept of behavior is really the key issue here. In order to exhibit some kind of behavior or activity
without being application dependent, a software entity must have a private thread of control, i.e. the
entity must be autonomous. And in effect, if the entity (being autonomous) is not supposed to be
completely detached from its surrounding environment it must exhibit some means of social ability.
In this thesis I will make use of the definition of agenthood that Nwana [21] uses. According to
Nwana, a software agent is primarily characterized as having three primary properties6:

• $XWRQRPRXV - This property refers to the way agents are related to their environment. An au
mous agent can act without guidance from a user, even if it in some cases can be invaluab
human assistance. In order to make it possible for an agent to act without external influen
important that the agent has some kind of preferences (internal state representation and go
ifications). These preferences underlie the choices an agent makes in order to achieve i
(behavior) in the most appropriate way.

• &RRSHUDWLYH - Without this property the whole concept of agenthood would be meaning
because in that case the agent could just as well be modeled and conceptualized as any o
ware application. In order to be able to cooperate, the agents must be able to interact wi
other, but also with human users. This capability is often denoted to be a social ability.

• /HDUQLQJ - The final property of agenthood is the aspect of learning. In order to denote an ag
be smart, it has to be able to learn from its behavior and interaction with the environment. 
an important property since it enables the agent to act in a more appropriate way later on
future.

Any kind of combination between the properties can be said to classify a software agent [21
concept of software agents is, as previously stated, surrounded with ambiguities. It enables us
ceptualize and model a certain kind of software entities in a more appropriate way. Furthermo
not very difficult to make a comparison between properties of software agents and software c
nents. We use software components in order to describe a low-level technical aspect of how e

6It is important to stress that these three properties were compiled by Nwana [21] as a result from comparing a vast set of
various definitions on the term agent. However, there is also the aspect of industry to consider when it comes to agent defi-
nitions, because industry tends to have a somewhat more relaxed relationship towards this issue, as opposed to academic
researcher.
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lated software modules should be built and interacted with, and we use software agents in order to
describe a higher-order conceptual aspect of how software entities relate to their surrounding envi-
ronment as well as a way of describing their behavior (e.g. activity).

7KH�7KHVLV��In its earliest forms a document could be conceived as a static set of information format-
ted according to some storage format. However, due to several problematic issues concerning this
approach the compound document approach was introduced. By introducing the concept of com-
pound documents, the information contained in a document was suddenly related to some ‘p
functionality. This gives us a new definition of what a document actually is. A document is no l
a static set of pre-formatted information, but rather a set of dynamic information (by encapsu
information and related functionality). Since we now conceive documents to be an assem
dynamic information, it is important to support the documents with a suitable architecture.
architectures have been built (OpenDoc and OLE), but they are only partly successful in ful
user requirements. The reason for this, and the need to rebuild such architectures, is that th
mental functional requirements of the underlying architectures has not been fully understood o
tified.

Three different evolutionary phases of documents (support for multiple document data types, s
for application independent part handlers, and support for situated actions) were previously 
fied. Considering the latest evolutionary phases, compound documents, certain difficulties wit
an approach were identified. The difficulties mostly involve architectural choices, modulariza
and software components. With respect to these difficulties, the approach used to solve the p
atic issues is to model documents as a conceptual combination of compound documents and
software agents [9]. By applying this approach to the document domain we will be able to in
with documents in a variety of ways, both manually and automatically, but we will also be a
share knowledge and model activity in a more appropriate manner. I have chosen to deno
approach DFWLYH�GRFXPHQWV.

��� 2XWOLQH�RI�WKH�7KHVLV
Chapter 2 outlines a set of research areas that all contribute to the domain of active documen
the most basic areas (abstraction and representation) will be presented, and then compoun
ments (including components and documents) and software agents (ORB technologies,
objects, and mobile objects) will be described. Finally some conclusions about these ar
research will be outlined.

Chapter 3 describes the most basic parts of a service-oriented architecture, including the parti
software agents. After an introduction to such systems a more in depth description of how acti
uments are implemented upon such architectures, and how to handle active documents (c
storing, and accessing) will be given. Finally, this chapter will be concluded with a discussion
cerning active documents and their underlying service-oriented architecture.

Chapter 4 outlines how active documents can be used in problem domains such as busines
flow processes and automated information handling, as well as how active documents can be
improve information filtering and automation aspects in distributed information systems with m
ple users. Finally, a short discussion about different areas of applicability will be given at the 
this chapter.

In Chapter 5 conclusions about the results of the thesis will be outlined. First, the problem w
outlined, including why the document handling/interaction community once again will see ch
to the way we make use of documents. Finally, a discussion concerning active documents, th
formance to the specified problem domain, and their implications will be given (including applic
ity in distributed environments).
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system was only a prototype of the active document approach, but the result showed that control over workflows can be ef-
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workflow.
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6XSSRUWLQJ�&RQFHSWV�DQG�7HFKQRORJLHV

In the previous chapter general problems and difficulties with document architectures were identified
and discussed, namely, choosing an appropriate architecture1 and defining the basic components that
make use of this architecture. The functional requirements imposed on these two problem areas both
have great impact upon each other. The choice of architecture defines the means by which compo-
nents interact and the choice of basic components defines what kind of features the architecture must
support. It is therefore important that we understand the various theoretical and practical areas of
research that contribute to these problem domains, but also to identify the different requirements
imposed on both the choice of architecture and related components.

In this chapter I will describe a set of research areas that all contribute to the domain of active docu-
ments. The approach used in the presentation of the various research areas is a top-down approach,
that is, I will start the presentation by explaining the most basic areas (abstraction and representa-
tion), and then continue down the topology (see Figure 1) via compound documents (components
and documents), software agents (ORB technology, active objects, and mobile objects), and finally
make some conclusions about these areas of research.

)LJXUH����$�WRSRORJ\�GHQRWLQJ�WKH�YDULRXV�DUHDV�RI�UHVHDUFK�DQG�UHODWHG�WRSLFV�FRQWULEXWLQJ�WR�WKH�FRQFHSW�RI
DFWLYH�GRFXPHQWV��D�FRPELQDWLRQ�RI�FRPSRXQG�GRFXPHQWV�DQG�VRIWZDUH�DJHQWV��

��� $EVWUDFWLRQ�DQG�5HSUHVHQWDWLRQ
Since most of the concepts and areas of research relevant to this thesis are related to fundamental
data management issues (abstraction and representation) an appropriate start for this background
analysis is to explain these fundamental issues. In the general case, the concepts of abstraction and
representation are the means for us to perceive and interact with data in the most suitable manner.
However, if we consider each of these concepts in more detail, it is obvious that their implications
are a bit more profound than just being vessels for perception and interaction. Just as well as for most
of the other concepts described in this chapter; abstraction and representation implies that certain
design choices have to be made. In other words, we must be aware of what we are going to use the
data for, and then chose the data abstraction and data representation formats that fulfill our require-
ments in the most appropriate way.

1Where an architecture is defined as being a set of components and their interactions (interfaces).
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����� $EVWUDFWLRQ�DQG�5HSUHVHQWDWLRQ
'DWD�$EVWUDFWLRQ��Data abstraction is a general technique used to isolate representational aspects of
a program and separate these aspects from the ones dealing with data object usage2. In order to iso-
late the representational aspects of a program we first have to identify the different entity types3 that
corresponds to some kind of behavior and state representation that we are looking for. Each entity
type also needs a basic set of operations in terms of which all manipulation of that type will be
expressed. In terms of manipulation, these operations (sometimes referred to as mutators [1]) are the
only means available to access program modules.

The methodology of data abstraction enables us to define DEVWUDFWLRQ�EDUULHUV [1] between different
modules of a program, and thus isolating different levels of the program (Figure 2). At each level, the
barriers separate the modules of the program that use the data abstractions from the modules that
implement the data abstractions.

)LJXUH����$EVWUDFWLRQ�EDUULHUV�DQG�DEVWUDFW�GDWD�W\SHV��7KH�PRGXOH�RI�D�SURJUDP��UHSUHVHQWHG�DV�2SHUDWRU�$
DQG�2SHUDWRU� %��� DQG� WKH� XQGHUO\LQJ�PRGXOHV� �UHSUHVHQWHG� E\�2SHUDWRU�&��2SHUDWRU�'��2SHUDWRU� (�� DQG
2SHUDWRU�)) DUH�VHSDUDWHG�E\�DQ�DEVWUDFWLRQ�EDUULHU��7KLV�HQDEOHV�XV�WR�UHJDUG�WKH�PRGXOH�DW�WKH�³KLJKHVW�OHYHO
RI�DEVWUDFWLRQ´�DV�DQ�DEVWUDFWLRQ�RI�WKH�SURJUDP�PRGXOHV�DW�WKH�OHYHOV�EHORZ�WKH�EDUULHU��7KXV��WKH�PRGXOHV
EHORZ�WKH�DEVWUDFWLRQ�EDUULHU�FDQ�EH�PRGLILHG�DQG�PDLQWDLQHG�ZLWKRXW�DIIHFWLQJ�WKH�SURJUDP�PRGXOHV�DERYH
WKH�EDUULHU�

The data abstraction methodology has many advantages. The most obvious one is probably that the
methodology makes it easier to modify and maintain programs. The methodology also gives us the
ability to model and design a software system at different levels of abstraction, thus offering us the
possibility to develop software systems in an evolutionary manner. However, the idea of abstraction
barriers is not only applicable to modules of a program, but also to the various conceptual entities
used in the program modules. These entity types are often referred to as abstract data types, or ADTs,
and form the foundations of any object-oriented software system. The abstract data types are the con-
ceptual data types at the very top of an entity type hierarchy, thus crossing the boundaries of program
modules.

The concept of abstract data types is very useful, but we also need the ability to combine instances of
abstract data types into more complex data objects. Complex objects are often referred to as com-
pound data objects [1], since they combine and encapsulate more than one instance of abstract data
types (Figure 3). It is important to make a clear distinction between abstract data objects and com-
pound objects. An abstract data object is a result of an inheritance hierarchy without multiple inherit-
ance, and compound objects are combinations of several abstract data types and/or other compound
data objects. This is where the notion of FORVXUH enters the scene.

2It is important to note the difference between abstraction and representation. Data abstraction can be considered to be the
means used for performing FRQFHSWXDO�LVRODWLRQ of the representational aspects of a program, while data representation is the
methodology of structuring the state representation of an entity in the most appropriate manner.

3Computer programs are typically designed to model some kind of complex real-world phenomena, and such phenomena
often tend to consist of more than one type of entities. We must therefore identify the involved entity types and their corre-
sponding behaviors and state representations.

Operator BOperator A

 Representation AB

Operator DOperator C

 Representation CD

Abstraction Barrier

Operator FOperator E

 Representation EF



����� $EVWUDFWLRQ�DQG�5HSUHVHQWDWLRQ
Closure can be thought of as the glue�we use when data objects of different types are combined. It
allows us to combine not only abstract data objects, but compound data objects as well. In other
words, closure is a way of describing the ability of compound objects to encapsulate multiple objects
of both abstract and compound type. However, closure is also a way of describing the fact that com-
pound data objects can be used as interfaces for combining program modules.

A combination of closure and compound data objects enables us to operate on data at an abstract
level. The data is interfaced with in such a way that no assumptions about the data has to be made in
order to perform the task at hand, i.e. data representation is defined independently of the program
that uses the data and the data is accessed via an interface (a set of procedures).

)LJXUH����$EVWUDFW�GDWD�W\SHV�DQG�FRPSRXQG�GDWD�REMHFWV�

'DWD�5HSUHVHQWDWLRQ��As opposed to data abstraction that can be thought of as the conceptual isola-
tion and representational aspects of a program, data representation is the methodology we use to
structure and represent the internal state representation of an entity in order to make it possible to
access the data in the most convenient way. The choice of representation has significant impact on
the time and space requirements of entities that manipulate and access data.

Data abstraction implies that certain operators, or mutators, are used to access and manipulate the
content of an entity. But in order to ensure that the time and space requirements imposed on the enti-
ties are not violated, the operators must be able to handle many different types of data. This is
accomplished by something called JHQHULF�SURFHGXUHV. A generic procedure is designed to perform a
specific task, but in doing so, it is also able to accept arguments of more than one type. The effect we
are looking for is to enable the incorporation of new program modules into software systems in an
DGGLWLYH manner. 

There are two approaches to the implementation of a generic procedure. The first approach, GLVSDWFK�
LQJ�RQ�W\SH, requires that it is possible to check the type of a datum and then call the corresponding
procedure. The problem with this approach is twofold; the generic procedures must know about all
the different type representations at compile time, and we must guarantee that no two procedures in
the entire system have the same name. These two problems can, unfortunately enough, be summed
up as being QRQDGGLWLYH. What we need is another approach, i.e. GDWD�GLUHFWHG�SURJUDPPLQJ. In this
approach, very similar to dispatching on type, we make use of just one generic procedure that calls
the procedure named as the argument data type combined with the name of the generic procedure
name (Figure 4).

)LJXUH����'DWD�GLUHFWHG�SURJUDPPLQJ��%\�H[WUDFWLQJ�WKH�W\SH�LQIRUPDWLRQ�RI�DQ�DUELWUDU\�SURFHGXUH�DUJXPHQW
�GIF���DQG�WKHQ�FRPELQLQJ�WKLV�ZLWK�WKH�JHQHULF�SURFHGXUH�QDPH��showImage���D�QHZ�SURFHGXUH�FDOO�FDQ�EH�PDGH
WR�D�VSHFLDOL]HG�SURFHGXUH��showImageGIF��FDSDEOH�RI�KDQGOLQJ�WKH�RULJLQDO�SURFHGXUH�DUJXPHQW��image��

ADTA

ADTAA

ADTAB

ADTAC

CDOA

showImage(image)
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I have previously described the notion of active documents as a combination of a wide variety of dif-
ferent research areas, and specifically compound documents. As illustrated in Figure 1 the concept of
compound documents is a combination of classic document data representations and software com-
ponents. This section of the background analysis aims at clarifying these concepts, namely, compo-
nents, documents, and compound documents. 

&RPSRQHQWV��The notion of a component4 is, just as well as the notion of a software agent, not gen-
erally thought of as a commonly agreed upon definition. However, there are some examples to be
found in literature that defines the term component as:

³���D�UHXVDEOH��VHOI�FRQWDLQHG�SLHFH�RI�VRIWZDUH�WKDW�LV�LQGHSHQGHQW�RI�DQ\�DSSOLFD�
WLRQ´, [23].

³���D�XQLW�RI�FRPSRVLWLRQ�ZLWK�FRQWUDFWXDOO\�VSHFLILHG�LQWHUIDFHV�DQG�H[SOLFLW�FRQWH[W
GHSHQGHQFLHV�RQO\��&RPSRQHQWV�FDQ�EH�GHSOR\HG�LQGHSHQGHQWO\�DQG�DUH�VXEMHFW�WR
FRPSRVLWLRQ�E\�WKLUG�SDUWLHV�´, [29].

The problem with both of these definitions is that they imply that a software component has great
similarities to “normal” objects in object-orientation, i.e. encapsulated data (representing some
and functionality (representing some behavior) with well-defined interfaces. However, the la
the definitions above also specifies that a component is subject to composition by third partie
possible to deploy independently. This actually makes a distinction between objects and c
nents. As described in the introduction chapter of the thesis, a component must exhibit a cer
of properties:

• 6WDWH�DQG�%HKDYLRU - The behavior of a component is a set of actions that the component ca
form on demand by itself or by demand of some external party. The current state of a com
represents all the information held within the component at a certain point in time.

• ,QWHUIDFLQJ�DQG�5HIOHFWLRQ - The interface of a component is a definition of what kind of requ
messages the component accepts, as well as what kind of reply messages each of the 
might generate. Reflection refers to the ability of a component to obtain information about
components as well as the state of the environment in which it is currently executing.

• 0LJUDWLRQ - This property reflects the ability of a components, one way or the other, migra
another network node and continue execution on the other side.

• (YHQWV: The ability to subscribe to a specific set of notification messages. These messages 
to the subscribing components by the component in which the event occurred.

• $XWRPDWLRQ - A component exhibiting the property of automation must be able to handle 
scripting (external iterative control of execution) and thread of control (private control of ex
tion).

All of these five properties are, and must be, fulfilled by components rendered as unique objec
sible to invoke across address spaces, networks, languages, operating systems, and tools. H
the properties are only functional requirements imposed on components. There is also the a
reuse tightly coupled with the notion of component technologies. Depending on how well we d
our solutions for the functional requirements, reuse can be used either extensively, or not at a5.

4Sometimes referred to as interoperable objects or component objects, implying that they can be invoked as unique objects
across address spaces, networks, languages, operating systems, and tools [25].

5As I will describe later on, this is one of the biggest problem with the compound document framework OpenDoc, where
several of the functional requirements imposed on components has either just been met to a small extent, or not at all.
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'RFXPHQWV��Normally, document formats makes use of something called PHWDFRGHV, specifying the
appearance of a document. The problem with such an approach is that the embedded metacodes
‘lock’ the document data into the documents themselves, i.e. we end up with application sp
document formats and therefore visualization and structural interpretation is limited to a doc
format’s native metacodes. A solution to this problem is to structure documents according to
kind of markup language, such as:

• 6WDQGDUG�*HQHUDOL]HG�0DUNXS� /DQJXDJH� �6*0/� - SGML is defined as being a standard f
specifying document markup languages, thus SGML is not in itself a document language
description of how to specify one. SGML is based on the idea that documents have structu
other semantic elements that can be described without reference to how such elements sh
visualized. These document and element descriptions are called 'RFXPHQW� 7\SH� 'HILQLWLRQ
(DTD). The actual visual representation of a document format conforming to the SGML sta
may vary, depending on the output medium and style preferences of the displaying appli
Thus, SGML formatted documents can be created by thinking in terms of document str
rather than characteristics of document appearance (which may change over time), and
ments originally intended for the print medium can easily be re-adapted for other media, s
computer displays [32].

• ([WHQVLEOH�0DUNXS�/DQJXDJH��;0/� - XML is actually one out of three related standards: XM
(XML Lang), XSL (XML Style), and XLL (XML Links) [17]. However, since there is no com
mon name for the standards altogether, XML has been chosen as the name of the comple
dard. XML defines structure, extensibility, and integrity of a document. XLL defines 
documents can be assembled by various external/internal document parts (links). XSL d
document style, rendering and such.

By separating the actual information contained in a document from representational meta
external applications and accessing parties can process the documents in a more appropriate
[31]. Documents formatted in conformance with markup languages achieve this goal.

&RPSRXQG�'RFXPHQWV��The concept of compound documents is significantly different from do
ments produced using classic application-centric approaches. As I described earlier in the the
are facing a plethora of different document standards emanating from various applications,
order to get around the problem with too complex applications (supposed to handle all various
ment format standards) the compound document approach focuses on an open document s
That is, a compound document consists of a set of application independent parts, encapsulat
the state and behavior of a specific set of data. Each part is able to respond to graphical user 
events via a corresponding graphical user interface that is used to configure and edit the spec
type. A part is therefore considered to be a component, where the state is represented by th
part data and the behavior is represented by the part handler (the graphical user interface). N
a component is supposed to be able to respond to all kinds of events, not only graphical user i
events, but this is not the case when it comes to compound document frameworks such as O
[23].

Instead of using the classic approach, where an application ‘owns’ a document, compound
ments have their own process, often referred to as the document shell. This process is respon
the interaction with actual users, but also the documents’ interaction with the operating system
to the fact that the components are not complete graphical user interface applications, the do
shell must provide an environment where graphical user interface events can be dispatched f
operating system to the proper part handler. In other words, the document shell is respons
handling document-wide operations and is therefore the closest equivalent a compound do
has to a conventional application.

One of the main features of compound documents is that they prohibit accessing applications
late the representational aspects of document formats, i.e. document parts are responsible 
own representation, not the accessing applications. This is achieved by only offering access to
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ument and its related parts, through well defined component interfaces. In effect, a compound docu-
ment makes use of data-directed programming approach as opposed to classic document applications
that makes use of a dispatching on type approach.

Below is an example of the framework used for a compound document platform, OpenDoc [23].
This framework consists of five separate parts:

)LJXUH����7KH� 2SHQ'RF� IUDPHZRUN�� )RXU� GLIIHUHQW� PDQDJHPHQW� SDUWV� �FRPSRXQG� GRFXPHQW� PDQDJHPHQW�
VWUXFWXUHG� VWRUDJH� V\VWHP�� XQLIRUP�GDWD� WUDQVIHU�� DQG� DXWRPDWLRQ�DQG� VFULSWLQJ�� DUH� EXLOW� XSRQ� D� FRPPRQ
&25%$�FRPSOLDQW�REMHFW�EXV��V\VWHP�REMHFW�PRGHO��

• 6\VWHP�2EMHFW�0RGHO - This part of the framework provides local and remote interoperability
OpenDoc components. The system object model is based upon Common Object Request
Architecture (CORBA) technology, and supports CORBA compliant Interface Definition L
guage. In combination with each other, the system object model and the interface definitio
guage makes it possible for part handlers created with different compilers and in diff
programming languages to consistently communicate and pass parameters. A client calling
tem object model class has no built-in information about the entry points (methods) to tha
cific class. Instead the methods’ dispatch tables are computed and initialized at run tim
system object model also includes a CORBA-compliant interface repository that makes the 
Doc classes and their method descriptions available to clients at run time.

• &RPSRXQG�'RFXPHQW�0DQDJHPHQW - The compound document management part of the Open
framework defines the protocol that allows different document parts to share the same 
space. But the management part of the platform also coordinates the various parts’ us
shared resources, including bindings, layout and geometry management, and events and
tion.

• 6WUXFWXUHG�6WRUDJH�6\VWHP - Since the structure of a compound document is somewhat diffe
from a document created using an application-centric approach, compound documents are
in a slightly different manner than classic documents. Classic documents are often stored
large block of data, in a file, that is controlled by a single application. In OpenDoc documen
document data (parts) still reside in a single file, a container, but each document com
receives its own partitioned space in which it stores its data within the document. The form
these containers is called Bento. Bento provides a persistent storage mechanism, but ev
important, meta data about document components (versioning, component references a
tionships, etc.).

• 8QLIRUP�'DWD�7UDQVIHU - Compound documents make use of a single mechanism for data 
change called uniform data transfer. The mechanism supports a variety of protocols
enabling cross-platform and cross-application interaction.

• $XWRPDWLRQ�DQG�6FULSWLQJ - Also called document programming, is a way to let users custom
document and component behavior. The combination of compound documents and scrip
step in the right direction towards creating self-sufficient documents. The scripts are invok
events upon which they act, however, it is important to be aware of the fact that the events
of a graphical user interface nature (e.g. file opening, text selection, file deletion, etc.). The 
ing and automation system used in OpenDoc is called the Open Scripting Architecture (
and is an extension of Apple Events. Using OSA OpenDoc can deliver event messages fr

Compound Document Management

Structured Storage System

Uniform Data Transfer

Automation and Scripting

System Object Model
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scripting system to the different document parts. OSA also defines how containers and parts com-
municate with each other using an event registry, which contains lists of commands that evoke
responses from parts.

��� 6RIWZDUH�$JHQWV
As opposed to the two areas of research (fundamental data issues and compound documents) previ-
ously discussed, software agents are not generally thought of as a well defined area of research. The
notion of software agents has emerged from a wide variety of different research areas; artificial intel-
ligence, distributed computer systems, and social sciences, just to mention a few of them. And due to
the fact that the concept of a software agent is a mixture of definitions emanating from all of these
research areas, a plethora of explanations concerning what a software agent really is has been pro-
claimed by just as many researchers, i.e. there is no such thing as a software agent paradigm.

Since there exists no software agent paradigm, I have chosen to make use of something resembling
such a paradigm; a survey on most of the current research related to software agent definitions,
usages, and methodologies [21], and according to this survey an agent can be classified as any soft-
ware entity exhibiting any constellation of the properties of being a combination of: autonomous,
cooperative, and learning (Figure 6). But, before continuing on the discussion about software agents
and their properties, I believe that an explanation on the issue about why we should make use of soft-
ware agents would be appropriate.

Traditionally, software systems have been built in a centralized manner, but nowadays the situation
is a bit different. Quite some time ago the idea of distributed systems started to emerge. These sys-
tems are built with one major idea in mind; programs that can interoperate (exchange information
and services) with each other can solve some types of problems in a more suitable manner than cen-
tralized systems. The problems that distributed programs can solve might even be of such a nature
that a centralized system would not stand a chance trying to solve them (e.g. solving the problem is
too time consuming).

In the field of distributed computing a somewhat new idea of modeling is starting to evolve, namely
software agents. The concept of a software agent is to a great extent focused on modeling software
entities as entities in social science, that is, they are unique and self-sufficient individuals6 (autono-
mous), they are able to cooperate in order to achieve some higher-order goal, and they are able to
deduce new information as a result from their actions. When it comes to actually implementing these
agent properties, there are a number of important issues to consider. These issues will be explained
using the following terms and concepts: DFWLYH�REMHFWV, PRELOH�REMHFWV, FRQFHSWXDO�DGKHUHQFH, FRP�
PXQLFDWLRQ�ODQJXDJH, EHKDYLRU�DQG�NQRZOHGJH, and VHUYLFH�RULHQWHG�DUFKLWHFWXUHV.

)LJXUH����$Q�DJHQW�WRSRORJ\��$�VRIWZDUH�HQWLW\�LV�QHYHU�FRQVLGHUHG�WR�EH�D�VRIWZDUH�DJHQW�XQOHVV�LW�H[KLELWV�D
FRPELQDWLRQ�RI�WZR�RU�PRUH�RI�WKH�SURSHUWLHV�RI�EHLQJ�DXWRQRPRXV��OHDUQLQJ��DQG�FRRSHUDWLYH�

6An issue discussed in more detail later on in this section is the similarity between how social entities often tend to give up
some of their autonomity to a higher-order coordinator (governments) and how autonomous software agents make use of
some kind of facilitator, helping them in their everyday life.
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$FWLYH�2EMHFWV��According to [3] there are two different kinds of active objects; active objects and
semi-active objects. Active objects are called active because they are permanent processes in mem-
ory. Furthermore, semi-active objects are considered to be processes that are not permanent, but pos-
sible to evoke when a message is sent to them. The notion of an active object used in this thesis is
actually corresponding to the definition of semi-active objects [3] (for the sake of convenience, since
the approach of ‘real’ active objects is implausible due to performance issues). Thus, an active
is considered to be an instance of some class that have a corresponding active thread of co
some sense this notion conforms to the prior definition, however there are practical difference
first definition states that an active object is a permanent process in memory, but according to
active object is just a conceptual model of an object that is running only when it has to (semi-a
In other words, an active object is a software entity that is able to subscribe to a number of 
but also to advertise certain services. The object is impotent until an event that the object sub
to arise or one of its services is requested, then the object is activated and allowed to be activ
decides to render itself inactive again. According to this definition active objects require som
of activation mechanism. This mechanism is achieved by implementing a communication fac
(see below).

0RELOH�2EMHFWV��Normally, in programs designed according to an object-oriented approach, the
cept of an object is central to the design of any program. Entire programs are built upon the no
communicating objects. The objects are often regarded as having a static (centralized) locati
is, during their entire lifetime they reside on a specific host and platform. However, centralized
ware systems are not always the kind of systems we are dealing with. Software systems also
be modeled in a distributed manner. A distributed system by nature makes use of mobile par7, and
therefore, more often than not, implies that a specific mobility strategy has to be chosen con
what parts of the system we want to make mobile. We have the choice to make threads of 
mobile or to make data mobile. In the first approach a thread of control is allowed to move fro
network node to another, resume execution at the new location, and finally return to the orig
network node (no code is moved, just control of execution). In the second approach it is poss
exchange data over the network, using marshalling and unmarshalling of data structures (e.g.
eters and results of remote procedure calls). However, there is also a third approach, and it in
somewhat more elaborate version of the second approach. In this approach code is conside
data, that is, data is considered to be a stream of instructions8 to be interpreted by some virtua
machine on the receiving network node.

At a first glance this approach does not seem to be that complicated, but if we consider funda
concepts such as scope, threads, and network connections, it is obvious that we are in real 
ble. All three of these concepts are related to two basic, but none the less important, issues
state and context of execution. During the lifetime of an object (software entity), its state co
ously changes, including links to other objects, number of simultaneous threads, and current n
connections. In other words, the difficulties we are facing if physically bound objects would mo
another network node are quite severe. The solution to this problem is to, one way or the oth
care of how to ensure that the state and context of a currently executing mobile object is pre
when it arrives at its destination network node.

7³���D�FRPSXWDWLRQ�VWDUWLQJ�DW�VRPH�QHWZRUN�QRGH�PD\�FRQWLQXH�DW�VRPH�RWKHU�QHWZRUN�QRGH�´ [4]. The question is how these
computations actually “continue” at another network node. Either a message is sent to the other node with some ki
rameters denoting a set of instructions to be carried out at the receiving node, or the computation (including state ant)
is actually frozen, moved, and reestablished.

8Recent development of programming languages such as Java [15] and Agent Tcl [16] supports such streaming 
pretation.
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&RQFHSWXDO�$GKHUHQFH��The notions of active objects and mobile objects described above are to a
great extent technical issues, and it might seem unclear how these concepts could be relevant to the
discussion about what a software agent really is. In literature we often run into questions such as:

³:H�RIWHQ�KHDU�WKDW�DQ�DJHQW�LV�VRIWZDUH�DFWLQJ�RQ�WKH�EHKDOI�RI�WKH�XVHU��2I�FRXUVH�
WKDW�FRYHUV�DOO�FRPSXWHU�SURJUDPV�HYHU�ZULWWHQ��6R��LI�LW�LV�VR�XQFOHDU�ZKDW�DQ�DJHQW
LV��ZKDW�FDQ�DOO�WKH�IXVV�EH�DERXW"³, [26].

An interesting observation about the extract above is the proclamation that agents are no different
from any other computer programs ever written. Another interesting observation, concerning agent-
hood, is the “technical difficulties” we run into when we try to fulfill and implement the previou
stated agenthood requirements (autonomous, cooperative, and learning). One way or the oth
issues have a strong focus on technical implementation aspects of an agent. However, I beli
this point of view is bound to fail. With too strong a focus on the technical implementation aspe
agenthood, we will of course end up with a type of software that resembles just about any k
software system. However, the unique feature of agenthood is what we try to model. As Nwan
tified [21], agenthood is characterized as a way of modeling a software system, and its cons
parts, in such a way that it resembles social entities (autonomous, cooperative, and lear
believe that the reason for us to use such a model is our belief that the nature of the mode
constituent parts solve the specific task at hand in a better way than other models. In other
software agents should be defined as a way of modeling software entities participating in a joi
ture of problem solving, where the involved entities are exhibiting social capabilities (autonom
cooperative, and learning).

My point is that conceptual adherence is more important than technical focus. From a technic
spective a software agent is, more often than not, no different than any other software entity
ever, from a conceptual perspective (what we are modeling), software agents are different fro
other software entity, no matter how we look at things. If we keep our focus on conceptual adh
when we model software agents, there are certain issues to consider in more detail: FRPPXQLFDWLRQ
ODQJXDJH, EHKDYLRU�DQG�NQRZOHGJH, and VHUYLFH�RULHQWHG�DUFKLWHFWXUHV.

&RPPXQLFDWLRQ�/DQJXDJH��In the domain of software agents communication is an imperative 
tor. In classic object-orientation, communication is modeled as message passing between tw
ware entities, no matter if the entities are applications or class instances (objects). However, 
object-oriented programming languages the abstract idea of message passing and its intent 
somewhat blurred. The idea of message passing is supposed to be a way of enabling objects
municate information and invoke advertised functionality, either in a platform and language ind
dent way (declarative approach), or in a platform and language dependent way (procedural). B
to the fact that most programming languages use internal message passing between objects 
dure calls, it is important to be aware that declarative message passing and procedure calls
analogous. The difference between the two approaches lies in how they are used and how th
mation being passed. The procedural approach is based on the idea that communication can
modeled as the exchange of procedural directives, and the declarative approach is based on
that communication can be best modeled as the exchange of declarative statements. Therefo
are not careful, confusing these two approaches as analogous will introduce quite severe prob

Since one of the possible requirements imposed on software agents is the property of being c
tive9, communication between agents should always be performed using a declarative messa
ing approach. The language software agents use when they communicate is called a
communication language (ACL) and consists of three parts [12]:

9The cooperating agents are not necessarily implemented using the same programming language, thus making it difficult to
use procedure calls as the means for communication.
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• 2XWHU�/DQJXDJH - Since software agents can be implemented in a variety of ways, it is impo
that the language used for encapsulating and exchanging the information communicated b
the agents is standardized, that is, the agents have a common representation language o
guages that are inter-translatable. A quite comprehensive outer language standard has bee
oped, the .QRZOHGJH�4XHU\�DQG�0DQLSXODWLRQ�/DQJXDJH (KQML) [8]. KQML is a language and
protocol used for the exchange of information and knowledge among agents. However, K
also defines a basic architecture for knowledge sharing through a special kind of software 
called FRPPXQLFDWLRQ� IDFLOLWDWRUV. These communication facilitators provide services such
finding other agents in the object space and maintaining information exchange between the

• ,QQHU�/DQJXDJH - The messages encapsulated by the outer language are expressed using 
sometimes denoted as the inner language. These messages can be composed in any lang
sen by a specific software agent, but there does exist standardized formats for messages e
in a syntax of an inner language, such as the .QRZOHGJH�,QWHUFKDQJH�)RUPDW (KIF) [13].

• 9RFDEXODU\ - The use of an commonly agreed upon outer language enables messages repr
in some inner language to be communicated between different kinds of software agents, b
still exists the problem of how one agent is supposed to understand what the content of a m
expressed in an inner language actually means. The solution to this problem is something
RQWRORJLHV [30]. An ontology is often defined as a shared understanding of concepts (e.g. en
attributes, and processes), conceptual definitions, and concept inter-relationships of a
domain.

%HKDYLRU�DQG�.QRZOHGJH��Software agents and software entities implemented using some kin
object-oriented approach have many features in common, but the one thing that significantly
rates them is the notion of knowledge. Object-orientation identifies two of the most unique fe
of software entities as the concepts of behavior and state. However, when it comes to software
the situation is a bit different. A software agent can be thought of as a software entity with som
of a physical body with which it can act in its environment. This body consists of both a set of a
and services, but also a body of knowledge [20]. At a first glance it seems like this abstraction 
property of being a one-to-one mapping with the concepts of behavior and state, but it is a b
profound than that. The state of an object is just a temporary view of its contained data structu
a body of knowledge persist through time (i.e. whatever the agent knows at one time, it contin
know). Furthermore, the behavior of an object (its interface to the surrounding environment) is
tent, due to the fact the state of an object is changed by external software entities (via the inte
the object), but the state of a software agent can be changed by external software entities as
by the agent itself. In other words, a software agent can be affected by external threads of co
well as internal ones.

Thus, an agent is a conceptualisation of a software entity with encapsulated state and be
including a persistent body of knowledge. When it comes to the internal thread of control, the a
body of knowledge is continuously used to infer ‘what to do next’, i.e. the agent processes an
prets its knowledge to determine what actions to take.

6HUYLFH�2ULHQWHG�$UFKLWHFWXUHV��As opposed to client-server architectures, where the server’s m
function is to provide functionality common to a specific type of clients, a service-oriented arc
ture is focused on providing a minimal set of services for unspecified client types. The reas
designing the architecture in such a way is the idea that a client-server architecture is too stati
cially when it comes to maintaining and extending it.

Service-oriented architectures are based on the idea that all systems require at least one cen
but this part only has to supply the clients with basic support for behavior and cooperation amo
clients. Software agent architectures sometimes make use of these kind of architectures. Sinc
ware agent is very often modeled as an autonomous entity, all it really requires from its surro
environment is some kind of means for identifying and establishing communication channel
other agents. Apparently this violates the abstract notion of completely autonomous softwar
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ties, but without these centralized communication facilitators the societies of software agents will,
just as societies of human individuals without established governments, end up in a state of confu-
sion. In other words, autonomous entity modeling can be helpful, but without surrendering some
parts of their autonomous properties when implementing them, dynamic communication among the
entities will be very difficult, if not impossible.

In software agent systems making use of communication facilitators, sometimes referred to as feder-
ated systems, the agents do not communicate directly with each other. Instead, they communicate via
a central part of the system - a facilitator. As previously described, the agents surrender some of their
autonomy, and in return the facilitators assure that they will fulfill the most basic needs of the agents
[12]. An example of such an architecture is the &RPPRQ�2EMHFW�5HTXHVW�%URNHU�$UFKLWHFWXUH
(CORBA) [22]. The basic requirement of an 2EMHFW�5HTXHVW�%URNHU (ORB) is to: assist client objects
in locating those objects in a network that are able to implement certain requests, pass parameters to
these objects, invoke requested methods, and return the results (Figure 7).

)LJXUH����,W�LV�LPSRUWDQW�WR�EH�DZDUH�RI�WKH�IDFW�WKDW�25%V�JHQHUDOO\�RQO\�VXSSRUW�SURFHGXUH�FDOOV�RI�D�UHPRWH
QDWXUH��L�H��53&���DQG�WKHUHIRUH�GR�QRW�KDYH�DQ\�GLUHFW�VXSSRUW� IRU�PRELOH�REMHFWV�DQG�LQWHUDFWLRQ�EHWZHHQ
VXFK�REMHFWV�

��� 'LVFXVVLRQ
One of the most important conclusions made after summing up this background analysis is that
abstraction is of utmost importance. It helps us to model our software systems in a way that makes it
easier for developers to understand what functionality is required of and provided by the various
parts of a system, but it also enables us to develop systems in an evolutionary manner by hiding
details of implementation.

However, if we are not cautious about our choices of abstractions they can also get us into a lot of
trouble. This is due to the fact that if we are not aware of the current requirements imposed on a spe-
cific software system, as well as future requirements, and we choose a number of abstractions and
model a system according to these abstractions, we are stuck with these abstractions from then on. In
other words, abstractions enable us to understand the nature of a specific software system and it
enables us to partition the system in certain ways, but once chosen the abstractions will also define
the boundaries of the system. To make changes to a software system where the changes are kept
within the abstraction boundaries of the system is not that difficult. But, if we want to make changes
that cross the abstraction boundaries, then we are in trouble. Such changes imply that the abstraction
boundaries must be changed, thus affecting the whole system. This problem is very difficult to work
around, but one thing we can do is to anticipate the current requirements imposed on a system, as
well as future ones, and choose a conceptual abstraction that encapsulates as many requirements as
possible (e.g. extending the software system or architecture in question).

,PSOLFDWLRQV�RI�$EVWUDFWLRQV��We have to be realistic when it comes to finding an abstraction that
encompasses our requirements, current as well as future ones. We will most certainly not find an all-
encompassing abstraction if we use a top-down approach, that is, choosing an architecture with a

CORBA Object Adapter
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Object Request Broker
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CORBA API
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specific problem domain in mind. What we have to do is to use a bottom-up approach, to start with
an abstraction that is general enough to anticipate as many requirements as possible, and then use dif-
ferent abstractions at the upper levels.

An example of an architecture that failed to recognize this is OpenDoc. I believe that Open
failure to fulfill certain requirements was a result of many factors, but mainly because the arc
ture OpenDoc relies upon, as well as parts of the system itself, seems to have been built usin
down approach. It therefore seems like the creators of OpenDoc had a specific document arch
in mind when they decided upon the requirements imposed on the general architecture to use
other hand, if we focus on more general architectural requirements, such as component an
requirements, the choice of architecture (i.e. design) will be completely different.

Many of the concepts I have discussed in this chapter are used in combination with each othe
we are not careful it will be difficult to fit the implementation of these concepts within the bo
aries of the same conceptual abstraction. The reason for this is the difficulty of combining dif
technologies. An example of this is the proclaimed difficulties with mobile objects. Mobile ob
imply that state and context of execution must be able to move to a new network node, thus th
work connections, threads of control, etc. must be kept intact when they arrive at the new 
believe that one of the major reasons for this issue to be considered a problem is due to the 
many developers of mobile objects have not anticipated the importance of declarative messag
ing, in combination with component objects and service-oriented architectures. Such a comb
would define that mobile objects should not be able to have network connections. They shou
be able to communicate with each other, through a facilitator, via declarative message passin
work connections can be modeled as a service and thus be taken care of by a facilitator. Onc
we see that the choice of abstraction enables us to anticipate requirements in a more appropr
and it also removes some of the problems related to the choice of an insufficient abstraction.

My conclusion, when it comes to abstraction barriers and software agent architectures, is tha
tom-up approach is our best choice for the construction of such service-oriented architectur
approach enables us to define a number of abstraction barriers and conceptual abstractions 
help us fulfill the requirements imposed on both software agent architectures, as well as comp
based architectures10. Such an architecture will also encompass possible requirements impos
document systems such as active documents.

5HTXLUHPHQWV�,PSOLHG�E\�WKH�$EVWUDFWLRQ��All of the areas of research described above contrib
to the idea of active documents, one way or the other. They also imply that certain structur
functional requirements have to be fulfilled by the architecture underlying the active docum
model. I have chosen to conclude these requirements in a number of different levels:

10I consider software agent architectures to be a special kind of component-based architectures, fulfilling requirements im-
posed on both agents and components.
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As you probably have noticed, I have left out the requirements concerning visualization. This is due
to the fact that a lot of work on how this should be implemented has already been done by the cre-
ators of compound document systems, such as OpenDoc. This issue is beyond the scope of the thesis.
Instead, the thesis will concentrate on the requirements given above and the means to fulfill them: a
service-oriented architecture, mobile agents, declarative message passing, and how to build active
documents using these concepts.

/HYHO 7\SH 'HVFULSWLRQ

Facilitator Registry and Identity Each facilitator has a private registry handler that is used to create new
entities and keep track of their current location.

Each entity must have a globally unique identity. This is achieved by
assigning the entity with an identity in the form of �KRVW!��SRUW!��VHULDO!.
This approach will work even if the entity moves to another host since all
messages will be forwarded by the facilitator registry to the last known loca-
tion of the entity.

Migration and Forwarding If an entity moves to another host this will be marked in the registry of the
current facilitator. All messages denoted for the entity arriving at a facilitator
that is no longer hosting the entity shall forward the messages to the new
facilitator.

Migration and Encapsulation Each entity will consist of a number of associated platform independent
binary class files (supporting classes and GUI classes). These files must be
possible to copy to the new facilitator when a migration occurs.

Events and Activity In order to reduce execution overhead the entities must only be semi-
active, i.e. only active when they are requested to perform an advertised
service, if an event occurs that the entity subscribes to, or if a point-to-point
message is sent to an entity.

The facilitator must supply the entities with global event information, if the
entities have subscribed to it. Such global event information includes con-
cepts such as time.

Garbage Collection At a certain periodic interval those facilitators that are aware of each other
should perform a general cleanup of deleted entities and reorganize those
entities still in the system.

Associations Each time a new facilitator is installed it can be associated with another
facilitator in order to extend the possible entity space.

Services Each facilitator shall supply the whole entity space with certain services
(such as SMTP, HTTP, FTP, etc.). These services shall be possible to use
by all entities (including other facilitators) in the objectspace.

Each entity in the objectspace must be able to query a facilitator what ser-
vices there are present in the objectspace.

Entities Activation An entity is activated by the facilitator by dispatching messages to the
entity. These messages can be a result of either event subscription, service
advertising, or point-to-point communication.

Each entity must be able to tell the facilitator what events they are inter-
ested in, and what services they offer.

Mobility An entity should be able to freeze the current execution state, migrate to a
new facilitator, and then resume execution.

State Each entity must proclaim its current state to the current facilitator.

Services Each entity must be able to inform the local facilitator about offered ser-
vices.

User Interface A user interface (both graphical and non-graphical) must be possible to
associate with an entity in order to make it possible to configure the settings
of the entity.

Events An entity shall be able to subscribe to state changes occurring in another
entity.

Communication Message Passing No procedural message passing must be allowed in the system, except by
the facilitator. All entity-to-entity communication shall be performed using a
declarative message passing approach.

Document Knowledge Base and Associations An active document is an entity responsible for the cooperation and interac-
tion between a set of associated entities. It does not contain the associated
entities, instead it is a meta entity that contains information about its associ-
ated entities.

The active document entity is also responsible for updating the knowledge
base of the document and associated entities.

Representation The entities used to store actual document information shall be represented
in a markup language.

7DEOH����7KH�UHTXLUHPHQWV�LPSRVHG�RQ�DQ�DFWLYH�GRFXPHQW�DUFKLWHFWXUH��7KH�UHTXLUHPHQWV�DUH�GLYLGHG�LQWR�D
QXPEHU�RI�OHYHOV��ZKHUH�HDFK�OHYHOV�FRQWDLQV�D�QXPEHU�RI�UHTXLUHPHQW�W\SHV�DQG�FRUUHVSRQGLQJ�GHVFULSWLRQV�
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Application-centric document models make a clear distinction between functionality and data. The
approach is traditional when it comes to the handling of data. Compound document models on the
other hand, focus on modularity by means of combining data and related functionality. This removes
the problematic dependencies we find in application-centric document models. However, I believe
that the notion of modularity can be taken even further. In compound document models graphical
user interface events are the general way to activate the participating entities. But since documents
nowadays are becoming more and more important as carriers in flows of information, the underlying
architecture of a document model should also enable the participating documents to be responsible
for their own content. That is, the encapsulated functionality of a document should not only be possi-
ble to invoke via graphical user interface events, but the documents should also be able to invoke
themselves. This approach implies that we have to use a new kind of abstraction when it comes to
how we conceptualize documents.

In the previous chapters I came to the conclusion that mobile software agents are a suitable abstrac-
tion for architectures supporting documents modeled as actively participating information carriers. I
have denoted this abstraction DFWLYH�GRFXPHQWV:

Active documents can be characterized as a model for the automation of handling
and control of documents, by making them a combination of service providers and
resources in the form of autonomous agents residing in a service-oriented architec-
ture.

In the following sections of this chapter the most basic parts of a service-oriented architecture will be
described, including the participating software agents. After an introduction to such systems I will
continue with a more in depth description of how active documents are implemented upon such
architectures, and how to handle active documents (creating, storing, and accessing). Finally, this
chapter will be concluded with a discussion concerning active documents and their underlying ser-
vice-oriented architecture.

��� 6HUYLFH�2ULHQWHG�$UFKLWHFWXUHV
We could conceptualize an objectspace of agents as a dynamic community, where different agents
contribute certain services to the community. The agents can submit high-level expression to com-
munication facilitators, describing their capabilities. The facilitators will then make certain decisions
about which agent is most suitable to forward the service requests to. Constructing a system this way,
as opposed to client/server systems, offer us more flexibility and adaptability. Furthermore, we can
extend the system by just adding new agents (i.e. service providers) to the system. In this section the
various standard parts of service-oriented architectures will be described, namely, the communica-
tion facilitator, handlers, and services (see Figure 8).

)DFLOLWDWRUV��A service-oriented architecture, such as federated multi-agent systems, can be charac-
terized as a system with only two parts, agents and non-agents, where it is the non-agent parts of the
system that contribute with the basic and coarse-grained functionality and services. These parts of
the architecture are called communication facilitators, or just IDFLOLWDWRUV. Even though we sometimes
tend do describe software agents as autonomous software entities, it is often not especially conve-
nient to implement them as completely autonomous. This is due to the fact that each agent would
then have to contain all code necessary to enable it to locate and communicate with other agents in
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the objectspace. Using facilitators makes it possible to distribute a set of autonomous entities in a
network, and enable the entities to communicate. Facilitators are the means by which agents commu-
nicate with each others, but they also offer coarse-grained services to external parties (e.g. agents and
applications). In order to help the agents to communicate and fulfill their goals the facilitator can be
used in a variety of ways, including: object registry, message forwarder, content-based message
router, and agent-application connection provider. In order to fulfill these services and requirements,
a set of handlers are used.

+DQGOHUV��The facilitator is the only access an agent has to its surrounding environment, and must
therefore supply the agent with certain default functionality. In order to do so, the facilitators make
use of handlers. These handlers are only accessible by the facilitator itself, but all have a indirect
influence on the agents the facilitators host. The handlers are:

• 5HJLVWU\�+DQGOHU - Each facilitator contains specific information about a set of objectspace 
ties in something denoted as the UHJLVWU\, or registry handler. When an agent is created, i
assigned a globally unique handle. It is the registry’s task to generate these handles, but
keep track of the last known location (local or remote) and status of an agent.

• 0HVVDJH�+DQGOHU - One of the most important handlers in a service-oriented architecture i
message handler. Whenever a message arrives at the facilitator, it is forwarded to the m
handler. The intended recipient of a message is identified using the registry handler. If the 
ent is still residing at the current facilitator, the agent is activated and the message is taken
by the agent itself. However, due to the fact that we are dealing with an architecture whe
agents might have mobile properties, the message handler is also responsible for forward
message to the appropriate facilitator, if the recipient is no longer residing on the receiving
tator. If that is the case, the message is just forwarded to the last known location of the age
the process is repeated until the message reaches its recipient.

• (YHQW�+DQGOHU - Since it would not be especially efficient to allow each agent to be active a
time (i.e. to have a constantly running thread of control), the agents in a service-oriented ar
ture can be activated in two different ways. Either an agent is activated when the fac
receives a message addressed to the agent, or the agents can subscribe to specific event
in their surrounding environment. If such events occur, the event handler will activate and 
all agents subscribing to the event about its presence in the environment by sending them
sage via the message handler.

• )DFWRU\�+DQGOHU - In service-oriented architectures the external entities making use of the s
can not be assumed to be able to create the active entities that will reside on the various 
tors in the system. In fact, it is not preferable that they are, for various reasons (security be
of them). Instead, the creation of agents should be performed by the facilitators themselves
it is up to the facilitators to supply the external entities, i.e. accessing applications and a
with the service of creating new agents. Applications can send queries to the facilitators 
what kind of agents they can create, including what behavior each type of agent exhibits. A
quent query can be sent to request the creation of one of these entities, and in return the q
party will receive a globally unique identifier of the created agent, that can be used for f
interaction with the agent. 

• 6HUYLFH�+DQGOHU - Besides all the agents and handlers, the facilitator also hosts a number 
vice modules, taken care of by the service handler. The service modules take care of gene
pose tasks that are too coarse-grained to fit in all agents hosted by the facilitator. For exa
would introduce a lot of functional overhead in the system if every agent is supposed to c
electronic mail capabilities. Instead, this service could be offered by an SMTP service m
The service handler is responsible for the advertising of services offered by the service m
and it is also responsible for the management of incoming service requests.
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• 0LJUDWLRQ�+DQGOHU� - In order to enable an agent to migrate to another facilitator, a numb
issues have to be taken into consideration. For instance, the context of execution and curre
must be preserved before the agent moves, but there is also the issue of reestablishing e
once the agent arrives at its new location. These issues are not easy to handle, and they
tainly not easy to handle by the agents themselves. This is why supporting functionality to 
agent migration should be placed in a handler. The property of being mobile is shared by
agents in the objectspace, and should therefore be a natural part of the facilitator functiona

6HUYLFHV��The facilitator makes use of internal handlers to accomplish private tasks, such as 
registry, message handling, and event handling. However, it also provide objectspace entiti
the agents and external applications) with coarse-grained services, services that are shared
many entities in the facilitator objectspace. A typical scenario of service usage is that an agen
a query message to the facilitator, requesting to locate a specific agent. The message is anal
identified by the message handler as a service request, and forwarded to the service handler.
vice handler analyzes the message even further, and then forwards it to the appropriate servi
ule (a lookup module in this case). Generally, services are used to handle agents during their l
I have previously stressed that software agents should exhibit the property of being autono
However, the agents can not be FRPSOHWHO\ autonomous (too large footprint), and should therefo
make use of service modules, located in the facilitator, to fulfill their tasks. Standard service m
are: 

• /RRNXS - Since the objectspace we are dealing with not only consists of the objects hosted
local facilitator, but rather a set of facilitators, it is convenient to implement a service modul
can handle message queries concerning all agents and services residing in the objectspa
kind of service is especially useful in combination with migration. For example, if an age
about to perform a computationaly intense task, it would be preferable if it could: locate a fa
tor with a sufficient amount of computational power, migrate to that facilitator, perform the 
and then return to the first facilitator.

• 7UDQVODWRU - Since different types of software agents often make use of unique vocabu
cooperation between the agents might become a problem. A solution to this issue is to ma
of ontological translators. Translators use a middle-language, sometimes referred to as a
lingua, to translate a message expressed in one vocabulary into a message expressed in
language.

)LJXUH����$�VHUYLFH�RULHQWHG�DUFKLWHFWXUH�LV�QRW�HVSHFLDOO\�FRPSOLFDWHG��7KH�EDFNERQH�RI�WKH�DUFKLWHFWXUH�LV�D
FROOHFWLRQ�RI�KDQGOHUV��HDFK�KDQGOLQJ�D�VSHFLILF�WDVN��NHHSLQJ�WUDFN�RI�REMHFWVSDFH�HQWLWLHV��PDNLQJ�VXUH�WKDW
WKH�YDULRXV�PHVVDJHV�EHLQJ�VHQW�DUH�UHFHLYHG�E\�WKH�FRUUHFW�HQWLW\��QRWLI\LQJ�HQWLWLHV�ZKHQ�VXEVFULEHG�HYHQWV
RFFXU��DQG�RIIHU�WKH�HQWLWLHV�FRDUVH�JUDLQHG�VHUYLFHV��

An important issue in service-oriented architectures is the idea that all entities, agents an
agents, provide each other with various services. The facilitator, being a non-agent, provid
agents with services that are too coarse-grained to be provided by each agent. However, the a
the system also provide each other with different services. These are fine-grained specializ
vices, often related to some unique data encapsulated by the agents. But the difference bet
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agent offering services and service modules located in the facilitator is not that definite. The choice
between implementing a service in the facilitator as a module, or to implement the service as an
agent is just a matter of design choice.

��� 6RIWZDUH�$JHQWV�DQG�5HODWHG�,VVXHV
In the previous section issues related to service-oriented architectures were discussed. However, they
only involved the backbone of such an architecture, i.e. what non-agent components we need to ful-
fill the needs and properties of autonomous agents. In this section the actual agents and practical
issues concerning them will be discussed.

)RRWSULQW��One of the main reasons for putting coarse-grained service functionality into a centralized
facilitator in a service-oriented architecture is that the number of agents residing in the system is
large. If each agent in such a system was supposed to contain all functionality needed to fulfill its
properties, their footprint would be unreasonably large. For example, suppose that we have an agent
that encapsulates a document, and is configured to notify the author of the document, via email,
whenever any changes are made to the document. If we would have a large number of such agents,
each with the functionality needed to be capable of sending electronic mail, the total footprint of the
agents would be huge. This is one of the reasons why facilitators are used in service-oriented archi-
tectures. No matter how many agents there are in the system, we want to keep their footprint as small
as possible, and one way to achieve this goal is to place common coarse-grained functionality in a
centralized part of the system. The centralized part of the system can then offer this common func-
tionality as a service to the agents. Thus, only one copy of the functionality is present in the system.

0RELOLW\��In object-orientation an object represents an encapsulation of functionality and some state,
with an interface that allows external entities to access or change its state. These properties are also
natural properties of real-world objects. Thus, the abstraction of object-orientation helps us to con-
ceptualize, model and implement solutions related to real-world problems and tasks. However, the
abstraction of object-orientation is mostly concerned with structural properties of objects and their
classes (such as type hierarchies and inheritance, polymorphism, and state representation). In other
words, the abstraction of object-orientation is missing the notion of physical activity and related
properties, mobility being one of them1. 

The properties of being mobile and possible to activate on demand is natural to many real-world enti-
ties, and should therefore be a natural part of the object-orientation abstraction. The question is how
we accomplish the merging of ‘traditional’ object-oriented concepts with properties such as mo
and activity. I believe that this task is most appropriately carried out by a party external to the 
i.e. the object should have the ability to request such functionality from some external party.
case of service-oriented architectures, this means that the facilitator must offer services that
objects to exhibit the property of being mobile. Generally, there are three different classes of te
ogies to implement mobility [14]:

• 0HVVDJH�%DVHG - This class only enables communication between remote entities in the fo
message passing (e.g. remote procedure calls). The class is actually not implementing m
rather, it helps remote entities to communicate in such a way that it seems like the send
message is communicating locally with the receiver.

• :HDNO\� 0RELOH - This class of technologies allows code to be executed by a remote e
together with some parameters (e.g. Unix Remote Shell).

1The notion of physical activity and the exploration of it involves such issues as: migration, introspection, and reflection.
Among other things, the concept of activity enables us to model objects as having properties that are natural to real-world
entities.
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• 6WURQJO\�0RELOH - This class enables an entity to migrate to another host and resume execu
the new location. This technique involves problematic issues such as state saving, serializi
the reestablishing of state and execution [11].

The class of technologies we should strive for is strongly mobile, since it helps us in modelin
ware agents the same way as we conceptualize real-world entities.

$FWLYDWLRQ�DQG�6FKHGXOLQJ��One of the most significant marks of agents (software and hardwar
that they have the ability to take actions as a result of state changes in their surrounding enviro
Agents achieve this by continuously checking if some specific constraints of interest are fu
(sensing), and take actions accordingly (acting). From a practical perspective this notion impli
the agents must be constantly active. When it comes to software agents, especially those resi
multi-agent system, this is not an option. If each agent is supposed to be active all the tim
agent has to have a constantly running active thread of control. The solution to this problem
one entity in the system to be continuously active and responsible for the activation of other e
Each agent must inform this entity when they change state, and the informed entity keeps t
what events (state changes) the agents are interested in (subscribing to). When a state chang
ticular interest occurs in the environment, the entity will activate and inform all interested en
The entity being responsible for this task is the facilitator.

The approach of activating agents when state changes they subscribe to occur is not the on
tion of agent activation. Actually, there is another common case. In service-oriented architec
is more common that an agent needs to request services from another agent. When an agen
services from another agent the facilitator must activate the agent(s) offering the service, and 
the request to it. In both cases (event notification and service requests) it can be a big adva
implement some kind of scheduling algorithm in the facilitator. Such algorithms could involve
scheduling based upon event look-ahead (especially timer-events) and scheduling based upon
request frequency (e.g. least recently used).

&RPPXQLFDWLRQ�DQG�&RRSHUDWLRQ��I have previously described an effective communicati
approach in a service-oriented architecture as being of utmost importance. Since software ag
supposed to be detached from each other (not necessarily located in the same physical addre
a procedural message passing approach is not an alternative. By implementing a service-o
architecture, we explicitly define message passing as a declarative approach, that is, the com
tion between the different system entities is described in a common representation languag
language is used to encapsulate messages represented in any format preferred by the ag
applying this approach, different types of agents will be able to communicate and cooperate
they use the same vocabulary. However, even if the agents can communicate with each othe
eration will be difficult if the agents do not use the same vocabulary. A solution to this problem
use ontological translator services (using an intermediate inter-lingua) [30], preferably implem
as service modules in the facilitator (see Figure 8).
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)LJXUH����7KH�LQWHUQDO�VWUXFWXUH�RI�DQ�DJHQW��$�W\SLFDO�DFFHVV�VFHQDULR�FRQVLVWV�RI�WKH�0HVVDJH5HFHLYHU�JHWWLQJ
D�PHVVDJH�IURP�DQRWKHU�DJHQW��YLD�D�IDFLOLWDWRU��DQG�WKLV�PHVVDJH�LV�WKHQ�IRUZDUGHG�WR�WKH�0HVVDJH'LVSDWFKHU�
7KH�0HVVDJH'LVSDWFKHU�LV�UHVSRQVLEOH�IRU�DQDO\]LQJ�WKH�PHVVDJH�DQG�WR�H[HFXWH�WKH�FRUUHVSRQGLQJ�SHUIRUPD�
WLYH�ZLWK�UHODWHG�SDUDPHWHUV�

��� $FWLYH�'RFXPHQWV
In the previous sections, topics such as facilitators and the software agents they host were discussed.
In this section, I will show how active documents relate to the notion of service-oriented architec-
tures. An active document is a collection of software agents, used to encapsulate the state and behav-
ior of documents that are modeled as active entities in information flows. As previously stated,
compound documents do not fulfill the requirements imposed on such entities. Most notably because
they lack properties such as migration and proactiveness, in other words, they are not autonomous.
Software agents and their service-oriented architectures, on the other hand, fulfill all of them.

Besides the facilitator and its supporting services, a service-oriented architecture consists of its
agents. A rather unique approach when it comes to the construction of an active document, is that it
is constructed by connecting and configuring a set of these agents, in other words, an active docu-
ment is not necessarily one entity, or agent, but rather a set of agents. However, the various agents
that are part of a document are all ultimately controlled by top-level agents. Thus, the set of agents
can still be conceptualized as one single entity.

)LJXUH�����$� VLPSOH� H[DPSOH� RI� DQ� DJHQW� W\SH� KLHUDUFK\�� $W� WKH� YHU\� WRS� WKH� W\SH� $JHQW� LV� GHILQHG�
LPSOHPHQWLQJ�DOO�QHFHVVDU\�SURSHUWLHV�RI�DJHQWKRRG��7KLV�W\SH�FDQ�EH�VXE�W\SHG�LQWR�WKUHH�EDVLF�IRXQGDWLRQ
DJHQWV��&RQWURO�$JHQW��6HUYLFH�$JHQW��DQG�&RQWDLQHU�$JHQW��7KHVH� WKUHH�DJHQW�W\SHV�FDQ�EH�VXE�W\SHG�HYHQ
IXUWKHU��WR�H[KLELW�PRUH�VSHFLDOL]HG�EHKDYLRU�

7\SH�+LHUDUFK\��There are three types of agents in an active document system: control agents, ser-
vice agents, and container agents (see Figure 10). As their type names imply, they are all responsible
for a specific kind of behavior. The different agents can also be subtyped to create even more special-
ized hierarchies of agents and behavior. At the very top of the hierarchy the type $JHQW can be found.
This type exhibits the basic properties of agenthood (see 2.3 Software Agents) in order to explicitly
inherit these properties into all of its sub-types. The three basic sub-types are:

MessageDispatcher

MessageSender MessageReceiver
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Performative B
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• &RQWDLQHU�$JHQWV - A container agent is mainly used to store and access information. By enc
lating the information stored within the agent, and only offer a predefined interface to the 
mation, consistency of information representation and storage format is achieved. In or
access the information, external entities have to request it, via message passing, from t
tainer agent. As shown in Figure 10, container agents can be sub-typed into document pa
responding to part handlers in compound document systems, however, they can also be 
information containers without graphical user interfaces. An example of this is distribution
containing a set of addresses (email, fax, cellular phone, etc.) to distribute messages to.

• 6HUYLFH�$JHQWV - A service agent is responsible for performing specific services and tasks re
to the behavior of an active document. These services corresponds to facilitator services, w
difference of being more fine-grained. These agents do not activate themselves, instead t
typically invoked by entities that require their advertised functionality. An example of se
agents is for instance entities with the ability to send messages to people listed in distribut
agents.

• &RQWURO�$JHQWV - The control agents is the focal point of an active document, the central co
nent with ultimate control over the other agents associated with the document. The contro
is used to describe high-level behavior of active documents, in other words, scripting (s
Components, Documents, and Compound Documents) is an important capability to supp
control agents. Typically, control agents are associated with a number of knowledge age
order to fulfill their tasks and behavior in the most appropriate way.

(QWLW\�$VVRFLDWLRQV��An important issue when it comes to agenthood is the notion of coopera
This can be achieved by sending high-level queries to a facilitator. The facilitator will analyz
request and inform an appropriate agent in the objectspace about the request, and the two ag
then initiate some kind of cooperation. However, this approach is often only applicable w
comes to service requests. Agents must also be able to have associations to their environmen
both to agents and to non-agent related information. As previously described, an active doc
does not only consist of one entity, or agent, but rather a whole set of them and their associa
the agents and their related associations can persist over time, we can conceptualize an acti
ment as one single entity.

An agent association is a relation between two agents, or more, that persists over time. The 
tions usually manifest themselves as state change subscriptions, or as the continuous use of
offered by agents. In Figure 11, a document agent is associated (subscribing to state changes
SGML or XML agent. A possible user scenario could be that:

1. A user makes changes to the SGML agent, resulting in a state change notification being se
the facilitator.

2. The facilitator, knowing that the document agent has subscribed for these kinds of events, 
an event message to the document agent.

3. After analyzing the changes made to the SGML agent, the document agent decides that all 
contained in the notification list agent should be informed of the changes.

4. The document agent requests the notification agent to inform all entities in the notification 

The document agent is also associated (through continuous use of services offered by agent
knowledge container, notification list container, notification service, and a layout service.
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)LJXUH�����$OO� DJHQWV� LQ� D� PXOWL�DJHQW� V\VWHP� KDYH� VRPH� NLQG� RI� DVVRFLDWLRQ� WR� RWKHU� HQWLWLHV� LQ� WKHLU
VXUURXQGLQJ� HQYLURQPHQW�� 7KHVH� DVVRFLDWLRQV� FDQ� EH� HLWKHU� HYHQW� VXEVFULSWLRQV� IRU� VWDWH� FKDQJHV� LQ� RWKHU
HQWLWLHV��RU�VXEVFULSWLRQV�WR�LQIRUPDWLRQ�RQO\�DYDLODEOH�LQ�WKH�IDFLOLWDWRU��UHIOHFWLQJ�WKH�VWDWH�RI�WKH�HQYLURQPHQW
DV�D�ZKROH��H�J��WLPH���

��� $FWLYH�'RFXPHQW�+DQGOLQJ
An active document can be conceptualized as a set of entities that are associated with each other,
either in a loose manner through the exchange of services, or in a tight manner through the use of
state change subscriptions. Still, the entities are no longer physically bound to each other, and due to
some of the properties of agenthood (e.g. migration) they actually can not be stored in a tightly cou-
pled manner (the same file). In other words, the set of different entities that we conceptualize as an
active document can not be handled the same way as we handle documents that are conceptualized
and stored as structured files. We have to come up with another approach when it comes to the han-
dling of active documents, that is; creating, storing, and accessing them.

&UHDWLQJ�DQ�$FWLYH�'RFXPHQW��All communication in a service-oriented architecture is accom-
plished by message passing through a facilitator, and this is also the case when it comes to active
document systems. As I have previously described, an active document can consist of a set of associ-
ated agents. The agents are created by an external application, or by any other entity in the
objectspace, by sending an appropriate facilitator a message, requesting the creation of a specific
type of agent. When the facilitator receives such a message, it forwards it to a factory handler, which
in turn will; create the agent, assign a globally unique identifier to the agent, register the agent as part
of the objectspace with the registry handler, and the agent identifier is finally returned to the entity
that originally issued the request in order to enable further communication between the two entities
(e.g. initializing associations). In order to create an active document, a number of agents are created
and between them certain associations are defined. The agents in combination with their associations
then form an active document and the behavior of it.

6WRULQJ�DQ�$FWLYH�'RFXPHQW��The issue of data storage in a service-oriented architecture is handled
in a similar way of how data is stored in object-oriented databases. That is, all data is conceptualized
as objects (including data and behavior) with unique identifiers. Whenever an object is stored, the
complete state of the object is streamed down to secondary storage media, thus making the object
persistent. Exactly how this technique can be implemented is out of the scope of this thesis, and
interest on this subject can be further pursued by the reader in literature. Active documents, built
upon a service-oriented architecture, also make use of a state streaming approach. However, it is
important to understand that the issue of storage has quite profound effects on the architecture as a
whole. In order to be able to store the complete state of an executable object down to secondary stor-
age media and then bring it back to life again, it is required that the object’s implementation lan
supports serialization (e.g. [15][16]).

$FFHVVLQJ�DQ�$FWLYH�'RFXPHQW��Accessing an entity in a service-oriented architecture is an e
task. All the accessing entity has to do is to obtain a globally unique identity of the entity it wis
access. From then on, all communication is managed by sending messages to the facilitator, w
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turn forwards the messages to the appropriate entity in the objectspace. This is also the case when it
comes to active documents. However, there exists one difficult issue concerning the access of the
various agents that constitutes an active document, namely, graphical interfaces. Many of the agents
that actually represent some data and behavior to be visualized has to be available locally, that is,
running on the same machine as the application accessing the agent is. This introduces another
important aspect of migration and mobility. I have previously described the use of this property as
mainly a computational advantage. But, this property also enables us to effectively deal with the
issue of agents requiring graphical user interfaces. In a situation where an accessing application
wants to offer the user a graphical interface to an agent, the agent has to be able to temporarily
migrate from the hosting facilitator to the machine the accessing application is running on. The solu-
tion to this issue is therefore quite easy. On all machines where applications are running that want to
access entities hosted by a facilitator, especially when it comes to active documents, it must be possi-
ble to spawn a new facilitator that is able to temporarily host agents. Note that a spawned facilitator
must not be allowed to create new agents, since machines hosting spawned facilitators can not be
trusted to be up and running all the time. And this is one of the fundamental requirements of the mes-
sage forwarding approach used by a service-oriented architecture (see 2.4 Discussion).

��� 'LVFXVVLRQ
In the background analysis of this thesis a number of requirements imposed on an active document
system were introduced. Most of these requirements are actually not imposed on the document sys-
tem itself, but rather on the underlying architecture. The requirements mostly involved issues related
to how we most efficiently represent behavior and associated data as software entities, namely as
software agents. This approach can be seen as a general solution to the difficulties we run into when
it comes to building open systems, systems that are easy to extend and easy to modify. The most dif-
ficult issue, when it comes to such systems and their underlying architectures, is how to remove
dependencies between the various entities residing in the system. The solution to this problem is to
only allow declarative message passing in the system as the means for communication among the
entities. This is also the general approach in service-oriented architectures.

By applying a service-oriented approach to the document domain, as active documents do, we have
defined and implemented the fundamental requirements imposed on both a document system and its
underlying architecture. The document system will be:

• ([WHQGDEOH - New services can easily be added to the system. The services can be either fa
services, or services offered by new agents hosted by the facilitators. It is also importan
aware of the possibility to extend the total objectspace in the system, by adding new facil
(and agents hosted by them) to the objectspace.

• &KDQJHDEOH - Since no entity in the system communicates via anything but declarative me
passing, the internal representation and behavior of the entities can be changed without inte
with their surrounding environment, as long as the entity interfaces are kept intact. This allo
to constantly adapt entity behavior to our needs, without wrecking the stability of the unde
architecture.

• 3URDFWLYH - As opposed to components used in standard document systems, such as Open
OLE, the agents relying on a service-oriented architecture can exhibit a much more elabora
active behavior. Due to the fact that a service-oriented architecture allows the agent to su
to any kind of state change in the environment (i.e. the objectspace) we are no longer bou
predefined set of event types.

By implementing an active document system, relying on a service-oriented architecture, we ca
denly conceptualize documents as information carriers. These carriers of information can ex
proactive behavior, thus enabling us to model event driven processes in a natural manner. An
ple of such processes are business information flows that take place in distributed environme
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By implementing systems on top of service-oriented architectures, we implicitly support proactive
behavior. The systems are therefore well suited to handle problem domains such as business work-
flow processes and automated information handling. In the following sections of this chapter a
description of how active documents can be used in such domains will be given, complemented by
an outline of how active documents can be used to improve information filtering and automation
aspects in distributed information systems with multiple users. Finally, a short discussion about dif-
ferent areas of applicability will be given at the end of this chapter.

��� %XVLQHVV�:RUNIORZ�3URFHVVHV
By using an active document system to support business workflow processes we achieve an elabo-
rate control over the documents that participate in the workflows. However, in doing so it is also of
vital importance that the organizational aspects of the workflow processes are taken in consideration
[27]. Because, it is often the case that software systems are built due to their identified technological
advantages, and by implementing such systems in the organizations they are supposed to increase
some value of importance to the organization. However, such systems often fail to fulfill their
intended value adding functionality, since they do not take organizational structures into consider-
ation. Therefore, software systems should be built to support already existing organizational struc-
tures and their related workflows. Such software systems are often denoted as knowledge systems,
where knowledge is defined as:

³���WKH�ZKROH�ERG\�RI�GDWD�DQG�LQIRUPDWLRQ�WKDW�SHRSOH�EULQJ�WR�EHDU� WR�SUDFWLFDO
XVH�LQ�DFWLRQ��LQ�RUGHU�WR�FDUU\�RXW�WDVNV�DQG�WR�FUHDWH�QHZ�LQIRUPDWLRQ�´, [27].

In the CommonKADS Methodology [27] a specific model suite (see Figure 12) is used to identify
why a knowledge system is a potential help or solution to an organization, but also what the nature
and structure of the organizational knowledge is. In the following parts of this section a very basic
analysis on how the environment models in the CommonKADS methodology relates to an imaginary
organization will be outlined, as well as how an active document system conforms to these models,
i.e. how active documents can be used to add value to workflow processes by supporting an existing
organizational structure.

)LJXUH�����7KH�&RPPRQ.$'6�PRGHO�VXLWH�

&DVH�6WXG\��Since active documents can be used as organizational knowledge and means of commu-
nication (in correlation with the extract above), details concerning related models in the Com-
monKADS model suite (concept and artefact) will not be analyzed, since they only involve
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knowledge and communication performed between the different entities identified in this part of the
model suite (i.e. natural properties of an active document system behavior). The question is what
parts of an organization an active document system can help to conceptualize and foster.

The type of organization used in this example is characterized as a software development company.
Such companies are divided into certain departments, where each department has a number of teams,
managers and other kinds of employees with certain roles. Each role has certain tasks related to it,
and sometimes the various employees will be assigned to more than one role at a time (maybe due to
unique skills). Since this example is supposed to analyze software development companies in gen-
eral, it is assumed that the company will have more than one development project running at the
same time. As previously stated, it is important to understand that a knowledge system is supposed to
foster already existing organizational structures or help us in understanding why current organiza-
tional structures do not work out. The environment of those parts of the organization that involve
actual development of software (i.e. not the economy departments and such) will therefore be the
focus of further investigation.

In order to narrow down the size of the organization one specific activity in software development
processes will define our focus, namely, project planning. This activity is continuously performed
during the lifetime of a development project. It involves a hierarchical structure of various informa-
tion producers and consumers, where each producer at the bottom-level of the hierarchy is responsi-
ble for producing information (e.g. the time it takes to perform a certain task). At each new level of
the hierarchy, the information produced at the level below is merged, filtered and analyzed by a con-
sumer. The analysis will be used to produce new information that is passed on to the next level in the
hierarchy.

However, the hierarchy (see Figure 13) not only implies that we have a number of producers and
consumers that are responsible for carrying out various tasks, but also that the employees not neces-
sarily are located at the same geographical location or use the same applications when they produce
and consume information. Furthermore, if the employees are distributed over a geographical area,
how do we distribute the information between the producers and consumers? Considering the situa-
tion at hand, it is quite obvious that it can be very difficult and time-consuming to perform the vari-
ous tasks involved by hand. In effect, if the process could be automated this would certainly add
value to the organization and at least one of its workflow processes.

)LJXUH�����7KH�RUJDQL]DWLRQDO� VWUXFWXUH�RI�D� VRIWZDUH�GHYHORSPHQW� FRPSDQ\� UHODWHG� WR�DFWXDO�GHYHORSPHQW
DFWLYLWLHV��7KH�KLHUDUFKLFDO�VWUXFWXUH�UHSUHVHQWV�WKH�PDQDJHPHQW�GLVWULEXWLRQ�LQ�WKH�RUJDQL]DWLRQ��ZKHUH�HDFK
ZRUNHU�LV�UHVSRQVLEOH�IRU�ORZ�OHYHO�LVVXHV��VXFK�DV�LPSOHPHQWDWLRQ��GHVLJQ��DQDO\VLV��DQG�WHVWLQJ��7KH�PDQDJHUV
DUH�UHVSRQVLEOH�IRU�KLJK�OHYHO�PDQDJHPHQW�LVVXHV�VXFK�DV�SODQQLQJ�DQG�FRVW�HVWLPDWLRQV�
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We have now identified the organizational model as a hierarchical structure. The model involves a
number of information producers and consumers (department manager, project manager, team man-
ager, and workers), in other words, the agent model has also been identified. The final model to ana-
lyze and define now is the task model.

As previously stated, it is the task of the managers to gather information to be merged, filtered and
analyzed. It is interesting to note that some of these tasks are possible to carry out in an automated
fashion (i.e. those tasks where human-computer interaction is unnecessary). This is where an active
document system enters the scene. By moving some of the responsibilities of current agents defined
in the agent model, and instead combine these tasks with the information (documents) produced and
consumed, we can make use of a new actor in the agent model, namely, active documents. By apply-
ing an active document system to the planning process of a development department, we can aid the
employees in carrying out tasks that are easy to automate, but only if the system also supports the
organizational structure of the department (hierarchical). And since we are dealing with active docu-
ments, all of the issues such as; geographic distribution, application dependencies, etc., will be effi-
ciently addressed. The question is how to actually accomplish the merging and filtering tasks.

We want to be able to produce information in the lowest level of the hierarchy, describing the
progress of development activities. This information must be merged and filtered by each team man-
ager. The information produced by each team manager must then be merged and filtered even further
by each project manager, and finally the department manager will merge and filter that information.
At the top of the hierarchy, the department manager will now have a small set of information, result-
ing from a larger set of information produced at the very bottom of the hierarchy. The information
produced at the bottom of the hierarchy must be merged and filtered in several stages in order to
enable the various managers to see ‘the bigger picture’ of the development process, beca
information is supposed to be used for actual planning.

In the agent model three types of agents were identified: managers, workers, and informatio
workers in this model are responsible for producing information that the information agents
encapsulate (i.e. adding behavior to information, thus creating knowledge). The manager w
interact with a number of information agents, in order to make some kind of decision about a
planning. Normally, the information agent and manager interaction would result in new fil
information. The original information would then be discarded, and new information will be pa
on to some other manager in the hierarchy (situated at the next level in the organization). Ho
since we do not know what kind of information each manager is interested in we can not allow
mation to be discarded along the way up to the highest level in the hierarchy. Instead, the new
mation should be available as a complement to the original information. This way informat
never consumed in the organization, only produced. By applying a produce-only approach, th
agers in the organization provides each other with their personal planning insights, and they a
no longer hiding (filtering) information from each other. In other words, all managers will us
same information as the basis for planning.

But if all managers share the same information, how do they choose what parts of the infor
they want to view? Still, this was the original task of the managers; to relieve other manager
information merging and filtering tasks. But now we have defined these tasks to be a respon
imposed on the information agents instead. This is where the properties of an active docume
tem will aid us.

��� $�'LIIHUHQW�3RLQW�RI�9LHZ
In the refined task model outlined above, the workers create and update information agen
encapsulate information concerning the time it takes to perform a certain task (implemen
design, testing, etc.) and the managers interact with these agents to make their own decisio
planning. My proposed approach is to implement the information agents as active documents
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make use of this approach we are able to model information as bodies of behavior and knowledge.
An active document system will help us to focus on behavioral issues, instead of technological issues
(e.g. geographic distribution of personnel and applications dependencies).

In the case study above it was suggested that information merging and filtering could be carried out
by the information agents instead of the managers. However, this requires that the various managers
in the organization can view the data in different ways. In this section a somewhat different solution
to this issue will be proposed, namely a combination of decision styles and information structured in
a markup-language. 

'HFLVLRQ�6W\OHV��When we view information, in a cognitive manner, we often apply different infor-
mation processing, patterns, or styles. Driver and Brousseau [7] have conducted research over a
longer period of time, showing that styles are effective when they meet the particular demands of a
situation calling for a decision. In other words, different styles fit different situations.

³3HRSOH�GLIIHU�ZLGHO\� LQ� WKH�DPRXQW� RI� LQIRUPDWLRQ� WKH\� XVH� LQ� GHFLVLRQ�PDNLQJ�
6RPH�SHRSOH�UHDFK�FRQFOXVLRQV�RQ�WKH�EDVLV�RI�MXVW�D�IHZ�IDFWV��2WKHUV�UHDFK�FRQ�
FOXVLRQV�RQO\�DIWHU�JDWKHULQJ�DQG�VWXG\LQJ�ODUJH�DPRXQWV�RI�LQIRUPDWLRQ�´, [7].

In order to relate this to previous argumentation, different managers use different styles when they
analyze a set of information. In the original task model, where managers performed the information
merging and filtering themselves, one manager implicitly defined (by applying their specific deci-
sion style to some information) what another manager knew. By offering all managers in the organi-
zation access to the same information they will be able to apply their own decision styles to
information in a much more elaborate way. The reason for assigning the task of information merging
and filtering to the information agents is that the managers’ different decision styles can be app
the same information dynamically.

The model Driver and Brousseau use is called the Dynamic Decision Style Model and involve
basic types of decision styles:

• 'HFLVLYH - People that prefer this style use a minimum amount of information in order to ra
come to clear decisions about a certain course of action.

• )OH[LEOH - The persons preferring this kind of decision style interprets any piece of informati
having several interpretations and implications.

• +LHUDUFKLF - This decision style is focusing on a lot of information to evaluate a problem and
carefully construct a very detailed and specific plan about what course of action to take.

• ,QWHJUDWLYH - People using this decision style uses a lot of information to evaluate situatio
order to explore a problem from many perspectives. The approach of having multiple pe
tives is used to come up with a variety of alternatives.

• 6\VWHPLF - The persons preferring this style uses a lot of information to be able to order or e
ate alternative solutions according to one or more criteria.

0DUNXS�/DQJXDJHV�DQG�&RQWH[W��In the background analysis documents formatted accordin
some markup language were described to be a way of removing application dependencies.
achieved by the markup languages (such as SGML and XML) by separating the actual infor
contained in a document from representational metacodes. However, there is also the aspec
textual independence involved. A markup language formatted document only contains contex
pendent data, that is, data elements in such a document format only states structural relations
contains ,  contains , etc.), not what the appropriate interpretation of the elements ac
should be.

A document formatted according to a markup language standard does not contain any me
concerning visualization, in fact it does not contain any context specific information at all. S
document will therefore be possible to use by external entities in any way they see fit. The re
this is that the responsibility of interpretation is imposed on the accessing entities, not the doc

A

B B C
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If we would relate this to the active document and decision styles discussion, it is obvious that docu-
ments formatted according to some markup language is a very useful tool when it comes to present-
ing the same set of information in a variety of styles. However, before we can present the
information in a variety of styles, we first have to identify the relationship between context and struc-
ture.

)LJXUH�����$Q�H[DPSOH�RI�D�GRFXPHQW�IRUPDWWHG�DFFRUGLQJ�WR�VRPH�PDUNXS�ODQJXDJH��H�J��6*0/���1RWH�WKDW
QR�PHWDFRGHV�GHVFULELQJ�YLVXDOL]DWLRQ�DQG�SUHVHQWDWLRQ�LV�SUHVHQW��RQO\�VWUXFWXUHG�LQIRUPDWLRQ�

&RPELQLQJ�,QIRUPDWLRQ�6WUXFWXUH��&RQWH[W��DQG�$FWLYH�'RFXPHQWV��In order to exemplify the
relationship between information structure and context, a set of information related to development
activities in a project will be defined and formatted according to the SGML standard. This informa-
tion is encapsulated in the form of an active document container agent (created by workers in the
organization). Furthermore, we have a number of managers that are supposed to view the informa-
tion contained in the agent, and the managers all use different decision styles (depending on current
context) in doing so.

In the general case, the information outlined in Table 2 could for example be filtered in such a way
by a team manager that a related project manager would only get to know that the complete time
spent is extremely satisfying. However, if the project manager himself/herself wants to find out why
this is the case, it would be preferable to enable him/her to get a full view of the data. In other words,
there are situations when the project manager only wants to get a minimum of information, but there
might also be situations when he/she wants to increase the level of detail concerning the data. This
can be achieved if we apply different decision styles to the data. But in order to do this, the data has
to be structured in a context independent way (see Figure 15).

ID Name Started Finished Planned Spent Difference

Planning

37 Development Plan 960301 960413 30 37 7

127 Planning 960301 960413 36 15 -21

128 Team Management 960301 960413 100 49 -51

Total: 166 101 -65

Learning

38 OLE 960301 960326 80 109.5 29.5

39 Visual C++ 960301 960325 17 17 0

40 Visual Basic 960301 960325 0.5 0.5 0

41 HTML/CGI scripts 960301 960319 25 46.5 21.5

Total: 122.5 173.5 51

Meetings

45 Technical Advisor Meeting 960419 8 20.5 12.5

Total: 8 20.5 12.5

Complete Time Spent: 296.5 295 -1.5

7DEOH����$Q�H[DPSOH�RI�DFWLYLW\�VSHFLILF�LQIRUPDWLRQ�XVHG�E\�WHDP�PDQDJHUV�LQ�D�SURMHFW��7KH�LQIRUPDWLRQ�LV
QRUPDOO\�RQO\�LQWHUHVWLQJ�LQ�LWV�IXOO�H[WHQW�WR�WHDP�PDQDJHUV��XVLQJ�D�KLHUDUFKLF�GHFLVLRQ�VW\OH���EXW�LQ�WKLV�FDVH
VWXG\�WKH�LQIRUPDWLRQ�LV�VXSSRVHGO\�RI�LQWHUHVW�WR�DQ\RQH�LI�GLIIHUHQW�VW\OHV�FDQ�EH�DSSOLHG�WR�LW�

<document>

<public>

<body>Text</body>

</public>

</document>

<private protocol=”des” password=”xXr58cy6Ty”>

<body>a.Hhsyuyyshhs.77fDG7h</body>

</private>
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)LJXUH�����$FWLYLW\� VSHFLILF� LQIRUPDWLRQ� UHSUHVHQWHG� LQ� D� VWUXFWXUHG� PDUNXS� ODQJXDJH�� 1RWH� WKDW� WKH
LQIRUPDWLRQ�LV�GLYLGHG�LQWR�VHSDUDWH�OHYHOV�

We now have a set of information encapsulated by a container agent. The information is also struc-
tured in a context independent way in order to enable accessing entities to make their own choice
concerning what parts of the information they are interested in (choosing context). It is now an easy
task to allow all managers to gain access to three different levels of information detail:

• /HYHO�� - Total project activity information (total time data).
• /HYHO�� - Main project activity information (planning, learning, and meetings data).
• /HYHO�� - Specific project activity information (all activity data).

It is not difficult to structure the information differently, but this example shows how easy it 
offer three different views of the same data. The agent containing the information can now p
different inference points, where each point corresponds to one level of detail. These inference
can be related to the various decision styles we have previously described. Originally the di
levels of detail corresponded to the static decision styles used by department managers (l
project managers (level 2), team managers (level 3). However, by offering the different lev
detail in a dynamic manner the different managers can get access to all levels of detail at all t

The approach of encapsulating information passed between the managers in the organization
ture as active document container agents certainly add value to the workflow process, since th
agers no longer are responsible for the information merging and filtering tasks. However, the
more features of active document systems that could add value to the workflow processes.

Due to the fact that active documents rely on service-oriented architectures, such a system
ability to host entities exhibiting proactive behavior. In workflow processes this is also the 
More often than not, agents in an organization perform certain actions as a result of state cha
their environment.

<project type=complete planned=”296.5” spent=”295” diff=”-1.5”>

<meetings type=total planned=”8” spent=”20.5” diff=”12.5”>

<learning type=total planned=”122.5” spent=”173.5” diff=”51”>

<planning type=total planned=”166” spent=”101” diff=”-65”>

</project>

<activity name=”Technical Advisor Meeting” planned=”8” spent=”20.5” diff=”12.5”>

</learning>

</planning>

<activity name=”Development Plan” planned=”30” spent=”37” diff=”7”>

</activity>

<activity name=”Planning” planned=”36” spent=”15” diff=”-21”>

</activity>

<activity name=”Team management” planned=”100” spent=”49” diff=”-51”>

</activity>

<activity name=”OLE” planned=”80” spent=”109.5” diff=”29.5”>

</activity>

<activity name=”Visual C++” planned=”17” spent=”17” diff=”0”>

</activity>

<activity name=”Visual Basic” planned=”0.5” spent=”0.5” diff=”0”>

</activity>

<activity name=”HTML/CGI scripts” planned=”25” spent=”46.5” diff=”21.5”>

</activity>

</activity>

</meetings>

</followup>

<followup>



����� 3HUVRQDO�$VVLVWDQWV
In the following section an example of how such behavior can be modeled and implemented by an
active document system will be outlined. This will relieve the current agents in the organization hier-
archy even further of their responsibilities, thus adding value to the workflow processes without dis-
turbing current organization structure.

��� 3HUVRQDO�$VVLVWDQWV
One of the easiest ways to add value to a workflow process, without disturbing its structure, is to
assist the agents acting in the organization. By assisting the agents we relieve them of those responsi-
bilities that does not necessarily require human-computer interaction. These responsibilities often
manifest themselves as keeping track of changes to the current state of affairs in an organization. If a
state change of specific interest to an agent occurs, the agent is supposed to take actions accordingly.
It is interesting to note that this kind of behavior is explicitly exhibited by systems implemented on
top of service-oriented architectures, such as active document systems. In this section an example of
how an active document system can help us in fostering such behavior in an organizational structure
will be outlined, hence relieving some physical agents in the organization of their current responsi-
bilities.

&RQWURO�$JHQWV��An employee involved in workflow processes in an organization can be conceptu-
alized as a control agent. The employee is often responsible for keeping track of state changes in the
organization and take actions accordingly, so is a control agent. Furthermore, since many state
changes in an organization is related to changes of digitally available information, the activity should
be possible to automate. Suppose that we have a container agent that encapsulates information and
behavior related to a planning activity. This container is constantly checked by a manager, just in
case some of the information concerning the progress of a specific activity is getting out of hand. The
manager performs this continuous checking activity by hand.

In an active document system all types of agents can subscribe for notification messages about state
changes in the environment, especially the control agents. These kind of agents are specifically
designed to monitor a larger set of environmental state changes, since they are scriptable. The control
agents are also able to cooperate with other agents in the system as soon as an event of specific inter-
est occurs in the environment.

By delegating the task of state change checking to a control agent, the employee that originally had
this responsibility will be able to automate some of his/her own tasks. He/she can easily configure a
control agent into a personal assistant by defining that certain events are of specific interest. These
events can then be associated with certain services present in the system, event notification being one
of them. To relate this kind of agents to the previous example, concerning information agents, an
employee could configure his personal assistant (control agent) to subscribe to events related to the
various activity planning data encapsulated by an information agent. As soon as a subscribed event
occurs, the control agent can contact a notification agent and ask it to send a message to the
employee saying that the progress of an activity of specific interest is starting to get out of hand.

��� 'LVFXVVLRQ
In this chapter a somewhat informal discussion concerning how active documents can be used to aid
workflow processes was given. The reason for this was to show a different perspective on how active
document systems can be applied in distributed environments, seen from a non-technical perspective.
Active documents help us (at least to some extent) in removing problematic issues such as applica-
tion dependencies, networking difficulties, and the need for re-implementation of underlying archi-
tectures in the case of maintenance. However, in doing so they also offer us new functionality that
can be taken advantage of in a number of situations (e.g. business workflow processes). An outstand-
ing example of this functionality is the ability to encapsulate functionality and data in a service-ori-
ented way, but there is also the aspect of proactive behavior.



����� 'LVFXVVLRQ
Two examples showed how we can take advantage of these active document system properties in
workflow processes. The first example involved a demonstration of how we can enable a set of infor-
mation to be encapsulated by a active document container agent. In doing so we explicitly define that
the information can be accessed via different inference points, or service access points. By encapsu-
lating the information, the accessing parties are no longer aware of how the information is actually
structured, only how to access it. The number of service access points of such an agent can be infi-
nite, and the approach therefore offers us a very elaborate way of extending the possible number of
interpretations of the same data. In the example shown above concerning a different point of view,
three different inference points were defined. Each access point corresponded to original manager
decision styles, but by offering all managers in the environment access to the same data with differ-
ent access points, the managers can now chose for themselves what access point they want to make
use of.

The second example actually involved one of the most important aspects of an active document sys-
tem, namely the ability to exhibit proactive behavior. In standard document system, such behavior is
either non-existing or very limited. But, due to the fact that service-oriented architectures offer gen-
eral event subscribing/notification mechanisms, proactive behavior can be fully exploited by an
active document system. In the example it was shown how control agents could be used as personal
assistants, by assigning them the responsibility of notifying users when specific events occur. Fur-
thermore, instead of just notifying the users when an event occurs, the control agent can also initiate
cooperation with other agents in the environment in order to perform some service related task on the
behalf of a user.

As a final conclusion of this chapter, I believe that the notion of active documents has shown itself to
be a general purpose system, when it comes to the handling of information and related services.
Workflow processes involve many of the same features as a system relying on a service-oriented
architecture does. However, workflow processes rarely have the same opportunities as an active doc-
ument system to exploit these features. The reason for this is the fact that a workflow processes often
involve non-standard handling of physical information (e.g. physical documents). Service-oriented
architectures, on the other hand explicitly defines how communication in the system is supposed to
be performed. Furthermore, the information in a service-oriented architecture is obviously digital,
not physical. Hence, in combination with functionality the architectures offer us the possibility to
automate processes.



�
6XPPDU\�DQG�&RQFOXVLRQV

In this chapter conclusions about the results of the thesis will be outlined, as well as answers to pos-
sible questions about my standpoint on issues previously discussed in the thesis. First, the problem
will be outlined, including why the document handling/interaction community once again will see
changes to the way we make use of documents. Finally, a thorough discussion concerning active
documents, their conformance to the specified problem domain, and their implications will be given
(including applicability in distributed environments).

��� 7KH�3UREOHP
I believe that we are currently moving towards a situation where documents are an important part of
any workflow process. It is therefore important that we are able to control and automate the handling
of document interactions in such workflows. However, the current state of affairs in the document
community does not allow us to do this sufficiently enough.

Digital documents, as opposed to physical documents, offer us very elaborate ways of information
interaction. Previously, the type of interaction has been somewhat limited due to the technologies
used to create, structure, and handle documents. But by applying a compound document approach a
whole new world opens up to us. The compound document technology offers us the possibility to
relate a set of document data to a set of document functionality. The document data and related func-
tionality are application independent, and a compound document can therefore be conceptualized as
a self-sufficient entity. As a self-sufficient entity a compound document can interact with its environ-
ment (users, applications, etc.) in completely new ways (e.g. control and automation). However,
there exists one big problem with the compound document approach: it relies upon a limited archi-
tecture.

The concept of compound documents is focused on a software solution where the initial actions in
some kind of component interaction sequence is initiated by a human. This implies that documents
can not invoke themselves as the result of state changes in the environment. In effect, activity
(involving both control and automation) in a compound document system is limited to one type of
events (graphical user events). It is therefore important that we find a new kind of architecture, sup-
porting the document community, that enables us to implement the properties required by a multi-
agent system (such as business workflow systems), and this architecture must allow the participating
entities to invoke themselves. Compound documents has enabled us to realize that the encapsulation
of data and related functionality is an efficient way of removing difficult application dependencies,
but it does not help us in a significant way when it comes to automation, control, and modeling of
activity in workflow processes.

All software systems are in one way or the other built on top of an architecture, including systems
supporting business workflow processes. In effect, systems are in every aspect architecture depen-
dent, and therefore implies that their underlying architecture must fulfill all requirements imposed on
them. This issue will be even more relevant when the system in question is supposed to be used in a
wide variety of different ways, i.e. the architecture is supposed to support more than one type of soft-
ware system (within the same application domain). Thus, if the architecture only supports parts of
the application domain, not all types of software systems within the application domain can be built
on top of the architecture.
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The proposed solution to this problem is to take the concept of encapsulation even further, by com-
bining the notion of compound documents with the abstraction of mobile software agents, i.e. intro-
ducing the concept of DFWLYH�GRFXPHQWV. The reason to this is that software agents by nature exhibit
those properties that current document architectures are missing, for example the concepts of activity
and mobility. Furthermore, it is important that a software entity, modeled as an active part of a work-
flow process, is able to take care of itself. It should not necessarily have to depend on the functional-
ity of external applications or actions initiated by human users. A software entity that is able to take
care of itself, in respect of its surrounding environment, will enhance system properties such as con-
trol, automation, and activity.

��� $FWLYH�'RFXPHQWV�DQG�$SSOLFDELOLW\�LQ�'LVWULEXWHG�(QYLURQPHQWV
Digital documents are no longer just seen as a chunk of data that only one user interacts with through
the use of an application. A document today is more appropriately conceptualized as an encapsulated
application independent set of data and functionality, shared between multiple applications and mul-
tiple users. Thus, documents are no longer accessed in a centralized manner, but more often than not
as entities in distributed environments (by physically distributed users, and/or applications). This
kind of conceptualisation requires that we make use of a new abstraction. In this thesis that abstrac-
tion has been described in terms of an active document approach:

Active documents can be characterized as a model for the automation of handling
and control of documents, by making them a combination of service providers and
resources in the form of autonomous agents residing in a service-oriented architec-
ture.

&RQIRUPDQFH�WR�WKH�3UREOHP�'RPDLQ��Previously in the thesis, compound documents and their
underlying architectures was described as not fulfilling certain properties of interest to parts of the
document community (e.g. business workflow processes). These properties are directly related to
what we consider a document to be, but also in what ways we intend to interact with documents. The
properties of utmost importance to the document domain, i.e. imposed on the underlying architec-
tures, were identified as:

1. Networked components constitute a document.
2. A dynamic and extendible architecture must support the components.
3. The architecture must support a generic event model.
4. The architecture must support all component properties required.
5. The architecture must support a number of basic components.

,PSOLFDWLRQV�RI�WKH�$FWLYH�'RFXPHQW�$SSURDFK��If a document is supposed to be conceptualized
as an encapsulated application independent set of data and functionality, shared between multiple
applications and multiple users in a distributed environment, but also as a software entity able to
invoke itself in different ways, it is important to use an abstraction that actually encompasses all of
these properties. Active documents and their underlying service-oriented architecture is an example
of such an abstraction, because the following requirements have been fulfilled:

1. Since active documents rely on mobile software agent technology we have explicitly defined the
various document entities (agents) to both be able to communicate over a network, but also that
they can move from one facilitator to another.

2. The architecture supporting the document agents is dynamic and extendible due to the fact that all
entities in the system (including services, handlers, and agents) communicate via declarative mes-
sage passing, i.e. there exists no static connections between the entities. New agents, services, and
handlers can therefore be added and removed ‘on the fly’.

3. Each agent, service, or handler is able to declare (by sending a message to a facilitator) t
have changed state, furthermore all entities are able to subscribe to events of different
These two features of the architecture enable us to define a generic event model.
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4. The service-oriented architecture that active documents rely on is designed with explicit support
for all component properties (declaration of state, subscription for state changes, declaration of
interfaces, mobility, and activity).

5. The active document approach defines three basic document agents, explicitly defined to take
care of three important concepts in workflow processes: control agents (handle overall control of
agents associated with an active document), service agents (offer document specific services),
and container agents (handling interaction with information associated with an active document).

Thus, all requirements identified in the problem solution have been fulfilled.

$SSOLFDELOLW\�LQ�'LVWULEXWHG�(QYLURQPHQWV��The whole concept of active documents aims at solv-
ing certain problematic issues in the document community, namely, activity and control. The reason
for these issues to be of a problematic nature is due to the fact that documents previously were
defined as static data structures. Furthermore, in order to take part in workflow processes, the docu-
ments were dependent on functionality offered by external applications. In effect, it were the external
applications that defined in what way the documents could be handled and interacted with in work-
flow processes. In other words, previously the usage of documents have been defined as a applica-
tion-centric approach.

However, by introducing the concept of distributed environments (e.g. network-centric communities
with distributed users, applications, and information) such an approach is no longer effective in
defining the properties of documents. In network-centric communities it is the information flowing
in the community being the focal point.

By introducing such a focal point, information flow control is no longer solely a task to be performed
by different applications and users, but also by the information itself (e.g. the documents). In order to
enable documents in such environments to actually handle such control themselves, the underlying
architecture used in the community has to be rebuilt. In other words, the whole community and all of
its participants (application, users, and information passed between the applications) must rely on an
architecture that offer the possibility to exhibit control over information flows.

Compound document technologies recognizes the requirement of document vs. application indepen-
dence, but they do not explicitly define documents and related functionality to be the focal point of a
network-centric community. Service-oriented architectures (e.g. the one described in previous chap-
ters), on the other hand, manage to do this.

By defining active documents to be entities that rely on service-oriented architectures we have the
possibility to model documents and related flow control activities as the focal point of a network-
centric community. The reason for this is due to the fact that we conceptualize documents to be a
combination of compound documents (application independent resources) and mobile agents (net-
worked service providers), supported by a service-oriented architecture.

��� )XWXUH�:RUN
The approach of active documents and their underlying service-oriented architecture has previously
(to some extent) been implemented as a prototype in the Fargo project [10]. However, the project did
not implement the architecture and related agents (e.g. active documents) exactly as they have been
described in previous chapters or as defined in Appendix A. The reason for this is the fact that the
Fargo project was the predecessor to this thesis.

The natural continuation of the works presented in this thesis is therefore to implement the service-
oriented architecture, evaluate it, and test different areas of applicability relying on such architec-
tures.
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