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Abstract

Changing the architecture of the Ericsson Billing Gateway
application has shown to solve the problem with dynamic
memory management that decreased the performance. The new
architecture that is focused on processes instead of threads
showed increased performance. It also allowed for the possibility
to adjust the process / thread configuration towards the network
topology and hardware. Measurements of different
configurations showed the importance of an accurate
configuration and also that certain guidelines could be
established based on the results.

Keywords: Loadbalancing, Scalability, Billing
Gateway, Performance.

1 Introduction

Since the introduction of mobile phone technology, the
number of users has increased dramatically. This has
resulted in a steady growth of the amount of data being
sent back and forth in the operators networks. The mobile
phone operators has also provided many new services,
giving the subscribers the ability to communicate in new
ways. There are also new techniques waiting to be
introduced. One of these is Universal Mobile
Telecommunications System (UMTS) that combines voice
and data traffic with mobile Internet access. This will in
the future increase the amount of data being sent back and
forth even more. 

The factors mentioned above generate a higher load on
the systems handling gathering, processing and
distribution of the data generated. One of these systems is
the Billing Gateway (BGw) that is a mediation device,
situated between the Network Elements (NEs) and the Post
Processing Systems (PPSs) in a telecommunication
operators network. BGw will be further described in
Section 2. 

The system is now required to handle a larger amount
of data than ever before and should with better hardware
scale up accordingly. To take advantage of the current
architecture of the BGw, the system is run on a Symmetric
Multiprocessor (SMP). An SMP is as the name implies a
computer that consists of a number of processors and only
one instance of everything else as memory and I/O system.
The term symmetric refers to the fact that all the
processors possess the same abilities in the system i.e.
equal access to the shared memory and the I/O system [1].

I will in this paper look at the Billing Gateway from a
performance perspective, evaluating how the system shall
be configured by looking at concepts as scalability and
load balancing. The ideal solution when discussing the
issue of increasing performance is to extend the hardware
and thereby increasing the performance of the application,

provided that the application scales up on the new
hardware. A definition of scalability is given by [9]: 

"...scalability is that the performance of a computer
system increases linearly with respect to the number of
processors used for a given application."

Meaning that if for example doubling the number of
processors results in a twofold performance increase in the
application, it is said to be scaling linearly.

I will start by looking at the current architecture to
identify the issues that prevent the system from scaling up
(Section 2.1). I will then describe a prototype solution
developed at Ericsson (Section 2.2) and the configuration
possibilities it allows (Section 2.3). Based on these
configuration possibilities, I will identify a problem
definition (Section 3). I will then describe issues that can
be used to interpret the measured results in the following
section (Section 4). The application is then the subject of
different measurements (Section 5). Based on the results,
Section 6 is devoted to the presentation of a few guidelines
for how the BGw should be configured in certain
situations, to obtain high application performance. 

2 The Billing Gateway

The Billing Gateway (BGw) is an application
developed by Ericsson Software Technology. It is
primarily used as a mediation device in environments,
where it collects data from network elements (NEs) that it
distributes to post processing systems (PPSs) in a
telecommunication operators network (see Figure 1). 

The NEs (e.g. Switching Centers or Voice-mail
systems) are the nodes in the network that produces billing
information e.g. records of calls being made by subscribers
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and the PPSs are administrative or billing systems that
uses the information to produce the actual customer bill.
An effect of the increased amount of subscribers is that the
number of NEs also has to grow to handle the new
subscribers. BGw is therefore also required to handle more
NEs than ever before. 

The billing information from the NEs comes in form of
Call Data Records (CDRs) to the BGw, which can then
process the information before distributing it to the PPSs.
The processing constitutes of services like filtering i.e.
separating CDRs from each other according to some
criteria or formatting i.e. changing the entire or part of the
CDRs according to some criteria. Additional information
about the product can be found at [7].

The BGw is currently built as a monolithic system with
one process containing a number of threads. This allows
for it to be run on a SMP, using all the processors in
parallel. The data-flow through the application can be
described as collection of CDRs, processing of the CDRs
and distribution of the CDRs (see Figure 3).

Figure 3. The data-flow through the BGw.

BGw has a graphical user interface (GUI) connected to
it, to allow for configuration. In the GUI the configuration
is visualised as a graph and elements as NEs, PPSs, filters
and formatters are shown as nodes in the graph. The
administrator can then depict the network topology and
add the functionality he requires from the BGw, by adding
and removing elements and connecting them together (see
Figure 2). The figure shows a configuration with two NEs
that outputs data to a filter function in the BGw, which in

turn either forwards the data to a formatting function or a
PPS. The formatting function then sends the data to
another PPS after completing its task.

2.1 Architecture

To analyse the problem in the BGw architecture, we
must first clarify the relationship between processes and
threads. When a process is started it is given a section of
the memory, which can shrink or grow depending on the
process current memory need (and of course the physical
memory available). A process can then create a number of
threads that resides inside the process memory space. All
memory allocations by the threads are done inside the
memory area belonging to the process from which they
where created [6].

Up till now the BGw has been run as a single process
with a number of static and dynamic threads. The static
threads are the ones that are created in the initialisation,
and whose existence is unaffected during use. The
dynamic threads are created due to some event that
requires their existence. In the BGw this is primarily a
need to collect an incoming CDR, process a collected
CDR and distribute a processed CDR. The number of
threads created do however depend on the current
configuration which is made by the system administrator.
The architecture of the application is shown in Figure 4.

Figure 4. The BGw architecture

Figure 2. A BGw configuration.
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The figure also describes the data-flow inside the
application. The Kernel is a software module that steers
the flow of data through the application by creating and
destroying collection, processing and distribution threads,
depending on the current configuration and the events in
the network. The parts of interest are the collection,
processing and distribution components that are
dynamically created threads. Which, as previously
described are created due to an event in the system e.g.
collect an incoming CDR, process the CDR or distribute
the CDR to the specified PPS. The Filebuffers are static
threads that are needed to temporarily store the
information between the different phases to ensure
minimal loss of data in the case the system goes down.

The architecture has the downside that dependencies
between threads as waiting for resources take a lot of time.
The problem is also referred to as mutex locking [4]. It can
be described as one thread using a resource with exclusive
access, forcing other threads that need the resource to be
queued while waiting to obtain it. While waiting, the
threads are tied up and therefore not engaged in useful
work, leading to a waste of valuable execution time. The
resource that is the subject of this discussion is the heap.
The heap is a memory area where threads allocate and
deallocate memory for their internal data structures. This
memory area is typically used when the amount of
memory needed has to be decided at run-time (using the
new operator) [2]. 

If the amount of memory needed is known, it can be
allocated on the stack. The stack is an internal memory
area for each thread, thereby not requiring that the thread
obtain a lock on it. Allocating memory on the stack
however requires that the amount of memory is known at
design-time. It also has the downside that it can not be
used for sharing structures between threads, as each thread
is the only one that has access to its own stack. 

In one process (as BGw) with a number of threads;
these threads share the same heap for dynamic memory
allocation; rendering it a bottleneck in the application. At
any point in time, only one thread can allocate or
deallocate memory from the heap; leading to that other
threads with the same goal are locked out. The correct
term is spin lock, as the threads are still running (spinning)
while trying to obtain the lock themselves. A definition is
given by [11] : 

"Spinning means the thread enters a tight loop,
attempting to acquire the lock in each pass through the
loop"

This is a known problem for multithreaded
applications executing on a SMP [2], and the problem has
previously been identified in the Billing Gateway by
Häggander and Lundberg [4] in an earlier version of the
BGw. At the time the problem was solved by introducing a
parallel heap, in which dynamic allocation and
deallocation of memory could be done in parallel by
different threads, thereby circumventing the mutex
problem. The performance increase in that version of BGw
(Version 3) where then almost linear i.e. almost optimal.
The concept was implemented in BGw using ptmalloc [3],
which is an implementation of parallel dynamic memory
allocation and deallocation. 

There do however come a point where the number of
threads is too great for a parallel heap to handle the
workload of the application. Using the thread architecture,
the performance of BGw was increased using up to 4
processors. When more processors where introduced, the
performance started to decrease. The actual reason for this
lies in the Solaris operating system. Adding more
processors allows for more threads to execute in parallel,
which allows for more threads to try obtaining a lock on
the heap at the same time. Because the operating system is
optimised for the case that the heap is not locked when a
thread tries to obtain mutual exclusion on it, the
performance actually drops when the opposite case
becomes the general.

With the load that the BGw now is facing, the thread-
based architecture is therefore inefficient and an
alternative solution needed to be found. Because of the
fact that the BGw architecture had not been changed in
years and the maintainability of the code had become hard
due to adding functionality to the existing architecture
over a time period of several years; Ericsson choose to
change the architecture of the BGw fundamentally. To test
the theories in practice before making the changes to the
BGw architecture, a prototype was built (further described
in the following section). An alternative to changing the
design of the BGw is to investigate alternative solutions
applicable to the old architecture. For example doing as
much of the memory allocations as possible on the stack or
investigating the Amplify method[5]. The Amplify
method is a pre-processor based approach to object reuse,
which perhaps could limit the number of dynamic memory
allocations/deallocations.

2.2 Prototype Architecture

To increase the scalability of the BGw, a prototype
with an alternative architecture was developed at Ericsson.
Since the main reason for poor scalability using the
previously discussed architecture, were dependencies
between threads, the prototype architecture where built
with the focus on solving this problem. By dividing the
previous monolithic architecture into a number of different
processes which could contain a number of threads; fewer
thread dependencies where obtained. Figure 5 describes
the new prototype architecture.

Figure 5. The prototype architecture 

Instead of having an application with only one process
containing a large number of threads, the prototype was
built as a number of processes, which can each contain a
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number of threads. The Jobmanager is the component
responsible for steering the data-flow through the
application, a job previously assigned to the Kernel
software module. The Processmanager is responsible for
creating and destroying processes. A component, which
was not described in the old architecture, is the
Logmanager, but as it is run in the prototype as a separate
process, it deserves recognition. The major difference is
now that the collection, processing and distribution
components are run as separate processes with a number of
threads, instead of being run as only threads. 

The effect is that the threads now only are competing
about the heap with the threads residing in the same
process. The number of spin locks is therefore reduced,
leading to better use of the execution time i.e. greater
throughput. 

2.3 Prototype configuration

With the new prototype comes also the ability to
configure certain parts of the system, which was not
available in the previous version. These parts are the
number of processes for Collection, Processing, and
Distribution and also the number of threads per Processing
process.

With this feature, the BGw can be configured
according to the hardware available and the network
topology to get a better throughput. As described in figure
5, the different steps collection, processing and
distribution are run as separate processes. Because of the
interconnection between the collection and processing
steps, they must be run with the same number of processes.
The number of threads in the Collection step can not be
configured, the process allocate the number of threads it
requires on its own. The number of threads in the
processing step is however configurable. The distribution
step is separated from the other two and can be configured
separately in number of processes, but not in number of
threads. 

Present in the BGw is also the concept of groups,
meaning that the NEs and PPSs can be divided into
groups. These groups can then be assigned a number of
collection/processing and distribution processes. Figure 6
shows an example of a configuration.

Figure 6. An example of a prototype configuration

The figure shows a configuration where three NEs and
three PPSs are present in four different groups. In between
them are an example configuration of Collectors,
Processors and Distributors. Note that when a group is
assigned a certain number of processing processes, the
number of threads per process that is set for a step in a

group, holds for all the processes in that particular step. In
other words the different processes in the processing step
for group 1 will have the same number of threads. The
Jobmanager does the actual work of assigning a Collector,
Processor and Distributor to do a task. It takes the first
available thread from any of the available processes
assigned to the specific group. In other words, it might just
as well be threads owned by Processing2 that handles
CDRs from NE1 in the example above.

The use of groups also allows for the number of groups
and the entities in each group to be set up according to the
network topology. The strength of this ability is that the
application can be loadbalanced. Imagine the following
scenario based on figure 6: If the workload on the
processing step of group 1 starts to be to big, NE Group1
can be divided into two groups where each group is
assigned a Processing process or the existing group can be
assigned an additional Processing process. In this way the
application can be balanced according to how the system
load is divided amongst the NE Groups. The configuration
must of course also take into account the current hardware
available. 

3 Problem definition

I will in this section describe the definition of the
problem at hand. The definition is based on the level of
configurability of the application, described in the
previous section. Figure 7 lists the entities that has been
identified, together with rules that exist in the system:

Figure 7. Entities present in the system

As previous tests made on the BGw has shown that the
processing step in the BGw accounts for 95% of all the
processor time consumed by the application, the focus will
be on this step. The tasks of the steps Collection and
Distribution are mainly concerned with tasks that involve a
large amount of I/O, which makes their need for processor
time less than that of the Processing step. When a thread
requests I/O from the kernel, it is pre-empted from the
processor that it is running on, with the effect that it dont
hold up the processor while waiting for the I/O request to
complete. 

The focus of the increase in throughput is thereby set
on the procssing step. The other two steps influence on the
total amount of CPU time used is thereby of limited
interest and will not be taken into consideration. This also
makes the number of PPS groups of little interest and only
NE groups are part of the problem definition.
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The problem definition thereby constitutes of : How
shall the BGw be configured in number of NE groups
(Gx), Processing processes (P), Processing process threads
(Pt), depending on the number of available processors and
the number of connected NEs, to gain maximal data
throughput?

The definition can be seen as a function where the
number of NEs, together with the number of physical
processors are the input parameters. The Guidelines is the
actual function that describes the configuration that shall
be constructed according to the parameters. The output
thereby consists of the number of groups, processes and
threads that shall be allocated i.e. the configuration. All
this information is then mapped onto the BGw, describing
what the configuration shall look like (see Figure 8). 

Figure 8. Mapping the guidelines onto the BGw

The configuration shall then be mapped onto the actual
Billing Gateway application. 

4 Dependencies

When discussing the issue of loadbalancing a system in
form of threads and processes, there are certain aspects
that need to be taken into consideration. The requirements
for load balancing is described by [9] as : 

"Load balancing requires monitoring of the load index
on each processor, applies process migration, and achieves
an evenly distributed or executed workload."

But Pfister[1] mentions something called the "load-
balancing problem", being that : 

"If the amount of work each processor does is not the
same as the amount every other processor does, you can
not reach full speedup because part of the time some of the
processors are idle; the "load" on each processor is not
"balanced."

In other words if not all the processors are continously
faced with the exact same load, they can not be evenly
load-balanced [1]. We then need to find the configuration
that allows the best throughput. 

These requirements do however focus solely on an
evenly distributed load on the processors available in the
system. This is of course a requirement, but we also need
to make sure that not too much execution is spent on
context overhead. There is for example faster context-
switching between threads than between processes [8].
Context switching occurs when the number of processes
and threads in the system exceeds the number of physical
processors [12]. The processors are thereby required to
switch execution between the processes or threads, to
allow for them to run in parallel. It then takes longer time
for a processor to switch execution between processes than

between threads, because switching out a process requires
saving more state information than with a thread. With this
in mind there is clearly a limit in number of processes, that
when exceeded makes context-switching a bottleneck in
the system. On the other hand there is the problem with
dynamic memory allocation/deallocations, when the
number of threads in a process becomes too great.

There is also the matter of creating the processes and
threads. The cost of creating a new process is higher than
that of the creation of a new thread [10]. In a system that
continuously creates and destroys large amounts of
processes or threads, this may make a difference.

Another issue that is mentioned by [10] is the overall
system load average i.e. the number of active processes
during a certain time period. Cervone [1] proposes a basic
formula for identifying the level up until which the system
performance will increase : "In general, performance of a
system is OK as long as the number of active processes per
CPU is three or less". System degradation is said to be
expected when the number of active processes per
processor is greater than 5.

5 Measurements

The measurements were conducted on a Sun Sparc
server, with 4 processors. The operating system used was
Solaris 8. The measurements was conducted with an actual
configuration from one of the network operators using the
BGw in their network (see figure 9). In some tests, extra
NEs where added to provide the BGw with a constant load
during the tests, so that no processor were inactive during
a run. It shall be mentioned that the variety of hardware on
which the tests where made and the set of measurements
are insufficient for any absolute conclusions to be drawn. 

The later proposed guidelines would benefit from tests
on hardware configurations using several more processors.
The throughput values from the measurements have also
all been changed to not expose sensitive information, it is
however only the difference between them that are of
importance to the result.

The NEs were simulated by allowing the BGw to fetch
CDR files from its local harddrive and storing them on the
local hardrive. In this way the measurements are not
limited by network bandwidth. Focus can thereby be put
on the amount of data the BGw is able to process, during a
certain period of time i.e. the system throughput. The
previously described NE variable (X), is also dependent on
the parallel flow of data from each NE i.e. the load it puts
on the system. This has been set to a higher amount than
the combined number of threads in each test, thereby not
leaving any threads idle during the measurements. It is in
other words required that X >= P * Pt, to prevent any
threads from being idle. The test runs where monitored for
inactivity, so that no process where idle during a run.

The system throughput was calculated by measuring
the time it took for the BGw to process a certain amount of
data.
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The CDRs comes in files, each files containing several
CDRs. Therefore the size of the files in bytes times the
number of files processed divided by the number of
seconds it took to process them, equals the system
throughput in bytes of data. As mentioned earlier the only
interest is the processing step, the measurements where
thereby made between that the first processing thread
started to process a file to when the last processing thread
was finished. Thereby also taking into account the
parallelity with which the BGw is able to processes the
files.

The measurements where made on the system
throughput as well as on system load, and system specific
variables as number of spin-locks and Context switches.
The values of the variables where measured by calculating
the average from a set of measurements taken at an
interval during a specific test. The tests where also made
using 1, 2 and 4 different processors to show dependencies
between the hardware and the BGw configuration.

5.1 Processor Utilization

It can initially be established that the hardware must be
fully utilized to reach a maximum in throughput for the
application. An SMP with 4 physical processors has the
ability to execute 4 different threads in parallel, using
anything less does not fully utilize the hardware. We can
thereby establish the following criteria, the number of
processes or processes and threads must be greater than the
number of processors used :

P >= Proc or in the case that P < Proc it is required that
P * Pt >= Proc 

5.2 Spin-locks

An initial test series where made to show the problem
with dynamic memory management. The test was
conducted using four processors. What is to be shown is
the level with which the system throughout decreases
when the number of threads per process in the system is
increased past a certain level for a certain hardware
configuration (see Figure 9). Increasing the number of
threads per process in the system past this level makes the
number of spin-locks decrease the performance. 

Figure 9. One process with 2-24 threads

What can be found in this test is that the amount of
Spin-locks and Context-Switches actually degrades the
system throughput when using more than 18 threads in one

process, for the particular hardware configuration. This
shows that there is an upper level for threads per process
somewhere around 4 or 5 times the number of processors
used, a theory that is supported by measurements using 1
and 2 processors as well (see Figure 10). 

It is however anticipated that the limitation is more
clearly shown and probably decreased when more
processors are used as this allows for more threads to
execute in parallel. There is also the issue of the operating
system having an impact on the results, especially when
executing the application on only one processor. The more
processors that are used, the less time the application has
to share its execution time with processes and threads
belonging to the operating system.

Figure 10. One process with 2-8 threads and 1, 2 and 4 
CPUs

If we then instead look at increasing the number of
processes (see Figure 11), we see that the throughput
seems to be degrading when the number of processes is
higher then the number of processors times 2 (excepts
from the test on 2 processors that actually shows a small
increase before degrading). The degradation can however
not be connected to the number of Spin-locks or Context-
Switches in the system, as they are kept on a low level. 

Figure 11. 2-16 processes with one thread each

The reason for the degradation here is rather that the
amount of data possible to process simultaneously is to
great and degrades the actual throughput. Solaris as an
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operating system uses time-sharing to schedule the
processes and threads onto the processors. When more
processors and threads are used, the execution time for
each process or thread gets smaller.

If we should draw any conclusion from the test, it is
that the number of processors times 2 seems to be a good
rule to apply to a configuration.

5.3 Processes and Threads

If we compare the results from the tests in the previous
section, we can se that an increased number of processes
instead of threads is to prefer in a configuration. From here
we need to conclude if the throughput can be increased
further by finding a certain configuration of processes and
threads. The different hardware configurations were
thereby tested with different combinations of processes
and threads (see Figure 12). Configurations not fully
utilizing the processors are left out. 

Figure 12. Process and thread configurations

From the test we can conclude that the process and
thread configuration is of great importance to the actual
throughput of the application. When running the test on 2
processors, the throughput show small variations
throughout the test and seems to reach its peak with a
configuration of 4 processes and 4 threads each. The test
with 4 processors on the other hand show bigger
variations, and reaches its peak with the same
configuration. 

To make any assumptions on that a general formula is
hiding in the measurements, we need to find a common
denominator. In the tests conducted on the BGw prototype,
this would be a certain configuration that shows the
highest throughput value for each hardware configuration.
Unfortunately, no obvious conclusions can be drawn from
the test data. A configuration that shows good throughput
on all the hardware configurations is however using 2
times the number of processors processes and the number
of processors divided by 2 threads. More formally :

P = 2 * Proc and Pt = Proc / 2

To further test the theory, the formula was tested on all
hardware configurations possible (see Figure 13). This

figure thereby shows the scalability of the process / thread
configuration using this specific network configuration.

Figure 13. Configuration scalability

The configuration does however have the implication
that, though it works for the measurements conducted, it
seems unrealistic when applying it to greater numbers of
processors. It is here we can have in mind a previously
described formula for maximum number of processes/
threads in the system. 

Figure 14. Maximum load average

Cervone [10] proposed a maximum of 3 threads per
processor in the system, and said that the system
performance would degrade when the number of threads
per processor exceeded 5. This limit was measured during
the test and the result is presented in Figure 14.

The system load average as presented in the
measurements is the average number of active threads
during the test. As the test shown in figure 14 is executed
on 4 Processors, its maximum value of threads should be 4
* 5 = 20. The measurements does however show
degradation when the load per processor approaches and
passes 3 per processor. A limit could therefore be
established according to the previously presented formula
for 1, 2 and 4 processors, namely a maximum of 4 threads
per processor. 

We then have to rework the previously described
formula to conform to the rule, for the predictions to be
realistic. The number of processes in the system was
specified to 2 times the number of processors. If we for
example have a system with 8 processors, we should have
16 processes. Take then into consideration the maximum
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number of threads being 4 times the number of processors,
which makes a maximum of 32 threads in the system. We
then withdraw the number of processes allready allocate
(16), since every process contains atleast one thread, from
the total amount which is 32. We then end upp with 16
extra threads that can be evenly distributed amongst the
processes. Subsequently, the system shall be run with Proc
* 2 processes (P), with 2 threads in each process, making a
maximum of P * 2 threads in the system i.e. 4 times the
number of processors. More formally :

P = 2 * Proc

Pt = 2

5.4 NE Groups

The concept of groups was built into the prototype as a
way to administrate the NEs and PPSs. It also offers a
possibility to prioritize certain groups before others by
allocating them more processes than the rest. All the tests
described in the previous sections where executed with all
the NEs in one group. The reason for this is how the
Jobmanager allocates threads to tasks. The Jobmanager
keeps a queue with all available threads from all the
Processing processes in the system. Therefore to find a set
of processes and threads that is optimal on a certain
hardware configuration, the NEs are better kept in one
group. As previously described, the Groups are initially
allocated a certain number of processes, this allocation
then holds until the system is taken offline and
reconfigured. This has the downside that processes can be
left not fully utilized when other processes are faced with
an amount of data that exceeds their allocated processing
power. 

This could happen if the load the different NEs put on
the system is heavily fluctuating. It has then an effect on
the process and thread configuration proposed in the
previous section. If the optimal BGw configuration for an
SMP with 4 processors is 8 Processing processes with 2
threads each, and the processes are assigned equally to
each group. If the load then increase on one of the groups
and decreases on the other, the system does not perform its
best. The reason for this is that the processes only can be
assigned tasks from the groups they are bound to. Keeping
all the NEs in one group prevents this possible waste of
processing power. 

A limitation in number of groups can also be
established. As previously described, each group is
required to be assigned atleast one Processing process.
More formally :

Gx <= P

If we then take into account the previously described
formula for the number of processes and threads, we can
conclude that it limits the number of groups. If the system
performs best on a certain hardware configuration, running
8 Processing processes and 2 threads, the number of
groups must then be less or equal to 8. This because each
group is required to be assigned atleast on Processing
process. More formally :

Gx <= 2 * Proc

At first glance, the way to tackel the problem of
assigning processes to groups is to identify the best
number of processes/threads and dividing them equally
over the groups. There is however then the issue of
different groups requiring different amount of processing
power as the NEs in a group can be subject to different
loads. The processing step (filters and formatters) which
the different NEs are connected to can also differ. This
makes certain NEs process their load faster than others,
leaving them waiting, before being able to start working
again. Looking at these issues, it is clear that distributing
the optimal configuration of processes and threads eavenly
to the groups, can affect the performance.

In the following example, 4 NEs are used. The first two
NEs (NE1 and NE2) are faced with the same load, while
NE3 have to load of both NE1 and NE2 together. The
fourth NE (NE4) processes its load faster than any of the
others. As the configuration is executed on an SMP with 4
processors, the recommended set of processes and threads
are 8 processes with 2 threads per process. Three
alternative ways of grouping the NEs together was
used(see Figure 15). 

In the first configuration, every NE was placed in a
separate group and the set of processes was evenly
distributed among the groups (2 processes with 2 threads
per process each).

Figure 15. NE Groups

The second configuration takes into account that NE3s
load is greater than the others and that NE4 has more spare
time than the others. One of processes belonging to NE4
was therefore moved to NE3. The third configuration
combines NE3 and NE4 into one group, combining their
assigned processes.

What we see in this test is that when the number of
suggested processes and threads are evenly distributed
over the groups, valuable execution time is wasted. The
reason is that the processes assigned to NE4 are idle when
waiting for files, and NE3 takes longer time than the others
because of its larger load. When we then move one process
from NE4 to NE3, less execution time is wasted and the
througput is better. The best results comes however when
we instead combine NE3 and NE4 into one group. The
reason is that the process previously assigned to NE4 is
available to NE3 when NE4 are waiting for more files to
process. 

670 680 690 700 710 720 730 740

4 Groups (Evenly
distributed)

4 Groups (According to
load)

3 Groups (Combined)

Throughput (Kb/sec)
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From this we can conclude that evenly distributing the
allocated processes amongst the groups can affect the
performance. The processes should be assigned to the
groups according to the combined load of the NEs in the
group. When NEs that have irregular flow of data through
them are present, they should be combined with another
group. Thereby not wasting processing power.

6 Guidelines

Based on the observations in the previous section, we
can propose the following guidelines for how the BGw
shall be configured :

1. Processor utilization : The number of processes,
threads or processes and threads must be greater than
the number of processors used. 

Formally : P >= Proc or if P < Proc then P * Pt >= Proc 

2. Processes and threads : The Processing processes
should be 2 times the number of physical processors
and the number of threads per process should be 2. The
actual number of threads in the system should thereby
never exceed 4 times the number of processors.

Formally : P = 2 * Proc and Pt = 2

3. NE Groups : The most efficient configuration of NE
groups, looking only at the throughput of the applica-
tion is to place all NEs in one group, allowing them the
same chance to the allocated Processing processes. If
groups are used, the number of groups shall not exceed
the number of processors times 2, as this is the pro-
posed configuration for number of Processing proc-
esses. 

Formally : Gx <= 2 * Proc

One should also take into consideration the load of the
individual NEs. The processing processes should as
far as possible be distributed among the groups
according to load. When NEs with irregular load are
present, they should be combined with those having
greater load.

The previously described entities are thereby
proposed to be :

•P = 2 * Proc

•Pt = 2

•Gx = 1

7 Discussion

The next step to take with these guidelines could be to
ship them with the application, for the local system
administrator to use when setting up a configuration.
Alternatively, they are implemented into the actual
application. If the rules are specified in the application, it
can be made to set up an optimal process / thread
configuration on its own, provided that the topology and
groups are specified. Taking it a bit further, one can
imagine it loadbalancing itself i.e. allocating / deallocating
processing power from different groups as their individual
load changes.

During the testing it was also identified that different
network configurations produces different values in

number of Spin-locks and Context switches. A certain
configuration could produce a massive amount of spin-
locks at a certain number of threads per process while
another required the double amount of threads per process
for the number of spin-locks to increase. As every
customer of the BGw uses a different configuration,
corresponding to their specific network topology, they all
also uses different combinations of filters and formatters. 

This would then imply that different processing
functions (filters, formatters ...) and different combinations
of them gives rise to less or greater number of Spin-locks
and Context Switches. As these variables has been proven
to affect the system performance, it should be further
investigated. It is unfortunately out of the scope of this
paper to test the significance of this.

Further more, it can also be mentioned that there exists
possibility to bind certain processes to the different
processors, which makes it possible to make sure which
processes runs on a certain processor. Using this
possibility also prevents the migration of processes from
one processor to another, a task that involves a higher cost
than an ordinary context switch on a processor. This could
prove to improve the performance when running the
application on several more processors than was used in
the test series described in this paper.

8 Concluding remarks

The BGw prototype developed at Ericsson clearly
showed better performance results than the original
application. The problem with dynamic memory
management due to a massive amount of threads in one
process was eliminated. It was accomplished by splitting
the application into different processes and thereby
allowing it to be configured according to network topology
and hardware. 

When measurements were done on the prototype, it
clearly showed the importance of an accurate
configuration. The measurements showed that the
throughput of the application was clearly favored by a
large number of processes instead of threads. According to
the measurements, the most generally favorable number of
processes was 2 times the number of processors used. The
configuration was then tested on different hardware
configurations with different numbers of threads. Due to
limits in number of total threads in the system, which was
identified to 4 times the number of processors, the number
of threads per process were concluded to be 2. The
guidelines proposed are however based on a small set of
measurements and would benefit from tests with larger
configurations on SMPs with increased hardware.

The possibility to assign NEs to different groups were
identified as a possible performance problem. The
performance could be degraded by the fact that different
NEs put different loads on the system. Splitting the
optimal configuration of processes/threads evenly over
several groups showed that processing power could be
wasted. Different ways of approaching the problem
showed to increase the performance. Either to take the
load of a group into consideration in relation to the other
groups when allocating processing processes alternatively
combining different groups.



12

Acknowledgments

I would like to thank Lars Lundberg, professor at
Blekinge Institute of Technology for being my advisor
when writing this paper. I would also like to thank Johan
Piculell, Angela Heal and Henrik Myren at Ericsson
Software Technology AB for helping me with their
technical expertise.

References

[1] G. F. Pfister, "In Search of Clusters : The ongoing bat-
tle in lowly parallel computing", Prentice-Hall, Inc, 
1998, p. 133.

[2] Daniel Häggander and Lars Lundberg, "Attacking the 
Dynamic Memory Problem for SMPs", in Proceed-
ings of PDCS’2000, the 13th  International Confer-
ence on Parallel and Distributed Computing System, 
2000. 

[3] Ptmalloc, http://www.malloc.de/en/index.html, 
(2001-0801)

[4] D. Häggander and L. Lundberg, "Optimizing 
Dynamic Memory Management in a Multithreaded 
Application Executing on a Multiprocessor", in Pro-
ceedings of ICPP 98, the 27:th International Confer-
ence on Parallel Processing, Minneapolis, USA, 
August 1998.

[5] Daniel Häggander, Per Liden and Lars Lundberg, "A 
Method for Automatic Optimization of Dynamic 
Memory Management in C++", accepted for ICPP 
01, the 30th International Conference on Parallel Pro-
cessing, Valencia, Spain, September 2001.

[6] A. S. Tannenbaum, "Modern operating systems", 
Prentice-Hall, Inc, 1992.

[7] BGw, http://www.ericsson.com/wireless/products/
sps/subpages/billing/billing.shtml, (2001-08-01)

[8] P. Kakulavarapu and J. N. Amaral, "A Survey of Load 
Balancers in Modern Multi-Threading Systems", In 
the Proceedings of the 11th Symposium on Computer 
Architecture and High Performance Computing 
(SBAC99), pp. 10-16, Natal, RN - Brazil, September 
29th - October 2nd, 1999.

[9] K. Hwang, "Advanced Computer Architecture: Paral-
lelism, Scalability, Programmability", McGraw-Hill, 
Inc, 1993. 

[10] H. F. Cervone, "Solaris Performance Administration", 
McGraw-Hill, Inc, 1998.

[11] J. Mauro and R. McDougall, "Solaris Internals : Core 
Kernel Components", Sun Microsystems Press, 2001.

[12] K. Yue and D. Lija, "Efficient Execution of Parallel 
Applications in Multiprogrammed Multiprocessor 
Systems", High-Performance Parallel Computing 
Research Group, September 1995.


