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ABSTRACT 
 
 
 

Due to the increasing size and complexity of 
software systems, software architectures have become a 
crucial part in development projects. A lot of effort has 
been put into defining formal ways for describing 
architecture specifications using Architecture 
Description Languages (ADLs). Since no common 
ADL today offers tools for evaluating the performance, 
an attempt to develop such a tool based on an event-
based simulation engine has been made. Common 
ADLs were investigated and the work was based on the 
fundamentals within the field of software architectures. 
The tool was evaluated both in terms of correctness in 
predictions as well as usability to show that it actually 
is possible to evaluate the performance using high-level 
architectures as models. 

 
Keywords: architecture simulation, performance 
evaluation, event-based simulation, evaluation tool 
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1 INTRODUCTION 
 
This chapter is an introduction to my thesis. The background to my subject is 
presented, as well as the objective, methodology and hypothesis. The chapter ends 
with a chapter outline for this thesis. 

1.1 Background 
 
During last decades, the academic world has been working extensively within the 
software architecture field to set a standard by focusing on analysis and evaluation 
of architectural descriptions. This has among other things resulted in a domain-
specific language for the domain of software architectures, namely Architectural 
Description Languages (ADL) [14]. While these ADLs have been conformed to a 
standard definition, the features and related tools have been widely spread. 
Researchers have taken different paths to reach the goal by e.g. defining different 
areas of problems to solve, choosing different parts of an architecture to include in 
the architecture models, etc. Last but not least, the idea of adapting to the industrial 
world has been almost completely neglected. 
 
The lack of integration between the academic research and the needs from the 
software industry has been proven strong. As late as October 2003, IEEE 
Computer Society published a paper [17] describing the situation today: 
 
“Analytic models, both as modules within an overall evaluation framework and as 
a way of validating simulator behavior, are important tools that the research 
community is mostly lacking today” 

1.2 Objective 
 
The objective in this thesis is to show whether early performance evaluations of 
system architectures are suitable to software development projects or not. 

1.3 Methodology 
 
The approach to this thesis started with investigation of currently developed tools 
and research material within the field of architecture evaluation and a variety of 
architecture description languages, such as Rapide [9], [11], ACME [6], etc. The 
outcome of this lead to further investigation of the specific needs for software 
architecture performance evaluations. 
 
Based on the research results, a tool was developed for software architecture 
performance evaluation. The usability of the tool was later on evaluated with help 
of two groups currently involved in Large Team Software Engineering Projects on 
Blekinge Institute of Technology. In addition, a completed Large Team Software 
Engineering Project was used as an evaluation object when testing performance 
prediction capability of the tool. The results would primarily show whether the 
concept of early software architecture performance evaluation is possible, but also 
give suggestions on possible future improvements of the tool. 

 

1.4 Hypothesis 
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Using a simple tool, a high-level software architecture can be analyzed to evaluate 
the software performance in an early stage of a project. 

1.5 Chapter Outline 
 
The 2nd chapter in this thesis gives a definition of what a software architecture is 
followed by an explanation of the definition and why software architectures are 
important to have in mind in a software development process.  
 
Chapter 3 gives a definition of what an ADL is and what it consists of. Further on, 
common ADLs are presented and compared with each other. In the next section 
two ADLs are picked and described more thoroughly, and finally, a brief 
description of ADL toolkits is given. 
 
In chapter 4, three concepts of architectures are presented and explained. 
 
Chapter 5 introduces the tool developed by me. The chapter starts out with an 
introduction and then the tool is described. Later on SAPE is defined as an ADL 
and the characteristics are pointed out to show why SAPE is considered being an 
ADL. The following section shows how the architectures modelled using the tool 
are described. The description of the event-based simulation is covered in the next 
section. Further on, the evaluation of the tool is presented in terms of usability and 
performance prediction. 
 
Chapter 6 presents suggestions for future work. 
 
Finally, chapter 7 gives a conclusion of this thesis. 

 
Appendix A shows the questionnaire that was handed out to the two project groups 
that helped me in evaluating the developed tool. 
 
Appendix B shows the architecture document used in the BarbWired project during 
Spring 2001. 
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2 SOFTWARE ARCHITECTURES 
 
This chapter explains the modern definition of a software architecture and a brief 
explanation of why software architectures are so important. 

2.1 What is a software architecture? 
 
The definition of software architectures has been discussed widely in the research 
community and no standard definition has been set though there are many 
definitions resembling each other [14] but a modern definition has been set [2].  
 
“The software architecture of a program or computing system is the structure or 
structures of the system, which comprise software elements, the externally visible 
properties of those elements, and the relationship amongst them.” 
 
To clear things out of this statement, one can say that the architecture defines how 
the elements and components relate to each other. The architecture is sort of an 
abstraction of a software system that ignores the information of elements that do 
not affect how they use, are used by, relate to or interact with other elements. 
Private details of an element are not included in the architectural specification. 
 
The definition also claims that software elements do comprise one or more than 
one structure and that no element can be seen as a main architecture. This means 
that all specific elements in a system are given specific responsibilities in the 
system and will allow other elements to call or access them to perform a specific 
task. What is meant by externally visible properties is the information that other 
elements can retrieve from an element, such as its provided services, performance 
characteristics, fault handling, shared resource usage, etc. 
 
Summarizing this, a software architecture specifies and describes the parts that are 
involved in a software system and the relation between the parts. The abstraction 
level is high and an architecture component can represent anything from small 
components of a system to larger subsystems. The connections between the 
components are also specified on a high level of abstraction, showing a flow of 
communication between the connected components. Low-level technical 
information such as class functions are not presented in a software architecture due 
to the early stage of the development. 
 
Specifying a software architecture in a developing project is of great importance 
since it represents a high-level description of the system being developed. All 
implemented systems have an underlying architecture and retrieving this in an 
early stage, before implementation, is crucial for the final product in terms of e.g. 
non-functional requirements, such as performance, reliability, security and 
robustness. A good architecture specification can be seen as the best artifact for 
early analysis of a system. 
 
The non-functional requirements are specifications of global constraints that must 
be satisfied by a software system. These constraints form the characteristics of a 
system (not describing what the software will do but how it will do it) and may be 
the difference between an accepted software product and a disliked and unusable 
software product.  



3 ADL 
 
This chapter gives a definition of what an ADL is and what it consists of. Further 
on, common ADLs are presented and compared with each other. In the next section 
two ADLs are selected and described more thoroughly, and finally, a brief 
description of ADL toolkits is given. 

3.1 Definition of an ADL 
 
Architectural Description Languages (ADLs) can be seen as formal notations for 
expressing and representing architectural designs and styles.  
 
“Loosely defined, ‘an ADL for software applications focuses on the high-level 
structure of the overall application rather than the implementation details of any 
specific source module’” – Medvidovic & Taylor [13]. 
 
They describe the high-level structure of a system in terms of components and 
component interactions as described in previous chapter. Since an ADL is seen as a 
model of a system at a high level of abstraction, it is intended and expected to 
provide a partial description of the system. The types focused in an ADL may be 
characteristics of an application domain, a style of system composition or a specific 
set of properties. Medvidovic & Taylor [13] present an ADL classification and 
comparison framework, which is shown in Figure 1. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1: ADL classification and comparison framework 

ADL 
   Architecture Modelling Features 
      Components 
         Interface 
         Types 
         Semantics 
         Constraints 
         Evolution 
         Non-functional properties 
      Connectors 
         Interface 
         Types 
         Semantics 
         Constraints 
         Evolution 
         Non-functional properties 

Architectural Configurations 
         Understandability 
         Compositionality 
         Refinement and traceability 
         Heterogeneity 
         Scalability 
         Evolution 
         Dynamism 
         Constraints 
         Non-functional properties 
      Tool Support 
         Active Specification 
         Multiple Views 
         Analysis 
         Refinement 
         Implementation Generation 
         Dynamism 
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The essential modeling features in Figure 1 are in bold font and are described here. 
 
A component can be seen as a unit of computation or a data store. The size of a 
component can be anything from a small single procedure to an entire application 
within a software system.  
 
Interfaces of the components are also features required by ADLs. The definition of 
an interface is a set of interaction points between the component and the 
surrounding components. The services a component provides can be specified in 
terms of messages, operations and variables. Computational commitments and 
constraints on a component’s usage are defined by the interface. 
 
Connectors can be seen as architectural entities used to specify interactions among 
components and rules that apply to those interactions. 
 
Architectural configurations, also called topologies, are represented by connected 
graphs of components and connectors that describe the architectural structure. 
Using this information one can derive whether appropriate components are 
connected, their interfaces match, connectors enable proper communication and 
whether their combined semantics result in desired behavior. The architectural 
configurations allow analysis of architectural style constraints, e.g. whether direct 
communication links between specific components are allowed. 
 
As the table shows, tool support is not considered as an essential part within the 
field of ADLs. ADLs strictly concentrate on the specification language describing 
the architectures. 

3.2 Current ADLs available 
 
The academic world offers a wide spectrum of ADLs, both within a particular 
domain as well as general-purpose architecture modeling languages [13]. Most 
commonly referred ADLs are ACME [6], Aesop [4], [5], C2 [12], Darwin [8], 
MetaH [19], Rapide [9], [11], SADL [15], UniCon [16], Weaves [7], and Wright 
[1]. 
 
Worth to notice is that Acme differs somewhat from the others since its intention is 
to support mapping of architectural specifications from one ADL to another which 
enables the integration of support tools across different ADLs. ACME is not 
strictly seen as an ADL, but it provides features originated from ADLs; hence it is 
preferably categorized as an architecture description interchange language. 
 
Based on the ADL research performed, Rapide and ACME was found to be most 
interesting and close to the field of interest for further work. The reason is 
discussed below. 
 
The table below is taken from Medvidovic & Taylor [13] and summarizes different 
aspects of the earlier mentioned ADLs. 



Table 1: ADL Support for Modeling Components 

Features 
 

ADL 

Characteristics Interface Semantics Constraints Non-
functional 
properties 

 
 

ACME 

Component; 
implementation 
independent 

Interface points 
are ports 

No support; 
can use other 
ADLs’ 
semantic 
models in 
property list 

Via interfaces 
only 

Allows any 
attribute in 
property list, but 
does not operate 
on them 

 
 

Aesop 

Component; 
implementation 
independent 

Interface points 
are input and 
output ports 

(Optional) 
Style-specific 
languages for 
specifying 
semantics 

Via interfaces 
and semantics; 
stylistic 
invariants 

Allows 
association of 
arbitrary text 
with components 

 
 

C2 

Component; 
implementation 
independent 

Interface exported 
through top and 
bottom ports; 
interface elements 
are provided and 
required 

Component 
invariants and 
operation pre- 
and post-
conditions in 
1st order logic 

Via interfaces 
and semantics; 
stylistic 
invariants 

None 

 
Darwin 

Component; 
implementation 
independent 

Interface points 
are services 
(provided and  
required) 

π-calculus 
 

Via interfaces 
and semantics 

None 

 
 
 

MetaH 

Process: 
Implementation 
constraining 

Interface points 
are ports 

ControlH for 
modeling 
algorithms in 
the GN&C 
domain; 
implementation 
semantics via 
paths 

Via interfaces 
and semantics; 
modes; non-
functional 
attributes 

Attributes 
needed for real-
time 
schedulability, 
reliability and 
security analysis 

 
 
 

Rapide 

Interface; 
implementation 
independent 

Interface points 
are constituents 
(provides, 
requires, action 
and service) 

Partially 
ordered event 
sets (posets) 

Via interfaces 
and semantics; 
algebraic 
constraints on 
component 
state; pattern 
constraints on 
event posets 

None 

 
 

SADL 

Component; 
implementation 
independent 

Interface points 
are input and 
output ports 
(iports and 
oports) 

None Via interfaces; 
stylistic 
invariants 

Requires 
component 
modification 

 
 
 

UniCon 

Component; 
implementation 
constraining 

Interface points 
are players 

Event traces in 
property lists 

Via interfaces 
and semantics; 
attributes; 
restrictions; on 
players that 
can be 
provided by 
component 
types 

Attributes for 
schedulability 
analysis 

 
 

Weaves 

Tool fragments; 
implementation 
constraining 

Interface points 
are read and write 
ports; interface 
elements are 
objects 

Partial 
orderings over 
input and 
output objects 

Via interface 
and semantics 

Allows 
association of 
arbitrary, 
uninterpreted 
annotations with 
components 

 
 

Wright 

Component; 
implementation 
independent 

Interface points 
are ports; port 
interaction 
semantics 
specified in CSP 

Not the focus; 
allowed in CSP 

Protocols if 
interaction for 
each port in 
CSP; stylistic 
invariants 

None 
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3.3 Non-functional attributes 
 
Non-functional attributes in a software architecture allow us to evaluate software 
quality such as reliability, usability and most important in terms of this thesis, 
performance. The attributes can be bound to different kind of components, e.g. 
program modules and subsystems as well as particular system services such as 
communication links. The non-functional attributes needed for performance 
evaluation can be e.g. execution time and memory usage of components. 
 
The non-functional property column in Table 1 shows that none of the common 
ADLs support evaluation of non-functional attributes in software architectures in 
terms of performance predictions. This problem is also described by Franch and 
Botella [3], stating that much more work has been done for the functionality 
aspects of software systems compared to the non-functionality aspects, especially 
concerning architectural languages. 

3.4 Rapide 
 
Rapide is a general-purpose system description language that allows modelling of 
component interfaces and their externally visible behaviour. What makes Rapide 
unique compared to other ADLs is that it can be viewed as both an ADL and a 
simulation language for defining and simulating the behaviour of system 
architectures. Rapide is intended for modelling the architectures of concurrent and 
distributed systems, both hardware and software. In order to represent a detailed 
behaviour of distributed systems, Rapide is designed to make possible use of event-
based modelling by producing event simulations. When a model is executed, it 
produces a simulation that shows both the events that make up the model’s 
behaviour and also which events triggered other events and which events occurred 
independently. Rapide also supports the ability to model dynamic architectures in 
which the number of components and connections may vary when the system is 
executed.  
 
An architecture modelled using Rapide can also be seen as an executable 
specification of a class of systems and it can be at any level of abstraction. An 
architecture model in Rapide consists of  
 

• Components 
• Interfaces 
• Connections 
• Constraints 

 
The interfaces specify the behaviour of the components of the system and the 
connections define communication between components, using only the features 
specified in their interfaces and the connections. The constraints are properties that 
set specific rules for a specific object. 
 
Rapide is classified as an interface connection architecture since the 
communication between system components is defined by connections between 
their interfaces only. The interface connection architecture are described later on in 
this thesis. When the architecture is executed, it produces an event history which is 
automatically checked for conformance to constraints. Events are simply tuples of 
information containing, e.g., who generated the event, what activity was done, data 
values, the time duration, etc. The semantics used by Rapide can be formally 
described using the concept of a partially ordered set of events, or an event poset 
[18].  



  13

 
Rapide became the first ADL that was of interest. It offered an event-based 
simulation, a graphical user interface and it was using interface connection 
architectures. These three concepts were included in my opinion of a good ADL. 
After the test of the ADL itself and its provided tools, the simulation didn’t give the 
answers wanted, namely some kind of performance results. Rapide was “only” able 
to provide the traceability of events in a software architecture. 

3.5 ACME 
 
ACME can be described as an architecture description interchange language. The 
main goal of ACME is to provide an interchange format for architectural 
development tools and environments. Some other goals are to provide possibility of 
developing tools for analyzing and visualizing architectural structures and to 
provide a foundation for developing new ADLs. 
 
The ACME architecture is represented by seven kinds of basic elements, some 
reminding of the elements used in Rapide.  
 

• Component 
• Connector 
• System 
• Port  
• Role 
• Representation 
• Rep-maps 

 
The component in ACME is like components in the other ADLs’, a basic element 
of any architecture. A slight difference in ACME is that the interfaces of a 
component are defined by ports. Each port identifies a point of interaction between 
the component and its environment. 
 
The connectors also remind of other ADLs’ connectors. They represent the 
interactions between other components in a system. The difference in ACME 
though, is that the connectors also have interfaces, defined as roles. Each role 
identifies participation of the connector in an interaction. 
 
Systems form configurations of components and connectors.  
 
Representations provide a mechanism to specify the structure of a software system 
in a hierarchical way. By using multiple representations, multiple views of 
architectural entities can be encoded. 
 
My main interest when making a research on ACME was the availability of various 
tools which actually is relatively high compared to other ADLs. This is because of 
one of the main goals of ACME, to provide a good possibility of developing new 
tools. Current tools available are e.g. simulation, visualization, analyzing and 
semantic generation. 
 
Unfortunately, neither did ACME offer any simulation engine that evaluates 
relevant non-functional attributes which is crucial for my work. 
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3.6 ADL toolkits 
 
ADL toolkits are difficult to categorize since different ADL researchers have 
chosen to include different types of tools within the ADL-packages such as 
graphical editors in MetaH [19] and Rapide [9], [11], runtime monitoring tools in 
C2 [12] and Rapide [9], [11], analyzing connector protocols in Wright [1], etc. 
These tools are strictly bound to the specific ADL and are seen as “bonuses” 
provided by the researchers. The main issue when considering my needs is the lack 
of support of non-functional properties, such as e.g. performance since it might be 
an essential issue in a system implementation. 
 
Currently developed ADL toolkits are mainly concentrated on static analysis such 
as e.g. consistency check, whether appropriate components are connected and if 
their interfaces match. Unfortunately dynamic analysis is not supported by most of 
the ADLs, which is needed when taking e.g. assessment of performance into 
consideration. 
 
 



4 THREE CONCEPTS OF ARCHITECTURES 
 
This chapter presents and explains the three concepts of architectures. 

4.1 Introduction 
 
Luckham et al. present three concepts of architectures [10], Object Connection 
Architectures (OCA), Interface Connection Architectures (ICA) and Plug and 
Socket Architectures (PSA). 
 
The first concept, object connection architecture, is typical of object-oriented 
systems in current object-oriented programming languages. The second, interface 
connection architecture, is typical of systems that are developed from architectural 
plans, such as communication protocols and hardware, whether object-oriented or 
not. The third one, plug and socket architecture, is seen as typical of hardware even 
though Luckham et al. [10] intend to convince the reader to use it in software 
systems also. 

4.2 Object Connection Architecture 
 
 

 
Figure 2: An Object Oriented Architecture 

 
This concept consists of interfaces and connections of an object-oriented system 
and specifies features, usually functions that have to be provided by modules 
conforming to the interface (see Fig. 2). The connections are represented by 
interfaces together with the call graph. UML is set as a standard modelling 
language for this type of architectural concept and it supports common 
programming languages such as C++, Java and Ada. 
 
The drawback of using object connection architectures is that modules have to be 
built before the whole architecture is defined and conformance of a system to an 
architecture is quite minimal. 
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4.3 Interface Connection Architecture 
 
 
 

 
Figure 3: An Interface Connection Architecture 

 
 
The Interface Connection Architecture is based on the concept that all connections 
between modules are defined using only the interfaces (see Fig. 3). The interfaces 
specify both provided and required features and the connections are defined 
between these two. Interface connection architectures consist of interfaces, 
connections and constraints and are implemented by most of the ADLs. This gives 
us an improved conformance of a system to an architecture, which can be built 
before modules are implemented in opposite to Object Connection Architectures. 
 
ADL interfaces should specify five characteristics: 

• A list of the features provided by the module 
• A list of the features required by the module 
• A specification of the behavior of the provided features 
• A specification of the behavior of the required features 
• A specification of the mutual interaction between two or more features 

 
The drawback of interface connection architectures is that no strict standard is set. 
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4.4 Plug and Socket Architectures 
 
 
 
 

 
Figure 4: A Plug and Socket Architecture 

 
 
The plug and socket architecture is an interface connection architecture where 
interfaces are allowed to provide services, and dual services may be connected 
together by a service connection (see Fig. 4). A service connection is a single 
connection between two dual services that denotes a set of interface connections, 
one between each pair of dual features in the two services. 
 
A service connection signifies a number of individual connections between 
interface features. An example is when describing an architecture, that a service 
connection has some kind of concise notation using service names, so that it is 
notationally no more complex than a connection between a pair of interface 
features. The outcome is that one service connection reduces the notation required 
for a set of interface connections in a large architecture to the same complexity as 
the notation for a single member of that set, rather like a mess of separate wired 
being bundled together into a single cable. A service connection is correct if all of 
the interface connections it denotes are correct. 
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5 SAPE 
 
This chapter introduces and describes the tool that was made for this thesis. 

5.1 Introduction 
 

The primary aim of the tool, SAPE – Software Architecture Performance 
Evaluator, is to support software developers in need of a preliminary performance 
evaluation of a specifically chosen architecture within an early design phase. The 
main feature of the tool is its ease of use and simplicity. In contrast to most ADLs, 
it is fully GUI-based and developers will not have to dig into and learn complex 
architectural languages. 
 
SAPE was evaluated by two project groups attending the ongoing course Large 
Team Software Engineering Project at Blekinge Institute of Technology. A 
questionnaire was handed over and the answers formed the basis of the tool 
evaluation of usability. Further on, the tool was tested and evaluated by me using 
an architecture and its related data from a Large Team Software Engineering 
Project performed year 2001 at the Blekinge Institute of Technology. 
 

5.2 The tool 
 

 
Figure 5: The tool, SAPE, showing a simulation 
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SAPE (see Fig. 5) is a fully GUI-based tool that allows the user to model 
architectures using boxes (components) and lines (communication). In each 
component events can be added specifying execution time, memory usage and 
storage usage. The event also has to specify whether it should handle only the 
incoming event or whether the incoming event should trigger an outgoing event. 
For the communication lines, a time can be set to specify the time it takes for a 
certain event to pass. 
 
When the architecture has been modeled and all the events have been specified, a 
simulation can be performed to analyze the event flow and timing in the system. A 
table will present the results from the simulation, showing each event’s start- and 
end-time. With help of this the user can see the actual flow of events within the 
system and trace which events where running concurrently. If the memory/storage 
usage property was checked for any component in the model, the user can check at 
what point of time there was most usage during the simulation. 

5.3 SAPE as an ADL 
 
SAPE can be seen as an ADL and simulation (event processing) language based on 
the Interface Connection Architecture concept described earlier. The components, 
which “do the work”, are represented by boxes with connection points acting as 
interface points. The components use lines as connectors to form an architectural 
configuration. No underlying information in the modules has to be known to form 
an architecture using SAPE. The main purpose of SAPE is to evaluate the software 
performance based on a high-level architectural specification. Since no ADL-tools 
were found that support this functionality, the implementation of SAPE was built 
from scratch.    Medvidovic & Taylor [13] 
 
Comparing SAPE with the different ADLs (see Table 1) presented by Medvidovic 
& Taylor [13] shows the difference between the specific features (see Table 2). 
 

Table 2: SAPE Support for Modeling Components 
 

 
Characteristics Interface Semantics Constraints Non-

functional 
properties 

 
SAPE 

Interface; 
implementation 
independent 

Interface 
points are 
input and 
output ports 

Partial 
ordering over 
input and 
output events 

Via interfaces 
and semantics; 
non-functional 
attributes 

Attributes for 
performance 
analysis 

 
The non-functional attributes provided in SAPE are time, memory usage and 
storage consumption. These three attributes form a base for evaluating the software 
architecture performance. The analysis of a simulation made by SAPE shows 
possible bottlenecks in the system (such as extensive memory/storage usage), and 
presents the amount of events occurring in a certain component at a specific point 
of time. For security reasons it also checks legal paths between the components 
during simulation. 
 



  20

5.4 Architecture description 
 
The architecture designed and modeled using the graphical interface is saved using 
standard XML format. This allows the user to manually edit the architecture by 
editing the XML-tags. 
 
The specific XML attributes are: 

• Box 
o Name – Name of the component 
o Start point – The coordinate where the box is positioned 
o Size – Size of the Box 
o BoxID – Automatically assigned id by SAPE 
o Memory – Specifies if a component should present memory usage 
o Storage – Specifies if a component should present storage usage 

• Line 
o Name – Name of the connector 
o Time – Time consumed for the event passing through the connector 
o BoxID1 & BoxID2 – The id’s of the boxes that the connector is 

attached to. 
• Event 

o Name – Name of the event 
o BoxID – The id of the box that holds the event 
o Box Name – The name of the box that holds the event 
o Execution Time – The time consumed for executing the event 
o Event Type – Specifies whether the event handles incoming events 

only or if it produces an outgoing event triggered by an incoming. 
o Memory – The memory consumed by the event 
o Storage – The storage consumed by the event 
o Incoming Box – The id of the box that sends an event that triggers the 

current event. 
o Incoming Event – The event that triggers the current event 
o Outgoing – The event that is triggered and sent out from the current 

component 

5.5 Event-driven simulation 
 
The primary objective of the tool is to be able to simulate the architecture and use 
the results for performance conclusions made for the architecture. This feature is 
powered by an event-driven scheduler integrated in the tool. User-defined paths of 
execution can be assigned together with specific attributes set such as e.g. time 
constraints and resource requirements. The connections, which can be seen as 
event connections, are of fixed type and provide a time attribute to point out the 
time for the event to go through the connection. The basic and only object of 
communication is an event, which consists of an instance with specific information 
such as execution time, memory usage and storage usage. Communication occurs 
when an event generated by one component is received by another. 
 
Using event-driven simulation [11] as the scheduling principle in SAPE, one can 
evaluate the software performance. An architectural style represents a set of 
additional constraints specified by the developer. These constraints can e.g. be 
topological, behavioral and communication-oriented. The connectors use no shared 
pointers since all the communication is performed using events. Events can be seen 
as discrete, serializable objects passing around in the system.  
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The event-driven simulation in SAPE is based on a scheduler that locates the 
events throughout the system and puts them in a list. The events are then processed 
and execution times for each event are calculated based on the load of the specific 
component. SAPE currently only supports scheduling based upon processor 
sharing which means that components are processing multiple events 
simultaneously, i.e. sharing the processor resources for event execution. The total 
execution time of an event is based on concurrent events running in the component, 
slowing down the execution the more events that are running simultaneously. The 
processor sharing scheduling also allows us to find peaks of memory usage caused 
by multiple events during the simulation. 

5.6 Evaluation of the tool 
 

5.6.1 Usability Evaluation 
 
A questionnaire [Appendix A] was handed over to the two projects involved in the 
evaluation of SAPE. The results were as followed: 
 
The first project - W.H.A.T. (Wireless Hotspot of Advanced Telecom) Project 
 
The aim of the project is to develop a mobile administrator-system that can help 
overview, support and manage the communication between functionaries on a 
music festival taking place once a year in Sweden. The communication is 
performed using cellular phones, handheld devices, etc. 
 

• SAPE was hard to apply in this kind of project, not because of the 
architecture but because of the development method used. They use 
XP/Agile [20] (Xtreme Programming) as development method in their 
software project, and don’t focus on architectures as traditional 
development projects do. To use SAPE they had to reverse-engineer their 
architecture which opposed the sense of using XP/Agile. 

 
• The lack of possibility of running only one event in a component at a 

certain point of time did not cause any problems when they specified and 
simulated the architecture since their architecture did not include such a 
case. 

 
• A connector in SAPE only allows a static time that specifies the time for 

any event to pass through. The W.H.A.T. project didn’t find this restriction 
negative, but an idea to include a possibility of specifying load of the 
connector was proposed. 

 
• No additional attributes included in an event were needed to evaluate the 

performance of their architecture. 
 

• They used SAPE to find bottlenecks in their architecture and the results 
turned out positive, showing no tendencies of bottlenecks causing 
complications in the system. Worth to mention though is that the 
architecture was reverse-engineered from their implementation which 
presumably works satisfactory as it is. 

 
• SAPE did not contribute to any help when designing the architecture since 

they do not produce any architecture documents due to the XP/Agile 
method used in the project. 
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• SAPE does not support grouping components into subsystems. The lack of 
this support was pointed out and was considered being quite a useful 
feature. 

 
• The GUI was easy to understand and interact with, though minor features 

such as undo and a flexible way of drawing curved lines were desirable. 
 

Summarizing all this leads to the conclusion that SAPE is not suitable for 
certain types of development methods such as Xtreme Programming. Despite 
this, SAPE was evaluated using their reverse-engineered architecture and was 
found to be useful in terms of tracing bottlenecks in an architecture. Overall, 
the usability of SAPE was considered high except some minor details. 
 
 

The second project - TANGO 
The aim of this project is to integrate different information systems within the 
freight business. This includes common systems used for information exchange, 
follow-ups, etc. in the transport chain. SMS (Short Message Service), web services 
and e-mail are some of the technical systems used for the information exchange. 
The architecture used in the evaluation was based on a Hofmeister 4 view.  
 

• SAPE was easy to use and useful when evaluating performance of the 
architecture. Modifications in the architecture could be performed in an 
early stage if bottlenecks were detected. 

 
• The only wanted attribute for connectors was time, which already is 

implemented in SAPE. 
 

• No additional attributes included in an event were needed to evaluate the 
performance. 

 
• The results presented after running a simulation where concise and showed 

the information needed to draw conclusions regarding the performance. 
 

• The lack of support of other application models such as Microsoft Visio 
would encourage the project to use SAPE more extensive. Modeling an 
architecture twice was considered too time consuming.¨ 

 
• The time it takes for SAPE to simulate the entire architecture is not 

affected by memory and storage usage, even if it is relatively high. This 
was not being an issue since SAPE reports the peaks of memory and 
storage usage for each component in the simulation, which was considered 
more interesting when evaluating software architectures. 

 
• The GUI was easy to understand and interact with. 

 
• The simulation results were presented in a satisfactory way. 

 
Summarizing the answers shows that SAPE was useful in evaluating the 
architecture since any needed changes in architectures could be made in an earlier 
stage. SAPE in terms as a modeling tool was found to be simple to use and easy to 
understand and the presentations of the results contained the wanted information. 
The main disadvantage was the lack of support of importing models created using 
common design/architecture modeling tools such as e.g. Microsoft Visio. 

 



5.6.2 Performance Prediction Evaluation 
 

The BarbWire project was the one which I was involved in when attending the 
Large Team Software Engineering Project at Blekinge Institute of Technology year 
2001. The aim of the project was to develop a system for Internet distribution of 
games, i.e. streaming a game through a network instead of reading from the local 
computer’s hard drive. The system included a website, servers and clients. The 
client and the website were parts of the system the players interacted with while the 
servers supplied all the game data to the client and information to the website. [See 
Appendix B] Worth to mention is that this architecture was the initial one that we 
used before we moved on to the implementation phase. 

 
The architecture modeled in SAPE was an exact copy of the architecture specified 
in [Appendix B]. The largest amount of data was predicted to go from the Game 
Data Server component to the Game component, so the value on the connection 
between these two components was set relatively high. This would simulate the 
game stream from the server to the client. It was also known that the Game Data 
Server had to communicate with the Game Data FTP to retrieve the games. These 
two steps are referred as a scenario further on. The scenario can be seen as a set of 
events specifying the system behavior mentioned.  
 
 

 
Figure 6: Chart showing execution times for different system loads 

 
 
The next step was to run the simulation and analyze the outcome. The chart (see 
Fig. 6) is based on figures presented by SAPE using the architecture described 
above and it shows how different loads (number of executed scenarios) in the 
system affect the execution time (assuming milliseconds as unit). The worst case 
execution line shows the response time from the most time consuming scenario in 
the system based on the amount of scenarios indicated by the load parameter. This 
is a simulation where all the scenario executions start at the very same point of 
time. The best case execution is where the scenarios are executed one after another 
with a time interval that avoids scenarios interfering with each other giving each 
event in the scenario full capacity to the specific resource (component). The 
simulated execution is based on a load where four scenarios are executed each 
1000th millisecond, simulating four users connecting to the system each second 
with a 250ms interval between them. If the interval was narrowed down, allowing 
more scenarios to be executed during one second, the simulated execution line 
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would approach the worst case execution line, and it would go the opposite 
direction, towards the best case execution line, if the interval was increased.  
 
Assuming that four scenarios are executed each second in the real-life system, one 
can see from the chart that a maximum of 22 users is allowed to connect to the 
system, each one executing a scenario, to be able to provide a time response of 
maximum five seconds. Based on optional assumptions (number of users per 
second) and restrictions (maximum response time), this example shows how the 
tool is able to provide information about how many users that a system can handle. 
 
In the case were we refer to the actual BarbWire project, a requirement was set for 
the Game Data Server to handle 100 simultaneous users with “reasonable response 
times”. The worst case execution, which represents all the scenarios executing at 
the same point of time, shows that 100 simultaneous users would generate a  
68 second response time which would not be seen as reasonable. The proper 
solution to this problem would be to use a couple of distributed servers sharing the 
load since optimizing the server to be able to handle this big amount of users alone 
would be quite impossible. This was noticed in the project and the distributed 
server solution was later on implemented together with a load balancing manager. 
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6 FUTURE WORK 
 
The five most crucial parts that should be covered by SAPE in the future are: 
• Support for arrangement of components and connectors to form a subsystem 

in an architecture. This would allow the user to specify modules within a 
certain system as together with interaction between a couple of other systems. 

• Adding a constraint to the components that allows only one event to be 
processed at a time. Currently, SAPE only supports architectures based on 
processor sharing. 

• Specifying time attributes for each individual event in the connectors. The size 
of data to be sent between two components can vary depending on different 
types of events, resulting in different amount of time it takes for the data to be 
sent. 

• Support for importing models from other common applications such as 
Microsoft Visio. This would save time for developers since most architectures 
are modeled using more extensive tools. 

• Better flexibility in the GUI interaction. Features like undo changes and 
drawing curved lines are some examples of how the user interaction can be 
improved. 
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7 CONCLUSIONS 
 
The aim of this thesis was to show whether it is possible to analyze and evaluate 
performance of high-level software architectures using a simple tool or not. The 
tool would be based on the criteria required by an ADL. The range of different 
ADLs available today covers all general domains, and even some specific, when it 
comes to specifying architectures. The disadvantage though is the lack of tools 
offered, especially when it comes to dealing with non-functional requirements 
which is required to evaluate the software performance. 
 
Another issue was the usability of the tool. While most of the ADLs today require 
complex architecture specifications, SAPE was developed to offer simple GUI 
modeling possibilities. Using only boxes and lines, the user can model the 
architecture and add events for each component in a simple way.  
 
This thesis intended to show whether the hypothesis was correct or not. I found it 
to be correct, with restrictions though. The tool doesn’t support Xtreme 
Programming development methods since the implementation is not based on 
prepared software system architectures. In most other traditional methods SAPE 
should be able to find bottlenecks and extensive memory/storage usage based on 
high-level architectures. The results were positive in terms of performance 
evaluation when running the tool on an architecture based on a software project 
taken place during spring 2001 at Blekinge Institute of Technology. 
 
The usability evaluation of SAPE showed that it is intuitive and architectures could 
easily be modeled. Some features such as importing architecture models from 
common design/architecture modeling tools, e.g. Microsoft Visio, drawing curved 
lines and an “undo changes” option are missing though, which would make the tool 
more flexible to use. 
 
Certain constraints have to be added to the tool to make the evaluation more 
concrete when it comes to more consistent evaluation results. An example of this is 
the possibility of setting times for each specific event. The ability to form 
subsystems of components is also missing and would make it a more general tool 
to use for software architecture performance evaluation. 
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[Appendix A]1 
 
Questionnaire 
 
Architecture 

1. What kind of architecture did you use? 
 
2. Was the tool suitable to use for this kind of architecture? If not, which 

architectures would it be more suitable for? If yes, what made the tool 
suitable for this kind of architecture?  

 
Attributes 

3. It is not possible to restrict a box to run only one event at a time. Is this 
something that you would prefer? If yes, what kind of boxes should 
preferably have this feature? 

 
4. Did you miss any other attributes in the boxes? Which and why? 

 
5. A line always consumes a constant time, independently of which kind of 

event is passing. Is this negative or positive? Why? 
 

6. Memory and storage sensitivity can only be applied to boxes. Are there 
any situations where corresponding types of attributes (e.g. bandwidth) 
would be preferred for lines? What situations? 

 
7. Did you miss any other attributes for the lines? 

 
8. The attributes one can set for an event is time, memory and storage. Did 

you miss any other attributes? Which and why? 
 

Evaluation Result 
9. What did the evaluation result provide? Is there any type of information 

missing in the evaluation result? 
 
10. Did the tool help/would have the tool helped in designing your 

architecture? If yes, in what way? 
 

 
11. The calculation of the result for storage and memory usage is calculated 

for each box individually. Would it make it easier if one could group the 
boxes, e.g. the ones included in the same subsystem? 

 
12. The total execution time is not affected of extensive memory/storage 

usage. Is this positive or negative? Why? 
 

GUI 
13. Was the GUI easy to understand? How can it be improved? 
14. Were the results presented in a good way? If not, how would you 

preferably present them? 
 
 

Other comments: 

 
1 The original questionnaire was written in Swedish. This is a translation. 



[Appendix B] 
 

The architecture used in the BarbWired project, 2001. 
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