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Abstract
This paper discusses some experiences from a project developing an object-

oriented framework for a family of fire alarm system products. TeleLarm AB, a
Swedish security company, initiated the project. One application has so far been
generated from the framework with successful results. The released application has
shown zero defects and has proved to be highly flexible. Fire alarm systems have a
long lifetime and have high reliability and flexibility requirements. 

The most important observations presented in this paper are that the
programming language C++ can be used successfully for small embedded systems;
and that object-orientation and framework techniques offer flexibility and
reusability in such systems. It has also been noted that design for verifiability and
testability is very important, affecting as it does both maintainability and reliability.
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1 Introduction 

This paper is based on a major architectural redesign project carried out by the Swedish security
company, TeleLarm AB, on a family of fire alarm system products. The project was initiated in
1992 in an attempt to take advantage of the potential benefits offered by object-oriented
technology. The concrete goal of the project was to develop an object-oriented framework that
was to be used for all fire alarm system products, ranging from small home and office systems
to large complex systems intended for industrial multi-building plants. An object-oriented
framework may be defined as “a set of classes that embodies an abstract design for solutions to
a family of related problems” [1]. The first product based on the framework was completed
during 1994, and since then, approximately 500 systems per year have been delivered. Not a
single fault has been detected after beta-testing, and the software has proved easy to modify:
Adaptations for different national standards have, for example, been made unexpectedly fast.
The project is considered thus far to be highly successful. After the first application, the work
has continued, and a second application will be released at the end of 1996. This paper reports
major experiences from the project, and presents, what we believe are, the underlying reasons
for the successful outcome. 

Among the most important observations is that it is possible to use successfully the
programming language C++ for a small embedded system. In fact, the first target system was
an 8-bit micro-controller system. Another important fact is that techniques such as frameworks,
which are mostly intended for other types of applications, could also be used for small
embedded systems. The resulting systems have so far proved to be both reliable and flexible,
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due almost certainly to a focus on verifiability and flexibility during the design of the framework
architecture. Another interesting experience was that we noticed that our initial approach of
modelling real-world entities as essential objects was not suitable for our goals.

The paper starts with a section giving a brief overview of the product domain. The subsequent
section explains how the redesign project was carried out and what the results were. The fourth
section presents our experiences from the project. In conclusion, some of the results of the
project are presented as guidelines together with suggestions for future work.

2 The Product Domain

2.1  General description

The purpose of a fire alarm system is to survey a large number of detectors and, in the case of
fire, activate a number of outputs. Output may comprise alarm bells, information texts on
displays, extinguisher systems or automatic summoning of the fire department. Continuous self-
monitoring is part of the basic requirements of the system. Low-end systems should be simple
and cheap but still fulfil standards and regulations. High-end systems include ultra-sensitive
smoke detectors based on laser technology, a sophisticated control system controlling high
speed extinguishers, and are equipped with an elaborated graphical human interface. Another
characteristic is that fire alarm systems are highly distributed. The most important part of a fire
alarm system is the control unit containing software that collects information from all inputs and
activates appropriate outputs. Normally, a control unit surveys detectors localized in different
rooms and on different floors in a building. Output units are also distributed physically in a
building.

A wide range of input devices is used in fire alarm systems. Conventional detectors report three
states: alarm, normal or fault. More advanced sensors transmit smoke intensity or temperature
values to the control unit that transforms these values to the alarm, fault or normal state using
different software algorithms.

Detectors can be classified according to what they measure, for example, smoke detectors and
heat detectors. Another means of classification is the method of measurement: there are ionizing
smoke detectors and optical smoke detectors. All these different aspects must be reflected in the
software: different algorithms are used for different detectors. Furthermore, advanced systems
use addressable detectors where information from individual detectors is analysed and
presented to the user.

Systems are configurable in the sense that an installation owner can configure the names and
physical locations of the detectors. He, or she, can also configure specific texts to be displayed
in case of fire. Another item for configuration is the control expressions which define how
actuators react on specific alarms.

The platforms range from small 8-bit micro controller systems to larger 16-bit systems that can
be interconnected into a large distributed system capable of handling up to 10 000 addressable
detectors.

2.2  Changing factors

One of the most important reasons for developing a framework is the fact that the domain is
constantly evolving. There are seldom major changes to the product; instead there are a large
number of small changes that have to be coped with efficiently. In this subsection a number of
these changing factors are presented: 

• Detector technology. Detector technology is continuously evolving where new
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detector types are introduced on the market every year. They differ not only with
respect to what they measure or how, but also how they interface to a fire alarm
system. Each new detector type must probably be introduced to all the maintained
systems.

• Extinguishers. Extinguisher system technology is also evolving fast where, for
example, the halon ban has forced new technologies to emerge. As with detectors, an
extinguisher must also be supported in all maintained systems.

• Compatibility . A fire alarm system must be able to communicate with other computer-
based systems in an operating environment. More and more paging systems, access
control systems, and administrative systems require information from fire alarm
systems. Moreover, the fire alarm system itself must be compatible with older existing
fire alarm systems of different brands. 

• Communication. New communication requirements, such as the ability to operate in a
high frequency electromagnetic environment (e.g. cellular phones) and the capacity to
transfer more information, drive the development of communication subsystems. If a
new communication subsystem is introduced, the software must, of course, be adapted
accordingly. 

• Hardware. To fulfil market expectations a family of systems is offered to the
customer. The framework should be used as a base for different hardware architectures
of different sizes and complexity. In order to remain competitive a company must
benefit from the evolution of new, cheaper and more powerful hardware without having
to invest large amounts of money in software development.

• Man-machine interface. Requirements and expectations concerning the human-
computer interfaces are also changing fast: some years ago a numeric key-pad and an
LCD was sufficient, now a graphical window-driven system is required. The next step
is advanced multi-media interfaces. 

• New market. Different markets have their own national standards and also their own
product traditions. Every time a subset of the product line is introduced into a new
country, a substantial amount of work must be done in order to adapt to local variations.

• Product standard changes. During the life-time of a product there is a high
probability that international or national product standards will be modified. Such
modifications must, of course, be reflected in the software. 

• Service and maintenance. Internal requirements with respect to increased overall
efficiency necessitates that the fire alarm systems are easy to service and maintain, for
example, by including remote control of the systems. 

• Special purpose systems. Major customers, with their own fire protection service,
often have their own requirements regarding the fire alarm system. Since these
requirements cannot be known in advance, a flexible software system is the only
solution.

• Business strategies. Companies today build up relations with different partners for
various reasons. A relationship often involves adaptations of the systems in order to be
compatible with other products, or to be part of a larger product line. Due to the long
life-time of the software systems, it is highly probable that the system must be changed
to support new business strategies.

These factors affect the development of fire alarm systems: progressive maintenance (adding
functionality) thus becomes a major part of the life-cycle.
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Furthermore, since existing installations are upgraded step by step, for example, introduction of
a new detector type restricted to a new part of a building, backward compatibility is vital for the
software. This means that many of the changes presented here not only require modifications of
the software, but also require that the modified software is able to handle both the new and old
context as well as a configuration mechanism. The software could configure automatically, or
provide user configurability. 

3  The Project

3.1  Background

The project started in 1992 with the aim of adopting modern object-orientation and framework
techniques. At the time, TeleLarm AB maintained a family of fire alarm systems using different
kinds of real-time kernels, different hardware, and different programming languages. For each
system there were several different language versions and versions with different functionality
for each country. New versions were constantly produced adding functionality for new markets
and other changes of the type described in the previous section.

The basic idea was to design a framework for the fire alarm system domain. From this
framework, new applications should be easily instantiated and easy to modify. The objectives
were to increase reuse between similar products, increase demonstrability of the systems, and
reduce maintenance costs. Demonstrability is a property that makes it possible to convince the
developing organization, the customer, or in some cases a third party software assessment
organization that requirements can, and will be met with sufficient confidence. In conclusion,
the main framework requirements were:

• Configurability . It must be simple to build a specific version of the software. Late
binding of configurations of country, language or hardware version are preferable. The
system should also be prepared for future configurability requirements.

• Demonstrability. The framework could not, of course, guarantee the reliability of
instantiated systems. But it could provide an architecture that would simplify testing,
and would make it easy to demonstrate the reliability of an instantiated system.

• Understandability. A further requirement was that the code should reflect the
functional requirements in a clear cut way. Ideally, each functional requirement should
correspond to only one location in the code, which should express the requirement in a
highly comprehensible and straightforward manner.

• Maintainability . The software should be prepared for maintenance by enabling simple
behavioural changes. Code representing a potential changing factor should be clearly
separated from other parts of the code. Maintenance also benefits from the
understandability and demonstrability requirements that reduce the amount of re-testing
required for a new release. 

• Modifiability . Clearly, it should be easy to add new features, new device handlers etc.

• Performance. Performance requirements may vary from one system to another in
terms of the capacity of the system, the amount of memory available, or the CPU
processing speed. The framework must thus be basically efficient, but also flexible
enough to cope with specific instantiation requirements.

3.2  Project issues

This subsection describes some different but important matters that affected the project.
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3.2.1   Other factors affecting the project outcome

This paper focuses mainly on technical issues that affected the result of the project. However,
at the same time, other factors may have influenced the result. The project was carried out using
a more controlled development process than in previous projects. Reviews were introduced, and
deadline pressure was less of a factor. Another important contributory factor was that several
fire alarm systems had previously been developed by the team.

3.2.2   Design principles

Previous experience of applications in the domain had shown how difficult it is to test such
systems. Sometimes unexpected combinations of inputs and internal states revealed problems.
How can it be possible to test all combinations? One goal of the project was to design the
framework in such a way that instantiations would be easy to test. The objective was to be able
to test each feature independently of other features, and ensure that no coupling effects exist
between different features. These objectives led to a number of design decisions constraining
the design. Such constraints resulted in the fact that fewer combination tests were needed and
almost certainly affected the reliability in a positive way. 

Some design principles were defined at the beginning of the process. One principle was to
design for demonstrability, i.e. it should be easy to convince the developers or a third party
software assessment organization that the system is reliable. As a consequence, the use of
concurrent threads was avoided because of the difficulties in assuring that no race conditions
occur. Moreover, thread usage creates overheads in terms of memory usage, both for each
individual thread and also for the real-time kernel itself. Another consequence of the
demonstrability requirement was that components of the systems were designed with the aim of
minimizing the coupling between components. Components were designed primarily as
passive, reactive and self-contained components.

Another design principle was to design the system with clearly visible functional behaviour.
Behavioural changes should thus affect only a minimal amount of code or design. Previous
maintenance experience had shown the importance of making the code reflect the behavioural
functions in a direct way. Such behavioural functions could be, for example, the exact
conditions for output actuators. The aim was not only that the functional requirements should
be traced in the code, but that these requirements could actually be read in one specific code
location. Separation of concern and a layered structure made it possible to define an abstraction
level that corresponded to the functional behaviour.

The software should also be prepared for configuration, so that all the potential versions could
easily be generated at link time. This requirement did not pose any major problems, except that
the potential configuration possibilities had to be thought over thoroughly. 

3.2.3   Iterations

The design of the actual framework went through many iterations. Several test applications
were instantiated. At a specific point in the project, focus moved from the framework to the first
real product instantiation of the framework. The reason was simply the deadline of the
application development. The framework was managed as a part of the application and not as a
separate internal product. The reason for this choice was that the organisation was very small,
and that the same people were responsible for both the framework and the application.

3.2.4   Instantiations

The first instantiation included approximately 28 KLOC of C++ code and was executed on an
in-house developed printed circuit board (PCB) based on an 8-bit micro-controller. Since 1994



Page 6

about 500 units have been delivered annually and no faults have as yet been detected. Moreover,
maintenance has been reduced to progressive maintenance producing new versions for new
markets. Changes have been carried out surprisingly fast. Design, on the other hand, took longer
than expected, because it involved several iterations of the framework.

3.3  Resulting product

3.3.1   Design overview

The system was divided into two parts, separated by a definition of a hardware abstraction level
(HAL). The HAL is an abstraction and generalization of typical fire alarm system hardware, and
contains the difficult asynchronous event handling. Communication between the two parts is
implemented by buffers in the same way as described in the Sync/Async pattern [2]. The high-
level synchronous part is reactive and event-driven, resembling in many respects, modern GUI
programs. 

In order to increase the demonstrability of the system and to simplify testing, a large grain
concurrency solution was introduced. The Periodic Object [3] was defined as an abstract object
that is regularly activated by a scheduler which calls the objects Tick method. Concrete
subclasses implement their own Tick method which defines one slice of the periodic execution
of an active object. The degree of concurrency achieved by this solution depends on the
“thinness” of the largest slice. 

Important abstractions in the framework are the Point that represents an abstraction of either a
sensor or an actuator, and the Deviation that represents a deviation from the normal state. The
collection of all deviations represents the system state. Further details concerning the actual
design may be found in [3], where the architecture of the framework is described as a pattern
language, i.e. a collection of collaborating patterns.

3.3.2   Implementation notes

The first instantiation used 92kb banked EPROM and 4K RAM. The processor was a Motorola
68HC11 8-bit microprocessor. The C++ version used did not contain templates or exceptions.
The C++ code was translated to C code and then cross-compiled. A small optimization pass
reduced the generated C-code by, for example, removing dead code. A number of restrictions
were imposed on the C++ code in order to obtain reasonable memory usage:

• Static object allocation was mostly used.

• When dynamic object allocation was used, explicit memory managers were used: one
memory pool for each class, in order to fulfil demonstrability requirements.

• Multiple inheritance was not used due to a bug in the C++ to C translator.

• Neither inline code nor implicit constructors and destructors were used.

The HAL part was written in C because of lack of C++ cross-debugging tools. Ordinary cross-
platform C-tools were used instead. The low-level HAL-part was also implemented as a
simulated version on a PC running MS-DOS. The application layer written in C++ was executed
and debugged on-top of the simulated MS-DOS version using standard C++ development tools.
The application layer was subsequently transferred to the target environment where minor
debugging had to be carried out using the C-code representation of the program.

4 Experiences

One of the most important experiences from the project is that it has been shown that C++ can
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be used successfully for embedded systems, and even for 8-bit micro-controllers. The resulting
code was somewhat larger than expected mainly due to the generality of the design where
several aspects had clearly been separated from each other. On the other hand, the disciplined
(or restrained) use of C++ reduced the programming language impact on code size. 

We learned the well-known lesson of the importance of designing a sound overall system
architecture. We learned the importance of the separation of the system in one part handling
low-level asynchronous I/O and the remaining synchronous part; and we recognized the
benefits of not using fine-grain concurrency. 

Another important observation was the benefit of designing the system for testing. One example
is how the large synchronous parts could be tested at a work-station where the low-level
asynchronous parts were simulated. Only minor problems occurred when the synchronous parts
were ported to the real target. The benefits of this design were twofold: first, it was easy to do
the testing; and secondly, the code had few errors initially. The design constraints led to a
somewhat more costly design, but we believe that the trade-offs were advantageous. 

The requirement that the functional behaviour should be visible and located in one location in
the code affected the design, but it is difficult to estimate to what extent. However, the result
was that maintenance became very simple, changes or variations in requirements could be
implemented directly by changing the appropriate location in the code which expressed this
requirement. In the same way, we specified that different configurations should be defined at
one place only. Our experience is that these benefits cost very little in design effort: it is often
enough to explicitly state the requirements.

4.1  Experiences with C++

Initially, the use of C++ resulted in much more code than we expected. However, after analysing
why, we defined some restrictions (see subsection 3.3.2) as to how to use C++. Furthermore, an
intermediate optimization pass of the generated C code was introduced. After these two steps,
the resulting code size was acceptable.

4.2  Observations regarding frameworks

The design required several iterations before a reasonably good design was found. The first
attempts focused on modelling physical objects. However, the resulting design become
complex and unsatisfactory. Real life objects showed a remarkably large number of aggregates,
for example, fire brigade panels with a set of diodes and keys were easy to model in an object-
oriented way, but did not fulfil our design goals. Other examples of easily-modelled aggregates
were devices equipped with a smoke sensor, a temperature sensor and fire indicating diodes. We
realized later that the physical objects were not that important for the software architecture.
Physical aggregation was mainly a result of trade-offs concerning cabling costs, production
costs and flexibility. Moreover, these trade-offs may very well vary in time depending on
advances in hardware technology. Figure 1 shows a fire alarm system with physical objects,
aggregations and communication lines. 

The framework should instead reflect an abstract system independent of such trade-offs. Of
course, the resulting software must handle the actual physical components and aggregations, but
it must be the abstract system that generates the framework architecture. After realizing this, we
defined the architecture using points and deviations, and defined a layered structure where
actual device aggregates could be handled by lower levels. One reason for the difficulties we
experienced was probably the fact that most of the code handles devices and low-level
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communication protocols. 

 Fig. 1  System view based on actual physical objects.

Thus, the fire alarm framework should focus on relations between sensors and actuators as
shown in figure 2, and not on communication devices and sensor devices, even if most of the
code in an application handles such devices. Traditional process-based architectures, where
processes or tasks are the main architectural structuring concept, would probably define one
process for each communication device, and inside that process there would be sub-processes
or functions handling different devices etc. In the same way, our initial design was based on all
the different devices and device drivers. 

 Fig. 2  Abstract system view based on end-to-end functional behaviour.

It was not until afterwards we realized that this process of abstracting a fire alarm system from
actual physical components to a higher-level description is exactly the same process that must
have taken place in the standardization process of defining an international product standard,
for example, the fire alarm systems product standard [4]. A further observation is thus that
product standards could serve as a good input to the domain analysis process.
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Another crucial decision was not to make the framework active, but define all the parts of the
framework as passive parts, and let each instantiation include an active part. The result is a
mixture between so-called calling and called frameworks [5]. An instantiation has the primary
control and calls framework parts, which subsequently call instantiation code until control is
returned to the instantiation. Our conclusion is that making the instantiation part active and the
framework passive makes it significantly easier to reuse the framework for different types of
performance requirements.

We also learned to focus on one application at a time. The framework was developed in general
terms towards the intended domain until a certain point in time. From that point, we focused on
one application. The instantiation gave feedback for subsequent framework improvements. Our
experience is that this development approach is more efficient than a one-shot development of
a complete domain-specific framework, since we judge it to be very difficult to decide when
such a framework is ready. 

4.3  Lessons learned

There are a number of items that could have been carried out more effectively and efficiently.
Initially, we could have spent more time on domain analysis, for example by using available
product standards. In this way we may have arrived at a more abstract architecture faster than
we actually did. 

We could also have spent more time on stating explicitly the non-functional requirements: these
requirements were known intuitively but not stated explicitly. Many design decisions would
have been easier to understand and probably have been reached faster if the non-functional
requirements had been stated explicitly.

More time during the project should have been spent on documenting reasons for design
decisions. Whenever a process is highly iterative by nature, it is important not only to document
what is changing or improving, but also why. Without such documentation there is a risk that
the iterative process becomes circular, i.e. discarded solutions have a tendency to reappear at
later stages in the design process.

Initially, most changing factors were known to the team, but a proper analysis and
documentation would have been beneficial for the design process. As previously mentioned,
expressing knowledge explicitly would make the design process more effective.

Expressing design decisions in the form of design patterns [6] is a good way of forcing design
decisions to be explicit. Such patterns could be helpful when documenting an architecture and
pinpointing the reasons for design decisions.

Initially, we were not completely aware of the iterative nature of framework design. In many
situations during application development, different problems arose and there were mainly two
solutions to the problem. The first was to redesign the framework, and the second was to make
a temporary solution in the application instantiation, i.e. a special solution and not generalize it
to the framework level. We could have planned better for these iterations, and accepted that
there will be new versions of the framework. Frequent redesigns can be quite expensive.

5 Conclusions

The project was considered highly successful, and the framework is intended to be used for
subsequent development of applications. It would be very interesting to know what factors did
contribute to the successful outcome of the project. However, it is of course very difficult to
draw any firm conclusions from one individual project. The only thing we can do is to present
the conclusions and observations we believe contributed. The conclusions below are based on
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comparison with other internal, but less successful projects, and what we recommend others to
do in retrospect. The conclusions contain both a list of guidelines for framework developers, and
ideas on future research in the area.

5.1  Guidelines for embedded systems framework development

The following list is not in order of priority.

• Use product standards in the domain analysis process. Such a standard can be seen as
an effort to describe the application in abstract terms.

• Do not focus on physical objects in the system: these objects often reflect economic
trade-offs, and are not representative of the domain. Focus on the highest level end-to-
end functional behaviour. 

• Try to separate the software architecture from the hardware architecture.

• Be prepared to iterate the framework several times.

• During the use of the framework, document all problems, but do not necessarily fix
them by introducing a new framework revision. Save a substantial number of problem
issues to a subsequent major revision of the framework.

• For each iteration, document both the problems and the solutions.

• Focus on one application at a time. Develop the framework in general terms towards
the intended domain to a more or less arbitrary point in time. From this point, focus on
one application. A series of planned instantiations should be the concrete goal of a
framework project.

• Be careful before jumping into a solution based on fine grain concurrency. The possible
benefits in performance and fast development time must be carefully weighed against
maintenance and verifiability problems.

• Make a thorough analysis of changing factors, and make estimates of the volatility of
such factors. 

• Be concrete in specifying the need for configurability and expected customization. 

• Use separation of concerns as a standard technique to handle different changing factors.
A specific changing factor is handled by standard framework techniques such as
parametrization or subclassing.

• State explicit requirements or goals with respect to maintenance and verifiability.

• Be careful not to use traditional viewpoints and solutions if they cannot be justified by
the requirements.

• State typical performance requirements on typical instantiations. It is very different to
design for “worst-case” as opposed to ordinary operating conditions. 

• Use the design pattern form, more or less relaxed, for documenting specific solutions
and for the architectural overview.

• Try to design most parts of the system as reactive and passive entities, i.e. without any
inherent execution thread. Such entities are both easier to reuse and exhibit a higher
degree of demonstrability. 

5.2  Future work

It would be interesting to assess what parts of this project would be most useful in other kinds
of applications. One way is to document some of the important design solutions. The previously
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mentioned pattern language [3] tries to explain the architecture as a number of collaborating
design patterns, where each pattern could be reused in a broader context.

Another approach would be to investigate further the principles of demonstrability and
verifiability. Is it possible to relate these attributes to specific design constructs? We would like
to be able to examine a given design, and suggest improvements that would lead to higher
demonstrability. 

A third interesting question is to find out if a highly demonstrable system implies higher
reliability. When considering a system that has passed all tests, does the number of passed tests
affect the reliability of the system, or does the fact that the system is highly demonstrable affect
reliability?
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