With advances in micro-electronic complexity and
fabrication, sophisticated algorithms for source
localisation and tracking can now be deployed in
cost sensitive appliances for both consumer and
commercial markets. As a result, such algorithms
are becoming ubiquitous elements of contemporary communication, robotics and surveillance
systems. Two of the main requirements of acoustic
localisation and tracking algorithms are robustness
to acoustic disturbances (to maximise localisation
accuracy), and low computational complexity (to
minimise power-dissipation and cost of hardware
components).
The research presented in this thesis covers both
advances in robustness and in computational complexity for acoustic source localisation and tracking algorithms.This thesis also presents advances in
modelling of sound propagation in indoor environments; a key to the development and evaluation of
acoustic localisation and tracking algorithms.

The field of acoustic modelling is advanced in a
new method for predicting the energy decay in
impulse responses simulated using the image source
method. The new method is applied to the problem of designing synthetic rooms with a defined
reverberation time, and is compared to several
well established methods for reverberation time
prediction. This comparison reveals that the new
method is the most accurate.
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Finally, two new localisation algorithms are developed and compared to older well established
methods. In this context an analytic analysis of noise
and room reverberation is conducted, considering
its influence on the performance of localisation
algorithms. The algorithms are implemented in a
real-time system and are evaluated with respect to
robustness and computational complexity. Results
show that the new algorithms outperform their
older counterparts, both with regards to computational complexity, and robustness to reverberation
and background noise.

Anders M. Johansson

As an advance in the field of tracking, this thesis
also presents a new method for tracking human
speakers in which the problem of the discontinuous
nature of human speech is addressed using a new
state-space filter based algorithm which incorporates a voice activity detector. The algorithm is
shown to achieve superior tracking performance
compared to traditional approaches. Furthermore,
the algorithm is implemented in a real-time system
using a method which yields a low computational
complexity.

Additionally, a new method is presented for optimising the parameters for the dynamics model
used in a state-space filter. The method features
an evolution strategy optimisation algorithm to
identify the optimum dynamics’ model parameters.
Results show that the algorithm is capable of realtime online identification of optimum parameters
for different types of dynamics models without
access to ground-truth data.
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Abstract
With advances in micro-electronic complexity and fabrication, sophisticated algorithms for source localisation and tracking can now be deployed in cost sensitive
appliances for both consumer and commercial markets. As a result, such algorithms
are becoming ubiquitous elements of contemporary communication, robotics and
surveillance systems. Two of the main requirements of acoustic localisation and
tracking algorithms are robustness to acoustic disturbances (to maximise localisation accuracy), and low computational complexity (to minimise power-dissipation
and cost of hardware components).
The research presented in this thesis covers both advances in robustness and in
computational complexity for acoustic source localisation and tracking algorithms.
This thesis also presents advances in modelling of sound propagation in indoor
environments; a key to the development and evaluation of acoustic localisation and
tracking algorithms.
As an advance in the ﬁeld of tracking, this thesis also presents a new method
for tracking human speakers in which the problem of the discontinuous nature of
human speech is addressed using a new state-space ﬁlter based algorithm which
incorporates a voice activity detector. The algorithm is shown to achieve superior tracking performance compared to traditional approaches. Furthermore, the
algorithm is implemented in a real-time system using a method which yields a low
computational complexity.
Additionally, a new method is presented for optimising the parameters for the
dynamics model used in a state-space ﬁlter. The method features an evolution
strategy optimisation algorithm to identify the optimum dynamics’ model parameters. Results show that the algorithm is capable of real-time online identiﬁcation
of optimum parameters for diﬀerent types of dynamics models without access to
ground-truth data.
Finally, two new localisation algorithms are developed and compared to older
well established methods. In this context an analytic analysis of noise and room
reverberation is conducted, considering its inﬂuence on the performance of localisation algorithms. The algorithms are implemented in a real-time system and are
evaluated with respect to robustness and computational complexity. Results show
that the new algorithms outperform their older counterparts, both with regards to
computational complexity, and robustness to reverberation and background noise.
The ﬁeld of acoustic modelling is advanced in a new method for predicting
the energy decay in impulse responses simulated using the image source method.
The new method is applied to the problem of designing synthetic rooms with a
deﬁned reverberation time, and is compared to several well established methods
for reverberation time prediction. This comparison reveals that the new method is
the most accurate.

Preface
This doctoral thesis summarises my work in acoustical modelling and acoustic
sound source localisation and tracking. The research presented has been carried
out during my time as a research engineer at the Western Australian Telecommunications Research Institute in Perth, Australia, under the supervision of Professor
Sven Nordholm (locally in Perth) and Professor Ingvar Claesson (remotely from
Sweden). The material presented derives from practical engineering problems that
I have encountered in my work as an engineer. This work has been conducted over
a period of seven years beginning in late 2000 and ending in 2007.
The original aim of my work was to advance the ﬁeld of teleconferencing systems incorporating speech enhancement and speaker localisation using microphone
arrays in which voice data is carried over IP-networks. This aspect of my work
produced three conference papers that are summarised in Part IV.
A slight shift in focus occured in 2003 towards speech enhancement using blind
signal separation and microphone arrays used in assistive hearing technologies.
My work in assistive hearing technologies facilitated the formation of the spinoﬀ
company Sensear in 2005. My work in blind signal separation eventually resulted
in in a journal submission but has been omitted since it falls outside the main
theme of the thesis.
In a shift back to localisation, an attempt was made to improve speaker localisation for moving sources in conjunction with speech pauses. This work resulted
in two conference papers and one paper in the EURASIP Journal on Advances
in Signal Processing, and is presented in Part I. During the work a problem was
discovered relating to the approximation of reverberation time for synthetic room
models. A solution was found and recorded in one conference paper and a paper in
the Journal of the Acoustical Society of America (found in Part III). In parallel,
work on outdoor sound propagation was made, but was never completed. Some of
the material survived in an unpublished report and has been used in the theory
section of Part IV.
During the work on speech pauses it was noticed that speaker tracking was
aﬀected by the parameters used in the dynamics model. This problem was studied
and a solution was found which produced optimum model parameters. The study
of the problem resulted in one conference paper and the optimum solution has
been submitted to IEEE Transactions on Evolutionary Computation, presented in
Part II.
From the outset, the main focus of my work has been on the production of
algorithms and solutions that could be implemented in real-time using current
hardware. During the ﬁrst few years, dedicated DSP hardware was used to im-

x
plement algorithms. However, with the advance of faster desktop PCs and due to
the diﬃcult and slow development cycles of DSP software, a decision to scrap the
DSPs were made. Instead, I developed a new research platform using oﬀ-the-shelf
PC and professional audio equipment parts. The software for the platform was
made modular, so that new algorithms and input/output devices could easily be
added and linked to each other. The software has been expanded over the years
and now consists of 25 real-time algorithms and support for 10 diﬀerent types of input/output devices. This platform has been used to produce almost all the results
found in this thesis, and is brieﬂy presented in Appendix A.
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General introduction
1

Background and motivation

As our society becomes increasingly reliant on machines, human to machine interfaces are becoming increasingly important [1]. This is true not only for human
to machine communication [2, 3], but also for human to human communication
due to the adoption of technologies such as mobile telephones and conference telephony. The trend is likely to continue with future technologies such as automatic
surveillance systems, robots, intelligent homes [4] and advanced virtual environment interfaces [5], on the horizon.
A key feature in providing easy and ﬂexible human to machine communication
is the capability for hands free use, i.e., the user should not be required to wear
or hold any part of the communications equipment in order to use it. In voice
communication applications this capability puts a much higher demand on the
capacities of the speech acquisition system compared with a traditional hand held
system. This is due to the relatively larger distance between the user and the
microphones used to pick up his voice in a hands free application, compared with
that of the traditional system in which the microphone is closer to the users mouth.
This increase in distance eﬀectively leads to a low ratio between speech strength and
the strength of background noise and reverberation. A common method of soling
this problem involves the use of microphone array speech enhancement techniques,
combined with sound source localisation algorithms [6] in which the location of the
speaker is estimated by the sound source localisation algorithms and is subsequently
used by the speech enhancement algorithm to improve the intelligibility of the
speech signal.
In automatic surveillance systems and situation awareness for robots [7], sound
source localisation is used not only to locate people but also to locate other types
of sound sources. The location information is used by these systems to track
the movement of people and vehicles, and to detect the position of sudden or
“interesting” sounds. An example of the latter is street surveillance systems which
use acoustic localisation techniques to ﬁnd the sound of car crashes or gun shots.
In this application the acoustic cue is used to steer cameras towards the location
of the sound.
All of the technologies listed above rely on techniques for locating sound sources
using multiple microphones in environments with low signal to noise and reverberation ratio. In some applications, it is also necessary to track the movement of
sound sources. This complicates the problem, as sound is only available from a
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Figure 1: General system for acoustic source localisation and tracking. The microphones pick up the sound from the moving sound sources. The recorded sound
is subsequently used by the acoustic source localisation and tracking algorithm to
estimate the position of the sources as they move around.

given position for a limited amount of time. A general sound source localisation
and tracking system is depicted Figure 1. This ﬁgure shows how the sound from a
moving sound source is picked up by several microphones. The sound signals are
then used by a localisation algorithm to estimate the position of the sound source.

2

Acoustic source localisation and tracking

The problem at hand is to construct a complete system for acoustic source localisation and tracking (ASLT). This problem can be broken into several sub problems,
each with its own unique and interesting challenges. One such subdivision is described below.
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2.1

Acoustics and acoustical modelling

In order to estimate the position of a sound source, it is necessary to understand how
sound propagates from a source to a sensor [8–10]. This includes an understanding
the spatial properties of the radiated sound waves and how they interact with
the propagation media and any objects in their path. The placement of sensor
elements and the temporal properties of the wave ﬁeld are also an integral part of
the estimation problem.
One convenient method for evaluation and isolation of speciﬁc properties of the
problem is to simulate the sound and the sound propagation [11]. This also requires
an in depth understanding of the acoustics.

2.2

Acoustic source localisation

The ﬁrst step in ASLT is to estimate the actual position of the sound source.
In contemporary ASLT systems this is often done using digital signal processing
methods. Thus, it is not only necessary to comprehend the acoustics, but also how
the acoustics is interrelated with the analog to digital conversion [12–15]. Using
this knowledge, the task is to construct an algorithm that can extract the location
information from the digitised audio data as accurately as possible [16].

2.3

Acoustic target tracking

The position estimate generated by an acoustic source localisation algorithm often
contains errors caused by the acoustics and their interaction with the estimator.
These errors are generally larger when the sound source is moving. In order to
obtain a better source position estimate for a moving target it is possible to ﬁlter
the position estimates from the source localisation algorithm using a state-space
ﬁlter [17]. This ﬁltering method uses a kinematic model [18, 19] of the target to
obtain a more robust estimate of the target position.
The state-space ﬁlter does not perform at its optimum capacity if it is operating independently from the acoustic source localisation algorithm, or from the
acoustical properties of the ASLT problem. Thus, the challenge is to integrate the
state-space ﬁlter into the ASLT system in such a way as to maximise the use of
the available audio data.

2.4

Modelling of target motion dynamics

The state-space ﬁlter requires a properly designed kinematic model to minimise
errors in the target position estimate. This model should be designed to track
the target as accurately as possible, and to reduce the eﬀect of diﬀerent types of
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tracking errors in an optimum manner. This may be described as an optimisation
problem [20], in which the optimum solution yields a kinematic model which ﬁts
target dynamics and is robust to diﬀerent types of errors in the target position
estimate.

2.5

Implementation of ASLT systems

Finally it is necessary to ﬁnd methods of implementing and testing the ASLT
system. This task can be divided into three steps. The ﬁrst step is to implement
the system and test it using simulated stimuli to verify theoretical assumptions.
The second step is to test the implementation on real-world stimuli to rule out
modelling errors and to benchmark its performance in a real-world environment.
The last step is to develop methods for real-time implementation and to implement
the ASLT system real-time. This last step is necessary in order to ensure that it
is actually possible to use the system in real environments, and to highlight its
real-time properties (such as system delay).

3

Overview of thesis contributions

This thesis consists of four independent parts, each with a narrow focus on speciﬁc
aspects of the ASLT problem. The application areas considered are limited to indoor environments and predominantly to human speaker localisation and tracking.
Part I focuses on the integration of an acoustic source localisation algorithm
with a state-space ﬁlter, mentioned in Section 2.3. Here, a particle ﬁlter [17, 21]
implementation of a state-space ﬁlter is combined with a voice activity detection
algorithm [22, 23] to better cope with short gaps in the sound emitted by the target.
This part also presents a real-time adaptation and implementation of the proposed
algorithm as well as evaluations performed on both synthesised and real-world
stimuli.
Part II discusses the optimisation of models for target motion dynamics, as
discussed in Section 2.4. This part proposes an online method for black-box identiﬁcation of optimum motion model parameters using an evolution strategy based
optimisation algorithm [20]. The proposed method is capable of tuning motion
models to minimise tracking error without knowledge of the true target position.
As mentioned in Section 2.1 accurate acoustic models for sound propagation
are important in the evaluation of localisation algorithms. A common model used
for simulating room acoustics is the image source model [11], used in this thesis to
evaluate the algorithms proposed in Parts I, II and IV. A disadvantage of the image
source model is that it is be diﬃcult to choose the level of acoustical reﬂectivity for
the walls in the simulated room in order to achieve a desired room reverberation
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time [9]. A new method for calculating reﬂection coeﬃcients is presented in Part III.
The new method is shown to be superior to traditional methods, particularly in
rooms with medium to long reverberation time.
The last part of the thesis, Part IV, investigates algorithms for acoustic source
localisation, discussed above in Section 2.2. Two new localisation algorithms are
presented and compared to two older, well established algorithms. This part also
investigates some fundamental theory regarding room acoustics, space-time sampling and background noise and its relation to acoustic source localisation. The
algorithms are evaluated using both synthetic and real-world stimuli, and their
real-time properties are studied. The comparative results show that the new algorithms outperform the older ones both with respect to accuracy and computational
complexity.
The algorithms presented in Parts I, II and IV are all implemented using the
same real-time platform. This platform and its capabilities are presented in Appendix A, at the conclusion of this thesis.

4

Remarks and future work

This thesis focuses on four speciﬁc aspects of the ASLT problem. Part I covers
tracking, Part II dynamics modelling, Part III acoustical modelling and Part IV
acoustics and source position estimation. Two particular areas not covered by this
thesis include multi-source localisation and tracking [24–27], and a deeper analysis
of localisation using sparse space-time sampling. Furthermore, more simplistic
state-space ﬁlters, such as the Kalman ﬁlter and its derivates [17, 28] are also left
untouched, as are source location algorithms based on subspace analysis methods
other than MUSIC [29–32].
The omissions mentioned above will be left for future work. However it may be
of interest to mention a few potentially promising extensions to this thesis. The
ﬁrst involves and extension of the combined state-space ﬁltering and voice activity
detector approach proposed in Part I to include multi-source tracking. This would
involve using one voice activity detector for each of the targets in a multi-source
scenario.
Another interesting extension would be to use the method for dynamics model
optimisation described in Part II for the purpose of target identiﬁcation. This
could be achieved by applying a classiﬁcation algorithm to the estimated optimum
dynamics parameters in order to identify the type of target being tracked based on
its motion dynamics.
Finally, it would be possible to investigate how sparse space-time sampling (i.e.
microphone arrays designed to deliberately break the spatial sampling theorem),
interacts with a source localisation algorithm. This would be a natural extension
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of Part IV, by which it would be possible to use the derived expressions for spatial
aliasing and errors caused by background noise and reverberation to formulate an
approach for avoiding miss-detection based on the spectral contents of the source
signal. The new array with a larger aperture would yield higher spatial resolution
than that of a critically sampled arrays.
A recognised inconsistency exists in this thesis in that Parts I and II make use
of sparsely sampled arrays, while Part IV states that this type of array can not be
used for source localisation purposes. To give a precise mathematical resolution to
this apparent contradiction it would be necessary to apply time-frequency analysis,
which is beyond the scope of this thesis. The simplistic explanation is that “false
sources” resulting from spatial aliasing do not follow the motion dynamics of a
human target and are therefore ﬁltered out by a state-space ﬁlter. Conversely,
the optimisation algorithm based localisation methods, presented in Part IV, are
unable to distinguish the false sources from the true one, and can therefore not be
used with sparsely sampled arrays.
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Abstract
In noisy and reverberant environments, the problem of acoustic source
localisation and tracking (ASLT) using an array of microphones presents
a number of challenges. When considering real-world situations involving
human speakers, one of the main issues to consider is the temporally discontinuous nature of speech signals: the presence of gaps of silence in speech can
easily misguide the tracking algorithm, even in practical environments with
low-to-moderate noise and reverberation levels. The integration of voice activity detection (VAD) scheme is a natural extension of currently available
sound source tracking algorithms. This part describes a new ASLT algorithm
based on a particle ﬁltering (PF) approach in which VAD measurements are
fused within the statistical framework of the PF implementation. Tracking accuracy results for the proposed method are presented on the basis of
synthetic audio samples generated by means of the image method. Furthermore, performance results obtained with a real-time implementation of
the algorithm, and using real audio data recorded in a reverberant room, are
presented. Experimental results demonstrate the improved robustness of the
method described by the work in comparison with a previously proposed PF
algorithm, when tracking sources emitting real-world speech signals (which
typically contain silent gaps between utterances).

1

Introduction

The concept of speaker localisation and tracking using an array of acoustic sensors
has become an increasingly important ﬁeld of research over the last few years [1–
3]. Typical applications such as teleconferencing, automated multi-media capture,
smart meeting rooms and lecture theatres, etc., are fast becoming an engineering
reality. This, in turn, requires the development of increasingly sophisticated algorithms to deal eﬃciently with problems related to background noise and acoustic
reverberation during the speech acquisition process.
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A signiﬁcant portion of literature on the speciﬁc topic of acoustic source localisation and tracking (ASLT) typically focuses on implementations involving human
speakers [1, 3–9]. One of the major diﬃculties in the practical implementation of
ASLT for speech-based applications lies in the nonstationary character of typical
speech signals, with potentially signiﬁcant periods of silence existing between separate utterances. During such periods of silence, current ASLT methods generally
continue to update the source location estimates as if the speaker was still active.
The algorithm is therefore likely to momentarily lose track of the true source position as updates are based solely on disturbance sources such as reverberation and
background noise. Whether the algorithm recovers from this momentary tracking
error or not (and how fast the recovery process occurs) is mainly determined by
the duration of the silent gap. Consequently, existing works on acoustic source
tracking either implicitly rely on the fact that silent gaps in the considered speech
signal remain relatively short [2–5], or alternatively assume a stationary source
signal (such as in vehicle tracking applications [10, 11]).
This part addresses this speciﬁc problem by presenting a new algorithm for
ASLT which includes data obtained from a voice activity detector (VAD) as an
integral part of the target-tracking process. This fusion problem has not been
previously considered by acoustic source tracking literature, despite the fact that
the approach can be regarded as a natural extension of currently existing ASLT
algorithms developed for speech-based applications. The approach presented here
is based on a particle ﬁltering (PF) concept similar to that used previously in [2],
in which the VAD measurement modality is eﬃciently fused within the statistical
framework of the sequential Monte Carlo (SMC) method. Rather than simply using
this additional measurement in the derivation of a mixed-mode likelihood, the VAD
data is considered as a prior probability that the source localisation observations
originate from the true source. As a result, the proposed particle ﬁlter, denoted
PF-VAD, integrates the VAD data at a low level in the PF algorithm development.
The particle ﬁlter hence beneﬁts from the various advantages inherent to SMC
methods (nonlinear and non-Gaussian processing) and is able to deal eﬃciently
with signiﬁcant gaps in the speech signal.
This part is organised as follows: The next section brieﬂy reviews the basic principles of Bayesian ﬁltering (state-space approach) and, in Section 3, the theoretical
concepts required by the PF methodology are derived on the basis of the speciﬁc
ASLT problem deﬁnition. The derivation of this statistical framework then allows
the integration of VAD measurements within the PF algorithm. Section 4 contains
a review of the VAD scheme used in this work (based on [12]), this basic scheme is
here updated for the purpose of speaker tracking. Section 5 presents three diﬀerent
types of VAD outputs (considering both hard and soft decisions) to be used within
the PF algorithm, and the proposed PF-VAD method. A real-time implementation
of the algorithm is described in Section 6 followed by a performance assessment in
Section 7, which also includes the results obtained with a PF method previously
developed in [2] for the purposes of comparison.
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Bayesian ﬁltering for target tracking
ASLT Problem deﬁnition

Consider an array of M acoustic sensors distributed at known locations in a reverberant environment with known acoustic wave propagation speed c. For a typical
application of speaker tracking, the microphones are usually scattered around the
considered enclosure in such a way that the acoustic source always remains within
the interior of the sensor array. This type of setup allows for a better localisation accuracy compared to, for instance, a concentrated linear or circular array. Assuming
a single sound source, the problem consists in estimating the location of this “target” in the current coordinate system, based on the signals fm (t), m ∈ {1, 2, . . . , M},
provided by the microphones. It is further assumed that the sensor signals are sampled in time and decomposed into a series of successive frames k = 1, 2, . . . , of equal
length L before being processed. The problem is then considered on the basis of
the discrete-time variable k.
Note that the derivations presented in this work focus on a two-dimensional
problem setting in which the height of the source is considered to be known, or of
no particular importance. The acoustic sensors are therefore placed at a constant
height in the enclosure, and the aim is to ultimately provide a two-dimensional
estimate of the source location on this horizontal plane only. However, the following
developments can easily be generalised to include the third dimension if necessary.

2.2

State-space ﬁltering

Assuming that a Cartesian coordinate system with known origin has been deﬁned
for the considered tracking problem, let Xk represent the state variable for time
frame k, corresponding to the position [xk yk ]T and velocity [ẋk ẏk ]T of the target
in the state space:
Xk = [xk yk ẋk ẏk ]T .
(1)
At any time step k, each microphone in the array delivers a frame of audio signal
which can be processed using a localisation technique such as, steered beamforming
(SBF) or time-delay estimation (TDE). Let Yk denote the observation variable
(measurement) which, in the case of ASLT, typically corresponds to the localisation
information resulting from this preprocessing of the audio signals.
Using a Bayesian ﬁltering approach and assuming Markovian dynamics, this
system can be represented by means of the following two equations [13]:
Xk = g(Xk−1 , uk ) ,
Yk = h(Xk , vk ) ,

(2a)
(2b)
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where g(·) and h(·) are possibly nonlinear functions, and uk and vk are possibly nonGaussian noise variables. The ultimate goal is to compute the so-called posterior
probability density function (PDF) p(Xk |Y1:k ), where Y1:k = {Y1 , Y2 , . . . , Yk} represents the concatenation of all measurements up to time k. The density p(Xk |Y1:k )
contains all the statistical information available regarding the current condition of
k of the state then follows, for instance,
the state variable Xk , and an estimate X
as the mean or the mode of this PDF.
The solution to this Bayesian ﬁltering problem consists of the following two steps
of prediction and update [14]. Assuming that the posterior density p(Xk−1 |Y1:k−1)
is known at time k − 1, the posterior PDF p(Xk |Y1:k ) for the current time step k
can be computed using the following equations:

p(Xk |Y1:k−1 ) = p(Xk |Xk−1 ) p(Xk−1 |Y1:k−1) dXk−1 ,
p(Xk |Y1:k ) ∝ p(Yk |Xk ) p(Xk |Y1:k−1) ,
where p(Xk |Xk−1 ) is the transition density, and p(Yk |Xk ) is the so-called likelihood
function.

2.3

Sequential Monte Carlo approach

Particle ﬁltering is an approximation technique that solves the Bayesian ﬁltering
problem by representing the posterior density as a set of N samples of the state
(n)
(n)
space Xk (particles) with associated weights wk , n ∈ {1, 2, . . . , N} (see e.g. [14]).
Originally proposed by Gordon et al. in [15], the so-called bootstrap algorithm is an
attractive PF variant due to its simplicity of implementation and low computational
demands, despite being a sub-optimal PF representative. Assuming that the set of
(n)
(n)
particles and weights {(Xk−1 , wk−1 )}N
n=1 is a discrete representation of the posterior
density at time k −1, p(Xk−1 |Y1:k−1 ), the generic iteration update for the bootstrap
PF algorithm is given in Algorithm 1. Following this iteration, the new set of
(n)
(n)
particles and weights {(Xk , wk )}N
n=1 is approximately distributed as the current
posterior density p(Xk |Y1:k ). The sample set approximation of the posterior PDF
can then be obtained using:
p(Xk |Y1:k ) ≈

N

n=1

(n)

(n)

wk δ(Xk − Xk ) ,

(3)
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k of the target state for
where δ(·) is the Dirac delta function, and an estimate X
the current time step k follows as:


Xk = Xk · p(Xk |Y1:k ) dXk
≈

N


(n)

(n)

wk Xk .

(4)

n=1
(n)

It can be shown that the variance of the weights wk can only increase over time,
which decreases the overall accuracy of the algorithm. This constitutes the so-called
degeneracy problem, known to aﬀect any PF implementation. The conditional
resampling step in Algorithm 1 is introduced as way to mitigate these eﬀects. This
resampling process can be easily implemented using a scheme based on a cumulative
weight function, see e.g. [15]. Alternatively, several other resampling methods are
also available from the particle ﬁltering literature, see e.g. [14].
The main disadvantage of the bootstrap algorithm is that during the prediction
step, the particles are relocated in the state space without knowledge of the current
measurement Yk . Hence, some regions of the state space with potentially high posterior likelihood might be omitted during the iteration. Despite this drawback, this
algorithm constitutes a good basis for the evaluation of particle ﬁltering methods
in the context of the current application, keeping in mind that the use of a more
elaborate PF method would also increase the accuracy of the resulting tracking
algorithm.

3

PF for acoustic source tracking

The particle ﬁltering concepts presented in this section are based upon those derived
previously in [2], where a sequential estimation framework was developed for the
speciﬁc problem of acoustic source localisation and tracking. More information
on this topic can be found in this publication and the references cited therein if
necessary.
From Algorithm 1, it can be seen that the particle ﬁltering method involves the
deﬁnition of two important concepts: the source dynamics (through the transition
function g(·)) and the likelihood function p(Yk |Xk ), which are derived in the sequel.

3.1

Target dynamics

In order to remain consistent with previous literature [2, 3], a Langevin process is
used to model the target dynamics in Equation (2a). This model is typically used
to characterise various types of stochastic motion, and it has proved to be a good
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(n)

(n)

Assumption: at time k − 1, the set of particles Xk−1 and weights wk−1,
n ∈ {1, 2, . . . , N}, is a discrete representation of the posterior p(Xk−1 |Y1:k−1 ).
Iteration: given the observation Yk obtained at the current time k, update the
particle set as follows:
1. Prediction: propagate the particles through the transition equation,
(n) = g(X (n) , uk ).
X
k
k−1
 ),
2. Update: assign each particle a likelihood weight, w̃k = wk−1 · p(Yk |X
k
then normalise the weights:
(n)

(n)

(n)

wk = w̃k ·

N


(i)

w̃k

−1

(n)

(n)

.

(5)

i=1

3. Resampling: compute the eﬀective sample size,
Neﬀ =

N



(n) 2

wk

−1

.

(6)

n=1

 ,
If Neﬀ is above the pre-deﬁned threshold Nthr , simply deﬁne Xk = X
k
(n)
∀n. Otherwise, draw N new samples Xk , n ∈ {1, 2, . . . , N} from the
(i) }N according to their weights w (i) , then
existing set of particles {X
i=1
k
k
(n)
reset the weights to uniform values: wk = 1/N, n ∈ {1, 2, . . . , N}.
(n)

(n)

(n)

(n)

Result: the set {(Xk , wk )}N
n=1 is approximately distributed as the posterior
density p(Xk |Y1:k ).
Algorithm 1: Generic bootstrap PF algorithm.

Particle Filter with Integrated Voice Activity Detection

21

choice for acoustic speaker tracking. Source motion in each of the Cartesian coordinates is assumed to be an independent ﬁrst-order process which can be described
by the following equation:
⎡
⎡
⎤
⎤
1 0 aTu 0
bTu 0
⎢ 0 1 0 aTu ⎥
⎢ 0 bTu ⎥
⎢
⎥
⎥
Xk = ⎢
(7a)
⎣ 0 0 a 0 ⎦· Xk−1 + ⎣ b 0 ⎦ · uk ,
0 0 0 a
0 b
with the noise variable


  
1 0
0
,
,
uk ∼ N
0 1
0

(7b)

where N (µ, Σ) denotes the density of a multi-dimensional Gaussian random variable with mean vector µ and covariance matrix Σ. The parameter Tu corresponds
to the time interval separating two consecutive updates of the particle ﬁlter. The
other model parameters in Equation (7) are deﬁned as
a = exp(−β Tu ) ,
√
b = v̄ 1 − a2 ,
with v̄ the steady-state velocity parameter and β the rate constant.

3.2

Likelihood function1

Experimental results from previous research carried out on particle ﬁltering for
ASLT have shown that steered beamforming (SBF) delivers an improved tracking
performance compared to TDE-based methods [2, 16]. Hence, the SBF principle
is here also used as a basis for the derivation of the likelihood function. With
Fm (ω) = F {fm (t)} the Fourier transform of the signal data from the m-th sensor,
and with  ·  denoting the Euclidean norm, the output P() of a delay-and-sum
beamformer steered to the location  = [x y]T is given as
 
M
2


Wm (ω) Fm(ω) ejω−m /c  dω ,
P() =

Ω

(8)

m=1

where m = [xm ym ]T is the known position of the m-th microphone, Wm (·) is a
frequency weighting term, and Ω corresponds to the frequency range of interest,
which is typically deﬁned as Ω = {ω | 2π · 300Hz  ω  2π · 3000Hz} for speech
1
For clarity, the frame subindex k is omitted in this section, implicitly assuming that all the
variables of interest refer to the current frame of data k.
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processing applications. In the following, the term Wm (·) is computed according
to the PHAT (phase transform) weighting [17], for m ∈ {1, 2, . . . , M}:

−1
Wm (ω) = Fm (ω) .
(9)
For a given state X, the likelihood function p(Y |X) measures the probability of receiving the data Y . The SBF formula given in Equation (8) eﬀectively
measures the level of acoustic energy that originates from a given focus location.
The likelihood function should hence be chosen to reﬂect the fact that peaks in
the SBF output P(·) correspond to likely source locations, as well as the fact that,
occasionally, there may be no peak in the SBF output corresponding to the true
source due, for instance, to the eﬀects of disturbances such as reverberation. The
position of the peaks may also have slight errors due to noise or inaccurate sensor
calibration. Based on these considerations, one approach to deﬁning the likelihood
function is to ﬁrst select the positions ˆθ , θ ∈ {1, 2, . . . , Θ}, of the Θ largest local
maxima in the current SBF output. The generic observation variable Y is then
typically deﬁned as the set containing the selected SBF peak locations:
Y  {ˆ1 , ˆ2 , . . . , ˆΘ} ,

(10)

and the following Θ + 1 hypotheses can be considered:
Hθ : SBF peak at location ˆθ is due to true source,
H0 : no peak in the SBF output is due to true source,
with θ ∈ {1, 2, . . . , Θ}. The likelihood function is then given as follows:
p(Y |X) =

Θ


qi · p(Y |X, Hi ) ,

(11)

i=0

with qi = p(Hi |X), i ∈ {0, 1, . . . , Θ}, the prior probabilities of the hypotheses.
Without prior knowledge regarding the occurrence of each hypothesis, these probabilities are usually assumed equal and independent of the source location:
qθ =

1 − q0
, θ ∈ {1, 2, . . . , Θ} .
Θ

(12)

Assuming statistical independence between the diﬀerent peak locations in the SBF
measurement, the conditional terms on the right-hand side of Equation (11) are
given as follows:
p(Y |X, Hi ) =

Θ



p ˆθ |X, Hi , i ∈ {0, 1, . . . , Θ} .
θ=1

(13)
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In a diﬀuse sound ﬁeld comprising many diﬀerent frequency components, such
as the sound ﬁeld resulting from reverberation, the energy density can be assumed
uniform throughout the considered enclosure [18]. This means that given hypothesis H0 , maximising the SBF output will result in a random location distributed
uniformly across the state space. Given Hθ , θ = 0, the likelihood of a measurement
originating from the source is typically modelled as a Gaussian PDF with variance
σY2 , to account for measurement and calibration errors. Thus, with N (ξ; µ, Σ)
denoting a Gaussian density with mean µ and covariance matrix Σ evaluated at
ξ, the likelihood for each SBF peak can be deﬁned as follows:
 



if θ = i,
N X ; ˆθ , σY2 I
ˆ
p θ |X, Hi =
(14)
UD (X )
otherwise,
where X = [x y]T corresponds to the top half of the state vector X, I is the 2 × 2
identity matrix, and with UD (·) the uniform PDF over the considered enclosure
domain D = {(x, y) | xmin  x  xmax , ymin  y  ymax }.
The derivations presented so far suﬀer from a major drawback: the SBF output
has to be computed across the entire domain D in order to ﬁnd Θ local maxima
ˆθ , which leads to a considerable computational load in practical implementations.
One approach that circumvents this drawback is based on the concept of a “pseudolikelihood”, as introduced previously in [2]. This concept relies on the idea that
the SBF output P(·) itself can be used as a measure of likelihood. Adopting this
approach implicitly reduces the number of hypotheses to the following two events:
H0 : SBF measurement originates from clutter,
H1 : SBF measurement originates from true source,

(15)

with respective prior probabilities q0 = p(H0 |X) and q1 = p(H1 |X) = 1 − q0 .
Note also that the pseudo-likelihood approach implicitly redeﬁnes the observation
variable Y as the SBF output function P(·) itself; Y hence does not correspond to a
set of SBF peaks as given in Equation (10) anymore. On the basis of Equations (11),
(13) and (14), the new likelihood function can be derived as

r
p(Y |X) = q0 · UD (X ) + γ (1 − q0 ) · P(X ) ,
(16)
where the nonlinear exponent r is used to help shape the SBF output to make
it more amenable to source tracking [2].2 The parameter γ in Equation (16) is a
normalisation constant ensuring that P(·) is suitable for a use as density function,
and computed in theory such that


r
γ·
P() d = 1 .
(17)
D

2

Using r > 1 typically increases the sharpness of the peaks while reducing the background
noise variance in the SBF measurements.
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However, the computation of γ according to Equation (17) here again involves
the computation of P(·) across the entire domain D, which is not desirable. In
[2], this issue was solved by deﬁning q0 = 0 and γ = 1, arguing that the SBF
measurements are always positive and that the update step of the PF algorithm
would ensure that the particle weights are suitably normalised. In the present work
however, a proper normalisation parameter γ in the pseudo-likelihood deﬁned by
Equation (16) is necessary, since q0 = 0 will be assumed in the following developments. Consequently, a normalisation coeﬃcient based on a diﬀerent principle is
proposed. As derived previously, a Gaussian likelihood model would typically ﬁrst
determine the global maximum ˆ of P(·), and subsequently deﬁne p(Y |X) as a
Gaussian density c entered on ˆ and with a certain variance σY2 , see Equation (14).
For the pseudo-likelihood approach, it is therefore proposed to normalise P(·) so
that its maximum value is equal to the peak value of this Gaussian PDF:

r 


γ · max P()
= max N (; ˆ, σY2 I)
∈D

∈D

= (2π σY2 )−1 .

(18)

The value of the parameter γ can be derived from Equation (18) as follows. Due
to the PHAT weighting in Equation (9), and using the representation Fm (ω) =
|Fm (ω)| · ejφm (ω) , the SBF output computed according to Equation (8) becomes
P() =

 
M
2


ejΦm (ω)  dω ,

Ω

(19)

m=1

with Φm (ω) = φm (ω) + ω − m  c−1 . According to the Cauchy–Schwartz inequality, the SBF output values are thus bounded as follows:
 
M
 jΦ (ω) 2
e m  dω = M 2 (ωmax − ωmin) ,
P() 

(20)

Ω m=1

where ωmax and ωmin are the upper and lower limits of the frequency range Ω,
respectively. Using the result of Equation (20), the normalisation constant in
Equation (18) ﬁnally becomes
γ=

1
.
2π σY2 M 2r (ωmax − ωmin )r

(21)

The normalisation process described here ensures that the two PDFs in the
mixture likelihood deﬁnition of Equation (16) are properly scaled with respect to
each other.
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PF Algorithm outputs

For each frame k of input data, the particle ﬁlter delivers the following two outputs.
First, an estimate ˆX,k of the source position is computed according to Equation (4):
ˆX,k =

N


(n) (n)

wk X,k ,

(22)

n=1

 (n) (n) T
(n)
corresponds to the location information in the n-th
where X,k = xk yk
particle vector. The second output is a measure of the conﬁdence level in the
PF estimates, which can be obtained by computing the standard deviation of the
particle set:

N
 (n)  (n)
2
ςk = 
w 
− ˆX,k  .
(23)
k

X,k

n=1

The parameter ςk provides a direct assessment of how reliable the PF considers its
current source position estimate to be.

4

Voice activity detection

The voice activity detector (VAD) employed here relies on an estimate of the instantaneous signal-to-noise ratio (SNR) in the current block of data [12]. It assumes
that the data recorded at the microphones is a combination of the speech signal
and noise:
fm (t)  sm (t) + vm (t) , m ∈ {1, 2, . . . , M} ,
(24)
where the signal sm (·) and noise vm (·) are uncorrelated. It is further assumed that
the microphone signals are band-limited and sampled in time.
The scheme works on the basis of the expected noise power spectral density,
which is estimated during nonspeech periods. The estimated noise level is then used
during periods of speech activity to estimate the SNR from the observed signal.
The assumption is that the speaker is active when the signal level is suﬃciently
higher than the noise level: the speech vs. nonspeech decision is made by comparing
the mean SNR to a threshold, where the SNR average is taken over the considered
frequency domain. The spectral resolution is deﬁned to be lower than the frame
length in order to decrease the variance of the signal power estimates. The speciﬁc
application considered in this work makes it possible to reduce the variance further
by averaging over multiple microphones. The frame length L is chosen such that
the propagation delay to the diﬀerent microphones does not impact signiﬁcantly
on the power estimate.
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SNR Estimation

The instantaneous, reduced-resolution estimate Pf,d (k) of the power spectral density for the d-th frequency band and the k-th frame of data from the microphones
is obtained according to
2

M 
kL

1 
1 
jlω 

Pf,d (k) =
ϕ(ω)
fm (l) e  dω ,
M m=1 Ωd
L l=kL−L+1

(25)

where the window function ϕ(ω) is here chosen to de-emphasise the lower frequency
range, in order to suppress frequencies with high noise content. The integration
regions Ωd , d ∈ {1, 2, . . . , D}, divide the frequency space into a small number
(typically eight) of non-overlapping bands of equal width. The background noise
power Pv,d is assumed to vary slowly in relation to the speech power. In practice,
a time-varying estimate Pv,d (k) of Pv,d is obtained by averaging Pf,d (·) over time
during the nonspeech periods detected by the algorithm. An initial estimate of
Pv,d is typically obtained during a short algorithm initialisation phase, carried out
during a period of background noise only.
The instantaneous SNR for frequency band d is calculated according to
ψd (k) =

Pf,d (k)
−1.
Pv,d

(26)

During nonspeech periods, we have Pf,d (k) ≈ Pv,d , and the variance of the instantaneous SNR becomes

2 
2
σv,d
= E ψd (k) − E{ψd (k)}


= E ψd2 (k) ,
2
where E{·} represents the statistical expectation. Thus, an estimate σ̂v,d
(k) of the
background noise variance can be found by averaging the square of the instantaneous SNR during nonspeech periods.

4.2

Statistical detection

The speaker is assumed to be active during the k-th frame when the instantaneous SNR ψd (k) is higher than a threshold ηd . The threshold can be derived by
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considering the problem as a hypothesis test:
H0 : ψd (k) =

Pv,d (k)
−1,
Pv,d

Pv,d (k) + Ps,d(k)
−1
Pv,d
Pf,d (k)
=
− 1,
Pv,d

H1 : ψd (k) =

where Ps,d (k) and Pv,d (k) are the instantaneous speech signal and noise power,
respectively, the null hypothesis H0 denotes nonspeech, and H1 the alternative.
The PDF for the instantaneous SNR estimates during nonspeech can be deﬁned
as



1
−ψd2 (k)
p ψd (k)|H0 = √
,
(27)
exp
2
2
2σv,d
2πσv,d
assuming that the estimates are Gaussian distributed. This assumption is not
always correct, but works well as an approximation under real conditions [12].
From Equation (27), the probability of false alarm PFA , i.e., speech reported during
nonspeech period, can then be formulated as


PFA = Pr ηd < ψd (k)|H0

 ∞
1
−ψd2 (k)
√
dψd (k) .
=
exp
(28)
2
2
2σv,d
2πσv,d
ηd
By rearranging Equation (28) and solving for ηd we obtain
!
2
ηd = 2σv,d
· erfc−1 (2PFA ) ,

(29)

where erfc(·) is the complementary error function [19]. In a practical implementation, a time-varying estimate η̂d (k) of the threshold is obtained by using the
2
estimated background noise variance σ̂v,d
(k). Finally, the binary VAD decision
ρ(k) for speech is made by comparing the mean instantaneous SNR to the mean
threshold, where the average is taken over all frequency bands:

"D
"D
1 if
d=1 ψd (k) >
d=1 ηd (k) ,
ρ(k) =
(30)
0 otherwise,
where 1 denotes speech and 0 nonspeech.
Note that the operation of the algorithm depends on the state of its own output
for determining when to start estimating the background noise power. During the
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SNR estimation process, a hangover scheme based on a state machine is therefore
used in order to reduce the probability of speech entering the background noise estimate [12]. However, if the background noise power changes rapidly, the algorithm
may enter a state where it will provide erroneous decisions, which is a limitation
inherent to the considered VAD method. Experimental tests have however shown
that this happens very rarely in practice, and that the algorithm is able to recover
by itself in such cases after a short transitional period.

5

Fusion of VAD measurements

A straightforward approach to merging diﬀerent measurement modalities within
the PF framework is via the deﬁnition of a combined likelihood function. This
representation would fuse both the VAD and SBF measurements at the same algorithmic level, implicitly assuming statistical independence between these two types
of observation. In the context of the speciﬁc ASLT problem considered in this
work, this is not completely justiﬁed: intuitively, if the VAD classiﬁes the current
frame of data as nonspeech, the corresponding SBF measurement is likely to be
unreliable in terms of source localisation accuracy. A diﬀerent approach to the
fusion problem, as described in the following, is therefore adopted.
The output of the VAD can be linked to the probability of the hypotheses in
Equation (15) in an obvious manner. For instance, considered as an indication of
the likelihood that the current SBF observation originates from clutter only, the
variable q0 explicitly measures the probability of the acoustic source being inactive.
Likewise, q1 = 1 − q0 corresponds to the likelihood of the source being active, an
estimate of which is delivered by the VAD. Hence, instead of setting the variable q0
to a constant value in the design of the algorithm as done in [2, 3], a time-varying
q0 parameter based on the output of the VAD is used as follows:
q0 (k) = 1 − α(k) ,

(31)

where α(k) ∈ [0, 1] is derived from the state of the VAD algorithm. The generic
algorithm resulting from Equation (31) and from the developments in Section 3
will be denoted PF-VAD from here on.
Three diﬀerent methods for deriving the parameter α(k) form the VAD algorithm are suggested. These are deﬁned as follows:


2
αsnr (k) = arctan ψ(k) ,
π
P v (k) · ψ(k)
αsp (k) =
,
max (αsp (i))
i<k

αbin (k) = ρ(k) ,
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with the following deﬁnitions:


D
1 
ψ(k) = 
ψd (k) ,
D d=1


D
1 
P v (k) = 
Pv,d (k) .
D
d=1

The ﬁrst method, i.e., the VAD output αsnr (·), maps the mean instantaneous SNR
gain level (a number between 0 and ∞) to α(·) through bilinear transformation.
The reasoning behind this approach is that a high SNR should indicate that the
signal received at the microphones contains information useful to the tracking algorithm. The second method, αsp (·), calculates an estimate of the speech signal level.
The normalisation with respect to all previous maximum signal levels is carried out
in order to remove the inﬂuence of the absolute signal level at the microphones.
This approach eﬀectively discards the noise level information and assumes that
only the speech signal level information is useful to the tracking algorithm. The
last method, αbin (·), simply uses the binary output ρ(·) from the VAD as α(·). The
“all-or-nothing” approach used by this method potentially discards a substantial
amount of useful information. However, the approach still represents an alternative of potential interest, and is included here for the purpose of providing a
performance comparison baseline.
Figure 2 shows an example of the diﬀerent VAD outputs deﬁned above. The
curves obtained with these VAD methods will typically diﬀer from each other as a
function of the speciﬁc noise and reverberation level contained in the input signals.
Compared to the binary output αbin (·), the use of soft VAD information with
αsnr (·) and αsp (·) allows the PF to track the source in a more subtle manner. For
instance, a VAD output value 0 < α(·) < 1 eﬀectively indicates that the input
signals may be partly corrupted by disturbance sources, and that the current SBF
observation might not be fully accurate. The PF can then take account of this fact
and use more caution when updating the particle set, and hence, when determining
the source location estimate. With the binary VAD output αbin (·), the source
tracking process is basically turned fully on or oﬀ based on ρ(·) (hard decisions),
which may not be advantageous when a high level of noise and/or reverberation
is present. In the next section, results from experimental simulations of the PFVAD method will determine which one of these three approaches delivers the best
tracking performance.
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Figure 2: Practical example of three considered VAD methods. Top plot: input
signal data. Bottom plot: resulting VAD outputs.

6

Implementation

The algorithm is implemented in software executed on a standard PC. The implementation uses single precision ﬂoating point arithmetic and is written in the
C programming language. The microphone array is connected to the PC using a
multi-channel analog input/output (I/O) card.

6.1

Hardware conﬁguration

The PC is a standard IBM-PC, equipped with a 1.8GHz AMD Athlon processor and
512MB of memory. The operating system on the PC is Debian GNU/Linux version
3.0. The kernel version is 2.6.8, and is compiled with preemptive multitasking.
The microphone array consists of eight elements which are mounted on a metal
ﬁxture in an octagonal pattern (see Figure 10). The microphones are connected
to a preampliﬁer which in turn is connected to the I/O card. The microphone
elements, model 2541/PRM902, and the preampliﬁer, model 2210, are from Larson
Davis. The I/O card has 24-bit analog-to-digital converters with built-in antialiasing ﬁlters and is operated at a sample frequency of 16kHz. The card is an
M-Audio Delta-1010LT.
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Software

Both the beamformer in the PF and the power spectrum estimation in the VAD
can be implemented using an FFT. This makes it possible to further integrate the
two sub-algorithms and thereby reduce the computational complexity, see Figure 3.
The delay-and-sum beamformer in Equation (8) is the most critical part in terms
of computational complexity, as it has to be executed N times per frame for the
computation of the likelihood function in Equation (16). Here, it is implemented
according to
L1  
M
2


jωl −m /c 
P() =
G
(ω
)
e
(32)

,
m
l
l=L0

m=1

where ωl = 2πl/L, L0 and L1 deﬁne the frequency range of interest, and Gm (ω) =
Wm (ω) · Fm (ω). The computational complexity in the inner loop is reduced by
rewriting the complex exponential in Equation (32) according to
ejωl+1−m /c = ej(ωl +ω1 )−m /c
= ejωl−m /c · ejω1 −m /c .

(33)

Thus, the exponential term for frequency band l in Equation (32) can be computed
recursively using the corresponding term for band l − 1 multiplied by the constant
ejω1 −m /c , which is calculated only once for each particle. Experiments showed
that this code optimisation reduced the computational complexity by a factor 10.
The computational load for the diﬀerent parts of the implementation is found
in Table 2, where Lr = L1 − L0 + 1, and R denotes the considered number of
room dimensions (typically 2 or 3, for either a two or three-dimensional problem
deﬁnition). The table is calculated considering a worst case scenario (e.g., when
considering the execution of conditional algorithm sections). The computations required for the data fusion is included in the computational complexity for the VAD.
The table shows that the bulk of the computations is in the particle ﬁlter, signifying that the new algorithm is not much more computationally complex compared
to a traditional PF.
The actual number of clock cycles spent in each sub-algorithm has been measured by reading the time stamp counter (TSC) in the CPU. The results are presented in Table 1 along with theoretical number of ﬂoating point operations. The
theoretical values have been obtained by inserting actual numerical values in the
equations given in Table 2. The discrepancy between the measured and real values lies in the function calls overhead, integer operations, pipeline utilisation, cache
faults and a large number of branch instructions for the VAD. The parameters used
for the implementation are N = 100, D = 8, L = 512, R = 2, Lr = 86 and M = 8.
The total CPU usage for the algorithm process during execution was around 5%,
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Figure 3: Block diagram showing the integration of the PF and the VAD.
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Total FLOPS

Theoretical

256

21.2

3.34k 3.62k 57.9M

Measured

225

53.7

4.19k 4.47k 71.5M

Table 1: Clock cycles per input sample for each sub-algorithm. The left most
column lists the number of Floating Point Operations Per Second (FLOPS) for
16kHz sample frequency.
which is consistent with the 71.5MFLOPS computational load plus overhead for
data acquisition. The results shows that the considered algorithm has a rather low
overall computational complexity and can run comfortably on a system made up
of widely available and low-cost hardware.

7

Experimental results

This section presents some examples of the tracking results obtained with the proposed PF-VAD algorithm. The various parameters of the PF-VAD implementation
were optimised empirically and set to the following values: the number of particles
was set to N = 50, the eﬀective sample size threshold Nthr = 37.5, the standard
deviation of the observation density was deﬁned as σY = 0.15m, and the nonlinear
exponent was set to r = 2. Following standard deﬁnitions (see e.g. [2, 3]), the PFVAD implementation made use of the propagation model parameters v̄ = 0.8m/s
and β = 10Hz. The VAD parameters were deﬁned as PFA = 0.03 and D = 8.
The audio signals were sampled with a frequency of 16kHz and processed in nonoverlapping frames of 256 samples each.
For comparison purposes, the performance assessment given in this section also
includes results from the SBF-PL algorithm, a sound source tracking scheme previously proposed in [2]. The SBF-PL method relies on a particle ﬁltering approach
similar to that presented in this work, but does not include any VAD measurements. The reader is referred to [2] for a more detailed description of the SBF-PL
implementation.

7.1

Assessment parameters

The experimental results make use of the following parameters to assess the tracking
accuracy of the considered methods. The PF estimation error for the current frame
is


εk = S,k − ˆX,k  ,
(34)
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FFT

PF

Operation

4D + 10
MLr
25D + L(M + 1)/2 MLr + N(2Lr + 2MR + 4R + 2)
9D + 3L(M + 1)/2 2MLr + N(2Lr + MR + 5M + 4R + 8)
MLr
ML/2 log2 (L/2)
MLr N
ML/2 log (L/2)
2MLr N
2
D+4
M(Lr + 2N)
N(2M + 1)
N(R + 2)

VAD

Real divisions
Real additions
Real multiplications
Complex to real mult.
Complex additions
Complex multiplications
Real square root
Complex exponential
Pseudo random number

Table 2: Floating point operations per data frame.
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where S,k is the ground-truth source position at time k. In order to assess the
overall performance of the developed algorithm over a given sample of audio data,
the average error is simply computed as
ε̄ =

K
1 
εk ,
K

(35)

k=1

with K representing the total number of frames in the considered audio sample.
The standard deviation parameter ςk , see Equation (23), is also used here as an
overall indication of the PF tracking performance in the following results presentation.
Due to the partially random nature of PF implementations, statistical averaging
over a large number D of algorithm runs is used in the results presentation. A
parameter of particular interest to ASLT is the percentage of these runs for which
the tracking algorithm completely loses track of the target during the simulation,
typically due to signiﬁcant silence gaps in the speech. For each simulation run
d ∈ {1, 2, . . . , D}, a track loss parameter is thus deﬁned as:
ξd =


 ∗
 "K
1 if
k=K−k ∗ εk,d /(k − 1) > δ ,

(36)

0 otherwise ,

where k ∗ = 0.5Fs /L . The parameter ξd eﬀectively checks if the average estimation
error over the last 0.5s of audio data is smaller than some threshold, set here to
δ = 0.1m, i.e., whether the algorithm is still correctly tracking the target or not at
the end of the simulation run. The track loss percentage (TLP) ξ¯ for a given audio
sample is then deﬁned as
D
1 
ξ¯ =
ξd .
(37)
D d=1

7.2

Image method simulations

The proposed PF algorithm was put to the test using synthetic reverberant audio
data generated using the image source method [20]. The results presented in this
section were obtained using audio data generated with the source trajectory, source
signal and microphone setup depicted in Figure 4. The dimension of the enclosure
was set to 3m × 3m × 2.5m, and the height of the microphones, as well as that of
the source, was deﬁned as 1.5m.
Figure 5 presents some typical results obtained with the two considered ASLT
methods (where PF-VAD uses the speech-based VAD output αsp ), using the setup
of Figure 4 with a reverberation time T60 ≈ 0.1s and input SNR of approximately
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Figure 4: Setup for image method simulations. Top plot: source signal. Bottom
plot: microphone positions (◦) and parabolic source trajectory.
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Figure 5: Tracking result examples for two ASLT methods, for T60 ≈ 0.1s and
SNR ≈ 15dB. Top plot: example of microphone signal. Bottom plots: estimation
error and standard deviation for PF-VAD and SBF-PL (results averaged over 100
simulation runs).
15dB. This ﬁgure clearly illustrates the most signiﬁcant outcome of the PF-VAD
implementation. Fusing the VAD measurements within the PF framework eﬀectively allows the tracking algorithm to put more emphasis on the considered dynamics model in Equation (7) when spreading the particles during nonspeech periods,
while at the same time reducing the importance of the SBF observations due to
the fact that no useful information can be derived from them when the speaker
is inactive. This consequently allows the PF to keep track of the silent target,
and to resume tracking successfully when the speaker becomes active again. This
can be distinctly noticed with the consistent increase of the ςk values for PF-VAD
(middle plot in Figure 5) during signiﬁcant gaps in the speech signal. This speciﬁc eﬀect originates from the inﬂuence of the VAD measurements on the eﬀective
sample size parameter Neﬀ . The bottom graph in Figure 6 shows an example of
the Neﬀ values computed during one run of PF-VAD, versus time. As described
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Figure 6: Overview of the resampling frequency during one run of PF-VAD. Bottom
plot: eﬀective sample size parameter Neﬀ vs. time (dashed line: threshold Nthr ).
Top plot: example of input signal used for this simulation.
in Step 3 of Algorithm 1, the parameter Neﬀ is reset to N after the resampling
stage is carried out, and the result in Figure 6 thus provides an overall view of the
resampling frequency. This plot demonstrates how the VAD output “freezes” the
Neﬀ value during nonspeech periods, eﬀectively decreasing the occurrence of the
particle resampling step, which in turn leads to a spatial evolution of the particles
according to the dynamics model only.
As an important consequence of this fact, the standard deviation ςk delivered
by PF-VAD eﬀectively reﬂects a “true” conﬁdence level, i.e., in keeping with the
estimation accuracy, and can be hence directly used as an indication of the reliability of the PF estimates. For instance, an obvious add-on to the PF-VAD
method would be to simply discard the PF location estimates whenever ςk is above
a pre-deﬁned threshold.
On the other hand, the more or less constant resampling frequency implemented
as part of the SBF-PL method precludes this desired behaviour, meaning that the
particles always remain very concentrated spatially. This essentially implies that
during nonspeech periods, the SBF-PL particle ﬁlter continues its tracking as if
the speaker was still active, and is hence much more likely to be driven oﬀ-track
by the eﬀects of reverberation and additive noise. An example of such a scenario
is shown in the bottom plot of Figure 5, where SBF-PL loses track of the speaker
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Figure 7: Average tracking error vs. input signal SNR, for T60 ≈ 0.1s (results
averaged over 100 simulation runs).
at the end of the simulation due to a signiﬁcant gap in the speech signal.
Figures 7 and 8 present the average tracking results obtained for the proposed
PF-VAD algorithm, as well as a comparison with the previously developed SBF-PL
method. These plots show the average error ε̄ computed over a range of input SNR
values (Figure 7) and reverberation times (Figure 8). Diﬀerent T60 values were
achieved by appropriately setting the walls’ reﬂection coeﬃcients in the image
method implementation. Statistical averaging was performed due to the random
nature of the PF implementation, and the results depicted in these ﬁgures represent
the average over 100 simulation runs of the considered algorithms, using the above
mentioned image method setup.
These results clearly demonstrate the superiority of the proposed PF-VAD algorithm. The SBF-PL method consistently exhibits a larger average error due to
track losses occurring as a result of signiﬁcant gaps in the considered speech signal (see the source signal plotted in Figure 4), which the PF-VAD implementation
manages to avoid. Also, it must be kept in mind that the PF-VAD results shown in
Figures 7 and 8 correspond to the mean error ε̄ computed over the entire length of
the considered audio sample. This typically also includes periods where the PF has
a low conﬁdence level in its estimates. As mentioned earlier, the average performance of PF-VAD would improve even further if tracking estimates were discarded
when ςk is above a pre-deﬁned threshold.
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Figure 8: Average tracking error vs. reverberation time T60 , with input SNR of
about 20dB (results averaged over 100 simulation runs).
In regards to a comparison of the three tested VAD schemes with each other, it
can be seen from Figures 7 and 8 that the speech-based VAD scheme αsp generally
tends to yield the best overall tracking performance, given the speciﬁc test setup
considered in this section. This result suggests that the most useful information
from a tracking point of view relies more on the amount of speech present during
a given time frame, rather than the speech-to-noise ratio, which, for instance, may
become large despite a small speech signal level in some circumstances.

7.3

Real audio tracking

A tracking assessment of algorithm PF-VAD was also conducted using samples of
real audio data, recorded in a reverberant environment. The microphone array was
set up in a room with dimensions 3.5m × 3.1m × 2.2m, with walls partially covered
with sound absorbing foam, leading to a practical reverberation time T60 ≈ 0.3s
(frequency-averaged up to 24kHz). An array of M = 8 omnidirectional microphones
were positioned at a height of 1.51m, in a fashion similar to that depicted in
Figure 4. The area spanned by the array was approximately 2.52m × 2.52m.
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Method for obtaining the ground truth

In order to achieve an accurate assessment of the source tracking accuracy, it is
necessary to obtain ground-truth measurements of the speaker trajectory during
the recordings. A few methods have been proposed and used in previous literature
works to this purpose. Some of these methods work on the basis of some sort of
mechanical system allowing a loudspeaker to move along a predeﬁned trajectory
[21], or by using the location measurements obtained from a diﬀerent tracking
scheme, based e.g. on visual information [22]. However, these approaches generate
considerable diﬃculties related, for instance, to synchronisation of diﬀerent data
streams (such as audio and video), the inability to use real human speakers in some
cases, and most of all, substantial hardware and software setup costs.
In the present work, a diﬀerent approach is used for the purpose of acquiring
audio data with exact knowledge of the moving sound source position. The groundtruth location data is extracted directly from the recorded audio data by means of
a high-accuracy beamformer scanning the considered enclosure. The microphone
signals are split into successive frames of 32ms of data, with a 50% overlapping
factor. Each frame is processed using the SBF formula in Equation (8), at ﬁrst
computed on a relatively coarse grid across the entire search space. A coarse
estimate of the current source position is obtained as the location maximising the
SBF output, and this estimate is then reﬁned by considering a high-accuracy grid
(uniform 1mm spacing between grid points) centred around the region of interest.
An approximate knowledge of the overall source path across the room, combined
with the use of some voice activity detection scheme, allows the easy discrimination
of outliers and yields a series of two-dimensional location data points versus time,
as shown in Figure 9. This graph presents the ground-truth measurements results
for a sample of audio data recorded in the above mentioned room setup with a male
speaker moving freely within the enclosure. Finally, a polynomial approximation
can be ﬁtted to the obtained SBF localisation data in order to obtain an estimate
of the true source trajectory over the entire audio sample length.
The approach described here has the main advantage of producing source position data which is automatically synchronised to the audio signals, and leads to
minimal hardware setup costs. It also allows any kind of sound source to be used
(including human speakers) along any arbitrary trajectories, and it has proved
to work particularly well for the controlled environment considered in this work
(i.e. single-target tracking and low-level additive noise). It is estimated that the
ground-truth location data generated with this method are accurate to within a
few centimetres of the true source trajectory.
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Figure 9: Ground-truth source position from microphone array data. Top plot:
example of recorded sensor signal. Bottom plots: high-accuracy SBF localisation
output (×) and polynomial trajectory interpolation (dotted line) in x and y dimensions.
7.3.2

Numerical results

Two diﬀerent types of environment were considered. In the ﬁrst one, the walls of
the enclosure were fully padded with sound-absorbing panels (no padding on the
ﬂoor and ceiling), leading to a practical reverberation time T60 ≈ 0.27s (frequencyaveraged up to 24kHz). In the second environment, parts of the padding were
removed, increasing the reverberation to T60 ≈ 0.34s. In each environment, two
diﬀerent signal sources were used. The ﬁrst one was a male speaker, moving randomly across the room while uttering a series of sentences separated by silence
gaps. The second source was a loudspeaker emitting a female speech signal (also
containing silence gaps). The loudspeaker was carried randomly across the room
during the recordings in order to simulate a mobile source. For each speaker–
environment combination, a total of ﬁve recordings were taken, each corresponding
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AWGN 5dB
AWGN 10dB
AWGN 15dB
babble 5dB
babble 10dB
babble 15dB

error ε̄
TLP ξ̄
error ε̄
TLP ξ̄
error ε̄
TLP ξ̄
error ε̄
TLP ξ̄
error ε̄
TLP ξ̄
error ε̄
TLP ξ̄

T60 ≈ 0.27s
male
female

T60 ≈ 0.34s
male
female

0.488
73.8
0.071
1.9
0.047
1.9
0.049
3.8
0.044
1.9
0.047
4.4

0.860
100.0
0.280
66.3
0.143
35.6
0.178
39.4
0.106
20.6
0.092
17.5

0.558
93.5
0.114
23.0
0.065
14.5
0.099
24.5
0.072
17.5
0.062
12.0
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0.869
100.0
0.724
100.0
0.358
91.5
0.374
93.5
0.332
92.0
0.329
92.0

Table 3: Tracking performance results for PF-VAD algorithm: average estimation
error ε̄ (m) and track loss percentage ξ¯ (%).
to a diﬀerent trajectory and source signal.
In both environments, background noise was recorded separately (i.e., with
no speech source present) by means of a series of loudspeakers emitting either
average white Gaussian noise (AWGN) or babble noise. The recordings of these
noise signals were then combined additively to the speech signals with varying SNR
levels in order to generate the input data to the tracking algorithm. This way of
splitting the noise and speech recordings speciﬁcally allowed the measurement of
ground-truth source location data according to the method described above.
The results presented in Tables 3 and 4 show the average tracking performance
obtained with these real-audio recordings for PF-VAD and SBF-PL, respectively.
Each result in these tables corresponds to the average computed over 250 values,
corresponding to 50 algorithm runs carried out for each of the ﬁve audio samples
recorded in a given speaker–environment conﬁguration (statistical averaging was
performed due to the random nature of PF methods).
A comparison between these tables shows that PF-VAD results are consistently
better than those obtained for SBF-PL. Some of the considered tracking scenarios
in the above experiments still prove too diﬃcult to deal with for both tested algorithms, yielding large error and TLP factors. Apart from the reverberation and
noise levels, the degree of tracking diﬃculty is typically determined by the speciﬁc
target trajectory (sharp turns), the frequency content of the source signal (male
vs. female), and the type of acoustic source utilised (human vs. loudspeaker).
However, the results demonstrate the superiority of PF-VAD compared to a simi-
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AWGN 5dB
AWGN 10dB
AWGN 15dB
babble 5dB
babble 10dB
babble 15dB

error ε̄
TLP ξ̄
error ε̄
TLP ξ̄
error ε̄
TLP ξ̄
error ε̄
TLP ξ̄
error ε̄
TLP ξ̄
error ε̄
TLP ξ̄

T60 ≈ 0.27s
male
female

T60 ≈ 0.34s
male
female

0.646
85.6
0.560
78.1
0.380
66.9
0.618
83.1
0.455
75.0
0.300
62.5

0.765
97.5
0.726
92.5
0.662
86.9
0.902
98.1
0.787
92.5
0.764
93.1

0.466
90.0
0.441
83.0
0.349
71.5
0.553
90.5
0.450
87.0
0.424
81.0

0.831
95.5
0.796
95.0
0.785
93.0
0.662
96.0
0.650
96.5
0.633
96.5

Table 4: Tracking performance results for SBF-PL algorithm: average estimation
error ε̄ (m) and track loss percentage ξ¯ (%).
lar PF implementation that does not integrate VAD data. Thus, the VAD-based
algorithm presented in this work is more eﬃcient at avoiding track losses during
signiﬁcant speech inactivity periods, and is therefore better suited for practical
ASLT implementations.

7.4

Real-time audio tracking

The real-time implementation was evaluated using the same scenario as described
in the above section, with T60 = 0.27s and SNR of approximately 20dB. The
software program saves the audio data along with the estimated source position to
disk during execution. A typical tracking result obtained with the above setup is
depicted in Figure 10, along with the sound picked up by one of the microphones.
The plot shows that a successful and accurate tracking is achieved during periods
of speech activity. A typical example of temporary track loss resulting from a
nonspeech period can be observed in Figure 10 towards the end of the simulation,
where the estimates slightly deviate from the true source trajectory. The considered
algorithm is however able to successfully resume tracking when the speaker becomes
active again.
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Figure 10: Real-time tracking of human speaker walking in noisy room. The top
plot shows an example of signal recorded by one of the microphones.

8

Conclusion and future work

This work is concerned with the problem of tracking a human speaker in reverberant
and noisy environments by means of an array of acoustic sensors. To that purpose, a
PF-based method that integrates VAD measurements at a low level in the statistical
algorithm framework is derived. Provided the dynamics of the considered acoustic
source are properly modelled, the proposed PF-VAD method greatly reduces the
likelihood of a complete track loss during long silence gaps in the speech signal. The
proposed algorithm hence provides an improved tracking performance for real-world
implementations compared to previously derived PF methods, this result is further.
As a further result of the proposed implementation, the standard deviation of the
particle set can now be used as a reliable indication of the ﬁlter’s own estimation
accuracy. The obvious limitation inherent to the current developments is that only
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one single speaker can be tracked at a time. This work will however serve as a basis
for further research on the problem of multiple speaker tracking using the principle
of microphone array beamforming.
The results from the real-time implementation show that the algorithm is suitable for real-world implementations. The computational complexity is low enough
for a real-time processing on low-power embedded systems using currently existing hardware, and the performance is good enough to successfully track a moving
speaker in an acoustically adverse environment.
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Abstract
This part introduces a method for the online parameter optimisation of
various models used to represent the target dynamics in particle ﬁlters. The
optimisation is performed with an evolutionary strategy algorithm, by using
the performance of the particle ﬁlter as a basis for the objective function.
Two diﬀerent approaches of forming the objective function are presented: the
ﬁrst assumes knowledge of the true source position during the optimisation,
and the second uses the particle ﬁlter position estimates to form an estimate
of the current ground-truth data.
The new algorithm has low computational complexity and is suitable for
real-time implementation. A simple and intuitive real-world application of
acoustic source localisation and tracking is used to highlight the performance
of the algorithm. Results show that the algorithm converges to an optimum
tracker for any type of dynamics model that is capable of representing the
target dynamics.

1

Introduction

Dynamic target tracking refers to the problem of estimating the state of one or
more maneuvering objects (targets) on the basis of noisy observations collected
over time at one or several ﬁeld sensors. Among others, the state-space concept
of Bayesian ﬁltering represents a solution of considerable importance for this type
of problem deﬁnition, as demonstrated, for instance, by many existing algorithms
based on the popular Kalman ﬁltering and sequential Monte Carlo methods [1].
One particular aspect of the Bayesian ﬁltering approach is its reliance on the definition of a suitable model describing the potential dynamics of the considered
target. One challenge in dynamic target tracking is hence to choose and tune such
a model in the frame of the considered application. The model and its parameters
must be chosen to minimise the estimation error and the likelihood of the target
being lost. This problem applies to a wide range of practical applications ranging
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from GPS navigation [2] and air traﬃc control systems [3], to acoustic source localisation and tracking (ASLT) [4] and sonar systems [5]. The problem is particularly
diﬃcult in applications such as hand-held GPS receivers or military ballistic target tracking, where the system dynamics are intrinsically unknown. The diﬃculty
increases further when ground-truth information is unavailable, since this prevents
the calculation tracking performance.
In this work, we focus on the problem of tuning model parameters to achieve
optimum performance for the estimator. The proposed solution combines an estimator based on particle ﬁltering (PF) [1, 6] with an evolutionary strategy (ES)
[7, 8] iterative optimisation algorithm to automatically tune the parameters of the
dynamics model to achieve optimum tracking performance. The ES algorithm is
based on covariance matrix adaptation (CMA) [9–11], which has been used in previous works to tune the parameters of various algorithms [12–14] and in estimating
parameters for dynamic systems [15–18]. With the proposed method, the tuning
is performed online (i.e., while the PF is tracking the target) by observing the
behaviour of the PF, and can be executed with or without knowledge of the true
target state. The proposed algorithm is referred to as PFES and is here evaluated
using an ASLT problem to give an intuitive example of how it can be applied to a
real-world problem.
To the best of our knowledge there exist two methods for determining the parameters of dynamic models for target tracking, neither of which is automatic. The
ﬁrst is iterative empirical search, which is basically a manual version of the proposed algorithm. This method works by manually modifying the model parameters
based on the performance of the tracker until an optimum set of parameters are
found. This simple method is for natural reasons limited to models with a very
low parameter count, due to its complexity and labour intensiveness. The second
approach uses the laws of kinematic physics to identify model parameters based
the physical properties the target, such as weight and maximum actuator forces.
This approach works, even for a target with complex dynamic properties such as
an aircraft, but has a number of drawbacks. First, it requires in depth knowledge
of the target properties, which is not always available—a common problem in military applications. Second, the model used for calculating the motion parameters
can become very complex and represents a whole research area in its own right,
e.g., models for human movement. Third, it is not always the actual dynamics’
model parameters of the target that yields the best tracking performance. The
reason for this is that the employed sensor system, measurement conditions and
state estimation algorithm is an integral part of the target tracking problem, and
hence aﬀects the performance of the tracking algorithm. One example can for instance be varying road conditions in the case of GPS navigation for automobiles or
speech pauses in the case of acoustic source localisation. The proposed algorithm is
to the best of our knowledge the only existing method for automatic optimisation
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of dynamics’ model parameters for target tracking. It should also be noted that
the proposed algorithm does not estimate the true model parameters of the target,
instead it produces the best model parameters for tracking the target.
This part is organised as follows. The second section gives an overview of the
theory behind the diﬀerent sub-algorithms, including PF and CMA-ES, and describes how the objective function used in the optimisation algorithm is formed
from the observations of the PF. Here, a general approach for classiﬁcation of observation errors is also introduced, along with methods for performance evaluation.
A brief overview of two dimensional (2D) dynamics models is presented in Section 4. The ASLT application used for the evaluation of the algorithm is presented
in Section 5, along with performance results. Last, Section 6 presents conclusions
and future work.

2

Algorithm development

The state of a single target at time instances k = 1, 2, . . . can be represented by a
state vector xk ∈ RN deﬁned as
 

(38)
xk = k ,
sk
where k ∈ RL corresponds to the target position and sk ∈ RN −L to other state
variables such as velocity and heading. At each time instance k, one or more sensors
deliver an observation yk ∈ RP of the target. The aim is to provide an estimate x̂k
of the target state based on the observations.
Assuming Markovian dynamics, the system can be represented using a Bayesian
ﬁltering approach by the equations:
xk = Γ(xk−1, vk−1 ),
yk = Φ(xk , uk ),

(39)
(40)

where Γ : RN × RM → RN is referred to as the transition function, and Φ :
RN × RR → RP as the observation function. The transition function describes
the evolution of the target state between two time instances, and the observation
function provides a measurement of the target as a function of its state. The
vectors v ∈ RM and u ∈ RR represent process and measurement noise, respectively.
Note that the transition and observation functions can be nonlinear, and that the
noise distributions can be non-Gaussian. The probability density function (PDF)
p(xk |y1:k ), where y1:k = {yi }ki=1 is the set of all observations up to time instance
k, contains all the known statistical information about the target state xk . An
estimate of the target state x̂k follows from the moments of this PDF, where, for
example, the target position ˆk can be estimated from its mean.
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Figure 11: Block diagram of PFES.
The transition function is determined by the physical properties of the target,
the control input for the target and external forces operating on the target [19]. It
is commonly formed by discretising a continuous-time model, where the resulting
discrete-time model is referred to as the dynamics model describing the target.
The behaviour of the model is controlled by U parameters gathered in the vector
a ∈ RU . It is here assumed that the model itself is known or under evaluation, but
that the model parameters are unknown. It is further assumed that the external
forces and the control input are unknown and can be described by the noise vector
v.
The tracking error ε is a temporal aggregate of the diﬀerence between the true
and the estimated target state. It can be minimised by optimum selection of the
dynamics’ model parameters in a. The proposed algorithm, denoted PFES, ﬁnds
this optimum by observing the tracking error while slowly modifying the parameters
until the optimum is reached. The optimisation is performed using CMA-ES, where
the objective function is calculated using the tracking error.
In the ES literature, the iteration index for the algorithm is referred to as the
generation index, and is here denoted by t. In PFES, the generation index t is
incremented at a much lower rate than the time index k of the particle ﬁlter,
in order to achieve a robust estimate of the tracking error. A block-diagram of
the PFES algorithm is depicted in Figure 11. Below follows a brief review of PF
and CMA-ES, including a formal deﬁnition of the objective function used in the
optimisation.
The two areas of research combined in this work, i.e., PF and ES, have diﬀerent
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Type

Case

Alphabet

Functions
Matrices
Vectors
Vector or matrix member
Vector lengths
Integer variables
Integer constants
Real valued constants

Majuscule
Greek
Majuscule boldface
Roman
Minuscule boldface
Roman
Minuscule
Roman with subscript.
Majuscule calligraphic Roman
Minuscule
Roman
Majuscule
Roman
Minuscule
Greek

Table 5: Notational convention used in this work.
notational conventions. In bringing the two together, the notation listed in Table 5
has been adopted.

2.1

Particle ﬁltering

We wish to obtain the PDF p(xk |y1:k ) in order to estimate the target state x̂k .
Assuming that the PDF of the initial state x0 of the system is known, so that
p(x0 |y0 ) = p(x0 ), the solution to the Bayesian ﬁltering problem deﬁned in Equations (39) and (40) is given by the equations

p(xk |y1:k−1) = p(xk |xk−1 )p(xk−1|y1:k−1) dxk−1
(41)
and
p(xk |y1:k ) =

p(yk |xk )p(xk |y1:k−1 )
,
p(yk |y1:k−1)

(42)

where

p(yk |y1:k−1) =

p(yk |xk )p(xk |y1:k ) dxk .

(43)

We will here focus on the mean of the PDF p(xk |y1:k ) in order to obtain an estimate
of the target position. The mean is denoted x̂k , and is calculated as

(44)
x̂k = xk · p(xk |y1:k ) dxk .
The sequential Monte Carlo approach is an approximation technique for Equation (41) to Equation (43). It solves the Bayesian ﬁltering problem by representing
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the PDF p(xk |y1:k ) using a set of N samples of the state space (particles) with associated weights, {(xn,k , wn,k )}N
n=1 , where the weights are calculated based on the
observations yk . Using the approach in [6], the PDF p(xk |y1:k ) and the particle
state x̂k can now be approximated according to
p(xk |y1:k ) 

N


wn,k δ(xk − xn,k )

(45)

wn,k xn,k ,

(46)

n=1

and
x̂k 

N

n=1

where δ is the Dirac delta function. It can be shown that the variance of the weights
wn,k among the particles gradually increases over time, which causes the accuracy of
the state estimates to decrease [1, 6]. To alleviate this problem, a resampling step is
introduced into the PF algorithm in order to reduce the variability of the particles’
weights and thus improve the representation of the posterior PDF. The complete
algorithm is referred to as a particle ﬁlter and is summarised in Algorithm 2.

2.2

Observation errors and performance metrics

The observations yk given by real sensors will always be distorted due to sensor
imperfections and interfering signals. Three classes of observation errors can be
identiﬁed:
1. Noise, corresponds to unwanted signals which are added to the signal emitted
by the target. Noise is caused both by the sensors themselves, e.g., sensor
noise, and by other signal sources, e.g., background noise. The ratio between
the target signal and noise signal is referred to as signal-to-noise ratio (SNR),
and aﬀects the standard deviation of the observation, where a high SNR
results in a low standard deviation, and vice versa.
2. False observations, are caused by strong interfering signals that appear
similar to the true signal of interest. Typical examples are reﬂections of
the true target signal, other weaker targets of the same type, and deliberate
signals designed to confuse the estimator. They can also be duplicate observations of the true target signal caused by the signal acquisition method, such
as in the case of spatial aliasing caused by sparsely sampled sensor arrays.
The result from false observations is that the target will appear to be in a
position other than its true position.
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Assumption: at time k − 1, assume that the set of particles and
weights {(xn,k−1, wn,k−1)}N
n=1 is a discrete representation of the posterior
p(xk−1 |y1:k−1).
Iteration: given the observation yk obtained during the current time k, update each particle n ∈ {1, 2, . . . , N} as follows:
1. Prediction: propagate the particle through the transition equation,
x̃n,k = Γ(xn,k−1, vk−1 ).
2. Update: assign a likelihood weight to each new particle, w̃n,k = wn,k−1 ·
p(yk |xn,k ), then normalise the weights:
 N
−1

w̃n,k
.
wn,k = w̃n,k ·
n=1

3. Resampling: compute the eﬀective sample size,
1
ηeff = T ,
wk wk
where wk = [w1,k , w2,k , . . . , wN,k ].
If ηeff  ηthr , where ηthr is a ﬁxed threshold, typically 0.75, deﬁne xn,k =
x̃n,k , n ∈ {1, 2, . . . , N}. Otherwise, draw N new samples xn,k from the
existing set of particles {xn,k }N
n=1 according to their weights wn,k , then
reset the weights to uniform values: wn,k = 1/N, n ∈ {1, 2, . . . , N}.
Result: the new set {(xn,k , wn,k )}N
n=1 is approximately distributed as the posterior density p(xk |y1:k ). An estimate of the target’s location at time k can
then be obtained as
N

ˆk =
wn,k · n,k ,
n=1

where n,k corresponds to the position information contained in the n-th particle vector: xn,k = [n,k , sn,k ]T . Further, a measure of the conﬁdence level
in the PF estimate ˆk can be computed as the standard deviation ςk of the
particle set:

N

ςk = 
wn,k · n,k − ˆk 2 .
n=1

Algorithm 2: Bootstrap PF algorithm.
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Figure 12: Bridging observation gaps.
3. Missing observations, occurs when no signal from the target reaches the
estimator, eﬀectively resulting in an inﬁnitely low SNR. This can occur due
to target occlusion, faults in the sensors or because the target ceases to emit
a signal. Depending on the observation method, the result from this type
of observation error is that the noise or other signal sources are taken as
the target signal, and thus the target therefore appears to be in a position
diﬀerent from its true position.
To reduce the eﬀect of observation errors on the tracker, it is important that
the dynamics model is appropriate for the target dynamics, and that it is properly
tuned. Figure 12 depicts how a properly tuned tracker bridges two observation
gaps in an ASLT application. The upper graph shows a noisy speech signal with
two speech pauses obtained from one of the sensors in an array, and the lower
graph demonstrates how the particle ﬁlter continues to track the source during the
speech pauses. The dotted lines show how the standard deviation of the particle set
increases during the speech pauses in order to keep track of a variety of potential
motions that the target may display while no observations are available. As a result
of the properly tuned model formulation, the particle ﬁlter is able to successfully
resume tracking when the target becomes active again, and bridges the speech gap
without any signiﬁcant tracking error.
Two diﬀerent performance metrics can be used to assess the eﬀect of the different types of observation errors. The ﬁrst is track loss, which occurs when the
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tracker fails to follow the target. Track loss typically occurs if the target makes
a manoeuvre during a period of missing observations, or if strong noise signals or
false observations occlude the true observation for an extended time period. The
second performance metric is the error between the true and the estimated target
position. It is used to measure the performance of the tracker during normal tracking. This metric is mostly aﬀected by noise, but also by short durations of missing
observations and by weak or intermittent false observations. Improper modelling
of target dynamics will lead to increased track loss and tracking error.
The squared distance εk between the true and the estimated source positions
k and ˆk at observation index k is deﬁned as
εk = k − ˆk 2 .

(47)

Let ρk denote the the track state at observation index k, where ρk ≡ 0 indicates a
track loss and ρk ≡ 1 the alternative. Using a two state model, we deﬁne the track
state as

√
√
0 if εk > εu or ρk−1 = 0 and εk > εl ,
(48)
ρk =
1 otherwise.
Thus if the distance between the estimated and the true source position is above
εu , we assume that the tracker has lost track of the target, and if it goes below εl ,
that tracking has resumed.
The squared distance εk and the track state ρk give an indication of the instantaneous performance of a tracking algorithm. Averaging the measurements over
time yields two distinct ﬁgures of merit that can be used to assess the eﬀectiveness
of the tracker. The ﬁrst is the track loss percentage (TLP), which indicates how
often the tracking algorithm loses track of a target. It is denoted ρ and is calculated
from a sequence of K track state measurements according to
"K
(1 − ρk )
.
(49)
ρ = 100 · k=1
K
The second measurement is the root-mean-squared error (RMSE), denoted by ε,
for the tracker. The RMSE is only deﬁned using time samples during which the
tracker is tracking properly, i.e., when ρk ≡ 1, and is calculated as
#
1
ε = "K
ρT · ε,
(50)
k=1 ρk
where ρ = [ρ1 , ρ2 , . . . , ρK ]T and ε = [ε1 , ε2 , . . . , εK ]T .
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Objective function deﬁnition

The problem of ﬁnding the optimum dynamics’ model parameters can be formulated as the optimisation problem
ϕopt = min Ψ(a),
a

(51)

where Ψ : RU → R is the objective function, and ϕopt ∈ R is the optimum objective
function value. Evolution strategies are a type of stochastic optimisation algorithms
that can solve the above problem based only on the value of the objective function,
even when it is time-varying and has been corrupted by noise [13, 20]. Furthermore,
ES integrates with the particle ﬁlter in a way which makes it possible to perform
the optimisation while the particle ﬁlter is tracking the target.
The innovative approach used here to form the objective function is to divide the
particle set into L equally sized groups, each with their own parameter vector al .
The tracking performance for each group corresponds to how well the parameter set
al ﬁts the target dynamics, and is used as objective function for the optimisation
algorithm. Thus, the objective function is here formed, on a smaller scale, using the
same ﬁgure of merit as that used in order to assess the performance for the whole
estimator, namely the tracking error εk . By using this approach, the optimisation
will automatically be performed both with respect to the RMSE and the TLP since
the tracking error will in general assume a high value both during poor tracking
and during track loss.
The proposed approach is crucial for a successful optimisation of the model
parameters compared to, for instance, an implementation where each particle is
allowed to have its own independent parameter vector. The reason behind this
is that the speciﬁc interaction between particles within a PF algorithm cannot
be emulated by considering the evolution of one single particle over time. With
the proposed approach, each subgroup of particle eﬀectively evolves according to
a speciﬁc transition function, while the model optimisation and the PF update
processes take place across the diﬀerent subgroups.
With P = N/L particles in each group, the particle subgroups l = 1, 2, . . . , L,
l
are eﬀectively deﬁned as {(xn,k , wn,k )}Pn=P
(l−1)+1 . Using only the particles in the
l-th subgroup, a source position estimate then follows as
ˆk,l =

Pl


wn,k · n,k
,
"P l
n=P (l−1)+1 wn,k
n=P (l−1)+1

(52)

where the numerator is necessary to normalise the weights within each subgroup.
To minimise both the TLP and the RMSE, the objective function is calculated
from the estimation error between the position of each subgroup and the true
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target position. Thus, the objective function value for group l in generation t is
calculated by averaging the squared distance between the estimated and true source
position for the group over time, according to
ϕl,t = Ψ(al,t )
=

Gt


(53)
i − ˆi,l 2 .

(54)

i=G(t−1)+1

The relation between the two time indices k and t is t · G = k, with the integer
constant G  1 corresponding to the number of position estimates used to calculate
one objective function value. The parameter vectors and the objective function
values form a set of pairs {(al,t , ϕl,t )}Ll=1 that can be used by the ES algorithm.
The noise aﬀecting the objective function has several interesting properties,
adding to the complexity of the optimisation problem at hand. Three distinctive
sources of noise can be identiﬁed. The ﬁrst is measurement noise originating from
the calculation of the source position ˆi,l . As this error is an aggregation of measurement errors, it can be assumed to be zero mean Gaussian with the standard
deviation σm , and is here, for simplicity, assumed to be temporally uncorrelated.
The second source of noise originates from varying dynamics of the target trajectory, where, for instance, some parts of the trajectory can contain a number
of slow turns while others can contain sections of very rapid linear motion. This
process slowly shifts the location of the optima as a function of time, and can be
modelled as time correlated noise added to the model parameters a. A simple,
but yet eﬀective model for this type of noise is zero mean white Gaussian noise
with standard deviation σt , which is exponentially averaged with forgetting factor
βt < 1. The last noise source is dominant during early convergence of the optimisation algorithm and is caused by the initial poor choice of model parameters. Bad
model parameters results in poor tracking which increases the measurement error.
Hence, the disturbance can be modelled as zero mean white Gaussian noise with a
standard deviation proportional to the distance to optimum σc ak − aopt 2 , which
is added to the objective function.
The above noise models can be combined to form a model of the objective
function:
Ψ(ak ) = σt N (0, 1) + σc ak − aopt 2 N (0, 1) + Π(ak + vk ),

(55)

where
vk = (1 − βt )vk−1 + βt σt N (0, I),

(56)

N is a zero mean normal distributed random vector with uncorrelated elements
and the function Π : RU → R is a noise free version of the objective function.
Furthermore, the vector 0 ∈ RU is the zero vector and I ∈ RU ×U is the identity
matrix.
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2.4

The modiﬁed CMA-ES

Evolution strategies were pioneered by Rechenberg and Schwefel in 1963 [21]. Their
basic (1+1)-ES algorithm uses two individuals, one parent and one child, identiﬁed
by the vectors ap,t and ac,t respectively, where the child is generated by adding
normally distributed noise zt to the parent:
ac,t = ap,t + zt .

(57)

The objective function values for the parent and the child are then calculated and
compared, and the individual corresponding to the lowest value is used as parent
in the next generation. The method can be generalised to (M, L)-ES methods,
which use a larger population with M parents and L oﬀspring, where the whole
population is replaced in every generation. A number of steps can be taken to
improve the convergence rate and quality of the solution [7]:
1. Several parents per child. ES algorithms denoted (Mq , L) calculate a
“super parent” at for all the children in every generation as a weighted average
of the M best members of the population:
at =

M


al,t · ql ,

l=1

where q = [q1 , q2 , . . . qM ] is a ﬁxed weighting vector, and the members are
sorted with respect to their corresponding objective function value in ascending order. Uniform weighting was used early works [22, 23]. However,
this approach has been superseded by non-uniform weighting [9], for which
ql > ql+1 , l ∈ {1, 2, . . . , M − 1}.
2. Introduction of step size. The amplitude of the noise in Equation (57) is
controlled by a parameter σt , whose value is decreased as a function of t [24]:
al,t+1 = at + σt · zl,t+1

for l = 1, 2, . . . , L.

3. Individual step sizes for each dimension. The step size is controlled
individually for each element in a depending on the shape of the objective
function [25]:
al,t+1 = at + σt Dt · zl,t+1

for l = 1, 2, . . . , L,

where Dt ∈ RU ×U is a diagonal matrix with the relative step sizes for of each
element of a on its diagonal.
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Constant

Value

Purpose

U
M
L
qi
z

U ∈ {1, 2, 4}
4 + 3 ln(U)
2M

ln M2+1 − ln(i)
N (0, I) ∈ RU

Dimensionality of problem, i.e., length of vector a
Number of parents per generation
Number of children per generation
Weight vector, i ∈ {1, 2, . . . , M}
Random noise vector

γc
γcu

U +8
!
γc (2 − γc )

γq
γcov
γσ
γσu
τσ
χ̂m

4

PM

l=1 ql
q
2γq2 −1
(N +30)2 +2γq2
4
U +4
!

γσ (2 − γσ )
1 + 20γσ−1
E {N (0, I)}

Cumulation time for pc
Variance normalisation [9]
Variance modiﬁer [9]
Change rate for C
Cumulation time for pσ
Variance normalisation [9]
Damping factor change in σ
Expected length of a (0, I)-normally distributed random vector

Table 6: Constants used by the (Mq , L)-CMA-ES algorithm.
4. Adaptive step-size update. The above mentioned step sizes are automatically updated by analysing the statistical properties of the noise used to
generate the parents in previous generations [9, 26].
5. Correlation between elements of a. The amplitude of the noise added
in each element of a is calculated by incorporating the dependence between
the elements of the vector [9]:
al,t+1 = at + σt Qt Dt · zl,t+1

for l = 1, 2, . . . , L,

where each element of the matrix Qt ∈ RU ×U contains the relative interdependence.
The CMA-ES algorithm developed by Hansen and Ostermeier [9] incorporates
all the above improvements. In the algorithm, the individual step-size parameters
in Dt and the parameter correlations in Qt are calculated from a time average
of the covariance matrices of the noise used to generate the parents. The stepsize adaptation is performed by analysing the so-called evolution path. The same
approach is used to speed up the adaptation of Dt and Qt , for details see [9].
As mentioned in Section 2.3, diﬀerent parts of the target trajectory may have
diﬀerent dynamics. The result is that at will vary between generations, not only
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Initialisation: initialise all dynamic variables according to D1 = I, Q1 = I,
pσ,1 = 1, pc,1 = 1 and σ1 = 0.5, where 1 denotes the unity vector. The values
of al,0 l ∈ {1, 2, . . . , L}, are randomly distributed over the objective function
search space.
Iteration: for each generation t, a new set of oﬀspring is calculated as
1. Selection: evaluate the objective function for the current generation as
for l ∈ {1, 2, . . . , L}.

ϕl,t = Ψ(al,t )

The individuals and their corresponding noise vectors are then sorted in
ascending order with respect to their objection function values:


{(ãl,t , z̃l,t )}Ll=1 = sort {(al,t , zl,t )}Ll=1 , {ϕl,t }Ll=1 ,
where sort(x, y) sorts both the vectors x and y in the same order using
the values found in vector y to determine the sort order.
2. Combination: calculate the weighted averages at and z t from the M best
individuals and their corresponding noise vectors respectively as
at = (1 − β) · at−1 + β

M


ãl,t · ql ,

zt =

l=1

M


z̃l,t · ql .

l=1

3. Covariance matrix update: the evolution path pc for the covariance matrix is updated and is used to update the noise covariance matrix C:
pc,t+1 = (1 − γc ) · pc,t + γcu · γq · Qt Dt z t ,
C t+1 = (1 − γcov ) · C t + γcov · pc,t+1 (pc,t+1 )T .
4. Step-size update: the evolution path pσ for the step-size parameter σ is
updated and is used to update the step size according to
pσ,t+1 = (1 − γσ ) · pσ,t + γσu · γq · Qt z t ,


1 pσ,t+1  − χ̂m
.
·
σt+1 = σt · exp
τσ
χ̂m
5. Oﬀspring generation: new Dt+1 and Qt+1 matrices are calculated
through singular value decomposition of C t+1 , and are used along with
the updated step size and the “super parent” to calculate a new set of
oﬀspring:
al,t+1 = at + σt+1 Qt+1 Dt+1 · zl,t+1

for l ∈ {1, 2, . . . , L}.

Algorithm 3: The modiﬁed (Mq , L)-CMA-ES algorithm.
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because the algorithm is converging, but also due to the dynamics of the trajectory.
To avoid degenerate solutions, we propose a solution, similar to the one suggested
in [27], that prevents a rapid change of at by using an exponential average as
follows:
M

ãl,t · ql ,
at = (1 − β) · at−1 + β
(58)
l=1

where β is the forgetting factor. It is important to note that this change does not
aﬀect the convergence rate since the noise vector z t remains unchanged.
The various constants used in the resulting optimisation algorithm are summarised in Table 6, while the algorithm itself is presented in Algorithm 3.

2.5

Discussion

An interesting observation resulting from the implementation of the proposed algorithm is how similar the PF and the ES algorithms are, as explained below.
1. Data set. Both algorithms have a set of vectors and weights, {(xn , wn )}N
n=1
and {(al , ϕl )}Ll=1 , for PF and ES respectively.
2. Propagation/mutation. During the PF propagation, a new set of vectors is
generated by transforming the old set and by adding noise. This corresponds
to the mutation in the ES algorithm where coloured noise is added to the
transformed parent set to generate the oﬀspring.
3. Likelihood/objective function evaluation. The PF evaluates the “ﬁtness” wn of each state vector through an observation which is aggregated over
time between resampling steps. A similar operation is performed in the ES
in the objective function evaluation when ϕl is calculated.
4. Resampling/selection. In the ES, selection is based on the objective function value with crossover between parents. The same is done in the PF during
resampling, where particles with high weight are duplicated.
This comparison shows that the most signiﬁcant diﬀerence between the two methods is that the PF propagates particles between optimisation steps, while the ES
does not. This indicates that it should be possible to use a lot of ideas from both
the ES and PF ﬁelds to come up with new improved algorithms, and progress has
already been done in that respect [28–30].
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Methods for obtaining ground-truth data

The developments presented so far assume knowledge of the actual ground truth
(AGT), and will be referred to as the AGT method. As mentioned in the introduction however, it is sometimes impossible to obtain the ground truth for the target
position. One option would be to use the position estimate ˆk obtained from the PF
as an estimate of the ground truth to form the objective function. This is possible
due to the fact that the position estimate obtained form the overall PF is more
accurate than that of each individual particle subgroup, as it is calculated using
all particles. However, a drawback with this method is that the estimated position
often lags behind the actual target position. This eﬀect is partly caused by the fact
that the particle propagation is performed, in part, by the resampling step, and
partly because the parameters for the dynamics model are not optimal during optimisation. Experiments showed that these problems yields a sub-optimal tracker
that ultimately becomes unable to keep up with the target, and therefore has a
high TLP. Another problem is the high uncertainty in the position estimate during
early convergence, discussed in Section 2.3. These two problems can however be
solved, by using the past few position estimates from the PF in order to extrapolate the current speed and heading of the target. The extrapolated information is
subsequently used to form a more robust estimate of the true target position. The
principle is illustrated in Figure 13.
The heading is calculated using a major axis least-squares line ﬁt [31], and the
speed is determined from the average distance between the position estimates. The
estimated true target position is subsequently calculated by starting at the current
position estimate, marked by the circle in Figure 13, and add 80% extra travel
distance. The resulting point is then projected onto the line, marked by the star
in the ﬁgure, and is used as the estimated ground truth (EGT). This method will
be referred to as the EGT method.
Experiments showed that the EGT method is robust if the type of dynamics
model corresponds well to the target dynamics. The PF and ES algorithms will then
interact in a mutually beneﬁcial manner, whereby an improvement of the tracking
accuracy leads to improved CMA-ES convergence, and vice versa. However, if a
model with too high a model order is used, for example, the PF and the ES will
interact in a negative manner and PFES will eventually diverge.
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Figure 13: Extrapolation of the ground truth.

4

Dynamics models

The dynamics model is required for the transition step in the particle ﬁlter. It
models how the target is likely to move from one time step to the next. Thus,
a model that closely matches the potential movements of the target results in a
more robust tracker that has lower RMSE and is less likely to lose track of the
target. In the considered example application of ASLT, the target only moves in
two dimensions (2D), and the discussion is therefore limited to 2D models only.
Note however that the PFES algorithm is not limited to 2D models, but can be
used to tune models with higher degrees of freedom.
Dynamics models for 2D tracking can be divided into two main groups: coordinate uncoupled (CU) and curvilinear (CL). For coordinate uncoupled models, it
is assumed that propagation along the two axes is independent, and for curvilinear
models that it is coupled. Both groups can have a diﬀerent model order, where
the noise vk is added to the position, velocity, or acceleration. A further extension
is to band-limit the noise vector to simulate inertia. Models where the noise is
band-limited are referred to as time-correlated (TC), and those where it is not as
random walk (RW). For coordinate-uncoupled models, this results in one parameter to control noise strength plus one optional parameter to band-limit the noise.
For curvilinear models, the number of parameters must be doubled, with one set
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ÿ

x
Transition equation

 

x
1
xk =
x
+ b1 uk
y
1 k−1
⎤
⎡ ⎤
⎡
⎡T
x
1
T
2
⎢y ⎥
⎢
⎢
T⎥
⎥ xk−1 + b1 ⎢
⎢ ⎥ xk = ⎢ 1
⎦
⎣ẋ⎦
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Table 7: Deﬁnition for coordinate-uncoupled kinematic models. The key for the
type names is: Random Walk (RW), Time Correlated (TC), Position (PO), Velocity
(VE) and Acceleration (AC).
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Table 8: Deﬁnition for curvilinear kinematic models. The key for the type names
is: Random Walk (RW), Time Correlated (TC), Velocity (VE), Acceleration, (AC),
Turn (TU) and Turn Rate (RA).
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of parameters required for forward motion and another for turning. By proper
adjustment of the time correlation parameter, it is possible to achieve a random
walk behaviour using a TC model. We have therefore excluded CL-RW models
from the models considered here. The resulting possible model type permutations
result in the length U of the parameter vector a being U ∈ {1, 2, 4}.
As a result from the discretisation of the continuous-time model during the
derivation of a dynamics model, the elements of a = [a1 , a2 , . . . , aU ] are often transformed and combined before being used in the transition equation. For notational
convenience, the transformed values are denoted by the vector b = [b1 , b2 , . . . , bB ],
and the equation used in the transformation is deﬁned as b = Θ(a), with Θ : RU →
RB . The transition and transformation equations for the models considered in this
work are listed in Tables 7 and 8. The vector uk in the tables is a (0, I)-normally
distributed random vector of length R = 2. An in-depth survey of how to derive
dynamics models can be found in [19], and it is hence not repeated here.
By analysing how the time correlation parameters, i.e., a2 and a4 , aﬀect the
transition equations in the two tables, it can be seen that a proper parameter
adjustment can change not only between TC and RW for the same model order,
but also the model order itself. The transition between model types occurs when
a2 and a4 tend towards inﬁnity or zero. These relations are summarised in Table 9.

Model

a2 → ∞

a2 → 0

TCVE
TCAC
TCVE-TCTU
TCAC-TCTU
TCVE-TCRA
TCAC-TCRA
Model

RWPO
RWVE
RWPO-TCTU
RWVE-TCTU
RWPO-TCRA
RWVE-TCRA
a4 → ∞

RWVE
RWAC
RWVE-TCTU
RWAC-TCTU
RWVE-TCRA
RWAC-TCRA
a4 → 0

TCVE-RWTU
TCAC-RWTU

TCVE-RWTU
TCAC-RWTU
TCVE-RWRA
TCAC-RWRA

TCVE-TCTU
TCAC-TCTU
TCVE-TCRA
TCAC-TCRA

Table 9: Model changes as a function of time correlation parameters.
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5
5.1

Evaluation
Simulation setup

An ASLT scenario has been used to evaluate the PFES algorithm. The target is
a person speaking and walking inside a medium sized [5 × 4 × 2.3]m room with a
reverberation time of 300ms. The sound inside the room is picked up by an array
of 10 microphones located along the walls of the room. The speaker is reciting
the text of a book, and an isotropic noise ﬁeld forms the background noise in the
room, resulting in 20dB average SNR at the microphones. The scenario is depicted in Figure 14. The microphone signals are generated using the image-source
method [32, 33], and the target trajectory is randomly generated using concatenated subsections of typical human motion trajectories in indoor environments.
Two independent signal sequences were generated where the ﬁrst is an 80 minute
sequence used for optimising the parameter vector, and the second is a 2 minute
sequence used for evaluating the performance of the resulting (optimised) tracker.
During the evaluation, the RMSE and TLP are calculated and averaged over 10
runs of the short signal sequence.
The PFES algorithm is based on the PF implementation given in Algorithm 2,
where the likelihood function p(yk |xk ) is computed as a mixture PDF based on
the output of a delay-and-sum beamformer as well as the output of a voice activity
detector. The algorithm uses a block-length of 512 time samples for every position
estimate. If necessary, readers are referred to [4] for more information on this
speciﬁc PF implementation.
Room

S

Figure 14: Scenario used in the evaluation. The speaker S moves in the room
along a closed trajectory. Ten microphones are placed along the walls to pick up
the sound emitted by the speaker.
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In the ASLT literature, the most common model is the CL-TCVE, and other
similar models such as the Langevin model [34], since these ﬁt quite well with
human motion dynamics. On the basis of standard formulae from the laws of
kinematic physics, it can also be shown that the CL-TCVE-TCRA model represents
a particularly good ﬁt among the curvilinear models considered here. Furthermore,
according to [35, p. 202], the use of an acceleration variable in the considered model
is only of value when a velocity measurement is available, which is not the case
with the considered tracking scenario. Again, this would suggest that the best
results should be achieved by the coordinate-uncoupled models CU-RWVE and
CU-TCVE, and by the curvilinear model CL-TCVE-TCRA.

5.2

Implementation

The overall computational burden of the CMA-ES algorithm is low compared to the
PF, mainly due to the low update rate. Furthermore, the computational complexity
in each iteration of the CMA-ES is kept low through the use of the fast sorting
algorithm heap-sort [36], and by using the Mersenne Twister algorithm [37] and the
Ziggurat method [38] for random number generation. Further reduction is achieved
by using a rank-one update method [39, 40] for the singular value decomposition
of C in step 5 of Algorithm 3. The PF part of the implementation is based on the
one presented in [41].
The PFES algorithm was implemented in C and executed on a standard PC.
The numerical values used for parameter settings are summarised in Table 10.
Measurements showed an average computational load of around 500M ﬂoating point
operation per second. This corresponds to around 20% CPU utilisation if the
algorithm is running in real-time, on a modern 2.4GHz PC.

5.3

Dynamic tracking

To gain insight into the dynamical properties of the diﬀerent models listed in Section 4, the PF algorithm was executed using the optimised parameters on the
evaluation data sequence. A small subsection of the trajectory is displayed in Figure 15, along with a plot of the microphone signal at one of the microphones.
The ﬁgure shows the tracking in the x-dimension as a function of time during two
speech gaps, for each considered model. During the ﬁrst gap, the target makes a
manoeuvre, and during the second, the targets continues to propagate in the same
direction throughout the duration of the gap.
There are two diﬀerent properties of a good tracker: ﬁrst, it should minimise
the deviations from the trajectory during a gap, and second, it should be able to
re-localise the target quickly if a manoeuvre is made during an observation gap.
The standard deviation of the particle set during a gap reveals if an optimised
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Parameter
N
β
G
K
εu
εl

U
M
L
P

Description

Value

Number of particles
Forgetting factor for calculating at
Position estimates per generation
Number of time samples to calculate RMSE
and TLP
Threshold for lost track
Threshold for resumed tracking
Sample frequency for microphone signals
Block length for PF algorithm
Number of position estimates for EGT
method
Overshoot for EGT method

768
0.2
327
3125

Number of parameters
Number of parents
Number of children
Particles per group

1
4
8
96

Unit

0.5
0.3
16
512
9

m
m
kHz
Samples

80

%
2
6
12
64

4
8
16
48

Table 10: Numerical parameters used in the simulations.
tracker performs well. The reason is that if the model ﬁts the target dynamics,
the tracker can aﬀord a smaller standard deviation during a gap without risking to
loose the target. This can also be seen in how much the estimated target position
deviates from the trajectory during tracking, and how quickly it jumps back to the
trajectory after a gap. Thus, looking at the ﬁgure, it can be seen that the good
performers are CU-RWVE, CU-TCVE, CL-TCVE-TCRA and CL-TCAC-TCRA.
By examining the target position estimates produced by the CU-RWPO model
during a gap, it can be seen that the position estimate starts to deviate during
both gaps, which creates a short ﬂat subsection in the tracking results. This is due
to the algorithm eﬀectively stopping to track the target during an observation gap.
Furthermore, it has been observed that a model with sub-optimum parameters
displays the same problem [4, 42]. On the other hand, none of the other models
display this behaviour. The conclusion drawn from this is that models that have
the ability to track velocity can eﬃciently bridge observation gaps, provided that
the model parameters are suitably optimised.
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Figure 15: Tracking results as a function of time with optimised model parameters.
The solid and dotted lines are the true source position k and estimated source
position ˆk , respectively, and the dashed lines represent the standard deviation ςk
of the particle set. The speech signal at one of the microphones is plotted in the
upper right corner.
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5.4

Convergence to optimum

The convergence of the PFES can be experimentally tested by calculating the
RMSE and TLP for diﬀerent combinations of the model parameter values, and then
generate plots. These plots can be used to determine if PFES eﬀectively converges
to an optimum solution. Due to the computational complexity of this approach, it
is however only feasible to do this for models with one or two parameters. Examples
of plots for models with one and two parameters are depicted in Figures 16 and 17.
The convergence path for the PFES algorithm is included for the surface plots.
These ﬁgures show that the algorithm converges to a minimum for both the
TLP and RMSE parameters, although it should be noted that the solution returned
by the PFES algorithm might correspond to a trade-oﬀ between the RMSE and
TLP parameters for other types of model representations where both surfaces do
not happen to share the same minimum. The ﬁrst value of the convergence path
cannot be graphically represented since the algorithm is randomly initiated over
the whole search area. Thus, the ﬁrst point shown on the path corresponds to the
ﬁrst value returned by CMA-ES, i.e., a1 , and is marked by a circle in the plots.
If the model parameters are extremely poorly tuned, the PF will completely fail
to track the target. However, due to the limited region over which the tracking takes
place, the TLP measurement will not reach 100% since the target will occasionally
pass close to the estimated source position. The limit above which the TLP is
considered unreliable is around 80% and is represented by the shaded regions in
the surface plots.
The data used to generate the plots is calculated using the PFES, running on
a fast PC, with the CMA-ES part disabled. The simulation time to generate data
for a surface plot is around one week. In contrast, the PFES with the CMA-ES
enabled ﬁnds the minimum of the surface in twelve to ﬁfteen minutes of simulation
time.
While it is possible to draw some conclusions regarding the convergence properties of the PFES algorithm by analysing its convergence path with respect to
the RMSE and TLP surface plots, it of course does not constitute a formal proof
of convergence. The plots do however conﬁrm that PFES is able to eﬃciently
detect the optimum of the corresponding surfaces in the considered tracking scenario. The convergence properties of evolutionary strategies is still an active ﬁeld
of research, and whilst many advancements have been made in the area [43–45], a
formal convergence proof for the CMA-ES is yet to be derived [46]. However, the
numerical evaluations presented here indicates that the CMA-ES performs well in
the considered application.
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Figure 16: TLP and RMSE as a function of noise power a1 for RW models. The
dotted vertical line indicates the ﬁnal optimum value from the optimisation algorithm.
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Figure 17: Contour plots for RMSE and TLP of the CL-TCVE and CL-TCAC
dynamics models, including PFES convergence path.
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5.5

Adaptation of the CMA-ES

Adaptation curves for the CMA-ES were generated for the models listed in Section 4
using the AGT method for calculating the objective function. The curves are
displayed in Figure 18. The ﬁgure indicates a number of interesting properties of
the dynamics models and the algorithm:
• The number of iterations needed to reach convergence is proportional to the
number of model parameters U, i.e. the length of the vector a, and does not
appear to be related to the model type. Hence, it can be assumed that in
this application, the major inﬂuence on the convergence rate is the number
of unknowns and not the shape of the objective function.
• Models with too high a model order tend towards random walk models with
lower model order, i.e., the TC parameter becomes high. This can be clearly
seen in the CU-TCAC model, which converges to CU-RWVE. This is further
conﬁrmed by how the model responds to gaps as seen in Figure 15, and by
the shape of the TLP and RMSE surface plots in Figure 17. This tendency
is also visible in the TCAC parameter a2 for the CL-TCAC-TCTU model,
and in the TCRA parameter a4 for the CL-TCAC-TCRA model.
• The CU-RWAC model fails to converge. The reason is that it is impossible to
track acceleration using a CU model when no velocity observation is present.
This is again conﬁrmed by the TLP surface plot in Figure 17, which shows
that small values of a2 result in tracking failure, and by the fact that the
CL-TCAC model converges to CL-RWVE.
• The curvilinear models CL-TCAC-TCTU and CL-TCVE-TCTU have a very
low a4 , which indicates that the model order used to represent turn may
be too low. This is also highlighted by the high standard deviation during
observation gaps obtained for these models, as seen in ﬁg Figure 15.
• All curvilinear models have a high noise level for the turn parameter a3 . This
results from the high manouverability of humans. In general [19], curvilinear
models will provide a better ﬁt for targets with less manoeuvrability, such as
vehicles and aircraft.

5.6

Numerical performance results

The optimum parameters for all models, using both the AGT and the EGT methods for the objective function, have been calculated using PFES, and the performance of the resulting PF algorithms has been evaluated with regards to TLP
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Figure 18: Step size σ and value of parameters in a as a function of the generation
index t, during the optimisation of all models. The thick line corresponds to the
step size and the thin lines to the parameters in a, including the velocity noise a1
(solid line), velocity correlation a2 (dotted line), turn noise a3 (dashed line), and
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and RMSE. The results from this evaluation are tabulated in Table 11 and conﬁrm the hypothesis stated earlier that the best results should be achieved by the
coordinate-uncoupled models CU-RWVE and CU-TCVE, and by the curvilinear
model CL-TCVE-TCRA. The table further shows that these models achieve a
proper convergence when the estimated source position is used in the computation of the objective function (EGT method), and that models that do not ﬁt the
dynamics well sometimes result in convergence failure. These results again conﬁrm that TC models with an unnecessarily high model order, i.e., CU-TCAC and
CL-TCAC-TCRA, converge to lower order RW models.
Results for the AGT method
Model
CU-RWPO
CU-RWVE
CU-RWAC
CU-TCVE
CU-TCAC
CL-TCVE-TCTU
CL-TCAC-TCTU
CL-TCVE-TCRA
CL-TCAC-TCRA

ρ [%] ε [m]
25.48 0.22
7.89 0.15
Convergence
6.98 0.15
8.22 0.15
12.57 0.18
15.91 0.17
10.85 0.16
11.04 0.16

a
 opt 
0.068


0.078
not possible

T
0.80 0.23

T
1.90 87.44

1.06 0.39 1.16

0.95 1.86 8.65

1.45 0.05 1.44

0.39 3.14 4.32

T
0.26
T
0.07
T
1.59
T
5.05

Results for the EGT method
Model
CU-RWPO
CU-RWVE
CU-RWAC
CU-TCVE
CU-TCAC
CL-TCVE-TCTU
CL-TCAC-TCTU
CL-TCVE-TCRA
CL-TCAC-TCRA

ρ [%] ε [m] aopt


0.052
28.27 0.21


0.077
8.53 0.15
Convergence not possible

T
0.83 0.21
6.82 0.15
No convergence, bad model ﬁt
No convergence, bad model ﬁt

T
1.38 1.85 1.65 0.47
15.94 0.18

T
0.59 0.51 1.91 3.99
11.73 0.17

T
0.49 3.33 2.10 2.08
13.52 0.16

Table 11: Parameter values, TLP and RMSE for optimised models using both the
AGT and the EGT method to calculate the objective function value.
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6

Conclusion and future work

This work describes a new method for the parameter optimisation of dynamics models involved in target tracking applications. The proposed algorithm combines an
evolutionary strategy using covariance matrix adaptation with a sequential Monte
Carlo approach to dynamic target tracking. Together with the eﬃciency of CMAES, the adaptive nature of particle ﬁltering leads to an algorithm which is capable
of producing optimum model parameters even if the true source position is not
known. Experimental results were obtained from a series of extensive simulations
for the particular application of acoustic source tracking, demonstrating how the
proposed method can be used to evaluate the suitability of various dynamics models
on the basis of their performance using optimum parameters.
A natural extension of the proposed algorithm is to allow it to adapt the dynamics model to the instantaneous maneuvers of the target, in a way similar to how
the PF is able to track the target’s state. This could potentially yield an increased
tracking accuracy and reduced track loss. Preliminary experiments indicate that
one promising approach is to enforce a minimum limit on the allowed step size
parameter. Another approach which has also shown some success is to completely
freeze covariance matrix and step-size update, and only allow mutation.
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Prediction of Energy Decay in Simulated Room
Impulse Responses
Eric A. Lehmann and Anders M. Johansson
Western Australian Telecommunications Research Institute
University of Western Australia
Perth, Australia
Abstract
The image source method have become a widely-used analysis tool in
many ﬁelds of acoustics and engineering. This part proposes a new method
for approximating the acoustic energy decay (energy–time curve) in room impulse responses generated using the image-source technique. A geometrical
analysis of the image-source principle leads to an analytical formula describing the energy decay curve, with the resulting expression being valid for a
uniform as well as non-uniform deﬁnition of an enclosure’s six absorption
coeﬃcients. The accuracy of the proposed approximation is demonstrated
on the basis of impulse-response simulations involving various room sizes and
reverberation levels, with uniform and non-uniform sound absorption coefﬁcients. An application example for the proposed method is illustrated by
considering the task of predicting an enclosure’s reﬂection coeﬃcients in order to achieve a speciﬁc reverberation level. Currently available formulae for
the prediction of an enclosure’s reverberation time, such as the well-known
formulae by Sabine and Eyring, do not provide accurate results when used in
conjunction with the image method. The proposed energy decay approximation can however be used to eﬀectively determine the enclosure’s absorption
coeﬃcients in order to achieve a desired reverberation time. The approach
ensures that the image source model generates impulse responses with a
correct level of reverberation, which is of particular importance, for the purpose of assessing the performance of acoustic signal processing algorithms
operating in reverberant conditions.

1

Introduction

The image-source model (ISM) has become a ubiquitous tool in many ﬁelds of
acoustical and engineering research over the last few decades. Its success relies
mainly on its conceptual simplicity, which makes ISM-based algorithms relatively
straightforward to implement. As a result, the ISM approach has been used, mostly
in the domain of room acoustics and architectural design, as a basis principle for
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a variety of purposes, such as generic simulation of acoustic transfer functions in
reverberant enclosures [1–5], prediction of sound propagation in closed or open environments [6–8], and modelling and design of architectural spaces [9–11], including
speciﬁc spaces such as long enclosures (road tunnels, narrow “street canyons”, etc.)
[12–14] and factories (noise control) [15]. The image source model also provides
insight into the fundamental acoustical properties of various enclosures, and can
be used for the analysis of perceptual properties such as reverberation time, speech
intelligibility and speech transmission index [16–18], or for the purpose of auralisation and binaural reproduction [19–22]. Recently, the ISM technique has also
been implemented in relation to spatialised sound rendering in virtual environments
[23–26], immersive or interactive systems [27, 28], and other augmented-reality applications such as video games [29].
Another important domain of application of the image-source technique is in
order to assess the performance of various signal processing algorithms operating in
reverberant environments. Some application examples include algorithms for blind
source separation [30–32], channel identiﬁcation and equalisation [33–36], acoustic
source localisation and tracking [37–39], speech recognition [40, 41], speech enhancement [42, 43], and various other array signal processing techniques [44–48].
In this context, the image model is generally used to determine the algorithm’s
robustness against increasing levels of environmental reverberation. Although not
usually addressed in the literature, a signiﬁcant issue during this process is related
to predicting the reverberation time in the resulting room impulse responses generated with the ISM. Well established formulae, such as Sabine or Eyring’s reverberation time, do not provide accurate results when used to determine the enclosure’s
sound absorption in order to achieve a desired reverberation level [18, 49]. This
discrepancy between predicted and actual reverberation time, which is highlighted
in this work, is especially pronounced with a non-uniform deﬁnition of the sound
reﬂection coeﬃcients in the considered ISM room setup. The current solution to
this problem is a computationally demanding trial-and-error process, where the
reverberation time is determined from a few sample transfer functions. In settings
where many impulse responses for diﬀerent rooms are to be computed, such as in
Part IV for instance, this can lead to a prohibitively time-consuming process. Finding an eﬃcient solution to this speciﬁc issue was the original motivation behind the
research presented here.
This work describes a method for predicting the energy decay in a room impulse
response (RIR) simulated with the ISM. The proposed approximation method is
based on a geometrical consideration of the ISM principle: the acoustic power in the
transfer function at a speciﬁc time lag can be seen as the addition of the contributions from the image sources located on a sphere centred around the receiver. This
approach leads to a closed-form expression which then allows a numerical prediction
of the energy decay curve (EDC); this alleviates the need to practically simulate
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the RIR of interest, which represents a computational advantage, for instance,
during the process of adjusting the RIR’s reverberation time. Furthermore, this
method eﬃciently deals with situations where current reverberation-time prediction
techniques experience signiﬁcant inaccuracies, such as in the case of non-uniform
absorption coeﬃcients. The ability to accurately predict the acoustic energy decay
in a given enclosure hence provides a computationally eﬃcient solution to the above
mentioned problem of predicting the RIR’s reverberation level, and also represents
a general development tool providing some preliminary insight into the acoustical
characteristics of the simulated environment.
In the following, the basic principles underlying the image-source method are
ﬁrst brieﬂy reviewed in Section 2, which also presents a modiﬁcation of the original ISM algorithm leading to more practically accurate impulse responses. This
modiﬁed ISM technique is used as a basis for the proposed EDC approximation
method, the details of which is then presented in Section 3. The accuracy and
practical relevance of this approximation method are then demonstrated using a
series of numerical evaluations in Section 4. In Section 5, it is shown how the
proposed technique can be eﬃciently applied to the problem of designing the environment’s absorption coeﬃcients in order to achieve a speciﬁc reverberation time
in the simulated RIRs. The superiority of this approach over several formulae used
currently in the literature is demonstrated by means of ISM simulations in various
room settings. Finally, Section 6 concludes with a discussion of the main concepts
and results presented in this work.

2

Image source method

This section brieﬂy reviews the basic principles underlying the image source simulation technique, and establishes the corresponding notational conventions used
in the following. It ﬁrst summaries the developments leading to the conventional
image source method, as presented originally in a landmark paper by Allen and
Berkley [1]. It then presents a modiﬁed version of this technique that will be used
in relation to the proposed energy decay approximation in Section 3.

2.1

Original approach

Allen and Berkley’s implementation of the image source method [1] is a well established algorithm for generating simulated RIRs in a given room. Assume that a
Cartesian coordinate system with coordinates (x, y, z) is deﬁned in the considered
enclosure, with its origin corresponding to one of the room corners. Let q and p
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denote the position vectors of a source and a receiver in this setting:
q = [xs , ys , zs ]T ,

(59)

T

p = [xr , yr , zr ] ,

(60)

where [ · ]T denotes the matrix transpose operator. Similarly, let
T

r = Lx Ly Lz

(61)

represent the vector of room dimensions, with length Lx , width Ly and height
Lz . It is assumed that the acoustical property of each surface in the enclosure is
characterised by means of a sound reﬂection coeﬃcient β, related to the absorption
coeﬃcient α according to the well-known formula [50]
α = 1 − β 2.

(62)

The reﬂection coeﬃcients for each surface are denoted βx,i , βy,i and βz,i , with
i = 1, 2, where the subindex 1 refers to the wall closest to the origin. As commonly assumed, this work is based on geometrical room-acoustics principles and
assumes that the reﬂection coeﬃcients are frequency-independent as well as angleindependent.3
The room impulse response from the source to the receiver can be determined
by considering image sources on an inﬁnite grid of mirror rooms expanding in all
three dimensions. The contribution of each image source to the receiver signal
is a replica of the source signal delayed by a lag τ , corresponding to the sound
propagation time from the image source to the receiver, and attenuated by a factor
A corresponding to the number of reﬂections on each wall as well as the sound
intensity decay along the path from the source to the receiver. The RIR h(·) hence
follows as [1]
1
∞


h(t) =
A(u, l) · δ (t − τ (u, l)) ,
(63)
u=0 l=−∞

where t denotes time, δ(·) is the Dirac impulse function, and the triplets u =
(u, v, w) and l = (l, m, n) are parameters controlling the image source indexing in
all dimensions. For conciseness, the sum over u (respectively l) in Equation (63)
is used to represent a triple sum over each of the triplet’s internal indices. The
attenuation factor A(·) and time delay τ (·) in Equation (63) are deﬁned as follows:
|l−u| |l|

A(u, l) =

|m−v| |m|

|n−w| |n|
βz,2

βx,1 βx,2 βy,1 βy,2 βz,1
4π · d(u, l)
τ (u, l) = d(u, l)/c ,

,

(64)
(65)

3
For conciseness, this work only considers frequency-independent and angle-independent coefﬁcients. Both the angle and frequency dependence could be included in the acoustic model, but
only at the expense of signiﬁcantly complicating the derivations presented in this work.
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where c = 342m/s is the sound propagation velocity, and d(·) represents the distance from the image source to the receiver:




 
d(u, l) = diag 2u − 1 2v − 1 2w − 1 · q + p − diag 2l 2m 2n · r  ,
(66)
where  ·  is the Euclidean norm and with diag(·) denoting a diagonal matrix with
the arguments as diagonal elements.
Finally, note that the number of image sources to include in the summation of
Equation (63) grows exponentially with the considered order of reﬂections. The
simulation of a full-length RIR using an image-source approach can thus lead to a
considerable computational load in practice.

2.2

Modiﬁed ISM technique

The basic image-source simulation method can be improved in a number of diﬀerent
ways. This section presents two such modiﬁcations, which lead to more eﬃcient
simulations and more accurate results. The resulting algorithm will be used as a
basis for the developments in the rest of this document.
2.2.1

Frequency-domain computations

The ISM implementation presented in Section 2.1 typically needs to be updated
in practice when dealing with discrete-time signals, since the time delay τ (·) does
not usually correspond to an integer multiple of the sampling period. In Allen and
Berkley’s approach [1], this problem is dealt with by using nearest-integer rounding
of each image source’s propagation time, resulting in a shift of the corresponding
impulse in the RIR. This approach thus leads to a coarse histogram-like representation [3, 5] of the desired RIR, which subsequently requires high-pass ﬁltering in
order to remove a non-physical defect of the model resulting at zero frequency.
A more accurate solution to this problem is to carry out the ISM computations
in the frequency domain, which allows the representation of fractional delays that
are not necessarily integer multiples of the sampling period. In the
√ frequency
domain, a time shift τ can be represented as exp(−jωτ ), with j = −1 and ω
denoting the frequency variable. The frequency-domain RIR H(·) hence results
from Equation (63) as
H(ω) =

1
∞



A(u, l) · e−jω τ (u,l) ,

(67)

u=0 l=−∞

where A(·) and τ (·) are computed according to Equation (64) and Equation (65),
respectively. The time-domain RIR then results as the inverse Fourier transform
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of H(·):

h(t) = F −1 {H(ω, q, p)} .

(68)

Note that the contribution of each image source in the time domain then results as
a (truncated) sinc-like fractional-delay ﬁlter that accounts for non-integer propagation times. The computation of h(·) in Equation (63) hence eﬀectively becomes
h(t) =

1
∞



A(u, l) · sinc(t − τ (u, l)) ,

(69)

u=0 l=−∞

with sinc(ξ) = sin(2πFs ξ)/(2πFs ξ) and Fs denoting the sampling frequency. This
approach, which was used previously by various authors [18, 33], essentially represents the frequency-domain equivalent to the low-pass impulse method (with
inﬁnite window duration) proposed by Peterson [51].
2.2.2

Practical advantage of the frequency-domain approach

In the case of a practical implementation, a signiﬁcant advantage of the frequencydomain approach described by Equation (67) and Equation (68) is the ability to
speed up the ISM computations according to the following principle. With timesampled signals, the Fourier transform in Equation (68) is replaced by a fast Fourier
transform (FFT), and the function H(·) in Equation (67) is computed at a number
of discrete frequency values ωk :
ωk = k · 2πFs /K ,
$ %& '

k = 1, . . . , K,

(70)

∆ω

where K the FFT length. It follows that the complex exponential function in
Equation (67) can be rewritten as
e−jωk τ = e−j(ωk−1 +∆ω)τ
−jωk−1 τ

=e

−j∆ω τ

·e

(71)
.

(72)

Thus, the exponential term for the k-th frequency value can be replaced with a
recursive computation involving the previous term with index k − 1 multiplied by
the factor exp(−j∆ω τ ), which is a constant calculated once only for each image
source. This results in a signiﬁcant reduction of the computational complexity
in the ISM implementation, since otherwise the complex exponential function is
executed K times for each one of a usually very large number of image sources.
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Figure 19: Typical RIR example obtained using frequency-domain ISM computations with positive reﬂection coeﬃcients. This example was computed for a
3.2m × 4m × 2.7m room, with p = [1.1m 1m 1.2m]T , q = [2m 3m 2m]T ,
sampling frequency, Fs = 16kHz, and uniform reﬂection coeﬃcients β = 0.92 for
each enclosure surface.
2.2.3

Negative reﬂection coeﬃcients

Given a speciﬁc absorption coeﬃcient α characterising any room surface, the corresponding reﬂection coeﬃcient β follows from Equation (62) as
√
β = ± 1− α.
(73)
The original ISM implementation makes use of the positive deﬁnition of the β
parameter, which results in a positive addition of the contribution from all the
considered image sources. However, when used in conjunction with a frequencydomain implementation (or equivalently, Peterson’s method), this approach generates anomalous RIRs showing a distinctively non-physical tail decay, as depicted
in Figure 19: the RIR is shifted upwards by a time-varying oﬀset value.
An alternative approach is to use the negative deﬁnition of the parameter β in
Equation (73). This can be explained by considering the angle-dependent formula
[52] for the reﬂection coeﬃcient of a boundary with impedance ζ:
β=

ζ cos(ψ) − 1
,
ζ cos(ψ) + 1

(74)

96

Part III

RIR Amplitude

0.04

0.02

0

−0.02

−0.04

0.05

0.1

0.15

0.2
Time (s)

0.25

0.3

0.35

Figure 20: Typical RIR example obtained using frequency-domain ISM computations with negative reﬂection coeﬃcients. This example was computed using the
same environmental setup as for Figure 19.
which can become negative for a certain range of incidence angle ψ.4 Using a negative β coeﬃcient implements a phase inversion (180◦ phase shift) upon every sound
reﬂection on the enclosure surfaces, which eﬀectively replicates the eﬀect of Equation (74). It also represents an approximation of what happens in practice, where
a sound-reﬂecting material is usually characterised in terms of energy absorption
and phase shift by means of a complex reﬂection coeﬃcient (acoustic impedance)
[11, 52–55]. As shown in Figure 19, and contrary to Figure 19, this alternative
approach results in RIRs whose shape compares well to that of practical RIR measurements [56, 57], an example of which is displayed in Figure 21. Thus, because
this model can be seen as being more accurate in replicating the eﬀects of a real
acoustic environment, the ISM algorithm used in the remainder of this work will
be based on Equation (67) and Equation (68) with the following deﬁnition of each
4
Please note that Equation (74) is only provided here in order to provide some insight into the
physical meaning of using negative β coeﬃcients. As mentioned in Section 2.1, the derivations in
this work assume angle-independent reﬂection coeﬃcients.
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Figure 21: Typical measurement of a real RIR recorded in a room with reverberation time T60 ≈ 0.6s.
image source’s amplitude factor:
A(u, l) =
1
· (−βx,1 )|l−u| (−βx,2 )|l| (−βy,1 )|m−v| (−βy,2 )|m| (−βz,1 )|n−w| (−βz,2 )|n| ,
4π d(u, l)
(75)
where d(·) is computed according to Equation (66) and with the β parameters
corresponding to the usual deﬁnition of sound reﬂection coeﬃcients. 5 Finally, it
must be noted that this “negative coeﬃcient approach” was previously studied and
used by António et al. [18].

2.3

Energy decay

Given a RIR h(t) computed for a speciﬁc environment according to Equation (68),
the energy decay envelope E(t), known in the literature as energy–time curve or
energy decay curve (EDC), can be computed using a normalised version of the
5
Note further that the use of negative β coeﬃcients in Equation (75) when computing simulated
RIRs does not impact on the subsequent developments since this work focuses on acoustic energy,
which in turn relies on squared amplitude coeﬃcients (i.e., acoustic power).
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Schroeder integration method [16, 58, 59]:

( ∞ 2
h (ξ) dξ
t
,
E(t) = 10 · log10 ( ∞ 2
h (ξ) dξ
0

(76)

where E(·) is expressed in dB. The result from Equation (76) can then be used as
a basis for deriving an estimate of the reverberation time, such as T20 or T60 for
instance.
A common problem with the integration method described here is that of slope
biasing in the tail of the energy–time curve [59, 60]. In practical RIR measurements,
the presence of background noise will bias the curve upwards in the late part of
the energy decay, in case the upper integration limit in Equation (76) is not chosen
properly. It is however worth noting that this problem is here avoided altogether
since the Schroeder integration method is applied directly to the computed RIR
itself; the background noise is therefore nonexistent in the considered application.

3

Proposed energy decay approximation

This section presents the developments leading to the proposed method for EDC
approximation. For clarity, the derivations are ﬁrst carried out in a two-dimensional
(2D) (x, y)-plane, and the results are then extended to the 3D case.

3.1

Theoretical developments

With the ISM technique, each image source can be seen as releasing a single sound
“particle” (impulse) travelling in the direction of the receiver at the speed of sound.
Each particle carries a unit amount of acoustic power, which decreases upon each
reﬂection on a boundary surface according to its absorption coeﬃcient, and as a
function of the distance travelled to the receiver. At the receiver, these sound
particles are then added together at the corresponding time lags to create the
impulse response.
Based on this principle, the value of the impulse response h(t) for a given time
t corresponds to the addition of the sound amplitude contributions from all the
image sources located on, or very close to a circle of radius ρ around the receiver,
with ρ  ρ(t) = c · t. This principle is demonstrated in Figure 22 for one quadrant
of the (x, y)-plane. Dashed rectangles represent images of the considered room,
and circles denote the image sources of interest for the given radius ρ. The original
source has been placed in the centre of the room for illustration purposes. The
analysis presented in this section is based on the assumption of a large radius, that
is
ρ  max{Lx , Ly , Lz } .
(77)
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Figure 22: Two-dimensional representation of the ISM principle. Dashed lines
represent the grid of images of the original room, which is displayed as a shaded
rectangle. The β parameters indicate the reﬂection coeﬃcients of the corresponding
boundaries, and circles (◦) represent the considered image sources.
For simplicity of the following derivations, it is also assumed that the receiver is
located at the centre of the coordinate system, as depicted in Figure 22. This
assumption, together with the fact that some image sources do not lie perfectly on
the considered circle, typically leads to approximation errors that become negligible
as the radius ρ of the considered circle increases.
Let us now consider an image source located at an angle ϑ along the considered
circle, see Figure 22. Prior to reaching the receiver, its sound impulse traverses
a number Wx  Wx (ρ, ϑ) of walls in the x-direction, and Wy  Wy (ρ, ϑ) walls in
the y-direction, which can be determined in a straightforward manner on the basis
of the known position of the image source. Consequently, the power contribution
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P (·) made by this source to the transfer function can be expressed as
P (ρ, ϑ) =

2
)
(βx,1

Wx
2

Wx

2
2
(βx,2
) 2 (βy,1
)
2
(4πρ)

Wy
2

2
(βy,2
)

Wy
2

.

(78)

Note that in contrast to Equation (75), this expression eﬀectively corresponds
to a squared amplitude coeﬃcient since the current developments are based on
acoustic power rather than amplitude [11]. Equation Equation (78) makes use
of the assumption that along the path to the receiver, the number of walls with
coeﬃcient βx,1 (respectively βy,1 ) is approximately equal to the number of walls with
coeﬃcient βx,2 (respectively βy,2 ), that is, approximately equal to half the number
of walls Wx /2 (respectively Wy /2). Here again, this condition essentially becomes
valid as the radius ρ becomes large. In order to ultimately achieve a closed-form
expression of the desired EDC approximation, the number of boundaries between
the source and the receiver, in both dimensions, are determined according to a
ﬁrst-order approximation based on Figure 22:


ρ
2ϑ
Wx =
,
(79)
· 1−
Lx
π
ρ 2ϑ
Wy =
·
.
(80)
Ly π
Using the approach described so far, it follows that the value of the power
impulse response hP (t) at time t, where the subscript in hP (·) emphasises the fact
that the RIR is power-based, can be determined as

hP (t) =
P (ρ, ϑi ) ,
(81)
i∈Ic

with ρ = c · t, the variable ϑi denoting the angle of the i-th image source, and Ic
representing the index set of the sources located on the considered circle. The basis
of the proposed approximation is then to consider Equation (81) as a Riemann sum
that can be represented as the integral of a continuous function over the angle ϑ:

hP (t) · ∆ϑ =
P (ρ, ϑi ) · ∆ϑ
(82)
i∈Ic
 2π

≈

P (ρ, ϑ) dϑ .

(83)

0

As a result of the symmetry in the problem deﬁnition, the analysis can be restricted
to a quarter of the circle, i.e., for ϑ ∈ [0, π/2]. An estimate ĥP (·) of the power
transfer function then follows from Equation (82) as
 π
2
4
hP (t) ≈ ĥP (t) =
P (ρ, ϑ) dϑ .
(84)
∆ϑ 0

Prediction of Energy Decay in Simulated Room Impulse Responses

101

The angular variable ∆ϑ can be determined as
∆ϑ =

2π
,
Ns

(85)

where Ns corresponds to the total number of image sources considered on the circle,
or located very close to it. From Figure 22, it can be seen that for ϑ → 0, the
average distance between the image sources on the circle approaches Ly ; similarly,
it approaches Lx for ϑ → π/2. Consequently, the parameter Ns is here deﬁned as
the circle’s circumference divided by the average room dimension, i.e.,
Ns =

2πρ
,
r̄

(86)

with r̄ = (Lx + Ly )/2. The value of ∆ϑ then follows as ∆ϑ = r̄/ρ, which, together
with Equation (84), leads to the following approximation of the power RIR for the
2D setting:
 π
4ρ 2
ĥP (t) =
P (ρ, ϑ) dϑ .
(87)
r̄ 0

3.2

Extension to three dimensions

An extension to the 3D case is obtained via a generalisation of the above developments and the introduction of the polar angle ϕ ∈ [0, π], as depicted in Figure 23.
The total energy in the RIR for a given time lag t corresponds to the sum of the
contributions from image sources located on, or very close to a sphere with corresponding radius ρ = c · t, centred on the origin. The corresponding 3D extension
of Equation (82) follows as

hP (t) · ∆ϑ =
Pi (ρ, ϑi , ϕi ) · ∆ϑ∆ϕ
(88)
i∈Is

 π
=

2π

P (ρ, ϑ, ϕ) dϑ dϕ ,
0

(89)

0

where Is represents the index set of the sources located on the sphere. Limiting
here again the analysis to one eighth of the sphere, this results in Equation (87)
then becoming
 π π
2
2
8ρ
ĥP (t) =
P (ρ, ϑ, ϕ) dϑ dϕ ,
(90)
r̄ 0 0
where r̄ now includes the third room dimension:
r̄ =

Lx + Ly + Lz
,
3

(91)
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Figure 23: Deﬁnition of variables in a spherical coordinate system. The grid of
points on the sphere is not representative of the 3D distribution of image sources
in the ISM technique.
and with the 3D extension of the power coeﬃcient and number of walls:
(βx,1 βx,2 )Wx (βy,1 βy,2 )Wy (βz,1 βz,2)Wz
,
(4πρ)2
ρ 
2ϑ  2ϕ
·
,
· 1−
Wx =
Lx
π
π
ρ 2ϑ 2ϕ
·
Wy =
·
,
Ly π π
ρ 
2ϕ 
.
· 1−
Wz =
Lz
π

P (ρ, ϑ, ϕ) =

(92)
(93)
(94)
(95)

Inserting Equation (92)–Equation (95) into Equation (90) and analytically solving
the double integral ﬁnally leads to the following estimate ĥP (·) ≈ hP (·) of the
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power transfer function:
1
ĥP (t) =
·
8ρ r̄
⎧
   
  
Bz
⎪
“Bz ” Ei1 log Bz
+
log
log B
−
⎪
By
⎪
Bx
x
log B
⎪
⎪
x






⎪
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Bz
Bz
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⎪
Ei1 log B
− log log B
⎪
y
y
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⎪
⎪








⎪
⎨ Bz
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⎪
B−Bz
⎪
⎪
⎪
log( BB )
⎪
z
⎪
⎪
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if Bx = By = Bz ,
if Bz = By = Bx  B

(96)

or Bz = Bx = By  B ,
if Bz = Bx = By  B ,
if Bx = By = Bz  B ,

with γ = 0.5772157. . . the Euler–Mascheroni constant and with the following deﬁnitions:
Bx = (βx,1 βx,2 )ρ/Lx ,
By = (βy,1 βy,2 )

ρ/Ly

(97)

,

(98)

Bz = (βz,1βz,2 )
,
Lx + Ly + Lz
,
r̄ =
3

(99)

ρ/Lz

(100)

The function Ei(·) denotes the ﬁrst-order exponential integral,6 and is deﬁned in
terms of the incomplete Gamma function for ξ = 0 as [61]
Ein (ξ) = ξ n−1 · Γ(1 − n, ξ) .

(101)

The exponential integral is a common mathematical function, which can be evaluated numerically using a power series representation [61, 62].

3.3

Approximation of energy decay

On the basis of Equation (76), an estimate of the energy decay curve can be computed as
( ∞
ĥP (ξ) dξ

.
(102)
E(t) = 10 · log10 (t∞
ĥP (ξ) dξ
0
6

The exponential integral Ei(·) is a standard function built into several mathematical packages
such as Matlab, Maple and Mathematica.
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Figure 24: Numerical evaluation of the approximate power transfer function ĥP (·),
for various levels of reverberation, i.e., various β coeﬃcients, in a room with dimensions r = [4.0m 5.0m 2.9m]T .
In practice, the integrals on the right-hand side of Equation (102) can be replaced
with Riemann sums as follows [63]:

t

∞

ĥP (ξ) dξ ≈ T ·

∞


ĥP (t + iT ) ,

(103)

i=0

with an appropriate discretisation step T . The validity of this approximation depends upon the function ĥP (·) being smooth and bounded in the considered interval, which is supported by the plots in Figure 24; it is also shown in the next
section that Equation (103) indeed holds true for the type of function deﬁned in
Equation (96). Thus, the estimated energy–time curve can be ﬁnally computed
according to Equation (102) and Equation (103), as
"
∞
 ≈ 10 · log10 " i=0 ĥP (t + iT ) , t > t0 .
E(t)
(104)
∞
i=0 ĥP (t0 + iT )
The introduction of the parameter t0 in Equation (104) can be explained as follows. According to the assumptions made in this work, the EDC approximation
is expected to be inaccurate for small ρ values, that is, for t → 0. Therefore, the
approximation formula in Equation (104) can be considered as relevant only for
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values of t greater than a speciﬁc threshold, denoted here as t0 . Section 4 will provide more detail regarding an appropriate setting of the t0 parameter for numerical
simulation purposes.

3.4

Discussion

Two distinct sources of error can be identiﬁed in relation to the expression proposed
in Equation (104). As mentioned previously, the assumption of a large radius ρ will
typically lead to a poor approximation of the true EDC as t → 0. In(addition, the
t
parameter t0 eﬀectively introduces an additive error term related to 0 0 h2 (ξ) dξ in
the denominator of Equation (104). This error term is related to the missing initial
part of the denominator integration:
 t0
∆  ∆(t0 ) =
h2 (ξ) dξ ,
(105)
0

which is impossible to calculate on the basis of ĥP (·) due to the intrinsically poor
approximation of h2 (·) provided by ĥP (·) for values of t below the threshold t0 . The
error term ∆ is however independent of the time variable t, and thus potentially

creates a constant oﬀset in the EDC approximation curve E(·).
These two distinct
eﬀects will be illustrated more speciﬁcally in the following section.
Finally, the inﬁnite sums in Equation (104) have to be truncated to a ﬁnite set
of indices in practice. As shown in Figure 24, the function ĥP (t) tends towards
0 very quickly as t increases, and as a result, the summation can be terminated
relatively early while still providing a good approximation for practical purposes.

4

Numerical evaluations

This section provides some examples of the results obtained with the proposed
EDC approximation method. Figure 25 considers a typical enclosure setup, the
details of which are provided in Table 12, for three diﬀerent levels of reverberation
and assuming uniform reﬂection coeﬃcients β for all enclosure surfaces. The solid
lines represent the energy decay computed via Equation (76) on the basis of the
impulse responses simulated with the ISM technique of Section 2.2. Circle markers
(◦) indicate the values obtained via Equation (96) and Equation (104) computed
at several discrete values of time. Figure 26 shows similar results, obtained using
a diﬀerent room setup (see Table 12) in the case of non-uniform wall reﬂection
coeﬃcients, the values of which are given in Table 13. Note that the curves in
Figure 26 correspond to a scenario where a pair of opposing walls are signiﬁcantly
diﬀerent in reﬂectivity compared to other surfaces; this speciﬁc case was found to
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Figure 25: Examples of energy decay curves with uniform reﬂection coeﬃcients.
(a) β = 0.669 (T20 ≈ 0.05s), (b) β = 0.831 (T20 ≈ 0.1s), and (c) β = 0.889
(T20 ≈ 0.15s). Solid lines represent E(t) obtained from ISM computations; circles

(◦) indicate values obtained with the proposed approximation E(t).
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Figure 26: Examples of energy decay curves with non-uniform reﬂection coeﬃcients, for (a) T20 ≈ 0.05s, (b) T20 ≈ 0.1s, and (c) T20 ≈ 0.15s. See Table 13 for
corresponding β values. Solid lines represent E(t) obtained from ISM computa
tions; circles (◦) are values from the proposed approximation E(t).
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lead to discrepancies between the estimated and measured reverberation times in
Allen and Berkley’s publication [1].
Figure 25
r (m)
[4.0 5.0 2.9]T
q (m)
[1.5 1.0 1.0]T
p (m)
[3.5 3.8 1.9]T
Fs (Hz)
16000

Figures 26 and 27
[3.2 4.0 2.7]T
[1.1 1.0 1.2]T
[2.0 3.0 2.0]T
16000

Table 12: Environmental parameter setup for the results presented in Figures 25,
26 and 27.
Despite several simplifying assumptions made in this work, Figures 25 and
26 demonstrate that the proposed EDC approximation technique is quite accurate when estimating the energy decay in RIRs produced with the image-source
method. The overall decay rate, as well as the shape (curvature) of the decay lines
for non-uniform β coeﬃcients, match the practical results relatively well. With
respect to the eﬀects of the large-radius assumption mentioned previously, these
numerical results also illustrate the discrepancy between the approximated and
the practical results at low t values, which appears as a slight upward bias at the
beginning of the approximation curves. This eﬀect becomes more pronounced for
larger reverberation times, but remains nonetheless relatively negligible for most
practical purposes.
Curve
(a) T20 ≈ 0.05s
(b) T20 ≈ 0.1s
(c) T20 ≈ 0.15s

βx,1

βx,2

βy,1

βy,2

βz,1

βz,2

0.032 0.032 0.548 0.548 0.837 0.837
0.675 0.675 0.787 0.787 0.915 0.915
0.802 0.802 0.866 0.866 0.945 0.945

Table 13: Values of reﬂection coeﬃcients for each boundary surface, for the curves
displayed in Figure 26.
It must be noted here that the results in Figures 25 and 26 have been obtained
with an optimal setting of the variable t0 (i.e., the time lag of the ﬁrst value on
the approximation curves). This eﬀectively compensates for the constant error
term discussed in Section 3.4, and thus enables a better visual comparison of the
displayed results. In practice, a non-optimal setting of t0 would hence result in a
slight oﬀset in the corresponding EDC approximation curve. It was found empirically that choosing t0 = 1.5 · p − q/c or t0 = 1.5 · r̄/c achieves a relatively good
match for a large array of enclosure sizes and reﬂection coeﬃcients. Note also that
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Figure 27: EDC approximation results with varying integration intervals, for T20 ≈
0.1s and using the same setup as in Figure 26. The integration interval is deﬁned
as (a) T = 0.014s, (b) T = 0.024s, and (c) T = 0.083s.
this oﬀset only has a marginal eﬀect when assessing the overall energy decay of
the considered RIR or when measuring quantities such as the reverberation time.
Section 5 further demonstrates the practical accuracy of the proposed method by
providing more results from extensive numerical simulations. The development of
a more accurate deﬁnition of the parameter t0 is left as matter for further research,
as a result of its minor impact on the considered analysis.
Finally, the diﬀerent plots in Figure 27 provide an insight into the inﬂuence of
the discretisation interval T in Equation (104). This ﬁgure displays the approximation results for three diﬀerent time lengths, computed with T20 ≈ 0.1s and for an
environmental setup as described in Table 12. These results clearly demonstrate
the fact that the accuracy of the approximation remains very good regardless of
the number of points considered along the curve, which corroborates the validity of
the approximation in Equation (103). If necessary, the calculations can hence be
made more eﬃcient computationally by reducing the number of points on the approximation curve, with only a marginal reduction of the representation accuracy.
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Computational requirements

As mentioned earlier, the computation of energy–time curves by means of ISMbased simulations can be computationally very demanding. The EDC approximation method proposed in this work alleviates this heavy computational burden by
providing a closed-form expression allowing the quasi-instantaneous computation
of a room’s EDC curve.
To highlight the computational advantages of the proposed approach, Table 14
presents the average CPU (central processing unit) time required by each method
for the computation of an energy decay curve, as a function of the reverberation
time T60 . These results represent the average over 80 EDC simulations carried
out for various enclosures with randomly generated dimensions and source–sensor
conﬁgurations. For the proposed approach, all EDCs were approximated with a
constant discretisation step T = 0.005s. Both methods were implemented in the
Matlab programming language with a sampling frequency Fs = 8kHz, and the
computations were carried out on a modern 2.0GHz computer. For both methods,
the computation of each separate EDC was terminated once the energy level in the
RIR had decreased by approximately 60dB.
As demonstrated by the results in Table 14, the proposed technique considerably reduces the computational requirements compared to ISM simulations. This
computational advantage is even more signiﬁcant with the multiple computation
of one RIR, for instance, in the process of adjusting sound reﬂection coeﬃcients
to achieve a desired reverberation time (as in the example of Section 5). Note
also that the computational requirements of the ISM-based simulations increases
further as the sampling frequency Fs is increased.
T60 (s)

Proposed

ISM-based

0.1
0.2
0.3
0.4
0.5
0.6

0.0082
0.015
0.022
0.029
0.036
0.042

2.72
7.75
32.96
101.18
236.17
466.92

Table 14: Average CPU times required for EDC computations at various reverberation times T60 , for ISM-based simulations and the proposed EDC approximation
method.
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Design of reﬂection coeﬃcients

This section describes a possible application of the developments presented in Section 3. It presents a method for designing the value of reﬂection coeﬃcients in order
to achieve a given reverberation time in the considered virtual enclosure. As mentioned earlier, the image source method constitutes a major tool in the process of
assessing the performance of many acoustic signal processing algorithms operating
in reverberant environments.
Typically, the image source model is used to test the algorithms under consideration, in order to determine their robustness against increasing levels of environmental reverberation. For the sake of a fair and consistent comparison, it is hence
important to ensure that the algorithms are assessed using the same measure of
reverberation across all test simulations.
In recent literature [37, 42, 43, 46], a common approach to this assessment
process involves the use of the well-known Sabine or Eyring formulae to determine reﬂection coeﬃcients given a desired reverberation time. The RIRs are then
generated with the ISM technique (possibly using Peterson’s improvement [51] to
Allen and Berkley’s original method [1]), and the performance results are ﬁnally
displayed against the reverberation time that was used as a basis for the derivation
of the β coeﬃcients. As shown in the next subsection, this approach is however
subject to signiﬁcant inaccuracies, especially for a non-uniform deﬁnition of the
reﬂection coeﬃcients in the considered room. This discrepancy between predicted
and measured reverberation time was also observed in several publications of the
acoustics literature [18, 64]. As a result, it is very likely that the performance outcomes are ultimately presented for a reverberation level that does not correspond
to the actual testing conditions.
An alternative approach chosen by various authors is to present the performance
results versus the reﬂection coeﬃcient itself [30–33, 36]. However, contrary to more
intuitive measures such as the reverberation time T60 for instance, this way of
presenting results does not provide any real insight into the practical reverberation
characteristics of the considered environment.
The EDC approximation method proposed in Section 3 can be used eﬃciently
to alleviate these problems altogether, by providing an accurate and unequivocal
correspondence between the reﬂection coeﬃcients β and the resulting reverberation
time.

5.1

Preliminaries

Consider an enclosure where each boundary surface is assigned an absorption coeﬃcient as follows: αx,1  α1 , αx,2  α2 , αy,1  α3 , and so forth. For the sake
of clarity, it is assumed that the coeﬃcients are identical for each pair of opposing

Prediction of Energy Decay in Simulated Room Impulse Responses

111

EDC (dB)

0
−20
−40

0

T20,EDC

0.05

0.1

0.15 0.2
time (s)

0.25

0.3

Figure 28: Determining the reverberation time T20 from the proposed EDC approximation results.
walls, i.e.,
α1 = α2  α · wx ,

(106)

α3 = α4  α · wy ,

(107)

α5 = α6  α · wz ,

(108)

where wx , wy and wz are absorption weighting factors for the walls in the x, y
and z dimension, respectively. This representation allows for clearer derivations
related to non-uniform absorption coeﬃcients, which can be simply characterised
in terms of the single parameter ᾱ used in conjunction with the weights vector w =
[wx , wy , wz ], or alternatively, the weighting ratios (wx : wy : wz ) ≡ (α1 : α3 : α5 ).
It must be stressed however that this restriction is without loss of generality, since
the following derivations can be easily extended to the case where all coeﬃcients
have diﬀerent values.
In the following, the reverberation time will be characterised using T20 , see
Figure 28, rather than T60 . The T20 is here deﬁned according to the classical
formula as the time required by the RIR energy E(·), deﬁned by Equation (76), to
decay from −5dB to −25dB:
T20 = E −1 (−25) − E −1 (−5) ,

(109)

where E −1 (ξ) corresponds to the time lag tξ for which E(tξ ) = ξ. The reason
for using T20 instead of the more common T60 parameter is solely in order to
reduce the computational load when measuring the reverberation time in a series
of simulated RIRs in Section 5.4. By using the parameter T20 instead of T60 , it
is only necessary to compute the EDC down to −25dB (or slightly below), which
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involves signiﬁcantly less image sources during the RIR computations. It is however
emphasised that the present developments are valid for any quantity of interest
deﬁned on the basis of the EDC, such as T60 , T30 , early decay time, etc.

5.2

Reverberation time prediction formulae

As mentioned above, previous literature works have made extensive use of wellknown reverberation time formulae to solve the problem under consideration. Many
reverberation time expressions can be found in the acoustics literature [65], and
the present work investigates some of the most commonly used formulae, namely
Sabine’s formula [66]:
0.161 · V
T60,S (α, w) = "6
,
(110)
i=1 Si αi
Eyring’s formula [67]:
T60,E (α, w) =

0.161 · V
,
"
−S · log 1 − 6i=1 Si αi /S


(111)

0.161 · V
,
i=1 Si · log(1 − αi )

(112)

Millington–Sette’s formula [68, 69]:
T60,MS (α, w) =

−

"6

and Fitzroy’s formula [70]:


0.161 · V
−2Ly Lz
T60,F (α, w) =
·
−
S2
log(1 − (α1 + α2 )/2)

2Lx Ly
2Lx Lz
−
,
log(1 − (α3 + α4 )/2) log(1 − (α5 + α6 )/2)

(113)

where V represents the room volume, S is the total surface area of the enclosure,
and Si , i ∈ {1, . . . , 6}, are the surface areas of each individual wall. Because the
expressions in Equation (110) to Equation (113) were derived on the basis of the
average sound absorption within the room, or assuming a homogeneous spatial
distribution of the sound energy (diﬀuse ﬁeld), they implicitly assume a linear
energy decay in the resulting EDC. It follows that for each of these cases, the T20
value is simply deﬁned as
T20,(·) (α, w) = T60,(·) (α, w)/3 .

(114)

Given a speciﬁc weighting vector w, the problem of determining the value of α
that achieves a desired reverberation time, denoted here as T60,des , can be seen as
a nonlinear optimisation problem:


α(·) = arg min  T60,des − T60,(·) (α, w)  ,
(115)
α∈[0,1]
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where the subindex in α(·) indicates one of the formulae in Equation (110) to
Equation (113). This minimisation problem can be solved numerically using, a
golden section search algorithm with parabolic interpolation [71].

5.3

Reverberation time prediction using EDC approximation

The EDC approximation method described in Section 3 can be used in a straightforward manner for the purpose of reverberation time prediction. As depicted in
Figure 28, the numerical value of T20,EDC (ᾱ, w) for a given absorption parameter ᾱ
and weighting vector w is obtained by simply computing the EDC approximation
curve according to Equation (104), and determining the corresponding reverberation time value directly from it. A ﬁrst-order interpolation between points is also
used in this process to reﬁne the estimate. Using this approach, the value of ᾱ
yielding the desired reverberation time T20,des is ﬁnally obtained as the solution to
the same optimisation problem as given by Equation (115).

5.4

Numerical results

The reverberation time prediction accuracy of the classical formulae in Equation (110) to Equation (113) as well as the method proposed in Section 5.3 is
assessed as follows. Given a speciﬁc target reverberation time T20,des and weight
vector w, the absorption parameter ᾱ is determined for each method via Equation (115). The image-source model is then used with the resulting ᾱ value to generate a number of RIRs in the considered environment, and the “true” reverberationtime value T20,meas is measured directly from each RIR using the deﬁnition in Equation (109). For the proposed EDC approximation method, the frequency-domain
ISM algorithm with negative reﬂection coeﬃcients is used to simulate the RIRs,
as described in Section 2.1. Peterson’s implementation [51] of the ISM algorithm
with positive reﬂection coeﬃcients is used with the classical reverberation time
prediction methods, which represents the approach that is currently widely used
in the literature. The resulting error ε is then simply deﬁned, for each RIR, as


ε = T20,des − T20,meas  .
(116)
For a given T20,des , this process is repeated for a total of 30 randomly selected
source and receiver positions, in each of eight diﬀerent rooms, ranging from a size
of 2.7m × 3m × 2.5m (volume of 20.25m3 ) to 6.53m × 7.26m × 4.27m (volume of
202.5m3 ). Finally, Figure 29 presents the root-mean-square error (RMSE) ε̄ for
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Figure 29: T20 prediction error for each considered method. The absorption coefﬁcient ratio wx : wy : wz is deﬁned as (a) 1.0 : 1.0 : 1.0, (b) 1.0 : 0.8 : 0.6, (c)
1.0 : 0.6 : 0.3, and (d) 1.0 : 0.5 : 0.1. The keys used are: Proposed method (◦),
Sabine (•), Millington-Sette (∗), Eyring () and Fitzroy ().
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each method, averaged over the K = 240 resulting error values:
1 K 2
ε ,
ε̄ =
k=1 k
K
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(117)

where εk represents the error value for the k-th simulation. Each plot in Figure 29
presents the results obtained with diﬀerent ratios (wx : wy : wz ) of absorption
coeﬃcients, representing various levels of non-uniform sound absorption, including
the special case of equal coeﬃcient values.
Note that these graphs only display results for simulation conditions that are
considered to be “physically” attainable by the diﬀerent approximation formulae:
assuming non-uniform wall coeﬃcients results in some surfaces having non-total
absorption (i.e., α = 1), which in turn will generate a minimum, non-vanishing
amount of reverberation in the enclosure. In other words, some values of T20 below
a certain limit will be impossible to generate given a speciﬁc room r and nonuniform weighting vector w. Error results below this limit are not displayed in
Figure 29, since it is known that such simulation conditions will yield large errors
by deﬁnition.

5.5

Discussion

Figure 29 shows that the proposed EDC approximation method is able to maintain
a low level of error for the considered test scenarios, and provides the best results
among the ﬁve considered T20 prediction methods. None of the classical formulae
is able to provide a consistently low level of estimation error, and for most of
them, the error becomes larger as the desired reverberation time value increases.
This consequently raises some doubts regarding their usefulness in predicting the
reverberation level in simulated RIRs, which can be regarded as being of some
concern since several publications have been published which provide assessment
results based on these formulae [42, 43, 45–47]. On the other hand, the results
obtained with the proposed EDC approximation are consistently better than any
other method. For the proposed technique, the largest error in fact occurs in the
case of uniform absorption coeﬃcients and large T20 values, as shown in the top lefthand graph of Figure 29. This is a direct result of the upwards biasing problem
of the EDC approximation curve, as observed in Section 4, and which becomes
more pronounced when the “true” EDC is close to a straight line, i.e., in the case
of uniform α coeﬃcients. Finally, it is also interesting to notice how Fitzroy’s
formula becomes more accurate as the level of non-uniformity in the absorption
coeﬃcients increases. This formula was empirically derived to account for a nonuniform deﬁnition of the absorption coeﬃcients in the room [70], which explains
this eﬀect in the results of Figure 29.
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In summary, the results displayed in Figure 29 demonstrate that the proposed
EDC approximation method can be used as an eﬃcient tool in the process of
analysing acoustic signal processing algorithms, evaluated on the basis of image
source simulations. The results in this section show that the accuracy of this
approximation technique allows to generate simulated RIRs with a reverberation
time within a small percentage of the desired T20 value. Consequently, this approach can be eﬃciently implemented in replacement of the only current solution
to this speciﬁc issue, i.e., a lengthy trial-and-error process using time-consuming
ISM simulations.

6

Conclusion

This work proposes a method for approximation of the acoustic energy decay in
simulated room impulse responses, and demonstrates that this technique provides
an accurate prediction of the energy–time function generated on the basis of a
modiﬁed version of the widely used image-source model. This method thus enables designers to eﬃciently investigate some of the acoustical characteristics of
a simulated room without the need to generate the impulse responses of interest.
Due to the considerable computational demands usually associated with the imagesource model, this consequently represents a substantial reduction of the resulting
computational burden.
Furthermore, the developments presented here explicitly establish an unequivocal connection between environmental factors such as the walls’ absorption coeﬃcients and the level of reverberation resulting in the considered enclosure. As shown
in this work, this relation is not currently well modelled by classical reverberationtime formulae, especially with a non-uniform deﬁnition of the sound absorption
coeﬃcients. Experimental results show that the accuracy of the proposed approximation technique allows to generate a reverberation time in the simulated impulse
responses within a small percentage of the targeted value. In order to test audio processing algorithms, the proposed method hence provides engineers with a
valuable tool to generate realistic impulse responses, whose main parameter of interest, namely the reverberation level, can be eﬀortlessly and accurately tuned.
This consequently ensures that the algorithms are tested, and performance results
are presented, versus a reverberation level that corresponds more or less exactly
to what was used during the algorithm simulations. The uniformity of the performance results can thus be guaranteed when comparing the diﬀerent approaches
to a speciﬁc audio processing problem presented by various researchers in diﬀerent
publications.
Finally, the technique described here can also be of potential interest in other
application ﬁelds of acoustic design and engineering, such as virtual auditory environments, perceptual acoustics, architectural design, sound ﬁeld modelling, etc.
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Abstract
Two new computationally eﬃcient wideband direction of arrival estimation algorithms, Root-SRP-PHAT and Far-Field SRP-PHAT, are presented.
The new algorithms are compared to two well established acoustic localisation algorithms, the Root-MUSIC and the standard SRP-PHAT. The comparison includes both an in depth theoretical analysis and a simulation of
the acoustic environment, its inﬂuence on the accuracy of the algorithms, as
well as results from a real-time implementation in a real room environment.
The results from the real-time implementation include computational load,
and robustness to noise and reverberation. Results show that the new algorithms are more computationally eﬃcient and more robust compared to
their predecessors.

1

Introduction

Finding a robust estimate of the direction of arrival (DOA) to a sound source using a
microphone array is a critical feature of a wide variety of applications, ranging from
security applications such as battleﬁeld sensor networks and automatic surveillance
systems [1], to oﬃce and domestic applications such as conference telephones and
home automation systems [2]. Furthermore, the employed DOA estimation algorithm must be computationally eﬃcient in order to reduce power consumption.
The DOA for a sound source is calculated from the time delay of arrival (TDOA)
of a sound wavefront across a given microphone pair. Early methods to calculate
the TDOA were based on cross-correlation estimation in the time [3] or frequency [4]
domain from a single pair of sensors. The time-domain approach was abandoned
due to poor resolution, but the frequency domain approach was extended and
applied to microphone pairs by Rabinkin [5], and later applied to microphone arrays
by Silverman and Brandstein [6]. Their work has underpinned the development of
the algorithms featured here.
In parallel, model-based narrowband DOA estimation methods such as RootMUSIC [7] were developed and applied to sonar and radar signals. Advances in
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coherent wideband processing [8] and shaped response interpolation (SRI) [9] later
made it possible to apply narrowband algorithms to wideband data.
In applications such as conference telephones, in which the localisation algorithm is used in conjunction with speech pickup, a single microphone array is often
used to pick up sound for both a speech enhancement algorithm and a localisation
algorithm. Multi-channel speech enhancement algorithms such as beamformers [10]
often require critically sampled arrays [11] (i.e., arrays with a spacing for which
the spatial sampling theorem is fulﬁlled), which place constraints on the possible
geometry of the array. The focus here is on localisation algorithms that are able to
operate using critically sampled arrays where the array aperture is relatively small.
The algorithms featured here are varieties of the steered response power - phase
transform (SRP-PHAT). The original algorithm [6] is modiﬁed for DOA estimation
of sound sources located in the far-ﬁeld relative to the microphone array. A further
extension combines the algorithm with SRI and root solving to estimate the DOA.
The algorithms are denoted Far-Field SRP-PHAT [12] and Root-SRP-PHAT [13],
respectively. The theory section includes an in depth analysis of room reverberation
and background noise ﬁelds, and the evaluation refers back to the theoretical analysis and conﬁrms its conclusions. In order to assess the computational demands
and give insight into the behaviour of the algorithms in real room environments,
the algorithms are implemented and evaluated in real-time on a standard personal
computer (PC). The evaluation is performed with regards to robustness to noise
and reverberation and to computational load in a real room environment. The
results of all evaluations are compared with those of the standard SRP-PHAT [6]
and the Root-MUSIC [7] algorithm.
This part is organised as follows: Section 2 introduces a signal model and provides a theoretical introduction to array signal processing in indoor environments
in the presence of diﬀerent types of background noise ﬁelds. It is followed by a
review of the sampling theorem and its relation to array signal processing in Section 3. In Section 4, general signal processing algorithms are developed which
are useful for array localisation. This section also examines the relation between
these algorithms and room reverberation and background noise. The localisation
algorithms themselves are presented in Section 5, using the signal processing algorithms developed in the preceding section. Room reverberation and background
noise are revisited, and analytic expressions developed in Section 4 are used to
analyse their eﬀect on the localisation algorithms. Finally, the implementation and
evaluation of the algorithms is presented in Section 5. The evaluation is divided
into two major subsections. The ﬁrst is an oﬄine evaluation, in which analytic
expressions for room reverberation and background noise developed in Section 2
are used to highlight diﬀerent properties of the localisation algorithms predicted in
Sections 4 and 5. The second subsection is a real-time implementation, in which
the computational load properties of the algorithms are evaluated. The second
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Figure 30: A typical scenario with L speakers in a noisy room.
subsection also contains an evaluation of the eﬀect of background-noise and room
reverberation in a real room environment. The conclusion is found in Section 7,
followed by appendices containing theoretical derivations of some of the equations
introduced in Section 4.

2

Signal model

Consider L persons, in the positions q ,  = 1, 2, . . . , L, speaking independently in
a room environment. The sound originating from speaker , is denoted s (t), where
t is time, impinges on a linear array of M microphone elements. The microphone
elements are located in the positions pm ,m = 1, 2, . . . , M, and the distance between
two microphones m and n is denoted dm,n . The vectors q and pm are vectors
representing points in a Cartesian coordinate system. The microphone signals,
xm (t), are band width limited to fmin ≤ f < fmax , where f denotes frequency in Hz.
The microphone signals are corrupted with noise vm (t), and the impulse response
between speaker  and array element m is denoted hm (t, q ) and is considered to
be stationary over the measurement time. The scenario is illustrated in Figure 30.
The array output vector x(t) is formed by gathering the microphone signals in
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a vector according to

T
x(t) = x1 (t) x2 (t) · · · xM (t) ,

(118)

where ()T denotes transpose. In order to simplify notation, to begin with, the
discussion will be limited to one speaker. The speaker index  is, therefore, dropped
in sections 2.1 to 2.5.

2.1

The wave equation and its solution

The propagation distance for sound in indoor environments is relatively short,
thus the eﬀect of attenuation and dispersion due to the viscosity of the air can be
ignored. Furthermore, inside a room the air is of an even temperature with minimal
movement. As a result, the speed of sound, c, can be considered constant and
uniform at all points inside the room. The consequence of the above assumptions
is that the standard wave equation [14] can be used to describe the sound ﬁeld inside
a room. When a source is present, the wave equation is formulated according to
[15]
1 ∂ 2 p
− ∇2 p = s(t, u),
(119)
c2 ∂t2
where s(t, u) determines the extent of the sound source in time and space, and
p determines the pressure change. A general solution to Equation (119) can be
found by introducing the Green function, g(t, p|ν, u), into the wave equation. The
solution is given as [15]

 t
p (t, p) =
s(ν, u)g(t, p|ν, u)dudν,
(120)
ν=−∞

u∈V

where V denotes all of space. It is important to note that this equation is used to
describe the sound ﬁeld in a point. Thus, in order to be used as a valid model, the
real microphones used to pick up the sound must have an omni-directional pickup
pattern and must be small – both in relation to wave length and the smoothness
of the wavefront.
Noise is deﬁned as unwanted signals added to the speech signal recorded by
the microphone elements. Noise can originate both from other sound sources and
during signal acquisition and processing, and can be assumed to be uncorrelated
with the speech signals. The noise corrupted signal received at microphone m is
deﬁned as
xm (t) = p (t, pm ) + vm (t).
(121)
Sound emitted by a human originates from a relatively small area, and will
therefore appear as a point source when observed from a distance. For a single
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point source, located in the point q with source signal s(t), the sound source s(t, u)
is described as
s(t, u) = s(t)δ(u − q),
(122)
where δ(·) is the delta function.
Since the impulse response between the speaker q and the microphones pm is
stationary, and therefore time invariant, we have
g(t, pm|ν, u) = hm (t − ν, u).

(123)

Inserting Equations (121), (122) and (123) into Equation (120) yields
 ∞ 
xm (t) =
s(t)δ(u − q)hm (t − ν, u)dudν + vm (t)
ν=−∞



∞

=

u∈V

s(ν)hm (t − ν, q)dν + vm (t)

(124)

ν=−∞

= s(t) ∗ hm (t, q) + vm (t),
where ∗ denotes convolution.

2.2

The cross-spectral density function

The cross-spectral density function Rxm,n (Ω), where Ω = 2πf , between the two
microphones m and n, is deﬁned as the Fourier transform of the cross-correlation
between the two microphone signals
Rxm,n (Ω, q) = F {E [xm (τ )xn (τ + t)]}
= F {E [s(τ )s(τ + t)] ∗ hm (t, q) ∗ hn (−t, q) + E [vm (τ )vn (τ + t)]}
= Rs (Ω) · Hm (Ω, q) · Hn∗ (Ω, q) + Rvm,n (Ω),
(125)
where E [·] and F {·} denotes the expected value and the Fourier transform, respectively. Furthermore, Hm (Ω, q) is the Fourier transform of the room impulse
response hm (t, q) and ()∗ denotes complex conjugation. The cross-spectral density
function for the noise, Rv m,n (Ω), and the power-spectral density function, Rs (Ω),
for the speech are deﬁned as
Rvm,n (Ω) = F {E [vm (t)vn (τ + t)]}
Rs (Ω) = F {E [s(t)s(τ + t)]} ,
assuming that the speech and noise signals are stationary.

(126)
(127)
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The Fourier transform of the room impulse response, Hm (Ω, q), can be rewritten
on polar form as
Hm (Ω, q) = Am (Ω, q)ejφm (Ω,q) ,
(128)
where Am (Ω, q) and φm (Ω, q) denote the amplitude and the phase function, respectively. Insertion of Equation (128) into Equation (125) yields
Rxm,n (Ω, q) = Rs (Ω) · Am (Ω, q)ejφm (Ω,q) · An (Ω, q)e−jφn (Ω,q) + Rvm,n (Ω)
= Rs (Ω) · Am (Ω, q) · An (Ω, q)ej(φm (Ω,q)−φn (Ω,q)) + Rvm,n (Ω)
= Psm,n (Ω, q) · e

j(φm (Ω,q)−φn (Ω,q))

(129)

+ Rvm,n (Ω),

where
Psm,n (Ω, q) = Rs (Ω) · Am (Ω, q) · An (Ω, q).

(130)

Hence, in the noiseless case, the cross-spectral density function contains the phase
diﬀerence between the two microphone signals multiplied by a real valued constant
corresponding to the power level of the source signal arriving at the microphones.
In Sections 2.3 and 2.4 we will show that the parameter of interest, the TDOA, is
contained within this phase diﬀerence.
In the case when m ≡ n, Equation (129) reduces to
Rxm,m (Ω, q) = Rs (Ω) · |Hm,m (Ω, q)|2 + Rvm,m (Ω)
= Rs (Ω) · |Am (Ω, q)|2 + Rvm,m (Ω)
= Ps m,m (Ω, q) + Rv m,m (Ω).

(131)

Thus, no TDOA information can be gained from a single microphone.

2.3

Free-space propagation

In free-space the room impulse response function simpliﬁes a delay and an attenuation factor, both of which are proportional to the distance between the speaker
and the microphone


δ t − pmc−q
hm (t, q) =
.
(132)
4πpm − q
Insertion of Equation (132) into Equation (124) results in the simpliﬁed formula


 ∞
δ t − ν − pmc−q
s(ν)
dν + vm (t)
xm (t) =
4πpm − q
−∞


(133)
s t − pmc−q
=
+ vm (t).
4πpm − q
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Using the above equation, the Fourier transform of the impulse response H(Ω, q),
simpliﬁes to


 ∞ δ ν − pm −q
c
Hm (Ω, q) =
ejΩν dν
4πp
−
q
m
−∞
(134)
p m −q
ejΩ c
=
,
4πpm − q
which is a linear phase function and an attenuation factor. The cross-spectral
density function for free-space propagation follows when Equation (134) is inserted
into Equation (125)
Rxm,n (Ω, q) = Rs (Ω) · Hm (Ω, q) · Hn∗ (Ω, q) + Rvm,n (Ω)
p m −q−p n −q

c
ejΩ
= Rs (Ω) ·
+ Rvm,n (Ω)
4πpm − q · pn − q
= Psm,n (Ω, q) · ejΩ∆m,n (q) + Rvm,n (Ω),

(135)

where ∆m,n (Ω, q) is the TDOA of a wave front propagating from the speaker to
the microphones
pm − q − pn − q
∆m,n (q) =
,
(136)
c
and
1
,
(137)
Psm,n (Ω, q) = Rs (Ω) ·
4πpm − q · pn − q
is the power of the source signals at the microphones.
It should be noted that, whilst free-space propagation does not occur in real
room environments, the direct path between the source and the microphone array
always corresponds to the term
Rsm,n (Ω, q) = Psm,n (Ω, q) · ejΩ∆m,n (q) ,

(138)

and exists as long as there is a free line of sight between the source and the microphone array. Furthermore, free-space models provide a useful tool for generating
synthetic signals, which can be used to isolate certain properties of localisation
algorithms.

2.4

Noise and room impulse response

The localisation algorithm presented here attempt to extract the TDOA from the
cross-spectral density function between microphone signals. However, the crossspectral density function contains noise and is distorted by the room impulse response, commonly referred to as reverberation. This section provides an analysis
of how reverberation and noise aﬀect the cross-spectral density function.
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We know from Equation (135) that the TDOA, ∆m,n (Ω, q), is embedded in
the phase diﬀerence as long as there is a free line of sight between the speaker
and the microphone pair. For the sake of argument we shall assume that it is
possible to separate the direct path from the room impulse response, and rewrite
the cross-spectral density function from Equation (129) as
Rxm,n (Ω, q) = Psm,n (Ω, q)ej(φm (Ω,q)−φn (Ω,q)) + Rvm,n (Ω)
= Rs m,n (Ω, q) + Ri m,n (Ω, q) + Rv m,n (Ω),

(139)

where Rim,n (Ω, q) is the cross-spectral density function for the room impulse response, excluding the direct path.
The eﬀect of noise and reverberation on TDOA based localisation algorithms
can be highlighted using a graphical representation, see Figure 31. The ﬁgure shows
that given a ﬁxed noise and reverberation level and a ﬁxed TDOA, the angular
distortion on the cross-spectral density function is much larger when the relative
signal level is low. Thus, it is the ratio between signal to noise and reverberation
level that determines how big the impact is on the cross spectral density function for
TDOA estimation purposes. The following two sections derive analytic expressions
for the cross-spectral density function in the presence of room impulse response
and diﬀerent types of background noise.

Rsm,n (Ω, q)
Rsm,n (Ω, q)
Rdm,n (Ω, q)

Rxm,n (Ω, q)

Rdm,n (Ω, q)
Rxm,n (Ω, q)

Figure 31: Cross-spectral density function distortion for diﬀerent signal levels,
where Rdm,n (Ω, q) = Rim,n (Ω, q) + Rvm,n (Ω). Right ﬁgure, high signal power and
left ﬁgure, low signal power.

2.4.1

Room impulse response

The impulse response between the source and a microphone element corresponds
to an aggregation of all possible paths the sound can take from the source which
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reach the microphone element. The most obvious is the direct path, but, there
are an inﬁnite number of indirect paths consisting of reﬂections oﬀ walls and other
surfaces in the room who also contributes to it. One possible model for the impulse
response is the image source model [16–18], presented in Part III. This model is
imperfect, as it fails to model wall impedances [19, 20], refraction [14] and smaller
objects in the room causing diﬀraction [14]. Nevertheless, it may be used to provide
useful insight into how the reverberation aﬀects the cross-spectral density function.
Using the image source model, the impulse response between the source and
microphone no. m can be expressed as a sum of delayed impulses using the Fourier
transform
∞

Hm (Ω) =
Am,i · ejΩTm,i ,
(140)
i=1

where the amplitudes Am,i corresponds to attenuation, and delays Tm,i to propagation time (source position vector q is dropped for clarity). The amplitude
components are proportional to
βm,i
Am,i ∼
,
(141)
4πTm,i c
where the numerator βm,i < 1 is attenuation caused by wall impedances7 and the
denominator Tm,i c  1 is caused by the expansion of the spherical wave originating
from the source. The following properties for βm,i and Tm,i c can be deduced from
Part III:
βm,i −−−→ 0

(142)

Tm,i −−−→ ∞

(143)

i→∞
i→∞

hence Am,i is small for large values of i.
Assuming that the impulse responses are sorted with respect to amplitude so
that Am,i ≥ Am,i−1 , the direct path between the source and the microphone will
correspond to i = 1. Furthermore, the eﬀect of the room impulse response on
the cross-spectral density function is isolated by setting the background noise to
zero. The cross-spectral density function can subsequently be formed by inserting
Equation (140) into Equation (125) as:
Rxm,n (Ω) = Rs (Ω) · Hm (Ω) · Hn∗ (Ω) + Rvm,n (Ω)
∞
∞


jΩTm,i
Am,i · e
·
An,l · e−jΩTn,l
= Rs (Ω) ·
= Rs (Ω) ·

i=1
∞
∞ 


(144)

l=1

Am,i An,l · ejΩ(Tm,i −Tn,l ) .

i=1 l=1
7

Expression is only valid for ideal rigid walls with frequency independent reﬂection coeﬃcient
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Moving the direct path outside the sum and using Equation (136), yields
⎛

⎞

⎜
⎜
jΩ∆m,n
+
Rxm,n (Ω) = Rs (Ω) ⎜
⎜Am,1 An,1 · e
⎝



⎟
⎟
⎟ . (145)
⎠

jΩ(Tm,i −Tn,l ) ⎟

Am,i An,l · e

0<i≤∞
0<l≤∞
{i,l}={1,1}

Thus, it is possible to view reverberation as an additive disturbance correlated with
the sound source. This property has been explored by a number of authors [21] as
a means of improving the performance of localisation algorithms. Let Γd and Γi
denote the direct path and reverberation term, respectively;
Γdm,n (Ω) = Am,1 An,1 · ejΩ∆m,n

Γim,n (Ω) =
Am,i An,l · ejΩ(Tm,i −Tn,l ) .

(146)
(147)

0<i≤∞
0<l≤∞
{i,l}={1,1}

Using the above notation in Equation (145) yields
Rxm,n (Ω) = Rs (Ω)(Γdm,n (Ω) + Γim,n (Ω))
= Rs (Ω) · Γdm,n (Ω) + Rs (Ω) · Γim,n (Ω)
= Rsm,n (Ω) + Rim,n (Ω),

(148)

Rsm,n (Ω) = Rs (Ω) · Γdm,n (Ω)
Rim,n (Ω) = Rs (Ω) · Γim,n (Ω).

(149)
(150)

where

Thus, the direct path and the reverberation information can be separated, as postulated in Equation (139).
Returning to the eﬀects of reverberation on the cross-spectral density function,
an analysis of Equation (145) reveals the following interesting properties:
Prop. 1. Rapid energy decay of reﬂected terms
Am,i An,l −−−−−→ 0 m, n ∈ 1, 2, . . . , M .
{i,l}→∞

(151)

The rate of energy decay increases with larger room size, due to the increase
of propagation time, T . The rate of energy decay is also increases if the walls
of the room absorb Energy decay is also increased if the walls of the are good
sound absorbers since this reduces the size of the attenuation factor, β, see
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Equation (141) to Equation (143). Hence early reﬂections are likely to have
a larger impact on the cross-spectral density function. Furthermore, a large
room with low impedance walls will cause less distortion on the cross-spectral
density function than a small room with high impedance walls.
Prop. 2. Distance between source and array. As evidenced by Equation (137), the
direct path amplitude A1 is inversely proportional to the distance between
the source and the microphones. As a result, the relative impact of the
reverberation becomes smaller when the source is closer to the array.
Prop. 3. Phase diﬀerence between reﬂected components. For a given attenuation factor
Am,i An,l = Ac














jΩ(Tm,i −Tn,l ) 
jΩ(Tm,i −Tn,l ) 


=
A
A
A
·
e
·
e
m,i n,l
c 



{i,l}∈{Am,i An,l =Ac }
{i,l}∈{Am,i An,l =Ac }


(152)


jΩ(Tm,i −Tn,l ) 

≤ Ac ·
e
,
{i,l}∈{Am,i An,l =Ac }

but for a given time delay Tm,i − Tn,l = Tc

 


 







jΩ(Tm,i −Tn,l ) 
jΩTc 


Am,i An,l · e
Ai Al · e

=

{i,l}∈{Tm,i −Tn,l =Tc }
 {i,l}∈{Tm,i −Tn,l =Tc }


=
Am,i An,l .

(153)

{i,l}∈{Tm,i −Tn,l =Tc }

These equations tell us that, if the reﬂected components for a given attenuation product accumulate at diﬀerent delays, the sum of the components
is smaller than their individual amplitudes. However, if components accumulate at the same delay, the accumulated sum of reﬂected amplitudes can
become large, potentially even larger than the direct path. It should be noted
that this can happen in real environments even if the wall impedance is low.
Thus, the sum of reﬂections can cause a “shadow source” which is stronger
than the true source. Note that Equations (152) and (153) are determined
both by the position of the source in relation to the microphone array, and
the position of the array in relation to the room, since their positioning aﬀects
the path of the reﬂected sound.
As evident by property 1 and 2 in the above list, the ratio between the direct path
and the reverberation improves, ﬁrstly, if the source is close to the speaker and
secondly, if the room is large with walls walls of low acoustic impedance. However,
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property 3 shows us that reverberation can be unpredictable, and may have a
large inﬂuence on the cross-spectral density function, even in well-damped rooms.
Hence, to assess the performance of an array signal processing algorithm operating
in reverberant environments, it is essential to evaluate it in a large number of rooms
of diﬀerent dimensions and level of reverberation.
If the speaker or the microphones are located in a corner of the room, it is
likely that multiple early reﬂections will have similar propagation times. Hence
from property 1 and 2, it is possible to conclude that this scenario should yield
a higher probability of a strong “shadow source” than a scenario in which the
microphones and the speaker are close to the centre of the room.
It should be noted that, in real room environments, the reﬂection coeﬃcients of
the room’s surfaces are frequency-dependent. The general trends for the frequencydependecy include high reﬂectivity in the low frequency region for rigid materials
with high density (such as concrete), and high absorption in the high frequency
region for porous or rough surfaces (such as carpets). One consequence of this is
that reverberation time 8 will be diﬀerent at diﬀerent frequencies in a real room
environment. Reﬂection coeﬃcients for real materials can be found in tables books
such as [22].
2.4.2

Noise

Noise is unwanted signals uncorrelated to the source signal that are added to the
microphone signals. There are three categories of noise which are relevant to microphone array signal processing:
Prop. 1. Electronic or measurement noise. This type of noise is thermal noise from
signal ampliﬁers [23], quantisation noise in analog to digital converters [24]
and thermal and mechanical sensor noise in the microphones [25]. This form
of noise is independent to any acoustic signals, unique for each microphone
and therefore spatially and temporally uncorrelated between microphone elements. As a result, the cross spectral density function is

Pv if m ≡ n
Rvm,n (Ω) =
,
(154)
0
Otherwise
where Pv denotes the total noise power. As may be observed from the above
equation, this type of noise does not aﬀect TDOA based localisation algorithms, since it does not cause any distortion on the relative phase between
two microphone elements.
8
The reverberation time is determined by the rate of energy decay in the impulse response,
see Part III.
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Prop. 2. Directive noise. This type of noise is constituted by actual sound sources
emitting noise signals [14]. They will appear as plane-wave or point sources,
where for example noise transmitted through a wall appears as a plane-waves
source and noise emitted from a small machine as a point source. The crossspectral density function for this type of source is the same as that of a speech
source. For a discussion on point versus plane-waves, see Section 2.5.
Prop. 3. Spatially diﬀuse noise. Noise impinging on the array from all directions simultaneously is referred to as spatially diﬀuse noise. One common method
for modelling this type of noise is as an inﬁnite number of independent planewave sources impinging on the array from all directions simultaneously. This
type of diﬀuse noise is called isotropic noise, and is a commonly used noise
model for array signal processing applications [26–29]. It has the cross spectral density function


Ω · pm − pn 
Rv m,n (Ω) = Pv · sinc
,
(155)
c
where sinc(x) = sin(x)/x is the Sinc function. As mentioned in the introduction, the array geometries considered here are critically sampled [11]. For
a critically sampled array, the distance between two adjacent microphone
elements m and n, we have pm − pn  ≤ λmin /2, where λmin = c/fmax corresponds to the minimum signal wavelength. Hence, the minimum value of
Rvm,n (Ω) is found at Ω = 2πfmax as


2πfmax · c/(2fmax)
Rvm,n (2πfmax ) ≥ Pv · sinc
c
(156)
= 0.
The maximum value is found at Ω = 0
 
0
Rvm,n (0) ≤ Pv · sinc
c
= Pv .

(157)

Hence, a real number in the range 0 ≤ Rvm,n ≤ Pv is added to the crossspectral density function, for two adjacent microphone elements. This value
becomes closer to Pv for lower frequencies.
From the list above, it can be seen that (in the context of localisation algorithms),
the main concern is diﬀuse and directive noise, since these types of noise causes
distortion to the cross-spectral density function.
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As is the case with reverberation, it should be noted that noise is generally also
frequency dependent, and its power does vary in real noise situations. Contrary to
reverberation, however, the absolute noise power is independent from the speech
power. Hence, the power of the speech will aﬀect the performance of localisation
algorithms evaluated in noisy environments.

2.5

Near-ﬁeld and far-ﬁeld

When the distance between a speaker and the microphones is increased, the curvature of the wave front becomes increasingly ﬂat. A point source located far away
from the microphone array is, therefore, hard to distinguish from a plane-wave
source. The relation can be shown mathematically by investigating the TDOA
when the source distance is increasing. The following vector notation is used in
order to simplify the notation
a = pm − q
b = pn − q
d = p m − pn ,

(158)
(159)
(160)

see ﬁgure 32.
q

a
b

pm

d

pn

Figure 32: Near-ﬁeld source.
Insertion into Equation (136) yields
a − b
c
a − b ada · d
=
c
ada · d
a − b a
d cos θ
=
c
a(a − b)
1 a − b
=
nT d,
c a − b cos γ

∆m,n (q) =

(161)
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where γ is the angle between a and b, and θ is the angle between a and d. The

T
vector, n = cos θ sin θ , corresponds to a unit vector pointing towards q. When
the distance to the source increases, γ decreases, which yields
lim

γ→0

a − b
nT d = nT (pm − pn ).
a − b cos γ

(162)

When the distance between speaker and microphones is small, the speaker is
said to be in the near-ﬁeld, and when it is large, in the far-ﬁeld. Using the above
result, it is possible to split Equation (136) into two cases

pm −qn −pn −qn 
Near-ﬁeld
∆m,n (q{n,f} ) = qf T (pm −pc n )
,
(163)
Far-ﬁeld
c

T
where qn is the source position in Cartesian coordinates qn = x y , and qf is the
normal to the wave front of a plane-wave travelling towards the pair of microphones
qf = n.
The border between near and far-ﬁeld is given by [30]
ρ >

2f pm − pn 2
,
c

(164)

where ρ is the distance in meters from the centre point between the microphones
to the speaker.

2.6

Microphone arrays

In the case of multiple uncorrelated sound sources, Equations (125) and (131) will
generalise to
Rxm,n (Ω) =

Rxm,m (Ω) =

L

=1
L


Rs (Ω) · Hm (Ω, q ) · Hn∗ (Ω, q ) + Rvm,n (Ω)

(165)

Rs (Ω) · |Hm (Ω, q )|2 + Rvm,m (Ω).

(166)

=1

Taking the cross-spectral density function for all possible microphone pairs in the
array and arranging them in a matrix yields the cross-spectral density matrix
⎡
⎤
Rx1,1 (Ω) Rx1,2 (Ω) · · · Rx1,M (Ω)
⎢ Rx1,2 (Ω) Rx2,2 (Ω) · · · Rx1,M (Ω) ⎥
⎢
⎥
Rx (Ω) = ⎢
(167)
⎥.
..
..
..
.
.
⎣
⎦
.
.
.
.
RxM,1 (Ω) RxM,2 (Ω) · · · RxM,M (Ω)
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It follows from Equations (165) and (166) that Rxm,n (Ω) = Rx ∗n,m (Ω). Hence, the
cross-spectral density matrix is Hermitian.
Arranging the impulse-responses and spectral density functions into matrices
yields
⎡
⎤
H1 (Ω, q1 ) H1 (Ω, q2 ) · · · H1 (Ω, qL )
⎢ H2 (Ω, q1 ) H2 (Ω, q2 ) · · · H2 (Ω, qL ) ⎥
⎢
⎥
(168)
H(Ω) = ⎢
⎥
..
..
..
..
⎣
⎦
.
.
.
.
HM (Ω, q1 ) HM (Ω, q2 ) · · · HM (Ω, qL )
⎡
⎤
Rs 1 (Ω)
0
···
0
⎢ 0
Rs2 (Ω) · · ·
0 ⎥
⎢
⎥
Rs (Ω) = ⎢ ..
(169)
..
.. ⎥
.
.
⎣ .
.
.
. ⎦
0
0
· · · RsL (Ω)
⎡
⎤
Rv1,1 (Ω) Rv1,2 (Ω) · · · Rv1,M (Ω)
⎢ Rv2,1 (Ω) Rv2,2 (Ω) · · · Rv2,M (Ω) ⎥
⎢
⎥
Rv (Ω) = ⎢
(170)
⎥.
..
..
..
..
⎣
⎦
.
.
.
.
Rv M,1 (Ω) Rv M,2 (Ω) · · · Rv M,M (Ω)
The top matrix describes the impulse response from every source to every sensor,
and is denoted the array response matrix. The middle matrix describes the powerspectral density function of every speech source, and is called the source powerspectral density matrix. The bottom matrix represents the cross-spectral density
function between every sensor pair for the noise signals, and is referred to as the
noise cross-spectral density matrix. Note that, in the presence of only measurement
noise, the noise cross-spectral density matrix will be a diagonal matrix, Rv (Ω) =
Pv (Ω)I, where Pv (Ω), is the noise power and I, the identity matrix.
Insertion of Equations (165) and (166) into Equation (167) and using the above
matrix notation results in the compact equation
Rx (Ω) = H(Ω)Rs (Ω)H H (Ω) + Rv (Ω)

 
= F E x(t)xT (t) ,

(171)

where ()H denotes Hermitian transpose.
The rest of this part will be dedicated to a discussion of uniformly sampled,
linear microphone arrays with an inter-element distance of d meters. Furthermore,
a two dimensional coordinate system is used, and is centred in the middle of the
array with the microphones arranged along the x-axis. These restrictions will
further simplify the equation for the TDOA, e.g., Equation (163), in the far-ﬁeld
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case, to
qf T (pm − pn )
c
pm − pn  cos θ
=
c
(m − n)d cos θ
.
=
c

∆m,n (qf ) =

3

(172)

Sampling

The microphone signals x(t) are sampled at the sample frequency fs > 2fmax ,
and are transformed into frequency domain signals using the short time Fourier
transform (STFT). The output signals from the transformation are the discrete
T

array output vectors X(ωk , l) = X1 (ωk , l) X2 (ωk , l) · · · XM (ωk , l) , where
k = 1, 2, . . . , K denotes the frequency-band index, and l is the STFT frame index. These signals are used to formulate an estimate of the cross-spectral density
matrix according to

 x (ωk ) = 1
R
X(ωk , l)X H (ωk , l),
L l=1
L

(173)

where the angular frequency ωk ∈ {0, 2π}, relates to Ω as
Ω = fs · ωk
2π(k − 1)
= fs
.
K

(174)

For simplicity, every frame l is K samples long and is windowed using a rectangular window. Furthermore, the STFT operates without frame overlap or zero
 x (ωk )
padding. As a result, the total number of time samples used to calculate R
is K · L.

3.1

Finite measurement time and frequency resolution

The estimation of the cross-spectral density matrix improves as the number of audio
time samples L is increased, as more data reduces uncertainty in the estimate.
Hence, a higher value of L yields a smaller DOA estimation error. Furthermore,
increasing the number of frequency bands K also increases the amount of data used
 x (ωk ), which (again) reduces uncertainty in the DOA estimate.
to estimate R
It should be noted that if the source is moving, the array response matrix H(ω)
will be time varying. In practice this will decrease the accuracy of the estimate of
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 x (ωk ) as L and K are increased. Thus, there
the cross-spectral density matrix R
is a trade oﬀ between the dynamics of the source movement, and the estimation
accuracy of the relative phase response. To study this phenomenon further it would
be necessary to apply time-frequency analysis methods. Whilst time-frequency
analysis comprises an interesting ﬁeld of study, it is outside the scope of this thesis,
and the interested reader is referred to [31–33]. In the following it is assumed that
L and K are chosen in order to provide a good trade oﬀ between speaker movement
and the robustness of the estimate of the cross-spectral density matrix.

3.2

Time delay of arrival

The TDOA in the discrete time domain is denoted τm,n (q), is given in samples,
and relates to its continuous time counterpart, ∆m,n (q), as
τm,n (q) = ∆m,n (q) · fs .
Insertion of Equations (175) and (172) into Equation (163) yields

pm −qn −pn −qn 
· fs Near-ﬁeld
c
τm,n (q{n,f} ) = (m−n)d cos
,
θ
· fs
Far-ﬁeld
c

(175)

(176)

where θ = arccos ([qf ]1 ).
To simplify notation for the far-ﬁeld case we shall introduce ϑ, which corresponds to the TDOA for two adjacent microphones, and is deﬁned as
ϑ = fs

d cos θ
.
c

(177)

Since the array is critically sampled [11], the distance d ≤ λmin /2, where λmin =
c/fmax corresponds to the minimum signal wavelength. Insertion into Equation (177)
and using 2fmax < fs yields
d cos θ
c
c/(2fmax ) cos θ
≤ fs
c
c/fs cos θ
< fs
c
= cos θ,

ϑ = fs

(178)

hence, ϑ is limited to the range −1 < ϑ < 1. This result is valid both for the near
and the far-ﬁeld case, and eﬀectively means that the propagation delay between
two adjacent microphones in the linear array is limited to less than one sample,
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regardless of where the source is placed in relation to the array. As a consequence,
the absolute maximum propagation delay between any two microphones in the
array is limited to |m − n| samples, thus
|τm,n (q)| < |m − n|,

(179)

This result is important for the development of localisation algorithms, and will
be used in the derivation of the steered response power function in Section 4.2.
Equation (179) can be veriﬁed by substituting Equation (178) and its limits into
Equation (176).

4

Signal transformation and analysis

The following three sections present a number of general techniques useful for the
development of localisation algorithms.

4.1

The phase transform

In a single source scenario, an estimate of the relative phase response ψ̂m,n (ωk ) for
 x as
the frequency band ωk and microphones m and n, is obtained from R
4
5
 x (ωk )
R
m,n
(180)
ψ̂m,n (ωk , q) = 4
5  ,
 R
 x (ωk )



m,n
4
5
 x (ωk )
provided that R

m,n

= 0; for k = 1, 2, . . . , K and {m, n} ∈ {1, 2, . . . , M}.

Insertion of Equations (129) and (130) yields
Psm,n (ωk , q)ej(φm (ωk ,q)−φn (ωk ,q)) + Rvm,n (ωk )
.
ψ̂m,n (ωk , q) = 
Psm,n (ωk , q)ej(φm (ωk ,q)−φn (ωk ,q)) + Rvm,n (ωk )

(181)

The operation introduced in Equation (180) is referred to as the phase transform
(PHAT) [4], and was originally an ad-hoc method used in signal analysis to improve
phase function estimates [34]. The reasoning behind the transform is that source
position information contained in the microphone signal power is unreliable and is
therefore discarded. Further, it is assumed that noise power is low in relation to
signal power and that distortion on the relative phase is function is small. In the
ideal case of no background noise and free-space propagation, the relative phase
response function simpliﬁes to
ψ̂m,n (ωk , q) = ejωk τm,n (q) ,

(182)
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where the parameter of interest, the TDOA τm,n (q), is contained in the exponential. An analysis of the eﬀect of reverberation and diﬀerent types of noise on the
estimated relative phase response may be found below.
The relative phase response functions can be gathered into the relative phase
response matrix ψ̂m,n (ωk , q). Since ψ̂m,m (ωk , q) ≡ 1 for m ∈ {1, 2, . . . , M}, the
relative phase response matrix is deﬁned as
⎡
⎤
1
ψ̂1,2 (ωk , q) · · · ψ̂1,M (ωk , q)
⎢ ψ̂ (ω , q)
1
· · · ψ̂1,M (ωk , q)⎥
⎢ 1,2 k
⎥
(183)
Ψ̂(ωk , q) = ⎢
⎥.
..
..
..
..
⎣
⎦
.
.
.
.
ψ̂M,1 (ωk , q) ψ̂M,2 (ωk , q) · · ·
1
Note that, as the cross-spectral density matrix is Hermitian, so too is the relative
phase response matrix.
4.1.1

Reverberation

To isolate the eﬀect of reverberation on the estimated relative phase response, the
noise is assumed to be zero. Inserting the expression for the direct path and the
reverberation from Equations (145), (146) and (147) into Equation (181), yields
Psm,n (ωk , q)ej(φm (ωk ,q)−φn (ωk ,q))

ψ̂m,n (ωk , q) = 
Psm,n (ωk , q)ej(φm (ωk ,q)−φn (ωk ,q)) 


Rs (Ω) · Γdm,n (ωk , q) + Γim,n (ωk , q)


= 
Rs (Ω) · Γd m,n (ωk , q) + Γi m,n (ωk , q) 

(184)

Γdm,n (ωk , q) + Γim,n (ωk , q)

= 
Γdm,n (ωk , q) + Γim,n (ωk , q)
= ejωk τm,n (q)−εi m,n (ωk ,q) ,
where εi m,n (ωk , q) is the relative phase error caused by the room’s reverberation.
An interesting conclusion may be drawn from the equation above, namely, that the
absolute signal level does not aﬀect the size of the error. The relative phase error
is derived in Appendix IV.A and is given by


sin(ωk (τm,n (q) − ζm,n (q)))
εim,n (ωk , q) = arctan
,
Pd m,n (ωk , q)/Pim,n (ωk , q) + cos(ωk (τm,n (q) − ζm,n (q)))
(185)
where
Pdm,n (ωk , q) = |Γdm,n (ωk , q)|
Pim,n (ωk , q) = |Γim,n (ωk , q)|
ωk ζm,n (q) = ∠Γim,n (ωk , q).

(186)
(187)
(188)
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From Equation (185), we can deduce
phase error
⎧
⎪
⎨ωk (τm,n (q) − ζm,n (q))
εim,n (ωk , q) = 0
⎪
⎩
0

147

the following properties for the relative
if Pdm,n (ωk , q)  Pim,n (ωk , q)
if Pdm,n (ωk , q)  Pim,n (ωk , q) .
if τm,n (q) ≡ ζm,n (q)

(189)

The top case corresponds to a very weak or blocked direct path. Insertion into
Equation (184), yields
ψ̂m,n (ωk , q) = ejωk ζm,n (q) ,
(190)
hence, the reverberation components are the only components which determine the
relative phase response. In the middle case in Equation (189), the direct path is
signiﬁcantly stronger than the reverberation, hence the reverberation does not distort the relative phase function. This case corresponds to free-space propagation.
Importantly, the bottom case demonstrate that even if reverberation is strong, it
is of no signiﬁcance if the accumulated reverberation energy arrives from the same
direction as the direct path. Thus, for certain TDOAs, the reverberation component does not aﬀect the relative phase response function even in highly reverberant
environments. Furthermore, from the denominator of Equation (185), it can be
seen that it is the ratio between the power of the direct path and the power of
the reverberation that determines the size of the reverberation. However, following
the discussion in Section 2.4.1 there is no way of determining this ratio due to the
unpredictable behaviour of reverberation component. This, again, underpins the
importance of the evaluating array signal processing algorithms in several diﬀerent
room environments in order to properly assess their robustness to reverberation.
4.1.2

Noise

The eﬀect of the noise component on the relative phase response can be isolated using a free-space model. Insertion of the free-space model deﬁned in Equation (138)
into Equation (181) yields
Psm,n (Ω, q) · e−jΩ∆m,n (q) + Rvm,n (ωk )

ψ̂m,n (ωk , q) = 
Psm,n (Ω, q) · e−jΩ∆m,n (q) + Rvm,n (ωk )
jωk τm,n (q)−εv m,n (ωk ,q)

=e

(191)

,

where εvm,n (ωk , q) is the relative phase error corresponding to the background
noise. The relative phase error is calculated as


sin(ωk (τm,n (q) − ηm,n ))
εvm,n (ωk , q) = arctan
,
Psm,n (ωk , q)/Pvm,n (ωk ) + cos(ωk (τm,n (q) − ηm,n ))
(192)
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where
Pvm,n (ωk ) = |Rvm,n (ωk )|
ωk ηm,n = ∠Rvm,n (ωk ).

(193)
(194)

As stated in Section 2.4.2, Two main categories of noise are signiﬁcant for
localisation purposes: directive noise and spatially diﬀuse noise. Directive noise
will have the same eﬀect and properties as reverberation. However, spatially diﬀuse
noise is more interesting, as its cross-spectral density function is real. Hence,
ωk ηm,n ≡ 0 and the relative phase error simpliﬁes to


sin(ωk τm,n (q))
.
(195)
εvm,n (ωk , q) = arctan
Psm,n (ωk , q)/Pvm,n (ωk ) + cos(ωk τm,n (q))
By analysing Equation (195), the following general properties can be found:

0
if Psm,n (ωk , q)  Pvm,n (ωk )
εvm,n (ωk , q) =
.
(196)
ωk τm,n (q) if Psm,n (ωk , q)  Pvm,n (ωk )
Hence, in the noiseless scenario, the relative phase function reverts back to the
free-space model. However, in the noise dominant case, the relative phase function
becomes purely real and no longer contains any information regarding the position of the source. This can be seen by inserting εvm,n (ωk , q) = ωk τm,n (q) into
Equation (191)
ψ̂m,n (ωk , q) = ej(ωk τm,n (q)−ωk τm,n (q))
= 1.

(197)

In the speciﬁc case of two adjacent microphones and Psm,n (ωk , q) > Pvm,n (ωk ),
(i.e., when the signal to noise ratio is greater than one), we also have

0 ≤ εvm,n (ωk , q) ≤ ωk τm,n (q) if τm,n (q) > 0
.
(198)
0 ≥ εvm,n (ωk , q) ≥ ωk τm,n (q) if τm,n (q) < 0
This follows from the positive denominator of Equation (192) in combination with
the fact that the array is critically sampled, and hence |ωk τm,n (q)| < π. Due to
the fact that the property above is applicable as long as |ωk τm,n (q)| < π, it is also
valid for microphone pairs that are further apart but only for parts of the frequency
range. This property has signiﬁcant implications for localisation algorithms as it
causes the source to appear closer to the broadside of the array than it actually is,
thus introducing a bias error. This property will be studied further in the following
sections.
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Steered response power

The steered response power (SRP) is a technique for analysing microphone array
signals. Given the relative phase response matrix for frequency band ωk , the SRP
is deﬁned as [5, 21]
P (ωk , u) =

M 
M


ψ̂m,n (ωk , q)e−jωk τm,n (u) ,

(199)

m=1 n=1

where u is a position vector. In the section below it will be shown that each of the
elements in the sum is periodic, and the number of periods are determined by the
distance between the microphone elements. Furthermore, Section 4.2.2 provides an
analysis of how noise and reverberation aﬀect the SRP.
4.2.1

SRP Function properties

In an ideal noise and reverberation free scenario, the highest peak of P (ωk , u) with
regard to u corresponds to the sound source location q. This can be shown by
separating the elements {m, n} and {n, m} from the sum in Equation (199). The
sum of these two elements will be denoted by Pm,n (ωk , u). The two elements are
located on opposite sides of the diagonal of Equation (199), and are thus complex
conjugates as Ψ̂(ωk , q) is Hermitian.
Pm,n (ωk , u) = ψ̂m,n (ωk , q)e−jωk τm,n (u) + ψ̂n,m (ωk , q)e−jωk τn,m (u)
= ejωk τm,n (q) e−jωk τm,n (u) + e−jωk τm,n (q) ejωk τm,n (u)
= ejωk (τm,n (q)−τm,n (u)) + e−jωk (τm,n (q)−τm,n (u))
= 2 cos(ωk (τm,n (q) − τm,n (u))).

(200)

Thus, Pm,n (ωk , u) constitutes a smooth continuous periodic function with its maximum peak at u ≡ q for all possible combinations of m, n and ωk .
From Equation (179), we know that τm,n (q) is limited to |τm,n (q)| < |m − n|.
Hence, given the highest frequency band ωk = π, we will ﬁnd the maximum number
of full periods of Pm,n (ωk , u).

T
Far-ﬁeld By starting with the far-ﬁeld
case for which u = cos γ sin γ and


T
as a function of γ, we ﬁnd that the maximum
evaluating Pm,n ωk , cos γ sin γ
number of full periods corresponds to |m − n|. This can be veriﬁed by setting
τm,n (q) = 0, thus Pm,n (ω
cos(x), where −π|m − n| < x <
k , u) is a cosine function;

T
has |m − n| full periods. As a result,
π|m − n|. Hence, Pm,n ωk , cos γ sin γ
the maximum number of maxima for P (ωk , u) is M + 1, with M − 1 resulting from
the SRP for the two end microphones in the array, and 2 for the truncation at
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the end of the curve. This is important to know if we wish to ﬁnd u in order to
maximise the value of P (ωk , u), thus estimating the location of the source.
Near-ﬁeld In the case of the near-ﬁeld, the SRP is a two dimensional function.

T
Using polar coordinates, let u = r cos γ sin γ denote the point for which the
SRP function is evaluated, where r and γ represent the distance and angle to the
source, respectively. An example of the shape of the SRP function can be seen in
Figure 33.
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Figure 33: SRP for ﬁve element array and a near-ﬁeld scenario. Left ﬁgure shows
the SRP as a function of the position u = [x y]T . The right ﬁgure shows the same
function seen from the side. The source is located in the position qn = [0.1 0.1]T ,
this point coincides with the highest maximum on the surface.
Due to the fact that τm,n (qn ) : R2 → R1 , at least two microphone pairs are
required in order to uniquely deﬁne the SRP. Thus, the microphone array must
have more than
elements.

 two microphone
Let pm = Cm 0 , where Cm = d(m − (M − 1)/2), denote microphone position
m. Using the near-ﬁeld deﬁnition from Equation (176) for the TDOA, we get
pm − u − pn − u
· fs
c
!
!
(Cm − r cos γ)2 + sin2 γ − (Cn − r cos γ)2 + sin2 γ
· fs .
=
c

τm,n (u) =

(201)

The maximum and minimum values of this function will determine the maximum
number of periods of the SRP function P (ωk , u). Starting with the angle γ, for
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which the maximum is given at π



 
T 
|Cm − r| − |Cn − r|
max τm,n r cos γ sin γ
= max
· fs
γ
c
d|m − n|
· fs .
=
c
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(202)

· fs . Thus, the
The minimum is found in the same way at −π, and equals − d|m−n|
c
maximum diﬀerence is 2d|m − n|, which is the same as for the far-ﬁeld case and
is consistent with Equation (179). The maximum value (with respect to distance
from the source) is given when the second square root of Equation (201) is zero,
which occurs when r cos γ ≡ Cn and γ ≡ π2
!

 
T 
(Cm − Cn )2 + sin2 γ − | sin γ|
= max
max τm,n r cos π sin π
· fs
r
c


|(Cm − Cn )2 + 1| − 1
= max
· fs
c
d|m − n|
<
· fs .
c
(203)
The minimum is found in the same fashion by setting r cos γ ≡ Cm , and is equal
to − d|m−n|
· fs . Thus the maximum diﬀerence is, again, 2d|m − n|, and consistent
c
with Equation (179).
Using
as utilised in the far-ﬁeld scenario, we can conclude
 the same reasoning
T 
that P ωk , r cos γ sin γ
is a smooth periodic function with a maximum of
M + 1 maxima with respect to both γ and r. Furthermore, the maxima are found
CM
C1
in the range −π < γ < π, with respect to angle, and in the range cos
< r < cos
,
γ
γ
with respect to distance. The lower limit, C1 < 0, is impractical, as the distance
to the source cannot be negative. Thus, the lower limit is set to 0. Furthermore,
γ can be zero, which would yield an upper limit of ∞.However, in practise, there
is no reason to extend r beyond the boundaries of the room in which the array is
located.
4.2.2

Noise and reverberation

In the presence of noise and/or reverberation, the relative phase error for each microphone pair will distort the SRP function, and will shift the maxima corresponding to the location, q, of the source. Given the relative phase error εm,n (ωk , q), the
SRP for the microphone pair {m, n} yields
Pm,n (ωk , u) = 2 cos(ωk (τm,n (q) − τm,n (u)) − εm,n (ωk , q)).

(204)
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Thus, the relative phase error shifts the SRP function of each microphone pair.
For the overall SRP, P (ωk , u), the interrelation between the relative phase errors
for all microphone pairs determines how the function is distorted. It is possible to
divide the relative phase errors into two groups. The two groups are illustrated for
a three element array in Figure 34.
• Errors acting randomly will lower the main peak of P (ωk , u), but not
necessarily shift it. This type of error is illustrated in the left image. It
can be seen that random errors shift the peak of each of the cosine terms,
which lowers, but does not shift, the main peak. In extreme cases, the peak
corresponding to the true source position can sometimes become lower than
a peak caused by errors.
• Errors acting in “unison” will shift the main peak of P (ωk , u), but not
lower it. This error type is illustrated in the right image. This image shows
that the errors do not lower the main peak; however, they do shift its location
signiﬁcantly.
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Figure 34: SRP for a three element array and a far-ﬁeld scenario for diﬀerent types
of relative phase error. Left ﬁgure shows random errors while the right ﬁgure shows
errors acting in unison. The absolute sum of the relative phase errors equals 0.6 in
both ﬁgures.

A suﬃcient condition for the relative phase errors to act in unison is
εm,n (ωk , q)
κ
m−n

for all {m, n} ∈ {1, 2, . . . , M},

(205)
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where κ is a constant in the range −ωk < κ < ωk , for which the limit follows
from the critically sampled array, see Appendix IV.B. A typical category of relative phase error that fulﬁls this requirement are errors caused by directive noise.
However, it is possible, but by no means necessary for errors caused by reverberation to have this property as well. Surprisingly, spatially diﬀuse noise fulﬁls
the requirement deﬁned in Equation (205). This can be shown by inserting the
worst case scenario outlined in Equation (196), where εm,n (ωk , q) = ωk τm,n (q), into
Equation (204)
Pm,n (ωk , u) = 2 cos(ωk (τm,n (q) − τm,n (u)) − εm,n (ωk , q))
= 2 cos(ωk (τm,n (q) − τm,n (u)) − ωk τm,n (q))
= 2 cos(−ωk τm,n (u)).

(206)

Thus, the source appears to be located straight in front of the array. Furthermore,
from the property outlined in Equation (198), we see a trend for all signal to noise
ratio levels by which the source appears closer to the broadside of the array than it
actually is, in the presence of spatially diﬀuse noise; for details see Appendix IV.B.
An interesting side eﬀect of spatially diﬀuse noise is that, for a real sensor signal
in which the speech signal level varies as a function of time, the speech source will
appear to be located straight in front of the array during speech pauses and at its
actual position during periods of high signal to noise ratio.
4.2.3

Relation to beamforming

The steered response power calculation is referred to by some authors [35] as a
form of beamforming [29]. This relation can be explored by setting the number of
frames L used in the cross spectral density function estimate to one. Dropping the
time index l for clarity, the relative phase response for L ≡ 1 yields
4
5
 x (ωk )
R
m,n
ψ̂m,n (ωk , q) = 4
5 

 R

 x (ωk ) m,n 
(207)
Xm (ωk )Xn∗ (ωk )
=
∗
|Xm (ωk )Xn (ωk )|
Xm (ωk )Xn∗ (ωk )
=
.
|Xm (ωk )| |Xn (ωk )|
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By inserting Equation (207) into Equation (199), and using the phase function
rather than the TDOA, we yield the modiﬁed SRP function
P (ωk , u) =
=

=

M 
M


ψ̂m,n (ωk , q)e−jωk τm,n (u)

m=1 n=1
M 
M


Xm (ωk )Xn∗ (ωk ) −jωk (φm (u)−φn (u))
e
|Xm (ωk )| |Xn (ωk )|
m=1 n=1
M
M
 Xm (ωk )e−jωk φm (u)
 Xn (ωk )e−jωk φn (u)

|Xm (ωk )|
m=1

2
M

Xm (ωk )e−jωk φm (u) 

=
 .


|Xm (ωk )|

n=1

∗

(208)

|Xn (ωk )|

m=1

This expression is identical to the calculation of the output power from a delayand-sum beamformer [29]. It is also much less computationally demanding than
evaluating the SRP according to Equation (199); see also Part I. However, this
approach is far less robust due to the fact that only one time sample is used in
the estimation of the cross-spectral density matrix. Therefore, in order to use this
method it is necessary to combine it with other techniques, such as particle ﬁltering;
see Part I and Part II.

4.3

Shaped Response Interpolation, SRI

 x (ωk ) will approxiProvided that each frequency band is suﬃciently narrow [9], R
mate Equation (171),
 x (ωk )  H(ωk )Rs (ωk )H H (ωk ) + Rv (ωk ),
R

(209)

where H(ωk ), Rs (ωk ) and Rv (ωk ) are the sampled values of the continuous frequency variables in Equation (171).
Using the estimated cross-spectral density matrix, narrowband TDOA estima x (ωk ) individually. This
tion algorithms can be applied to each frequency band R
approach will yield K sets of DOA estimates which must then be reconciled across
all frequency bands to yield a single estimate. This approach is referred to as
incoherent wideband processing.
Another approach, termed coherent wideband processing, makes much better
use of the available wideband data [36] which can be more computationally eﬃcient.
This approach applies array interpolation at each frequency band to give
g(ω0 , qf )  T (ωk )h(ωk , qf ) ; k = 1, 2, . . . , K,

(210)
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where g(ω0 , qf ) is a vector of impulse responses from a far-ﬁeld source to a virtual
array which is independent of ωk . Instead, the virtual array is dependent upon
a ﬁxed frequency ω0 , which does not change with ωk . In order to allow for the
application of algorithms speciﬁc to uniformly sampled linear arrays such as RootMUSIC, the virtual array is uniform linear. For the sake of simplicity, we use the
exact same array geometry for both the physical and virtual array. The vector
h(ωk , qf ) is the impulse response vector
T

h(ωk , qf ) = H1 (ωk , qf ) H2 (ωk , qf ) · · · HM (ωk , qf ) ,
(211)
which corresponds to one column of H(ωk ). Since H(ωk ) is not available in practice, a free-space far-ﬁeld model is employed.

T
Setting qf = cos θ sin θ , the SRI [9] optimum interpolation matrix T̆ is
designed using the least-squares problem formulation
T̆ (ω0 , ωk ) =



π

arg min

T (ω0 ,ωk )

−π


 
 
T 
T 

2
− g ω0 , cos θ sin θ
T (ω0 , ωk )h ωk , cos θ sin θ
 dθ.
(212)

This problem has a closed form solution, which is thoroughly explored in [37] and
will not be repeated here.
Applying interpolation to Equation (209) yields,
 x (ωk )T̆ H (ω0 , ωk )  T̆ (ω0 , ωk )H(ωk )Rs (ωk )H H (ωk )T̆ H (ω0 , ωk )
T̆ (ω0 , ωk )R
+ T̆ (ω0 , ωk )Rv (ωk )T̆ H (ω0 , ωk )
 G(ω0 )Rs (ωk )GH (ω0 ) + T̆ (ω0 , ωk )Rv (ωk )T̆ H (ω0 , ωk ),
(213)


where G(ω0 ) = g(ω0 , qf 1 ) g(ω0 , qf 2 ) · · · g(ω0 , qf L ) .
Equation (213) demonstrates how interpolation “lines up” the signal components across all frequency bands to G(ω0 )Rs (ωk )GH (ω0 ). This makes it possible
to sum the interpolated cross-spectral density matrices over all frequency bands to
give a single, combined cross-spectral density matrix
U (ω0 ) =

K


 x (ωk )T̆ H (ω0 , ωk )
T̆ (ω0 , ωk )R

k=1

(214)

 G(ω0 )Rs (ω0 )G (ω0 ) + Rv (ω0 ),
H

where Rs (ω0 ) is the combined signal power-spectral density matrix and Rv (ω0 )
is the combined noise cross-spectral density matrix. Thus U (ω0 ) contains the
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DOA information for all frequency bands in a single matrix. Both Root-MUSIC
(see Section 5.3) and Root-SRP-PHAT (see Section 5.2) use U (ω0 ), rather than
 x (ωk ), to perform the localisation.
R
Here, the optimisation problem is only designed to change the centre frequency,
not any geometrical properties. Thus, when used in combination with SRP, the
relative phase error can be assumed to be unaﬀected by the transformation. However, the summation in Equation (214) will have an impact on the overall relative
phase error, as the error may be diﬀerent at diﬀerent frequencies. This will be
discussed further for each individual algorithm in the sections below.

5

Localisation algorithms

Using the background material developed in the preceding section we will now
present four diﬀerent acoustic source localisation algorithms. The estimated crossspectral density matrix is used by the localisation algorithms to estimate the source
locations. A block diagram of how the localisation algorithms are constructed is
presented in Figure 35. The ﬁgure of merit used to evaluate the performance of
x1 (t)
STFT

STFT

xM (t)

Estimate cross-spectral
density matrix

x2 (t)

 x (ωk )
R

Localisation
Algorithm

q̂

STFT
Figure 35: Block diagram for localisation algorithm.
the localisation algorithms is the root mean square error (RMSE) between the
estimated and actual source positions
!
RMSE = E [q̂ − q2 ]
!
(215)
= bias2 + variance,
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where estimation bias and variance are deﬁned as
bias = E [q̂] − q
variance = V [q̂] ,

(216)
(217)

for which V [·] is the variance, and q̂ and q denote the estimated and the actual
source position, respectively.

5.1

Near-ﬁeld and far-ﬁeld SRP-PHAT

Using the SRP function presented in Section 4.2, a robust estimate of the source
position q̂ can be obtained by calculating the global maxima of P (ωk , q) for all
frequency bands k = 1, 2, . . . , K according to
q̂ = arg max P (u)
u

= arg max
u

K


(218)
P (ωk , u).

k=1

For a near-ﬁeld scenario, the algorithm corresponds to the standard SRP-PHAT
algorithm [6], and yields an estimate of the position of a speaker. However, if a
far-ﬁeld model is used, the algorithm simpliﬁes to the Far-Field SRP-PHAT [12],
and will only produce an estimate of the angle of arrival for the wave front. Both
these algorithms are robust, but computationally complex, as the results show.
5.1.1

Solving the optimisation problem

Equation (218) constitutes an optimisation problem with one or two unknowns,
depending on whether the near or far-ﬁeld scenario is considered. As we have
seen in Section 4.2, the number of maxima and minima of P (ωk , u) is limited to
M + 1. Hence, even though the optimisation problem is non convex, it is still easy
to solve due to the fact that P (ωk , u) is periodic, with a known maximum number
of periods. In the near-ﬁeld
scenario the
optimisation problem is simply solved by

T 
uniformly sampling P cos γ sin γ
as a function of γ at M + 2 points, starting
at γ = −π and ending at γ = π. The point with the highest power is then used as
a starting point for a one dimensional search algorithm. In this work, the golden
search algorithm [38] is used.
 
T 
The Far-Field SRP-PHAT is initialised by sampling P r cos γ sin γ
over
an (M + 2) × (M + 2) point grid on r and γ, with the limits −π < γ < π and
0 < r < rmax , where rmax is the largest possible distance between the source and
the microphone array. Using a similar approach as in the far-ﬁeld case, the point
with the highest power is used as the starting point for a two dimensional golden
search which alternates between optimising on γ and r.
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Noise and reverberation

The distortion on P (ωk , u) caused by any relative phase error will transform into
an error in the estimated source position. The error will, however, aﬀect the position estimate diﬀerently depending on its nature. The following list describes the
relation between noise and reverberation, and the type of source position error they
cause.
• Reverberation. In the case of reverberation, the relative phase error is likely
to be diﬀerent at diﬀerent frequencies, as the acoustic impedance is frequency
dependent for most wall materials. As a result, the errors are likely to cancel
each other out, but broaden the peak of the aggregated SRP, P (u). This
broadening of the peak will make the maximum harder to ﬁnd, thus resulting
in a higher variance of the source position estimate. It should be noted that
reverberation can cause an oﬀset in the estimate. This is especially likely in
environments with hard smooth surfaces, as these generally have a uniform
reﬂection coeﬃcient for all frequencies.
• Directive and diﬀuse noise. Both directive and diﬀuse noise act in unison,
as was shown in Section 4.2. Since this eﬀect is independent of frequency,
it will cause a shift in the highest maximum of the aggregated SRP P (u).
The result is a bias in the source position estimate, which will worsen as the
signal to noise ratio decreases. Furthermore, as was shown in Section 4.1.2,
this bias will always be such that the source appears closer to the broadside
of the array than it actually is.
In both cases, the exact size of the RMSE is hard to determine analytically, due to
the fact that the signal to noise ratio varies as a function of time and frequency for
a real speech signal. However, it is generally the case that reverberation is likely
to increase variance while noise is likely to cause a bias.

5.2

Root-SRP-PHAT

In [39], a new approach is proposed for calculating the TDOA, whereby only the
maxima and minima of the SRP function are calculated and their power levels
subsequently compared. The algorithm, denoted Root-SRP-PHAT, is narrowband
and requires the use of SRI, as presented in Section 4.3. In a similar manner as the
standard version SRP-PHAT, the Root-SRP-PHAT locates the source using the
 x (ωk ) matrix to form
SRP function, but uses the U (ω0 ) matrix rather than the R
the relative phase function matrix Ψ̂(ω0 ). Furthermore, since SRI is employed, the
algorithm can only be used for far-ﬁeld localisation only. The optimisation problem
to solve is deﬁned as
q̂ = arg max P (ω0, u),
(219)
u
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and is thus less computationally complex than that of the standard SRP-PHAT in
Equation (218), as only one frequency band is considered.
5.2.1

Solving the optimisation problem

The maxima and minima of the SRP function are found by introducing Equations (172) and (177) into Equation (199), and then summing over the diagonals
(rather than rows and columns) according to
P (ω0 , ϑ) =

M 
M


ψ̂m,n (ω0 )ejω0 (m−n)ϑ

m=1 n=1

=

M
−1


M −|m|
jω0 nϑ

e

m=−(M −1)

=

M
−1




ψ̂f (n,m),g(n,m) (ω0 )

(220)

n=0

cm+M ejω0 mϑ ,

m=−(M −1)

where f (n, m) = | min(1, m)| + n and g(n, m) = | max(1, m)| + n. The zeros of
the derivative of P (ω0 , ϑ) will subsequently reveal the location of the maxima and
minima
M
−1

dP (ω0, ϑ)
jω0 mcm+M ejω0 mϑ = 0.
(221)
=
dϑ
m=−(M −1)

The zeros are located by forming a polynomial from the terms of the above sum and
solving for its roots. The roots will identify the maxima and minima of P (ωk , ϑ),
where the maximum with the highest SRP will provide an estimate of the TDOA.
The source direction can then be calculated from Equation (177) by solving for q̂f .
5.2.2

Noise and reverberation

Through the use of SRI, relative phase errors at diﬀerent frequencies are aggregated
by the summing in Equation (214). This will have a similar eﬀect on the SRP
function as the summing for the standard SRP-PHAT in Equation (218). As a
result, noise and reverberation are expected to have the same eﬀect on the position
estimate as in the case of the SRP-PHAT; i.e., noise will generally cause a bias and
reverberation will generally increase the variance of the estimate.
However, the SRI transformation introduces an error of its own, due to the
approximation made in Equation (210). In the result section it will be shown that
this error is small. It is, nevertheless diﬃcult to quantify due to the fact that it is,
in part, a numerical error caused by rank deﬁciencies in matrices used to calculate
the interpolation matrices T (ω0 , ωk ), see [37].
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Root-MUSIC

The Root-MUSIC algorithm [7], is based on eigenvalue decomposition of the crossspectral density matrix, and is capable of locating multiple far-ﬁeld sources. The
algorithm is a narrowband localisation algorithm which requires SRI to be applied
on wideband data. The algorithm operates under the assumption that the noise is
uncorrelated between the sensor elements. Hence, the cross-spectral density matrix
U (ω0 ) can be written as
U (ω0 ) = G(ω0 )Rs (ω0 )GH (ω0 ) + Pv (ω0 )I.

(222)

The eigenvalue decomposition of U (ω0 ) yields
U (ω0 ) = EΛE H ,

(223)

where E and Λ are the eigenvectors and eigenvalues of U (ω0 ). Let Λs and Es denote the L largest eigenvalues and their corresponding eigenvectors. These vectors
span what is commonly referred to as the signal subspace. The remaining M − L
eigenvalues will equal Pv (ω0 ), and the corresponding eigenvectors, denoted Ev , will
span the noise subspace.
The impulse response vectors between each source and the array will be contained in the signal subspace, and are therefore, orthogonal to the noise subspace.
Thus, the projection of the impulse response vector for each source onto the noise
subspace will result in the zero vector 0
Ev EvH g(ω0 , q ) = 0;  ∈ {1, 2, . . . , L}.

(224)

Source localisation using the Root-MUSIC algorithm ﬁnds the speech sources
by combining Equations (177) and (224) and solving the problem

2
f (ϑ) = Ev EvH g(ω0 , ϑ)
= g H (ω0 , ϑ)Ev EvH g(ω0 , ϑ)
= g H (ω0 , ϑ)Av g(ω0 , ϑ)
=

=

M 
M


[Av ]m,n ejω0 ϑ(m−n)

m=1 n=1
M
−1


(225)

cm+M ejω0ϑm

m=−(M −1)

= 0,
where Av = Ev EvH is a projection matrix onto the noise subspace. The zeros of the
polynomial are located using a root solving algorithm. In a similar manner as the
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Root-SRP-PHAT algorithm, the roots identify the maxima of the SRP function,
and the L roots corresponding to the highest peaks identify the location of the
speakers.

6

Evaluation

The evaluation is divided into two parts. The ﬁrst part is performed using analytic
data to isolate and highlight the eﬀects of source placement, noise and reverberation
on the diﬀerent algorithms. The second part evaluates the real-time properties of
the algorithms in a real world environment, including robustness to reverberation
and background noise, as well as computational burden.
During initial experimentation it was discovered that the radius estimate is extremely unreliable for the standard SRP-PHAT. The main reason for this is that
the peak of the SRP function is very broad in the radial dimension. Hence, even low
levels of noise or reverberation will cause a large error in the estimate, even when
the source is in the near-ﬁeld, where the peak is relatively sharp. In the following sections it is therefore assumed that the radius is known or obtained by other
means. It should be noted that results from the standard SRP-PHAT should not
be devalued or disregarded because of this simpliﬁcation as the performance of the
standard SRP-PHAT algorithm constitutes an important benchmark to compare
the other algorithms against. The standard SRP-PHAT is also still a viable alternative in certain cases such as tabletop conference telephones, where movement in
the radial dimension is limited.
Throughout the evaluations, the array geometry is a uniform linear array with
eight microphone elements and d = 40mm inter element distance. The sample
frequency is 8000Hz with the algorithms operating over a frequency range of 800Hz
to 3200Hz. The frequency range and sample frequency are selected in order to give
the algorithms optimum performance for speech for the given background noise and
room reverberation. The array interpolation uses a centre frequency of 2500Hz.

6.1

Analytic results

In this section of the evaluation, the algorithms estimate source positions using synthetically generated cross-spectral density matrices. These matrices are generated
using those analytic expressions for the cross-spectral density function for direct
path, noise and reverberation that were presented throughout Section 2. Because
the matrices do not vary as a function of time, neither does the output signal from
the algorithms. Therefore, the formula for the expected value of the RMSE for
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each source position estimate can be calculated as
!
RMSE = E [q̂ − q2 ]
= q̂ − q.

(226)

The RMSE is transformed into radians before being presented.
Results from each of the diﬀerent evaluations are each presented using two
ﬁgures. The ﬁrst ﬁgure is a graphical representation of the diﬀerence between the
estimated and the true source positions, given the considered scenario, in order to
provide a simple and intuitive picture of the problem. The second ﬁgure shows the
median and the inter quartile range of all simulations, given diﬀerent parameters
for the scenario, in order to provide a quantitative evaluation of the problem.
6.1.1

Near-ﬁeld sensitivity

The error introduced when the source is located in the near-ﬁeld of the array is
evaluated using cross-spectral density matrices generated using the free space model
presented in Section 2.3, weighted by the average speech power level at diﬀerent
frequencies for human speech [40]. Error is calculated for 30 source positions in
the interval 0 < θ < π, at diﬀerent source radii.
The results of the evaluation are presented in Figures 36 and 37. The ﬁrst
ﬁgure indicates that the standard SRP-PHAT has a very small error, and that the
error drops as the radius increases for the far-ﬁeld algorithms. This behaviour is
expected, as the point source will start to resemble a plane wave source when the
distance to the array is increased, as was shown in Section 2.5. This behaviour is
reaﬃrmed by the second ﬁgure, in which the drop in the RMSE becomes obvious
as the distance to the source increases.
The second ﬁgure also reveals other interesting properties of the algorithms.
Because the considered scenario is noise and reverberation free, it constitutes an
ideal point source scenario. Therefore, results presented in this section can be used
as a benchmark for results in the coming sections. Beginning with the standard
SRP-PHAT, Figure 37 shows that the error is around 1E-5 rad. This is expected
as this is the termination value for the optimisation algorithm used to ﬁnd the
peak of the SRP function. Continuing with the Near-Field SRP-PHAT, the error
drops as a function of radii down to the termination threshold for the optimisation
algorithm. The two SRI based algorithms do not improve beyond an error of 3E-3
rad. As the SRI based localisation algorithms themselves do not have any errors
beyond machine precision, any error is due to the approximation made in the SRI.
It should be noted that, whilst this error is the largest it is still small in absolute
terms; for example, where the position of a source at two meters distance to the
array is estimated with around 6mm median error.
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Figure 36: Position estimates for diﬀerent radii in free-space environment using
K = 512 frequency bands. The keys are: actual position (◦), estimated position
(+)
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Figure 37: Median and inter quartile range for the RMSE presented at diﬀerent
radii in free-space environment using K = 512 frequency bands.
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Robustness to Noise

To evaluate the eﬀect of background noise, the cross-spectral density matrix of
spatially diﬀuse noise presented in Section 2.4.2 is added to the point source model
of a human used in the preceding section. The error is calculated for 4500 source
positions in the angular interval 0 < θ < π and radii interval 0.1m ≤ ρ ≤ 15m.
This evaluation is performed at diﬀerent signal to noise ratio (SNR) levels, where
the SNR level is calculated according to
"K "M
k=1
m=1 Psm,m (ωk )
SNR = 10 log10 "K
(227)
"M
k=1
m=1 Pvm,m (ωk )
In Section 4.2.2 it was concluded that spatially diﬀuse noise should cause the
source to appear closer to the broadside of the array than it actually is. This eﬀect
is clearly visible in Figure 38, especially for source positions which are located
close to the broadside of the array. Figure 39 shows how the RMSE increases
as the SNR decreases. The minimum RMSE values in the ﬁgure correspond to
those presented in the preceding section. The relatively high inter quartile range
values at high SNRs for the far-ﬁeld algorithms are caused by near-ﬁeld eﬀects as
some of the source positions included in the evaluation are close to the array. The
second ﬁgure also shows that the four algorithms have similar performances for
SNRs below 20dB, with a slight advantage to the standard SRP-PHAT and the
Far-Field SRP-PHAT. Note that, in a normal room environment, the SNR seldom
improves beyond 30dB SNR [41] unless the speaker is very loud, or extremely close
to the array.
6.1.3

Robustness to Reverberation

Here, the eﬀect of reverberation on the localisation algorithms is evaluated in a
large number of room environments, with controlled reverberation time, using room
impulse responses calculated by means of the image source method described in
Part III. The impulse responses are generated in order to evaluate the algorithms
for rooms with diﬀerent reverberation times (for a deﬁnition of reverberation time,
see Part III). This has been achieved by modifying the boundary impedance of
the rooms using rooms with randomly chosen volume and dimensions. In total, 30
diﬀerent rooms are used to evaluate each reverberation time value.
It should be noted that a room with a given volume can only simulate reverberation times within a limited reverberation time range9 ; i.e., a very large room
cannot represent a very short reverberation time and vice versa. Hence, large rooms
are used to simulate long reverberation times and small rooms are used to simulate
9

Assuming that physically attainable wall materials are used.
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Figure 38: Position estimates for 10dB SNR and K = 512 frequency bands in
free-space model. The keys are: actual position (◦), estimated position (+)
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512 frequency bands in free-space model.
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short reverberation times. To thoroughly evaluate the error introduced by reverberation, 45 sound sources were spread out to cover the whole room. In utilising
this approach, it must be remembered that small rooms have a larger portion of
sources in the near-ﬁeld of the array that large rooms do. This must be kept in
mind when results are analysed.
Results of the evaluations are presented in Figures 40 and 41. In Section 2.4.1 it
was suggested that the eﬀect of reverberation should yield an unpredictable error.
This was reaﬃrmed in Section 4.1.1, where it was also suggested that sources close
to the array should have a lower error than those further away. Both these trends
are visible in Figure 40, in which the error is small for certain positions far away
from the array and small for those close to the array. Unpredictability is again
visible in the second ﬁgure, in which all algorithms demonstrate high inter quartile
range in the RMSE. Unpredictability can also be noticed in the relatively low
median value at high reverberation times, which indicates that some positions are
estimated with a low RMSE, despite a high level of reverberation.

6.2

Real-time results

In a real-time implementation, audio data consists of a continuous multi-channel
stream of samples, divided into vectors of K samples, used to continuously update
 x (ωk ), k = 1, 2, . . . , K. One position estimate
the cross-spectral density matrices R
is calculated after each matrix-update. As a result, the output signal constitutes a
long vector of position estimates q̂(l), l = 1, 2, . . . , L, which can be used to assess
the performance of the implementation. The RMSE is calculated from the position
estimates according to


L
1 
RMSE = 
q̂(l) − q2 ,
(228)
L l=1
where q is the true source location. The evaluations are performed using L > 1000
estimates. The RMSE is converted into radians in the ﬁgures.
6.2.1

Implementation

The localisation algorithms are implemented in software executed on a standard
PC. The microphone array is connected to the PC using a multi-channel analog
input/output (I/O) card.
The microphone array consists of eight elements which are mounted on a metal
ﬁxture with an inter-element spacing of d = 40mm. The microphone outputs
are connected to a preampliﬁer which in turn is connected to the I/O card. The
microphone elements, model 2541/PRM902, and the preampliﬁer, model 2210, are
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Figure 40: Position estimates for K = 512 frequency bands in simulated room
environment with 150ms reverberation time. The keys are: actual position (◦),
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frequency bands in simulated room environment.
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from Larson Davis. The I/O card has 24-bit analog to digital converters with built
in anti-aliasing ﬁlters, and operates at a sample frequency of 8kHz. The card is an
M-Audio Delta-1010LT.
The PC is a Shuttle SS51G, equipped with a 2.4GHz Intel Core 2 processor and
1 GB of memory. The operating system on the PC is Debian GNU/Linux version
4.0. The kernel version is 2.6.18.
The algorithms are implemented using the real-time system presented in Appendix A. The implementation is made in both C and Matlab. The Matlab code
is converted into C by Matlab’s C-Compiler, prior to compilation into object code.
The implementation is split into two processes, executed simultaneously on the
PC. The ﬁrst process communicates with the I/O card, transforms the microphone
signals into frequency bands and estimates the cross-spectral density matrix. The
second process executes the localisation algorithm and logs position estimates to
disk, along with the number of clock cycles taken to obtain them. Communication
between the two processes is implemented using shared memory areas protected by
spin-locks; for more details see Appendix A.
The cross-spectral density matrix is estimated using exponential averaging with
forgetting factor α = 0.1. The value of the forgetting factor was experimentally
determined in order to to provide a good overall trade oﬀ between the dynamics of
the speaker movement and robustness to noise for real room environments.
6.2.2

Robustness to Reverberation and Noise

The algorithms are evaluated in terms of robustness to reverberation and background noise power. The evaluation is performed in a real room environment using
female speech from a position q = 1.5[cos 2.0 sin 2.0] in front of the array. The signal to noise ratio (SNR) is calculated using the same approach as in Section 6.1.2.
The algorithms use an ideal voice activity detector to remove speech pauses from
the microphone signals and K = 512 frequency bands.
The dimensions of the real room are 3.1m×3.5m×2.2m. The walls are partly
covered with acoustic foam panels in order to reduce reﬂections coming from behind
the microphone array, and to remove strong resonances. A semi-diﬀuse noise-ﬁeld
was created in the room by playing white noise through two loudspeakers placed
behind baﬄes in the corners of the room, facing away from the array; see Figure 42.
The RMSE versus SNR for the real room environment is shown in Figure 43.
This ﬁgure shows that the Root SRP-PHAT is superior for SNRs below 0dB. However, the near and far-ﬁeld SRP-PHAT algorithms are more robust than the SRI
based algorithms to noise and reverberation for high SNRs. At the given distance to
the sound source, all algorithms have an error of around 50mm at 10dB SNR. The
minimum RMSE is limited by reverberation and the diameter of the loudspeaker.
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q

θ

Figure 42: Setup for real-time evaluation.
6.2.3

Computational Complexity Evaluation

The computational load is evaluated by measuring the average number of clockcycles taken for an algorithm to complete one position estimate. The measurement
has been made for diﬀerent numbers of frequency bands, and is normalised with
respect to the most computationally eﬃcient algorithm. From Figure 44 it can be
seen that Root-SRP-PHAT has the lowest computational load, followed by RootMUSIC, which has double the computational load of Root-SRP-PHAT. Far-Field
SRP-PHAT has a computational load between 3-11 times that of Root-SRP-PHAT
using the given implementation. SRP-PHAT has a computational load nearly 50200 times that of Root-SRP-PHAT.

7

Conclusions

Two new acoustic source localisation algorithms, the Far-Field SRP-PHAT and
the Root-SRP-PHAT, are developed and evaluated, both using simulations and in
a real-time implementation. The theoretical development includes an analysis of

Development and Analysis of Two New Localisation Algorithms

10

173

0
Root-SRP-PHAT
Far-Field-SRP-PHAT
Interp. Root-MUSIC

RMSE (rad)

SRP-PHAT

10

−1

−2

10
−10

0

10
SNR (dB)

20

30

Figure 43: RMSE versus SNR for female speech in real room environment.

10

4

Relative computational load

Root-SRP-PHAT
Far-Field-SRP-PHAT

10

10

10

10

Interp. Root-MUSIC

3

SRP-PHAT

2

1

0

16

32 64 128 256 512 1024
Number of frequency bands

Figure 44: Relative computational load versus number of frequency bands.

174

Part IV

the acoustic environment and a description and comparison of two well established
localisation algorithms; the standard SRP-PHAT and Root-MUSIC.
The theoretical analysis concludes that, in a stationary environment, the algorithms should display a bias in a diﬀuse noise environment and unpredictable
behaviour in a reverberant environment. Both of these tendencies are conﬁrmed in
the simulations. The simulations also show that the localisation algorithms which
assume a far-ﬁeld source are biased when the source is, in fact, located in the
near-ﬁeld. Furthermore, the simulations show that the Far-Field SRP-PHAT and
the standard SRP-PHAT are superior (in terms of robustness to reverberation and
background noise) to Root-SRP-PHAT and Root-MUSIC.
The real-time implementations conﬁrm the superiority of the Far-Field and
the standard SRP-PHAT with regards to robustness to reverberation. The realtime implementations also show that Root-SRP-PHAT is the most computationally
eﬃcient algorithm.

IV.A

Derivation of the relative phase error

The derivation of the relative phase error introduced in Section 4.1.1, follows beneath. The following relationship will be derived:
Γdm,n (ωk , q) + Γim,n (ωk , q)

ψ̂m,n (ωk , q) = 
Γdm,n (ωk , q) + Γim,n (ωk , q)
Pm,n (ωk , q)ejωk τm,n (q)−εi m,n (ωk ,q)

= 
Pm,n (ωk , q)ejωk τm,n (q)−εi m,n (ωk ,q) 

(229)

= ejωk τm,n (q)−εim,n (ωk ,q) ,
where εim,n (ωk , q) is the relative phase error


sin(ωk (τm,n (q) − ζm,n (q)))
,
εim,n (ωk , q) = arctan
Pdm,n (ωk , q)/Pim,n (ωk , q) + cos(ωk (τm,n (q) − ζm,n (q)))
(230)
for which
Pdm,n (ωk , q) = |Γdm,n (ωk , q)|
Pim,n (ωk , q) = |Γim,n (ωk , q)|
ωk ζm,n (q) = ∠Γim,n (ωk , q).

(231)
(232)
(233)

In order to make the equations more compact, the following notation is introduced
Γdm,n (ωk , q) = a + jb
Γim,n (ωk , q) = c + jd.

(234)
(235)
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Inserting the above deﬁnitions into Equation (229), and solving for the arguments
of the direct path and the sum of the direct path plus the reverberation term, yields
 
b
ωk τm,n (q) = arctan
(236)
a


b+d
ωk τm,n (q) − εim,n (ωk , q) = arctan
.
(237)
a+c
It is now possible to ﬁnd εim,n (ωk , q) by insertion of Equation (236) into Equation (237), as


 
b+d
b
− arctan
.
(238)
εim,n (ωk , q) = arctan
a
a+c
Using the trigonometric identities
− arctan(x) = arctan(−x)

(239)

and

arctan(x) + arctan(y) = arctan

x+y
1 − xy


,

(240)

it possible to reduce Equation (238) to

εim,n (ωk , q) = arctan

b
a

−

1+

b+d
a+c
b b+d
·
a a+c


b(a + c) − a(b + d)
= arctan
a(a + c) + b(b + d)


bc − ad
= arctan
.
a2 + b2 + ac + bd


(241)

By switching to polar coordinates, where
a + jb = Pdm,n (ωk , q) · (cos(ωk τm,n (q)) + j sin(ωk τm,n (q)))
c + jd = Pim,n (ωk , q) · (cos(ωk ζm,n (q)) + j sin(ωk ζm,n (q))) ,

(242)
(243)

and using the trigonometric identities
cos2 (x) + sin2 (x) = 1,
cos(x) sin(y) − cos(y) sin(x) = sin(x − y),

(244)
(245)

cos(x) cos(y) + sin(x) sin(y) = cos(x − y),

(246)

and
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it is possible to further simplify Equation (241), and derive the ﬁnal expression.
εim,n (ωk , q) =

= arctan Pdm,n (ωk , q) sin(ωk τm,n (q)) · Pim,n (ωk , q) cos(ωk ζm,n (q))−

Pdm,n (ωk , q) cos(ωk τm,n (q)) · Pim,n (ωk , q) sin(ωk ζm,n (q)) ·
 2
Pd m,n (ωk , q) cos2 (ωk τm,n (q)) + Pd 2m,n (ωk , q) sin2 (ωk τm,n (q))+
Pdm,n (ωk , q) cos(ωk τm,n (q)) · Pim,n (ωk , q) cos(ωk ζm,n (q))+
Pdm,n (ωk , q) sin(ωk τm,n (q)) · Pim,n (ωk , q) sin(ωk ζm,n (q))

−1 



= arctan sin(ωk τm,n (q)) · cos(ωk ζm,n (q)) − cos(ωk τm,n (q)) · sin(ωk ζm,n (q)) ·
−1 

Pdm,n (ωk , q)/Pim,n (ωk , q) + sin(ωk τm,n (q)) · sin(ωk ζm,n (q))

= arctan

sin(ωk (τm,n (q) − ζm,n (q)))
Pdm,n (ωk , q)/Pim,n (ωk , q) + cos(ωk (τm,n (q) − ζm,n (q)))


.
(247)

IV.B

Derivation of relative phase errors acting
in unison

In order to derive the suﬃcient condition for relative phase errors to act in unison,
we will begin by inserting the distorted version of the SRP function in Equation (204)
Pm,n (ωk , u) = 2 cos(ωk (τm,n (q) − τm,n (u)) − εm,n (ωk , q)),

(248)

into the deﬁnition of the overall SRP function deﬁned in Equation (199)
P (ωk , u) =
=

M 
M


ψ̂m,n (ωk , q)e−jωk τm,n (u)

m=1 n=1
M
M


m=1 n=m+1

=

M
M


m=1 n=m+1

Pm,n (ωk , u) +

M


Pm,m (ωk , u)

m=1

2 cos(ωk (τm,n (q) − τm,n (u)) − εm,n (ωk , q)) + M.

(249)
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A far-ﬁeld source is assumed in order to facilitate the derivation. Furthermore,
the compact expression deﬁned in Equation (177)
ϑ = fs

d cos θ
,
c

(250)

is used and inserted into the deﬁnition for the TDOA.
(m − n)d cos θ
· fs
c
= (m − n)ϑq ,

τm,n (q) =

(251)

where the subscript (q ) is required in order to diﬀerentiate between τm,n (q) and
τm,n (u).
In order to analyse what happens to the shape of the SRP function in the
presence of a relative phase error, the following equation will be introduced
ωk (τm,n (q) − τm,n (u))
m−n
ωk ((m − n)ϑq − (m − n)ϑu)
=
m−n
= ωk (ϑq − ϑu).

µ(u) =

(252)

Insertion into Equation (249) yields
P (ωk , u) =

M
M



2 cos(ωk (τm,n (q) − τm,n (u)) − εm,n (ωk , q)) + M

m=1 n=m+1

=

M
M



(253)
2 cos (µ(u)(m − n) − εm,n (ωk , q)) + M.

m=1 n=m+1

It is now easy to see that if
εm,n (ωk , q)
=κ
m−n

for all {m, n} ∈ {1, 2, . . . , M},

(254)

then, when inserted into Equation (253), we have
P (ωk , u) =

M
M



2 cos ((µ(u) − κ)(m − n)) + M.

m=1 n=m+1

Thus, the SRP function is shifted by κ/ωk samples.

(255)
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By using the partial result derived in Equation (253)
P (ωk , u) =

M
M



2 cos (µ(u)(m − n) − εm,n (ωk , q)) + M,

(256)

m=1 n=m+1

it can be seen that, if the relative phase error εm,n (ωk , q) has the same sign for all
{m, n} ∈ 1, 2, . . . , M, then the peak of P (ωk , u) will be shifted. This is the case in
the presence of a spatially diﬀuse noise ﬁeld, as shown in Equation (198).
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Frequency, Group Shift and Cross-Terms in Some Multidimensional TimeFrequency Distributions: A Method for Multidimensional Time-Frequency
Analysis. IEEE Transactions on Signal Processing, 43(7):1719–1724, July
1995.
[33] Leon Cohen. Time-Frequency Distributions-A Review. In Proceedings of the
IEEE, volume 77, pages 941–981, July 1989.
[34] G. C. Carter and A. H. Nuttall. Statistics of the estimate of coherence. In
Proceedings of the IEEE, volume 60, pages 465–466, April 1972.
[35] Zhang Cha, Zhang Zhengyou, and D. Florencio. Maximum Likelihood Sound
Source Localization for Multiple Directional Microphones. In IEEE International Conference on Acoustics, Speech and Signal Processing, volume 1, pages
125–128, April 2007.
[36] H. Wang and M. Kaveh. Coherent signal-subspace processing for the detection and estimation of angles of arrival of multiple wide-band sources. IEEE
Transactions on Acoustics, Speech, and Signal Processing, 33:823–831, 1985.
[37] Gregory J. Cook. Shaped Response Interpolation: Direction of Arrival Estimation with Microphone Arrays in Reverberant Environments . Master’s
thesis, Curtin University of Technology, October 2003.
[38] George E. Forsythe, Michael A. Malcolm, and Cleve B. Moler. Computer
Methods for Mathematical Computations. Prentice Hall Professional Technical
Reference, May 1977.
[39] Anders Johansson, Greg Cook, and Sven Nordholm. Acoustic direction of
arrival estimation, a comparison between root-music and SRP-PHAT. In IEEE
Region 10 Conference on Computer, Communications, Control and Power
Engineering, Thailand, November 2004.
[40] P. G. Stelmachowicz. How Do We Know Wefve Got It Right? Electroacoustic and Audiometric Measures. In 1st Pediatric Conference, pages 109–118,
Chicago, 1998.
[41] N. Pellerin and V. Candas. Eﬀects of steady-state noise and temperature conditions on environmental perception and acceptability. Indoor Air, 2(14):129–
136, April 2004.

182

Part IV

Appendix A
Acoustic Signal Processing Lab
1

Introduction

This is an overview of the software package Acoustic Signal Processing Laboratory,
ASPL. ASPL is a software package for the development and evaluation of realtime acoustic signal processing algorithms. The software compiles and runs on a
standard personal computer (PC). It was developed to be ﬂexible and to provide
a simple, device-independent interface for PC hardware which facilitates the implementation of new algorithms. The design also includes a uniﬁed structure for
conﬁguration and data exchange.
ASPL was developed for the operating system Debian GNU/Linux version 3.0,
3.1 and 4.0, and is written in a mixture of programing languages, including C, Perl
and Matlab. It consists of two main executables which are used for executing diﬀerent types of audio signal processing algorithms. The algorithms are implemented
as shared libraries that are dynamically loaded by the executables. ASPL also
includes a number of tools for simplifying and automating audio data acquisition
and analysis. A number of library modules are used throughout the software for
common tasks such as message printing, conﬁguration, ﬁle access and inter-process
communication.
There are two diﬀerent types of audio signal processing algorithms supported by
ASPL. The ﬁrst type is regular real-time algorithms with hard real-time demands.
Hard real-time algorithms are here deﬁned as algorithms that must be executed on
a ﬁxed, uniformly-spaced time schedule, and that have a deterministic execution
time which is shorter than the execution interval. The second type of algorithm
supported by ASPL are “best eﬀort” algorithms. This type of algorithm takes
advantage of unused CPU capacity and will therefore produce output on a best
eﬀort basis. In contrast to the real-time algorithms, best eﬀort algorithms can have
non deterministic execution time and can begin execution at any time new data
becomes available. The executables used for loading and executing regular realtime and best eﬀort algorithms are denoted RTK and Algoad, respectively. Running
algorithms communicate using shared memory areas, and an unlimited number of
algorithms can be executed simultaneously. Only RTK is able to directly access
audio data from input/output (I/O) devices. As a result, best eﬀort algorithms
rely on data produced and shared from a real-time algorithm.
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Figure A.1: Typical conﬁguration of the ASPL software stack.
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Conﬁguration is performed using ﬁles written in the extensible markup language
(XML) [1], and Perl scripts are used to launch, synchronise and terminate process
execution. Audio ﬁles are stored in the Microsoft WAV ﬁle format. Non audio data
that is too big to ﬁt in the conﬁguration ﬁles is stored in a custom data ﬁle format.
The same data and conﬁguration ﬁle formats are used in all parts of the software,
hence functions for creating, writing and reading data and conﬁguration ﬁles are
provided for both the C, Perl and Matlab languages.
A typical conﬁguration of the software is depicted in Figure 1. This ﬁgure shows
the passing of real-time audio data and shared memory data between one instance
of RTK and two instances of Algoad. The real-time audio data ﬂows from real
and emulated I/O devices through a signal routing layer and up to the real-time
algorithm. Processed data is then shared via memory mapped ﬁles [2] to the two
best eﬀort algorithms executed by the Algoad instances.

2

Hardware

Standard oﬀ-the-shelf PC and audio hardware is used for data acquisition and processing. In a typical conﬁguration, one or several microphones are connected to
a PC via an ampliﬁer. Analog to digital conversion (ADC) and digital to analog
conversion (DAC) is performed using a multi-channel soundcard. Gathered audio
data is processed by the ASPL software and the result is saved to disk, sent over
a network connection, and/or played back over a loudspeaker connected to the
soundcard. To provide stimuli, the RTK application can simultaneously play back a
number of sound ﬁles to one or several loudspeakers, also connected to the soundcard. This scenario is depicted in Figure 2. For oﬀ-line processing and debugging
it is possible to use only audio ﬁles to provide input and output signals to the
software.
In many applications, such as in voice over IP (VoIP), it is essential to have
a short signal delay through the system. The minimum delay is determined by
sample frequency and hardware and software sample buﬀer sizes. However, the
length of the buﬀers is determined mainly by the maximum sustainable interrupt
frequency that can be handeled by the PC system. The limit is dependent on CPU
clock frequency, motherboard chipset, bus topology, and operating system (OS)
kernel version; where bus topology is the most important factor. It is, in general,
not possible to shorten the hardware buﬀer below a certain number of samples
due to hardware limitations in the soundcard. The delay in seconds caused by
ADC, processing and DAC is called the round-trip delay, and is denoted by Drt .
A formula applicable to many soundcards for calculating the round-trip delay is
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given by
Bhw + 2(Bhw + Bsw )
,
(A.1)
Fs
where Bhw and Bsw are the hardware and software buﬀer sizes in samples, respectively, with Bsw ≥ Bhw , and Fs the sample frequency. The origin of the formula is
half a hardware buﬀer for record and playback, and two for the current transfer.
Added to that is one software buﬀer for input and output and one for the current
processing delay. If no processing is performed, one software buﬀer can be removed.
Given an interrupt frequency Fi , the following equation applies
Drt =

Fi = Fs /Bhw .

(A.2)

Inserting Equation (A.2) into Equation (A.1) and using Bsw ≡ Bhw , the minimum
round-trip delay can be expressed as
Dmin = 5/Fi ,

(A.3)

thus, the maximum delay is a function of the maximum sustainable interrupt frequency.

3
3.1

Detailed description of the software
Signalling

The UNIX operating system provides a simple signalling system for process management and simple interprocess communication. Signals are identiﬁed by a unique
number, have no payload and can be sent by any process, to any other process. In
order to send a signal to a process, the process ID of the receiving process must
be known. When a process receives a signal, a call-back function is executed. The
POSIX standard deﬁnes the proper response to several signals. It also deﬁnes a
number of signals, referred to as user-deﬁned signals, where the response can be
changed to suit application speciﬁc requirements.
The main executables, RTK and Algoad in ASPL, install signal handlers for the
various process termination signals in order to gracefully exit when the user or the
operating system terminates execution. They also redeﬁne the behaviour of userdeﬁned signal no. 1 (SIGUSR1) for synchronisation purposes. The signal is used to
pause execution at the end of the process initialisation, just before the main loop
starts. This is necessary in a multi process scenario in order to give all processes
enough time to create all shared memory areas before they are needed. It is also
necessary in RTK to ensure deterministic execution time for the main loop the ﬁrst
time it is executed.
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RTK

RTK loads, initialises and executes real-time algorithms. It is also in control of
audio data I/O. It is designed to provide an abstraction layer between a signal
processing algorithm and the underlying hardware and operating system functions.
The implementation strategy makes it possible to focus development eﬀort on the
actual algorithm, thereby shortening the development cycle.
A ﬂowchart for the execution of RTK is depicted in Figure A.3. The initialisation
begins with the parsing of the conﬁguration ﬁle and the command-line parameters.
Subsequently, the shared memory interface is initialised and the signal processing
algorithm is loaded using dynamic linking. The audio data I/O is initialised and
the audio data routing is set up. The sampling is started when the start signal
(SIGUSR1) is received. After the start signal has been received, RTK enters its main
program loop. This loop reads from the input devices, calls the signal processing
algorithm and then writes to the output devices. The loop can be terminated by
the hangup signal (SIGHUP), the end of an input ﬁle or when a preset timeout
expires.
When the main program loop terminates, dynamically allocated data is freed,
I/O devices are closed, shared memory areas are removed, open ﬁles and network
ports are closed and the algorithm is unlinked. The signal handlers installed by
the RTK process ensure that the same exit procedure is followed, regardless of the
reason for termination (except in the case of illegal instruction or invalid memory
reference in which case the program exits immediately).
3.2.1

Audio data routing

The audio data routing is performed by a library called libport. Every audio data
interface, whether inside an algorithm or towards a real hardware device, has the
same interface to libport. There are two types of interfaces deﬁned; sources and
drains. Audio data ﬂows from source to drain. Every channel of each drain can
receive data from one source at most, but several drains can receive audio data
from the same source.
A source or a drain can have any number of channels, and several diﬀerent types
of PCM data are supported; including 16 and 32 bit signed integer data and 32 and
64 bit ﬂoating point data. Transparent data format conversion is performed during
execution, and does not require user intervention. The implementation does not
support sample rate conversion; hence, all sources and drains operate at the same
sample frequency. As a consequence, ﬁxed block length (i.e. the same number
of samples per channel) is used every time data is transfered from a source to a
drain. A schematic diagram of a typical conﬁguration of libport can be seen in
Figure A.4.
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Figure A.4: Setup for libport with two sources and two drains.

After initialisation of the algorithm and the creation of I/O interfaces, a special
section of the conﬁguration ﬁle, deﬁning the connection between sources and drains,
is parsed. This section deﬁnes which channels of each source should be routed to
which channels of each drain.
3.2.2

Audio Data I/O

The audio data I/O interface is implemented as a library called libaio. The
library is written in C in an object oriented structure. All implemented device
interfaces provide the same interface towards RTK, and each interface is capable of
being instantiated multiple times. The interface towards RTK is simple and consists
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Hardware interfaces
ALSA
aRts
JACK

OSS
PulseAudio

VoIP

Modern low level soundcard interface for the Linux operating system.
Older, high delay sound server for the KDE desktop environment.
Provides an abstraction layer for OSS and ALSA.
Modern, easy to use, low-latency sound interface with support for network transparency. JACK provides an abstraction layer for ALSA,
as well as interprocess communication between diﬀerent sound applications. Implementation based on a call-back interface which adds
one software buﬀer delay in RTK.
Older soundcard interface for Linux kernel version 2.4.
Modern, low latency, simple soundcard interface, with capabilities
similar to that of JACK, but is OS independent and is not call-back
based.
Voice over IP interface, implemented using separate library. The
interface is capable of advanced sound quality measurements, where
the receiving end audio data is recreated at the transmitter from
packet dropping information. Signalling provided through the SIP
protocol and audio data is sent over RTP. Several audio standards are
supported, including GSM, g711 and PCM. The interface provides a
fully compliant SIP telephone and is capable of communicating with
hardware SIP telephones.
Software interfaces

Null
Pipe
SND

WGN

Dummy device, provided for debugging read as zero.
Audio data I/O to named UNIX pipe, for simple interprocess communication.
File I/O to audio ﬁles. Several diﬀerent input ﬁle formats are supported, but it is only possible to write in the Microsoft WAV ﬁle
format. This interface provides a wait function which emulates hardware delay and is capable of detecting virtual buﬀer under runs for
debugging purposes. Using this interface, it is possible to implement
and debug algorithms in a controlled and reproducible environment.
White Gaussian noise from a pseudo random number generator.
Table A.1: List of I/O device interfaces.

192

Appendix A

of ﬁve functions: initialisation, closing, reading, writing and synchronisation. Only
one device can be used for synchronisation. The synchronisation function is called
from the main loop of RTK in order to delay the start of the execution loop until
new data is available. A list of device interfaces is found in Table A.1.
3.2.3

Real-time algorithms

All signal processing algorithms are implemented as dynamically linkable libraries.
The interface between an algorithm and RTK consists of four functions: initialisation, closing, pre-start and execution. The pre-start function is called after
initialisation, when the start signal is received by RTK. The execution function implements the actual data processing and is called every iteration of the main loop
of RTK after audio data has been read from the input devices. The output from
the execution function is subsequently written to the output devices. A subset of
implemented algorithms is found in Table A.2.

3.3

Algoad

Algoad performs loading and execution of best eﬀort signal processing algorithms.
The algorithms are implemented as shared libraries and are loaded using dynamic
linking. The implementation is similar to that of RTK, but is simpler as no audio
data I/O is performed.
A ﬂowchart for Algoad is depicted in Figure A.5. The program ﬁrst loads and
initialises the signal processing algorithm, and then waits for the start signal (SIGUSR1). When the start signal arrives, Algoad enters its main loop and executes
the signal processing algorithm. Termination occurs on signal SIGHUP, on request
from the algorithm, or when a preset number of iterations of the main loop have
been executed. Algoad responds to signals in the same way as RTK. Synchronisation
with RTK is provided by reading time-stamps on the shared memory used to communicate data to and from RTK areas to see if they have changed; see Section 3.5.4.
The main loop is executed when a change is detected.
3.3.1

Best eﬀort algorithms

The interface between Algoad and the algorithms consists of three functions: initialisation, closing and execution. The initialisation function is called after the
algorithm have loaded, and the closing function prior to termination. The execution function executes the actual signal processing algorithm and is called, at most,
one time for every time there is a change in the time-stamp of a shared memory
area. The interface also consists of a counter which is incremented every time the
algorithm is executed. The counter can be used to terminate the main loop in
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Name

Description

BSSANC

Speech enhancement using microphone array based blind signal separation with adaptive noise canceller post processing [3].
BSSANCOS Speech enhancement using microphone array and optimum step-size
blind signal separation with adaptive noise canceller post processing
[4].
Example
C-code example of real-time algorithm.
IMaxANC
Speech enhancement using microphone array and principle component analysis signal separation with adaptive noise canceller post
processing [5].
IMSSim
Synthetic signal generation using impulse response ﬁles from image
source model, see Part III.
Localisation Calculation of spatial correlation matrices for use with model based
localisation algorithms executed by Algoad, see Part IV.
LocPFVAD Combined particle ﬁlter and voice activity detector as presented in
Part I.
LocPFDMO Combined particle ﬁlter and optimisation of dynamics models, as
presented in Part II.
MLRTKEX Matlab code example of real-time algorithm.
Peakmeter
Graphical peak meter for use during sound recordings.
PESQ
Perceptual speech quality calculations for speech quality analysis of
VoIP connections [6].
RLSInfo
Speech enhancement using microphone arrays and an adaptive
beamformer based on recursive least squares algorithm [5].
Table A.2: List of real-time algorithms implemented for RTK.
Algoad after a predetermined number of calls to the execution function. A list of
implemented algorithms is found in Table A.3.

3.4

Tools

A number of general tools for signal analysis and generation are implemented as a
part of the ASPL package. These are summarised in the sections below.
3.4.1

Matlab modules

There are several Matlab modules implemented as scripts and as mex-functions.
These are described in Table A.4 below.
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Name

Description

Example
FFSRP

C-code example of best eﬀort algorithm.
Localisation based on the Far-ﬁeld SRP-PHAT algorithm, see
Part IV.
Localisation in two dimensions using two microphone arrays based
on the Far-ﬁeld SRP-PHAT algorithm.
Matlab-code example of best eﬀort algorithm.
Localisation based on the Root-SRP-PHAT algorithm, combined
with steered response interpolation, see Part IV.
Localisation based on the Root-MUSIC algorithm combined with
steered response interpolation [7].
Localisation in two dimensions based on the SRP-PHAT algorithm,
see Part IV.
Localisation in three dimensions based on the SRP-PHAT algorithm.

FFSRP2D
MLExample
RSRP
SRIRMusic
SRP
SRP3D

Table A.3: List of best eﬀort algorithms implemented for Algoad.
3.4.2

Perl modules

The tools written in Perl scripting language consist of a number of executable Perl
scripts and several library modules for performing common tasks. These tools are
listed in Table A.5.
3.4.3

Signal analysis tool

ASPL includes a command-line program called sigtool that can be used for
analysing sound ﬁles. The main function of the tool is to calculate and display
the average signal power level in a sound ﬁle. It can also be used to measure the
diﬀerence in signal power between two sound ﬁles, which is useful for automatic
SNR calculations. The default is to calculate the power levels in dB. The power is
averaged over all channels. The sound data can be ﬁltered to telephone bandwidth
before the power is estimated. The tool also includes functionality for displaying general information, i.e., sample frequency, ﬁle length, sample format and the
number of channels, for a sound ﬁle.

3.5
3.5.1

Common library modules
Message interface

Message printing in ASPL is controlled through the libmsg library. The library
controls the level of detail in the messages being printed to screen. The message
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Description

Interactive tools

Three interactive graphical tools are available: loudspeaker
positioning tool places, two localisation demos locdemo and
renderer and debugging of particle ﬁlters locinspect2d.
Fixed beamformer Tools for design and analysis of ﬁxed beamformers. Calculation and display of spatial correlation matrices is performed
by spatcorr [8] and stpower, respectively. Plotting beamformer response and beam-pattern curves, by stfresponse
and stfbeampattern, respectively.
Conﬁguration
Three mex-ﬁles for adding, removing and reading variables in
conﬁguration ﬁles for Algoad and RTK are provided. These are
named setxmlopt, delxmlopt and getxmlopt, respectively.
Matrix ﬁle
The two scripts readmtxf and writemtxf are used for reading
and writing ﬁles compatible with libmtxfile.
Imagesource model Two scripts and one-mex ﬁle are used to design and generate synthetic room impulse response ﬁlters using the imagesource method, as described in Part III. One script,
absorption, for the design of reﬂection parameters and another one, imagesource, for generating the ﬁlters. The mex
ﬁle roomresp comprises the core function for calculating a
frequency domain representation of an impulse response ﬁlter.
Sound propagation Two scripts for calculating sound speed and attenuation
are given by soundspeed [9] and soundattenuation. Both
scripts incorporate temperature, pressure and humidity. The
attenuation calculation is based on the standard ISO 96131:2005 [10] which also includes frequency.
Table A.4: List of Matlab modules in ASPL.
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Executables
calibrate

genmccpath
pstree
renderer
cleanup

tlog

Set the volume level to a given SNR using a loudspeaker array with
one signal source of interest, and one or several loudspeakers for
generating background noise. This program is used for automated
audio data acquisition.
Create path to Matlab installation directory. Used for compiling
algorithms written in Matlab-code.
Create postscript image of ﬁle system tree to be used in the documentation.
Launch localisation demo.
Remove temporary ﬁles, shared memory areas, semaphores and stray
processes. To be used during debugging in the event of a segmentation fault in RTK.
Automatic temperature logging from an array of temperature sensors
using an Agilent HP34970A data acquisition switch unit connected
to a PC via a serial cable.
Library modules

Conf
Msg
SwitchUnit
MTXFile

Read, write and delete conﬁguration variables in conﬁguration ﬁle.
Perform message printing from within a Perl script using the same
standard as that of Algoad and RTK.
Utility functions for communicating with an Agilent HP34970A data
acquisition switch unit connected to a PC via a serial cable.
Wrapper for calling functions in the libmtxfile library from Perl
scripts
Table A.5: List of Perl modules in ASPL.

level can be set in ﬁve diﬀerent steps, providing varying levels of verbosity.
The libmsg library also provides an interface for printing error messages. Error
message printing is combined with program termination and a system for function
and program return value enumeration.
3.5.2

Conﬁguration

Conﬁguration of RTK and Algoad is performed through a set of command-line parameters and through XML ﬁles. Only a small subset of all conﬁguration variables
can be set through command-line parameters, namely verbosity level and the path
to the conﬁguration ﬁle. The command-line parameters are parsed using C-code
generated by the gengetopt application, which is a command-line parameter parser
code generator.
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The conﬁguration ﬁles are parsed using a library called libconf. The conﬁguration ﬁles are written according to the XML standard [1]. An XML ﬁle consists
of elements, delimited by start and end tags. Elements can have attribute speciﬁcations associated with them consisting of name and value pairs. Two types of
elements are recognised by libconf: children and text. Child elements are used to
nest the conﬁguration ﬁle to form a tree structure while text elements consists of
the actual conﬁguration data. The resulting ﬁle can be viewed as a tree, where the
“leaves of the tree” correspond to conﬁguration variables and the ﬁrst tag to the
“root of the tree”. The same tree structure used in the conﬁguration ﬁles is also
found in the ﬁle structure of the source code, and in the function call hierarchy.
Attributes are used to name dynamic parts of the tree, such as algorithms and I/O
devices.
The libconf library provides methods for type checking and conversion of the
node values into C-code variables. It also contains functions for creating and writing
conﬁguration ﬁles.
3.5.3

File I/O

All types of non audio data which are dynamic and not stored in the conﬁguration ﬁles are managed through the libmtxfile library. This library is capable of
creating, reading and writing arrays of multidimensional data matrices stored on
disk. The library is a wrapper around the normal POSIX [11] ﬁle I/O functions
fopen, fclose, fseek, fread and fwrite. The ﬁle format includes a header for
the properties of the matrices stored in the ﬁle.
The library provides functionality for saving and reading time-stamps associated
with each matrix in the array. The time information is obtained by reading the
time stamp counter (TSC) in the CPU [12]. Two time-stamps are used: the ﬁrst
indicates the creation time, the second indicates the time it took to generate the
matrix. This generation time can be used for proﬁling and debugging of code. The
time-stamp information provides a function whereby a program can be written to
reliably reproduce any given behaviour. For example, a program may be written
to carry out exact performance measurements on adaptive speech enhancement
algorithms. Here, the internal data of the adaptive algorithm is recorded during
adaptation. The recorded data set can be used later to rerun the algorithm with
the adaptation turned oﬀ, using a diﬀerent audio data set as stimuli, in which, for
example, speech and noise signals are stored in separate ﬁles. The generated audio
data can subsequently be used for calculating the signal to noise ratio improvement.

Acoustic Signal Processing Laboratory

3.5.4

199

Shared memory interface

The shared memory interface is implemented as the libmmp library and is used to
communicate data between instances of RTK and Algoad. The memory areas are
shared using UNIX mmap() [2] interface in which a ﬁle is mapped into RAM, thus
all shared memory areas are represented as ﬁles in the ﬁle system. These ﬁles are
found in ASPLs temporary working directory. A shared memory area can only
have one process writing to it, but any number of processes reading from it. The
access to a shared memory area is protected by a spin-lock that is implemented
using UNIX semaphores [2]. A shared memory area has a small header containing
basic information such as size, and a time-stamp obtained from the TSC which
indicates when it was last edited. These time-stamps are used by Algoad and RTK
for synchronisation.
A log ﬁle can be assigned to a memory area for recording or playing back
memory accesses. This provides a way to debug algorithms and to execute them
in a completely repeatable manner. The actual logging is performed through
libmtxfile.
3.5.5

Matlab interface

ASPL provides functionality to run algorithms written in Matlab code in both
RTK and Algoad. This is performed, ﬁrstly, by converting the Matlab-code into
C-code using the mcc tool, which is a standard utility of the Matlab software
package. The resulting C-code is then compiled using a standard C-compiler, and
linked with a set of wrapper functions and the libml library into an algorithm
library that can be loadable by RTK or Algoad. The wrapper functions are speciﬁc
for RTK and Algoad, but the libml library contains general functions common to
both programs. The functions provided include conversion of matrices between
Matlab and C-style storage, reading and writing to shared memory areas, reading
conﬁguration parameters and message printing.
3.5.6

Signal processing library

A general linear algebra, ﬁlter design and ﬁlterbank library for performing common
tasks is implemented as the stand alone library libfilth. This library is not a
part of ASPL, but is used in the implementation of almost all of the real-time
algorithms.
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With advances in micro-electronic complexity and
fabrication, sophisticated algorithms for source
localisation and tracking can now be deployed in
cost sensitive appliances for both consumer and
commercial markets. As a result, such algorithms
are becoming ubiquitous elements of contemporary communication, robotics and surveillance
systems. Two of the main requirements of acoustic
localisation and tracking algorithms are robustness
to acoustic disturbances (to maximise localisation
accuracy), and low computational complexity (to
minimise power-dissipation and cost of hardware
components).
The research presented in this thesis covers both
advances in robustness and in computational complexity for acoustic source localisation and tracking algorithms.This thesis also presents advances in
modelling of sound propagation in indoor environments; a key to the development and evaluation of
acoustic localisation and tracking algorithms.

The field of acoustic modelling is advanced in a
new method for predicting the energy decay in
impulse responses simulated using the image source
method. The new method is applied to the problem of designing synthetic rooms with a defined
reverberation time, and is compared to several
well established methods for reverberation time
prediction. This comparison reveals that the new
method is the most accurate.
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Finally, two new localisation algorithms are developed and compared to older well established
methods. In this context an analytic analysis of noise
and room reverberation is conducted, considering
its influence on the performance of localisation
algorithms. The algorithms are implemented in a
real-time system and are evaluated with respect to
robustness and computational complexity. Results
show that the new algorithms outperform their
older counterparts, both with regards to computational complexity, and robustness to reverberation
and background noise.

Anders M. Johansson

As an advance in the field of tracking, this thesis
also presents a new method for tracking human
speakers in which the problem of the discontinuous
nature of human speech is addressed using a new
state-space filter based algorithm which incorporates a voice activity detector. The algorithm is
shown to achieve superior tracking performance
compared to traditional approaches. Furthermore,
the algorithm is implemented in a real-time system
using a method which yields a low computational
complexity.

Additionally, a new method is presented for optimising the parameters for the dynamics model
used in a state-space filter. The method features
an evolution strategy optimisation algorithm to
identify the optimum dynamics’ model parameters.
Results show that the algorithm is capable of realtime online identification of optimum parameters
for different types of dynamics models without
access to ground-truth data.
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