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ABSTRACT
Visual navigation is a ubiquitous yet complex task which is performed by many species for the
purpose of survival. Although visual navigation is actively being studied within the robotics
community, the determination of elemental constituents of a robust visual navigation system remains a
challenge. Motion estimation is mistakenly considered as the sole ingredient to make a robust
autonomous visual navigation system and therefore efforts are made to improve the accuracy of motion
estimations. On the contrary, there are other factors which are as important as motion and whose
absence could result in inability to perform seamless visual navigation such as the one exhibited by
humans. Therefore, it is needed that a general model for a visual navigation system be devised which
would describe it in terms of a set of elemental units. In this regard, a set of visual navigation elements
(i.e. spatial memory, motion memory, scene geometry, context and scene semantics) have been
suggested as building blocks of a visual navigation system in this thesis. A set of methods have been
proposed which investigate the existence and role of visual navigation elements in a visual navigation
system. A quantitative research methodology in the form of a series of systematic experiments has
been conducted on these methods. The thesis formulates, implements and analyzes the proposed
methods in the context of visual navigation elements which are arranged into three major groupings; a)
Spatial memory b) Motion Memory c) Geometry, context and scene semantics. The investigations
have been carried out on multiple image datasets obtained by robot mounted cameras (2D/3D) moving
in different environments.
Spatial memory has been investigated by evaluation of proposed place recognition methods. The
recognized places and inter-place associations have been used to represent a visited set of places in the
form of a topological map. Such a representation of places and their spatial associations models the
concept of spatial memory. It resembles the humans’ ability of place representation and mapping for
large environments (e.g. cities). Motion memory in a visual navigation system has been analyzed by a
thorough investigation of various motion estimation methods. This leads to proposals of direct motion
estimation methods which compute accurate motion estimates by basing the estimation process on
dominant surfaces. In everyday world, planar surfaces, especially the ground planes, are ubiquitous.
Therefore, motion models are built upon this constraint.
Manhattan structure provides geometrical cues which are helpful in solving navigation problems.
There are some unique geometric primitives (e.g. planes) which make up an indoor environment.
Therefore, a plane detection method has been proposed as a result of investigations performed on scene
structure. The method uses supervised learning to successfully classify the segmented clusters in 3D
point-cloud datasets. In addition to geometry, the context of a scene also plays an important role in
robustness of a visual navigation system. The context in which navigation is being performed imposes
a set of constraints on objects and sections of the scene. The enforcement of such constraints enables
the observer to robustly segment the scene and to classify various objects in the scene. A contextually
aware scene segmentation method has been proposed which classifies the image of a scene into a set of
geometric classes. The geometric classes are sufficient for most of the navigation tasks. However, in
order to facilitate the cognitive visual decision making process, the scene ought to be semantically
segmented. The semantic of indoor scenes as well as semantic of the outdoor scenes are dealt with
separately and separate methods have been proposed for visual mapping of environments belonging to
each type. The visual element framework provides an encapsulation for any visual navigation system
while individual evaluations of the proposed methods give an insight into the respective dimensions.
Keywords: robot navigation, localization, visual mapping, scene understanding, semantic mapping.
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PREFACE
This doctoral thesis summarizes my work within the field of Robotic Vision. The work has
been conducted at the faculty of computing at Blekinge Institute of Technology. The thesis
consists of two sections:

Section A

Provides an overview of the published work in the form of five chapters:
1. Introduction
2. Background
3. Methods
4. Results and Discussion
5. Conclusions and Summaries

Section B

Reformatted version of the published papers is attached.

Paper I : Multi-Cue Based Place Learning for Mobile Robot Navigation
Paper II : Robust Place Recognition with an Application to Semantic Topological Mapping
Paper III : Bio-inspired Metaheuristic based Visual Tracking and Ego-motion Estimation
Paper IV : Robust Visual Odometry Estimation of Road Vehicle from Dominant Surfaces for
Large Scale Mapping
Paper V : A Novel Plane Extraction Approach Using Supervised Learning
Paper VI : Scene Perception by Context-Aware Dominant Surfaces
Paper VII : Semantic Indoor Maps
Paper VIII : Semantic Urban Maps
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1. INTRODUCTION
Visual navigation is a ubiquitous and an important task for the existence of many
organisms. This ubiquitous functionality has played a vital role for the survival of species in
the process of evolution. The structure of the visual navigation system has been evolved
differently in different species which enables them to adapt to their environment. Despite
strong physiological differences, if these visual navigation systems are functionally
decomposed into elemental units commonalities can be found. These common Visual
Navigation Elements (VNEs) can provide the foundation and can be further decomposed into
finer sub-elemental particles similar to sub-atomic particles of an atom or compartments of a
living cell. However these sub-elemental particles alone do not generate meaningful visual
functionality. The concept of VNE differs from classical division of matter as it is not a
physical decomposition rather a conceptual one which can encompass a vision system with
any physical structure.
In order to identify some of the VNE, let us start with simplistic organisms and gradually
move towards complex ones such as humans. Jelly fish is a good example of a single element
based visual navigation system. Jelly fish contains light sensitive cells called eye spots which
respond to changes of light colors. Box jellyfish has 24 such eye spots which have defocussed
lenses resulting in a blurry low resolution image [1]. These eyes make jellyfish sensitive to
changes in wavelength of light [2]. If a jelly fish is put in an aquarium and is exposed to
green light, it gets relaxed and slowly moves towards the bottom. On the exposure of purple
light, it gets highly excited and rushes towards the surface as purple light is interpreted as
ultraviolet light which is a threat to its survival. This color sensitive response allows them to
spot the mangrove swamps canopy at distances of at least eight meters, and navigate towards
them. This is an example of a VNE which responds to the change of environment in which it
is present; we shall call this process of visual processing based on environmental changes
‘context’. Cuttle fish is another example which uses its contextual perception for its
navigation and survival. A cuttle fish has the ability to camouflage itself according to its
environment [3]. It has specialized light sensitive cells called chromatophores on its skin
which are under neural control. As soon as it enters in a new environment, the change in color
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and brightness is captured by cells on the bottom and is transferred to skin cells on the top
which reflects those changes. In more recent studies, it has been found that cuttlefish in fact
has higher visual perception than mere brightness reflection. In a series of experiments, it has
been learned that cuttlefish has the ability to interpolate the contours in its visual scene using
the already learned constraints about the scene and thereby resulting in a complete
representation of its surroundings [4], [5]. It uses this ability to generate the most appropriate
camouflage for its current environment. Such ability is closer to human visual perception of
line drawings of scenes which is achieved by filling in information from learned assumptions
about the particular type of scene.
In addition to considering the context, animals can record their everyday motion. An
animal can use a variety of sensors for achieving motion memory. However, the use of such
sensors is sometimes either a visual function or an aid to visual function. Sea lion is an
example of exceptional motion tracking ability. A sea-lion can sense the vibration resulting
from the movement of its prey using its whiskers and can track its prey while maintaining the
same trajectory [6]. Honeybee is another example of a vision system which has motion
memory. A honeybee contains a pair of compound eyes which are made of tiny light sensitive
sensors each with a separate lens [7]. Compound eyes not only are useful in registering fast
motions but these also allow a honeybee to fly long distances in search of food and return
back to hive using the motion trajectory learned on the way to food.
If we move to more cognitively aware vision systems such as possessed by humans, we
can find more visual navigation elements. Spatial memory is a visual function which is
performed by humans effortlessly in everyday life [8], [9]. It is this spatial memory that
makes it possible for humans to build maps of large areas and enables them to roam
seamlessly in cluttered environments. There are two major properties of spatial memory
which can be interesting in this context; abstraction and spatial congruency. The abstraction
of low level visual features makes it possible to compress large maps into a smaller set of
place models. These abstract place models contain a spatial congruency among themselves
which can be used to build maps of the visited environments. There are evidences in the
natural vision systems which indicate the importance of this VNE. In rodents a special type of
cells (i.e. place cells) present in hippocampus are found to be responsible for spatial memory
related tasks [10], [11]. These place cells are believed to be behind some of the most crucial
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navigation tasks such as place recognition and establishment of the spatial congruency among
various places.
In addition to all of the already discussed visual navigation elements, humans contain a
couple of other VNEs; scene geometry and scene semantics. The influence of scene geometry
on visual navigation is evident as almost all of the human navigation is done in Manhattan
world (i.e. indoors and outdoors). Humans have mastered the style of navigation in such an
environment using the pre-knowledge obtained due to their high degree of involvement in its
building. The structures in a Manhattan world are consistent which helps maintain a set of
learned assumptions (e.g. orthogonality of walls, ceiling and floor, roads, bridges, flyovers
and buildings etc.) in the human brain while being exposed to a new unknown environment.
Scene semantic is another visual navigation element which is performed by humans
effortlessly as a cognitive level function and is processed in a dedicated part of the brain [12].
It is a functionality which is achieved by abstraction of a newly seen scene component and
building learning models. The learned models are constantly updated upon discovery of new
kinds of scene components.
In everyday navigation (e.g. road driving), all the aforementioned VNEs play their part to
achieve the goal of seamless navigation. While driving a car, a driver senses the motion and
records the direction of motion, knows the context (i.e. does not expect fish on the road),
remembers the place he/she started and where to go, knows that a road is a horizontal plane
upon which the car is rolling and can semantically interpret the scene components on the road
due to previous learning. A scene can be semantically decomposed at two levels: global and
local. The global scene semantic decomposition allows the determination of major scene
constructs that exist in the scene. Such global decomposition provides a fast glance over the
scene and enables swift decisions. An example decomposition of an urban road scene into
global semantic constructs would be a constituent of three major constructs; sky, horizontal
and vertical surfaces. The local semantic decomposition of a scene allows for deeper look
into the scene by identifying the various objects present in the scene.
The modeling of a visual navigation system in terms of fewer visual navigation elements
gives the power of flexibility and feasibility of global sensitivity analysis as it attempts to
find a common ground and enables us to understand the working of any autonomous
navigating body which uses vision as primary source of navigation. An overview of visual
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navigation elements is given in Figure 1.1 which presents two examples. In one scene, a
human observer is shown while in another scene a case of an autonomous car is presented.
The decomposition of a visual navigation system can be achieved by asking a set of
questions;

a) How did I reach here?
b) Which place I am currently near to and what is the spatial relationship of this place
with other places that I know?
c) What are the assumptions about the environment based on past experience?
d) What geometrical primitives makeup this place?
e) What are the various components of the scene?

Every cognitively aware navigating body such as a human analyzes these questions
intuitively while performing visual navigation. The process gets smoother due to the presence
of similar environmental constraints in apparently different scenes. For example, the context
and geometrical constraints present in the two examples of Figure 1.1 are similar which
makes it easy to build certain models and reuse them in unknown scenes. The semantic
interpretation of a scene can be different from another scene due to the presence of different
objects in the respective scenes. However, the overall domain of object classes remain the
same considering the navigation is being performed in an urban environment.
Until this point, VNEs have been introduced and discussed in the backdrop of the
evidences from the nature, now let us examine them closely. A VNE is a collection of
methods, models and independent processing units which when combined together give
meaningful computation and contribute towards achieving a navigation goal. Although each
VNE is responsible for solving an individual navigation function, the sharing of results in
between elements is an important process which contributes towards solving the overall
navigation problem. An example modeling of a visual navigation system in the light of VNEs
is shown in Figure 1.2.
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Motion Memory

Motion Memory

Spatial Memory

Spatial Memory

Home

Market
Office

Gas
Highway

Garage
City Station

Gas Station
Beach

Highway

Context

Context

Constraints: road underneath, buildings
along roadside, vehicles on road,
pedestrians walk roadside etc.

Constraints: road underneath, buildings
along roadside, vehicles on road,
pedestrians walk roadside etc.

Scene Geometry

Scene Geometry

Lines (parallel/orthogonal), curves,
planes (horizontal/vertical), cubes etc.
Scene Semantics
Scene constructs: sky, horizontal and
vertical surfaces.
Scene objects: road, cars, traffic signal,
building, trees, sky.
Scene
(a)

Lines (lane marks), curves (light poles),
planes, slanted surfaces etc.
Scene Semantics
Scene constructs: sky, horizontal and
vertical surfaces.
Scene objects: cars, houses, light poles,
road, trees, lane marks.
(b)

Figure 1.1: An overview of the VNEs in two example urban scenes: (a) Human observer in
one scene, (b) Autonomous car in another urban scene.
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Figure 1.2: Architecture of a visual navigation system from the perspective of VNEs.
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The data originated from various sensing sources passes through a feature extraction and
abstraction mechanism (e.g. a primary conceptual sampling mechanism) and reaches a VNE.
A multitude of features can be extracted from a scene depending on the nature and demand of
the target application. In general, local and global features are extracted. The global features
express the scene in a minimal representation and could be used for fast scene matching. An
example of a global feature could be tiny snapshots of a scene saved in a pyramid structure
for scale invariance purposes. The local features, on the other hand, capture details of the
environment. Therefore, they could be useful in learning the discriminability among scenes,
objects of a scene or various constructs of a scene. Some examples of local features could be
gradient features (e.g. edges, corners and key-points) and geometric features (e.g. lines,
curves, circles, ellipses, etc.).
The extracted features provide an initial input which is important for discriminability but
less significant for save and later reuse due to their lower semantic discriminability.
Moreover, these features do not take care of semantic level discrimination which is present
between the objects and constructs of a scene. Therefore, these features need to be
represented in an invariant abstract representation. Such a representation groups features
based on their semantic relevance and provides reusability as well as easier modeling and
processing.
The feature extraction and abstraction functionality might be seen as a primary
conceptual sampling functionality performed by cells in the human retina (i.e. V1 and V4
regions in the brain) [13]. Some of the visual features (i.e. spatial memory, contextual and
semantic scene processor) directly and others indirectly benefit from this functionality. A
semantic scene processor uses this abstraction of raw features and tries to build a simple yet
meaningful representation of a scene. An example of such semantic level representation for
an indoor scene in the navigation perspective could be a model which encapsulates the scene
into major scene constructs (i.e. walls, ceilings and floor). Similarly, a semantic
representation for an outdoor urban road scene could be a model which identifies various
scene components (i.e. scene constructs and objects).
The model of a visual navigation system in Figure 1.2 provides a bird-eye view of a
visual navigation system encompassing general methods and models and therefore attempts
to bring various techniques under one roof. Although there have been rigorous attempts in
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specific areas of visual navigation, a coherent model of visual navigation is missing to the
best of our knowledge. Finding a general modeling not only helps to simplify the individual
methods by omitting the repetitions but also provides a way to establish links between
various parts of the navigation process.

1.1.

Aims, Objectives and Contributions

The main aim of the work presented in this thesis is to investigate the process of visual
navigation for mobile robots in order to determine the existence of VNEs and analyze their
role in a visual navigation system. The identified VNEs are then used for improvement of
various visual navigation solutions. The main objectives are:


To investigate the role of spatial memory in navigation and develop methods to simplify
and improve the visual mapping (Paper I-II).



To investigate the role of motion in navigation and develop methods to integrate motion
estimate into a meaningful mapping system (Paper III, IV, VI, and VII).



To investigate the influence of scene geometry in visual mapping (Paper V-VIII).



To investigate the role of scene semantics in visual navigation (Paper VI-VIII).

The work in this thesis encompasses multiple dimensions of visual navigation processing
in an effort to gain a holistic view of the visual navigation problem. This is not only helpful
in identifying the major constituents of a visual navigation system but also provides an
insight into the processing of individual elemental visual processors. Some of the key
contributions can be briefly described as follows:


A multiple cue based place recognition framework is proposed which accurately
classifies a set of visited places by a mobile robot. The place recognition strategy is then
improved by the introduction of feature abstraction methodology which not only proved
to be robust but also provided a topological map representation of visited places. Such a
map representation captures the intuitive understanding of the underlying process used
by humans for visual mapping in addition to being simple in operation.
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The motion estimation problem is approached from a different perspective than the
commonly used practices. Most importantly the preference is given to direct motion
computation methods due to the fact that they work on a large part of visual information
and sense the change in visual information by optimizing the degree of similarity
between snapshots of a scene. Moreover, emphasis is given to certain structures which
are found common in everyday environments (e.g. planes). The use of such supportive
structures and sensing of change in visual information for motion estimation provides a
way which is closer to visual perception of navigation processing performed by some
biological organisms.



The geometry of a scene affects the visual processing significantly. Therefore, special
emphasis is given to exploit the readily available structures in everyday environments in
order to improve the individual visual functions as well as to gain insight into the role of
geometry in a navigation context. The use of simple geometrical primitives (e.g. planes,
lines and cubes) has resulted in improvement of individual methods whether it is the
motion estimation or the semantic processing of scenes. It has also allowed viewing of
the problem from a completely different perspective thus allowing the flexibility and
ability to solve the navigation problems in novel ways.



A visual navigation system involves multiple independent processing units which
perform certain function and share the outcome with other units. The integration among
these processing units gets stronger as the processing gets to deeper level. Semantic
processing is believed to be a high level cognitive operation which involves
functionalities of various kinds in order for a successful operation. A set of studies have
been dedicated in the investigation of semantic visual processing which is important in
the navigation context. Visual semantic mappings of indoor as well as outdoor scenes
have been performed in novel ways which are simplistic and attempts to capture the
intuitive understanding behind humans’ visual processing. These mappings integrate the
information from multiple visual processing units such as motion, context, geometry and
semantics and provided a coherent representation.
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Thesis outline

The work in the thesis is structured in two sections; first section provides an overview of
the methods, results and conclusions. Second section contains the papers which explain in
detail each method. Section A consists of five chapters. The relevant technical background is
presented in Chapter 2 and the description of the proposed methods is given in Chapter 3.
The methods presented in Chapter 3 are organized in three major groups: a) Spatial memory
and visual mapping, b) Motion memory, c) Geometric, contextual, and semantics processing.
Each method discusses one or more VNEs and presents the relevant empirical studies which
support their existence and prove their role in a visual navigation system. The analysis of the
results is presented in Chapter 4 which discusses results from each method described in
Chapter 3. First section is concluded in Chapter 5 which also presents summaries of the
papers. Second section consists of reformatted version of the published papers.

Figure 1.3: Illustration of paper contributions in relation to visual element concept.

A relationship between visual elements and papers is shown in Figure 1.3. Spatial
memory is discussed in Papers I and II [14], [15] in which place recognition methods are
proposed and their role in visual mapping is analyzed. The role of motion memory is
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analyzed in the proposed motion estimation methods in Papers III and IV [16], [17].
Similarly, the role of scene geometry is analyzed by the plane extraction method proposed in
Paper V [18] and the effect of scene context on the visual perception is analyzed in Paper VI
[19]. The visual semantics of a scene is modeled and their role in indoor and outdoor
navigation is investigated by a series of experiments elaborated in Papers VII and VIII [20],
[21]. There is a degree of overlap between the concepts discussed in methods; for example
although Papers III and IV solely discuss and verify motion estimation, motion estimation has
also been partly discussed and verified by the methods proposed in Papers IV and V.
Similarly, although scene geometry is specifically exploited in Paper V, Manhattan
constraints in general are present in Papers V-VIII. Scene semantics are investigated in
dedicated studies presented in Papers VII and VIII but Paper VI to some extent, also performs
semantic classification of an urban scene.

1.3.

Notations

In order to facilitate the discussion in subsequent sections, some descriptions about the
notation is being presented here. The scalars are represented by mixed case italics e.g.
, while vectors are represented by lower case bold letters e.g.
vectors are represented as

=[

ith row and column j while

. More specifically, row

] and column vectors are represented as

Matrices are represented by bold capital letters e.g.

and

=[

] .

. m , denotes element of Matrix

at

denotes the jth column of matrix

. In addition to that there

are some matrices which have common names in computer vision, e.g. K is used to represent
camera calibration matrix while

is used to represent rotation matrix. A set is represented

with upper case scripting letters and elements

are placed inside curly brackets e.g.

= { }. The operators are represented by non-bold symbols. Notable symbols used are
∇= ( ,

) the gradient operator, ∗ the convolution operator, ⋅ dot product operator and ∘

Hadamard product operator. The functions are represented by a scalar non-bold italic mixed
case letter as the name followed by parameters enclosed in parenthesis e.g. ( , ). In
addition to this, some of the computer vision specific symbols are used. For example,

(3),
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(3) and = are used to represent special orthogonal group, special Euclidean group and
equality up to scale, respectively.

2. BACKGROUND
It has been described in the previous chapter that the proposed methods have been
organized into three major categories. A brief background of each category is presented in
this chapter in order to allow the reader to get familiar with the relevant topics. Furthermore,
this chapter also discusses some of the relevant visual processing techniques which have
either direct or indirect relationship with the proposed methods.

2.1

Spatial Memory
The ability to remember a place is inherent in the ability to remember the salient features

and their arrangement in a scene. These features, when grouped together due to being at a
particular section of a place are termed as a cue. Multiple cues, when collected in a pathway
of a navigating robot provide a useful resource to not only correct the trajectory in order to
meet the goal but to build a cost effective mapping of the environment. The procedure of
dividing a pathway into a set of cues is called land marking where each landmark is itself a
set of cues grouped together due to their common representation of an object in the scene.
The landmarks can be one of three types: passive, active and natural. Passive landmarks
do not have any energy source rather they are monitored by an agent for their certain unique
characteristic. An example use of passive landmarks is shown in the study presented in
Chapter 3 where glyph markers were placed on the floor to accurately recover the
transformations along with the use of optical flow. Another example is Infrared (IR) markers
which are coated with IR reflective material, hence provide a high precision position estimate
as seen by cameras. In contrast to passive landmarks, active landmarks have their own energy
source. An example of an active landmark is buoys that are placed in the sea and that emit
signals giving alarm of anything in proximity. Another simple example is a set of Light
Emitting Diodes (LED) placed in the pathway of a robot which helps the robot to estimate its
own trajectory. Both the active and the passive landmarks are artificial ways of providing a
robot a hint about its current location. Natural landmarks, on the other hand, are those which
can be extracted from the environment and are not introduced by humans. These landmarks
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are obtained by exploiting the natural uniqueness of a particular object or subsection of a
place. Most of the work in this regard uses low level image features (e.g. color, gradient or
geometric primitives) which are coalesced into an abstract and unique representation.
The representation of landmarks by a set of visual cues can be useful in detecting the
visited places. However, such cues need to be coherent so that their integration makes a
coherent framework for tackling problems issued, for example, by light changes or rigid
transformations. Such integration can be done in several ways; one common strategy is to
augment the features from various cues together using a linear accumulation by assigning
each cue a weight. The relevant works done in this regard are explained in Papers I and II
[14], [15]. In Paper I, a multi-cue based framework is proposed which uses natural landmarks
for the recognition of places. The method is evaluated using sequences of images with labeled
examples which are obtained by a robot mounted camera while the robot is navigating in an
indoor environment. In Paper II, the place representation method is improved and an abstract
place representation is proposed. The place representation method is then extended to a
topological mapping framework.

2.2

Bio-inspired Motion Estimation
The earliest and probably the most sustained form of motion estimation in computer

vision is “optical flow”. This concept arises from many studies performed on bees in a wind
tunnel. In this respect the work of Srinivasan [22] is important for its direct modeling from
bee behavior. It paved the way for many implementations in robotics [23]–[25]. The basic
idea is simple; a rigid textured plane moving in front of the camera is assumed and motion of
which is retrieved from two subsequent images. It is assumed that an image ( , ) can be
considered as an interpolated version of its previous image

( , ) and a series of

interpolation steps exist between the two images. Thus, the first image can be shifted by
amount in

and

in y directions and rotated by

around the optical axis in

both clockwise and counterclockwise directions to get six reference images

( , ) to

( , ). This strategy covers all motions that are possible on a 2D plane. Then, the linear
combination of these six reference images is computed to produce an interpolated image that
best matches the second subsequent image. The error is measured over an image patch whose
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shape and size is specified by a window function

( , )=

(

.

)

where

is the

half width of Full Width at Half Maximum (FWHM) of Gaussian. Thus the interpolated
image

( , ) is given as follows:
= ∫∫( − )

( , )

(2.1)

where
=

and

, ,

,

,

(

+ 0.5

,

,

)

,

+

(

)

+

(

)

(2.2)

respectively are the original reference image,

subsequent image, reference shift in , reference shift in , reference rotation, mean-squared
error, retrieved shifts (the optical flow components) in horizontal and vertical direction. The
idea is quite intuitive and is applicable in situations where planar motion in the scene is
observed.
It was observed by Srinivasan while performing experiments with bees that it is the
motion cue which is used by bees for obstacle avoidance and negotiating narrow gaps
successfully [26]. Generally, when an observer moves forward in an environment, the image
on his or her retina expands. The rate of this expansion conveys information about the
observer's speed and the time to collision. It is assumed that the rate of expansion can be
estimated from the divergence of the optic-flow field or also from changes in the size (or
scale) of image features. It is believed that image expansion is utilized by fruit flies in order
to distinguish nearer objects from farther objects. In order to measure the effect of motion cue
on bees’ speed control, the researchers used moving patterns on both sides of a tunnel (Figure
2.1). It was observed that bees try to maintain a constant speed by keeping the average lateral
flow constant using their two eyes. Moving the pattern in the direction of a bee’s flight
caused them to move faster while moving the patterns in the opposite direction to the flight
caused the bees to slow down. Flight speed is regulated by maintaining the lateral image
velocity at a value close to 300o/s. This also helps bees to negotiate narrower gaps efficiently
as they slow down due to an increase in the observed lateral flow.
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Figure 2.1: Bee behavior as observed by tunnel experiments [5]. Narrow passages are negotiated by
balancing the later flow
on both sides and flight speed is maintained by holding lateral flow
constant throughout the travel ( =
= ).

Important information that is preserved in the flow is the height at which the insect or
robot is moving. When an insect has maintained its speed by holding lateral flow constant,
then it is ventral flow that indicates how high it is flying. Flow of the ground plane as
observed by bees causes them to regulate their height. Movement of the ground plane in the
direction of the flight causes bees to increase altitude and decrease altitude when movement
is in the reverse direction [27]. In large environments, bees no longer balance themselves in
the middle as observed while traveling in the narrow passages; rather they try to be closer to
one wall. This phenomenon was also observed when one wall was suddenly removed when
bees were maintaining a balance in the tunnel, causing the bees to immediately get closer to
another wall [28]. This phenomenon named “wall-following” is the result of bees trying to
hold constant the flow of the nearer wall.
The most crucial task for any flying object is to efficiently execute a landing. In insects,
this behavior is observed to be the result of holding constant the angular speed of the flow
generated by the ground plane. As the ground plane becomes closer, flight speed is decreased
resulting in smooth landings [29]. It is clear that insects hold rate of flow constant in order to
regulate their speed, although performance of such a system varies with the minimum
viewing angle at which changes are detected. In an experiment mentioned in [30], honeybees
appeared to respond to the presence of a black bar in a white tunnel only when the bar passed
the lateral region of the eye, indicating that the minimum viewing angle at which honeybees
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detect and respond to changes of flow lies in the lateral region of the visual field. It also
indicates that the lateral region is responsible for tasks such as balancing in corridors and
short-range goal localization. In another experiment, it was identified that with strong headwinds, bumblebees decrease their altitude due to decreased rate of flow until it reaches a set
level. Similarly, in the case of tail-winds, a high rate of flow is experienced from the ground
plane resulting in an increase in altitude. Minimum viewing angle is also important when
exhibiting centering behavior while passing through a corridor, so having smaller angles
means earlier or faster detection of changes in the passage and larger angles mean late or
slow detection of passage way changes. It was observed that bumblebees detect changes
using 23-30° of minimum viewing angle within the visual field of 155°.

2.3

Computation of Optical Flow
There are numerous approaches to compute an optical flow given a sequence of images,

one of which is bio-inspired and mentioned in the previous section. In this section, only those
techniques which are extensively used are discussed. Broadly speaking, optical flow
techniques are either constraint oriented (i.e. exploit brightness constancy) or based on pixel
matching (i.e. feature correspondence), the former is useful for non-rigid and dynamic
environments while the latter is more susceptible to changes in brightness. Optical flow is
based on the assumption that the intensity of any pixel in two subsequent images remains
constant over time. Therefore, for an image
displacement

with horizontal displacement

and vertical

the relationship between a current and previous image can be written as
( , , )≈ ( +

, +

, +

)

(2.3)

Expanding the left hand side of (2.3) using Taylor series expansion gives

( , , )= ( , , )+

Ignoring higher order terms

+

and simplifying we obtain

+

+

(2.4)
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=

and

+

+

=

gives

+

+

=0

(2.5)

=0

The expression in (2.6) is the constraint equation of optical flow where

(2.6)

=[

] is

the flow vector with horizontal and vertical component and Ix , Iy , It are the spatial and
temporal derivatives, respectively. Using the flow constraint (2.6) and using a single pixel
point, only a component of the flow normal to the intensity structure can be recovered. This is
called aperture problem. In order to recover the full 2D motion, an additional set of
constraints is needed. A common solution is to add support from the local neighborhood
under the assumption that pixels in the close proximity move along with same velocity. It is
important to mention that when the pixels in the neighborhood are studied, the velocity of a
pixel

= [ ( , ) ( , )] becomes dependent on the velocity of pixels (in both directions)

in the neighborhood. The methods in the forthcoming sections adopt the neighborhood
approach with either global or local smoothing function. This neighborhood approach solves
the underdetermined situation of the problem. However, such a solution still can easily run
into an aperture problem. Another way to solve the aperture problem is to take support from
different areas of a scene. Such a solution often benefits from 2D features (especially corners)
which are good places to remove the motion ambiguity arising from aperture problem. In
addition to the aperture problem, estimation of large motions can be challenging as well. This
problem is often tackled by forming an image pyramid in which image size is varied and flow
is calculated for each pyramid level [31]. An iterative version of pyramidal implementation
iterates the optical flow computation while minimizing a cost function at each pyramid level
in a gradient descent style.
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Lucas-Kanade

Lucas and Kanade (LK) introduced a local smoothness constraint by using a weighted
least square fitting process additionally to the constraint in (2.6). The objective function of
LK which minimizes the error over an image region Ω is given as follows:

( , )

+

+

( , )(∇ ( , ) ⋅

=

, ∈

where

+ )

(2.7)

, ∈

= [ ( , ) ( , )] ,

( , ) and ∇ ( , ) = [

] denote the optical flow

vector, window function (e.g. Gaussian) and gradient vector, respectively. The flow for the
region Ω with

pixels can be obtained by solving the following:

=

(2.8)

where
=

∇ ( ,
⋮
(
∇
,

)

( ,

)

)

=

⋱
(

=−

( ,
⋮
( ,

The solution of (2.8) is the flow vector

,

)

)
)

=[

]

which is solved when

is a non-singular 2 × 2 matrix. Consequently, the eigenvalue decomposition of
gives eigenvalues
velocity when
=( ⋅

)

≥

and

where

<

; is a chosen threshold. If

is calculated instead where

. The solution is accepted as a reliable
<

and

≥

, then a normal velocity

is the eigenvector corresponding to

.
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Otherwise the computed velocity is discarded. An example application of Lucas-Kanade is
shown in Figure 2.2 (c).
2.3.2

Horn and Schunk

The optical flow constraint in (2.6) can be expressed as

=∇.

+

and poses a

problem which is underdetermined and requires more constraints for solution. Horn and
Schunk [32] proposed a global smoothness constraint which is based on the assumption that
pixels corresponding to an object move with the same velocity. Therefore, a smoothness
constraint

=∇

is introduced which minimizes the square of the magnitude of the

gradient of the optical flow velocity where ∇ =

2

2

2

,

2

. The constraint equation can be re-

written after introducing smoothing terms as follows:

∬(

where

+

)

= ∬(∇ ⋅

+ ) +

+

+

+

(2.9)

is a weighting factor. The corresponding solution in the form of Euler equations can

be obtained as
∇

−

−

=
(2.10)

∇

−

−

=

An example application of Horn-Schunk is depicted in Figure 2.2 (d).
2.3.3

Sparse flow

The dense flow calculation for every pixel is a Central Processing Unit (CPU) intensive
task. Using a high number of threads running on a Graphics Processing Unit (GPU) can lead
to significant reduction of computation time but still lacks the ability to be used in real-time
decision making systems. One strategy for increasing the efficiency is to compute the flow
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only on a limited set of pixels. Knowing in advance the important pixels, where the motion is
occurring or which pixels would best satisfy the flow constraint, is not possible. This problem
is usually solved by finding the most prominent pixels called key-pixels that stand out in their
neighborhood. Since flow is applied on the intensity level, prominence is defined to be the
local optima of intensity changes in Gaussian smoothed images [33]. In order to obtain the
scale invariant key-pixels/key-points local histograms of orientated gradient features are
maintained. These features are then used as the basis for the calculation of flow resulting in a
set of discrete flow vectors.
2.3.4

Motion trajectory and localization

An important functionality of a robotic navigation system is to keep track of its position and
to be able to localize itself in its own representation of the world. Localization is performed
when a robot has already built an internal representation of the environment (i.e. a Map) in
which it can locate itself. A trajectory can be obtained using accumulation of inertial sensors’
measurements obtained at a time step that incorporate small errors. These errors are also
accumulated resulting in the trajectory being useless after some time. In addition to that, there
are some situations where odometry can become blind and cannot sense the motion at all.
One common example is the position drift experienced by a quadrotors when attitude
controller is unable to sense the motion. Accelerometer and gyros help maintain a constant
attitude, but cannot sense the drift in translational motion caused by the airflow around a
quadrotor. This implies a need for a position control system which estimates the future state
of the robot given the current measurement and motion model. The detail of an example
implementation of such a system is explained in Section 3.1.
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(a)

(c)

(b)
(b)

(d)

(e)
Figure 2.2: Optical flow field on an example image sequence: (a-b) Subsequent images of a scene
with motion in one dominant direction. Optical flow magnitude and orientation calculated using (c)
Image interpolation, (d) Lucas-Kanade constraint, (e) Horn-Schunk. The white arrows show
direction of flow while magnitude of flow is shown by color map (black: low, yellow: high).

2.4

Motion Memory
Motion memory is a representation of motion while a moving body moves from point A

to point B which enables it to come back from B to A by backtracking. So, motion memory
involves estimation and tracking of an individual’s position. There are multiple ways to
visually estimate and track the motion of a robotic system. Generally, however, there can be
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two major motion estimation domains: Indirect and Direct motion estimation. The indirect
motion estimation is done in following steps: a) feature detection, b) feature matching and
tracking, c) model based motion estimation d) optimization. The direct methods, on the other
hand, compute the motion and perform optimization in a single step. Often, such techniques
perform an iterative image alignment based approach for motion estimation. In later sections,
backgrounds of both techniques are provided.
2.4.1

Indirect visual odometry

Visual Odometry (VO) is the estimation of egomotion of an agent using single or
multiple cameras. From a navigation perspective, VO is important as it can be used to keep
track of a robot’s trajectory which provides a representation of visual motion memory. VO
can also be used as a correcting mechanism for IMU (Inertial Measurement Unit)/Laser drift.
In certain cases, VO provides an additional estimates of the position which is beneficial to
correct the error introduced by wheal encoder slippage. In situations where Global
Positioning System (GPS) is denied, such as indoors VO provides accurate measurements for
tracking a mobile robot.
There are different approaches for computing VO for an operational mobile robot
depending on its particular configurations and environments. A robot equipped with a stereo
vision camera utilizes the known parameters of a stereo vision configuration to recover the
3D structure of a scene. A large portion of the work in stereo VO uses the reconstructed scene
and recovers the VO from the 3D-3D correspondences [34]–[36]. In some cases, however,
3D reconstruction is simplified by only taking a subset of existing pixels. These utilize
feature correspondences in 2D images to reduce the number of stereo correspondent points
and then least-squared fit is applied in 3D to recover the VO [34].
When a mobile robot has only a monocular camera attached to it, then the transformation
between two consecutive frames represent the motion of the robot. One way to recover this
motion is by exploiting the constraint imposed by epipolar geometry. Given two subsequent
images taken by a monocular camera and a set of point correspondences, it is possible to
recover the transformations between them. The corresponding points and their projections lie
on a epipolar plane formed by the respective camera centers and the projection point in 3D
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= 0 where E is the essential

matrix encapsulating the transformation and p, p’ are calibrated point pairs. Another route to
obtain VO is implementation of either 2D-2D or 3D-2D correspondence pairs for recovering
transformations [35], [37], [38]. Starting with feature estimation, such methods extract some
important features for their uniqueness and repeatability in the scene and track them in
subsequent images to get correspondences of the images. These correspondences are then
processed for outlier removal using epipolar constraint resulting in the required
transformation. In the 3D-2D case, two frames are used to reconstruct the scene by
triangulation and then minimization of the re-projection error is done using a Random
Sample Consensus (RANSAC) based framework. The choice of the number of
correspondences and the cost error function is dependent upon the operational robot
configuration and the environment. For example, if total transformation is needed to be
recovered from VO, then five or more points are sufficient. If height of the robot from the
ground is supplemented from inertial sensors, then only 3 points are sufficient. A general
process flow for a VO system can be seen in Figure 2.3. The essential matrix retrieved
through the outlier process is decomposed into respective rotation

and translation motion

components.
The last step in any VO system is the use of optimization for reducing the overall error
that is introduced at each time step. The error is due to inaccuracy of either the feature
tracking/matching or due to incomplete removal of outliers from the final correspondence
pairs used for the transformation estimation between each two frames. This process of
minimizing the re-projection error is known as Bundle-Adjustment (BA) as it tries to readjust the bundle of rays in order to retrieve correct transformation at a given time. Since
such an optimization can take a huge amount of time to converge, an iterative version is
usually used in robotics navigation systems that find the local minima using a sliding window
on a fixed number of frames.
2.4.2

Direct visual odometry

Direct methods of visual odometry or egomotion estimation have two major differences
to their counterpart: a) These use all the visual information present in the image, b) Perform
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the motion estimation and correspondence computation in a single step [39]. These methods
do not have additional steps of feature detection, matching and correspondence computation.
Direct methods might lack speediness. However, this can be overcome by intelligently
selecting the optimization area in the image [40]. More than just being simple in modeling
and operation, these methods could also prove to be more accurate when multiple rigidity
constraints of the scene are enforced along with motion estimation. It is also interesting to
investigate the direct methods as the use of all or larger part of the visual information seems
closer to nature. For example, it has been observed that desert ants use the amount of visual
information which is common between a current image and a snapshot of the ant pit to
determine their way to the pit [41].

2D-Images

Feature Detection

Feature Matching/Tracking

Outlier removal

Motion Estimation (3D-3D/3D-2D/2D2D)

Optimisation (Bundle adjustment)

Figure 2.3: A block diagram of visual odometry process.

A common direct motion estimation process has three main components: a) Motion
model, b) Similarity measure c) Optimization method. The motion model depends on the
kind of motion that is being performed (i.e. How many degrees of freedom? Motion update
rule?). Formation of a motion model depends on the configuration of the mobile robot for
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which motion is being measured. The similarity measure is a continuous function which
models the amount of common visual information present in the two images. The similarity
function is then used in an iterative optimization method (e.g. gradient descent/Newton
Ralphson) in order to find the optimum solution for a motion estimate. The motion estimate is
then accumulated by the help of an already defined motion model.

2.5

Scene Geometry
The role of geometry in visual perception is quite important as it is the single most

important cue which enables humans to perceive objects from line-arts or sketches. It is the
shape of the object which enables successful classification even in the absence of other cues.
The geometry of the place says very much about its representation, especially, when it is a
Manhattan world which is mostly a complex representation of more simplified forms (e.g.
plane, cone and cube etc.). The evidence of use of geometrical cues in natural navigation is
also present. It is observed that insects such as bumblebees use ground plane and optical flow
generated from it to control their height and negotiate landings [26]. In indoor environments
one shape, the plane, is so dominant that it covers most part of the visual field.
Having a fairly accurate estimate of a plane extracted from a natural scene is not only
useful in determining the ground plane for negotiating a successful landing by a flying robot
but also it can help as a cue to estimate an obstacle. Plane estimation in road based navigation
has been often used in automatic braking or pedestrian detection systems. One strategy is to
get corresponding points in subsequent images and use RANSAC to fit a planar model
simulating the road.
In pedestrian detection systems, the common way is to estimate the motion as observed
on the road plane. Since the flow of road plane remains constant throughout the drive, it is
possible to pre-determine the expected flow using a plane based flow estimation model [42].
Once the expected flow is known at a future time step, the only pixels that would not behave
as expected must be above or off-road and hence, belong to an obstacle. A result from the
flow model based obstacle avoidance can be seen in Figure 2.4. The pixels which do not
behave as predicted by simulated planar flow model are considered to be part of an obstacle
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and can be retrieved by computing Sum of Squared Distance (SSD) in the local pixel
neighborhood on the calculated flow image.

(a)

(b)

Figure 2.4: A road-side obstacle detection using planar flow model: (a) Original image, (b)
Marking of predicted obstacle.

Such an exploitation of known geometrical structure of the scene provides an efficient
strategy toward solving computationally complex problems. One such problem is the pose
estimation which helps in recovering true motion of the camera. If we take an indoor scene
then indeed it is the Manhattan structure which provides us a steady set of landmarks in the
shape of walls, floor and ceiling. Given such a set of planar structures retrieved from within
an environment, the solution to localization for a mobile robot becomes much simpler.

2.6

Visual Processing
Visual processing, if taken in a general sense, is a very large topic to address. This

section only focusses on the techniques which can be useful in the context of visual
navigation, especially, in the backdrop of the proposed methods.
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Feature extraction

Feature extraction is an important step in any visual processing task. The list of features
can be quite long and can vary due to the application area. In this section, we shall discuss
some of the most frequently used image features.


Point Features

The classical and probably the most commonly used features are point features due to
their flexible applicability regardless of the type of the environment. Generally speaking,
point features are salient and unique pixels in their surrounding neighborhood and often
termed as keypoints. There are multiple point feature detection methods, some of which are
discussed here.


Corner Features

The classical form of point features is corner features which have high image gradient in
both orthogonal directions. This usually happens because the corner points have significantly
different intensity value than their close neighborhood. Due to such a high distinctiveness in
neighborhood, the corner features stand a high chance for future retrievals. This uniqueness
and ability of reoccurrence make corner features interesting for various visual processing
tasks (e.g. object representation, motion estimation and scene reconstruction). One of the
earliest methods for corner feature extraction was proposed by Moravec [43]. It was proposed
that a region in an image must be significantly different to its neighboring overlapping
regions in order for it to repeat in subsequent images. A similarity measure was proposed by
Moravec which measured the degree of distinctiveness of a region with center at ( , ) to
overlapping of the region where

and

are the horizontal and vertical components of the

pixel point, respectively. The similarity measure is given as follows:

( , ,

,

)=

( ( + +
( , )∈ℛ

, + +

) − ( + , + ))

(2.11)
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are the spatial shift applied to the region ℛ in eight spatial directions. The

and

similarity function is computed for each neighborhood direction and a minimum value is
maintained. This process continues for every pixel and only the pixels with high value are
selected as feature point. A subtle variation of the similarity measure in (2.11) can be
obtained by introducing weights. This leads to a more generalized representation of the
similarity function with weighting kernel

( , ,

,

generated by Gaussian distribution as follows:

)=[

]
(2.12)

=

where ∘, ∗,

,

∗
∗(

∗(
∘

)

∘

)

∗

are element-wise multiplication operator, convolution operator, spatial

gradient images in horizontal and vertical direction, respectively. The spatial gradients
provide the degree of distinctiveness in the neighborhood while Gaussian weighting provides
smoothness in order to decrease the effect of noise. The eigenvalues of matrix
measure for strength of a detected corner. If both of the eigenvalues ( ,

provide a

) are high, then a

corner is considered. The Shi-Tomasi detector [44] has a slightly different measure to detect a
corner. It takes the minimum of the eigenvalues and selects the pixel for which this value is
high. The corner strength in the Harris detector [45] is measured by
where

( )=

+

is the trace of the matrix

and

= det( ) −

( )

is a constant whose value is

commonly taken as 0.04 from empirical evidence [45]. An example result of the Harris
detector is shown in Figure 2.5.


Scale Invariance

The corner features such as those obtained by the Harris detector are susceptible to
changes in scale. The scale of real-world images changes due to change in camera viewpoint,
especially, when the scene is viewed from different distances. Therefore, a scale invariant
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representation is needed in order to detect the point features consistently across various scales
of an image. This ability of scale invariance is obtained by maintaining an array of images at
different scale and point features are selected such that they stand out in the spatial as well as
in scale space. More specifically, a set of images at various scales are obtained by gradually
increasing the smoothness with a Gaussian kernel. Since the convolution of a Gaussian kernel
with another Gaussian kernel results in a much smoother Gaussian kernel, therefore the
image is convolved with the same Gaussian kernel iteratively which results in an array of
images at gradually increasing level of smoothness. The Laplacian of Gaussian (LOG) is the
operator which captures the strength of spatial gradient and is therefore used in finding the
unique point features. At the same time, the LOG can be approximated as the difference
between two Gaussians in the scale space. This Difference of Gaussian (DOG) provides a
stable way to identify the point features at various levels of scale space. A point feature is
therefore selected as the one which has local maxima in all 3-dimensions (i.e. spatial
neighborhood in image and two neighbors in the scale space). An example of a Gaussian
scale space and respective LOG space is shown in Figure 2.6. It is visible that Gaussian space
gradually makes the image blurry while LOG image space preserves the areas with high
contrast in the neighborhood such as eyes.

Figure 2.5: An example result of corner features. The positions of Harris corners are shown in
the form of green pluses.
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Figure 2.6: First Image Row: An example result of scale space for eight scale steps. Second Image
Row: An example result of LOG space (blue: strongly positive, red: strongly negative).

Figure 2.7: An example result of SURF. Feature points are marked with plus signs while
circles show scale at which features were retrieved.



Scale Invariant Point Features

The scale invariance property discussed in the previous section is employed by many
state of the art point feature detectors with slight variations. The major aim of such scale
invariant detectors remains the same which is to detect the salient points in the spatial as well
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as in the scale space. The Scale Invariant Feature Transform (SIFT) [33] uses difference of
Gaussian and finds local maxima in the scale space. Speeded Up Robust Features (SURF)
[46] is another point feature representation which is scale invariant. SURF finds local
maxima in the Hessian of Gaussian sequence. An example result obtained by SURF point
detector is shown in Figure 2.7. In addition to scale at which a feature point is retrieved, a
histogram of orientations is maintained. A point feature would then be the one which has
local maxima in all spaces (spatial, scale and orientation).


Line Features

Lines are an important element of an urban environment and provide many interesting
structural constraints which make them useful in solving visual navigation problems. In
Manhattan environments, lines exist in abundance due to the presence of strong edges along
boundaries of building structures. For a robust extraction of line features, a line
representation which works in all conditions is necessary. An often used line representation is
given as

=−

where

, , ,

+

(2.13)

are horizontal and vertical pixel coordinates in the image, angle from

horizontal axis and perpendicular distance of line from the origin, respectively. One of the
advantage of using such a

representation instead of a slope intercept form, is to avoid the

problem of undefined slope for vertical lines. In theory, there are infinitely many lines that
can pass through a point which makes the feature space also infinite. Therefore, in practice,
line feature space is quantized and a discrete

space is formed. Generally, the image can be

convolved with an edge filter (e.g. Sobel or Canny) and a set of tentative edges are obtained.
Every pixel in the potential line is tested against the set of lines in the

space and the lines

with largest pixel votes are selected. This process of line detection is called Hough transform.
An example result of such line detection is shown in Figure 2.8 along with grouping of line
segments in three dominant Manhattan directions. Any Manhattan scene consists of three
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major groups of lines and each group converges to a vanishing point. These three vanishing
points define the perspective orientation of the scene.


Feature Correspondences

The problem of correspondence arises when the camera is in motion and transformation
among the images is needed to be computed in order to either estimate the motion or to infer
the 3D structure from the motion. The point features in the first image are matched with point
features in the second image and change in position is estimated. If ℱ = {
represents the point features
features

in Image 1 and ℱ = {

in Image 2, then a matching feature set ℱ

iteratively matching each element of

,
={

,…
,

with each element of

,

,…

}

} represents the point
,…

} is obtained by

and a subset of features is

selected which meet the matching criteria. The matching is often performed between the
feature descriptors. A feature descriptor is a one dimensional invariant representation of the
support region centered on the position of the point feature. Feature correspondence is an
important yet a resource intensive task due to computational complexity (

). An example

of such a feature correspondence is shown in Figure 2.9.

(a)

(b)

Figure 2.8: Examples of line features: (a) Line segment extraction, (b) Classification of lines in
three vanishing directions.
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Figure 2.9: An example of SURF feature correspondences computed between two images of a road.
scene.

2.6.2

Geometry of multiple views

When a scene is viewed from multiple viewpoints the pixel points in the images are
related by a certain set of constraints defined by epipolar geometry. The multiple views of the
scene can be obtained by a stereo camera, mono camera in motion or by two different
cameras placed at different places in the scene. The geometry of multiple views is illustrated
in Figure 2.10. If a world point

is projected on two images

and

at

,

,

respectively, then there exist a plane which joins the camera centers with world point and
intersects the image planes. The intersection of a line joining two camera centers
with image planes generates two intersection points

and

and

called epipolar points. The

lines generated by two projected points and epipolar points are called epipolar lines

and

,

respectively, owned by each image plane. The projected point

must lie on

projected point

is an image of camera

center

must lie on epipolar line

. The epipolar point

while

and vice versa. The relationship of projected image points can be learned by a 3 × 3

matrix (i.e. fundamental matrix , essential matrix

or homography

). The details of these

matrices are given in forthcoming sections.


Fundamental Matrix
The points in images of multiple views are related by a 3 × 3 matrix called fundamental

matrix. If

=[

1] ,

=[

1]

represent the homogeneous coordinate of the
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pixel points in first and second image, respectively, there exist a 3 × 3 fundamental matrix
which relates the two sets of points as follows

=0

(2.14)

The fundamental matrix defines the essence of epipolar geometry and has some unique
properties. The rank of the fundamental matrix is two and it has seven degrees of freedom.
The determinant of the fundamental matrix is zero. The two sets of epipolar lines

and

can be extracted if the fundamental matrix is given as follows
=

=

(2.15)

The computation of the fundamental matrix can be performed by taking point
correspondences in image pair and solving the linear problem stated in (2.14). There are
multiple ways to compute fundamental matrix which differ in the number of point
correspondences. Notable methods are 7-point and 8-point algorithms [47].

P

I1
l1

I2

Epipolar plane

p1

l2
p2

F, E, H
e1

e2

C1

C2

Figure 2.10: Epipolar geometry of multiple views.



Essential Matrix

If the cameras used in generating the multiple views of a scene are calibrated, then the
two sets of points in the respective image planes are related by an essential matrix. Let

=
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be the calibrated homogeneous points in both views respectively and

be the camera matrices which define the intrinsic parameters of the two cameras.

These calibrated image points are related by the essential matrix

as

=0

(2.16)

The properties of the essential matrix are mostly the same as those of the fundamental matrix
with some notable changes. The rank of the essential matrix is two and it has five degrees of
freedom. The essential matrix only contains the 3D transformation without the scale. A
variant definition of an essential matrix is given as
= ( )

where the skew symmetric matrix for translation
arbitrary constants

, and .

(2.17)

is

0
( )= −

−
0 −
0

for some

is the orthogonal matrix enclosing the 3D rotation of the

camera. The solution of the essential matrix can be obtained by five corresponding points
[48]. The solution of an essential matrix generates multiple candidate solutions for rotation
and translations. These are evaluated by a voting mechanism inside the RANSAC framework
where best candidate solutions are selected.


Planar Homography

If the pixel points in the multiple views of a scene lie on a plane in 3D world, then the
two sets of points are related by a special matrix called homography. If
=[

,

=[ ,

, 1] and

, 1] represent the homogeneous coordinate of the planar pixel points in the first

and second image, respectively, there exist a 3 × 3 matrix

which relates the two sets of

points given as follows:
≅

(2.18)
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The homography matrix shares properties with the fundamental matrix. However, the latter
has a degenerate solution when the points in the multiple views belong to a plane in 3D
scene. The rotation and translation of the plane is also captured by the homography matrix
and can be written as follows:
( +

=

where

,

, ,

)

(2.19)

represent camera calibration matrix, scaled plane normal, rotation and

translation, respectively. If the distance from the plane and unit normal of the plane is known,
then the transformation between images of a calibrated sequence can be recovered.
2.7

Visual Map Representation

Visual map representation can be done in many ways. The major difference in most of
the representations is the level of abstraction it provides. The level of abstraction defines the
usability of a map in a certain environment. Some map representations are therefore, more
suitable to one kind of application while others are more suitable to different applications. In
the coming sections, different types of mappings are briefly explained along with details of
the state-of-the-art process of successfully mapping an environment using visual information.

Z

X
Y

Figure 2.11: Utilization of road-side lines as geometric features for mapping.
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(b)

Figure 2.12: Grid-based mapping: (a) 2D-occupancy grid with robot path shown in dotted green and
optimum path shown in dotted black line, (b) A 3D occupancy map with occupied space shown in
red.

2.7.1 Geometric maps

One of the types of metric mapping is geometric mapping which exploits the known
geometric structures (e.g. points, lines, polygons and planes). Such a strategy, as can be
noticed, is quite often employed in a Manhattan world where certain repeatable geometries
are present. One common example is its use in road based driving where lines represent road
boundaries or plane represent the road surface. These are a couple of frequently used features
to map the environment (Figure 2.11). Such geometric mappings usually suffer inconsistency
problems due to non-repeatability of the selected geometric features in the scene or
inaccuracy of the feature extraction system. The advantage of such mappings is its usage as
small sized maps for very large traversed environments.
2.7.2 Grid-based maps

Another metric based representation of the environment is a grid-based map which breaks
down the visual field into binary grid cells where each cell represents the current state of the
space (0: vacant 1: occupied). The use of such maps has been started as early as the use of
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ultrasonic sensors to locate the hurdles in a robot’s pathway [49]. These metric maps can
have a huge memory requirement depending on the grid resolution and environment size.

(a)

(b)

(c)
Figure 2.13: Topological mapping: (a) Map from odometry data, (b) Voroni diagram superimposed
on map, (c) A topological mapping performed on an image localization database, each vertex is a
place while each edge describes its relationship with other vertices (Paper II).

A more recent use of such mappings is performed with laser odometry and a probabilistic
tree is used to map the robot’s surroundings into probabilities of occupancy [50]. The use of
hierarchical tree structure reduces the memory consumption requirement and makes them
feasible for processing 3D scenes. For these maps, to be precise, an accurate estimate of the
position is to be known which is obtained usually from Inertial Measurement Unit (IMU)
data. All the grid cells are initialized with probability of P(H) = 0.5 and then the probability
of P(S|H) is calculated where S is the sensor model depending on the position of the cell
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relative to the sensor and H is the given hypothesis of occupancy. An example depiction of
such a grid-based mapping is given in Figure 2.12.
2.7.3 Topological maps

A more high level representation of a scene can be done using topological mappings,
which represent the environment as a graph with vertices being the places a robot visits and
edges being the connection between the places. Such graphs often contain robot pose as a
way to tell how it can move between the places. One form of topological maps is a Voronoi
diagram representing a structure of the environment which is shown in Figure 2.13a-c.
Another form of topological map could take a form of a tree structure where each node of the
tree represents the visited places while branches define the spatial congruency among the
places (Figure 2.13c).
2.7.4 Hybrid maps

The distinct features can be exhibited by metric or topological maps where both are useful
in their particular context. Thus, a hybrid mapping is often used to take advantage of both
kinds. Such hybrid approaches [51], [52] tend to integrate the two domains in different ways.
Some techniques employ hierarchical architecture, where small metric maps are constructed
forming a local representation and then topological maps are constructed to form a global
representation using the relationship among the local metric maps. These techniques often
use a place recognition framework to determine the proximity of the robot and to place it in
the global map. The major challenge with these approaches is the dynamic update due to
changing nature of the environment. Although once constructed, such maps provide an
efficient way to traverse the visited places and to plan better. Another issue with such maps is
the cuteness of the environment making it difficult to maintain the maps. Most of the work
to-date is metric oriented with efforts made to develop a topological mapping system in
robotic navigation. The use of hybrid approaches is attractive and is often used as a
hierarchical framework to model the global environment. An example of a hybrid map would
be a graph in which each node is itself a map and each edge defines a constraint that exists
between them.

3. METHODS
This chapter encompasses the proposed methods originated as a result of multiple studies
each of which approached a visual navigation problem and attempted to solve it in a novel
way. The idea of VNE emerged from the investigations conducted under these studies and it
gets validated when the presence of one or more VNEs in a proposed visual navigation
solution help in improving the quality of the solution. Since the proposed methods are
organized in three major categories, the methods presented in this chapter are also being
arranged accordingly.

3.1.

Spatial Memory (Paper I-II)

Place recognition though being an important element in the overall navigation system, is
a challenging and computationally expensive task. It is therefore not very often that it is used
in a mapping and localization system of a mobile robot. However, the direct application of
place recognition is also present in visual navigation systems, especially, in loop closure and
global mapping tasks. It is also important to study this concept for the better understanding of
visual navigation systems keeping in view that it is an important step that humans perform for
their everyday navigation.
3.1.1.

Multi-cue integration

A place is composed of many unique features which cannot be put into one cueing
mechanism. It is the processing of individual cues performed in dedicated brain areas which
have strong impact on a human cognitive system and which enable it to recognize the places.
All these cues are then integrated by a central decision making system to infer about the
object that has been seen. A multi-cue based place recognition method is described in Figure
3.1. Multiple feature sets are extracted from an input image. These features consist of corner
points, invariant color histograms and Gabor filter outputs. The extracted features are linearly
integrated and normalized to form a multi-cue feature descriptor. A multitude of feature
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descriptors taken at various robot positions in the environment provide invariability for the
learning model. These feature descriptors along with their class labels provide an input for
building a learning model for place recognition. Multiple classifiers, Support Vector Machine
(SVM), K-Nearest Neighbors (KNN) and decision tree are used at learning stage and the
method is evaluated for each classifier.

Cue Integration

Corner
Cues
Color
Cues

Place
Model
s

Classification

Edge
Cues

Figure 3.1: Multi-cue based place recognition system.

The multi-cue method is supervised and needs to be trained on multiple instances of each
single place with its unique nominal label. Each instance provides an intrinsic representation
of the place obtained by extracted multiple cues from the input images which are integrated in
a coherent feature description. Unlike some usual integration schemes, this approach does not
use an individual classifier for each cue; instead a single classification stage is used on
obtained integrated feature descriptors. The system architecture is represented in Figure 3.1.
Given an input image , a set of patches

is obtained with a fixed window size. For each

patch, all three feature cues are extracted and represented in a separate feature vector. The
cues can be integrated at various stages of the recognition. Here, they are fused together at the
dataset building stage and features are integrated before training the classifier as

=

where

,

,

(3.9)

are the corner, color and Gabor features respectively. These feature extraction

mechanisms and their integration are detailed in Paper I [14]. The invariance to
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transformations can also be attained in various ways; augmenting the dataset, as part of
feature representation, and adaptive classification strategy. An augmentation of all possible
transformations into the training set is used here to make the overall recognition framework
transparent to changes.
3.1.2.

Feature Encapsulation and Topological Mapping

The problem of representing a robot’s surrounding in an efficient manner imposes an
intriguing question: how to retrieve an abstract representation that is invariant to not only
geometrical transformations but also embed encapsulated information about its surroundings,
hence providing an interface to semantic mapping? Such layer of abstraction is a key
ingredient for a variety of everyday tasks (place learning, path planning, detecting objects and
missing objects) forming the cognitive ability of a vertebrate. This also means that given an
abstract representation, one can identify the congruencies among the various entities and
develop high level understanding which can be performed in an efficient manner. However,
the raw data either received through odometry or extracted from visual perception lack such
information. An individual instance of a sensor result is usually a function of low level
structural changes in the scene introduced by its own motion observed at a discrete time step.
The use of feature congruencies is present in some of the visual navigation solutions
however; encapsulation of raw features remains missing. The encapsulation of features is an
important ingredient to any visual solution which infers high level understanding as it is
probably what provides a strong basis for successful human visual perception. If processing
of human visual perception is observed keenly then it becomes clear that it is not the raw
features which are saved into memory rather an abstract representation is memorized [9].
A visual feature itself is an abstraction of raw sensor data (i.e. pixels/ranges) which can
take multiple forms of representation (e.g. color contrast, corners, edges or geometric shape).
The process of obtaining features for a given image follows two important steps. In the first
step, a sparse set of points is obtained by identifying certain unique traits of that point around
its surroundings [33], [44]. In the second step such points are represented in terms of their
neighborhood such that they become invariant to geometric transformations. This provides a
good initial step of abstraction, however, not only it is computationally complex to compute
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feature correspondences but it also does not encapsulate the homogeneity introduced by a
certain section of a place. Thus, an abstract representation of group of homogeneous features
is often required which is fulfilled by feature encoding techniques [53], [54] and which has
been found successful in object detection tasks. The local features are processed and a global
representation of an image is retrieved which can be used for learning of various similarities
among the images retuning higher level understanding of the environment as shown in Figure
3.2. In Paper II [15] such an abstract representation of a place is modeled in the proposed
Linear Bag of Visual Words (LBOW) method. The use of Bag-of-Words approach in image
retrieval tasks has been presented and it resulted in successful retrieval for challenging
images. In [55] an image is described as a quantized representation of visual words
constructed by a group of coherent feature descriptors in spatial proximity. A classification
model is then learned from the codebook of visual words and used for distinguishing different
sets of images. The proposed LBOW place classification approach is based on such a bag of
visual words strategy. However instead of using mere quantized vectors and building the
histograms, a sparse vector is constructed from the quantized features using a Localityconstrained Linear Coding (LLC) approach [56]. The use of such a dimensionality reduction
step in the visual words classification framework gives a simplified yet comprehensive
representation of images which forms the basis for robust place representation and
classification. The LBOW method consists of five main steps:
a) Feature detection
b) Vector quantization
c) Codebook formation
d) Encoding
e)

Classification.
The raw visual features are quantized into a discrete set of clusters which exhibit spatial

homogeneity. These clusters of features provide information about the features which belong
to same region in a scene. Therefore, these can be helpful in simplifying the feature space and
enable us to represent the large feature space into a discrete set of feature centroids. This
process is called vector quantization. Features in each cluster are represented in terms of their
cluster centroid and a hexagonal area around centroid is taken which represent the spatial
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description of the local feature space. A codebook is then formed from the centroids of the
features lying in hexagonal regions. The codebook and individual features form an input to
LLC encoding. These encoded features along with place labels are fed into a learning
paradigm which learns a model from the data and enables further classifications using the
model. The detail of encoding, learning, place recognition and topological mapping is given
in Paper II.

Features

Learning

Topological
Mapping

Quantization

Place Modeling

Landmarks

CodeBook

Encoding

Place
Model
s

Figure 3.2: Process flow for place recognition and mapping.

Until this point, the role of a first VNE of a navigation system has been discussed. In the
coming sections, we shall investigate other VNEs by introducing the developed methods
which exhibit the involvement of VNEs in navigation.
3.2.

Indirect Motion Estimation

It has been discussed in the Chapter 2 that flow is used by insects to solve many flight control
tasks such as speed regulation, obstacle avoidance, altitude estimation, and smooth landings.
This has resulted in many flight control implementations solving navigation of mobile robots
[57]–[59] using flow as a main sensing mechanism. In this section, a position estimation
study is designed and evaluated on a pre-recorded stream of raw images and IMU data.
Although the study presented in this section is not present in Paper VII and VIII [20], [21], a
similar indirect motion estimation approach has been used as part of methods proposed in
these papers.
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Data and Configurations

The data used in the experiments is taken from a UAV localization database [60] which has
used a quadrotor equipped with an onboard IMU and a monochrome camera. A ZigbeeTM
wireless transceiver has been used to collect the data on a desktop computer which logs the
sensor data at 50Hz. In order to generate the accurate position estimates, a VICONTM system
monitored the motion of the UAV and data was recorded with a timestamp. The VICONTM
and IMU data are synchronized with each other as well as with the image frames for use in
the experiments.

3.2.2.

Method

As the surroundings are stationary, the only flow a camera can observe is due to its own
motion. This means the flow can be used for tracking the position of the UAV. As it was
discussed earlier in Chapter 2 flow can be calculated in many possible ways. Since the target
application is in real-time, fast computation is more important than having a dense flow field.
A set of features ℱ = {

,

,

,…,

} is calculated using the Shi-Tomasi corner extractor

[44]. These features are then tracked using a sparse pyramidal version of the LK flow
calculation method [31] in the subsequent images. It is not computationally efficient to
extract features for each frame. The features detected in one frame can be tracked on multiple
subsequent frames. However, the nature of feature points is transient, so it is not wise to track
the features for an indefinite time. Due to this dynamic nature of features, a particle tracking
mechanism is employed. The features are resampled at each iteration and a new set of
features is obtained. Each feature is taken as a particle which gets destroyed when either the
observed motion magnitude exceeds a given threshold or the allocated life span of the particle
is expired. In case the computed flow is invalid, then too, a particle is considered dead. Once
a minimum number of particles are left, feature detection method is run again to obtain a
fresh set of features in the current image frame. A decision criteria
the features in the next iteration of tracking is given as follows:

for keeping or removing
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,

where

(∑

,

=

, ,

, , , , ,

)

,

(3.1)

is flow with horizontal and vertical component,

window size, life time of particle, frame rate, lifespan threshold, horizontal and vertical pixel
positions, image width and image height, respectively.

Z
Camera frame
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Figure 3.3: Quad model with various frames of references.

3.2.3.

Rotation compensation

The calculated flow contains the rotation of the quadrotor and in order to isolate only the
translational component of the motion, rotation must be compensated. The IMU provides an
estimate of angular velocity

= (ω , ω , ω ) which can be used to derive the actual

translational component of the motion. If two frames
respectively, then the velocity of a point

=[

and

are captured at time

] on the image plane ̇ = [ ̇

and
̇]

,

can be

retrieved from the optical flow whereas ̇ , ̇ are the derivatives of the pixel position in each
direction respectively. The relative camera velocity

=[

]

can be

estimated if the motion of pixels can be determined for corresponding pair of points where
,

represent the linear and angular velocity respectively. In the experiments, angular

motion is taken from the IMU while linear velocity is estimated by the relationship given as
follows
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⋮

̇ =

=

̇

(3. 2)

where

=

and [

…

]

−

0 −
0

−

−

is the pseudo inverse of the joint Jacobian matrix formed by the

concatenation of individual pixel Jacobians

,

denote the camera focal length,

is the

depth of the point feature (assumed to be constant here due to planar motion), and

is the

weight to control the gain. In order to cancel the effect of rotational motion on flow, the
velocity in

direction is separated from the

motion and the resultant velocity for a pixel

containing only the translational component can be written as
=

where

=[

[̇−

] is the velocity along z-axis and

]

(3.3)

=

0
0

,

=

−
−

−

are the

the partitioned image as Jacobian matrices. The estimated velocity of the camera is converted
to world coordinates as shown in the Figure 3.3 by the coordinate’s transformations. An
example result of flow calculation for point features is given in Figure 3.4. A weighted
average of the direction and magnitude of the flow is calculated. The sparse flow obtained
from feature point motion on the image plane is often noisy and can be misleading due to the
presence of high magnitude vectors representing the noise. In order to remove the effect of
noise, vectors are compared for their difference in magnitude and orientation. The points
which deviate significantly (i.e. more than 90%) from the average flow and have low
frequency in the histogram of magnitude or orientation are discarded and mean is calculated
again to get stable image velocities. The most deviant vectors are then excluded from the set
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of flow vectors. A histogram of fixed sized bins is then formed from the flow vectors and a
weighted average of magnitude and orientation is taken with weight being the frequency of
vectors in a given bin. The resultant flow is then scaled using the factor obtained
fromVICON™ data and the height of the Micro Aerial Vehicle (MAV).

(a)

(b)
(a)

Figure 3.4: Visualization of feature extraction and simulation, (a) Flow calculated on two
subsequent images, (b) Points as seen by UAV by downward camera.

3.2.4.

Motion modeling

In order to use the flow in a robotic system, the appropriate motion model is necessary for
navigation. Since only 2-dimensional position estimation is being addressed with one angle
of rotation, a simplified discrete time motion model can be used. If the change in travelled
=[

distance is

] , where

=[

,

] is the change in translation and

change in orientation for a small time step , then the initial pose

is the

can be written as

=

where

,

,

are the translational and rotational component of the pose. The new pose

in terms of old pose can be formulated as

(3.5)
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+ ̇

=
where ̇ ∈

(3.6)

(3) is rotational velocity of the robot in a given time step. The position

estimated by using the model presented in (3.3) does not incorporate the noise caused by the
sensors. In the absence of knowledge about the type of odometry noise which is a quite
common scenario in mobile robot localization, we model the odometry noise as a zero mean
Gaussian ( )~

(0, ) where

a function of old position

is the standard deviation. Thus an updated position

and noise

as

can be written as follows:
= ( ,

,

)

(3.7)

The problem is to estimate the new position accurately in the presence of noise. In this case, a
Kalman filter is used for next state estimation
the position of the robot and measurement

given the current state

represented by

representing the change in position. The filter

provides the optimal estimate of true state with an associated uncertainty at each time step
when the noise is Gaussian. In other words, it provides the best estimate of the position with
the probability of how certain is the estimation. For a non-linear system, a state model with
the Kalman prediction equations is given as follows:
= (
=

|
|

where

=

,

=

,

|

∈ℛ

×

,

,

|
|

, 0)
+

(3. 8)

are the Jacobian of the state and noise at time ,

covaiance matrix representing uncertainity in the state estimation and estimated covaraince of
the measurement noise which is unknown and is determined by the system. The term
is read as the estimate of

=[

|

] at time + 1 based on the information up to time .

The ground-truth is obtained from VICONTM data which monitors the fluorescent type IR
markers placed on the MAV and returns an accurate measurement for position estimation
validation. The rotations (roll, pitch and yaw) are absolute angles as monitored by attitude
controller of the MAV. The results of the model can be seen in the Chapter 4.
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Motion mapping

This section extends the motion estimation method explained in the previous section and
models the robot motion as a SLAM problem. The problem of SLAM is an important
∈ ℝ and a set of landmarks

research topic in robotic navigation. Given robot pose
={
map

,

,…,

} at time t, the goal is to estimate the accurate position

and covariance matrix

of the robot,

. A standard implementation of the SLAM is Extended

Kalman Filter SLAM (EKF-SLAM) which tries to estimate the means of robot pose and the
map such that overall uncertainty is minimized. The size of the map grows as new set of
landmarks that have not already been discovered are added. The update of the map is done
when a measurement

is available as follows:

|

=

(

|

,

,

|

)

(3.13)

where (⋅) is a function that appends the measurement to the correct location in the map. An
example of an EKF-SLAM implementation using simulated data of robot pose and odometer
sensory is shown in Figure 3.5.
The EKF-SLAM is accurate when multiple sources of measurements are used. It is quite
efficient as well when the overall dimension of the state is kept small with highly non-linear
motion model. An example of such setting is evident when IMU is used in conjunction with
laser odometry to correct measurement bias and uncertainty of IMU, given the measurement
uncertainty of the laser sensor. However, when the source of the measurement is solely vision
and a six dimensional estimation of the pose of the robot along with a large map is to be
estimated, then EKF-SLAM proves inefficient. The Graph-SLAM on the other hand is good
at maintaining the stable computational resources regardless the size of the map and also the
fact that a constraint addition step is easier to model and maintain. In this study, a
sequentially joined strategy is used with EKF being responsible for the motion estimation and
Graph-SLAM for updating the motion and the map.
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Figure 3.5: A simulator view of EKF-SLAM. Robot is shown as triangle and landmarks are
numbered in reference to robot’s start position. The uncertainties in the estimated landmark
positions are depicted by ellipsoids. Uncertainies reduce as the landmark is viewed multiple times.

The data used in the study is the same as used in motion estimation section. However,
here the state is defined as

̇ ̇ ̇ ̇ ̇

=[

dimensional position of the robot and

, ,

̇ ] where

, ,

define the 3-

are three rotation angles with ̇ , ̇ , ̇ , ̇ , ̇ , ̇

being their respective time derivatives. The construction of the information matrix Ω is done
incrementally and constraints are added as the landmarks become visible. Only the most
recent pose is maintained by accumulating the previously seen motions. A sparse information
matrix is thus an efficient representation of the system state and is given as follows:
=
where

,

[

] [

]

(3.14)

are the coefficients in the constraints on pose and landmark respectively and

is

the covariance matrix containing the noise estimate. The sparse information matrix captures
the relationship of the robot with its surroundings in the form of a set of constraints that are
added over time and a confidence measure giving the robot the possibility to update its belief
about the environment.
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Figure 3.6: A simulator view of robot setup with UAV equipped with downward looking camera, flying
over a set of landmarks placed on the ground. The dotted black line represents the position vector of the
quadrotor (Blue lines mark the ground plane).

The simulator view of a quadrotor is shown in Figure 3.6 with the real landmarks and
responds to the vision output. The estimation of robot pose is obtained from the camera
images and velocities are estimated by EKF updation step. This pose measurement along with
the landmark measurements

=

which represent the relative displacement of

the landmark from the robot and the relative bearing of the landmark are added as a set of
constraints in the information matrix. The true pose and landmark measurements are obtained
by updating the information matrix. The results of the study can be seen in the Chapter 4.

3.3. Direct Motion Estimation (Paper III-IV)
The direct methods find the pixel correspondences and compute the motion in a single
step of optimization. There are three important components of any direct motion estimation
method: a) Motion modeling, b) Similarity Function, c) Optimization method. A direct
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method is proposed in Paper III [16] which models the motion of a robot, chooses an optimal
similarity measure and performs the optimization using PSO.
3.3.1.

Motion modeling

The motion modeling of the robot depends on its configuration. However, in general motion
can be modeled in terms of rotation and translation. The state of the robot can be represented
(

as

,

)∈ℝ

∈ℝ ,

where

∈ℝ

represent the

position and orientation of the robot in Euclidean space. The images in the temporal domain
are ,
∈

which represent the current and the reference image respectively. If the robot rotates
(3) and translates

∈ℝ
∈

homogeneous representation

=

where

in a given time step, then the motion in terms of
(3) can be given as

(

)

(3.15)

is the skew symmetric matrix. In case of Manhattan world navigation, it is quite

reasonable to expect visibility of a dominant planar surface. Therefore, a planarity constraint
can be enforced in the motion modeling which can help to achieve better motion estimates.
The motion of a plane can be modeled by Euclidean homography:
( ,

where

∈ ℝ

×

,

∈ ℝ

×

)∝

( +

)

(3.16)

are plane normal and intrinsic parameters of the calibrated

camera, respectively. Plane normal impose an additional set of unknowns which needs to be
estimated. An approximate plane normal is estimated from the angle of the camera and the
robot configuration in Paper III while the plane normal is estimated utilizing stereo
configuration in Paper IV [17].
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Similarity measure

A similarity function measures the amount of information shared by two data streams.
Two well-known and commonly used similarity measures are SSD and NCC. Both provide a
simple solution for measuring the commonality among data units. However, in case of
motion estimation through image alignment; a similarity measure should capture variability
in the image intensities much more accurately in order to register the images robustly.
Therefore, Mutual Information (MI) is chosen as a similarity measure in Paper III which is a
more intuitive approach for measuring the amount of shared information among the data [61].
The application of MI in image alignment tasks and its ability to capture the shared
information have also proven to be successful [62], [63]. Paper IV, however, uses SSD as the
similarity measure due to choice of the optimization method. A variation of the Newton
method is used which requires the computation of Jacobian. The Jacobian of MI is not only
challenging to compute due to its un-deterministic property but is computationally expensive
as well.
3.3.3.

Optimization method

The final and most important component of a direct motion estimation method is the
choice of optimization procedure. Gradient descend based methods are mostly used for
solving image alignment tasks. An example of such a gradient descent method is Newton
method. In Paper IV, an efficient version of the Newton method (i.e. efficient second order
minimization [64]) is used for computation of ego-motion. Gradient descent method can
become trapped in local minima if the initial solution is far from global optimum. However,
since an accurate estimate of the plane normal has been estimated as part of the algorithm, the
method does not suffer from such problems.
There is another range of optimization methods such as evolutionary methods for
example, Genetic Algorithm (GA) and Particle Swarm Optimization (PSO) which have the
ability to search global optimum making them suitable for complex optimization tasks such
as nonlinear image alignment. PSO is an evolutionary algorithm which is directly inspired by
the grouping behavior of social animals, notably in the shape of bird flocking, fish schooling

METHODS

56

and bee swarming. The primary reason for interest in learning and modeling the science
behind such activities has been the remarkable ability possessed by natural organisms to
solve complex problems (e.g. scattering, regrouping, maintaining course, etc.) in a seamlessly
and robust fashion.
PSO can be implemented in many ways with varying levels of bio-inspiration reflected in
terms of the neighborhood topology that is used for convergence [65]. Each particle
maintains it current best position

and global best

position. The current best

position is available to every particle in the swarm. A particle updates its position based on its
velocity, which is periodically updated with a random weight. The particle that has the best
position in the swarm at a given iteration attracts all other particles towards itself. The
selection of attracted neighborhood as well as the force to which the particles are attracted
depends on the topology being used. Generally, a PSO consists of two broad functions: one
for exploration and one for exploitation. The degree and extend of time that each function is
performed depends again on the topology being used. A common model of PSO allows more
exploration to be performed in the initial iterations while its influence is gradually decreased
and a more localized search is performed in the later iterations of the optimization process.
The process detail of PSO optimization is discussed in Paper III.

3.4.

Geometric, Contextual and Semantic Processing (Paper V-VIII)

3.4.1.

Scene geometry - planes

Geometric structure of the scene can be an important cue when the environment is
Manhattan with more or less planar nature. A planar surface is, however, extracted in many
ways depending upon the robot configuration and sensor type which it possess. With the
RGBD sensors becoming ever more popular due to their accuracy in retrieving better 3D
structures in real-time, plane extraction becomes an important dimension for study. One way
for extracting planes from the environment is to use the reconstructed 3D scene in the form of
a point-cloud as an input and fit a best planar model into it and iteratively minimizing the
least-square error. One particular way of such a least square fitting is employed by using
RANSAC strategy where randomized points are taken at each iteration and a planar model is
formed. This model is then used to get the votes from all the points in the scene. The model
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which has most votes is selected. This strategy works in most cases, however, due to the
presence of noise in the sensor data and the environment which is composed of multiple
planes, it often is quite difficult to fit a plane accurately. An example of such a situation is
presented in Figure 3.7 where a RANSAC has problem to fit in a room structure with plane
models due to the presence of small non-planar objects very close to walls.

(a)

(b)

Figure 3.7: Plane fitting performance in a point-cloud of a room: (a) RANSAC with iterative plane
model. Points from different walls are fitted as one plane, (b) A Euclidean segmentation is applied
as a pre-processing step. Points which are far across the room are not fitted in a plane.

It might be trivial that segmenting the point-cloud with mere distance thresholding and
applying the plane fitting on individual segment can improve the performance. However, it is
not possible to determine the exact separation distance between two point-clouds in different
scenes. This implies that a better segmentation approach should be used in order to divide the
point-cloud in such a way that it preserves the planar structure within each segment.
Modeling the point-cloud as a graph problem usually solves such a problem, where each 3D
point is taken as a vertex connected by an edge with other points. These graph based
strategies have been found successful in segmenting 2D images for background detection and
natural scene segmentations. In this respect, Normalized Cut (NCut) [66] is one of the robust
graphs partitioning approaches that can be employed in such a problem. A multi-layered
strategy is utilized to obtain better extraction mechanism of planes, shown in Figure 3.8
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where a pre-processing step helps in improving the plane fitting applied on retrieved
segments.

3D Pointclouds

Downsampling

Training

Classification

Segmentation

Spatial Feature Extraction

Learning

Model
Planes

Figure 3.8: Process flow of plane segmentation study.

Algorithm 3.1 : Extraction of Planar Surfaces from Point-clouds ρ
Function
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End While
Return Ѱ

The plane extraction method proposed in Paper V [18] consists of five major steps: a)
resampling, b) segmentation, c) feature extraction, d) Learning, and e) plane recognition. Raw
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sensor data is resampled to make the process efficient. The resampled point-cloud is
segmented into a group of clusters. A set of unique spatial features for each segmented cluster
is extracted. The spatial features are formed by point-normals and their associations with
respect to close neighborhood. Learning is performed by taking a group of segments as
training set and a multivariate Gaussian model is built from their features. This training
model is then used to classify an unknown point-cloud segment into one of two classes, i.e.
plane or not a plane. The complete algorithm is given in Algorithm 3.1 and details of the
feature extraction process are discussed in the Paper V.
3.4.2.

Scene context

Context of a scene is also an important VNE which ought to be considered while building
a visual navigation system. The context enforces a set of spatial constraints on the objects
present in a visual scene including the observer. For example, in a typical urban environment,
vehicles are expected to be on the road, buildings and pedestrians on the roadside and
airplanes in the sky. These and many other assumptions enforce the recognition of an object
correctly and provide cues for successful navigation. These assumptions hold even when the
observer is not in the scene such as in the case of scene understanding performed from
images.
The importance of a context has been exploited for multiple scene understanding tasks in
Papers VI-VIII. In Paper VI [19], dominant surfaces in a typical urban road scene are
recognized by enforcing the pairwise homogeneity constraints among various sections of the
images in the learning model. An overview of the whole method is given in the Figure 3.9.
The images of a road sequence are decomposed into a set of homogeneous regions called
superpixels. A group of geometrical, spatial, appearance, and texture features are extracted
from these superpixels. The superpixels are assigned region labels based on their
homogeneity likelihood which lies in between them. This reduces the overall number of
labels to learn as superpixels in a region share the same label.
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Region segmentation

Feature Extraction

Surfaces Classification

Learning

Scene

Models

Figure 3.9: Dominant surface classification process.

The learning process is based on a set of multiple segmentation hypotheses which are
enforced on features. Such a multiple hypotheses approach helps to evaluate the possible
segmentation alternatives and to achieve best segmentation. Pairwise likelihood is used to
determine the associations among the neighboring superpixels. Each region is then assigned a
label from one of main geometric classes (i.e. horizontal, sky, vertical, mixed). The likelihood
function is learned by a decision tree based logistic regression classifier [67] and the problem
is modeled as a two class classification (i.e. one against all). The homogeneity likelihood and
label likelihood is then used to build confidence maps for each surface which give the
classification regions of a surface in the image.
3.4.3.

Scene semantics

The semantics of a scene play a vital role in an autonomous navigation system. The semantic
information of a scene provides an input to several decision making and reasoning tasks. The
semantic of an indoor scene is different from an outdoor environment due to the presence of
different objects in the respective scenes. Some of the Manhattan constraints are also
different in two domains. For example, in an indoor environment orthogonality of lines and
planes is very common due to structure of Manhattan construction. On the other hand, in an
outdoor environment a different set of Manhattan constraints is available (e.g. vanishing
lines, horizon line separating sky from road, obstacles orthogonal to road plane etc.). In Paper
VII [20], an indoor visual semantic mapping system (i.e. SIM) is proposed. SIM makes use of
environmental assumptions to simplify an indoor mapping.
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Algorithm 3.2: Semantic Indoor Mapping
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The main steps of the method are as follows:

a) Feature extraction and tracking
b) Vanishing point detection
c) Orientation maps and 3D surface extraction
d) Motion estimation.

)
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The features are selected as line segments due to the Manhattan nature of the
environment. The line segments are extracted and tracked by LK-tracker [68]. The lines are
grouped together due to their orientation and vanishing points in three Manhattan directions
are computed. The lines are swept toward other lines which belong to same vanishing point
and an orientation map is obtained which gives oriented surfaces whose directions are defined
by respective vanishing points. The vanishing points and oriented maps are then used to reconstruct the planar surfaces resulting in a set of 3D planes. All of these steps make a single
3D snapshot which is regularly performed. The motion is estimated from the tracked line
segments. A 3-line RANSAC framework is defined which solves the epipolar constraint by
estimating the fundamental matrix from the intersection points of 3-line hypothesis [47]. The
detail of the method is given in Algorithm 3.2.

Geometric Labeling

Semantic Labeling

3D Geometric Point-clouds
3D Semantic Point-clouds

Superpixel Segmentation
3D Geometric Map
Temporal Integration
3D Semantic Map

Figure 3.10: Overview of semantic mapping process in urban navigation.

The central point of the method is a flash-n-extend strategy which not only solves the
problem of handling large maps but also provides a simple way to represent an indoor
environment. At every flash event, a 3D snapshot of the environment is taken and surfaces
are classified into a set of semantic classes (i.e. left wall, right wall, floor and ceiling) due to
their relative position from the observer. The method assumes that the observer is moving in
corridors. Therefore, it can be modeled as a motion inside a cube. The motion is estimated
and is broken down into a sequence of events. On the occurrence of a turning event, flashing
is performed and a 3D snapshot of the scene is taken. At any other non-relevant event, the
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map is extended under the assumption that motion is being performed in side a cubical
environment. Such a strategy of conditional update is not only important to investigate
because of its simplicity but it is also closer to natural systems such as human’s visual
navigation in such environments.
Although an outdoor scene consists of a different set of objects and environmental
constraints in comparison to an indoor scene, it is also a Manhattan environment. A typical
urban scene consists of objects (e.g. road, building, pedestrians, vehicles, cyclists etc.) which
are common to all urban scenes regardless of their geographical location. Therefore, it is
interesting to model an urban scene into a set of object classes. In Paper VIII, a semantic
mapping method for urban scenes (i.e. SUM) is proposed. An overview of the method is
given in Figure 3.10.
The first step of the SUM involves decomposition of the image into a set of
homogeneous regions called super-voxels. The method extracts a set of global and local
features from images. The global features are extracted from the images while local features
are extracted from the super-voxels. These extracted features are then fed into a Markov
Random Field (MRF) based classification framework which uses unary as well as pairwise
potential to form a graph optimization problem. A single energy function for geometric as
well as semantic labels is formed. The optimization problem defined by the energy function
is then solved by the graph-cut method [69]. The resultant labeled images are converted to a
3D point-cloud representation using the stereo configuration. The point-clouds are then
temporally joined together using the motion estimates which are computed for each
consecutive image pairs. This results in a 3D semantic map of the urban environment. The
details of this method can be obtained from the Paper VIII.

4. RESULTS AND DISCUSSION

4.1.

Spatial Memory

The method described in Paper I is evaluated on a robot localization database that is relevant
to determine its usefulness in the navigation context. Results obtained in terms of
classification performance as shown in Figure 4.1 give a clear indication of its applicability in
remembering the places a robot visits. The use of multiple cues instead of using a single cue
increases the accuracy of the overall system, however, computational complexity increases
leading to high training and testing times. This increase in complexity could be reduced by
better integration mechanisms such as fusing of features at representation level.

Figure 4.1: Result of place recognition using multiple cues.
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(b)

(a)

Average Accuracy (%)

Figure 4.2: An example of landmark extractions: (a) Some examples of extracted landmark
regions (1-9), (b) Associations among landmarks.
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Figure 4.3: The place recognition performance of LBOW: (a) with different learning classifiers (b)
Comparison with other place recognition methods.
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(a)

(b)
Figure 4.4: Semantic topological mapping: (a) Building map of sections A with robot following two
different paths, (b) Topological map for Path 1.
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(c)
Figure 4.4 (cont): (c) Topological map for Path 2.

A better place representation strategy which provides a way to encapsulate low level
features is presented in Paper II. Human navigation most probably works by using semantic
landmarks (i.e. road, buildings, places, etc.) rather than low level features (i.e. points, lines,
texture, etc.). Therefore, it could be beneficial to encapsulate the features in an abstract
representation. In Paper II, such a method is proposed which initially extracts features from
the images. The features are then segmented into a set of clusters and centroids of each
cluster are computed. A hexagonal region around the cluster centroids is taken and a
codebook is formed by quantizing the dense SIFT features in the region. A pictorial
representation of such regions and their associations due to closeness in the form of a graph is
shown in the Figure 4.2. A new feature in an unknown image is encoded using the codebook
and also forms an entry in the dataset used for learning.
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The encoded features along with place labels form a dataset which is divided into training
and test sets. The training set is used to build multiple classification models (i.e. KNN, SVM
and J48). These training models are then applied on the test set for the classification of
images into one of the places the robot has visited. After careful evaluation of the classifiers’
performances, the best one is chosen to be used in the place recognition algorithm.
The classification result of the algorithm with various classifiers is shown in Figure 4.3.
The proposed method is compared with some state-of-the-art place recognition methods (i.e.
HCT [70], E-HCT [71], CPAM [72], and BOW[73]). In addition to providing a robust place

representation, such a method can be useful in mapping the environment. Such an attempt has
been made in the Paper II which extends the method of place recognition and constructs an
abstract map representation of the environment in the form of topological mapping. An
example result of such a mapping is shown in Figure 4.4.

4.2.

Motion Memory

4.2.1.

Indirect motion estimation

This section presents the results for drift compensation method for UAVs presented in
Chapter 3. The two dimensional motion is estimated from the optical flow by compensating
the rotation obtained from other sensors. The dataset used in the experiments has two image
sequences based on the type of the motion robot has followed. The results of both sequences
are given in Figures 4.5 and 4.6. A resultant trajectory of the robot obtained by applying the
method described in Section 3.2 is given in Figure 4.5 for the robot moving in a loop
monitored through a downward looking camera and the trajectories of robot for hovering
sequence is shown in Figure 4.6. The orientations (roll, pitch and yaw) are not estimated from
flow rather they are obtained from VICON™ measurements.
The results from the flow based method show that it captures the robot’s trajectory to
some extent. However, the inaccuracy in flow computation resulted in large motion errors.
The flow based method has a mean error which is approx. 0.4 meters. This error is high if the
robot moves in highly cluttered environment such as indoors. However, the error can be
acceptable when the robot is moving in outdoor environments. The error is mostly due to the
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inaccuracy of the flow based feature tracking which is susceptible to brightness variations.
One solution is to use a better feature description and matching technique (e.g. key-points
based features such as SIFT/SURF/ORB). However, the computational cost can increase
significantly with such method selection. Another method could be to find support in the
environment (e.g. landmarks) which is tracked.
The artificial landmarks (glyphs) can be used to track the camera pose by estimating the
transformation between camera plane and glyph plane. Since a set of planar markers were
placed in the experimentation environment, it provided a solid foundation for accurately
tracking the robot. The results for such implementation can be visualized in Figure 4.7. In
case of landmark based camera pose estimation, the whole 3D motion has been recovered.
The accuracy of position and orientation estimation is given in Figure 4.8 which presents the
error rate incurred by the method. Overall, the method has an average error of less than 200
centimeters which is more or less comparable to Global Positioning System (GPS)
measurements.
The algorithm has mean orientation error rate of less than 10 degrees in all dimensions.
A comparison of the two approaches is given in Figure 4.9 which present the normalized
mean error incurred by each approach. The landmark based motion estimation certainly
improves the result. The error rate might still be considered large for tasks such as navigation
in narrow spaces. However, it might be sufficient for large space navigation where the most
important task is to retrieve the general layout of the area and to be able to relate the robot’s
position with the various segments of the layout. One example application could be a UAV
based surveillance systems which requires an updated view of the various segments (e.g.
various sections in an amusement park) of an urban space. Sometime it is also important that
a robot not only remembers its own motion but also remembers the place of various
landmarks in the environment. The continuous estimation and update of the robot’s position
along with its surroundings is referred to as a SLAM solution. The extension of the marker
based motion estimation has also been performed in the last chapter and a SLAM method is
laid out.
The result of the SLAM is presented in Figure 4.10 which shows the simultaneous estimation
of robot motion along with landmark positions (i.e. a Map). It can be seen from the marker
based motion estimation results that it provides more accurate recovery of the robot motion.
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Figure 4.5: Trajectories with ground-truth for a
looping sequence.

(a)
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Figure 4.6: Trajectories with ground-truth for
hovering.

(b)

Figure 4.7: Trajectories with ground-truth using markers for motion detection and using: (a)
Looping motion, (b) Hovering sequence,
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(b)

Figure 4.8: Translation and Rotation error for: (a) Looping sequence, (b) Hovering sequence.
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(b)

Figure 4.8 (cont): Translation and rotation error for: (a) Looping sequence, (b) Hovering sequence.

However, it constraints the environment because accurate placement of markers in a
world coordinate system are necessary for the particular environment to be feasible for such
method. An alternative strategy is to use natural landmarks (e.g. objects, geometrical
structures, point features, etc.). However, the use of such natural landmarks often fails to
perform effectively as compared to artificial landmark based solutions. The robustness of
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such motion estimation solution depends on the accuracy of another added layer such as
object recognition. The choice between artificial and natural landmarks is dependent on the
particular application. In most cases, robots are operated within a predefined space which
enables the use of artificial markers. In the absence of such luxury, the use of natural
landmarks becomes the right choice.

Figure 4.9: Normalized mean error of motion estimation methods.

Figure 4.10: Result of SLAM for quadrotor (in blue) with 2D motion map shown in green,
landmarks shown in red.
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Direct motion estimation

The direct method presented in Paper III and IV tracks the dominant surface in an
environment in order to estimate the motion of the robot. The presence of such a dominant
surface in everyday environment is a rational assumption due to the nature of Manhattan
environments. Manhattan environments consist of dominant surfaces such as a ground plane
which can be exploited to estimate the motion of a mobile robot. The proposed method
models the problem of motion estimation as plane tracking problem and solves it by an
optimization method (i.e. PSO in Paper III and ESM in Paper IV). In Paper III, the
experiments are performed on three image sequences: a) Synthetic sequence, b) MAV motion
sequence, and c) Road sequence. The planar area in the first image is tracked in the
subsequent frame for the computation of incremental motion estimate. Visual results of
synthetic and MAV sequence is given in Figure 4.11. PSO is a global optimization technique
which can be useful for handling abrupt motions. An example of such motion is robotic
movement in the air or on the road. Both of these cases are taken into consideration while
performing the experiments. The result of motion estimation in comparison to other state-ofthe-art methods is given in Figure 4.12. The PSO based motion estimation has been effective
in estimating the motion for all image sequences. Forward Compositional (FC) and Inverse
Compositional (IC) are local optimization methods for image alignment and work best when
the starting solution is near to the global optimum. While PSO is a global optimizer and it
works by bringing the solution near to global optimum, it takes long time to converge. A joint
strategy of both techniques could be a useful extension to such method. In such a joint
method, PSO would be responsible for bringing the initial solution near to global optimum.
Thereafter, FC or IC could be applied in order to achieve more precise motion estimates.
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Figure 4.11: Result of planar tracking performed by PSO based tracker.

Figure4.12: Performance comparison of the proposed method with other plane tracking
methods over different dimensions of the motion estimation.
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(b)

Figure 4.13: Direct visual odometry (a) Trajectories in X-direction, (b) Trajectories in Z-direction.

(a)

(b)

Figure 4.14: Comparison of motion estimation error: (a) Translation error, (b) Rotation error.

Another implementation of the direct motion estimation is presented in Paper IV. The
implementation of the direct method presented in Paper IV is different from the
aforementioned method in three ways: a) An automatic plane segmentation is performed, b)
Plane parameters are dynamically estimated from stereo images, c) Optimization is
performed using Efficient Second order Minimization. The experiments are performed on a
road image sequence obtained by moving a car mounted camera in an approx. 9 km area [74].
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The results of the experiments are given in Figures 4.13 and 4.14 which show the retrieved
ego-motion and the error analysis, respectively.

4.3.

Geometric, Contextual and Semantic Processing

4.3.1.

Geometric primitives in navigation

The role of geometric primitives in a scene becomes important due to the Manhattan
nature of everyday environments. In Paper V, a plane detection method using supervised
learning is proposed. The proposed method is evaluated on a simulated sequence as well as
on five real datasets of 3D point-clouds. An example result of synthetic and real plane
detection is presented in Figure 4.15. The performance of the plane detection method is
evaluated and is shown in Figure 4.16. The results exhibit that PLASE successfully extracts
the planar surfaces in the environment. The overall performance of PLASE is dependent on
the segmentation and feature extraction performance. Therefore, a further improvement can
also be made in these areas and even better results can be expected.
For generalizability of experiments, the method is compared with other plane detection
methods. Geometrical primitives in images (2D/3D) are often modeled with Hough
transform. In this regard, many variations of the original Hough Transform (HT) have been
proposed namely, Randomized Hough Transform (RHT), Probabilistic Hough Transform
(PHT), and PPHT (Progressive Probabilistic Hough Transform) [75]–[77]. In order to
compare the proposed method with other plane detection methods, a balance performance
measure is needed. Since it is important that the algorithm is efficient as well as accurate, a
balance measure would be the one which takes care of both factors. A performance measure
in this respect can be given as

=

1−

|

|

+

(4.1)

where , , , , are metric weights, detected number of planes, total number of planes and
time, respectively. An example result is shown in the Figure 4.17. The performance of RHT
is comparable to PLASE due to its better criteria for selection of points while PLASE
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outperforms all other methods.

(a)

(b)

Figure 4.15: Result of plane segmentation on synthetic and real point-clouds. (a) Example 1
(b) Example 2.

Figure 4.16: F-score of the algorithm for the real and synthetic data.
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Figure 4.17: Performance comparison of various planar extraction

Figure 4.18: First Image Row: Sample images from five different sequences, Second Image
Row: Context based dominant surface extraction over four different road sequences.

4.3.2.

Scene context

The context of the environment in which navigation is being performed provides a set of
important constraints that can be useful for decision making and reasoning tasks. In Paper VI,
a scene classification method is proposed which makes use of environment context at method
development stage. The context is enforced at feature extraction level by including geometric
(vanishing line, parallel lines, and horizon) and position features (position mask, mean
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position, and silhouette). In addition too initial feature level, the context is also enforced at
learning level by labeling the regions based on homogeneity likelihood.

(a)

(b)

(c)

Figure 4.19: Result of context-based geometric classification: (a) Classification performance of
horizontal, (b) Sky, and (c) vertical surfaces respectively.

A visual example of results is shown in Figure 4.18 which gives various levels of scene
segmentation into one of the geometric classes (i.e. Ground, Vertical, and Sky). A set of
hypothesis is trained and used in classification in addition to the three main geometric
classes. These hypotheses classify the vertical class into a set of sub-classes which capture the
orientation of the vertical class. The proposed method is evaluated on an urban navigation
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dataset. The classification results of the surface extraction method are shown in Figure 4.19.
The proposed method has better classification ability for horizontal surface which is one of
the dominant cues present in a road scene, thus, making it viable for planar based navigation
solutions.

(a)

(b)

(c)

Figure 4.20: Semantic indoor classification: (a) Sample image in the sequence ‘dataset_+’,
‘dataset_L’, and ‘dataset_T’ respectively, (b) Orientation maps computed while taking a 3D
snapshot, (c) 3D re-projected surfaces obtained by orientation maps.

4.3.3.

Scene semantics

The semantic understanding of a scene provides necessary cues for robust visual navigation.
While navigating in any environment, humans have the ability to instantly recognize various
sections and objects in the scene which can help the decision making process for navigation.
However, it might not be necessary to scan through all the objects in a cluttered environment
when the task is to navigate.
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(a)

(c)

(e)
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(b)

(d)

(f)

Figure 4.21: Result of indoor motion estimation and event management: (a-c) Robot trajectory for
the data sequence ‘dataset_+’, ‘dataset_L’, and ‘dataset_T’ respectively compared with groundtruth and competing method, (d-f) An event map generated from respective motion estimates.
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Most necessary sections of a scene, which are sufficient for making navigation related
decisions, get the attention. This selective process of scene understanding is perhaps one of
the reasons of robust human navigation. In Papers VII and VIII such an idea of semantic
scene understanding is employed and the result is presented in the form of proposed mapping
methods.

Figure 4.22: 3D semantic maps generated for each dataset sequence. Rows show results of
dataset sequence ‘dataset_+’, ‘dataset_L’ and ‘dataset_T’ in different point of views.
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Paper VII deals with an indoor environment and exploits the dominant geometry present
in such a Manhattan environment. More specifically, the method extracts the line features and
finds the three vanishing points which depict the three dominant Manhattan orientations.
Given the vanishing points, Manhattan world hypotheses are formed from the grouped line
segments. These hypotheses capture the orthogonal nature of an indoor structure where a set
of three lines meet in a specific set of possibilities which form the building corners.
The constraints imposed by such an environment then make it possible to detect the
orientation of various surfaces in an image by a line-sweep approach in which lines belonging
to a certain vanishing point are swept toward each other and in-between area is marked as the
orientation possessed by the active vanishing point. The orientation of the surfaces in the
form of an orientation map is utilized to directly reconstruct the surfaces of the scene. The
proposed method is evaluated on an image dataset obtained by navigating a robot in indoor
spaces [78].

Figure 4.23: Accuracy of semantic mapping method.

The image dataset consists of multiple collections of images taken by a robot mounted
camera moving inside an indoor corridor environment. The robot follows multiple paths
inside the building and record image sequences along with ground-truth of the poses of the
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camera. A set of three image sequences (i.e. Dataset_+, Dataset_L, Dataset_T) have been
used for evaluation. An example result of orientation maps and respective 3D reconstructions
re-projected on the original image are given in Figure 4.20.

(a)

(b)

(c)

Figure 4.24: 2D semantic labeling of five scenes: (a) Original images from five sequences, (b)
Ground-truth, (c) Result of semantic class labeling (best viewed in color).

In addition to 3D mapping of the environment in terms of four semantic classes, the
proposed method also provides an update rule for such maps. A flash-n-extend strategy is
proposed which provides a simple way to update the map. A new 3D snapshot of the scene is
only taken when the flash state is active which only gets triggered by the occurrence of a
motion event. Therefore, motion of the robot is estimated by tracking the line features and the
motion map is broken down into a set of events. As soon as the robot changes its state which
is indicated by the triggering of a new event, flash state becomes active and another 3D
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snapshot of the scene is taken and the map is updated. In all other situations, the map is
extended assuming that the motion is being performed in a cubical space. The resultant
motion maps and the 3D surface maps of the environments as a result of the experiments are
given in Figure 4.21 and Figure 4.22, respectively.
The novel nature of mapping method makes it a challenging task for evaluation. However,
the re-projected surfaces (Figure 4.20) can be used to measure the reconstruction
performance. The evaluation of the reconstruction performance can provide the accuracy of
the mapping approach. Therefore, we measure the accuracy of the surface reconstruction by
finding the overlapping area between a detected semantic surface and the ground-truth
surface. The ground-truth is built by hand-labeling every tenth frame of all dataset sequences
with one of the semantic surfaces (i.e. walls, floor and ceiling). Pixel-wise accuracy (i.e.
accuracy = (TP + TN)/(TP + TN + FP + FN)) is then measured for each image in the
sequence where TP,TN,FP,FN are the number of true positives, true negatives, false positives
and false negatives respectively. The mean accuracy is computed for each dataset and for
each semantic class.
The result of evaluation is given in Figure 4.23. The proposed method gives more than
80% accuracy for most of the evaluations. It is to be noted that this accuracy might be
understated as proposed flash-n-extend strategy reduces the frequency of the 3D
reconstruction whereas every tenth frame was intentionally reconstructed for evaluations. The
semantic understanding of a scene also depends on the type of the environment (i.e. indoor or
outdoor). In Paper VIII, a semantic mapping method is proposed for an outdoor urban
environment. There is a group of scene elements which can be found to be common amongst
urban environments. The presence and detection of such scene elements helps the human to
navigate seamlessly in a new urban environment. The proposed method follows a sequential
approach; the query image is divided into small homogeneous regions and a group of features
is extracted from each region. A MRF framework trained on extracted features then assigns a
geometric as well as a semantic label to each region. The labeled images are then backprojected and temporally fused by integrating the motion estimations resulting in semantic
maps.
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(a)

(b)

(c)
Figure 4.25: Result of geometric and semantic classification: (a) Average confusion matrix for
geometric classification, (b) Average confusion matrix for semantic classification. (c) Super-voxel
counts for each participating class in all five sequences.
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(b)

Figure 4.26: 3D semantic maps for five data sequences: (a) Top view, (b) Lateral view.

The result of classification in the form of semantic labeling is shown in Figure 4.24. The
labeled images are represented in terms of 3D point-clouds by using depth from stereo
configuration and 3D point-clouds are then integrated into a coherent semantic map
representation. The success of accurate semantic maps depends on accuracy of labeling.
Therefore, the method of labeling has been evaluated and the quantitative results are given in
Figure 4.25. It can be noticed that the proposed method has a class retrieval performance of
more than 90% for geometric label assignments.
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Figure 4.27: Classification performance of the proposed method.

The algorithm also has an average class performance of 87.6% for the first four semantic
classes. One reason of the low true positive rate for the latter three participating classes (i.e.
pedestrian, cyclist and delineator_post) is due to their low representation in the dataset as
shown in the bottom row of Figure 4.25 (e.g. only one sequence has delineator_post and
cyclist). The ambiguity between the pedestrian and cyclist classes arise as both classes share
the similar features. There is also ambiguity between vehicle and cyclist classes due to their
similar spatial features inside the image. The classification results for pedestrian and cyclist
classes can be improved by introducing the color features as well as improving the supervoxel segmentation. The labeled images are temporally jointed together to form 3D maps of
the environments. The results of these geometric and semantic 3D maps are shown in Figure
4.26. A comparison with other state-of-art method, [79] reveals that the proposed method has
the potential for accurately classifying the commonly occurring scene elements (Figure 4.27).

5. CONCLUSIONS AND SUMMARY
5.1.

Conclusions

The search for building blocks of navigation termed as visual navigation elements has
been performed in this work. Each visual navigation element has been investigated
thoroughly and their role in a visual navigation system has been analyzed. It can be concurred
from the studies that each of the visual navigation elements provides a unique understanding
of visual navigation system. The presence and participation of each of the VNEs seem vital
for robust functioning of a visual navigation system. The VNEs may share the raw visual
input (i.e. features) but the functioning of each element is independent of the others. There is,
however, existence of information sharing among these elements at decision making level.
An example of such sharing has been performed in Papers VII and VIII in which motion
information is shared with scene context and semantic in order to establish a coherent
mapping system.
The role of each VNE has been investigated by using it in systematic experiments which
has resulted in the proposal of novel methods. Spatial memory has been discussed in Paper I
and II and the problem has been modeled as a learning task from raw visual input. Firstly, in
Paper I, the importance of using multiple cues has been emphasized and a place recognition
method is proposed which successfully classify the places roamed by a mobile robot. The
abstraction of multiple cues in the form of a coherent representation remained a challenge
which was dealt with a strategy proposed in Paper II. The raw features have been
encapsulated and a high-level place representation has been formed by visual word
representation. This place representation has led to a place recognition method. In order to
further elaborate the importance of spatial memory, the learned places have been used to
build an abstract map of the environment in the form of a directed graph. Such a topological
mapping captures the spatial congruency among places and thus could be a useful tool for
reasoning tasks.
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The role of motion memory in a visual navigation has been investigated in the
experiments presented in Section 3.2 which discussed two major ways to estimate motion of
a mobile robot. The direct and indirect motion both have been analyzed by experiments for
different robot navigation situations. The result suggests that both ways can be used for the
estimation of motion. However, the choice depends on the environment and processing
capability. The indirect methods are more efficient due to their sparseness but require an
additional feature matching step which ought to be employed within a voting mechanism
(e.g. RANSAC) due to presence of outliers. The direct methods can be accurate, however, the
efficiency remains a concern due to costly process of iterative image alignment within an
optimization framework. Perhaps a blend of both worlds could provide a more feasible
alternative.
The structure of the scene provides an important set of constraints which when utilized
can help to simplify the navigation process. The environment in which humans navigate is
more or less urban. The urban environment especially indoor environment has certain unique
properties such as presence of dominant surfaces for example planes. These planar surfaces
play important role in the navigation process as motion of humans is planar. In order to
investigate the effect of geometric primitives in an indoor, a plane detection method has been
proposed in Paper V. The method segments the environment represented in the form of pointclouds and a learning model is built from the features obtained from segments. This learning
model is then used to detect the planar surfaces. The method shows promise of successful
plane segmentation. It can be utilized in other navigation applications such as motion
estimation.
The context of the environment in which the navigation is being performed provides a set
of constraints which are important for scene understanding tasks. The context provides twofold information; self-placement in the scene and placement of other objects in the scene. The
presence of constraints imposed by environmental context makes it feasible to detect the
object robustly. The place of an object in the scene and its surrounding give enough
constraint to reduce the effect of false positives (e.g. dog in the sky). In Paper VI, a scene
understanding method has been proposed which classifies the various sections of a scene into
a set of geometric classes (i.e. horizontal, vertical, and sky). This classification method takes
care of the context by enforcing the place constraints and pairwise associations which exist
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among the neighborhood of a region. The proposed method successfully classifies the urban
images and shows promise that the use of context can help in segmenting and understanding
of a scene.
The semantics of a scene provides cognitive information and is a vital input to a visual
decision making system. A scene, when is semantically segmented, also provides enough
cues for visual navigation. In Paper VII, an indoor environment has been segmented into a set
of semantic classes (i.e. left-wall, right-wall, ceiling, and floor). This set contains a minimum
number of scene elements which are required for successful navigation in an indoor
environment. The method also provides a novel way of mapping a corridor environment
using only these semantic classes. The map has also been updated intelligently in order to
reduce the overall map size. The evaluation suggests that the method possess the capability
for representing an indoor environment in a simple yet effective way. The semantic
information available in an outdoor environment is significantly different to an indoor
environment. Therefore, a semantic mapping method for an outdoor urban environment has
been developed in Paper VIII. The method extracts a multitude of global and local features
which are fed into a MRF based classification framework. The energy function is formed in
such a way that the method classifies the input image into a set of geometric and a set of
semantic classes simultaneously. The labeled images obtained as a result of classification are
then represented in the form of 3D point-clouds and a set of 3D maps (i.e. geometric and
semantic) are obtained by temporally joining the labeled point-clouds. The evaluations of the
labeling is performed which suggest that the proposed method has the capability to robustly
classify major object classes present in any urban scene. The comparison with other methods
also shows the promise of the method for its ability to classify in similar urban environments.

5.2.

Summaries of Papers

The work enclosed in this thesis is composed of several published journal and conference
articles which are summarized in this section. Since the goal of the study has been to
investigate the role of VNEs in navigation perspective, all papers contribute towards this
achievement. The first two papers investigate the role of spatial memory in navigation by
proposing place recognition and mapping methods for mobile robots. The motion memory is
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investigated in Paper III and IV which evaluates it for urban road based navigation. Similarly,
the role of geometry, context and semantics is investigated in Paper IV-VIII, respectively. In
the coming sections, each paper is summarized.
5.2.1.

Multi-cue based place learning for mobile robot navigation

The integration of multiple cues has been performed and the benefit of such an integrated
approach toward solving place recognition problem has been experimented. A multi-cue
based place recognition method is proposed which integrates the three frequently used cues
(i.e. color, gradient, and corners) and thereby benefits from unique discriminability provided
by all participating cues. This facilitates the learning classifiers to learn better pattern. The
integrated cues are fed into a supervised learning classifier which then classifies the various
visited places. The proposed method has been evaluated on an image dataset consisting of
multiple sequences recorded by moving a robot mounted camera in an indoor environment.
The results show that combined cueing strategy improves the place recognition accuracy.
5.2.2.

Robust place recognition with an application to semantic topological mapping

The importance of feature abstraction has been emphasized and a novel place recognition
method has been proposed which utilizes feature abstraction for the development of an
accurate place model. A large set of point features has been extracted and has been quantized
to result in a fewer central features which form a dictionary. The features in each new image
are encoded by Locality Constrained Linear Coding method using the centroids in the
dictionary. The encoded features are then passed into a supervised classification step where
features belonging to a place are learned. The results of place recognition are utilized to
model the spatial topological mapping which exist in-between places. The proposed method
is then evaluated on an indoor image dataset obtained by a robot mounted camera. The results
show that using the feature abstraction helps to improve the recognition accuracy.
5.2.3.

Bio-inspired metaheuristic base visual tracking and ego-motion estimation

A direct method for tracking and ego-motion estimation has been proposed and
investigated. The proposed method retrieves the motion of a robot by tracking a planar
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surface. Direct methods which perform image alignment generally have three main steps: a)
Motion modeling, b) Similarity assessment, c) Optimization. The motion of the robot is
modeled as a planar motion and mutual information is chosen as a similarity measure. A bioinspired approach toward optimization is selected which uses Particle Swarm Optimization
for solving the motion estimation problem. The proposed method is evaluated on three image
datasets with different environments and robot configurations. The results suggest that the
use of bio-inspired metaheuristic can help in motion estimation.
5.2.4.

Robust visual odometry of road vehicles from dominant surfaces for large
scale mapping

The estimation of visual odometry by automatic exploitation of the dominant surfaces has
been performed. The proposed method first detects the planar region in the environment and
then estimates the plane parameters by stereo image alignment. Given the plane parameters
and the motion model of the robot, an incremental motion step is estimated for the subsequent
left camera images. The planar parameter estimates as well as the motion estimates are
updated and accumulated motion is obtained. The proposed method is evaluated on an image
sequence obtained by a car-mounted camera which is moved in a large urban environment.
The results suggest that the proposed method robustly retrieves the motion of the moving
vehicle.
5.2.5.

A novel plane extraction approach using supervised learning

The ubiquitous nature of certain surfaces such as planes makes the planes interesting
candidate for study due to their potential role in visual navigation in particular and perception
in general. The article approaches the problem of plane detection in a novel way and proposes
a supervised learning based planar classification method which detects the planar surfaces in
3D point-clouds of an indoor scene. The point-cloud data is collected by a RGBD sensor
while it is moved in an indoor environment and multiple sequences with different indoor
environments are recorded. The collected data is segmented first by the NCut clustering
method and then a range of features are extracted from each cluster. The feature set is used as
an input to a supervised learning classifier which then detects the learned planar surfaces. The
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proposed method is evaluated on five point-cloud datasets, the result of which suggests that
the proposed method not only successfully classifies the planar surfaces but also provides
new direction toward solving plane segmentation problem.
5.2.6.

Scene perception by context aware dominant surfaces

The importance of context based processing is investigated and a surface classification
method is proposed which takes into account the context while classifying a certain region of
an image. The proposed method classifies a single image of an urban scene into a set of
dominant surfaces (i.e. horizontal, vertical, and sky) useful for visual navigation. The method
firstly segments the input image into a set of homogeneous regions called super-pixels. Then,
it extracts a set of local features from each region based on their appearance, geometry and
spatial characteristic in the image. The regions are then merged together to form larger
regions based on their homogeneity likelihood estimated by features. The larger regions are
classified into one of the three aforementioned dominant surfaces. The method is evaluated
on a road image dataset which consisted of five sequences. The results suggest that the
proposed method successfully classifies the dominant surfaces, especially the horizontal
surface which is quite useful in the navigation perspective. Moreover, the method is applied
in an augmented reality application where the retrieved surfaces are used to construct a 3D
scene from a single snapshot. The interactive nature of augmented reality system allowed an
observer to roam in such a 3D constructed environment.
5.2.7.

Semantic indoor maps

A novel approach toward solving the visual mapping problem is proposed and role of
semantic in visual navigation is investigated. A flash-n-extend strategy toward building maps
is introduced which simplifies the map building process. At a flash stage, various surfaces
present in the scene are extracted and classified into a set of semantic classes (i.e. floor,
ceiling, left wall, and right wall). The extracted surfaces are then extended assuming a motion
in a cubical environment until another flash event takes place. The event control is performed
by continuous estimation and observance of motion. The flash event is triggered when the
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robot takes a turn which is when the robot state is changed and the scene is scanned. The
proposed method is evaluated on an image dataset obtained by moving a robot mounted
camera in an indoor environment. The results suggest the ability of the method in
successfully retrieving important semantic surfaces in the context of navigation. Moreover,
the proposed method also provides new way of looking into the mapping problem which it
simplifies.
5.2.8.

Semantic urban maps

The article investigates the role of semantic surfaces in an urban navigation environment.
A 3D urban map building method is proposed which generates 3D labeled point-cloud maps.
The proposed method contains three major steps: a) Surface classification, b) 3D point-cloud
generation, c) Temporal integration. The surface classification process starts by first
segmenting the input image into a set of homogeneous regions called super-voxels. A set of
global features are extracted from images while a set of local features are extracted from
super-voxels. The global and local features jointly form the basis for a MRF based
classification framework. The method classifies the super-voxels among three geometric
classes (i.e. horizontal, vertical, and sky) and eight semantic classes (i.e. ground, vehicle,
pedestrian, sky, cyclist, delineator-post, building, and unknown) simultaneously by forming a
joint energy function for MRF classification. The labeled images are converted to pointclouds by using the depth computed from stereo images. The point-clouds are then
transformed by computing the motion in-between the subsequent images and registered
together to form a 3D map of the scene. The proposed method is evaluated on an image
dataset consisting of five sequences obtained by road driving. The results show that the
method successfully classifies the image of the scene into a set of semantic classes and thus
results in an accurate 3D semantic map of an urban environment.

REFERENCES
[1] R. Wehner, “Sensory physiology: brainless eyes,” Nature, vol. 435, no. 7039, pp. 157–159, 2005.
[2] M. M. Coates, A. Garm, J. C. Theobald, S. H. Thompson, and D.-E. Nilsson, “The spectral
sensitivity of the lens eyes of a box jellyfish, tripedalia cystophora (Conant),” Journal of Experimental
Biology, vol. 209, no. 19, pp. 3758–3765, 2006.
[3] D. Stuart-Fox and A. Moussalli, “Camouflage, communication and thermoregulation: lessons from
colour changing organisms,” Philosophical Transactions of the Royal Society B: Biological Sciences,
vol. 364, no. 1516, pp. 463–470, 2009.
[4] S. Zylinski, D. Osorio, and A. J. Shohet, “Edge detection and texture classification by cuttlefish,”
Journal of vision, vol. 9, no. 13, pp. 1–10, 2009.
[5] S. Zylinski, A. Darmaillacq, and N. Shashar, “Visual interpolation for contour completion by the
european cuttlefish (Sepia officinalis) and its use in dynamic camouflage,” Proceedings of the Royal
Society B: Biological Sciences, vol. 279, no. 1737, pp. 2386–2390, 2012.
[6] C. Zimmer, “By a whisker, harbor seals catch their prey,” science, vol. 293, no. 5527, pp. 29–31,
2001.
[7] R. Völkel, M. Eisner, and K. J. Weible, “Miniaturized imaging systems,” Microelectronic
Engineering, vol. 67, pp. 461–472, 2003.
[8] S. M. Courtney, L. G. Ungerleider, K. Keil, and J. V. Haxby, “Object and spatial visual working
memory activate separate neural systems in human cortex,” Cerebral Cortex, vol. 6, no. 1, pp. 39–49,
1996.
[9] S.-H. Oh and M.-S. Kim, “The role of spatial working memory in visual search efficiency,”
Psychonomic Bulletin & Review, vol. 11, no. 2, pp. 275–281, 2004.
[10] H. Eichenbaum, P. Dudchenko, E. Wood, M. Shapiro, and H. Tanila, “The hippocampus,
memory, and place cells: is it spatial memory or a memory space?,” Neuron, vol. 23, pp. 209–226,
1999.
[11] A. Tapus and R. Siegwart, “Fingerprints of places: a model of hippocampal place cells,” in IEEE
International Conference on Robotics and Automation (ICRA), Orlando, U.S.A., 2006.
[12] B. Rossion, J.-M. Bodart, G. Pourtois, M. Thioux, A. Bol, G. Cosnard, B. Georges, C. Michel,
and A. De Volder, “Functional imaging of visual semantic processing in the human brain,” Cortex, vol.
36, no. 4, pp. 579–591, 2000.
[13] M. S. Gazzaniga, The cognitive neurosciences. MIT press, 2004.
[14] R. Siddiqui and C. Lindley, “Multi-cue based place learning for mobile robot navigation,” in
Autonomous and Intelligent Systems (AIS), Portugal, 2012, pp. 50–58.
[15] R. Siddiqui and S. Khatibi, “Robust place recognition with an application to semantic topological
mapping,” in 6th International Conference on Machine Vision (ICMV13), UK, 2013, vol. 9067, pp.
90671–90671.

REFERENCES

100

[16] R. Siddiqui and S. Khatibi, “Bio-inspired metaheuristic based visual tracking and ego-motion
estimation,” in International Conference on Pattern Recognition And Applications (ICPRAM), France,
2014, pp. 569–579.
[17] R. Siddiqui and S. Khatibi, “Robust visual odometry estimation of road vehicles from dominant
surfaces for large scale mapping,” IET-Intelligent Transportation Systems, 2014.
[18] R. Siddiqui, M. Havaei, S. Khatibi, and C. A. Lindley, “A novel plane extraction approach using
supervised learning,” Machine Vision and Applications (MVAP), vol. 24, no. 6, pp. 1229–1237, 2013.
[19] R. Siddiqui, S. Khatibi, S. Bitra, and F. Tavakoli, “Scene perception by context-aware dominant
Surfaces,” in 7th International Conference on Signal Processing and Communication Systems
(ICSPCS), Australia, 2013, pp. 1–5.
[20] R. Siddiqui and S. Khatibi, “Semantic indoor maps,” in 28th International Conference of Image
and Vision Computing (IVCNZ), New Zealand, 2013, pp. 465–470.
[21] R. Siddiqui and S. Khatibi, “Semantic urban maps,” presented at the 22nd International
Conference on Pattern Recognition (ICPR), Stockholm, Sweden, 2014.
[22] M. V. Srinivasan, “An image-interpolation technique for the computation of optic flow and
egomotion,” Biological Cybernetics, vol. 71, no. 5, pp. 401–415, 1994.
[23] G. L. Barrows, J. S. Chahl, and M. V. Srinivasan, “Biologically inspired visual sensing and flight
control,” Aeronautical Journal, vol. 107, no. 1069, pp. 159–168, 2003.
[24] F. Iida, “Biologically inspired visual odometer for navigation of a flying robot,” Robotics and
Autonomous Systems, vol. 44, no. 3, pp. 201–208, 2003.
[25] M. V. Srinivasan, J. S. Chahl, K. Weber, S. Venkatesh, M. G. Nagle, and S. W. Zhang, “Robot
navigation inspired by principles of insect vision,” Robotics and Autonomous Systems, vol. 26, no. 2,
pp. 203–216, 1999.
[26] M. V. Srinivasan, “Visual control of navigation in insects and its relevance for robotics,” Current
Opinion in Neurobiology, vol. 21, no. 4, pp. 535–543, 2011.
[27] E. Baird, M. Srinivasan, S. Zhang, R. Lamont, and A. Cowling, “Visual control of flight speed
and height in the honeybee,” From Animals to Animats 9, vol. 4095, pp. 40–51, 2006.
[28] J. R. Serres, G. P. Masson, F. Ruffier, and N. Franceschini, “A bee in the corridor: centering and
wall-following,” Naturwissenschaften, vol. 95, no. 12, pp. 1181–1187, 2008.
[29] M. V. Srinivasan, S. W. Zhang, J. S. Chahl, E. Barth, and S. Venkatesh, “How honeybees make
grazing landings on flat surfaces,” Biological Cybernetics, vol. 83, no. 3, pp. 171–183, 2000.
[30] E. Baird, T. Kornfeldt, and M. Dacke, “Minimum viewing angle for visually guided ground speed
control in bumblebees,” Journal of Experimental Biology, vol. 213, no. 10, pp. 1625–1632, 2010.
[31] B. D. Lucas and T. Kanade, “An iterative image registration technique with an application to
stereo vision,” in 7th international joint conference on Artificial intelligence, Canada, 1981.
[32] B. K. P. Horn and B. G. Schunck, “Determining optical flow,” Artificial intelligence, vol. 17, no.
1–3, pp. 185–203, 1981.
[33] D. G. Lowe, “Distinctive image features from scale-invariant keypoints,” International journal of
computer vision, vol. 60, no. 2, pp. 91–110, 2004.

REFERENCES

101

[34] C. F. Olson, L. H. Matthies, H. Schoppers, and M. W. Maimone, “Robust stereo ego-motion for
long distance navigation,” in Computer Vision and Pattern Recognition (CVPR), 2000, vol. 2, pp. 453–
458.
[35] A. Howard, “Real-time stereo visual odometry for autonomous ground vehicles,” in Intelligent
Robots and Systems (IROS), France, 2008, pp. 3946–3952.
[36] M. Achtelik, A. Bachrach, R. He, S. Prentice, and N. Roy, “Stereo vision and laser odometry for
autonomous helicopters in GPS-denied indoor environments,” in Unmanned Systems Technology XI,
USA, 2009, vol. 7332, pp. 19–29.
[37] D. Nistér, O. Naroditsky, and J. Bergen, “Visual odometry,” in Computer Vision and Pattern
Recognition (CVPR), USA, 2004, pp. 652–659.
[38] P. Corke, D. Strelow, and S. Singh, “Omnidirectional visual odometry for a planetary rover,” in
Intelligent Robots and Systems (IROS), 2004, vol. 4, pp. 4007–4012.
[39] M. Irani and P. Anandan, “About direct methods,” Vision Algorithms: Theory and Practice, vol.
1883, pp. 267–277, 2000.
[40] G. Silveira, E. Malis, and P. Rives, “An efficient direct approach to visual SLAM,” IEEE
Transactions on Robotics, vol. 24, no. 5, pp. 969–979, 2008.
[41] A. Philippides, B. Baddeley, P. Husbands, and P. Graham, “How can embodiment simplify the
problem of view-based navigation?,” Biomimetic and Biohybrid Systems, vol. 7375, pp. 216–227,
2012.
[42] C. Braillon, C. Pradalier, J. L. Crowley, and C. Laugier, “Real-time moving obstacle detection
using optical flow models,” in Intelligent Vehicles Symposium (IV), Japan, 2006, pp. 466–471.
[43] H. P. Moravec, “Obstacle avoidance and navigation in the real world by a seeing robot rover.,”
DTIC Document, 1980.
[44] J. Shi and C. Tomasi, “Good features to track,” in Computer Vision and Pattern Recognition
(CVPR), USA, 1994, pp. 593–600.
[45] C. Harris and M. Stephens, “A combined corner and edge detector.,” in Alvey vision conference,
UK, 1988, vol. 15, p. 50.
[46] H. Bay, T. Tuytelaars, and L. Van Gool, “Surf: Speeded up robust features,” Computer Vision–
ECCV, pp. 404–417, 2006.
[47] R. Hartley and A. Zisserman, Multiple view geometry in computer vision, vol. 2. Cambridge Univ
Press, 2000.
[48] D. Nistér, “An efficient solution to the five-point relative pose problem,” IEEE Transactions on
Pattern Analysis and Machine Intelligence, vol. 26, no. 6, pp. 756–770, 2004.
[49] A. Elfes, “Using occupancy grids for mobile robot perception and navigation,” Computer, vol.
22, no. 6, pp. 46–57, 1989.
[50] K. M. Wurm, A. Hornung, M. Bennewitz, C. Stachniss, and W. Burgard, “OctoMap: an efficient
probablistic 3D mapping framework based on octrees,” International Conference on Robotics and
Automation, vol. 34, no. 3, pp. 189–206, 2013.
[51] K. Konolige, E. Marder-Eppstein, and B. Marthi, “Navigation in hybrid metric-topological
maps,” in Robotics and Automation (ICRA), Shanghai, 2011, pp. 3041–3047.

REFERENCES

102

[52] B. Kuipers, J. Modayil, P. Beeson, M. MacMahon, and F. Savelli, “Local metrical and global
topological maps in the hybrid spatial semantic hierarchy,” in International Conference on Robotics
and Automation (ICRA), Spain, 2004, vol. 5, pp. 4845–4851.
[53] J. van Gemert, J. M. Geusebroek, C. Veenman, and A. Smeulders, “Kernel codebooks for scene
categorization,” Computer Vision–ECCV, pp. 696–709, 2008.
[54] X. Zhou, K. Yu, T. Zhang, and T. Huang, “Image classification using super-vector coding of
local image descriptors,” Computer Vision–ECCV, pp. 141–154, 2010.
[55] E. Nowak, F. Jurie, and B. Triggs, “Sampling strategies for bag-of-features image classification,”
in Computer Vision–ECCV, vol. 3954, Springer, 2006, pp. 490–503.
[56] J. Wang, J. Yang, K. Yu, F. Lv, T. Huang, and Y. Gong, “Locality-constrained linear coding for
image classification,” in IEEE Conference on Computer Vision and Pattern Recognition (CVPR),
2010, pp. 3360–3367.
[57] J. C. Zufferey, A. Klaptocz, A. Beyeler, J. D. Nicoud, and D. Floreano, “A 10-gram vision-based
flying robot,” Advanced Robotics, vol. 21, no. 14, pp. 1671–1684, 2007.
[58] L. Muratet, S. Doncieux, Y. Briere, and J. A. Meyer, “A contribution to vision-based autonomous
helicopter flight in urban environments,” Robotics and Autonomous Systems, vol. 50, no. 4, pp. 195–
209, 2005.
[59] F. Ruffier and N. Franceschini, “Aerial robot piloted in steep relief by optic flow sensors,” in
Intelligent Robots and Systems (IROS), France, 2008, pp. 1266–1273.
[60] G. H. Lee, M. Achtelik, F. Fraundorfer, M. Pollefeys, and R. Siegwart, “A benchmarking tool for
MAV visual pose estimation,” in 11th International Conference on Control Automation Robotics &
Vision (ICARCV), Singapore, 2010, pp. 1541–1546.
[61] C. E. Shannon, “A mathematical theory of communication,” Mobile Computing and
Communications Review, vol. 5, no. 1, pp. 3–55, 2001.
[62] N. Dowson and R. Bowden, “A unifying framework for mutual information methods for use in
non-linear optimisation,” Computer Vision–ECCV, vol. 3951, pp. 365–378, 2006.
[63] N. Dowson and R. Bowden, “Mutual information for lucas-kanade tracking (milk): An inverse
compositional formulation,” IEEE Transactions on Pattern Analysis and Machine Intelligence, vol. 30,
no. 1, pp. 180–185, 2008.
[64] E. Malis, “Improving vision-based control using efficient second-order minimization techniques,”
in IEEE International Conference on Robotics and Automation (ICRA), Spain, 2004, vol. 2, pp. 1843–
1848.
[65] M. Günther and V. Nissen, “A comparison of neighbourhood topologies for staff scheduling with
particle swarm optimisation,” KI 2009: Advances in Artificial Intelligence, pp. 185–192, 2009.
[66] J. Shi and J. Malik, “Normalized cuts and image segmentation,” IEEE Transactions on Pattern
Analysis and Machine Intelligence, vol. 22, no. 8, pp. 888–905, 2000.
[67] J. Friedman, T. Hastie, and R. Tibshirani, “Additive logistic regression: a statistical view of
boosting (With discussion and a rejoinder by the authors),” The annals of statistics, vol. 28, no. 2, pp.
337–407, 2000.
[68] J.-Y. Bouguet, “Pyramidal implementation of the affine lucas kanade feature tracker description
of the algorithm,” Intel Corporation, vol. 5, 2001.

REFERENCES

103

[69] Y. Boykov, O. Veksler, and R. Zabih, “Fast approximate energy minimization via graph cuts,”
IEEE Transactions on Pattern Analysis and Machine Intelligence, vol. 23, no. 11, pp. 1222–1239,
2001.
[70] M.-L. Wang and H.-Y. Lin, “A hull census transform for scene change detection and recognition
towards topological map building,” in International Conference on Intelligent Robots and Systems
(IROS), Taipei, Taiwan, 2010, pp. 548–553.
[71] M.-L. Wang and H.-Y. Lin, “An extended-HCT semantic description for visual place
recognition,” International Journal of Robotics Research, vol. 30, no. 11, pp. 1403–1420, 2011.
[72] G. Qiu, “Indexing chromatic and achromatic patterns for content-based colour image retrieval,”
Pattern Recognition, vol. 35, no. 8, pp. 1675–1686, 2002.
[73] H. Guillaume, M. Dubois, E. Frenoux, and P. Tarroux, “Temporal bag-of-words: A generative
model for visual place recognition using temporal integration,” in International Conference on
Computer Vision Theory and Application, Portugal, 2011, pp. 286–295.
[74] A. Tsoar, R. Nathan, Y. Bartan, A. Vyssotski, G. Dell’Omo, and N. Ulanovsky, “Large-scale
navigational map in a mammal,” Proceedings of the National Academy of Sciences, vol. 108, no. 37,
pp. E718–E724, 2011.
[75] A. Julkaisuja, K. Heikki, M. Jarvinen, and A. Ukkola, “Randomized Hough Transform,” in
International Conference on Pattern Recognition (ICPR), USA, 1990, vol. 1, pp. 631–635.
[76] H. Kälviäinen, P. Hirvonen, L. Xu, and E. Oja, “Probabilistic and non-probabilistic Hough
transforms: overview and comparisons,” Image and vision computing, vol. 13, no. 4, pp. 239–252,
1995.
[77] N. Kiryati, Y. Eldar, and A. M. Bruckstein, “A probabilistic Hough transform,” Pattern
recognition, vol. 24, no. 4, pp. 303–316, 1991.
[78] G. Tsai and B. Kuipers, “Dynamic visual understanding of the local environment for an indoor
navigating robot,” in International Conference on Intelligent Robots and Systems (IROS), Portugal,
2012, pp. 4695–4701.
[79] P. Sturgess, K. Alahari, L. Ladicky, and P. Torr, “Combining appearance and structure from
motion features for road scene understanding,” in British Machine Vision Conference (BMVC), UK,
2009.

Paper I

Multi-Cue Based Place Learning for Mobile Robot
Navigation
Rafid Siddiqui, Craig Lindley
Department of Computing, Blekinge Institute of Technology, Karlskrona, Sweden.
rsi@bth.se, cli@bth.se

ABSTRACT
Place recognition is important navigation ability for autonomous navigation of mobile robots.
Visual cues extracted from images provide a way to represent and recognize visited places. In
this article, a multi-cue based place learning algorithm is proposed. The algorithm has been
evaluated on a localization image database containing different variations of scenes under
different weather conditions taken by moving the robot-mounted camera in an indoorenvironment. The results suggest that joining the features obtained from different cues
provide better representation than using a single feature cue.
Keywords: place learning, visual cues, place recognition, robot navigation,
localization.

1.

INTRODUCTION

Learning and recognizing the already visited places is an important feature of autonomous
navigation and it remains a fundamental challenge in robotic vision research. The evidence
that biological organisms utilize information in the surroundings (termed as “allothetic cues”)
[1] in addition to internal path integration mechanisms (“idiothetic cues”) [2] for multiple
navigation tasks, motivate the use of visual cues for mobile robotic navigation tasks. Some
important sub-tasks of navigation for which visual cues are helpful are localization, cognitive
mapping, place recognition, loop closing and kidnapped recovery. Place recognition in this
respect plays an important role not only in answering the fundamental question of where the
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robot is in the environment but also serving as a bridge between other navigation tasks. For
example, knowing the places in a robot’s traversed environment provides a way to abstract
low level sensor information into a cognitive map (e.g. a topological tree) where each node
provides localization information and links between multiple nodes provide an input for path
planning and reasoning tasks [3].
Place recognition can use either global features or local features extracted from scene images
for the representation of places. In [4] a probabilistic learning approach using a Bayesian
classifier is used for scene recognition while a non-linear dimensionality reduction serves as a
global representation of the images. Similarly, another automatic place detection and
localization approach is presented in [5] in which an incremental statistical learning approach
has been employed for modeling the probability distribution of extracted features from
images. Such place learning methods that utilize global descriptions of the images usually
have higher efficiency due to the lower dimensionality of features. However, they lack the
ability to encapsulate detailed information that is otherwise provided by local cues.
Moreover, such global feature-based learning techniques contradict biological visual
representation mechanisms found in most organisms that are believed to use more general
cues to identify places in spite of using a snapshot representation.
The use of visual cues for obtaining important information from the surroundings has been
used either for the representation and extraction of landmarks or for the representation of
whole visited places, although the relationship between these two tasks is one-to-many where
each scene representation may or may not use multiple landmark representations. A landmark
can be extracted and represented in many ways due to its unique characteristic in the
environment. The representation could take the form of point features [6] or can be based on
the saliency of a visual region [7]. The former usually uses point based feature extraction
methods [8][9] that employ a pyramidal Difference Of Gaussians (DOG) approach toward
representation of landmarks. Such landmarks provide a way to build cognitive maps when
arranged in topological order, where each landmark acts as a node and each link between two
neighboring nodes expresses the similarity between these nodes.
After the representation of individual cues, there is a need to integrate multiple cues together
in order to form a general description of a visited place. Although the idea of using multiple
cues is not new, there is very little that has been done for its use in the recognition of places.
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From this perspective, a multi-cue based place recognition technique has been presented in
[10] in which a weighted Discriminative Accumulation Scheme (DAS) [11] has been used to
integrate multiple cues. The results suggested that integration improved the overall class
accuracy of the recognition task. In [12] similar cue integration-based place recognition is
proposed, although it also provides a confidence level for each recognition decision in order
to provide a self-improvement mechanism for generating more precise actions. A semantic
description of visited places has been presented in [13]. The semantic descriptor is formed by
integration of color and global image features using a multi-layer Hull Census Transform
(HCT) [14]. In all such cue-integrated place recognition approaches, improvements have been
observed compared to single-cue approaches. This provides an indication of the need for
more investigation to be performed in this direction. In this article we propose a new multicue-based feature description technique that integrates three cues (corners, color and edges)
for representing a given place. An evaluation is presented using multiple learning techniques
performed on the COLD database [15] that contains a 48GB of mono-camera images under
multiple weather conditions.
The paper is organized as follows: section 2 describes the individual cue representation
methods and then provides the multiple cue feature description that is obtained by integrating
multiple feature cues. In section 3 the experimental setup is explained and results are
presented. Finally, in section 4 conclusions and future work are discussed.

2.

MULTI CUE PLACE RECOGNITION

This section describes the multi-cue based place recognition approach. The method presented
is supervised and needs to be trained on multiple instances of each single place with a
nominal label. Each place instance provides an intrinsic representation of the place obtained
by extracted multiple cues from input images and integrated in a coherent feature description.
Unlike usual integration schemes, this approach doesn’t use an individual classifier for each
cue. Instead a single classification stage is used based upon obtained integrated features. The
system architecture is represented in figure 1. Given an input image ‘i’, a set of patches δ are
obtained having a fixed window size s = (w/div, h/div) where w, h, div are width, height and
number of divisions of image respectively. The overall performance can vary with the
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number of divisions being taken. If div is too large, it might not be possible to extract
meaningful cues; on the other hand taking it too small may result in decrease of localized
representation. For each patch three feature cues are extracted and represented in a separate
feature vector. The feature extraction mechanism and their integration is explained in the
following subsections.

Color Extractor
(CHFC)

Corner extractor
(LCFC)

Gabor extractor
(GFC)

Cue Integration
(MCFD)
Recognition
decision

Place Models
Classification
(SVM, KNN, ...)

Detection
Training

Figure 1: Architecture of Multi-cue-based place recognition system.

2.1

Local Corner Feature Cues (LCFC)

Corner points provide important cues for identification of a place. A corner in an image is a
pixel that is surrounded by pixels whose intensity is in high contrast to itself. For each image
patch a set of corners C are obtained using a FAST corner detector [16]. The feature vector
f is formed by the pixels in the m×n neighborhood of the corresponding corner c as given
in equation 1.
f = {c
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These corner features are combined to give a coherent corner feature cue representation ζ as follows:

ζ =

×

∑

×

(f -μ )

(2)
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where μk is the mean of the intensities of a corner’s surroundings. The variable number of corners detected gives
variable sized features, so a fixed size feature vector is used with zero padding.

2.2

Color Histogram Feature Cues (CHFC)

The color cue also plays an important role in the identification of a place when other cues are
insufficient or when intensity is effected by lightening variations. Although defining a
general color histogram of an image patch based on color is tricky, a good degree of
invariance to affine transformations can be obtained by weighting the pixels in two different
channels. Hence, any deformation in an image region will also change the corresponding
weights in the image channels. We use an affine color histogram approach [17] for the
representation of prominent color features. The color histogram feature cue η is given in
equation 3.
η =∑ h

(3)

where h is a ‘l’ level invariant histogram. The color histograms used for the representation of
color cue information are shown in figure 2 along with other visual cues.

2.3

Gabor Feature Cues (GFC)

Another important cue that captures frequency and orientation can be obtained by
transforming the image into Gabor feature space. This feature space has the potential to
represent and discriminate textures in scenes. There is also evidence that a Gabor space
representation is performed by simple cells of the visual cortex of mammalian brains [18]
which makes such a representation important and interesting to study for object perception
and autonomous navigation tasks. A 2D representation of a Gabor filter is a Gaussian-based
filter that can be defined as:
ω(x, y, f, Θ) =

e

-

'

'

e

i

G (x, y, f, Θ) = ω(x, y, f, Θ)*δj (x, y)

'

(4)

(5)
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where ‘f’ is the frequency of a sinusoidal wave, ‘’ is the spatial width of the wave along the
horizontal direction, ‘s’ is the spatial width along the perpendicular to the wave, and ‘θ’ is an
anti-clockwise rotation. The response of the filter ‘G’ is obtained by convolving the image
function δ as presented in equation 5. In order to obtain a general representation of a scene,
the corresponding feature should be invariant to changes in the environment. This requires
the feature space to be invariant to scale, rotation, translation and illumination changes. A
simple feature space of Gabor features that are invariant to changes is given by [19]:
η (x, y, f, Θ) = c G x, y, , θ-ϕ

i

* δj (x, y)

(6)

where ‘c’ is the illumination constant, ‘Φ’ is the rotation angle and ‘a’ is the scale
normalization factor. We represent the input image in Gabor space by convolving an
individual image patch and forming an invariant feature vector with a low resolution version
of the original feature using interpolation in order to reduce the dimension space of the
learning classifier.

(a)

(b)

(c)

(d)

Figure 2: Visual cue extractions. (a) Original image. (b) Some corner features where each row has 10
corner features. (c) Color histograms are shown for multiple sections of the image. (d) High resolution
Gabor features are shown.
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Multi-Cue Feature Description (MCFD)

All of the important cues are obtained above, so now there is a need to integrate them in order
to form a concise representation of a given place. The integration can be done in many ways;
one way is to use a weighted Discriminative Accumulation Scheme (DAS) [11]. This
integration method requires a classifier to be trained for each cue, which becomes
computationally expensive. We integrate multiple cues linearly by joining the individual
features to obtain a multi-cue feature descriptor ψ which is given by:
ψ = ζ η ρ

(7)

These integrated feature representations along with place labels are used as inputs to machine
learning classifiers in order to get a place model that allows recognition to be performed on a
test image.
Corridor

Printer
Area

Office

Stairs
Area

Bathroom

Sunny

Night

Cloudy

Figure 3: Example pictures of COLD database following a path around different places.

2.5

Learning

The integrated representation of the cues that is discussed in previous section provides an
input to the learning classifier. In this study we are using supervised learning methodology
for the learning of feature cues associated with a certain place. A training dataset is build
where each attribute is represented by each coefficient of ψji and is assigned a nominal class
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describing the place where the image was taken. The training stage is done offline and
models are built which are then used later for detection of new unseen images.

3.

EXPERIMENTS AND RESULTS

The place learning method has been evaluated in order to determine which classification
method works best with the feature representation used and to determine how it performs for
different variations of a scene. Since the algorithm has potential application in robotic
localization tasks, the COLD [15] image localization database provides good evaluation data.
COLD has thousands of images taken under varying weather conditions (Sunny, Night,
Cloudy) as shown in figure 3, and also provides labels for images corresponding to places
they belong to. There are a total of 8 places that are visited by the robot while taking the
images. Some of these places form a set of labels depending on the path the robot has
followed. These place labels are used to build training data where each individual instance of
MCFD has been assigned a class label associated with the label of that image. A total of 4377
images have been used with 1459 for each different type of weather condition. The whole
dataset is divided into a training set and a test set, with 60 percent training and 40 percent test
images. The optimal parameters for the classifiers have been manually selected based on their
performance using 10-fold cross fold validation on the training samples.
Among the selected classifiers (SVM, KNN, J48) which are to be linearly attached to the
place learning algorithm, the performance of RBF kernel used for SVM based classification
is sensitive to different parameter values. So, in order to determine the best possible
parameters, a Grid search is used for finding radial field and cost parameter of the kernel
function. Similarly, a suitable number of neighbors for KNN and the confidence level for the
decision tree model is also determined. The classification performance of selected classifiers
with cross-fold validation performed on the selected datasets is given in figure 4 (a) while a
performance comparison with other place recognition methods is depicted in figure 4 (b).
The single feature cues can perform better in recall rate, for example color cues perform
better than other single feature cues on average classification rate. However, the increased
false positive rate for single features increases the classifications error. This can be reduced
by the addition of other features for better discriminative representation, although inclusion
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of multiple features into a multi-cue feature representation increases the dimensionality, and
hence increases the training and testing times of the classifier. This is one of the reasons why
low resolution Gabor features are used; although low resolution has resulted in low
classification rate when used alone, however, they contribute towards an overall better
classification rate obtained by a multi-cue representation.

Cloudy

Night

Sunny

Cloudy

Night

Sunny

300
250
200
150

SVM
KNN
J48
SVM
KNN
J48
SVM
KNN
J48
SVM
KNN
J48

300
250
200
150
100
50
0

Corner
Cues

Color
Cues

Edge
Cues

MultiCue

100
50
0
HCT

E-HCT

CPAM

MCFD

Figure 4 (b). Comparison of MCFD
Figure 4 (a). Classification rates of different
classifiers with single or multiple-cues in different
weather conditions.

with other methods; HCT (Hull Census
Transform), E-HCT (Extended HCT),
CPAM

(Color-Pattern

Appearance

Model).

It is important to see whether the classifier has performed well for each participating class to
verify that its good performance is not merely a result of good performance for one class. A
classification rate for all participating classes against the different datasets used in the
experimentation is given in figure 5.
After obtaining a suitable classifier, which is the decision tree in this case, a place
identification framework according to figure 1 has been established. Final testing is
performed using the best performing classifier on a dataset formed by randomly choosing
instances from weather categories. The results of this are presented in Table 1 in the form of a
confusion matrix.
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Sunny

Night

Cloudy

Bathrooms
Strairs
Printer
Corridor
Office
0

0.2

0.4

0.6

0.8

1

Figure 5: Classification rates of participating classes. Conclusions and Future Work

Table 1: Confusion matrix for the best performing classifier, 2PO (2-Person
Office), Cor (Corridor), PA (Printer Area), ST (Staris), BT (Bathroom).
classes

4.

2PO

Cor

PA

ST

BT

2PO

154

27

21

5

4

Cor

44

897

70

16

4

PA

15

60

177

12

12

ST

11

18

7

135

25

BT

3

3

2

22

240

CONCLUSIONS AND FUTURE WORK

In this work we have presented a multi-cue-based feature representation method that can be
used for place recognition. Individual cue features extracted from images of a given scene are
combined linearly in order to obtain a joint feature with more discrimination ability than
individual features when used with different classifiers. The results suggest that joining the
feature cues can be useful and can increase the overall accuracy of a recognition algorithm.
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Care must be taken in forming individual features as the dimensionality of the final feature
can exponentionally increase training and testing times. It can also be noted that simple
feature cues with a low number of dimensions (e.g. color cues used in the experiments) are
also very useful and are robust than other local features (e.g. corners). However, such feature
representations are very susceptible to environmental variations and hence they need to be
joined with other cues in order to have less false positives and negatives. In future we aim to
extend the work to build a topological mapping of an environment which would be used in
localization of a robotic platform; moreover, better integration scheme is also intended to be
devised in later studies in order to increase processing time.
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ABSTRACT
The problem of robust and invariant representation of places is being addressed. A place
recognition technique is proposed followed by an application to a semantic topological
mapping. The proposed technique is evaluated on a robot localization database which
consists of a large set of images taken under various weather conditions. The results show
that the proposed method can robustly recognize the places and is invariant to geometric
transformations, brightness changes and noise. The comparative analysis with the state-ofthe-art semantic place description methods show that the method outperforms the competing
methods and exhibits better average recognition rates.

Keywords: landmarks, place recognition, topological maps, visual navigation, visual
features.

1. INTRODUCTION
Semantic coherence of various entities is a strong invariant property which forms the
basis for many vision related learning tasks. It is this optimal utilization of semantic feature
congruency that makes human better at solving spatial learning tasks such as place
recognition, localization and mapping. Although it is not very uncommon to see feature
coherencies being used in many visual navigation solutions for either computing ego-motion
or registering a landmark to a local map however, encapsulation of raw features is often
missing. On the other hand, this encapsulation is the basis of human visual navigation and
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path learning ability. In order to understand this, let’s imagine being in a long circular
alleyway in which walls on both sides are painted with a texture pattern. The texture pattern
would provide enough distinguishability among point features and one should be able to
sense the motion, however after some time walking inside the alleyway one would not be
able to localize oneself. Now let’s imagine a second alleyway in which there are four sets of
texture patterns painted preceding to each other. A person roaming in second alleyway should
be able to localize oneself by the hierarchical relationship that patterns adhere. This shows
clearly that human visual localization and path learning ability is not entirely a raw feature
tracking task but it also requires semantic congruency of various landmarks in scene. This is
why sole visual odometry based localization systems suffer from loop closure problem which
can be mitigated if scene semantics is utilized.
While the semantic relationship of landmarks provide place recognition, the congruency
among learned places provide a promising way of mapping an environment. Visual maps
could be one of many representations (i.e. metric [1], occupancy grid based [2], geometric
[3], topological [4] or hybrid [5]). In topological mapping which is a closest approximation of
cognitive mapping performed by biological systems, a set of known landmarks are obtained
from the environment acting as the basis for place classification. It is this topological place
congruency that lies underneath robust human visual mapping of large environments such as
cities. If the process of human visual mapping is keenly observed, one can notice that it is not
the detailed spatial information about the various places that is maintained but rather a
hierarchical spatial coherence among the places is learned and memorized. For example, if
the task is to map the route from a city center to university campus, then the map that is
learned consists of some key places (e.g. streets and train station) and their relationships.
Each key place further decomposes into sub-places (e.g. campus into rooms and corridors). It
is interesting to note here that proximate places share common features and hence is grouped
together. For example, all the offices in one corridor are often grouped together while
building a semantic map of the campus in brain. The relationship between places is often due
to the gradual transitioning of features while moving from one place to another. These
relationships among various places can be exploited to build a topological mapping of the
environment.
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In order to achieve aforementioned localization and mapping ability, it is important that the
objects and places are represented in an abstract and semantically rich way which is invariant
to local feature changes (e.g geometric transformations, occlusions and noise). Although it
could be argued that a point feature itself is an abstraction of raw sensor data and often
follows a process that makes it invariant to geometrical transformations [6,7] however, it still
lies at low abstraction level and does not contain any semantic information. In order to equip
features with the ability of semantic labeling they need to be grouped into single meaningful
representation. One such grouping of features can be achieved by Bag-Of-Visual Words
based feature encoding techniques [8–10] which has been found to be successful in object
recognition tasks. In this work, problem of place recognition for acquiring a semantic
topological map of the environment is being considered. We first propose a Linear Bag Of
Words (LBOW) image classification method for place recognition and then a topological
mapping framework is proposed using the learned places. Place recognition is commonly
performed using image features [6,7,11] although generation of meaningful abstraction from
such a large set of discriminative features is a daunting task. Different encoding strategies are
employed to group the features in order to attain a coherent place descriptor. In [12] a
semantic descriptor is proposed which employs a Hull Census Transform (HCT) on the point
features and results in HCT descriptor. A HCT descriptor is obtained by using a multi-layer
convex hull approach on the feature points and a binary coded vector is constructed which
describes the spatial coherence of point features with their neighborhood. An extended
version of HCT has been proposed in [13] which also embeds color information into the
coded descriptor resulting in more invariant coding. Image statistics is also used as an
encoding technique to represent similar images. In [14] a color pattern model is proposed
which extracts three statistics (i.e. stimulus strength, spatial pattern and color pattern) from an
image patch which are used to build codebook of code words. The use of Bag-of-Words
approach in image retrieval has also been cited. In [15] an image is described as a quantized
representation of visual words constructed by a group of coherent feature descriptors in
spatial proximity. A classification model is then learned from the codebook of visual words
and used for distinguishing different sets of images. The proposed LBOW place classification
approach basis on such a bag of visual words strategy, however instead of using mere
quantized vectors a low dimension vector is constructed from the quantized features using a
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Locality-constrained Linear Coding (LLC) approach [9]. The use of such a dimensionality
reduction step in the visual words classification framework gives a simplified yet
comprehensive representation of images which forms the basis for robust place representation
and classification.
The rest of the document is organized in the following manner: Section II describes the
landmark extraction and place recognition process, Section III details the Mapping procedure
that is followed, Section IV presents the experimentation and results and Section V discusses
the conclusions and future work.
Topological
Mapping

Learning

Place
Representation

Place Modeling
Place
Models
Encoding

Landmark
Extraction

Feature
Description

Codebook

Quantization

Local Features

Figure 6: Architecture of landmarking and place recognition and
mapping system.

2. LANDMARK AND PLACE REPRESENTATION
This section presents the proposed LBOW approach that is being followed to retrieve a
set of landmarks from local features and then using these landmarks to classify places. This
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process can be represented as a layered architecture which can be visualized in Figure 1
where each layer acts as a level of abstraction on the data. Given an input image ‘I’, a set of
‘n’ local feature points fiI={f1, f2, f3, … fn} are extracted using a keypoint detector (i.e. ShiTomasi [6] or FAST[16]). These feature points are quantized in order to retrieve a set of
feature groups. The landmarks are then extracted from the extracted feature groups by a
feature description method (i.e. SIFT). These landmarks features are then encoded into a
semantic representation (i.e. visual words) and learned in order to build a model for each
given place using supervised learning method. The given place models are employed on the
input images which predict the place from current image.
2.1. Landmark Extraction
The landmark extraction process implements three following steps performed on the local
features of each input image: vector quantization, feature description and codebook
formation. Each step is explained in the following sections.
2.1.1 Vector quantization
Vector Quantization (VQ) is a lossy data encoding and compression method in which
statistical techniques are used to minimize distortion rate [17]. A vector quantizer maps a
large set of input vectors into a smaller set where each entry of the smaller set (i.e.
codewords) is an approximate representation of the set of vectors in the larger set. VQ
technique works by dividing the data into a number of groups and each data entry is indexed
by its nearest centroid. In this respect, VQ technique is similar to data clustering approaches
and latter can be used for representing the large set of vectors into a reduced set of quantized
vectors. In order to encode group of local features fi the feature space is portioned into K
informative regions whose internal structure can be disregarded or parameterized linearly.
There are multiple clustering methods that can be applied at this stage to attain vector
quantization. A most common example is a k-means clustering algorithm which seeks K
distinct means μ1, μ2, μ3, …, μK and feature data to means assignments qk1, qk2, qk3, …, qkn ϵ {1
,…, K}such that the cumulative error ∑ f -μ

is minimized. The seeking of best

assignment can then be attained by optimizing the following objective function:
q = argmin f -μ

(1)
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Another proximity base assignment method is NCut [18][19] which can model the
features into a graph G(f,e) where fi represent each node and e is an edge that is formed by
connecting two nodes. The graph is segmented into disjoint set of clusters c1, c2, c3,…,cK such
that the similarity of nodes in cj is maximized and similarity across the nodes of cj is
minimized. An approximate discrete solution to minimize the associations among the bipartite sub groups can be obtained by solving the following equation [18]:
arg min Ncut(x) = min

-

(2)

where ‘D’ is the distance between the graph nodes (i.e. quantized features q ) while ‘W’ is
the weight assigned to the edges of the graph. The assignment in k-means and NCut is quite
sparse, thus for a smoother assignment a probability density based method GMM (Gaussian
Mixture Model) [20] can be employed. A probability density p(f |θ) with θ being the set of
model parameters, is learned from the feature data and most suitable fittings are obtained. A
typical cluster assignment in a GMM method is given in equation 3.

q =∑

( |

,∑ )
,∑

, k = 1, … , K

(3)

where πk is prior probability and ∑ and μ are covariance matrices and mean of each
Gaussian component respectively.
In some cases, it is not necessary to retrieve all possible segments of a given set of feature
data; rather most important regions are needed to be extracted. For example, a region where
most of the features are located most probably indicates a potential landmark due to high
discriminative property of the region. Thus density based clustering such as DBSCAN [21]
and OPTICS [22] can also be applied. The density clustering do not require an initial number
of clusters however they are sensitive to the structure of the data. In this work, NCut is
chosen as a quantization step of the LBOW based on its better performance observed over
test image sequence.
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2.1.2 Feature description
Given a set of quantized features qki obtained as a result of the last step, the regions that
form potential landmarks are obtained. With μk being the centroid of each cluster, a
hexagonal region around each cluster centroid is extracted as shown in figure 2(a). The
motivation behind using hexagonal region is based on the interesting fact that retinal cell
organization is hexagonal and it is shared by almost all biological organisms [23]. According
to sampling theory and considering the hexagonal regions as 2D sampling area, an
approximate gain of 25-50% can be achieved as compared to an algorithm that implements a
rectangular region based approach [24].A set of descriptors for the features that lie in the
extracted region is computed using SIFT descriptor. These groups of features are termed as
the landmarks. The radius of the landmark is made dependent on the distance of farthest
neighbour in the local vicinity. A radius of r=50 pixels is used in all the experiments.

(a)

(b)

Figure 2: (a) An example result of extracted landmark regions (b) Graphical depiction of associations
among landmarks in (a) obtained after encoding of features (sequenced in row major order).

2.1.3

Codebook formation

The quantization provides a high level representation of the data which forms a codebook.
A codebook is a database containing entries of known features descriptions and works as a
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reference source for encoding and matching of future reoccurrences. The centroid of each
group of feature descriptor cluster is taken as an entry in the codebook. These centroids are
termed as landmark descriptors hereafter. This forms a codebook Bc where c = 1,… , k x K
where k is the maximum number of reduced features and K is the number of features regions
obtained from each image.

2.2. Place Representation
The place representation requires an encoding of features using the codebook which
enlists the entries of landmark descriptions. Let x be a set of feature descriptors retrieved
from an image while q

be the assignment of descriptors to corresponding visual word as a

result of a selected approach from a set of clustering approaches described in the last section.
The assignment in encoding methods can be hard (i.e. to nearest code-word) or soft (i.e. to a
group of neighbors). A hard assignment such as histogram encoding builds a histogram of
quantized local features. where the encoding result is a non-negative vector fh such that
fh=|{i:qki=k}|. The example of a soft encoding is KCB (Kernel Codebook Encoding) [8] in
which each feature is encoded as f
-

e

-

(f ) = K(f , μ )/ ∑

K(f , μ ) where K(f , μ ) =

is codebook kernel and μ , μ , γ are centroids of descriptor group, descriptor mean

and variance of kernel function computed for codebook entry; giving a resulting encoded
feature of size 'L'. A similar soft encoding method is Fisher encoding [25] which encodes the
average first and second order differences between the features and the GMM centroids. A set
of vectors uk , vk are defined such as:

u =
v =

∑
∑

q ∑
q

-

f -μ

f -μ

(4)

∑- f -μ -1

where ‘N’ is the number of feature descriptors and π , Σ

(5)

are prior probabilities and

covariance matrices respectively. The fisher encoding vector is then formed by a combination
of (4) and (5) as given in (6).
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f

= u v ,… , u v

(6)

An improved version of fisher encoding has been performed in super-vector encoding
[10] which does a binary assignment for encoding vector. A set of vectors as in fisher
encoding are defined as:

u =

∑

q

v =

∑

q

(7)
f -μ

(8)

and then the super vector is obtained by linear combination similar to shown in equation 6.
A variant of fisher encoding method is LLC [9] which projects each feature space fi to a
local linear subspace. Let B = [μ , … , μ
μ

] be the collection of codebook centroids

which lie in the proximity of fi and α being the coefficients of approximation and

f ≈ Bα , then LLC encoding vector is given as f

(f ) = α , m = 1, … , M and M is the

total number of approximation coefficients. The LLC encoding of a set of features is then
obtained by max-pooling from the obtained LLC encodings of each feature as f
max(f

(f ) =

(f )) , m = 1, … , M. In all the experiments in this work, we use LLC encoding for

the representation of a set of image features due to its robustness at a relatively low
dimensional vector size which is exhibited during empirical testing of various encoding
methods. The encoded features defining the invariant representation of images are then used
to build models for a given place. Given a set of encoded features f

(

)

a respective class

C ∈ {C , … , C } label is assigned which represents a place. These feature-place assignments
then form a training dataset which is used to build place models using supervised learning
methods. Each new instance is then classified using the learned models.
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3. TOPOLOGICAL MAPPING

The learned places provide important information to map an environment since it embeds
the internal structural relationship between individual places. Places in an indoor environment
have some common features as well as some heterogeneous information that is only local to
that place. A robot moving in an indoor environment goes through such place transitions and
can identify its global location that is also semantic and is useful for building semantic maps.
For example, the similarity between a stairs and office is almost zero but they could be
related using a third place that is a corridor which can establish a hierarchical congruency
among the two places. In this respect, building a topological map of the environment using
their learned class assignments can help to localize a robot in an indoor environment.

Figure 3: An example result of topological place map extracted from COLD image database when
the weather=was cloudy and robot followed, path1 of Area B).
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In order to build a topological map, first the image features are classified using the
learned classifier models and then the relative class assignments are obtained for each class as
explained in section 2. The predicted class assignment rates are arranged in the form of
confusion matrix which gives adjacency information for the edges in the graph with nodes
acting as class labels and number of assignments from one class to another class act as edge
weights. The more is the weight of an edge the more strongly the places are associated. A
retrieved place map using such a directed adjacency graph is shown in figure 3. The
confusion matrix is updated at each new prediction and is filtered by a high-pass filter to
remove noisy predictions in order to get more precise mapping of the environment and to
reduce the effect of mere misclassifications. Each new prediction assignment to confusion
matrix is weighted with a confidence probability which is taken as a constant and its optimum
value is selected after empirical testing. There is a tradeoff between retrieving strong
congruencies among the places or the accurate spatial map of the environment. More precise
map represents the closest relationship while loosely coupled map gives better relationship
information that lies among the places.

4.

EXPERIMENTS AND RESULTS
The experimentation process seeks the evaluation of proposed LBOW method of place recognition

under varying weather conditions and parameter variations at different stages (i.e. usage of different
codebook sizes, efficiency of individual stages of the algorithm and accuracy with several classifiers).
The place representation and learning is the key to the correct mapping thus, evaluation of the place
recognition gives a reasonable framework to achieve robust mapping. As the proposed method is
addressing robotic localization and mapping problem, the COLD [26] image localization database
provides extensive evaluation data. An example result of place recognition and simultaneous building
of map using COLD database is presented in figure 4. COLD has thousands of images taken under
varying weather conditions (Sunny, Night and Cloudy) as well as for varying path in different parts of
a building. The provided place labels are used for training supervised classifiers where each instance of
training data is an encoded feature vector using LLC encoding. There are a total of 8 places that are
visited by the robot while taking the images. These places form a different set of labels depending on
the robot motion path. A 10-fold cross validation is performed during evaluation. The optimal
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parameters for the classifiers have been selected based on the parameter optimization performed using
cross fold validation and grid search on the training samples.

Figure 4: An example result of place recognition of robot’s current location is shown in the top right corner
and the respective state of topological place map build for COLD database when the weather was cloudy
and robot followed path2 in Area A of the building is shown below. Strong edges show high associations
between places while a strong circular node depicts high recognition rates of the particular place.
There are four main stages in the proposed method: 1. Feature Extraction 2. Quantization 3.
Encoding of key features 4. Learning of key features. Local features are extracted using two techniques
(Shi-Tomasi [6] and FAST [16]) and evaluation is repeated for each method. The recognition accuracy
as can be seen in the figure 5 (a) is almost the same as the area under the ROC curve for both methods
is quite the same. Although former needs less computational resources as can be seen in figure 5 (b)
which makes it an obvious choice over the other. At quantization stage, three different clustering
techniques are tested (NCut [18], GMM [20] and DBSCAN[21]). The DBSCAN acts as the most time
efficient among the selected methods as can be seen in figure 5 (b) although it has not been selected for
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LBOW due to its sensitivity to the selection of distance threshold values which could result in
incomplete or erroneous codebook development.

The encoding stage is evaluated using LLC encoded features with varying codebook and
feature vector size. The relationship of codebook size with performance is given in figure
6(a). It has been observed that the performance remains steady for larger codebook sizes and
start to decrease abruptly after a cut-off point. For COLD database, the codebook size (cb)
cb ≥ 128 works best. Similarly, varying the encoded image feature size also affects the
performance. It has also been observed that for larger feature size, performance is generally
better and it remains at a steady state until a cut-off point which has been 0.5K for COLD
database as shown in figure 6(a). The learning stage encompasses three different classifiers
techniques; Support Vector Machine (SVM) technique, K-Nearest Neighbors (KNN)
technique and J48 classification technique.. For SVM a linear kernel is used as the LLC
encoding is linearly separable. As it can be seen in figure 6(b) that SVM and KNN
performance is comparable while KNN being slightly superior although being greedy in
nature it takes more time for classification.
A comparative analysis of place recognition framework with other state of the art
methods is given in figure 7 which clearly reveal that the abstraction of features in the form
of semantic landmarks can result in better recognition rates than building the classifier model
using the features alone. Although the purpose of E-HCT is also to extract high-level feature
representation, however the color component of the feature representation seems not to be
invariant, hence resulting in downgrading of performance. This also suggest that using
multiple cues together is a challenging task as the performance of one feature cue can affect
the overall performance of the system [27].
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Figure 5: (a) Recognition accuracy using different key-point extraction methods where FPR is False
Positive Rate and TPR is True Positive Rate. (b) Time requirement for different techniques, overall time is
the time taken by the algorithm with optimum selections of choices at each stage.
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Figure 6: (a) The effect on recognition rate of the LBOW under various codebook sizes, CB(128,256,512)
and various encoding vector sizes LLC(1K.0.5K.0.25K) (b) The place recognition performance of LBOW
using different learning classifiers used at learning stage of the algorithm.
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Figure 7: Comparison with other place recognition methods. ; HCT (Hull Census Transform), E-HCT
(Extended HCT), CPAM (Color-Pattern Appearance Model) and the proposed method LBOW (Linear
Bag Of visual Words).
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The place adjacency matrices are retrieved from the weighted confusion matrices which
are obtained as a result of classification. The place maps for two different paths and for
different buildings are shown in figure 8. A large weight given to each classification
prediction and with a choice of smaller edge cut-off threshold, a denser map can be generated
while an over-fitted graph to the environment can be attained by using higher threshold and
smaller weights. It can be observed from figure 8 that the topological mapping succeeds in
capturing the hierarchical proximity relationship of various places from mere class
predictions given by the learning classifier. It can be seen that corridor maintains a strong
edge to each of its connecting places although it differs in many ways to the connecting
places (e.g. toilets) which shows that the algorithm has been able to establish relationships
among places due to their spatial proximity.
Although it can be argued that the constructed map models the error rate of a learning
classifier however, this is incorrect as the misclassifications are not always mere due to
ineffectiveness of a learning classifier especially when the images are obtained from a
moving body such as a mobile robot. The misclassifications also happen when the places
have some very strong common features such as overlapped regions from different places due
to slow transitioning of places over the journey of a mobile robot. Although a careful
assignment of edge weights of the adjacency graph and confidence probability of individual
predictions is needed.

5. CONCLUSIONS AND FUTURE WORK
In this work a place recognition method LBOW is proposed which uses locality
constrained linear encoding of local features. The method is evaluated extensively under
variations of parameters (i.e. brightness changes, motion, multiple codebook sizes, multiple
encoding vector length and several learning classifiers) and is compared to state-of-the art
methods. The results show that the algorithm outperforms the competing methods and
robustly classifies places. It also shows that the proposed method successfully represents the
places into an invariant description which caters the geometric transformations and noise
introduced due to robotic motion and handles the brightness changes due to weather
conditions. The place classification predictions are used to build a topological map of the
visited places for mobile robot navigation. It has been observed that using the abstract place
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representation make it possible to robustly recognize the places and construct place maps.
The processing time of the method is also under 3-4fps which is encouraging considering the
fact that it has been implemented in high-level language and it has not been tested on a
parallel processing architecture. Currently, the learning phase was performed offline. In
future it would be interesting to see how these maps can be constructed using online learning
and real-time codebook generation.
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(a)
Figure 8: Topological Mapping. (a) Building map of sections A with robot following two different paths
and the respective topological maps showing place associations.
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(b)
Figure 8 (cont): (b): Building map of section B and respective topological map. Dual direction arrows
show strong associations
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ABSTRACT
The problem of robust extraction of ego-motion from a sequence of images for an eye-inhand camera configuration is addressed. A novel approach toward solving planar template
based tracking is proposed which performs a non-linear image alignment and a planar
similarity optimization to recover camera transformations from planar regions of a scene. The
planar region tracking problem as a motion optimization problem is solved by maximizing
the similarity among the planar regions of a scene. The optimization process employs an
evolutionary metaheuristic approach in order to address the problem within a large non-linear
search space. The proposed method is validated on image sequences with real as well as
synthetic image datasets and found to be successful in recovering the ego-motion. A
comparative analysis of the proposed method with various other state-of-art methods reveals
that the algorithm succeeds in tracking the planar regions robustly and is comparable to the
state-of-the art methods. Such an application of evolutionary metaheuristic in solving
complex visual navigation problems can provide different perspective and could help in
improving already available methods.
Keywords: camera tracking, visual odometry, planar template based tracking, particle
swarm optimization.

1 INTRODUCTION
Accurate relative position estimation by keeping track of salient regions of a scene can be
considered to be the core functionality of a navigating body such as a mobile robot. These
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salient regions are often referred to as “Landmarks” and the process of position estimation
and registration of landmarks on a local representation space (i.e. a Map) is called SLAM
(Simultaneous Localization and Mapping). The choice of landmarks and their representation
depends on the environment as well as the configuration of a robot. In the case of vision
based navigation, feature oriented land-marking is often employed, where features can be
represented in many ways (e.g. by points, lines, ellipses and moments) [1]. Such techniques
either do not exploit rigidity of the scene [2]–[4] or geometrical constraints are loosely
coupled by keeping them out of the optimization process [5]–[7]. These techniques can
therefore have inaccurate motion estimation due to small residual errors incurred in each
iteration which make motion estimations inaccurate as these errors get accumulated. In order
to mitigate this, an additional correction step is often added which either exploits a robot’s
motion model to predict the future state using an array of extended Kalman-Filters [8] or
minimizes the integrated error calculated over a sequence of motion [9].
Generally, feature-oriented ego-motion estimation approaches [10], [11] follow three main
steps; feature extraction, correspondence calculation and motion estimation. The extracted
features are mostly sparse and the process of extraction is decoupled from motion estimation.
Sparsification and decoupling makes a technique less computationally expensive and also
allows it to handle large displacements in subsequent images, however accuracy suffers when
the job is to localize a robot and map the environment for a longer period of time. Since
finding correspondences is itself an error-prone task, a large portion of the error is introduced
in a very early phase of motion estimation.
There is another range of methods that utilize all pixels of an image region
when calculating camera displacement by aligning image regions and hence enjoy higher
accuracy due to exploitation of all possible visual information present in the segments of a
scene [12]. These methods are termed “direct image alignment” based approaches for motion
estimation because they do not have feature extraction and correspondence calculation steps
and work directly on image patches. Direct methods are often avoided due to their
computational expense which overpowers the benefits of accuracy they might provide,
however an intelligent selection of the important parts of the scene that are rich in visual
information can provide a useful way of dealing with the issue [13]. In addition to being
direct in their approach, such methods can also better exploit the geometrical structure of the
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environment by including rigidity constraints early in the optimization process. The use of all
visual information in a region of an image and keeping track of gain or loss in subsequent
snapshots of a scene is also relevant, since it is the way some biological species navigate. For
example, there are evidences that desert ants use the amount of visual information which is
common between a current image and a snapshot of the ant pit to determine their way to the
pit [14].
An important step in a direct image alignment based motion estimation approach is the
optimization of similarity among image patches. The major optimization technique that is
extensively used for image alignment is gradient descent although a range of algorithms (e.g.
Gauss-Newton, Newton-Raphson and Levenberg-Marquardt [9], [15]) are used for
calculation of a gradient descent step. Newton’s method provides a high convergence rate
because it is based on second order Taylor series approximation, however, Hessian
calculation is a computationally expensive task. Moreover, a Hessian can also be indefinite,
resulting in convergence failure. These methods perform a linearization of the non-linear
problem which can then be solved by linear-least square methods. Since these methods are
based on gradient descent, and use local descent to determine the direction of an optimum in
the search space, they have a tendency to get stuck in the local optimum if the objective
function has multiple optima. There are, however, some bio-inspired metaheuristics that
mimic the behavior of natural organisms (e.g. Genetic Algorithms (GAs) and Particle
Swarm Optimization (PSO) [16]–[18] ) or the physical laws of nature to cater this problem
[19]. These methods have two common functionalities: exploration and exploitation. During
an exploration phase, like any organism explores its environment, the search space is visited
extensively and is gradually reduced over a period of iterations. The exploitation phase comes
in the later part of a search process, when the algorithm converges quickly to a local optimum
and the local optimum is accepted as the global best solution. This two-fold strategy provides
a solid framework for finding the global optimum and avoiding the local best solution at the
same time. In this case, PSO is interesting as it mimics the navigation behavior of swarms,
especially colony movement of honeybees if an individual bee is represented as a particle
which has an orientation and is moving with a constant velocity. Arbitrary motion in the
initial stage of the optimization process ensures better exploration of the search space and a
consensus among the particles reflects better convergence.
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In this paper, the aim is to solve the problem of camera motion estimation by directly
tracking planar regions in images. In order to learn an accurate estimate of motion and to
embed the rigidity constraint of the scene in the optimization process, a PSO based camera
tracking is performed which uses a non-linear image alignment based approach for finding
the displacement of camera within subsequent images. The major contributions of the paper
are: a) a novel approach to planar template based camera tracking technique which employs a
bio-metaheuristic for solving optimization problem b) Evaluation of the proposed method
using multiple similarity measures and a comparative performance analysis of the proposed
method.
The rest of the paper is organized as follows: In section 2 the most relevant studies are
listed, in section 3 the details of the method are described, section 4 explains the experimental
setup and discussion of the results, and section 5 presents the conclusion and potential future
work..

2

RELEVANT WORK

There are many studies that focus on feature oriented camera motion estimation by tracking a
template in the images. However, here we focus on the direct methods that track a planar
template by optimizing the similarity between a reference and a current image. A classic
example of such a direct approach toward camera motion estimation is the use of a brightness
constancy assumption during motion and is linked to optical flow measurement [12]. Direct
methods based on optical flow were later divided into two major pathways: Inverse
Compositional (IC) and Forward Compositional (FC) approaches [20]–[22]. The FC
approaches solve the problem by estimating the iterative displacement of warp parameters
and then updating the parameters by incrementing the displacement. IC approaches, on the
other hand, solve the problem by updating the warp with an inverted incremental warp. These
methods linearize the optimization problem by Taylor-series approximation and then solve it
by least-square methods. In [23] a multi-plane estimation method along with tracking is
proposed in which region-based planes are firstly detected and then the camera is tracked by
minimizing the SSD (Sum of Squared Differences) between respective planar regions in 2D
images. Another example of direct template tracking is [23] which improves the tracking
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method by replacing the Jacobian approximation in [21] with a Hyper-plane Approximation.
The method in [23] is similar to our method because it embeds constraints in a non-linear
optimization process (i.e. Levenberg-Marquardt [9]) although it differs from the method
proposed here since the latter employs a bio-inspired metaheuristic based optimization
process which maximizes the mutual information in-between images and also the proposed
method does not use constraints among the planes.

3

METHODOLOGY

The problem that is being addressed deals with estimation of a robot’s state at a given time
step that satisfies the planarity constraint. Let x(x , x ) ∈ R be the state of the robot with
x ∈ R , x ∈ R being the position and orientation of the robot in Euclidean space. Let’s also
consider I, I to be the current and reference image, respectively. If the current image rotates
R ∈ SO(3) and translates t ∈ R from the reference image in a given time step then the
motion in terms of homogeneous representation T ∈ SE(3) can be given as:

(Hartley & Zisserman 2000)T(x) =

s(x ) x
0
1

(1)

where s is the skew symmetric matrix. It is indeed this transformation that we ought to
recover given the current state of the robot and reference template image.

3.1 Plane Induced Motion
It is often the case that the robot’s surrounding is composed of planar components,
especially in the case of indoor navigation where most salient landmarks are likely to be planar
in nature. In such cases the pixels in an image can be related to the pixels in the reference
image by a projective homography H that represents the transformation between the two
images [24]. If p=[u,v,1]^T be the homogeneous coordinates of the pixel in an image and
p^r=[u^r,v^r,1]^Tbe the homogenous coordinates of the reference image then the relationship
between the two set of pixels can be written as given in equation 2.
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p ∝ Hp

(2)

Let’s now consider that the plane that is to be tracked or the plane which holds a given
landmark has a normal n ∈ R , which has its projection in the reference image I . In case of
a calibrated camera, the intrinsic parameters, which are known, can be represented in terms
of a matrix K ∈ R

. If the 3D transformation between the frames is T, then the Euclidean

homography with a non-zeros scale factor can be calculated as:

H(T, n ) ∝ K R + tn K -

(3)

3.2 Model-Based Image Alignment
The next step after modeling the planarity of the scene is to relate plane transformations in
the 3D scene to their projected transformations in the images. For that reason a general
mapping function that transforms a 2D image given a projective homography can be
represented by a warping operator w and is defined as follows:

w(H, p ) =

,

(4)

If the normal of the tracked plane is known then the problem to be addressed is that of metric
model based alignment or simply model based non-linear image alignment. It is the
transformation T ∈ SE(3) that is to be learned by warping the reference image and measuring
the similarity between the warped and the current image. Since the intensity of a pixel I(p) is a
non-linear function, we need a non-linear optimization procedure. More formally, the task is to
learn an optimum transformation T = T(x) that maximizes the following:
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∈

ψ I

w H T, n , p

, I(p)

(5)

where ψ is a similarity function and T is updated as T ⇠ T(x)T for every new image in the
sequence.

3.3 Similarity Measure
In order for any optimization method to work effectively and efficiently, the search space
needs to be modeled in such a way that it captures the multiple optima of a function but at the
same time suppresses local optima by enhancing the global optimum. It is also important that
such modeling of similarity must provide enough convergence space so that the probability of
missing the global optimum is minimized. This job is performed by a selection of similarity
measure that is best suited for a given problem context. An often used measure is SSD (Sum
of Squared Differences) that can be given as:

= ∑

ψ

I w(H, p ) -I(p)

(6)

where ‘N’ is the total number of pixels in a tracked region of the image.
Similarly, another relevant similarity measure is the cross correlation coefficient of the given
two data streams. Often a normalized version is used to restrict the comparison space to the
range [0, 1]. The normalized cross correlation between a current image patch I and a
reference image patch I , with μ, μ being their respective means, can be written as:

ψ

(I (i, j)-μ )(I(i, j)-μ )

=
,

(I (i, j)-μ )(I (i, j)-μ )

(7)
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Figure 1: Convergence surface of various similarity functions along with motion of
a PSO particle on its way towards convergence depicted by green path. First Row:
Sum of squared difference , Second Row: Normalized Cross Correlation, Third
Row: Mutual Information.

The similarity measures presented in equation 6 and 7 have the ability to represent the
amount of information that is shared by the two data streams; however, as can be seen in
figure 1, the convergence space and the emphasis on the global optimum need improvement.
A more intuitive approach for measuring similarity among the data is Mutual Information
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(MI), taken from information theory, that measures the amount of data that is shared between
the two input data streams [25].

Figure 2: A depiction of PSO particles (i.e. robot states) taking part in an
optimization process. Blue arrows show the velocity of a particle and the local
best solution is highlighted by an enclosing circle.

The application of MI in image alignment tasks and its ability to capture the shared
information have also proven to be successful [26], [27]. The reason for avoidance of MI in
robotics tasks has been its relatively higher computational expense, since it involves
histogram computation. However, the gains are more than the losses, so we choose to use MI
as our main similarity measure. Formally, the MI between two input images can be computed
as:

= ( )+ ( )− ( , )
( ) = −∑
( ) ( ( ))
( , )=−

(, )

(

(8)

( , ))
⬚
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where E(I),E(I_r,I),N_I are the entropy, joint entropy and maximum allowable intensity
value respectively. Entropy according to Shannon [25] is the measure of variability in a
random variable I, whereas ‘i’ is the possible value of I and ρ_I (i)=Pr (i==I(p)) is the
probability distribution function.

3.4 Optimization Procedure
The problem of robust retrieval of Visual Odometry (VO) in subsequent images is
challenging due to the non-linear and continuous nature of the huge search space. The nonlinearity is commonly tackled using linearization of the problem function; however, this
approximation is not entirely general due to challenges in exact modeling of image intensity.
Another route to solve the problem is to use non-linear optimization such as Newton
Optimization which gives fairly good convergence due to the fact that it is based on Taylor
series approximation of the similarity function. However, it requires computation of the
Hessian which is computationally expensive and also it must be positive definitive for a
convergence to take place.
The proposed method seeks the solution to the optimization problem presented in
equation 5. In order to find absolute global extrema and not get stuck in local extrema we
choose a bio-inspired metaheuristic optimization approach (i.e. PSO). Particle Swarm
Optimization (PSO) is an evolutionary algorithm which is directly inspired by the grouping
behavior of social animals, notably in the shape of bird flocking, fish schooling and bee
swarming The primary reason for interest in learning and modeling the science behind such
activities has been the remarkable ability possessed by natural organisms to solve complex
problems (e.g scattering, regrouping, maintaining course, etc.) in a seamlessly and robust
fashion. The generalized encapsulation of such behaviors opens up horizons for potential
applications in nearly any field. The range of problems that can be solved range from
resource management tasks (e.g intelligent planning and scheduling) to real mimicked
behaviors by robots. The particles in a swarm move collectively by keeping a safe distance
from other members in order to avoid obstacles while moving in a consensus direction to
avoid predators and maintain a constant velocity. This results in behavior in which a
flock/swarm moves towards a common goal (e.g. a Hive, food source) while intra-group
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motion seems random. This makes it difficult for predators to focus on one prey while it also
helps swarms to maintain their course, especially in case of long journeys that are common,
e.g., for migratory birds. The exact location of the goal is usually unknown as it is in the case
of any optimization problem where the optimum solution is unknown. A pictorial depiction
of the robot’s states represented as particles in an optimization process can be seen in figure
2.
PSO is implemented in many ways with varying levels of bioinspiration reflected in
terms of the neighborhood topology that is used for convergence [28]. Each particle
maintains it current best position p_best and global best g_best position. The current best
position is available to every particle in the swarm. A particle updates its position based on its
velocity, which is periodically updated with a random weight. The particle that has the best
position in the swarm at a given iteration attracts all other particles towards itself. The
selection of attracted neighborhood as well as the force to which the particles are attracted
depends on the topology being used. Generally a PSO consists of two broad functions: one
for exploration and one for exploitation. The degree and extend of time that each function is
performed depends again on the topology being used. A common model of PSO allows more
exploration to be performed in the initial iterations while it is gradually decreased and a more
localized search is performed in the later iterations of the optimization process.
The process of PSO optimization starts with initialization of the particles. Each particle
is initialized with a random initial velocity v and random current position x represented by a
k dimensional vector where ‘k’ is the number of degrees of freedom of the solution. The
search space is discretized and limited with a boundary constraint |x | ≤ b , b ∈ [b , b ]
where b , b are lower and upper bounds of motion in each dimension. This discretization and
application of boundary constraints helps reduce the search space assuming that the motion in
between subsequent frames is not too large. After initialization, particles are moved
arbitrarily in the search space to find the solution that maximizes the similarity value as given
in equation 8. Each particle updates its position based on its own velocity and the position of
the best particle in the neighborhood. The position and velocity update is given in equation 9:
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( + 1) = ( ) +
( + 1) =
( )+

( + 1)
+

(9)

where ω is the inertial weight and is used to control the momentum of the particles. When a
large value of inertial weight is used, particles are influenced more by their last velocity and
collisions might happen with very large values. The cognitive (or self- awareness) component
of the velocity update is represented by c = x -x (t) where x is the personal best solution
of the particle. Similarly, the social component is represented as s = x -x (t) where x is
the best solution in the particle’s neighborhood. Randomness is achieved by σ , σ ∈ [0,1] for
cognitive and social components respectively. The constant weights α , α control the
influence of each component in the update process.
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Planner Region
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Image
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Figure 3: System architecture of the proposed method.
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3.5 Tracking Method
The proposed plane tracking method consists of three main steps: initialization, tracking and
updating. A pictorial depiction of the whole process is given in figure 3. These steps are
given as follows:

1) The planar area in the image that is to be tracked is initialized in the first frame and an
initial normal of the plane is provided. If the plane normal is not already known then a
rough estimate of the plane in the camera coordinate frame is given. The search space of the
problem is discretized and constrained within an interval. PSO is initialized with a random
solution and a suitable similarity function is provided.
2) The marked region in the template image is aligned with a region in the current image and
an optimum solution of the 6-dof transformation is obtained. The optimization process
continues until it meets one of the following conditions: (i) max number of iterations is
reached, (ii) the solution has not improved in a number of consecutive iterations, or (iii) a
threshold for solution improvement is reached.
3) The global camera transformation is updated and process repeats.

Figure 4: The result of the tracking when applied on a
benchmarking image sequence with synthetic transformations.
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Figure 5: The example images of experimental setup(s).

4. EXPERIMENTAL RESULTS
In order to evaluate the proposed method, an experiment setup must conform to the basic
assumptions of the planarity of the scene and small subsequent motion. The planarity of the
scene means that there should be a dominant plane in front of the camera whose normal is
either estimated by using another technique or using an approximated unit normal without
scale, however the rate of convergence and efficiency is affected in the latter case. The
second important assumption of the system is that the amount of motion in subsequent frames
is small, since large motions increase the search space significantly. In addition to this, if the
planar region that is to be tracked is textured, the results can be improved due to the presence
of greater variance of similarity between the reference and the current image region. Keeping
these assumptions in mind, the algorithm was evaluated for both simulated and real robotic
motion.

4.1 Synthetic Sequence
The proposed method was evaluated on a benchmark tracking sequence [29]. The sequence
consisted of a real image with a textured plane facing the camera and its 100 transformed
variations, while the motion within the subsequent transformation was kept small. The
tracking region was marked in the template image in order to select the plane and the
optimization algorithm was initialized. The tracking method succeeded in capturing the
motion, as shown on figure 4. In order to test behavior of the similarity measures, the method
was repeated with all three similarity functions, and the error surface was analyzed as seen in
the figure 1, which also show the path of a particle in the swarm on its way toward
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convergence. It was found that MI provides a better convergence surface than the other two
participating similarity measures and hence it was used for later stages of the evaluation
process.
In order to determine whether the algorithm could accommodate variations in the degrees of
freedom, the sequence was run multiple times with different dimensions of the solution that
was to be learned. The increase in the number of parameters to be learned affects the
convergence rate, however the algorithm successfully converged for all the variations, as seen
in figure 6. With an increase in degrees of freedom, the search space expands exponentially,
making it harder to converge in the same number of iterations as needed for lower degrees of
freedom. This can be catered for in multiple ways: a) increasing the overall number of
iterations needed by the algorithm to converge, b) increasing the number of iterations
dedicated for exploration, and c) putting more emphasis on exploration by setting the
appropriate inertial and social weights in equation 9.

4.2 Real Sequence
The proposed tracking method was also tested on two real image benchmarking datasets.
The result of evaluations for each dataset is given in forthcoming sections.
4.2.1

MAV dataset

A sequence of images that was recorded by a downward looking camera mounted on a
quadrocopter [30]. The sequence consisted of 533 images with the resolution 752x480
recorded by flying the quadrocopter at ~15Hz while it hovers at one meters above the ground.
The dataset provides VICONTM measurements which are used as ground truth. The
important variable that was unavailable in this case of real images was the absolute normal of
the tracked plane. There could have been two ways to solve this problem: using an external
plane detection method to estimate the normal or using a rough estimate of the plane (virtualplane) and leaving the rest to optimization processes. The former approach was preferable
and could lead to a better convergence rate. However, to show the insensitivity of the
proposed method to absolute plane normal and depth estimates, we used the latter approach
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for evaluation. The rest of the parameterization and initialization process was similar to the
simulated sequence based evaluation process described earlier.
As shown in figure 7, even though initial transformation of the marked region was not
correct and the absolute normal was unknown; the tracking method learned the correct
transformation over a period of time and successfully tracked the planar region. A thorough
error analysis was provided, as shown in figure 8, which shows that the proposed tracking
method has robust tracking ability with very low error rates when the motion is kept within
the bounds of the search space. A good way to keep the motion small was attained by using
high frame-rate cameras.

Figure 6: Convergence with variation in DOF and similarity measures. X,Y, Z,
, , represent motion along various degrees of freedom. The columns represent
similarity measures SSD, NCC and MI respectively and rows represent DOF (2 and
4).
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Road dataset

The second dataset consists of an image sequence recorded by a car mounted camera (see
figure 5) that is driven in an urban environment [31]. A total of 2800 images of resolution
1024x768 at 30Hz were used in the evaluation process. The images contained multiple turns
performed by vehicle as well as with lighting variation due to cloudy as well as bright sunny
weather. The GPS measurements are taken as the ground truth for evaluation. The planar
patches of the road segment were used in the optimization process. In order to reduce the
effect of scale ambiguity while estimating the motion of the camera, the images were rectified
so that ground plane normal becomes parallel to the image plane. The motion of the vehicle
on the road can be approximated by a camera moving on a plane. This approximation reduces
the desired motion parameters to three parameters (T_x,T_z,Ω_z) whereas former two
represent the lateral and forward translation while latter parameter represents the angular
motion along optical axis. The results of the error analysis are presented in the figure 8.

4.3

Comparative Analysis

The proposed method performs camera tracking using non-linear image alignment for
optimization. Comparative analyses with various modifications of PSO and also with other
state of the art methods helped us to determine the method’s significance in real applications.
Figure 9 presents a comparison of the multiple variations of PSO. The Trelea-PSO [32] is
good at converging to optimum similarity values in all cases, although its convergence rate is
not the fastest due to being explorative in nature. PSO common [17] on the other hand, finds
its way quickly towards solutions, although it may not find global optima due to being more
exploitative in nature. A group of three state of the art plane tracking methods (IC [21], FC
[20] and HA [22]) are applied on the same image sequence and a normalized root mean
squared error is measured for the image sequence and the number of iterations. As it can be
visualized from the figure 10, that the performance of the algorithm is comparable to IC and
FC while it performs better than HA over mean squared error. In order to address the
randomness the experiment is repeated multiple times and mean performance is measured.
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Figure 7: The result of the tracking when applied on a
benchmarking image sequence with real transformations.

Figure 8: Translation and rotation error of the proposed tracking method plotted for each image
in the dataset (index). First column: error on the synthetic transformation sequence, second
column: error when MAV dataset is used. Third column: translation and rotation error incurred
by all the participating methods on road dataset.

It can be noted that IC and HA miss the track of the plane after the 40th iteration, most
probably due to intensity variation that is introduced in the sequence for which Taylor series
approximation failed to capture the intensity function. As a comparison, if we check the
performance of the methods with different degrees of freedom (see figure 11), we can see that
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the proposed PSO-Track method performs better on average. A relatively larger error in one
dimension of the translation, as well as the rotation for the synthetic transformation sequence,
is observable which could be attributed to the greater amount of motion in that direction. The
error computation for the real images contains only the part of the sequence for which the
marked region is valid and remains in the field of view of the camera.

Figure 9: Comparison of the convergence rate for 2 and 4-DOF
over number of iterations (epochs).

Figure 10: Performance comparison of proposed method with other state-of-the-art plane
tracking methods. From Left: performance of the methods using synthetic transformations,
result of MAV dataset. and performance of road respectively.

5

CONCLUSIONS

In this paper, we presented a novel approach toward solving a camera tracking problem by
non-linear alignment and tracking of the planar regions in the images. A non-linear image
alignment is performed and correct parameters of the transformation are recovered by
optimizing the similarity between the planar regions in the images. A thorough comparative
analysis of the method over simulated and real sequence of images reveal that the proposed
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method has ability to track planar surfaces when the motion within the frames is not too
large. Large motions could also be handled by increasing the number of iterations for an
exploration phase of the method. The insensitivity of the method toward brightness variations
as well as to unavailability of true plane normal is also tested and algorithm has been found
resilient to such environmental changes. A possible improvement could be a joint method
with other state-of-the-art methods such as Inverse Compositional alignment. One way could
be to initialize the IC with the proposed technique which is run for short number of iterations
to obtain a rough estimate of solution in global search space and then IC is used for
refinement of the solution. Robust handling of occlusions could also be an interesting future
direction.

Figure 11: Performance comparison of the proposed method with other plane
tracking methods over different dimensions of the motion estimation. From Left:
First chart is the result of synthetic sequence, second chart shows the result of first
dataset and third chart shows the result of second dataset.
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ABSTRACT.
Every urban environment contains a rich set of dominant surfaces which can provide a
solid foundation for visual odometry estimation. A visual odometry estimation method is
proposed which robustly computes the motion of a moving vehicle from a stereo vision
camera. The proposed method first identifies the candidate planar region in the stereo images
and then estimates the plane pose parameters. The dynamic estimation of plane parameters
not only allows for accurate motion estimation but it also provides important piece of
information which could be useful in road safety applications. The candidate region and
estimated plane parameters are then tracked in the subsequent images and an incremental
update of the visual odometry is obtained. The proposed method is evaluated on a navigation
dataset of stereo images taken by a car mounted camera that is driven in a large urban
environment. The consistency and resilience of the method has also been evaluated on an
indoor robot dataset. The results suggest that the proposed visual odometry estimation can
robustly recover the motion by tracking a dominant planar surface in the Manhattan
environment. In addition to motion estimation solution a set of strategies are discussed for
mitigating the problematic factors arising from the unpredictable nature of the environment.
The analyses of the results as well as dynamic environmental strategies indicate a strong
potential of the method for being part of an autonomous or semi-autonomous system.

Keywords:

Visual Odometry, Ego-motion, Plane Estimation, Stereo Vision.
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1. INTRODUCTION

The estimation of ego-motion also known as Visual Odometry is a pivot of any visual
navigation system. The application domain is significantly large ranging from semiautonomous systems such as assistive driving to fully autonomous mobile robots. Although it
is possible to obtain velocity measurements of a robot from inertial sensors cumulative error
is a significant factor. In addition to being impervious to inherent sensor inefficacies (e.g.
limited GPS coverage in indoors, wheel encoder error due to slippage), vision can provide
rich source of information that if fully utilized can provide better understanding of the scene.
It is often desirable to only concentrate on the most dominant part of the scene in order to
robustly estimate ego-motion by reducing the amount of visual information that is processed.
In urban environments, it is reasonable to expect a dominant surface which if tracked, can
sufficiently describe the motion of the observer. The dominant surface is often a dominant
plane due to Manhattan nature of the everyday environment.
The exploitation of inherent visual information in a sequence of images can be done in a
variety of ways, but generally there are two domains of methods; Indirect methods and Direct
methods. Indirect methods [1] encapsulate the scene into a sparse set of features which are
then located in subsequent images. The corresponding pair of feature points are often
obtained by using optical flow [2]–[6]. Since the calculation of correspondences is itself an
error-prone task, it leads to an injection of large error at an early stage. For the reasons of
efficiency, these methods are preferred; however, it is usually difficult to obtain feature points
that lie on significant planes that have a great impact in scene understanding. For example, in
the case of a road scene, most of the features are present in the background and not on the
road plane. Also, in the case of indoor scenes, most features are located in the cluttered region
of the scene instead of on walls or floors. This makes indirect methods a poor choice for pure
plane-based navigation solutions. Direct methods [7], on the other hand, make use of all the
pixels present in an image; therefore they can be more resilient to noise. In addition to being
prone to less errors, direct methods can provide a dense reconstruction of a scene which can
be used to build dense maps of the environment. Additionally, the ability to embed geometric
and photometric constraints in their optimization process enables direct methods to converge
to absolute motion much better than their counterpart.
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Direct methods that make the planar scene assumption and look for a dominant plane in the
scene can be divided into two forms: plane+parallax and dominant plane modeling. Parallaxbased methods identify the region of support using 2D parametric alignment and motion
segmentation [8]. This method of retrieving planar regions does not necessarily return the
most dominant plane in the scene, because identification of candidate planar regions is
dependent on the amount of motion incurred by the pixels within regions. For example, in the
case of a road scene, the resultant region with the least motion would be above the horizon
line and hence consists of the texture-less sky and not the dominant plane (i.e. the road).
Using such a dominant region for ego-motion estimation would not converge to the global
optimum because image alignment would face the challenge of a low spatial gradient in the
region. There is another direction of direct methods, which makes use of pre-knowledge of
the environment and assumed presence of a specific dominant plane in the scene with
unknown parameters [9], [10]. Initial plane parameters in this case are taken according to the
orientation of the assumed plane and are then refined to converge to true parameters. The
estimation of the plane parameters (plane normal and distance of camera center to the plane)
for an image patch is a challenging issue when the motion between subsequent images is
unknown. The problem can be solved in a much better way if stereo vision is used. Since the
transformation between the left and the right images is known, the plane parameter estimation
algorithm can converge in a few iterations. Therefore, the plane parameters can be estimated
from a given candidate planar region using stereo vision and an iterative image alignment
process.
The process of non-linear image alignment usually uses a Gauss Newton iterative
minimization algorithm [10]. Due to second-order Taylor series approximation, Newton’s
method is highly convergent; however, hessian computation is time-consuming. Also, the
hessian can be non-positive definite, resulting in convergence failure. An Efficient Second
order Minimization (ESM) which does not require hessian computation and does not suffer
from convergence failure is therefore a better choice [11]. Hence in our proposed method, we
recover ego-motion using an efficient second-order minimization. In short, our novel
proposed method firstly identifies the planar region and the parameters of the plane are
computed using stereo images. These computed parameters and the identified planar region
are used to estimate ego-motion by tracking the region in subsequent images. There are two
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major contributions of this paper: a) A motion estimation solution which dynamically locates
a planner region in a road scene and computes the ego-motion of a moving vehicle in an
unknown traffic environment for long time. The dynamic update of planner parameters
ensures that the errors due to environmental factors (e.g. inclination of the road or different
levels of the road) are not introduced into the estimation process. Thus it becomes possible to
track correctly long paths of a vehicle. b) Strategies for mitigating the anomalies that can
arise due to unpredicted nature of the environment. For example, it is possible that road plane
is occluded by obstacles or vehicle might be dangerously tilting due to uneven level of a road.
These strategies in conjunction with the proposed ego-motion estimation method provide a
useful set of tools for road safety mechanisms. These have also potential to be part of an
autonomous driving system or a drive-efficient system for energy saving purposes. The rest
of the paper is organized as follows; In section 2 the most relevant related studies are listed,
in section 3 the details of the method are described, section 4 explains the experimental setup
and discusses the results, and section 5 presents the conclusion and discusses potential future
work.

2. RELEVANT WORK

The relationship between camera velocity and pixel motion can be established with
photometric constraints [12]. Given the pixel depth, camera velocity can be retrieved, and
also given the camera translation, rotation can be retrieved, and vice versa. In the case of a
planar scene, photometric constraints can be combined with geometric constraints, giving a
relationship between the motion of the plane and the camera velocity. The resulting
constraints add three additional unknowns to the list of parameters that need to be computed,
due to the addition of plane parameters. Thus additional information needs to be
supplemented in order to retrieve the camera velocity from this relationship. This means that
either geometric parameters need to be known a priori, or part of the motion itself needs to be
determined from another source, such as an IMU. In [8] induced motion ambiguity in an
optical flow field between 3D translation and rotation is removed by 2D alignment of the
region of support (i.e. a candidate planar region detected by motion parallax) which cancels
out the rotation and leaves only translation in the residual flow. The 3D translation is then
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computed by Focus Of Expansion (FOE) computation in the residual flow field. The
computed translation is supplemented by an iterative planar perspective transformation
process and 3D rotation, from which plane parameters are recovered. However, estimated
motion was observed to be unreliable when both the camera velocity and plane parameters
are estimated, since the last two parameters of the 2D parametric transformation contributed
to instability of the computed motion. In order to mitigate this problem, a priori knowledge of
the structural constraints imposed by the scene and a pre-computation of the plane parameters
can make the problem feasible to solve and provide more stable results [9]. In [9] the motion
of the camera is represented as a motion on a plane (e.g. the ground plane in the case of a
road scene) where plane parameters of a horizontal plane are assumed. This strategy reduces
the number of unknown parameters by exploiting the structural constraints imposed by the
scene and by the motion model of the vehicle on which the camera is mounted. There are,
however, problems with such an approach. First, plane parameters are considered to be
unchanged throughout the camera movement, which is not realistic because it disregards
deformability of the plane (e.g. the tilt of the road plane in the case of a road scene).
Secondly, translation in a lateral direction (see figure 2) cannot be ignored, especially when a
vehicle is making a turn. An update to this approach has been presented in [10] that estimates
the local plane parameters for each image patch by using computed ego-motion and
integrating the local patch results by a weighted scheme to estimate the global plane
parameters. The problem with such a scheme is that global plane parameter estimation is
dependent on ego-motion which is estimated from image patches. Additionally, since a
Gauss-Newton based gradient descent optimization approach is used for solving the error
minimization function, it would converge to a local optimum due to an initial solution that is
far from a global optimum. In order to tackle these problems, we propose a two-step method;
firstly plane parameters are computed by employing an inverse composition approach [13]
and then an efficient second order minimization [11] is used to recover the ego-motion. The
detail of the method is given in the forthcoming section.
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Dominant plane
Extraction
Plane Parameter
Estimation
Ego-motion estimation

Figure 1: Flow diagram of direct planar ego-motion
estimation method.

d
(n,d)

n
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Figure 3: Road region extraction and plane estimation
Figure 2: A pictorial depiction of parallel Stereo
configuration at time t-1 and t with plane parameters.process in the case of a road scene. The first row shows
stereo images, the second row shows various steps
(warping, image differencing, thresholding, planar pixel
and region selection) of planar region detection, and the
third row shows planar region alignment resulting in planar
parameter estimation.

3. METHODOLOGY

In this section, the detail of the proposed method is presented. A flow diagram showing
various steps of the method is given in figure 1. As a first step, the dominant planar region is
extracted from the stereo images. The extracted planar region is used to compute the plane
parameters. These parameters are then used to compute the ego-motion in the subsequent
images.
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Planar Region Extraction

A direct method seeks the optimum solution of error function over a region of support ℛ
that lie on the plane. However such a region is usually not known as priori, so in order to find
a region ℛ; we first isolate a dominant plane in the scene (e.g. the road region in case of road
scene). Let

∗

,

∗

be the left and right camera image respectively. Let

( , , ) be a point on

the plane in world coordinates which is projected on the left and right camera in pixel
coordinates

and

respectively. The linear relationship between the two images can be

written by a unique Homography matrix

=

where

, ,

respectively.

as given below:

=

+

(1)

are the rotation between the cameras, stereo baseline and scaled plane normal
,

are intrinsic camera parameters of the left and right camera respectively.

The scaled plane normal

( , )= /

define the plane parameters whereas ,

are the

unit normal and distance of the plane from the camera center respectively (see figure 2). An
iterative image alignment based approach is used which aligns the planar region of the scene
by iteratively updating the homography [14]. At each iteration, an estimate of the plane
parameters is obtained and the right image is warped by an updated homography between the
stereo images. The planar region is then obtained by identifying the pixels which perfectly
overlap in the aligned right and left image due to planarity linear transformation imposed by
stereo configuration. A complete flow chart of the process in case of road scene is given in
figure 3. The region of support ℛ is then taken as a rectangular patch from the detected planar
region.

3.2 Plane Parameter Estimation

In order to estimate the ego-motion of the camera using planar motion the pose parameters
of the target plane (i.e the dominant plane), must be estimated. Let us now assume the target
plane is a horizontal plane and its distance to the left and right camera, along its normal, is
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initiated. Still we need to update these parameters to compensate the eventual tilting of target
plane (e.g. in case of road scene due to inclination of the ground plane; the road). Let

,

be the known current estimate and an unknown increment to the plane parameter vector
= / . Similarly let

,

be the current estimate of homography parameters

=

(ℎ , ℎ , … , ℎ ) and an increment to the homography parameters respectively. If
,

( ,

,

) are the current warp and warp update respectively, then an Sum of

Squared Distance (SSD) minimization and inverse compositional image alignment update can
be done as follows [13]:

∑

,

where

,

∈ℛ

,

(

)

−

=

[ +

]

, ( )

(2)

(3)

are current homography estimate, homography update and identity matrix

respectively. The solution of equation (2) by applying Gauss Newton optimization results to:

=− [

] [

]

([

]

)

(4)

where

=

,

=

,

=

, =

( )−

, ( )

, (. )

are the image Jacobian, warp

Jacobian, plane Jacobian , intensity error between a pixel in left image and its warped
corresponding pixel in right image and pseudo inverse function respectively [10], [13]. The
plane parameter vector is updated as

←

+

after computing

by equation (4).
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3.3 Ego-Motion Estimation

In this section, problem of ego-motion estimation from subsequent camera images is
addressed. Given a region of support ℛ representing the dominant plane, and

representing

the current estimate of the pose parameters of the plane, task is to recover velocity ( , ) of
,

the camera where

are the linear and angular part of the velocity. Since motion of the

camera is assumed to be planar so only three out of six velocity parameters are estimated
while other parameters are assumed to be unchanged. The translational motion can be
approximated by a forward motion along camera axis and a horizontal motion orthogonal to
plane normal. The rotational motion can be safely taken as the one along the axis that is
parallel to the plane normal. More specifically, only (

,

,

) are updated by an

incremental value while other velocities are kept constant throughout the estimation process
,

whereas

are translational velocities in x and z direction while Ω is the rotational

component of the velocity along y-axis.
Generally a SSD minimization is performed in a direct image alignment based approach. If
∗

,

be the reference and the current image in the left camera taken at time t-1 and t

respectively as visible in figure 2. Enforcing photometric and geometric constraints on the
region, the objective can be written as:

∈ℝ ∑ ∗∈ℛ

where

= [ , , 1 ],

( , ) −

∗(

)

(5)

( , ) are the image coordinates of a pixel in the region ℛ and a

warping function respectively. The solution to equation (5) can be obtained by employing an
Efficient Second order Minimization [11]. The solution to equation (5) then becomes:

=−

∗

[

]

( )

(6)
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=

( )

,

,

∗

∗

=

,

∗

,

=

,

=

are the spatial gradients,

homography as a function of transformation and homography as a function of plane normal.
The Jacobian

represents the incremental motion of the pixel in the image and can be

written as follows [14]:

=

where

=[

−
−

=

(7)

1] is the pixel coordinates of the region ℛ in the reference image. The cost

of the function with x=0 is

( )=∑

( , ) −

∗∈ℛ

error at a given iteration. The incremental motion
←

incremental update

+

∗(

)

which represents the SSD

is obtained at each iteration and an

is performed to the camera velocity estimate.

Table 1: Direct planar ego-motion Algorithm
Initialize :

=

While ( ≤

)

[ , , ]

, ,

,k ,N=#images, i=1,

If(modulus(i,k) == 0)
=

( ,

=

( ,

End If
=
←

(
+

← ( )
End While

, ,

, )

)

, )

=[ , , , , , ]
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3.4 Planar Based Direct Ego-Motion Algorithm

In this section algorithm of the proposed method is presented. As can be seen in figure 1
method follows a hierarchy of steps to recover the ego-motion. The algorithm is initialized
with an assumption of a dominant plane (i.e. ground plane in the road scene,
[ , , ]

,

=

=

) and planar region is extracted.

Table 2: Time consumption of the methods

Method

Performance (ms)

Proposed

~110

QK-Ego

~150

In case of road scene, the planar region on the road ℛ is initialized by taking middle region
of the extracted road region and is used to update the plane parameters. An updated estimate
of the planar pose parameters

is obtained by following the procedure mentioned in the

section 3.2. The process of updating the region ℛ and the plane pose parameters is performed
after every kth frame. The complete algorithm is given in the table 1. The obtained velocity
measures

( , ) are used to update the position of the camera

← ( )

using an

incremental position update ( ).

4

EXPERIMENTAL RESULTS

In order to evaluate the proposed planar based direct ego-motion estimation method, a
dataset of images was utilized [15]. The dataset consisted of a collection of stereo images
taken by a car mounted camera with the z-axis of the camera orthogonal to the ground plane.
The car was driven in a 9.5 km path through an urban environment with traffic and multiple
loop closures. The climate of the environment changed from sunny to cloudy and from clear
to shady. Additional inertial sensors data such as Kalman filtered GPS measurements
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provided an accurate ground truth for evaluation of any localization and mapping method. A
total of 33197 images captured at 30Hz were used in the evaluation process, which contained
multiple loop closures. The various stages of the proposed method as explained earlier were
performed on the images. The result of the road and rectangular region ℛ extraction step is
visualized in figure 4. The planar pose parameter estimation step performs an iterative nonlinear image alignment in order to refine the current estimate. The plane pose parameters can
be obtained by the convergence of an iterative alignment process. It can be seen from figure 5
that the images are perfectly aligned at the convergence, which can also be verified by the
alignment error in the difference images. The method flexibility comes from the dynamic
plane parameters estimation which makes the method to be adjustable to the environmental
changes such as variations in the road inclinations. In general a static plane normal is
estimated throughout the journey in an urban scene. Additionally using the dynamic plane
estimation process not only improves the accuracy of the motion estimation but it also
provides important information for vehicles’ balance stability. The updating frequency of
such plane parameters is carried according to each particular environment. The updating
frequency is decreased where less variation in the road is expected. The results of the plane
normal estimation with 1Hz updating frequency are given in figure 6 where the road
inclination variation is limited. The figure shows the resulted plane normals where the
inclination variations are captured successfully due to the adequate updating frequency and
therefore the plane normals become a useful part of both motion estimation and safety
system.

Figure 4: Results of road-region extraction in two different left camera images.
The red rectangle denotes the region of support.
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Having the plane parameters and the region of support, the subsequent images were
processed for estimation of ego-motion by taking the previous image as the reference. The
qualitative result of the ego-motion is visualized in figure 7, compared with the ground truth
as well as the QK ego-motion estimation [10]. As the figure shows, the proposed method
successfully recovers the ego-motion of the camera traversed in a large environment. An
error analysis of the estimated linear motion in horizontal (x) and forward (z) directions along
with estimated angular motion (Ω ) are visualized in figure 8. The proposed method performs
better than the competing method over normalized error. In addition to the noticeable low
average error rates; the proposed algorithm shows its strength more clearly in the case of
error variance which can be seen from the error histograms in figure 9. The figure 8 shows
variance in the estimated translation (i.e. lateral and forward movements) where the spreading
of error was reduced significantly in case of the proposed algorithm. The traffic on the road
could affect the plane parameter estimation process as well as the final ego-motion step.
However such a situation could be handled by one of the obstacle avoidance detection
strategy discussed in the latter section. The method time consumption, shown in table 2, is
promising result and indicates the potential practical use of the method in an autonomous
system. All the experiments for time computations were performed on a dual core 2.9GHz
notebook PC with 8GB RAM. Since all the implementations were in mixed Matlab/C++
environment, the results are expected to be improved with pure C++ implementation and
code optimization.

Figure 5: Result of image alignment during a plane parameter estimation.
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Figure 6: Result of plane normal estimation computed at 1Hz.

Figure 7: Result of proposed ego-motion estimation method and its comparison with the
ground truth as well as with the QK-Ego motion.
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(a)

(b)

(c)

Figure 8: (a) Translation error in X-direction (b) Translation error in Z-direction (c) Rotation Error.

Figure 9: Error histograms of translation in X, Z direction and rotation respectively.

In order to further evaluate the resilience of the proposed method in a more challenging
environment, the method is tested on a benchmark dataset [16]. The benchmark dataset
provides sequence of images taken by a RGBD camera under variant brightness conditions.
Furthermore, the dataset contains jitters in the sequences introduced due to either shaking of
the camera or due to vibrations from the robot’s motors. Since the dataset does not contain
stereo images unlike the one used in earlier experimentation, some subtle adjustments to the
algorithm are made. The detection of the planar region uses subsequent images instead of the
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stereo pair. This change remains valid and does not require large number of iterations to
converge as long as the incremental motion is small. Similarly a static normal vector of the
floor plane is used instead of a dynamic plane parameter update. The dataset also provides
two evaluation metrics: Absolute Trajectory Error (ATE) and Relative Pose Error (RTE) in
order to validate the retrieved trajectories. ATE measures the drift in the obtained trajectory
in reference to ground truth while RTE measures rotation and translation errors incurred by
the method at each individual pose. We evaluate the performance of the proposed method
against ground truth and compare with a RGBD-SLAM [17] over these metrics. The results
of the experiment are shown in the table 3. The proposed method performs consistently
especially when the sequence contains strong shakes (e.g. in second sequence competing
method generates large error). This behavior verifies the strength of direct motion estimation
methods as they compute motion by minimizing the joint photometric error in contrast to
error between sparse pixels computed by feature based approaches.

5

STRATEGIES FOR ENVIRONMENTAL UNCERTAINTIES

5.1. Dynamic Planar Region Identification
The performance of the any planar region based motion estimation method is directly related
to the performance of planar region identification in the images. The process of identification
could be hindered due to unpredictable nature of everyday environment (e.g. occluded road
region by pedestrian or traffic). These dynamic factors should be addressed in order to
achieve a robust motion estimation system. In this section a solution for such a condition is
provided. Since crucial information can be grasped from the related context of a problem,
let’s look into the context of the actual problem more closely. The occluded object, the road,
is seen as a static object while the dynamic of the observed occlusions are generated by
moving objects, pedestrians or vehicles. Therefore a strategy for detecting the moving
obstacles would provide useful information in order to re-associate dynamically the potential
planar areas.
There are two interesting facts about motion in front of a camera; a) The captured motion of a
static plane in the scene is different from the motion of moving objects b) The planar motion
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can be modeled in contrast to other moving objects in the scene. One such approach which
uses these facts is given in [18] for detecting moving obstacles on the road. The motion of the
road pixels in the image is modeled as a function of planar and camera motions. Given the
velocity of the vehicle a theoretical flow field can be retrieved for road pixels. The theoretical
flow provides a pre-knowledge about the motion of the road region which becomes useful for
identifying the pixels belonging to obstacles. The flow field of each pixel’s neighborhood is
used to align the region with its corresponding region in the successive image. In case the
motion of the region do not conform to the theoretical flow field of the road plane it is
classified as an obstacle. The results of such obstacle avoidance can be seen in the figure 10
(a-b). Such an obstacle detection strategy can be directly useful in improving the motion
estimation process. The region detected as obstacles can be filtered out from the detected
candidate planar region to ensure that errors are not introduced due to inappropriate input
sample.
Table 3: Error measurements on RGBD dataset.
Proposed Method
Mean

RGBD SLAM

Mean RPE

Mean

Mean RPE

ATE

Translation

Rotation

ATE

Translation

Rotation

(meters)

(meters)

(degrees)

(meters)

(meters)

(degrees)

freiberg2_pioneer_slam

1.05

0.10

3.00

1.41

0.15

3.20

freiberg2_pioneer_slam2

1.07

0.12

2.70

7.70

0.40

3.30

freiberg2_pioneer_slam3

1.10

0.13

2.60

1.61

0.20

3.10

freiberg2_pioneer_360

0.51

0.15

2.40

0.87

0.19

3.70

5.2. Vehicle safety
The balance of the vehicle is as crucial to a vehicle safety as is effective braking system.
Most of the road mishaps happen due to inappropriate balance monitoring system. A recent
European accident report [19] points out the importance of accident related to vehicle balance
in turning problem and especially in unbalanced loaded vehicles control. An early detection
of tilt of the vehicle can allow an autonomous safety system to activate emergency
procedures in-time which could result in prevention of a disaster. Vision can provide a useful
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help as the stability of the vehicle is directly linked to the view of the road plane. The
orientation of the road plane measured from the images can provide a direct solution
especially when motion estimation system already uses plane as a reference. Previous
sections already discussed how plane normal could be obtained dynamically, thus the
problem of determining the vehicle’s tilt becomes a matter of measuring the changes in the
plane normals.

(a)

(c)

(b)

(d)

Figure 10: (a-b) Results of the moving obstacle detection method based on modeled flow field
generation. (c-d) Decomposition of estimated plane normals into a set of vehicle states. (c): forward
tilt (MS: Moving Straight, IU: Inclined upward, ID: Inclined Downward) (d): sidewise tilt (ST: Stable,
TL: Tilting Left, TR: Tilting Right).

The derivative of the angles along horizontal and forward direction provides the pitch and roll
of the vehicle. In ideal circumstances the change in these angles should be zero however in
practice these can be non-zero due to slight inclination or unevenness of the road. Even then a
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drastic change (e.g. 10-20°) in between two samples of the plane normals can indicate the
potential dangerous situation especially when that change becomes consistent or keep on
increasing. A decomposition of the estimated plane normals into a set of vehicle states is
presented in the figure 10 (c-d).
The thresholds for pitch and roll angles have been taken 12° and 6° respectively. The larger
threshold is taken for upward/backward tilt which can be considered as less dangerous
whereas threshold for sidewise tilt is taken more rigorously. The actual values for such
thresholds however depend on the individual system implementation and kind of the
environment. The figure 10 (c-d) shows that the vehicle remained stable all the time during
the journey because of two facts: the tilt of the vehicle did not last long and it did not increase
consistently. Nevertheless this approach provides a strategy to measure the forward/sidewise
tilt of a vehicle thus provides an effective and efficient solution especially when the
measurement of tilt is a byproduct of motion estimation solution.

6

CONCLUSIONS

In this paper, a direct planar based ego-motion estimation method is proposed. The proposed
method makes use of stereo imagery to estimate the planar pose parameters and then estimates
the ego-motion by computing the camera velocity in the subsequent images. The dynamic
estimation of the planar parameters not only helps to improve the overall motion estimation
but it also provides useful information which can be directly implemented for vehicle safety
applications. The proposed method successfully tracked the camera mounted on a car which is
moved in a large urban environment. The proposed motion estimation method is suitable for
situations where the incremental motion is not too large. Although image pyramids help to
cater large displacements and it has also been applied in implementation of the proposed
method however there is a limit to what can be achieved by a pyramidal implementation. Over
pyramiding can result in degeneracies which increase the ambiguity between rotation and
translation therefore results in incorrect motion computation even when cost function gives
low error. Furthermore, the fine-tuning step in situations with large incremental motions can
also become useless because the warping function learned from lower pyramidal levels fail to
improve at higher levels. This happens due to the very nature of the gradient descent based
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optimizers which have the tendency to get stuck in local optimum. In addition to motion
estimation method the paper also discusses approaches to mitigate the effects arising from
unpredictable factors which might affect the effectiveness of the method. The safety of the
vehicle is also addressed and strategies for early monitoring are discussed. Overall the method
provides a complete package for autonomous or semi-autonomous system.
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ABSTRACT
This paper presents a novel approach for the classification of planar surfaces in an
unorganized point clouds. A feature based planner surface detection method is proposed
which classifies a point cloud data into planar and non-planar points by learning a
classification model from an example set of planes. The algorithm performs segmentation of
the scene by applying a graph partitioning approach with improved representation of
association among graph nodes. The planarity estimation of the points in a scene segment is
then achieved by classifying input points as planar points which satisfy planarity constraint
imposed by the learned model. The resultant planes have potential application in solving
Simultaneous Localization and Mapping (SLAM) problem for navigation of an UnmannedAir Vehicle (UAV). The proposed method is validated on real and synthetic scenes. The real
data consists of five datasets recorded by capturing 3D point clouds when a RGBD camera is
moved in five different indoor scenes. A set of synthetic 3D scenes are constructed containing
planar and non-planar structures. The synthetic data is contaminated with Gaussian and
random structure noise. The results of the empirical evaluation on both the real and the
simulated data suggest that the method provides a generalized solution for plane detection
even in the presence of the noise and non-planar objects in the scene. Furthermore, a
comparative study has been performed between multiple plane extraction methods.
Keywords:

UAV Navigation, Planar surfaces, Point cloud, Autonomous Navigation.
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1. INTRODUCTION

1.1. Overview and Motivation

An accurate estimate of the landmarks provides a crucial input measurement for solving a
SLAM problem. In Manhattan environments such as indoor scenes, most ubiquitous and
consistent landmarks that can be exploited are planes. It may seem trivial to extract accurate
planes in such an environment; however it becomes a challenging problem due to the
presence of multi-level planar surfaces within the 3D point cloud obtained through
reconstruction of the scene. Conventional region growing methods for extracting geometrical
primitives provide stable output but are often avoided due to high computational cost
incurred even in 2D space. In addition to being computationally expensive, such methods
also have high dependence on good accumulator design which merges the various group of
points based on a high probability of being on a plane. In contrast to these region growing
based methods, model based approaches using supervised learning can learn a model from a
given set of examples of planes and can predict accurately the class of the new set of points
by checking their closeness to learned model. Such methods can not only provide better
retrieval of planar surfaces but can also learn the associations between the planes if the
features are carefully selected. In this work, a novel PLAnar Surface Extractor (PLASE)
method is being proposed along with a feature selection mechanism. As a first step, features
are extracted for each point in the point cloud of planar surfaces. Then the extracted features
are trained on a set of known planes and a model is learned based on estimation of a
multivariate probability density function. The learned model is then used to classify the
unknown instances of planes in the segmented point cloud.

1.2. Relevant Work
The extraction of primitive shapes and using them as landmarks can provide simplified yet
meaningful abstractions of an environment that can be used for both building abstract maps
and for localizing a robot [1]. In the case of visual navigation, estimation of the ground plane
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is often made in order to track the vehicle and to detect the on-road obstacles [2–4]. Planar
features play an important role in estimating the position of landmarks especially when the
environment being explored is Manhattan. Most work in the past decade addresses this
problem by taking it as a first step in solving the SLAM problem. In [2] ground plane
estimation is performed by texture segmentation applied on the reconstructed depth map
generated from a single image. The extracted ground plane then provides an efficient basis
for localization of the robot. Similarly, in the case of given 3D range data, planar features are
often used to build a simplified and efficient map of the environment that is useful for robotic
navigation in a non-cluttered environment [5, 6]. In order to construct a meaningful map from
multiple plane extractions, the extracted planes need to be merged. This is usually done in
one of the two ways; a) registering the planes on a predefined global coordinate system which
is tracked either by observing ego-motion or using an external reference [2] b) applying a
region growing strategy that accumulates nearby planes [7].
The problem of retrieving known geometrical primitives can be broadly classified into two
main classes; region based extraction and model based extraction. In region-based shape
retrieval, and particularly in the case of 2D images, the first step involves extraction of a raw
skeleton of the shape for example that can be accomplished by applying morphological
operators on binary images [8]. These raw skeletons are then transformed into a compressed
and invariant form such that loss of information is minimized [9][10]. The region containing
the candidate shape is then expanded to include points that are closest in representation space.
In model based shape retrieval methods, a predefined shape model is constructed from a set
of points and is evaluated against a fitness criterion which determines whether a point
satisfies the model or not. The best model is then selected based on majority voting. A
variation to model-based approaches is the use of features for the construction of a model.
Given a set of features extracted from points lying on the surface of a shape, a model is
learned which can then be used for extraction of the targeted shape in subsequent
reoccurrences.
A featureless model-based approach is proposed in [11] that employs a modified version of
efficient RANdom SAmple Consensus (RANSAC) implementation for the detection of the
planes. A multi-level surface map is constructed by dividing the data into grid based cells
where each cell encapsulates the intrinsic information of the cell by keeping mean, variance
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and height at the position of the cell. A candidate plane is selected only if probability of not
overlooking the better candidate is high. Once a candidate plane is accepted each cell that
matches the plane is assigned to that plane.
Model-based primitive detectors that utilize a region-growing strategy to merge the detected
planes often outperform other methods however, the selection of seeds to grow and limit of
growth greatly affect their performance. In [7] an efficient strategy employing a grid based
growth with better seed selection criteria is proposed. The use of Hough Transform in a
region growing based technique for robotic navigation is often avoided due to its high
computational complexity and lack of general accumulator design. In this regard, many
variations of the original Hough Transform (HT) have been proposed namely, Randomized
Hough Transform (RHT), Probabilistic Hough Transform (PHT) and PPHT (Progressive
Probabilistic Hough Transform) [12–14]. The adaptation of the aforementioned methods for
their use in 3D data processing and particularly for plane detection has also been cited such as
in [15][16]. All of these methods share the basic idea that is a transformation of each point
into Hough space although the variation is in the point selection criteria that helps to improve
efficiency.
In this paper, planar structures are extracted from the 3D point cloud data of indoor scenes using a
feature based learning approach. A set of planar features are extracted from an example point cloud
and a model is learned. The learned model is used for the classification of a set of points in a new
unknown instance of the scene which contains both planar and non-planar objects. The point cloud of
the scene is segmented into a set of clusters by a graph partitioning approach (i.e. Normalized Cuts
[17]) using better association and similarity function. The NCut is chosen as a segmentation technique
because of its broad applicability in the related context and its robustness in non-linear segmentations.
A maximum likelihood estimation of the features facilitates in retaining only those set of points which
satisfy the planarity constraint imposed by the learned model. The complete detail of the algorithm is
described in the next section.
This paper is organized as follows: Section 2 provides details of the proposed algorithm. In Section
3 the architecture of the target UAV platform is described. Experimental results are presented in
section 4 and section 5 presents our conclusions.
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2. METHODOLOGY

In this section, processing steps of the proposed method (PLASE) is described. Raw sensor
data in the form of point clouds is resampled by removing points in the neighborhood. This
resampled data forms an input to the NCut (Normalized Cuts) algorithm, which decomposes
the data into a given number of clusters. Such resampling can improve processing efficiency
by reducing the amount of data that will be available to subsequent stages of processing,
preserving enough structural detail needed to detect planes. These clusters are scanned for
planar surfaces by applying a pre-trained model on each scene resulting in a set of planar
points. A graphical depiction of the process is given in figure 1.

2.1. Normalized Cuts

The segmentation of a point cloud can be modeled as a graph partitioning problem. Each
point in 3D space is modeled as a node Vi and an edge Eij which is formed by connecting two
nodes in a weighted undirected graph G(V,E). The weight for each edge is a function of the
distance of one point to another point in a pair with small distance resulting in larger weights.
This represents a similarity function between the nodes/points because it encapsulates the
local neighborhood of a point, by making closer points weighted more than those farther from
it. The task is to segment the point cloud into disjoint set of points or clusters V1, V2, V3,…,Vm
such that the similarity of nodes in Vi is maximized and similarity in between the nodes of Vj
is minimized. According to the NC (Normalized Cut) algorithm, the optimal bipartition of a
graph into two sub-groups A and B is obtained by minimizing the NCut value as follows:

Ncut(A, B) =

where cut(A,B) = ∑(

( , )
( , )

∈ , ∈ ) w(u, v)

+

( , )
( , )

(1)

represent the dissimilarity between A and B and w(i, j)

is the similarity between the node i and j. assoc(A,V) is the total connection from node A to
all the other nodes and assoc(B,V) is the total connection from node B to all other nodes. Let
x be an N=|V| dimensional vector for a partition that divides graph V into two sets A and B
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such that xi = 1 if i is in A and -1 otherwise. Let di = ∑ w(i, j) be the total connections from
node i to all other nodes. According to [15] an approximate discrete solution to minimize
NCut(A,B) can be obtained by solving the following cost function:

arg min Ncut(x) = min

-

(2)

Where D= diag(d1, d2, d3,…,dn), di = ∑ w(i, j), W = [wij], and y = (1+x) – (1-x)

∑

d
∑

d.

Using y ∈ R the equation (2) can be solved by the general Eigen value system:
D-W y = λ Dy

(3)

2.2. Planar Dissimilarity

The core of NCut is the representation of the association among the points. This is done
using a weighting function describing the similarity/dissimilarity of the data. As mentioned in
[17], this function is application specific; hence it needs to be adapted in order to work on the
target point cloud data. In order to enhance dissimilarity among the point so as to facilitate
the construction of disjoint graphs, a linear combination of multiple distance metrics is used.
The distance function d along with updated association function W of point ‘i’ with median
μ taken as the center of gravity of each node, is given by;

= α ∑ (X -Y ) + (1-α)

d

W

= e

-

( -

.
‖ ‖‖

‖

(4)

)

(5)

where Xi, Yj are two points in a neighborhood, alpha is joining factor and kwith
‘k=0.25’ is used in this study. This makes a function of the μ, thus making it adaptive for
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each node, which contributes in dynamically reshaping of weighting function according to
the input data.The improvement of the weight function lies in its enhanced discrimination
ability due to a combination of dissimilarity metrics and making it scale invariant.The
weighting function itself is also a scalable function which is adaptively scaled depending on
the center of gravity. This results in an overall segmentation that is more sensitive to the
variation in the small changes by enhancing the effect of minimization in the NCut which is
dependent on the individual weights.

Figure 1: Processing steps on a point cloud data using the proposed PLASE method.

2.3. Feature Representation And Planarity Estimation

In this section the process of estimating the planarity of each cluster is described. For a set
of ‘K’ clusters obtained by NCut those clusters that have a planar tendency are identified. In
order to achieve this, an approximated model of the planes occurring in the scene which truly
represent the planar features in the scene are identified. Given a planar point cloud, each point
‘i’ is transformed into feature space f by building a complete graph G in the point’s
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is the normal vector of the plane spanned by point ‘i’ with ‘j’ and ‘k’ in

its close neighborhood in G then following features are extracted:

( )=

.
‖ ‖
(6)

( + 1) = (

).

where eij is the edge formed by point ‘i’ and ‘j’ while ‘r’ is the feature number. A pictorial
depiction of the graph is given in figure 2.

ni

i

eij

nj

j

k

Figure 2: A complete graph of a point i in its neighborhood with nearest neighbors j and k.
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Figure 3: Multivariate Gaussian model learned for first two features X1 and X2 with outliers shown in
red.

The features for a point are obtained using (6) recursively by traversing a tree in the local
neighborhood thus representing a point in a ‘2n’ dimensional feature space where ‘n’ is the
depth of the traversed tree. The next step in planar detection is to learn a model from the
extracted features. Given a set of feature vectors fk , best estimates of mean ν , and
covariance Σ is to be estimated by a probability density Π as given below.

Π(f , ν, Σ) = (

- -

)√

e

- (- )

(7)

The probability density of first two features can be seen in the figure 3. While training the
system, model parameters are learned from planar point clouds. At test time, the learned
model is applied on Kth cluster by first extracting the features from each cluster and then
removing the points which does not satisfy P(f) < ϵ where best ϵ is learned from a
separate validation dataset by selecting a value that minimizes the overall classification
error.
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Table 1 : Extraction of Planar surfaces from point cloud ρ

Function ψ = PLASE(ρ)


resample(ρ)



F = extract_features(ρ)



Π



While(true)

(f, ν, Σ) = Train_model(F)

o

Ci = Segment(ρ) , i=1,2,…k

o

For each Ci


Π

(f, ν, Σ) =

EstimatePlanarity(P)

o



ξ = C (Π



ψ = Prune(ξ)

if(processRANSAC)


o


< ϵ)

ψ = RANSAC(ψ)

endif

End While

Return Ѱ

2.4. Pruning

The planar clusters can have a small number of isolated points considered as noise that
passes through the plane extraction threshold (ϵ) and are misclassified as planes. An example
of such noisy scattered points as visible in figure 7(c), which should be removed to prevent
their adverse affect on later processing especially when the next step is a RANSAC based
plane fitting. In order to remove these noisy points, a local variance based pruning method is
implied. Each point is classified as data or noise based on its distance from the ‘k’ nearest
neighbors. The result of this pruning method is shown in the figure 7 (e).
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2.5. RANSAC

The RANSAC [18] algorithm works by extracting the shapes of objects by randomly
selecting a minimal set of point data and constructing a shape model from the sampled points.
The size of the sampled point data depends on the geometric model. Candidate shapes are
tested against the constructed model to form a consensus among the points in the data. The
model is reconstructed by resampling the random points if there is a low consensus score.
The candidate shape with the highest consensus score is considered to be the closest and is
extracted from the data after a given number of iterations. RANSAC is widely used because
of its unique and distinctive properties:



Simplicity: Simple concept to adapt. It can be easily implemented, even in the case of
small embedded systems.



Generality: It can be adapted to a wide range of application contexts.



Tolerance: It exhibits high robustness even in the presence of more than 50% outliers in
the data (which can occur in vision data).

The randomness in the RANSAC is favorable, although it can be inefficient if it is applied
without optimization. In our algorithm application of RANSAC is an optional step which can
be used in addition to planar estimation framework described in 2.3. The application of
RANSAC might be favorable in situation where few points are left after maximum likelihood
estimation and best fitting set of planes are required.

2.6. Planar Surface Extraction Algorithm

In this section algorithmic detail of the planar surface extractor is presented. In order to
construct a planar surface model, a number of features are extracted from a set of example
point clouds which serves as a training set. The detail of feature representation is described in
section 2.3. A new test example is segmented using Normalized Cuts [17] with better
association and weighting functions. Given a model (7) learned from the training and a set of
clusters obtained as a result of segmentation step, each cluster is processed for identification
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of its planarity nature by estimating its closeness to the learned model. The list of steps of
PLASE algorithm is given in Table 1. The classified planar data is filtered for possible noise,
which then provides the input to an optional RANSAC step that fits a planar model within the
classified set of points.

3.

PLATFORM AND EQUIPMENT

The proposed algorithm is designed to be used on a UAV platform that has been customized
as part of the study and is used for data collection for experimentations.. The UAV system
consists of a 6-rotor copter with obstacle avoidance and vision processing capabilities. The
architecture of the system is depicted in figure 4. A 3D camera has been mounted on the
UAV to provide point cloud data. An on-board CPU with 1.3GHz processing speed is
responsible for the vision processing tasks. Lower level obstacle avoidance is performed by a
microcontroller that is responsible for generation of control signals to the flight controller.
The microcontroller uses input from 6 ultrasonic sensors chained together to generate
appropriate control (Yaw, Pitch, Roll) commands to change the state of the UAV. The
reactive control layer is a PID controller which is responsible for the low level decision
making for the absolute obstacle avoidance. It also has a higher priority over perceptual
control layer. The auto pilot commands are generated as the result of visual algorithm and are
sent to the reactive layer which makes decision of forwarding these commands to the flight
controller by observing the signals received from the ultrasonic distance sensors. In case of
near obstacle, reactive control generates its own pilot commands to keep the vehicle at a safe
margin.
RGBD Camera

Reactive Controller

Flight
Controller

Vision
Controller

Attitude
Controller

Figure 4: Architecture of the UAV platform

Position
Sensing
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EXPERIMENTS SETUP AND ANALYSIS OF RESULTS
The proposed PLASE algorithm is applied on a set of point cloud data obtained from a

RGBD camera and the results are validated. In order to collect the point cloud datasets, the
camera mounted on a UAV is moved in five different indoor environments and data is saved
for each scene. A total of 50 point clouds each containing 2000 points are labeled into two
classes: planes and non-planes. These labeled examples are used as ground truths to validate
algorithm performance.
The results of clustering with original and improved weighing functions and planar surface
extraction from an indoor scene can be visualized in figure 5. The clustering result has been
improved by the use of Wp (equation 5) which enhances the cuts in the graph of the nodes.
Also the calculation in equation 5 is adapted to input data which helps to represent more
accurate the locality of each node and thereby ensures the relative spread of the cluster. This
also makes the method invariant to changes in data due to variation of viewpoint or sensory
noise. However, it has been observed that the association function is not invariant across
different scales of the data. In this study, each point cloud is down-sampled to the same
degree and hence every point cloud has the same data size.
The algorithm has also been validated using synthetic 3D scenes containing a set of planes and nonplanar objects. This point cloud model data is injected with Gaussian noise and some random
structures to mimic the natural scene, as shown in figure 6. This point cloud model is used to generate
various indoor scenes containing different numbers of planes and noisy objects, and the performance
of the algorithm is computed. The examples of scenes created from the model along with their
respective results are visualized in figure 7.

For each Pj j=1,2,…,m cluster that results from the application of the method, an error rate
j is calculated that reflects the clustering performance of the proposed method over multiple
scenes. Each cluster of the ground truth is assigned to a class that is most frequent in the
resultant cluster. Then the error rate of this assignment is measured by counting the number
of correctly assigned points:

ϵ(Ω, C) = 1-

∑ max ω ∩ c

(7)
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where Ω = {ω , ω , ω , … ω } is the set of clusters and C = {c , c , c , … c } is the set of
classes.

(a)

(b)
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(c)
Figure 5: (a) Raw 3D Data (b) clustering of respective scenes (c) Planar extraction for
respective indoor scenes.

Figure 6: A demonstration of synthetic scene containing planes contaminated with noise.
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(a)

(b)

(c)

(e)

(d)

(f)

Figure 7: (a)-(b) Result of clustering using synthetic scenes. (c)-(d) Plane estimation result on two
different scenes, (e)-(f) Result of Plane detection.

The error for every scene is calculated 10 times by taking a different noise density in each
time and the average error for each scene is taken. The evaluation results for the real and
synthetic datasets, with different weighting functions are depicted in the Table 1 and Table 2
respectively. This reflects the average error rate over multiple runs of the same scene with
varying noise () density of the scene. For the evaluation of the proposed method, a number
of detected planes are to be evaluated. In a multiclass evaluation problem, the error caused by
all other planes is considered while calculating the precision or recall of a plane. In order to
evaluate the algorithm’s ability for correctly classifying the planes, a confusion matrix is
calculated. True precision and recall of the system is the average precision and recall of all
the participating planes. So, the precision and recall of a plane ‘α’ can be written as
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following:

P =

∑

∈{ - } ¥

)

R =

∑ (

(8)

| ¥ ∈{ - })

where τ is the number of points of target plane ‘α’ that are correctly classified as target
plane and ξ is the number of erroneous points with ground truth class ‘Y’ and predicted class
‘¥’. While ‘U’ is the set of all planes. The harmonic mean or the F-measure is a performance
metric that combines precision and recall. The F-measure is used as a combined measure in
order to calculate the plane extraction performance of the algorithm. The general Fα measure
can be given as following:

Fα =

α . .

(9)

α .

where α is the weight of precision to recall. F1 is the balanced F-score.

Table 1 Performance of the method using surfaces from
synthetic scenes. Clustering error is calculated as according to
equation 7 and planar extraction column depicts the F1-score of
the method when used in conjunction with NCut and RANSAC
following equation 8 and 9.

Scene

Clustering Error ()
D-W y = λ Dy

(D-W )y = λ Dy

PLASE
+
NCut
+
RANSAC

1

0.25

0.44

0.79

2

0.12

0.46

0.84

3

0.03

0.38

0.95

4

0.10

0.25

0.85

5

0.05

0.37

0.90
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Table 2 Performance of the algorithm using surfaces from real
datasets and a comparison with kmeans clustering used in
place of NCut. Clustering error is calculated as according to
equation 7 and planar extraction columns depict the F1-score
when used in conjunction with NCut and kmeans respectively
following equation 8 and 9.
Scene

Clustering Error ()
D-W y = λ Dy (D-W )y
= λ Dy

PLASE

PLASE

+

+

NCut

Kmeans

+

+

RANSAC

RANSAC

1

0.02

0.44

0.94

0.76

2

0.03

0.28

0.91

0.82

3

0.07

0.25

0.90

0.72

4

0.15

0.35

0.85

0.78

5

0.01

0.38

0.94

0.75

Figure 9: Plane extractions on an example point cloud using PLASE, RHT, PHT and PPHT
respectively.

The results as can be seen in figure 8 indicate the tendency of the algorithm for
successfully finding planes in the environment even in the presence of noise and other nonplanar objects. The proposed plane extraction method is able to classify the scenes consisting
of planar surfaces with good precision, as reflected in the combined performance measure
(i.e. F-score). The performance of the method is compared with variations of Hough Transform. It is
important that extraction must be efficient as well as accurate so, performance metric is devised by
taking linear combination of effectiveness and efficiency. The performance measure that is used for
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evaluation is as given below:

Figure 8 : F-score of the algorithm for the real and synthetic data.

perf = β 1-

-

+

-

(10)

where β, γ, d, n, t are metric weights, detected number of planes , total number of planes and time
respectively. An example result is shown in the figure 9 and the figure 10. The performance of RHT is
comparable to PLASE due to its better selection criteria for selection of points while PLASE
outperforms all other methods.

Figure 10: Performance comparison of various planar
extraction methods.
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CONCLUSIONS
In this study a novel plane extraction method is proposed that can be used to localize a

UAV in an indoor environment. The method has been extensively evaluated on datasets
captured in real time by moving a robot mounted RGBD camera in five different scenes as
well as on synthetic point cloud datasets. The results suggest that this method performs well
even in the presence of sensor noise and non-planar objects. With few examples of the planes
in an unknown environment, the proposed solution can be trained to classify the planes.
PLASE can be set to function with or without the use of segmentation. Segmentation step is
suitable if environment is too cluttered and finer grained plane detection is necessary
irrespective of the computational time. The segmentation step can be replaced with any other
approach better suited to a particular context. The performance of the method when used with
segmented data is dependent on the success of the segmentation. An iterative cluster number
estimation method was used; a more dynamic cluster number estimation strategy can boost
the performance significantly.

REFERENCES

[1] W. Y. Jeong and K. M. Lee, “Visual SLAM with line and corner features,” in IEEE/RSJ
International Conference on Intelligent Robots and Systems, 2006, pp. 2570–2575.
[2] A. Cherian, V. Morellas, and N. Papanikolopoulos, “Accurate 3D ground plane estimation from a
single image,” in IEEE international conference on Robotics and Automation (ICRA), 2009, pp.
2243–2249.
[3] A. Jamal, P. Mishra, S. Rakshit, A. K. Singh, and M. Kumar, “Real-time ground plane
segmentation and obstacle detection for mobile robot navigation,” in International Conference on
Emerging Trends in Robotics and Communication Technologies, Chennai, India, 2010, pp. 314–
317.
[4] N. Pears and B. Liang, “Ground plane segmentation for mobile robot visual navigation,” in
IEEE/RSJ International Conference on Intelligent Robots and Systems, Hawaii, USA, 2001, vol.
3, pp. 1513 –1518 vol.3.

Paper V

211

[5] D. Viejo and M. Cazorla, “3D plane-based egomotion for SLAM on semi-structured
environment,” in IEEE/RSJ International Conference on Intelligent Robots and Systems (IROS),
California, USA, 2007, pp. 2761–2766.
[6] C. Ulas and H. Temeltas, “Plane-feature based 3D outdoor SLAM with Gaussian filters,” in
International Conference on Vehicular Electronics and Safety (ICVES), Istanbul, Turkey, 2012,
pp. 13–18.
[7] K. Pathak, A. Birk, N. Vaškevičius, and J. Poppinga, “Fast registration based on noisy planes with
unknown correspondences for 3-D mapping,” IEEE Transactions on Robotics, vol. 26, no. 3, pp.
424–441, 2010.
[8] R. M. Udrea and N. Vizireanu, “Iterative generalization of morphological skeleton,” Journal of
Electronic Imaging, vol. 16, no. 1, pp. 010501–010501, 2007.
[9] D. N. Vizireanu, C. Pirnog, V. Lãzãrescu, and A. Vizireanu, “The skeleton structure—An
improved compression algorithm with perfect reconstruction,” Journal of Digital Imaging, vol.
14, pp. 241–242, 2001.
[10] N. Vizireanu and R. Udrea, “Visual-oriented morphological foreground content grayscale frames
interpolation method,” Journal of Electronic Imaging, vol. 18, no. 2, pp. 020502–020502, 2009.
[11] V. Prieto-Marañón, J. Cabrera-Gámez, A. C. Domínguez-Brito, D. Hernández-Sosa, J. IsernGonzález, and E. Fernández-Perdomo, “Efficient Plane Detection in Multilevel Surface Maps,”
Journal of Physical Agents, vol. 5, no. 1, pp. 15–23, 2011.
[12] A. Julkaisuja, K. Heikki, M. Jarvinen, and A. Ukkola, “Randomized Hough Transform,” in
International Conference on Pattern Recognition (ICPR), USA, 1990, vol. 1, pp. 631–635.
[13] H. Kälviäinen, P. Hirvonen, L. Xu, and E. Oja, “Probabilistic and non-probabilistic Hough
transforms: overview and comparisons,” Image and vision computing, vol. 13, no. 4, pp. 239–252,
1995.
[14] N. Kiryati, Y. Eldar, and A. M. Bruckstein, “A probabilistic Hough transform,” Pattern
recognition, vol. 24, no. 4, pp. 303–316, 1991.
[15] K. Okada, S. Kagami, M. Inaba, and H. Inoue, “Plane segment finder: algorithm, implementation
and applications,” in IEEE International Conference on Robotics and Automation (ICRA), 2001,
vol. 2, pp. 2120 – 2125 vol.2.
[16] F. Tarsha-Kurdi, T. Landes, and P. Grussenmeyer, “Hough-transform and extended ransac
algorithms for automatic detection of 3d building roof planes from lidar data,” International
Archives of Photogrammetry, Remote Sensing and Spatial Information Systems, vol. 36, pp. 407–
412, 2007.

Paper V

212

[17] J. Shi and J. Malik, “Normalized cuts and image segmentation,” IEEE Transactions on Pattern
Analysis and Machine Intelligence, vol. 22, no. 8, pp. 888–905, 2000.
[18] M. A. Fischler and R. C. Bolles, “Random sample consensus: a paradigm for model fitting with
applications to image analysis and automated cartography,” Communications of the ACM, vol. 24,
no. 6, pp. 381–95, Jun. 1981.

Paper VI

Scene Perception by Context-Aware Dominant
Surfaces
J.R.Siddiqui, S.Khatibi, S.Bitra and S.Tavakoli
Department of Computing, Blekinge Institute of Technology
37179 Karlskrona Sweden.

ABSTRACT

Most of the computer vision algorithms operate pixel-wise and process image in a small
neighborhood for feature extraction. Such a feature extraction strategy ignores the context of
an object in the real world. Taking geometric context into account while classifying various
regions in a scene, we can discriminate the similar features obtained from different regions
with respect to their context. A geometric context based scene decomposition method is
proposed and is applied in a context-aware Augmented Reality (AR) system. The proposed
system segments a single image of a scene into a set of semantic classes representing
dominant surfaces in the scene. The classification method is evaluated on an urban driving
sequence with labeled ground truths and found to be robust in classifying the scene regions
into a set of dominant applicable surfaces. The classified dominant surfaces are used to
generate a 3D scene. The generated 3D scene provides an input to the AR system. The visual
experience of 3D scene through the contextually aware AR system provides a solution for
visual touring from single images as well as an experimental tool for improving the
understanding of human visual perception.
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1. INTRODUCTION
Robust visual understanding of a scene remains a challenging

task regardless of the enormous efforts
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made in the field of image processing and computer vision. The main aim of the scene understanding is
to give machines ability to perform a set of visual perception related tasks (e.g. object recognition,
object manipulation and navigation) which are seemingly trivial to a human. Most of the solutions to
these vision problems rely on detection of unique local features and their invariance to geometric
transformations (e.g. scale and orientation). A large body of work only exploits the visual information
present in close neighborhood of a pixel and disregards the context in which pixel is present [1], [2],
[3], [4]. It is important to note here that the significance of local features is not being undermined,
rather the importance of the feature context as a global cue is being emphasized. Only exploiting local
features without their spatial context can lead to ambiguity and unnecessary computation overhead. For
example it would be awkward to detect facial features in clouds or human silhouette in boundary of
tree line however; these features are justified to be found if the scene is seen through a small window
of pixels. Similarly, classifying the pixels of roadside objects as obstacles would be unnecessary for
autonomous navigation task because they belong to different context.
The classification of scene into a set of discriminant regions due to global geometric context can also
simplify cumbersome visual navigation tasks such as ego-motion estimation and obstacle detection for
mobile robots. Many visual navigation methods rely on incremental pixel motion of a reference plane
which is mostly the ground plane for ego-motion estimation. In addition to being pivotal in a motion
estimation task, such a reference plane contains the major portion of the visual information for
performing successful navigation. For example, in case of road based navigation, all the obstacles and
driving marks are either present on the road or are attached to the road plane. The detection of such a
reference plane is itself a challenging problem and there are many approaches which try to solve this
problem. Most of these solutions usually model the reference plane and try to learn the homography of
the reference plane by an iterative model fitting in an image pair [5], [6] while ignoring the geometric
context. It is therefore not surprising that the result of such plane estimation methods may contain
pixels which are classified as outliers surrounded by inliers.
Broadly speaking, there are two major categories of geometric context-aware scene understanding
approaches discriminated due to the kind of context they exploit (i.e. 2D vs 3D). The 2D geometric
context based methods [7], [8], [9], [10] consider the context of a pixel in the image plane while 3D
geometric context based methods [11], [12] rely on spatial context of a pixel in its respective 3D
world. The main task of such a contextually aware detection method is to retrieve a set of dominant
surfaces which are sufficient to describe a scene. An outdoor scene despite of being less Manhattan
compared to indoors, can be successfully decomposed into three major subsets (i.e. Horizontal surface,
sky, Vertical surface). All the clutter and small objects are either part of these three major surfaces or
are attached to these surfaces. Such a classification can then help in constructing a 3D environment of
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dominant surfaces. Any object can then determine its own physical place in the scene due to its
relationship to the classified surfaces.
In addition to already mentioned visual perception tasks, such a 3D awareness obtained from a single
image is very useful for AR applications. The placement of a foreign object such as a human in the 3D
scene composed of a set of dominant surfaces can be done by attaching it to a surface (e.g. Horizontal
plane in case of human). Such a contextually aware single image based AR system can open new
possibilities for remote visualization and manipulation tasks. The contribution of this work is twofold;
first we propose an improved geometric context-aware dominant surface classification method in
situations where accurate horizontal surface estimation is more important than other surfaces.
Secondly, we propose a context-aware AR system (CAAR) which enables for a human operator to
visualize the 3D environment constructed by the dominant surfaces. The rest of the paper is organized
as following: Section II describes the dominant surface extraction procedure, Section III elaborates the
details of contextually aware AR system, Section IV presents the experimental results and Section V
discusses the conclusions and future possibilities.

2. EXTRACTION OF DOMINANT SURFACES

The process of surface extraction is shown in figure 1. The classification of an image region
into one of the dominant surfaces is performed by learning appearance model from the
region. The input image is decomposed into multiple small regions called superpixels based
on their appearance. A set of features are extracted from each superpixel and an appearance
model is learned. The learned model provides a measure to determine likelihood of a
superpixel for belonging to a surface.
Superpixel decomposition
Feature Extraction
Feature Learning
Dominant Surfaces

Figure 1: Block diagram of surface classification process.
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Figure 2: Segmentation of an image into set of superpixels.
The images show original scene, FH segmentation (30
superpixels) and ER segmentation (6 superpixels)
respectively.

1.1. Superpixel Decomposition
In order to avoid unnecessary computation and to enable the better extraction of features, it is
often desirable to segment the input image into a set of superpixels. A superpixel is a small
set of pixels grouped together based on their similar appearance. Superpixel segmentation
reduces the computational complexity of a learning classifier as each superpixel is
represented by only one label. Hoiem et al [11] used a graph based segmentation method of
Falzenszwalb and Hottenlocher (FH) [13] which decomposes the input image into
superpixels by arranging the pixels into disjoint sets. The FH approach is fast although it has
problems with preserving segment boundaries. Moreover FH approach needs a large number
of superpixels for properly segmenting a scene. In contrast to FH approach a recent graph
based superpixel segmentation method that discriminates regions based on Entropy Rate (ER)
is more suitable approach [14] as it can preserve the segment boundaries with less number of
superpixels as compared to FH approach. Since the target set of classes are only three
(horizontal, sky and vertical) a superpixel segmentation approach which can preserve the
segment boundaries with less number of total superpixels is sufficient so, we employ an ER
based superpixel segmentation as a first step of the algorithm. A comparative segmentation
result of the two techniques can be seen in the figure 2. It can be seen that ER segmentation
can preserve the segment boundaries at a low number of total superpixels. Although FH
works similar to watershed segmentation and can capture small object segments, however it
is unnecessary to segment small object when the ultimate goal is to classify the superpixels
into three dominant classes. A large number of superpixels increase the overhead for
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homogeneity likelihood estimation step of the surface classification method, which aims to
group the superpixels into homogeneous groups.

1.2. Feature Extraction
A global classification method must have to include a large number of local features in order
to obtain a generalized description of a surface. There are multiple factors that can
discriminate a superpixel from its counterparts; its appearance, its location in the scene, its
shape, and its geometrical properties. The appearance can be captured by its color and
texture, its shape can be determined by boundary and area, its location can be estimated from
the relative angle made with surfaces and the 3D geometrical properties can be observed from
the intersection of parallel lines. A combination of such features provides a joint
discriminating feature that is invariant to local transformations. We use a similar set of
features as in [11] for describing a surface. The appearance features discriminate the
superpixel in 2D while location and geometrical properties can help place a superpixel in a
3D scene. This coherent framework of features enables the system to be contextually aware
while learning various different segments at the same time.

Figure 3: Confidence maps for each learned surface. High
intensity means greater likelihood for being a surface.
From left to right: Orignal Image, confidence map for
horizontal surface vertical surface and sky respectively.

1.3. Feature Learning and Classification
The superpixels are assigned region labels based on their homogeneity likelihood which
lies in between them. This reduces the overall number of labels to learn as superpixels in a
region which shares the same label. A set of multiple segmentation hypotheses based on
features are formed which vary in the number of segments and make error in different areas
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of the image. Such a multiple hypotheses approach helps to evaluate the possible
segmentation alternatives and to achieve best segmentation. A set of segmentation hypotheses
is obtained from each training image using pairwise likelihood of superpixels. Each region is
then assigned a label from one of main geometric classes (i.e. horizontal, sky, vertical,
mixed). The likelihood function is then learned by a decision tree based logistic regression
classifier [15]. Each label is learned using a two class (i.e. one against all) strategy. The
homogeneity likelihood and label likelihood is then used to build confidence maps as shown
in figure 3 for each surface. In addition to these three major classes multiple subclasses
within vertical surface are also learned based on the orientation of superpixel in the vertical
class. These subclasses can be useful in finding the individual objects within the dominant
class.

3. CONTEXTUALLY AWARE AR SYSTEM
The CAAR system is single image based visual perception for scene understanding. The
development of such a dominant surface oriented system not only gives possibility to
experience 3D view of any given image (e.g. artistic landscape, driveway image or crime
scene snapshot) but it also opens up new possibilities for experimentation in order to gain
better understanding of human visual perception. The system can be decomposed into four
major sub-systems; Scene generation, motion estimation, Viewpoint estimation and
projection. A block diagram of the system is given in figure 4. The scene generation system
uses the proposed dominant surface extraction method for obtaining a set of dominant
surfaces. A 3D scene is constructed by folding the surfaces based on scene priori information.
Motion estimation system is responsible for detecting and tracking of human position. A
learned silhouette model of the human is used for detection and tracking of human [16].
Viewpoint generation system handles the movement of the camera within the generated 3D
scene. It utilizes the motion provided from motion estimation system and moves the camera
accordingly. The output of the viewpoint generation system is forwarded to the projection
system which prepares the images for each projector. Due to the fact that main scene
projector is a short-throw projector which restricts the amount of scene that can be shown by
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a single projector, the ground plane is automatically split by projection system and is
distributed among two projectors. For the generation of camera viewpoints as well as for
solving projection problems, an open source C++ library (OpenSceneGraph) is used.

3D Scene Generation

Motion
Estimation

3D VRML model

Projection

Camera Viewpoint
Generation

Figure 4: Block diagram of CAAR system.

Projectors
4m
6m Motion Sensor

Skeleton
Projector

3D Scene
Projector

4m
Ground
Projector

Figure 5: Environmental Setup of CAAR system.

An environmental setup of the system is shown in figure 5. The system is setup in a
4.0x6.0m enclosed area with floor markings defining the initial place mark and working
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boundaries. A motion sensor placed on the ground is responsible for tracking the position of
the human whereas two visible light projectors project the current scene viewpoint of the 3D
surfaces onto the real world surfaces. One projector outputs the projected image of vertical
surface on the wall while another projector projects the horizontal surface on the floor. The
output of the motion sensor is taken as input to a computer which is responsible for
generating the appropriate viewpoint by moving the camera accordingly.

Figure 6: Example results of the geometric context based classification. Each Column shows the
original image, horizontal surface, vertical surface, sky and sub-class classification of vertical
surface respectively. The arrows show the orientation of the vertical class while a circle sign means
unknown vertical sub-class.

The output of the proposed classification method is a set of dominant surfaces which
describe the geometry of a 3D scene. The placement of any foreign object can be done by
localizing the object in the 3D scene based on its relative position to a particular surface. In
case of a human, relevant surface is horizontal plane which can be used to track the human.
Once the relative position of the human is known, a corresponding camera view can be
generated. As the human operator moves in the pre-defined working area, the camera in the
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3D scene moves accordingly giving an augmented reality system using single snapshot of a
scene.

4. EXPERIMENTAL RESULTS
The performance of the dominant surface classification method is evaluated. A labeled
dataset of urban outdoor scenes is used for evaluation [17]. The dataset consists of 101 color
images with labeled ground truth for 32 object classes.
The objects are typical ones which can be observed in any urban driving situation. Although
since we are interested in three dominant surfaces, so we group the object classes into three
main classes (i.e horizontal surface, sky and vertical surface). All the objects which lie strictly
on the surface of the road (e.g. Lane markings and pedestrians) are included in the horizontal
surface while all the surrounding objects except the sky is taken as vertical surface. Such a
grouping simplifies the classification problem and further sub classes can be recovered from a
specific surface however it has not been the subject of evaluation in this study. The training
of the system is performed on variety of outdoor images separate from the aforementioned
test dataset in order to assess the generalizability of the proposed method. The training
procedure is similar to the one mentioned in Hoiem et al [11]. Given a trained decision tree
model, a multi-class evaluation is performed on the test images.
Some example results are shown in figure 6. The classification performance (i.e. F-score) is
measured for each class and overall system performance is evaluated in one-against-all
fashion.
The improved segmentation step in the proposed method helps the homogeneity likelihood
estimation which groups the superpixels into set of homogeneous regions. This improvement
helps to achieve better stability for non-cluttered surfaces such as horizontal surface. A
performance comparison of the proposed method with Hoiem et al is shown in figure 7. The
proposed method performs better in classifying the horizontal surface while it exhibits almost
similar performance for other classes. The average performance of the proposed method is
improved due to a 5% gain in true positive rate of horizontal class. Moreover it can also be
noted that the variance in the class performance is also lower than that of original method.
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This makes the suggested improvement to the original method preferable because it makes
the method more stable.

Figure 7: Performance of the proposed classification system in
comparison to Hoiem et al. First row contains confusion matrices
(row represent actual class while column show predicted class),
second row show F-score for each class over number of images,
third row show average F-score of proposed and Hoiem et al
method respectively.
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5. CONCLUSIONS
In this work, a geometric context-aware based dominant surface classification method is
proposed along with a context-aware AR system for visual touring. The proposed surface
classification method improves the segmentation step of the algorithm by introducing the
entropy-rate based segmentation which can preserve the segmentation boundaries with much
less number of segments. This improvement in segmentation step in turn is reflected in the
overall classification performance of the proposed method. It is noted that the proposed
system is better for stable classification of horizontal surfaces such as ground plane. Such
stability is often required in the robotic navigation tasks which require a reference plane for
ego-motion estimation and obstacle detection. A further decomposition of the horizontal
surface can be used to retrieve small objects attached to the horizontal surface. Moreover the
context-aware AR system can provide an experimental platform for visual perception tasks in
order to improve the understanding of human visual perception.
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ABSTRACT
The cumbersome process of construction and incremental update of large indoor maps can
be simplified by semantic maps. A novel semantic mapping method for indoor environments
is proposed which employs a flash-n-extend strategy for constructing and updating the map.
At the exposure of every flash event, a 3D snapshot of the environment is taken which is
extended until flash event reoccurs. A flash event occurs at a motion state transition of a
mobile robot which is detected by the decomposition of motion estimates. The proposed
method is evaluated on a set of image sequences and is found to be robust in building indoor
maps which are suitable for robust autonomous navigation. The constructed maps provide
simplistic representation of the environment which makes it ideal for high-level reasoning
tasks.
Keywords: Semantic, indoor, SLAM, local awareness, simultaneous localization and
mapping, visual navigation.

1. INTRODUCTION
The fundamental challenge in the achievement of autonomous visual navigation is the
determination of most crucial elements of a 3D scene which when goes missing leaves a
navigating body incapable of performing a trivial task. These important elements of a scene
can be identified by careful observation of limits of an autonomously navigating body such as
human. The often praised navigation ability of humans in unseen environments depends on
the constraints imposed by structure of the environment (e.g. Manhattan structure). In natural
environments, (e.g. sea, deserts and forests) humans are as vulnerable as a hard-coded robot
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and require external aids (e.g. Compass or GPS) for performing ordinary navigation tasks.
This enables us to infer that the crucial elements might be geometric primitives or at least
they have high priority in the process of visual navigation. The support for such an inference
can be found in the humans’ ability to reason about sketches and line drawings. The
presences of geometric elements in the structure of an environment enforce a set of geometric
constraints. Manhattan structure imposes a set of geometric constraints due to the assumption
that walls are orthogonal to floor and ceiling.

Figure 1: How much information should be saved for a revisit?

The intersection of wall planes with floor and ceiling generates a group of intersecting
lines, which define the structure of an indoor space. This limits the problem of SLAM
(Simultaneous Localization and Mapping) to motion estimation inside a cubical space. In this
respect, it is reasonable to assume that the motion is planar and the floor can be a reference
plane. The localization problem thus becomes a line tracking problem and the mapping
problem becomes surface estimation from structure lines.
The solution to a SLAM problem must take care of the challenges which are associated
with saving and updating of large maps. Most of the state-of-the-art SLAM solutions tend to
focus on retrieval of available information as much as possible at a fraction of second and
build dense reconstruction of the scene which is then updated periodically [1]–[3]. Not only it
is challenging to keep such a large amount of data but it also makes the whole map building
process infeasible as time complexity grows exponentially with the increase of map size. On
the other hand abstract representations provides a simplistic yet robust way for mapping of
Manhattan environments [4]. This leads us to a problem of representing a map in an
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economical way and determination of the update frequency. Let’s probe human visual
navigation system again in order to find a robust solution. If we observe closely we might
notice that humans make partial maps and assume continuity. For example, let’s consider the
dilemma of a person in figure 1. Is it required to keep all the information that is available in
the corridor for mere the reason of revisiting? Under the assumption that the motion is planer
and inside a corridor or simply a box, how much do we really need to save? Perhaps, humans
actually do not save any of irrelevant information and depend mostly on presumptions about
the place. For example, person in figure 1 would take a snapshot of the scene upon his
entrance into the corridor and get a rough estimate of his position inside the box. The box
would then be extended assuming the space continuity as the person moves along the
corridor. The box extensions would be performed as long as the person is in the same state
(i.e. walking, turning or avoiding obstacle). The re-initialization of box’s surfaces becomes
necessary when the state is changed. Such a state base approach can be a represented by a
flash-n-extend approach. At flash state a box is initialized and localization inside the box is
performed. At extend state box is extended until flash state is reactivated by a flash event (i.e.
obstacle avoidance, reconnaissance, or committing a turn).
In this work, a novel semantic indoor mapping method is proposed. The motion of the robot
is estimated by recovering relative pose of the camera from tracked intersection points
generated by a set of line segments. The motion estimates are transformed into a set of events
and a geometric structure of the scene is obtained from a single image by finding the structure
lines. This then leads to building of a semantic map of the environment. The rest of the paper
is organized in the following manner: Section II enlists some of the relevant approaches,
Section III describes the localization method, Section IV presents the Semantic Indoor
Mapping (SIM) method, Section V details the experimentation and evaluation and Section VI
discusses the conclusions.

2. RELATED WORK
The proposed method performs relative position estimation (i.e. localization) by tracking the
intersection points of line segments and constructs a semantic map from single images.
A typical method of retrieving relative poses from line segments can be the one which tracks
the endpoints of line segment and then uses epipolar constraint to retrieve the relative motion
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between the subsequent frames [5]. In [6] line segments in two subsequent images are
matched using a nearest local neighborhood method based on some common line features.
The corresponding lines are then injected into an Extended Kalman filter (EKF) based SLAM
approach which updates the camera pose and line landmarks. A variant of such an approach
is [7] in which an edge model is built from line segments and given to a CAD model tracking
system. The generated poses are then updated in an EKF SLAM framework. In [8] a Markov
Random Field (MRF) based learning method is proposed which predicts the plane normal of
the image patches. The assumption that the image patches belong to planes in the 3D scene
holds due to the fact that Manhattan world consists of many oriented planes in a scene.
Another supervised learning based method is presented in [9] which classifies the
homogeneous image segments (i.e. superpixels) into three semantic classes (i.e. sky, ground
and vertical). A set of geometric and pattern features are learned from a set of training set
which then enables the segmentation of a test image into semantic labels. A geometric
approach for semantic classification of indoor environments using line features is presented
in [10]. The line segments are grouped together to retrieve a set of vanishing points. The
scene structure is then iteratively build by finding a set of corners (i.e. convex, concave and
occluding) from line intersections. The line segments are extended and a Manhattan scene
model is obtained from a set of hypothesis. Given the structural world model, orientation of
each pixel is determined by its relevance to one of the vanishing points yielding a surface
orientation map.

3. RELATIVE POSE ESTIMATION FROM LINES
In this section the proposed method for obtaining relative pose of the camera is described.
In order to exploit Manhattan world assumption, lines are taken as the key features for
estimating the camera motion. The detection, tracking, motion and pose estimation processes
are in the following sections.

3.1. Line Detection and Tracking

The process of extraction of line segments is important as obtaining more stable set of line
segments will result in more accurate relative pose estimation. A typical line detection
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suppression approach (e.g. Canny edge detector [11]) followed by a break point detection
resulting in a set of lines. This process however results in many false positive examples
which are not favorable for obtaining stable pose estimation. In order to attain a stable set of
line segments which can be successfully retrieved from the subsequent images and which do
not result in deteriorated line segments, a support region is taken into account while tracing
the lines from the detected edges. In this regard, we employ a support region based line
segmentation detector [12] for obtaining a set of line segments.

Figure 2: Detected line segment are shown on the left while
tracked lines in the subsequent image are shown on the right.

Given a set of line segments in the first image, a set of corresponding lines are detected in
the subsequent image. The process of finding line correspondences is more challenging than
finding any correspondent key-points due to the fact that lines are typically in the region with
low intensity gradients. A typical way of obtaining the line correspondences is to obtain the
line features either by intrinsic line properties (i.e. midpoint, orientation and gradient) [13] or
by using a key-point description method to represent a line based on its nearness to a group of
supporting key-points [6]. The matched lines are then obtained by a nearest neighbor method
applied on the line representations in two images. Although supporting key-point based
representation for line matching could result in more accurate line matches however it can be
time consuming resulting in non-real-time computation. We instead exploit the fact that
motion between the two camera frames is minimal as images are taken from a robot mounted
camera which is moving at an average velocity rather than images taken at random
succession. In that respect, the lines in the subsequent images must lie in a closed proximity
which means their endpoints could be tracked. Thus, we track line endpoints using an optical

Paper VII

234

flow based tracker (i.e. Lucas Kanade Tracker [14]). An example result of detection and
tracking of line segment in two subsequent images is shown in figure 2.
The process of detection and tracking of line segments follows a periodic update strategy
where new line segments are extracted at each key-frame. The selection of key-frames
depends on the presence of the number of tracked lines in the scene. If number of tracked
lines decreases a threshold a new set of lines is detected and is tracked until next key-frame.
In order to make sure the tracked lines are the nearest and to remove the false
correspondences which can occur in case of large number of lines lying in the spatial
proximity, a spatial proximity constraint is enforced. The corresponding lines in the two
subsequent images are then de-rotated so that only camera transformation is remained. The
relative distances and orientations are computed among these lines and a set of inlier
correspondences are then selected which pass a minimum distance and orientation threshold.
The inlier line correspondences are used to compute relative camera pose.

3.2. Motion and Pose Estimation

The corresponding line segments between a reference and a subsequent image provide an
input to motion estimation method. Let l = {l , l , … , l } be a set of reference line segments
in the reference image and l = {l , l , … , l } be the set of current line segments in the current
image. A pair of corresponding intersection points x , x generated by two pairs of lines
(l , l ) , (l , l ) in the reference and current image respectively is defined as the ones which
satisfy the constraints in equation 1. The intersection points provide more stable
representation than line endpoints; however computation of all possible intersection points is
a resource intensive task and has complexity O(N ) therefore, we use a RANSAC framework
on the intersection points to achieve a robust computation of relative motion estimation.

( )

= 0, ( )

= 0,( )

= 0, ( )

=0

(1)

A 3-Lines based RANSAC is implemented. As the target application is a ground robot so,
the state of the robot S = (T , T , θ ) can be represented by three degrees of freedom of the
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camera whereas T , T are the translations along the horizontal (x) and along optical axis (z)
of the camera respectively and θ is the yaw angle of the robot. The RANSAC iteration starts
with a random sample of three lines taken from the reference lines and consequently using
their correspondent current lines. This gives three pairs of intersection points x =
(u , v , 1) , x = (u , v , 1) , s = {1,2,3} in the homogeneous image coordinates of u , v
using equation 1. The set of corresponding intersection point pairs is then used to satisfy the
epipolar constraint [5] in equation 2 as follows:

(x )

0
f
0

f
0
f

0
f x =0
0

(2)

where F = (f ) is the fundamental matrix which defines the epipolar geometry of two
images. The minimum number of point correspondences required for solving the linear
system in equation 2 is four so, the fourth point pair is taken from one of the end points of
line correspondences. The evaluation of the RANSAC hypothesis is done by minimizing the
symmetric epipolar error [5] given as follows:

d(x , x ) = d x , F x

+ d(x , Fx )

(3)

where ‘F’ is the fundamental matrix computed by solving the set of constraints in equation
2. The inliers points are selected which pass a distance threshold and are used to compute the
refined fundamental matrix. The relative pose of the camera P

which represent the

transformation from reference image to current image can be computed by the decomposition
of essential matrix (E = K - FK) where K is the camera calibration matrix. The pose of the
robot in inertial frame with origin being the start position of the robot is maintained by an
incremental update:

T = T - (P )-

(4)
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where T , T - are the poses of the robot in inertial frame at time ‘t’ and ‘t-1’ respectively.
The degenerate case of the solution can only occur if the computed intersection points are at
infinite plane which can be controlled by enforcing the sample intersection point to be finite,
however the intersection points do not need to be inside the image.

4. SEMANTIC INDOOR MAPS
The computed motion estimates in terms of robot poses gives important low level sensory
information which is needed to build a high level event modeling. Such information is
available to humans in the form of sensory motor mechanism. Given a set of line segments
and the motion information, a Manhattan world model ought to be obtained which require the
identification of minimum number of structure lines that define the Manhattan model. From a
given set of structure lines which define the Manhattan model the semantic surface maps can
be obtained.

4.1. Computing Vanishing points

In order to obtain the structure lines three major orientations of the scene must be obtained.
These can be obtained by computing three vanishing points each representing a convergence
point defined by a set of parallel lines in the world. A typical computation of vanishing points
takes the form of a RANSAC framework in which a pair of parallel lines is sampled and a
candidate vanishing point is obtained by the intersection of the sampled lines. An evaluation
measure is defined as the distance between the vanishing point and the each of the
participating lines. The inliers are then obtained by selecting the lines which pass a distance
threshold. The whole process is repeated for a second vanishing point. This process however,
does not guarantee a stable set of three vanishing points which define the Manhattan surfaces
(i.e walls and floor/ceiling) because of the presence of outliers thus demanding a large
number of RANSAC iterations for convergence. Identification of various Manhattan surfaces
in the form of a surface orientation map requires that an accurate estimate of vanishing points
is performed. Therefore, we compute vanishing points by a histogram based clustering
approach which results in a relatively stable set of vanishing points.
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An orientation histogram for the set of line segments in the image is computed. An example
histogram of line orientations is shown in figure 3. Although there is not a clear set of cutoff
points in the figure 3 however, the dominant peaks define the presence of three vanishing
points which belong to three Manhattan orientations. The three non-proximate strong peaks
form three clusters of candidate vanishing points. The variance of line orientations in a bin is
proportional to the bin size. Small bin sizes would result in large number of candidate
vanishing points with prominent vanishing point regions in the histogram. In all our
experiments, a bin size of less than one degree is used. A candidate vanishing point v from a
set of lines l in a bin b can be obtained by solving:

argmin ∑

l v

(5)

where m is the total number of lines in the set.

Figure 3: An example histogram of line orientations is shown in the
left while vanishing points are shown on the right.

A set of candidate vanishing points are linearly separable so, a clustering method such as
kmeans is used to find the cluster centroids. In order to remove the effect of outliers, a
weighted average of a set of candidate vanishing points in the close neighborhood of the
cluster center is taken. Three vanishing points in the three Manhattan orientations are ordered
based on their orientation. Since vertical vanishing point has generally least ambiguity due to
the configuration of the robot thus, it is chosen as the one which has highest y-axis value. The
other two vanishing points are taken as two horizontal vanishing points.
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Although the computed vanishing points may be orthogonal however the orthogonality of
vanishing points need to be enforced as they must belong to three orthogonal Manhattan
directions. Let v , v be the vanishing points in two orthogonal directions obtained as a result
of histogram clustering procedure. If l is the vanishing line defined by two vanishing points
v and v then there exists two imaginary imaged circular points m , m made by the
intersection of the vanishing line with the Image of Absolute Conic (IAC) ω = KK

-

where K is the camera calibration matrix. A typical arrangement of the IAC and vanishing
points on ideal plane (i.e. the plane at infinity) is shown in the figure 4. The orthogonal
vanishing point must lie on the vanishing line and can then be obtained by a harmonic ratio
constraint [15]:

Cross m , m ; v , v ' = -1

(6)

where cross(pq; rs) is the cross ratio of four collinear points.
’
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vx
O
mj

π
mi

O

vy

l∞

mi

mj

vy

’

vx

Figure 4: Left: Vanishing points ( , ) with orthogonal vanishing
point
and imaged circular points ( , ) shown with ideal plane π.
Right: A harmonic quartet formed by three collinear points is shown
where l∞ is the vanishing line and ‘O’ is an arbitrary point.

Three collinear points in a harmonic ratio make a quartet as shown in the figure 4. The
fourth point on the vanishing line which is an orthogonal vanishing point v ' is obtained by
taking an arbitrary origin ‘O’ and joining the lines formed by quartet. The third orthogonal
vanishing point is then computed from the two already computed orthogonal vanishing
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. A set of orthogonal vanishing points is shown in

figure 3.

4.2. Orientation Maps
The set of three orthogonal vanishing points define the orientation of Manhattan structure in
an indoor environment. Although lines belonging to a certain vanishing point do not
necessarily lie on one surface in the 3D scene. However, the structure lines which are formed
by the intersection of world surfaces can be used to determine the region of a particular
surface in the image. The classification of image pixels into a set of orientation classes (i.e.
ground, vertical and front) due to their belonging to a certain Manhattan surface defined by
direction of a certain vanishing point can be done by determining the covered region in
between two lines on a surface. In order to construct an orientation map, an iterative model
building approach is performed. The line segments are extended gradually to find the corners
of the Manhattan model and new line segments are joined to the existing set of found corners.
This approach results in a Manhattan world model consisting of structure lines. The
orientation map can then be obtained by moving a line to another one with the same
orientation and labeling the in-between region, the surface that is defined by corresponding
vanishing point of surface from which lines belong [10]. The results of surface orientation
maps are discussed in the next section.

4.3. Semantic Surface Estimation and Mapping

The orientation map provides the orientation of the pixels in terms of surface normal
defined by the corresponding vanishing point of the surface. This is important information
which is used to directly reconstruct the 3D surfaces. If p represent a set of image points in
homogeneous coordinates on the surface o ∈ {horizontal, vertical, front} and P represent the
corresponding 3D points then the relationship between the two sets of points can be defined
as:
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K- p

=d

(7)

where n , λ , d are the surface normal, scale and distance of the surface from the camera
center respectively. Since we know the distance of the ground surface due to known robotic
configuration, we can recover the scale parameter by solving the set of constraints in equation
6. Once the scale of ground plane is computed, walls can be reconstructed by estimating the
relative distances of walls from robot and placing them at ground plane boundaries. The
classification between the left and right wall can be made by reconstructing the respective
region that is dissected by the vertical line passing through vanishing point. Similarly,
bifurcation of horizontal surfaces into floor and ceiling can be done by reconstructing the
region of the image that lie on the appropriate side of the horizon line. This classification then
leaves us with four semantic classes (i.e. Left wall, Right Wall, Floor, and Ceiling) which
provide the building block for the semantic mapping.
After obtaining the semantic surfaces which define the map of an indoor environment, it is
important to decide how often it is needed to update the map. It was discussed earlier that it
might not be needed to reconstruct the surfaces for every single sensor data entry. Only a 3D
snapshot taken at the point where the state of the robot is changing might be sufficient.
Therefore, we employ an event based strategy for refreshing the constructed map. At start an
initial 3D snapshot of the environment is taken and then space and time continuity is assumed
until the robot changes its state. The robot state is changed either when it is turning or when it
is blocked by an obstacle. A 3D snapshot is taken again at the start and end of each turn so as
to get the box structure where the robot is about to enter. Repeating the two stage flash-nextend approach can give a robust map representation. The results are discussed in the
forthcoming section. Not only this strategy is robust but it is also easier for human to interpret
the generated maps as it is for the robot.

5. EXPERIMENTAL SETUP AND RESULTS
In this section steps taken for evaluation are detailed. A set of experiments are performed on
an image database [16]. The image dataset consists of multiple collections of images taken by
a robot mounted camera moving inside an indoor corridor environment. The robot follows
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multiple paths inside the building and record image sequences along with ground-truth of the
poses of the camera. A set of three image sequences (i.e. Dataset_+, Dataset_L, Dataset_T)
have been used for evaluation. Such indoor corridor dataset provides a suitable visual data
that can be used to evaluate the proposed SIM method.

Figure 5: Robot trajectory for the data sequence ‘+’, ‘L’ and ‘T’ respectively compared
with ground-truth and competing method.

Figure 6: First Column: First image in the sequence ‘+’, ‘L’ and ‘T’ respectively, Second Column:
Orientation maps computed while taking a 3D snapshot. Third Column: 3D surfaces obtained by
orientation maps.
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For each image sequence in the dataset, all the steps mentioned in the last section are
applied. The motion of the robot is estimated by tracking line segments as mentioned in the
section III-B. The result of retrieved motion along with its comparison with 8-point
RANSAC based fundamental matrix computation method [5] is given in figure 5. It is clear
from the results that the proposed strategy which exploits intersection points of line segments
for tracking and follows the proposed motion estimation process improves the overall relative
pose estimation.

Figure 7: 3D semantic maps generated for Dataset sequence ‘+’, ‘L’
and ‘T’ in respectively.

Figure 8: Left: NRMSE of translation error in comparison with
competing method. Right: NRMSE of Rotation error compared with
competing method.
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A set of surfaces are obtained in the form of orientation map each time when a 3D snapshot
is taken (i.e. the flash state). The resulting orientation maps for each image sequence in the
dataset are given in figure 6. The constructed orientation maps succeed in identification of the
major surfaces in the scene. Although the orientation maps can contain gaps in the surfaces
however, this can be easily solved by taking the convex hull of the surface pixels while
reconstructing the 3D map. The resulting Semantic Indoor Maps for each image sequence is
shown in figure 7. It might be noted that the generated maps are not a precise metric
representation of the environment which has been achieved intentionally as it is not cared
how long is the corridor but it is important to know which sets of box tunnels should be taken
to represent a path which leads to a certain place.
Since a stable motion estimation method is important to detect the change of robot’s state so,
we evaluated the motion estimation method further and compared its Normalized Root Mean
Squared Error (NRMSE) performance with the counterpart method. The results are presented
in figure 8. It is clear that the proposed strategy results in a better and more stable overall
motion estimates than its counterpart. The proposed method shows significant improvement
at the turns which is the difficult situation for any motion estimation method as the drift as
well as wrong correspondences are introduced during this state.

6. CONCLUSIONS
This is an attempt to understand the most crucial scene element that plays major role in the
robust autonomous visual navigation. A fundamental assumption that humans make sparse
abstract maps and assume time and space continuity is taken which simplifies the mapping
problem. The importance of structural elements of a scene play vital role in navigation and
scene perception. The evidence for this assumption can be validated from the fact that human
can recognize the Manhattan world structural surfaces (walls, floor and ceiling) of any sort
regardless of their texture, color and objects stitched on them. It is also a common practice
that human hardly bother to look at the ceiling when entering a new place however they can
reason about its presence when they are asked about it. This confirms that a lot is assumed
than actually is saved. The results of the motion estimation and sematic mapping also validate
the above claims. The use of structural elements improved the motion estimation as well as
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enabled construction of a semantic indoor mapping which is feasible approach to construct
and update. Such a mapping framework also provides a building block for high level
reasoning tasks such as self-awareness.
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ABSTRACT:
A novel region based 3D semantic mapping method is proposed for urban scenes. The
proposed Semantic Urban Maps (SUM) method labels the regions of segmented images into
a set of geometric and semantic classes simultaneously by employing a Markov Random
Field based classification framework. The pixels in the labeled images are back-projected into
a set of 3D point-clouds using stereo disparity. The point-clouds are registered together by
incorporating the motion estimation and a coherent semantic map representation is obtained.
SUM is evaluated on five urban benchmark sequences and is demonstrated to be successful in
retrieving both geometric as well as semantic labels. The comparison with relevant state-ofart method reveals that SUM is competitive and performs better than the competing method
in average pixel-wise accuracy.

Keywords: semantic classification, semantic mapping, visual navigation.

1. INTRODUCTION
Visual perception for robust navigation is dependent on effective visual understanding of
the scene. The world as we perceive is a large collection of entities such as objects and
places. Each individual object and place has a certain set of intrinsic properties (e.g. color,
shape and texture) which makes it distinguishable among other objects. In addition to
intrinsic properties, an entity also possesses a set of extrinsic properties which define its
spatial congruency with other objects in the scene. It is this enforcement of spatial
congruency that makes it nearly impossible to detect an object out of its context (e.g. a road
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in the sky). Thus a semantic map of the scene must encapsulate the intrinsic properties in the
form of local features as well as take into account the context in which a potential object is
being perceived. It is however not common to embed semantic information while
constructing a map for navigation purposes. Most of the state-of-art mapping solutions prefer
to save local features at a fraction of a second [1]–[4]. Map scalability remains the major
concern for such systems as it is challenging to save gigantic set of features which grows
exponentially making the whole mapping process infeasible for large environments. It is
perhaps also counter-intuitive to save a huge array of low-level features (e.g. points, lines and
corners) without context information and hope to retrieve them distinctively at later stage for
correspondences. The low-level features are often redundant and it is quite easy to find two
dissimilar objects with the same features (e.g. texture pattern of a road compared with a
concrete wall). Let’s take an example of the person in figure 1 who tries to build a map of the
roadside building while navigating through a street. Would the person be able to recall
exactly how many vertical and horizontal lines were present in the fence? Most probably the
answer would be negative which supports the above claim that perhaps it is not the low-level
features that are remembered but an encapsulated representation is saved which embeds the
features into a set of semantic classes. The features when grouped together due to their
belonging to a semantic class, depicting a real-world entity, not only helps to build
meaningful representation but such a semantic representation can also lead to more simplistic
maps [5][6]. The semantic scene understanding approaches mostly either work with 2D
images only, with no 3D information [7], [8] or retrieve 3D information from 2D images
while ignoring the temporal relationship among images which is important in navigation
perspective [9]. The images when captured in a sequence contain more information than
when captured in isolation and this temporal information when embedded into semantic
classification can lead to better scene understanding.
In this work, a novel 3D semantic urban mapping method is proposed which utilizes both
2D spatial and temporal motion information and results in 3D geometric and semantic maps
by simultaneously segmenting the input images into geometric and semantic classes. The
images captured in a sequence are segmented into a set of homogeneous regions called supervoxels. These super-voxels are then assigned a geometric as well as semantic label. The label
assignment process follows a MRF (Markov Random Fields) framework in which a joint
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energy function for both geometric and semantic classification is optimized. The pixels in the
labeled images are back-projected resulting in a 3D scene representation. The 3D scenes are
then fused together to form a geometric as well as a semantic map of the visited environment.
The rest of the paper is organized in the following manner: Section II enlists some of the
relevant approaches, Section III describes the proposed Semantic Urban Mapping (SUM)
method, Section IV details the experimentation and evaluation and Section V discusses the
conclusions

.
Figure 1: How can the features be saved efficiently in a map?

2. RELATED WORK
There is large body of work as far as labeling color images is concerned, however we focus
on the studies which either perform semantic labeling on urban road scenes with temporal
integration or the studies which construct semantic 3D maps of the visited environment. Most
of the studies which perform semantic labeling on 2D images build a CRF (Conditional
Random Field) model. P. Sturgess et al [10] use a group of appearance features (i.e textons,
color, location and HOG descriptor) and motion features for computing the potentials in an
energy function. The energy function is then minimized using graph cut segmentation. A
slightly different approach is [11] which segments the 2D images into group of homogeneous
regions called super-pixels and computes a feature set from the super-pixel regions. The
super-pixel regions are then labeled using a trained CRF model. Another region based
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semantic segmentation is performed in [12] which segments the depth image segmented into
a set of distinct regions. A group of appearance features are then obtained from each region
using a bag-of-words based approach and an SVM model is trained. The trained SVM model
is then used to predict the new set of features obtained from regions of the test image.
Although aforementioned techniques utilize the rich information inside the images and
segment the semantic regions, however each image is processed in isolation and no coherent
representation in the form of a map is presented. S. Sengupta et al [13] extended the work
performed in [10]. A 2D map is constructed by first semantically labeling the images using a
CRF model and then building a mosaic of the top-view labeled images generated by
exploiting the ground plane homography. Semantic labeling of the 3D laser pointclouds is
performed in [14] which first segments the points into a group of regions. A set of spatial
contextual features are extracted from each segmented region and a logistic regression model
is trained on the retrieved features. The trained model is then used to predict the new
pointcloud observation. Although 3D scene is semantically labeled using geometric point
features however generalizability remains a concern as appearnace information available in
2D images is not utilized which could be useful otherwise. An attempt to build a 3D meshed
semantic map is done in [15] in which color images are transformed into pointclouds by
using the depth estimates and meshing is performed using Truncated Signed Distance
Function (TSDF). A set of visual features are obtained from 2D images and are projected
onto the meshes which then are used in a CRF model to obtain the semantic labeling of the
meshes.

3. SEMANTIC URBAN MAPPING
The proposed method follows as sequential approach as shown in figure 2. The query
image is divided into small homogeneous regions and a group of features are extracted from
each region. A MRF framework trained on extracted features then assigns a geometric as well
as a semantic label to each region. The labeled images are then back-projected and temporally
fused by integrating the motion estimations resulting in semantic maps.
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3.1. Region Segmentation

The semantic classification can be performed at three levels; a) global level b) pixel level
c) region level. The global approaches

usually are faster in processing however these

methods suffer problems when faced with new scenes [16]. On the other hand, pixel based
classifiers are good at classifying a completely unknown image with better accuracy however
they tend to be very inefficient in terms of processing time they take for feature extraction,
learning and classification [8]. Moreover, pixel based features result in scalability issues for
training set. Region based approaches work by segmenting the image into a discrete set of
homogeneous regions which are then used to extract features. In this regard, region based
classifiers provide a balance between accuracy and scalability. It is perhaps also closer to
human visual perception which also works on large chunks of entities. (e.g object recognition
tends to fail when object is too close to eye or a photo of object is zoomed too much).

Figure 2: Overview of mapping process. Row 1: sample image, geometric
classification and its 3D reconstruction respectively. Row 2:super-voxel
segmentation, semantic classification and its 3D reconstruction
respectively. Row 3: 3D semantic map.

A standard region segmentation technique (e.g. PF. Felzenszwalb et al [17]) divides the
input image into a number of homogeneous segments called super-pixels. Such techniques
are sufficient for static image segmentation however if the image is part of a motion sequence
captured by moving the camera then there is also temporal information available which can
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be exploited. Such a technique which takes into account temporal information works by
segmenting a group of images at the same time and results into a set of homogeneous regions
which are called super-voxels [18]. It can be seen in the figure 3 that super-voxels help to
isolate the moving objects better than super-pixels. Therefore, in all the experiments, we
segment the images into sets of super-voxels from which local features are extracted.

Figure 3: Result of super-pixel segmentation and super-voxel segmentation
with equal number of segments.

3.2. Feature Extraction

Features can be either global or local depending on the level at which they are extracted
from the images. Global features tend to retrieve a general outlook of a scene and hence are
useful for image retrieval tasks but these do not contain the detail information of the scene.
Local features on the other hand, try to capture detail of the individual regions and therefore
they are more suited for accurate object label assignments. Although local features extracted
from super-voxels can be sufficient for the classification however, size of the training-set
increases very fast as the number of images in the training set increase. Therefore a blend of
global and local features provides best of the both worlds. We use global features for
obtaining a set of neighborhood training images whose local features are then compared
against a test image for label assignment. More specifically, spatial pyramids [19] grayscale
Gist of the image [20] and tiny image [21] are used for global feature extraction. Local
features extract detailed description of a super-voxel by extracting its shape, location, texture,
gradient and appearance. Shape is extracted in terms of three statistics; mask of the supervoxel over its bounding box, bounding box width, height and super-voxel area. Location of
the super-voxel is captured by its mask over the image. Texture features are represented in
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terms of texton histograms extracted by applying Maximum Response (MR8) filters [22].
Gradient features are captured by histograms of oriented gradients in the form of dense SIFT
features [23]. The appearance of the super-voxel is represented in the form of a low
resolution Gist snapshot [20]. All the aforementioned local features are extracted from supervoxels of a training image and saved along with their geometric as well as semantic class
labels.

3.3. Geometric and Semantic Classification

In this section MRF based classification framework is established. A MRF constitutes of a
set of discrete random variables v = {v , v , … , v } which represent super-voxels in this
work. Each super-voxel can take a label from a set of geometric labels L = {l , l , … , l }
and a label from a set of semantic labels L = {l , l , … , l }. The neighborhood N of a supervoxel v in the training set T is defined as a set of super-voxels which has least Euclidean
median distance from all the features of the super-voxel. If l denotes a label assignment (i.e.
geometric or semantic) to a super-voxel v then under the assumption that features are
independent, a likelihood ratio can be defined as:

ψ(v , l) = ∏
̅

=

,
̅,

×

,

(1)

,̅

where f , l ̅ is a super-voxel feature and a set of labels excluding l. P f l , P f l ̅ are the
probabilities
η l, N , η l, T

of

features

for

label

assignment

and

exclusion

set

respectively.

are the number of super-voxels with the label l in the feature’s

neighborhood and in the training set respectively (same applies for exclusion set).
In addition to unary potential defined in equation 1, a pairwise potential needs to be
addressed in order to make the MRF classification aware of the context in which super-voxel
is present. Thus an MRF energy function for a set of label assignments l can be defined as
follows:
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Ε(l) = ∑ -ω log ψ(v , l ) + α ∑

,

∈

ψ(v , v )

(2)

where ω , ρ, α represent the super-voxel weight, set of all super-voxel pairs and smoothing
constant respectively. The pairwise potential ψ v , v can be then defined as:

ψ v , v = - log

P l l +P l l

× λ(1-δ l , l )

(3)

where P l l , P l l , δ(*), λ are the conditional probabilities of label assignment in the pair,
kronecker delta function and pairwise penalty weight respectively.
The energy function in equation 2 provides a cost function for general label assignment. Each
super-voxel is to be assigned a geometric label (i.e. Sky, Horizontal, vertical) as a semantic
label (e.g. road, building, pedestrian etc.). In order to minimize the cost for geometric as well
as semantic label assignment coherently, a joint cost function can be defined as:

ζ l ,l

=E l

+ E(l ) + γϕ(l , l )

(4)

where E l , E(l ), γ are energies for geometric and semantic label assignments and
coherence weight respectively. ϕ l , l

=

0l ∈ L
is the coherence control function
1 otherwise

which enforces the coherence between geometric and semantic label assignments. The cost
function is then minimized using efficient graph cut optimization [24], [25].
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3.4. Scene Reconstruction

In order to obtain a 3D representation, semantic as well as geometric labeled images are
converted into 3D pointclouds. The pixels in the left camera images of the calibrated stereo
pair are back-projected given the disparity map. An image point in homogeneous coordinates
x = (u, v, 1) can be related to its 3D counterpart as follows:

X=

T[ K - x]

(5)

where b, d, f, K, T represent the stereo base line, stereo disparity, lens focal length, camera
calibration matrix and camera to world transformation respectively. The resulting 3D
reconstruction is in the form of 3D pointcloud generated from image pixels.

3.5. Temporal Integration

The 3D labeled point-clouds provide semantic 3D information however; these are not
registered due to motion of the camera. In order to obtain a coherent semantic map of the
entire visited scene, these sets of semantic point-clouds need to be joined together by
incorporating the motion estimation. The motion between the current and the previous stereo
pairs is computed by minimization of re-projection error [26]. A set of 3D points X are
reconstructed from the previous frame by triangulation and stereo camera calibration
parameters. The reconstructed 3D points are then projected on the current stereo pair as
(x , x ) and a re-projection error is computed which is given as follows :
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E = ∑ (x -ΔTX )

+ (x -ΔTX )

(6)

where ΔT is the transformation between the previous and the current camera pose. The reprojection error is minimized using Gauss-Newton optimization and incremental camera
motion is retrieved. Incremental motions are then accumulated in order to determine the
current camera pose as follows:

T = T

where T , T

-

-

(ΔT)-

(7)

are camera pose at time t and t-1 respectively. The labeled 3D point-clouds are

registered together using the camera pose estimates and a semantic 3D map of the entire
visited place is obtained.

4. EXPERIMENTAL SETUP AND RESULTS
The proposed SUM method is evaluated on a urban stereo scene labeling benchmark dataset
[12]. The dataset consists of five road sequences captured by a car mounted stereo camera. A
total of 500 grayscale images are labeled and are provided along with stereo disparity maps.
Each pixel is assigned a label from one of the geometric labels (i.e. Sky, Horizontal and
vertical) and also a semantic label from a set of 8 semantic labels (Ground, Vehicle,
Pedestrian, Sky, Cyclist, Delineator post, Building, and Unknown). The stereo pairs are
already rectified and calibrated accordingly. In reference to proposed method, this dataset
provides suitable environmental setup for evaluation.
All the aforementioned steps mentioned in the last section are performed on all five
sequences of the dataset. A set of 250 left images are taken from the total image-set and are
used as training set while rest of the images are used as test set. Left stereo images from the
training set are segmented into a set of super-voxels and a set of global as well as local
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features are extracted and saved as training model. A query image is also firstly segmented
into a set of super-voxels and features are extracted. The global features of the query image
are matched with the training set and a set of neighboring scene images are retrieved.

Figure 4: Rows: Result of label assignment for five sequences. Columns: sample image from
sequence, ground-truth, result of geometric labeling and result of semantic class labeling
respectively (best viewed in color).

Given the local features of the query image and local features of the closest images in the
training set, a MRF based classification is performed for geometric and semantic label
assignment. The resulting label assignments along with ground-truth labels are shown in
figure 4. It can be seen that the label assignment is very accurate considering that no
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extensive learning model has been built rather a set of statistics are retrieved and used in a
MRF based label assignment. This saves the training time as the actual training time is equal
to the feature extraction time. The individual class label assignment performance can be seen
from the figure 5 which gives the visual representation of confusion matrices in the top row
for both geometric as well as semantic label assignments while an average class performance
in the form of confusion matrices is given in bottom row. It can be noticed that the proposed
method has a class retrieval performance of more than 90% for geometric label assignments.
The algorithm also has an average class performance of 87.6% for first four semantic classes.
One reason of low true positive rate for latter three participating classes (i.e. pedestrian,
cyclist and delineator_post) is due to their low representation in the dataset (e.g. only one
sequence has delineator_post and cyclist). The ambiguity between the pedestrian and cyclist
classes arise as most of the appearance features for cyclist class are the same to a pedestrian
class. There is also ambiguity between vehicle and cyclist classes due to their similar spatial
features inside the image. The classification results for pedestrian and cyclist classes can be
improved by introducing the color features as well as improving the super-voxel
segmentation. All five labeled image sequences are reconstructed and temporally integrated
in order to construct a set of 3D maps (geometric/semantic). The results of such semantic
map constructions can be seen in figure 6. The visual evidence provides the qualitative
measure for mapping results. The alignment of pointclouds is accurate considering that a
large motion was present among the images due to low frame rate (< 3Hz) and pre-computed
disparity was noisy. This shows that the proposed method is promising and under better
sensory conditions it can perform even better. Finally we compare our method with a stateof-art baseline method [10]. Although a direct comparison could not be achieved as datasets
used in the experiments are different, however since the classes are general so they can be
compared. The comparisons of the similar classes in the two experimentations are listed in
table 1. We can see that the proposed SUM method achieves better accuracy as compared to
baseline on most of the classes specially the geometric classes.
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Figure 5: Rows1-2: Visual representation of class performance for five sequences. Each bar shows
the classification trend of a class in reference to other classes for all five sequences. Row 2: average
confusion matrices for geometric/semantic classes, Row 3: super-voxel counts for each participating
class in all five sequences respectively.

Paper VIII

262

Figure 6: Columns: Result of 3D labeled maps for five sequences. Rows: geometrically and
semantically labeled 3D maps respectively (best viewed in color).

Ground

Building

Vehicle

Sky

Pedestrian

Cyclist

Average

Table 1: Performance comparisons of semantic class
label assignment accuracy.

Baseline

95.3

84.5

72.7

97.5

34.2

28.5

68.8

SUM

95.6

86.6

73.6

95.0

43.5

41.0

72.6

5. CONCLUSIONS
This work proposed a region based semantic 3D mapping method. The proposed method first
segments the 2D images into a set of super-voxels which are then used to extract features.
The extracted features are fed into a MRF based label assignment framework which labels
each super-voxel a geometric and a semantic label simultaneously. Labeled images are backprojected and 3D pointclouds are retrieved using a stereo camera configuration. The 3D
point-clouds are registered together and a temporally coherent 3D geometric as well as
semantic map representation is obtained. The geometric map representation is useful for
navigation tasks while semantic representation is useful for high level cognitive manipulation
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tasks. Evaluations performed on the proposed method show that the algorithm can robustly
classify different urban scenes successfully.
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ABSTRACT
Visual navigation is a ubiquitous yet complex task
which is performed by many species for the purpose of survival. Although visual navigation is actively being studied within the robotics community, the determination of elemental constituents
of a robust visual navigation system remains a
challenge. A general model for a visual navigation
system has been devised which describes it in
terms of a set of elemental units. In this regard, a
set of visual navigation elements (i.e. spatial memory, motion memory, scene geometry, context
and scene semantics) have been suggested as
building blocks of a visual navigation system in
this thesis. A set of methods have been proposed which investigate the existence and role of
visual navigation elements in a visual navigation
system. The thesis formulates, implements and
analyzes the proposed methods in the context
of visual navigation elements which are arranged
into three major groupings; a) Spatial memory
b) Motion Memory c) Geometry, context and
scene semantics. The investigations have been
carried out on multiple image datasets obtained
by robot mounted cameras (2D/3D) moving in
different environments.
Spatial memory has been investigated by evaluation of proposed place recognition methods.The
recognized places and inter-place associations
have been then used to represent a visited set
of places in the form of a topological map. Such
a representation of places and their spatial associations models the concept of spatial memory.
It resembles the humans’ ability of place representation and mapping for large environments
(e.g. cities). Motion memory in a visual navigation
system has been analyzed by a thorough investigation of various motion estimation methods.
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This leads to proposals of direct motion estimation methods which compute accurate motion
estimates by basing the estimation process on
dominant surfaces. Manhattan structure provides geometrical cues which are helpful in solving navigation problems. There are some unique
geometric primitives (e.g. planes) which make up
an indoor environment.Therefore, a plane detection method has been proposed as a result of investigations performed on scene structure. The
method uses supervised learning to successfully
classify the segmented clusters in 3D point-cloud
datasets. In addition to geometry, the context of
a scene also plays an important role in robustness of a visual navigation system. The context in
which navigation is being performed imposes a
set of constraints on objects and sections of the
scene. The enforcement of such constraints enables the observer to robustly segment the scene and to classify various objects in the scene. A
contextually aware scene segmentation method
has been proposed which classifies the image of
a scene into a set of geometric classes. In order
to facilitate the cognitive visual decision making
process, the scene must also be semantically segmented.The semantic of indoor scenes as well as
semantic of the outdoor scenes have been dealt
with separately and separate methods have been
proposed for visual mapping of environments
belonging to each type. The visual element framework provides an encapsulation for any visual
navigation system while individual evaluations of
the proposed methods give an insight into the
respective dimensions.
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