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ABSTRACT 
A district heating consumer substation is a complex 
entity, consisting of a range of interacting components 
such as valves, pumps, heat exchangers and control 
systems. The energy efficiency of a consumer sub-
station is dependent on several things, e.g. settings of 
the control system, dimensions and operational 
behaviour of hardware and accumulation of sediments 
in the heat exchanger. Visualizing this operational 
functionality of consumer substations has been studied 
in several previous projects.   
This paper addresses certain shortcomings inherent in 
those previous works by presenting a novel 
visualization approach using parallel coordinates and 
scatter plot matrices. A comparison between these and 
previous visualization techniques is presented and 
discussed. Furthermore, the paper presents a scheme 
for statistical analysis based on n-dimensional 
relationships found in parallel coordinates and scatter 
plot matrices, thus providing key performance 
indicators appropriate for large-scale detection and 
analysis. It is shown that the presented visualization 
techniques are at least equal to previous attempts in 
regards to fault detection and operational analysis, 
while simultaneously addressing several of their 
shortcomings. Furthermore, it is shown that the 
subsequent statistical analysis provides a workable 
starting point for system-wide fault detection and 
analysis within any district heating system.  

INTRODUCTION 
Faulty hardware such as pumps and valves or soil 
accumulation within the heat exchanger can, and most 
likely will, result in deteriorating operational behaviour 
and can over time cause substantial financial damage. 
Furthermore, substandard operational behaviour in a 
consumer substation not only affects the individual 
building but might also influence the district heating 
system as a whole, e.g. causing increased primary 
return temperatures. Thus, there is incentive for both 
property owners and energy companies to detect faults 
and deviating operational behaviour as well as 
arranging for possible repair and readjustment. 
Fault detection in consumer substations have been 
studied extensively in previous work, and a range of 
different approaches in regards to fault detection have 

been presented and evaluated. An interesting fault 
detection scheme which has been previously presented 
is fault detection using contour mapping. Contour 
mapping visualizes primary return temperatures and 
mass flow in relation to time and outdoor temperature. 
By using contour mapping it is possible to visualize 
large amounts of operational data in a single figure, 
which greatly streamlines the practical analysis 
process. However, contour mapping does retain some 
issues regarding computational load during generation, 
susceptibility to errors during the extra-/intrapolation 
process, subjectivity during evaluation phase resulting 
in lack of automation potential and being confined to 
the three-dimensionality present in maps. This paper 
studies these problems and compares contour 
mapping to other visualization techniques, namely 
parallel coordinates and scatter plot matrices. 
Furthermore the paper studies the potential for 
extended performance metrics analysis using statistical 
techniques in order to facilitate large-scale analysis. 
Specifically the problem of analysing the relationships 
between different variables is studied. Also, outlier 
detection is discussed and a technique for automated 
outlier management is presented.  

RELATED WORK 
Fault detection and operational analysis in consumer 
substations have been the focus of much research for 
many years. Previous work has shown the potential 
inherent in analysing collected data, and has also 
presented work-flow overviews of the process as in [1] 
and [2]. The basic idea has been to find a way to 
prioritize between all consumer substations present in 
a district heating system in order to pin-point 
substations with technical, and by extension financially, 
sub-optimal behaviour. These papers study the 
functionality and quality of service as well as the 
efficiency of the substation.  
Similar work is presented in [3] which investigate five 
different methods for fault diagnosis in consumer 
substations. This paper uses similar data analysis as 
well as simulation and modelling of components within 
the substation.  
Further work is presented in [4] which focus on fault 
detection by using data available through the heat 
meter, i.e. temperatures and mass flow on the primary 
side of the substation. Furthermore, this paper 
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evaluates the possibilities for separating hot water 
energy consumption in relation to the total district 
heating usage. 
It is becoming increasingly common that energy 
companies use hourly measurement data collected 
from the heat meter. This obviously increases the size 
of the dataset which in turn increases the need for 
automated analysis methods. In [5] two methods for 
identifying incorrect measurement data are presented. 
The first method is based on a simulation model which 
uses historical data in order to estimate feasible 
datasets. The second method is based on a statistical 
model which correlates operational data among 
consumers with similar consumption behaviour.       
The problem of analysing the increasing amounts of 
data was further studied in [6]. Previous work was 
focused on detecting faults, while this paper presented 
a way to visualize the data through the use of contour 
mapping in order to facilitate the fault identification 
process. This work was later extended in [7] which 
aimed to increase the efficiency of the process.  
In [7] it was shown that energy companies already 
working with process supervision were facing severe 
problems due to increasing amounts of data. This 
problem is in no way limited to district heating systems. 
The problem of visualizing large amounts of data is 
studied in the scientific fields of scientific visualization 
and information visualization. Scientific visualization 
deals with data that have correspondence in physical 
space, whereas information visualization deals with 
visualization of abstract data that doesn’t necessarily 
have a relation to the physical world [8]. The main idea 
is to amplify cognition by using visual artefacts. In [9] 
the process of understanding data is described 
thoroughly through the “continuum of understanding”. 
This continuum is defined as starting with data, which 
are entities which in themselves lack any meaning. An 
example of data might be a temperature reading from a 
substation. The second step of the continuum is 
information, where the data is processed, organized or 
otherwise presented. An example would be to sort the 
temperature data in relation to time or other 
measurement data. The third step is knowledge, were 
the information provided through the previous step is 
understood through experience in regards to the 
process in question. The fourth and final step is 
wisdom, in which an advanced level of understanding 
of the underlying processes makes it possible to 
express qualified judgement.  
In order to manage the large amounts of data 
generated within modern district heating system it is 
imperative that the technical analysis systems used 
transcend from the first step of data presentation to the 
second and third step of information and knowledge 
presentation. 

N-DIMENSIONAL ANALYIS 
A consumer substation is a pseudo-chaotic system in 
that it is largely predictable from a macroscopic 
viewpoint, while being highly stochastic on a 
microscopic level. This basically means that even if it is 
impossible to predict when individual people will, for 
example, take a shower and thus activating hot water 
usage, it is possible to predict that the building will on 
average increase its energy utilization as the outdoor 
temperature drops. In this paper we are interested in 
the operational behaviour on a macroscopic scale as 
an average of the function of the consumer substation 
in question. 
The sensory equipment in a consumer substation 
provides a wealth of measurement data. On the 
primary side the heat meter will measure the supply 
and return temperature as well as the mass flow which 
is available to the energy company for billing purposes. 
Many modern control systems provide facilities for 
measuring and saving data on the secondary side of 
the substation, e.g. supply and return temperatures in 
the heating system. In addition to this many building 
owners have installed systems for measuring and 
collecting indoor temperature data. All information 
contained in this dataset represents the operational 
status of the substation and building. 
By examining these variables and how they relate to 
each other it is possible to evaluate the status of the 
substation. In -dimensional analysis the relationships 
between these different variables are studied. In 
contour maps these relationships are visualized in a 
map where 3, i.e. outdoor temperature, hour and 
return temperature or mass flow. This is done in order 
to study the relationship between these three variables, 
since they have to be put in relation to each other in 
order to make sense. In contour mapping the purpose 
is actually to do a 4 analysis. Since contour maps 
cannot represent more than three dimensions, two 
contour maps have to be made which are then 
subjectively compared. 
Using such methods it is possible to evaluate the 
relationships, such as how the return temperature 
changes in relation to mass flow fluctuations during 
different times of day and outdoor temperatures. It is 
the relationship between these variables which are 
important for the analysis, and not the variables 
themselves.  

OUTLIERS 
An outlier is a measurement which is numerically far 
apart from the main body of data. Outliers can have 
many reasons in general, although in relation to a 
consumer substation they are mostly caused by 
measurement errors. Outliers have a tendency to 
distort visualization efforts and disturb analytical 
analysis, which makes it important to properly manage 
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them. It is not uncommon for outliers to be present in 
operational measurement data. If this data is used in 
an automated analysis or control process, these 
outliers must not only be detected, but also somehow 
managed and possibly removed. Algorithmically 
rejecting outliers is sometimes not considered good 
scientific practice. However, it can be argued that it is 
appropriate in cases where the error distribution is 
known within some confidence. For example, in the 
case of a consumer substation it might be considered 
safe to assume that certain mass flow levels or 
temperature variations must be measurement errors. 

PARALLELL COORDINATES AND SCATTER PLOT 
MATRICES 
Parallel coordinates is a visualization technique in 
which every attribute corresponds to a vertical axis 
[10]. These axes are arranged in parallel by equal 
distance. The relationships between the variables are 
shown as lines from one axis to another. Parallel 
coordinates is a powerful tool for evaluating the 
correlation between large groups of variables. There 
are two main management tools for parallel 
coordinates which are present in most visualization 
software packages. The first tool is the ability to re-
order the axes, which makes it possible to arrange 
variables in suitable order to ease the study of their 
relationships. The other tool is brushing, were certain 
intervals of a variable can be chosen. This makes it 
easy to follow the relationship among the entire set of 
variables. The figure shows parallel coordinates with 
and without brushing (Fig. 1). The brushing is done on 
the outdoor temperature variable at an interval around 
4-4.5°C.  
 

 
Fig. 1 Parallel coordinates with (right) and without (left) 
brushing 

 
A scatter plot matrix is an extension of the common 2-
dimensional scatter plot [10]. A single scatter plot is 
obviously restricted to two dimensions, but by 
arranging scatter plots side by side in a matrix form it is 
possible to extend the dimensionality. This will result in 
an  by  matrix, where  equals the number of 
variables being studied.  

PERFORMANCE METRICS 
The mean, median and standard deviation is the 
starting point for the performance metric analysis. 
These values form a foundation for much of the metrics 
described in this paper and are further described in 
[11]. The mean is simply the average of the dataset in 
question, i.e. given a set of data , … , , the 
arithmetic mean  is defined as in (1). 
 

∑                               (1)             

 
For a dataset with an odd number of observations the 
median  is defined as shown in (2). 
 

: 1 /2                                               (2) 
 
With an even number of values  is defined as shown 
in (3). 
 

2⁄  2⁄ 1  /2           (3) 

 
The standard deviation  is defined as shown in (4). 
The part under the square root sign is the variance of 
the data.  
 

∑                                       (4) 

 
Tests for outliers are normally based on an assumption 
that the dataset has a bell-shaped probability density 
function, i.e. that the data follows a Gaussian 
distribution. In regards to consumer substation data this 
implies that the dataset to test for outliers should not be 
the entire dataset, but rather a series of filtered subsets 
of this. The reason for this is that a Gaussian density 
function assumes a univariate dependency. For 
example, if return temperature sensory data is 
collected throughout a heating season this dataset will 
not have a univariate dependency since the return 
temperature changes in relation to other variables such 
as the mass flow which in turn is dependent on other 
variables such as the outdoor temperature, thereby 
giving the dataset a multivariate dependency. In order 
to perform analytical outlier detection the data should 
therefore be sorted into subsets with univariate 
dependency, e.g. in the case of the return temperature 
the data might be ordered in relation to intervals of 
outdoor temperature and hour of the day. Incidentally 
this is exactly what is done during contour mapping, 
indicating the relationship between these techniques. 
However in the case of analytical performance metrics 
the resulting data is easier to evaluate since it is 
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presented as an objective numerical value instead of a 
map-like display open to subjective interpretation. 
The mean alone cannot be used to find outliers since it 
is not robust [12]. However, the quota between the 
mean and median can be used as a simple outlier 
detection metric. One problem with this quota metric is 
that is relative to the type of dataset in question, e.g. 
the quota confidence interval for the primary return 
temperature is different from the mass flow quota 
interval. Furthermore, this metric is sensitive to the 
amount of outliers present. However, based on its 
computational simplicity it can still be used to rank the 
content of large datasets. Other, slightly more complex, 
metrics include Chauvenet’s criterion, Peirce’s criterion 
or Grubbs’ test for outliers [13].  
Chauvenet’s criterion uses  and . First the difference 
between the data point and  is compared to the size of 

. This value is then used to estimate the probability of 
this data point occurring in relation to the data 
distribution. Based on this probability the statistic value 
can be calculated. If the statistic value is less than 0.5 
the data point is tagged as an outlier according to 
Chauvenet’s criterion. The value of 0.5 implies a 
Gaussian function with 1. In this paper a lower 
value is used (0.1) which implies 1. This is an 
adjustment to empirical observation which has shown 
that the dataset in question normally follows a 
Gaussian distribution with larger standard deviation.   
A critical aspect of performance metric analysis is to 
evaluate the strength of the relationship between two or 
more variables, in order to identify faults and 
operational status. Such correlation analysis is 
normally performed by using multiple regression 
procedures. In its simplest form this is the 2-
dimensional example, which can be visualized through 
a scatter plot and formally represented as in (5). 
 

         (5) 
  
However, this can easily be extended into n-
dimensional space using a linear equation of the form 
shown in (6). 
 

                                (6) 
 
The basic idea is to analytically evaluate the 
relationships between variables such as return 
temperature, mass flow, outdoor temperature and time 
of day. 
The issue with multivariate dependency is equally 
important regarding operational analysis, especially 
since the multiple correlation process is not 
commutative. This means that the order in which the 
different variables are compared matters. In order to 
extend the visualization techniques into a performance 

metric the data is first sorted and intra/extrapolated in 
regards to time of day and outdoor temperature. The 
resulting matrix can then be intersected across outdoor 
temperature intervals and evaluated through correlation 
techniques. In this paper we use the Pearson 
correlation coefficient to evaluate the relationship 
between variables [14]. The Pearson correlation 
coefficient is a value between +1 and -1, showing the 
relationship between variables. The Pearson 
correlation coefficient is described as shown in (7)    
 

∑

∑ ∑
       (7) 

 

RESULTS 
Comparing visualization techniques is a highly 
subjective process, although scientific rigor can be 
achieved through standardized statistical analysis of 
empirical research [15]. In this paper we compare two 
consumer substations (A and B) using (i) contour 
mapping, (ii) parallel coordinates together with scatter 
plot matrices and (iii) analytically calculated 
performance metrics. A third consumer substation (C) 
is also studied on the basis that the data-set contains 
known outliers. The evaluation of (i) and (ii) are 
obviously somewhat subjective. However, the inclusion 
of (iii) provides an analytical basis for comparison. 
All these three consumer substations are similar in 
basic technical set-up in order to minimize extraneous 
influences. Furthermore, they all have similar tap water 
usage profiles.  
All temperature values are shown in °C, while all mass 
flow values are shown in kg/hour.   

Operational analysis 
The operational status of substations A and B is such 
that A is considered to be functioning well, while B is 
showing clear signs of soil accumulation within its heat 
exchanger. The relation between primary return 
temperature and mass flow in substation A is visualized 
using contour mapping (Fig. 2). In the figure it is easy 
to see that increased mass flow is correlated with 
decreasing return temperatures, which is to be 
expected in a normally functioning substation. 
 

 
Fig. 2 Contour maps with return temperature (left) and 
mass flow (right) in substation A 
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The dataset from substation B is then visualized using 
the same technique (Fig 3). 
 

 
Fig. 3 Contour maps with return temperature (left) and 
mass flow (right) in substation B 

 
In Fig. 3 it is apparent that the relationship between the 
return temperature and the mass flow are reversed 
compared to Fig 2. The heat exchanger isn’t able to 
cool off the water flowing through it as the mass flow 
increases, which implies some level of soil 
accumulation.    
The dataset from substation A is then visualized 
through the use of parallel coordinates and scatter plot 
matrices (Fig. 4). 
 

 
Fig. 4 Parallel coordinates and scatter plot matrix for 
substation A 

 
The data has been brushed in relation to an area of 
mass flow data in order to visualize the relationship 
within the three other dimensions showing return 
temperature, outdoor temperature and time of day. The 
corresponding visualization is also done regarding 
substation B (Fig. 5). 
 

 
Fig. 5 Parallel coordinates and scatter plot matrix for 
substation B 

 

Comparing Fig 4 and Fig 5 it is apparent that the 
former has a more pronounced inverse relationship 
between mass flow and return temperatures. The 
scatter plot matrix help establish the distribution of 
these relationships. By further brushing it is possible to 
follow the relationships between the four variables.  
The same datasets from substation A and B are then 
evaluated using performance metrics in order to 
identify and quantify the relationships visualized 
through contour mapping and parallel coordinates 
together with scatter plot matrices. The resulting values 
are shown in Table 1.  
 
Table 1 Operational analysis using performance metrics 

 A – ret A –flow B – ret B – flow 

Max 55.09 10120 63 2947.5 

Min 26.9 415 27.5 36.167 

Mean 43.763 3040.4 38.79 928.8 

Median 43.802 2820 38.17 888.5 

Pearson -0.66 0.86 

 
The performance metrics in Table 2 provides numerical 
values to the relationship between the return 
temperature and the mass flow. Using visualization 
techniques it is only possible to subjectively identify this 
relationship, without providing an absolute frame of 
reference for it. In the data it is clear that substation A 
is functioning better than B, since there should be a 
negative relationship between these two variables, i.e. 
when the mass flow increases the return temperature 
should decrease. 

Outlier detection 
The dataset from substation C contain erroneous data 
in the form of severe measurement errors. It is obvious 
that the contour mapping becomes heavily distorted 
when such outliers are present (Fig. 6). 
 

 
Fig. 6 Outliers in contour maps  

 
Likewise, it is easy to identify the outliers using parallel 
coordinates and scatter plot matrices (Fig. 7). 
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Fig. 7 Outliers in parallel coordinates and scatter plot 
matrix 

 
Even without brushing it is easy to identify the outliers 
in the parallel coordinates, and the scatter plot matrix 
display a distinct compression of the main dataset due 
to the presence of these outliers. However, for clarity 
the three outliers are brushed in relation to primary 
return temperature. 
Even though these visualization techniques provide an 
obvious way to identify the outliers, they provide no 
means of easily handling them without manually 
filtering the underlying data.  
Unlike contour mapping and parallel coordinates with 
scatter plot matrices, performance metrics provide a 
way to not only numerically quantify the outliers but 
also to remove them. Using Chauvenet’s criterion the 
first outlier detected in the return temperature data 
results in a value of about 0.000000000003818 which 
is far less than 0.1, which clearly marks it as a spurious 
outlier. The value should in fact be even less since the 
data point actually has a deviation of 54 , however 
Matlab/Octave has problems calculating deviations less 
than 8  due to the infinitely small numbers involved. As 
the actual value of this data point is in fact 13395°C it 
can safely be concluded that this must be a 
measurement error. Similarly the first outlier found in 
the mass flow data is also marked as an outlier due to 
the fact that it is showing a mass flow of 134180 
kg/hour. This mass flow value, as well as the return 
temperature value, is obviously a spurious outlier 
considering the physical constraints of a normal 
consumer substation. After removal of the detected 
outliers, Chauvenet’s criterion is iterated until no further 
outliers are found. The starting and final values of this 
process in relation to the return temperature data is 
shown in Table 2.  
 
Table 2 Outlier detection using performance metrics in 
relation to return temperature data 

 Before After 

Mean 53.23 47.62 

Standard deviation 246.48 4.82 

Outlier (max) 13395 68.2 

Outlier – mean 13341.77 20.58 

 54.13 4.27 

Probability 1.22e-15 1e-4 

Data points 3127 3124 

Chauvenet’s value 3.82e-12 0.31 

 
The same dataset was then analysed in relation to the 
mass flow data, which is shown in Table 3.  
 
Table 3 Outlier detection using performance metrics in 
relation to mass flow data 

 Before After 

Mean 735.65 693.02 

Standard deviation 2399.3 241.88 

Outlier (max) 134180 1749.2 

Outlier – mean 133444.35 1056.18 

 182.4 2.52 

Probability 1.22e-15 0.045 

Data points 3127 3124 

Chauvenet’s value 3.82e-12 140.58 

 
In total three outliers were found in the data set using 
performance metrics. By iteratively identifying and 
removing these, the statistical relevance of the data 
was greatly increased.  

DISCUSSION 
The dataset in the presented analysis only make use of 
measurements collected through the heat meter. There 
is obviously a lot of other data that might be interesting 
to include in the analysis, such as indoor temperatures, 
heating system data or tap water usage. The reason 
that only data from the heat meter is used is simply 
because this data is readily available to the energy 
company.  
It should be noted that contour maps and parallel 
coordinates differ in one important regard. A contour 
map requires extra-/interpolation in order to work. This 
is due to the fact that array structures are turned into 
matrices. This not only requires considerable amount of 
computing power, but is also prone to error since no 
existing algorithm can guarantee truth. On the other 
hand, a visualization solution based on parallel 
coordinates will only use the unspoiled raw data set.  
The main advantage of using parallel coordinates and 
scatter plot matrices compared to contour maps is that 
they facilitate the study of multivariate relationships in 
one visualization artefact. The importance of this only 
increases as more variables are introduced into the 
analysis. 
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An important aspect of parallel coordinates is the use 
of brushing. Contour mapping requires no such 
manipulation during use since they are fixed. However, 
it can be argued that this is actually an advantage for 
parallel coordinates since it facilities the possibility to 
angle the visualization in the desired direction and to 
compare and highlight different aspects of the dataset.  
In regards to visualization contour maps have an 
advantage in that they are related to the time of day 
over the x-axis, which might make it more directly 
accessible. Brushing has to be used in order to analyze 
hourly dependencies using parallel coordinates. This 
might be done by brushing high mass flow values and 
studying their relationship with the hour-data. With 
scatter plot matrices this process is easier since the 
row of matrices relating to hours basically correlates to 
a contour map.  
It can be noted that contour maps as well as parallel 
coordinates and scatter plot matrices are sensitive to 
outliers. Statistically this is due to compression of the 
dataset, which causes heavy distortion when 
visualized. Using performance metrics outliers will 
instead result in different numerical values which serve 
to not only to identify the presence of outliers but also 
facilitate their ranking and possible removal. 
Given a group of consumer substations it is easier to 
evaluate their operational status using a list of sorted 
numbers than maps or graphs. This supports the 
conclusion that performance metrics are superior to 
visualization techniques when evaluating larger groups 
of substations, and certainly if the evaluation process is 
to be automated.   

CONCLUSIONS 
In this paper we have compared contour mapping with 
parallel coordinates and scatter plot matrices in relation 
to fault detection and operational analysis in consumer 
substations within a district heating system. It is shown 
that the same operational relationships can be 
visualized using parallel coordinates and scatter plot 
matrices as in contour mapping, while at the same time 
decreasing the computational complexity and error 
sensitivity and enhancing the multivariate analysis.    
We have also studied the possibilities of using 
performance metrics as a basis for large-scale 
operational analysis within district heating systems. 
Performance metrics is an extension of the previously 
discussed visualization techniques in that they remove 
the need for subjective interpretation. It is shown that 
such statistical analysis is able to detect, identify and 
analytically evaluate the same relationships studied in 
relation to the visualization techniques. 

FUTURE WORK 
The focus of this paper was to study data collected 
through the heat meter. In the future other data will be 
included in the analysis in order to develop a complete 

model of the operational status, not only of the 
consumer substation, but rather the whole building in 
relation to indoor climate and energy saving measures. 
This work is expected to intensify as the amount of 
available data increases through progress in 
communication and sensory equipment [16]. 
Furthermore, the performance metrics analysis will be 
extended end enhanced in order to facilitate large-
scale fault detection and operational analysis. As the 
operational constraints harden for most energy 
companies it becomes increasingly interesting for them 
to help building-owners manage their consumer 
substations as smoothly as possible.  
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