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In software companies today we see a trend of 
changing development processes, as well as test 
processes, in order to reduce the number of faults 
in their software; and by reducing the number of 
faults, reducing the number of failures. It is hard 
to know if a change to a process has a positive 
or negative effect on the faults and failures of the 
software. Measuring the total number of faults and 
failures is a way of telling if the process has been 
changed for better or worse. The problem with 
measuring all faults in a software project is that it 
takes a lot of reviewing and testing. To know how 
many failures can be provoked from the software, 
the software needs to be run for a long time after 
release. In both these instances the information on 
the total number of faults or failures of the softwa-
re is simply available too late. The use of fault and 
failure prediction and estimation methods allows 
project members and managers to get information 
about the total number of faults and failures of the 
software. The predictions and estimations can be 

repeated at different points during a development 
project. The contribution of the thesis consists of 
models and methods for fault and failure predic-
tion and estimation.

In this thesis three new methods of easy, early and 
cost-efficient fault and failure prediction and esti-
mation are presented. The methods are created to 
take in new information as it becomes available, 
and are not meant for point estimates or predic-
tions, but to continuously follow-up the estimates 
and predictions. The three methods presented are 
a first step toward the creation of a framework 
for fault and failure estimation and prediction. The 
framework consists of estimation and prediction 
models used at different points throughout a pro-
ject. The goal of the framework is to be able to 
follow, and continuously improve the estimates 
and predictions of faults and failures in software 
projects. 
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Abstract 
 

In software companies today we see a trend of changing development 
processes, as well as test processes, in order to reduce the number of faults in 
their software; and by reducing the number of faults, reducing the number of 
failures. It is hard to know if a change to a process has a positive or negative 
effect on the faults and failures of the software. Measuring the total number of 
faults and failures is a way of telling if the process has been changed for better 
or worse. The problem with measuring all faults in a software project is that it 
takes a lot of reviewing and testing. To know how many failures can be 
provoked from the software, the software needs to be run for a long time after 
release. In both these instances the information on the total number of faults or 
failures of the software is simply available too late. The use of fault and failure 
prediction and estimation methods allows project members and managers to 
get information about the total number of faults and failures of the software. 
The predictions and estimations can be repeated at different points during a 
development project. The contribution of the thesis consists of models and 
methods for fault and failure prediction and estimation. 

 
In this thesis three new methods of easy, early and cost-efficient fault and 

failure prediction and estimation are presented. The methods are created to 
take in new information as it becomes available, and are not meant for point 
estimates or predictions, but to continuously follow-up the estimates and 
predictions. The three methods presented are a first step towards the creation 
of a framework for fault and failure estimation and prediction. The framework 
consists of estimation and prediction models used at different points 
throughout a project. The goal of the framework is to be able to follow, and 
continuously improve the estimates and predictions of faults and failures in 
software projects.  
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1. Introduction 
Software engineering is the creation of something that does not 
have a physical body, meaning software engineering is more of a 
design activity than a construction activity. Software engineering 
is also a very young form of engineering, where the processes are 
still being developed and refined. There is a lack of knowledge 
about the quality and stability of the software being constructed, 
especially if compared to other engineering disciplines where a 
sense of quality through measurements has developed over time. 
The demand for software is growing, and the use of software is 
becoming more pervasive in society. We now have software in 
cars, phones, elevators, airplanes, cameras and much more. This 
also means that there is pressure on software companies to deliver 
quality software.   
 
We all make mistakes, and software developers are no exception. 
For all software created there is going to be a certain amount of 
faults in that software. Some faults in software can trigger 
anything from an annoying miscalculation to a complete system 
crash. In most software faults represent a risk of displeased 
software users—no one likes a faulty product and this affects 
sales. However, in some cases, faults in software can be a 
question of mission criticality, like in the case of Ariane V, the 
space shuttle that crashed because of a software fault (Voas, 
1999).  
 
The faults introduced by developers thus need to be removed 
from the software, and there are a number of different ways to test 
for faults before the release of a product. The detection and 
removal of software faults is a time consuming and thus 
expensive task. According to Myers, detection and removal 
encompass around 50% of project budgets (Myers, 2004). Beizer 
claims the detection and removal of faults can use up to 60% of a 
project budget (Beizer, 1990). The test time is dependent on the 
number of faults, so the question is: How can a project manager 
and a company tell how much time is needed for testing, or, when 
enough faults have been removed from the software?  
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First of all, it depends a lot on what the company is trying to 
achieve by removing faults. If the purpose is to increase the 
quality enough to ease the integration of the software, then faults 
that can stop integration need to be estimated, budgeted, found 
and removed. If the purpose of removing faults is a product that 
appears fault free to the end user, then the faults the end users 
could trigger after release are of most interest to estimate, budget, 
find and remove. Software fault corrections can also compromise 
the structure and thus the life span of software (Eick et al., 2001). 
If the purpose of removing faults is to increase the life span of the 
software by removing faults that in later versions would need 
corrective action, then these faults also need to be estimated, 
budgeted, found and removed.  
 
All of these goals require the ability to separate one type of fault 
from another in the software, which is a task research has yet to 
solve. In fact no one yet knows how to accurately tell how many 
faults or failures software contains, i.e. we have to resort to the 
use of statistical measures. The research into how many failures 
of different types software contains can only begin after the total 
number of failures can be estimated or predicted. 
 
At the beginning of the work on this thesis the goal was to create 
fault and failure estimation and prediction methods, which 
allowed the number of faults and failures to be predicted or 
estimated: 
 

• As early as possible. 
• As accurately as possible. 
• At as low a cost as possible. 

 
These goals are to some extent achieved in the models presented 
in this thesis. However, as the work of this thesis progressed, 
another goal was added—the goal of being able to continuously 
improve fault and failure estimations and predictions throughout a 
software project.  
 
If the faults and failures can be estimated and predicted 
throughout a software project, the introduction and correction of 
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faults can be monitored. Continuous estimation and prediction is 
thus very important. 
 
The methods presented in this thesis can be used to continuously 
improve the estimation and prediction of faults and failures 
through some parts of a software project. The accuracy of the 
estimations and predictions presented in this thesis can be 
improved or at least further investigated. In order to be able to 
continuously improve fault and failure prediction and estimation 
throughout an entire software project, and to do so with better 
accuracy of the results, more models are needed. More models 
would allow: 
 

• New information to be incorporated into the estimations 
and prediction as it becomes available. 
 

• A higher accuracy of results if several models are used at 
each point of prediction and estimation, using so called 
triangulation of resulting values. Data triangulation is 
when more than one method of data collection is used to 
pinpoint the prediction or estimation value (Robson, 
2002). 

 
This thesis is hence a first step towards a framework for fault and 
failure estimation and prediction. 
 
The thesis is divided into six chapters. Chapter 1 contains an 
overview of the fault and failure prediction and estimation area, 
an outline of the research contributions of this thesis, an overview 
of the research methodologies used, a description of where the 
work is headed, and a summary. 
 
Chapters 2–6 contain five research studies. Chapters 2–5 present 
fault and failure estimation and prediction models of this thesis in 
detail, and the last chapter describes a framework for fault and 
failure estimation and prediction and how it is intended to work.  
 
However, before going into the research area, there are a few 
definitions regarding terminology, which need to be explained. 
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1.1. Software error, fault and failure 
terminology 

Software engineering is usually conducted in project form, 
because the software creation differs a lot depending on context, 
approach to development and the kind of software, which is going 
to be built. Fault and failure introduction and introduction rate is 
usually connected to five main factors (Sherer, 1995): Who is 
doing the software development, what type of software is being 
developed, how is the development structured, why the 
development is performed in a specific way, and when the process 
is carried out. The how, why and when are dependent on the kind 
of development process used, so it is important to choose the 
development process with care. The work in this thesis was 
mostly performed on development projects, which used a 
development model called the waterfall model. The waterfall 
model is exemplified in Figure 1. The waterfall model consists of 
four main phases: Planning, architecture and design, 
implementation, test. The test phase of the waterfall model can be 
described as a number of steps: Unit test phase, integration test 
phase and software system test phase. The development model 
phases are usually quite interleaved, and are separated clearly in 
Figure 1 for explanatory purposes only.  
 
Software can also be developed using different programming 
languages. Depending on what kind of language used, the 
development of the software can be procedural or object-oriented. 
Procedural code has limited support for modularizing the software 
into logical components, while the object-oriented code more 
often is modularized into logical components. The object-oriented 
paradigm was created in part to ease the understanding of code 
and in part to help structure the software in a more maintainable 
way. The investigations included in this thesis are all done on 
object-oriented software. The software in the investigations of 
Chapters 2, 4 and 5 are all developed in the C++ programming 
language, while the investigation of Chapter 3 concerns software 
written in the Java programming language. 
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Figure 1. The waterfall model. 

 
In this thesis the topic is fault and failure estimation and 
prediction. It is therefore important that the definitions of 
estimation and prediction be made clear. The difference between 
estimation and prediction is that prediction is a statement made 
about the future, based on past knowledge, while estimation is an 
approximation of a value made from current observations or 
measurements (Swedish national encyclopedia, 2008). This 
means that the difference between a fault estimate and a fault 
prediction is that fault estimation is the estimation of faults done 
from current observations, for current use, while fault prediction 
is predicting the future number of faults, for future use.  
 
It is also vital to separate software faults from software failures. 
Software faults are an expression of a quality attribute of software 
known as software correctness. Software correctness is the 
absence of flaws in creating software artifacts, which includes 
software documentation, software design or software code. 
Software failures however, are the symptoms exhibited when one 
or more software faults are executed. Failures are an expression of 
a quality attribute of software known as software reliability. 
Software reliability is defined as follows: 
 
“…the probability of failure-free software operation for a 
specified period of time in a specified environment...”  
(Lyu, 1995).  
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These definitions in turn mean that fault estimation attempts to 
estimate the current level of correctness of a static version of a 
software artifact. Fault prediction, however, is the attempt to 
predict the future level of correctness of a static version of a 
software artifact. This also means that failure estimation attempts 
to estimate the current level of reliability of software while in 
execution. Failure prediction is thus an attempt to predict the 
future level of reliability of the software in execution. Estimation 
is often easier to do than prediction, when it comes to faults and 
failures of software, since the data used for a prediction is likely 
to change before the prediction is used, thus the changes may 
have influenced the faults and failures in a different direction than 
anticipated. It is also important to note that reliability estimation 
cannot be done before the code is written, while correctness 
estimation can. 
 
The relation between fault and failure estimation to correctness 
and reliability can be seen in Figure 2. 

 
Figure 2. The relation between fault and failure estimation to 

correctness and reliability. 
 

The connection between the number of faults and failures in 
software is complex, and largely unexplored. What is known 
today is that the number of faults indicates the number of failures. 
An early indication of a lot of faults generally indicates a lot of 
failures as well (Khoshgoftaar and Seliya, 2003), provided the 
faults are not removed. 
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A software fault can be introduced into planning documents, 
requirements specifications, software designs or code. Depending 
on when and where a fault is introduced, the classification of the 
fault differs. All faults translated into the code of the software can 
potentially cause a failure when the software is executed. There 
are also different kinds of failures. A failure found in unit testing 
can sometimes not be provoked by an end user or even in a 
software system test, because the code that causes it cannot be 
reached directly by input from the end user or through some parts 
of the software. There are no official terms to denote these 
different failures, but the differences between a failure the end 
user can find, and cannot find, is important in the context of this 
thesis. 
 
A software company that makes mass-market products like 
mobile phone platforms, or text editing tools, primarily wants to 
spend money only finding and handling failures the end users can 
encounter post-release. It does not make sense spending money 
trying to find other kinds of failures in software when market 
needs and hardware development causes the software to be 
obsolete within a couple of years. 
 
To summarize, there are several different kinds of failures: Unit 
failures, software system failures and end user provoked failures. 
The formal definitions of errors, faults and failures today are as 
follows according to IEEE (IEEE std. 610-1990): 
 
Error: A human action that produces an incorrect result. 
 
Fault: An incorrect step, process or data definition in a computer 
program.  
 
Failure: The inability of a software or software component to 
perform its required functions within specified performance 
requirements. 
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In this licentiate thesis the following terminology is used: 
 
Error:  a mistake made by people possibly 

causing a fault in code or other 
software artifacts. 

Fault:  the result of a human error present 
in the code of the software. 

Unit failure:  a fault symptom displayed when 
executing a unit in isolation. 

Software system failure:  a fault symptom displayed when 
executing the entire software during 
software system test. 

End user failures:  fault symptoms provoked by end-
users after release of a software 
product.  

Test stopper:  a failure that crashes and forces a 
restart of the software at integration 
test or software system test. 

 
Using these definitions, faults and fault contents affect the 
correctness of the software, while end user failures affect the 
reliability of the software. Failures from unit testing and software 
system testing are the ones investigated in this thesis, meaning the 
estimates pertain to both correctness and reliability of the 
software.  
 
The research presented in this thesis is based on different kinds of 
failures mapped to faults in code. In Chapter 2, software system 
failure prediction is attempted. In Chapter 3 an attempt is made to 
estimate software system failures. In Chapter 4 the study is done 
on end user failure estimation. In Chapter 5 the number of unit 
failures for software components are estimated.  
 
In order to predict or estimate faults or failures in software an 
approach that has been successfully tried in real projects is 
usually needed. There exists a large number of both fault and 
failure prediction as well as estimation models today. In the next 
sections, an overview of existing models for both fault and failure 
estimation and prediction are presented.  
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1.2. Fault estimation and prediction methods 
In the following sections, a number of fault estimation and 
prediction methods are presented. There are two major groups of 
fault estimation and prediction methods, based on the goal of the 
methods.  
 
The first group has the goal of guiding the focus of software 
testing to more faulty parts of the software. These models 
estimate or predict if components in a software system are faulty 
or not, thus they will henceforth be referred to as fault-proneness 
methods and models.  
 
The second group has the goal of either assigning resources to the 
test phases or to judge the overall correctness quality of the entire 
software system. This second group of approaches can also be 
used for the goal of continuously measuring the fault introduction 
and correction processes throughout a project. The second group 
of methods and models estimate or predict the fault content of 
software systems as a whole, and is henceforth referred to as fault 
content methods and models. 
 
This thesis primarily aims to estimate and predict the faults and 
failures of an entire software system, hence the fault content 
models are the ones most strongly connected to the work of this 
thesis. Taking into consideration that all the approaches presented 
in this thesis, except the one in Chapter 5, need to map failures to 
faults in the code in order to make an estimate or prediction, they 
can all be said to pertain to software correctness. The model 
presented in Chapter 2 of this thesis is of fault content type. The 
generalization models presented in Chapters 3 and 4 try to 
estimate both the module fault content and the fault content of the 
entire software system.  

Fault content models and methods 
Fault content models predict or estimate the total number of faults 
in an entire software system. Fault content prediction and 
estimation is the goal of the investigations found in Chapters 2–4 
of this thesis.  
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The total number of faults can be predicted or estimated earlier 
than the fault-proneness of components and component fault 
content, because the division of software into components is not 
made until the architecture and design phase of a software project. 
The total number of faults can be estimated at least from the end 
of the planning phase of a software project. The total number of 
faults in software can therefore be based on metrics from 
requirements or documents created during the planning phase, 
from architecture or design documents created during the 
architecture and design phase or from the code and code 
documentation created in the implementation phase of a software 
project.  

Methods which need sampling 
There is a set of methods for estimating fault content, where a 
sample of faults from the software is needed as input. Among the 
most known methods we find the following five approaches 
(Aurum et al., 2001):  
 

• Defect density, the faults found during the inspection are 
divided per lines of code, which may be used to estimate 
the fault density for the entire software system. In this 
thesis we consider the defect density to be a measure 
rather than an estimation method, because it does not 
produce an estimate as much as it defines a way to look at 
an estimate. 

• Subjective assessment, the participants make their 
subjective estimates.  

• Using historical data, the estimate is made based on and 
compared to historical data from previous projects.  

• Capture-recapture method is a statistical method where 
the overlap between the reviewers can be used to estimate 
the number of remaining faults. 

• Curve-fitting methods consist of plotting the faults found 
in the inspection and trying to fit them to a distribution 
curve, where the curve’s shape can be used to predict the 
number of remaining faults. 
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The method for failure estimation in Chapter 5 builds on the 
capture-recapture approach, so therefore there is extra focus on 
the capture-recapture approach in this section. 
 
Capture-recapture is an estimation model originally used in 
biology. The capturing, marking, releasing and recapturing of 
birds is a good example of when the capture-recapture method is 
used in biology to estimate the size of the bird population. When 
using capture-recapture with software inspection, several people 
are looking for faults in the same artifact in parallel, and the 
overlap in faults found by individual inspectors, together with the 
total number of faults found by all inspectors, are used as input to 
the capture-recapture estimation (Petersson et al., 2004). 
 
A simple example of how the capture-recapture concept works is 
the two-sample model by Lincoln-Petersen (Amstrup et al., 2005). 
The Lincoln-Petersen model comes from biology, but can be used 
in software fault estimation as well. When using the Lincoln-
Petersen model in biology, the first sample is a capture of 
animals, where all the animals are marked. The first sample n1 is 
seldom the entire population, N, but rather just a part of it, i.e.:  

 
In the second sample, n2, there are some animals which are 
marked m2, i.e., have been recaptured, and some that have not, 
meaning they are the proof that the population is bigger than the 
first sample (Amstrup et al., 2005). The proportion of recaptured 
animals in the second sample is thus: 

 
The proportion of recaptured animals in the second sample is 
assumed to be equal to the proportion between the captured 
versus the entire population of the first sample, giving us the 
formula (Amstrup et al., 2005): 

 
By separating N from the formula, we can calculate an estimate of 
the entire population using this formula (Amstrup et al., 2005): 
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In Figure 3 you can see two examples of the Lincoln-Petersen 
model in use, with the aim to illustrate how the size of the overlap 
between the first and second sample influences the estimate of the 
entire population. The left circle in the Venn-diagram in Figure 3 
is the first sample, and the right is the second sample. Animals 
marked in the first sample and recaptured in the second sample is 
the overlap between the left and right circle in the Venn-diagrams. 
In Figure 3 the sample sizes are the same in the first and the 
second example, and as the overlap is increased, the estimate of 
the entire population is lowered. In Figure 3, the first population 
estimate is 36, and the second population estimate is 18. 
 

 
Figure 3. Two examples of the Lincoln-Petersen model 

 
In 1992 an investigation was made into how well a capture-
recapture model can estimate based on input from a software 
inspection process (Eick et al., 1992). The capture-recapture 
model used was the so-called Mt model, where the faults have 
equal detection probabilities but the reviewers have different 
abilities in finding faults (Eick et al., 1992) (Petersson et al., 
2004). The estimator used was the Maximum Likelihood 
estimator, which makes an estimate based on the assumption that 
the input value used is the most likely, and derives the parameters 
for the estimation curve from using the input value as the top of 
the estimation curve (Kachigan, 1986). The actual number of 
faults present in the document reviewed was not known, making 
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an evaluation somewhat difficult, but the predicted 15% 
remaining faults was in line with the expert opinion estimates for 
the same (Eick et al., 1992). 
 
In a study made in 1998, three different methods for predicting 
the fault content of a text document were compared (Wohlin and 
Runeson, 1998). The information input for the prediction methods 
came from three groups of software inspectors. The three methods 
compared in the investigation were: Maximum Likelihood 
Estimation (MLE), Cumulative Method (CM), and Detection 
Profile Method (DPM) (Wohlin and Runeson, 1998).  
 
MLE is a way of estimating through taking the input value, and 
assuming it is the most likely expected value, making it the top of 
the estimation function curve, thus also deciding what the rest of 
the estimation curve looks like (Wohlin and Runeson, 1998). CM 
consists of a rising curve, where the first bar is the first fault, and 
how many people who found it, the second bar is the first bar plus 
the number of people found the second fault (Wohlin and 
Runeson, 1998). An example of the CM can be seen in Figure 4, 
where the gray set added to each new column represents the 
number of reviewers who found the same, current fault. 

 
Figure 4. The Cumulative Method. 

 
The DPM is a slanting curve formed by the bars of the fault found 
by most reviewers, the fault found by second most reviewers and 
so on (Wohlin and Runeson, 1998). 
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The investigation showed that MLE underestimated the number 
of faults in the document by 10.5–34.2%, the CM estimation 
varied between an underestimate of 5.6% to an overestimate of 
34.2%, and last but not least, the DPM varied between an 
underestimate of 15.8% and an overestimate of the same (Wohlin 
and Runeson, 1998). 
 
The, perhaps, most known method for performing fault sampling 
where the results can be used together with the methods presented 
above, is software inspection. As organizations grow, they often 
turn to quantitative models, for estimating software fault content. 
Software inspection is a technique developed in 1976 by Michael 
Fagan, and is an organized way of inspecting different software 
artifacts for faults (Sommerville, 2004). The method is an 
intuitive way of looking for faults, and does not necessarily 
require knowledge in statistics in order to make estimates to make 
it a suitable first step away from subjective estimate dependency. 
The original inspection process consisted of six consecutive steps: 
Planning the inspection, overview of the product is established, 
preparation for inspection meeting, examination meeting, rework 
of the artifact and follow-up of the rework done (Sommerville, 
2004)(Gilb and Graham, 1993). The inspection is done by reading 
through the software artifacts, for example requirements 
specifications, design documents or code. The reading is done 
individually during the preparation for the inspection meeting, 
and jointly during the examination meeting (Aurum et al., 2001). 
 
Over the years there have been many suggestions of changes to 
the original process. Suggestions include removing the planning 
and overview phases and increasing or decreasing the number of 
participants between two and six (Aurum et al., 2001). Removing 
the rework and follow-up phases has also been suggested. There 
have also been suggestions for additions, mostly in the form of 
reading techniques, i.e. different ways of guiding people in how to 
read through an artifact, or what to look for (Aurum et al., 2001).  

Regression analysis and modeling 
As an organization grows, it usually employs one or two quality 
managers, and at this point it is common that the fault estimation 
methods used move in a more specialized direction. The options 
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of what methods are available for fault estimation are reviewed, 
and a lot of statistical methods become a realistic option. One of 
the most well-known and well-tested statistical methods for fault 
estimation is regression analysis.  
 
In layman’s terms, regression analysis is a way of taking data 
points for different measurements, and trying to find their relation 
to the measurement we want to estimate, which in this case is the 
number of software faults. A more statistically correct definition 
is that regression analysis is a way of defining the relation 
between an object variable and one or more predictor variables, in 
order to be able to predict values for the object variable given 
certain values of the predictor variables (Kachigan, 1986). 
Regression analysis consists of a dependent/object variable (the 
one that is being predicted) and one or more explanatory/predictor 
variables (from which the dependent variable is being predicted) 
(Kachigan, 1986). Regression analysis can be used to model the 
function of software fault introduction and removal rates, making 
it possible to estimate the cumulative number of faults in the 
software. 
 
However, there are two major problems with regression analysis: 
 
1. The measurements used to estimate the number of faults may 

be an expression of a shared, underlying measurement. For 
instance, in a software program, the number of lines of code, 
and the number of functions, is both to some extent measuring 
the size of the software. This problem is in statistics referred 
to as the collinearity problem (Kachigan 1986). 
 

2. When using regression analysis to estimate the number of 
faults in software, the estimate can never be better or stronger 
than the measurements used in the estimation. This may sound 
quite obvious, but in reality this becomes a big problem, since 
the relationship between measurements and the number of 
faults vary from company to company, and from project to 
project.  

 
There are a number of ways to handle the first problem—the 
collinearity problem: One can make a correlation analysis of all 
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measurements, and then avoid using measurements, which are 
strongly correlated. Another approach, which is more suitable for 
regression analysis, is to use a so-called metrics reduction 
technique (Kachigan, 1986). A metrics reduction technique 
separates the underlying factors (for example software size) from 
the metrics investigated (for example lines of code and number of 
functions) and uses the factors in the estimation. The two most 
commonly used metrics reduction techniques in fault estimation 
are factor analysis and principal component analysis. Both factor 
analysis and principal component analysis can be said to remove 
the parts of the measurements, which are the same, thus creating 
measurements, which have no shared parts (Kachigan, 1986). One 
important difference between the techniques, however, is that 
factor analysis assumes the measurements analyzed to have a 
Gaussian distribution, which the principal component analysis 
does not (Fenton and Neil, 1999).  
 
The second problem, the problem of the regression method not 
being stronger than the measurements chosen for it, does not have 
as straightforward a solution. There are no agreed ways to handle 
the problem of the models and methods only being as strong as 
the metrics they build on. 
 
The first time regression analysis was used in fault estimation, 
was in 1972 by Akiyama (Fenton and Neil, 1999). Akiyama used 
lines of code as the main metric in his regression analysis. The 
lines of code measurement is widely accepted as a strongly fault 
correlating metric. The use of the lines of code measurement is 
motivated both by empirical research (Khoshgoftaar and Allen, 
1999)(Challagulla et al., 2005)(Eick et al., 1992)(Fenton and Neil, 
1999), and logic, because the more lines of code a software 
system contains the more places exist where the developers can 
make errors resulting in faults. Since Akiyama’s regression 
analysis in 1972 a lot of measurements have been used in 
regression analysis for the purpose of estimating the number of 
faults in software. 
 
Regression analysis in fault prediction and estimation is mostly 
used for the purpose of estimating the fault-proneness in software 
modules. Regression analysis can, however, be used to estimate 
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the number of faults in software components, in order to create an 
estimate for the software’s fault content. One example of such an 
approach was presented in 2005 by Ostrand et al.  

Fault-proneness models and methods 
Fault-proneness in software modules can be predicted in several 
ways. In this section, four approaches to fault-proneness 
prediction and estimation are presented. The main approaches are: 
Regression modeling and neural network approaches. There are 
also two less frequently used approaches (frequency of 
occurrence in research papers), and these are expert estimation 
and case-based reasoning. 
 
For this thesis, the two less used ones, according to frequency in 
found articles are more in line with the work, so they are 
presented first. 

Expert estimation 
Expert estimation is an approach where an individual or a group 
of individuals estimate the fault content based on a mix of 
subjective memories of previous projects and gut feeling about 
the current project. Usually, an intimate knowledge of the 
software is needed for an individual to become an expert predictor 
(Tomaszewski, 2006). No examples of expert predictions used in 
predicting fault content of an entire software has been found in 
research literature, but it is a practice used at software companies.  
 
In one of the few research investigations into the use of expert 
estimates for estimating the fault-proneness of modules in 
software, the results show that experts were only able to rank five 
to eight faulty modules out of 35, meaning the subjective estimate 
underestimated by 77–86% (Tomaszewski, 2006). This does not, 
however, mean that subjective expert estimates perform badly 
overall. The biggest problem with subjective expert estimates is 
that it is very hard to discuss an expert estimate, without the 
expert becoming the focus of the discussion. An expert estimate is 
based on perceived experiences and gut feeling, so there are no 
numbers for an expert to fall back on when explaining how the 
estimate was created. 
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CaseBased Reasoning 
Case-based reasoning is a way of using a history of cases to 
predict aspects of the current case. In software engineering the 
cases can for example be a document, the execution of a process, 
a context or a software project. To use case-based reasoning to 
predict faults, one chooses a set of software project aspects by 
which to compare the historical projects to each other and the 
current project. Based on the project aspects chosen, similarity 
between projects is determined (Watson, 1999).  
 
It is important to note that this method could be used with a 
project case base in order to predict fault content as well as fault-
proneness of modules, but there have been few or no research 
contributions in the area (Fenton and Ohlsson, 2000). An example 
of the use of case-based reasoning for estimating the fault-
proneness of software modules is presented below.  
 
The method of case-based reasoning (CBR), to predict fault-prone 
modules, was introduced in the late 1990’s (Khoshgoftaar et al., 
1997). The method was tried on a software system, which 
consisted of 171 modules, written in a language similar to the 
Pascal programming language. The technique performed quite 
well—the result ranges from 76.1–89.1% correctly classified 
modules, as can be seen in Table 1.  
 

Table 1. The classification rates of (Khoshgoftaar et al. 1997) 
 Fault-prone Non fault-prone  

Pred. fault-prone 76.1% 23.9% 

Pred. non fault-prone 11.9% 89.1% 

 
In Table 1 there are two types of errors in classification that can 
be made. First, the error when a non fault-prone module is 
identified as fault-prone. This error is normally referred to as a 
type I error. The second type of error is when a fault-prone 
module is identified as non fault-prone, which is called a type II 
error (Khoshgoftaar et al., 1997). 
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Regression modeling 
Regression modeling in fault estimation and prediction is 
primarily used to predict which modules are, or are not, fault-
prone in a software system. There are plenty of examples of the 
use of regression modeling for this purpose, so three examples are 
included and described next in more detail. 
 
In 1985 one of earliest attempts to use regression analysis to 
estimate the fault-proneness of software components was made 
(Shen et al., 1985). The investigation showed that it was possible 
to get 71–75% of all modules correctly classified. The metrics 
used were: 
 

• Unique operators. 
• Unique operands. 
• Total number of operators. 
• Total number of operands. 
• Total number of decisions. 
• The change in number of unique operators between two 

versions of the software system. 
 
The four first measurements used in this study were defined by 
Halstead in 1977, and are measurements of software size, but are 
often misinterpreted as structural metrics (Fenton and Neil, 1999). 
An operator is a function which operates on variables, constants 
or expressions. Operands are variables, constants or expressions 
on which the operators operate. The total number of decisions 
refer to the number of decision points in the code. 
 
A good example of regression analysis was performed by 
Khoshgoftaar and Allen in 1999 (Khoshgoftaar and Allen, 1999). 
The investigation was done on two different software systems: 
one software system written in the Ada programming language 
with 282 modules, and one software system written in a language 
similar to the Pascal programming language with 171 modules. 
The aim of the study was to compare a module-ordering model to 
a typical software quality classification model. Module ordering 
in this case is the ordering of modules according to their fault 
content, while typical software quality classification models 
usually just aim to tell if a module is fault-prone or not.  
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The regression technique used was multiple linear regression and 
it was able to identify 83.3–95.2% of the faulty modules in the 
software (Khoshgoftaar and Allen, 1999). For this regression 
analysis the following metrics were used: 
 

• Number of unique operators. 
• Total number of operators. 
• Number of unique operands. 
• Total number of operands. 
• Number of logical operators. 
• McCabe’s cyclomatic complexity. 
• Lines of Code. 
• Executable lines of code. 

 
The four first of these metrics were defined by Halstead in the 
70’s. The McCabe’s cyclomatic complexity measurement, 
defined in 1976, measures the number of decision points plus one 
in the code. Cyclomatic complexity is a highly criticized metric. It 
has been criticized for not counting if/else statements, for not 
increasing from one no matter how long a linear sequence of 
statement, for increasing when applying accepted ways of 
improving a program structure and for increasing the count when 
creating more modularized software, which is generally done with 
the aim of simplifying the complexity of a software system 
(Shepperd, 1988). It does however often correlate highly with 
lines of code, and could thus replace that measurement in a 
regression analysis for fault estimation. The measurements lines 
of code and executable lines of code (often called source lines of 
code) are also software size metrics.  
 
Another good example of an investigation using regression 
analysis for the purpose of classifying fault-prone and non fault-
prone modules was done in 2001 (El Emam et al., 2001). In the 
investigation they used 24 different object-oriented design 
metrics, meaning measurements of complexity for software 
written in an object-oriented style.  
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The metrics used in the investigation were (El Emam et al., 2001): 
 

• Depth of Inheritance Tree. 
• Number of Children. 
• Ancestor-based coupling metric with a class-attribute 

interaction.  
• Ancestor-based coupling metric with a class-method 

interaction.  
• Descendent-based coupling metric with class-attribute 

interaction. 
• Descendent-based coupling metric with class-method 

interaction. 
• Non-ancestor-based, non descendent-based class-attribute 

interaction, uses another class. 
• Non-ancestor-based, non descendent-based class-attribute 

interaction, being used by another class. 
• Non-ancestor-based, non descendent-based, class-method 

interaction, uses another class. 
• Non-ancestor-based, non descendent-based, class-method 

interaction, being used by another class.  
 
All of these measurements measure coupling between classes or 
inheritance, meaning that the study was trying to determine if the 
proposed object-oriented complexity metrics alone could predict 
the number of faulty modules (El Emam et al., 2001). The 
regression analysis using these measurements correctly identified 
about 91% of the faulty modules, which is in the same range as 
using only size measurements as in the previously mentioned 
investigation (El Emam et al., 2001) (Khoshgoftaar and Allen, 
1999).  

Artificial neural network approaches 
There are a lot of automated, artificial intelligence approaches, 
which could be used for the purpose of fault prediction and 
estimation. Most of these approaches fall into the category of 
machine learning. Machine leaning methods allow machines to 
learn from experience. In this section the focus lies on a 
subcategory of machine learning approaches called Artificial 
Neural Networks (ANN), because they are often found in fault 
prediction research. The artificial neural network approaches are 
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not used in any of the investigations of this thesis. The approach 
is therefore of small interest for the thesis, but it is interesting to 
see that the area produces results in approximately the same 
ranges as other methods and approaches presented. The artificial 
neural network solutions for estimating the number of faulty 
modules in software are often automated ways of applying 
regression analysis, or case-based reasoning, to perform the 
estimation. Several of the artificial neural network approaches 
therefore suffer from the same problems as regression analysis, 
the collinearity problem, and the fact that the estimations can 
never be stronger than the measurements used in the estimation.  
   
The artificial neural network is a computational model organized 
in much the same way as the human brain. The neurons are a kind 
of computational units, which are connected to each other (Aarts 
and Lenstra, 2003). Just as in the human brain, the work tasks are 
done in parallel using sets of rules, which govern the units’ 
behaviors. Artificial neural networks can adapt and learn based on 
input, thus is sometimes referred to as machine based learning 
(Aarts and Lenstra, 2003). 
 
The use of artificial neural networks in fault prediction was 
introduced during the early 1990’s. Neural networks can be used 
to estimate either the number of faults in the entire software 
system, or estimate which modules are fault-prone and not.  
 
When measuring performance of artificial neural network 
approaches the results is most often presented in Mean Absolute 
Error (MAE) format. MAE is defined as the absolute deviation of 
the estimation from the actual results, on average. The formula for 
MAE is (Bibi et al., 2006): 

 
where n is the number of faults, P is the fault number and E is the 
predicted one. 
 
A MAE of ± 0.20 is normally considered a good result of a fault 
or failure estimation or prediction model (Kamel and Sorenson, 
2003)(Briand et al., 2000). 
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In 2005 an empirical assessment of several different artificial 
neural network approaches was published (Challagulla et al., 
2005). One goal of the study was to find out the number of faults 
per module associated with the corresponding set of predictor 
software metrics (fault count). Another goal was to find out which 
modules were fault-prone or non fault-prone (Challagulla et al., 
2005). The evaluation was done on four different public data sets: 
 
CM1: 506 C modules, of which 48 contained faults. 
JM1: 10,879 C++ modules, of which 2,100 contained faults. 
KC1: 2,108 C++ modules, of which 325 contained faults 
PC1: 1,108 C modules, of which 75 contained faults 
 
There were twelve different neural network approaches compared 
in the Challagulla et al. paper. These twelve were all evaluated for 
their ability to predict the number of faults in the entire software 
system. Of these twelve, the following four have a low range 
performance of between MAE 0.22–0.28 (Challagulla et al., 
2005): 
 

• Linear regression (LR). 
• Pace regression (PR). 
• Support vector regression (SVR). 
• Neural network for continuous goal field (NNC). 

  
While the top performances seen in this experiment included the 
following seven approaches: 
 

• 1-Rule (1R). 
• Instance based learning for 10 nearest neighbors (IBL).  
• 148 Trees (JDT). 
• Support vector logistic regression (SVLR). 
• Neural network for discrete goal field with 12 hidden 

layers (NND). 
• Logistic regression (LoR). 
• Naïve Bayes (NB) 

 
These last seven are the only ones among the twelve that can be 
used to predict the number of fault-prone vs. non fault-prone 
modules. The misclassification rate for all seven was between 
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MAE 0.13–0.18. Naïve Bayes was the only approach, which 
performed with an average result at 0.14 MAE. 
 
Some of the above approaches suffer from the problem of not 
being able to produce better results than the strength of the 
metrics used, hence it is important to note that the metrics used in 
the Challagulla et al. investigation were: 
 

• Cyclomatic 
complexity 

• Essential complexity 
• Design complexity 
• Lines of code 
• Length 
• Volume 
• Difficulty 
• Intelligent content 
• Effort 
• Error estimate 

• Level 
• Programming time 
• Blank lines of code 
• Lines of comment 
• Lines of code and 

comment 
• Unique operands 
• Unique operators 
• Total Operands 
• Total Operators 
• Branch Count 

 
Essential complexity, above, was also defined by McCabe, and is 
a measure of how much unstructured code a software system 
contains. Design complexity measures the interactions between 
software modules.  Length, volume, difficulty, intelligent content 
and level were all metrics defined by Halstead in 1977, and are 
derived software size metrics (Fenton and Pfleeger, 1998). It is 
however interesting to see that measurements of the process, like 
effort and programming time, are included, which has not been 
seen in the previous investigations. Challagulla et al. conclude, at 
the end of their study, that size and complexity metrics are not 
enough to make an accurate prediction of fault count (Challagulla 
et al., 2005).  
 
The most interesting parts of these artificial neural network 
approaches, for this thesis work, are the metrics sets used in these 
investigations. Automation or no automation, these models are 
just as bound to the metrics used as the case-based reasoning and 
regression modeling approaches. In Table 2 the overlap between 
metrics used in the Challagulla et al. study and the previously 
described studies in regression modeling and case-based 
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reasoning can be seen. The study of object-oriented design 
metrics done in 2001 were not included since the purpose of that 
study was primarily to evaluate the metrics, not predict the 
number of faulty modules (El Emam et al., 2001). 
 
It is interesting to note that even though there is a 20 year span 
between the first and the last of the studies in Table 2, the same 
metrics are still used for predicting fault-proneness of software 
modules, regardless of approach. There are three major groups of 
metrics presented in Table 2: Size metrics (unique operands, 
unique operators, total operands, total operators, lines of code), 
complexity metrics (cyclomatic complexity, essential complexity, 
design complexity, decision points), and process metrics 
(programming time and effort). These dimensions of software are 
also considered in Chapters 2–4. 
 

Table 2. Overlap between three metrics set presented and used 
in estimation of fault-proneness of software modules. 

Paper 11 Paper 22 Paper 33  Paper 44 
Cyclomatic complexity x   
Essential complexity  x  
Design complexity  x  
Lines of code x x  
Blank lines of code    
Lines of comment  x  
Lines of code and 
comment 

x   

Unique operands x  x 
Unique operators x  x 
Total operands x  x 
Total operators x x x 
Programming time    
Branch count    
Error estimate    
Effort    
Decision points   x 

1Denotes metrics found in the  (Challagulla et al., 2005) paper. 
2Denotes metrics found in the (Khoshgoftaar and Allen, 1999) paper. 
3Denotes metrics found in the (Khoshgoftaar et al., 1997) paper. 
4Denotes metrics found in the (Shen et al., 1985) paper.  



Towards a framework for fault and failure prediction and estimation 
 

34 
 

Summary of fault estimation methods 
In this section it has been concluded that there are two main kinds 
of fault prediction and estimation models, one for the fault content 
of a software system, and one for the prediction or estimation of 
fault-prone modules. Among the fault content methods, fault 
sampling methods and regression analysis are mostly used, while 
among the fault-proneness models expert opinion, case-based 
reasoning, regression modeling and artificial neural networks can 
be used.  
 
The prediction and estimation of faults is an important field. To a 
lot of companies, however, estimating the number of failures the 
software exhibits after release to the customer is the real goal. In 
the next section, failure estimation methods are covered.  

1.3. Failure estimation methods 
The fault estimation methods covered in the previous section refer 
to the correctness of a software system, in this section, focus is 
shifted toward reliability of a software system. Thus, the number 
of failures becomes the goal of estimation and prediction instead 
of faults. Correctness is traditionally a software quality that can be 
estimated earlier than software reliability. Reliability of a 
software system is the ability of the software to execute properly 
for a defined time interval. A formal definition of software 
reliability can be found on page 13.  
 
There are two main approaches to reliability estimation, the 
traditional way using software reliability growth models, or the 
more recent approach—architectural reliability assessment. The 
idea of traditional software reliability growth models (SRGMs) 
came from construction engineering. One of the differences 
between the failure of physical constructions and software is that 
software does not wear out, because it has no physical body. In 
the beginning, the software reliability growth models could only 
be used at the end of a software project, when the software was 
functional enough to execute correctly for at least some amount of 
time in its entirety. It is of course good to know what kind of 
quality a project delivers to a customer, but the SRGM estimates 
were made too late to be able to change how the reliability of a 
software system was built into the software. At the point the 
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estimate was available the corrective actions possible were 
limited to patching up the software using fault fixes.  
 
The problem of late reliability estimation was alleviated by the 
introduction of the so called operational profile (Lyu, 1995)(Xie, 
1991). An operational profile is a description of how different 
parts of a software system are used and how often (Musa, 2004). 
With an operational profile to mimic end usage, the SRGMs can 
be used during the software system test, but still, this does not 
allow changes to the process of building the reliability into the 
software (Lyu, 1995). The goal of the reliability estimation is 
therefore, logically, to be able to create reliability estimates early 
enough so the estimate can affect the process of building 
reliability into the product. This is where the more recent 
architectural reliability estimation approaches come into play. 
They allow reliability to be simulated at a component level, 
meaning before the software system parts are integrated (Gokhale 
and Lyu, 2004). The architectural approaches are mostly suited 
for component-based software systems. Component-based 
software systems are software systems integrated from fully 
functional components, meaning the reliability estimate can be 
made after the components have been implemented, but before 
software integration. However, in theory the architectural 
approaches allow the reliability to be simulated at the design stage 
of a software system, allowing changes to design in order to 
increase the reliability of different parts of a software system.   
 
The following sections describe the more traditional software 
reliability growth model approaches followed by the new 
architecture-based approaches, in more detail. 

Software reliability growth models 
The traditional software reliability estimation approach is through 
the use of software reliability growth modeling. Software 
reliability growth modeling is a way of finding the curve of 
failures found, in order to predict future failure rate intensity. In 
theory, increases in the time interval between failures found 
indicate an increase in software reliability. 
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The measurement of software reliability can be presented in three 
different ways: As the probability of failure-free operation over a 
specified time, as mean time to failure or as the expected number 
of failures per time interval. To get these measurements, however 
an estimate needs to be created (Lyu, 1995)(Xie, 1991).  
 
All software reliability growth models (SRGM) are built on an 
assumption that the input data has a particular distribution. 
Binomial and Poisson are two very common distributions for 
SRGMs (Lyu, 1995)(Xie, 1991). There is a lot of SRGMs 
available today, but in order to give an overview of how the 
SRGMs work the focus here is kept on two very different models 
for SRGM. 
 
There are two major types of SRGM models, depending on input 
(Lyu, 1995): 
 

• Failures per time period models. 
• Time between failures models. 

 
Some models only accept one type of input, but some accept both.  
 
One of the first models suggested for software reliability growth 
modeling of software was the Jelinski-Moranda model (Jelinski 
and Moranda, 1972).  
 
This model is of finite exponential failure type, meaning the 
failure intensity function is exponentially decreasing, and the 
model assumes the number of faults causing failures in the 
software to be finite (Lyu, 1995). The Jelinski-Moranda model 
requires the input to be either the elapsed time between failures, 
or the time the failures occurred. The Jelinski-Moranda model is 
built on an assumed binomial distribution, meaning that the 
reliability grows according to a binomial curve. An example of a 
cumulative failure curve for the Jelinski-Moranda model can be 
seen in Figure 5. The curve in Figure 5 was adapted from 
(Tausworthe and Lyu, 1996), and only serves to show the shape 
of a binomial SRGM curve. 
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Figure 5. Example output for the Jelinski-Moranda model. 

 
Each SRGM has its own set of assumptions, which explain the 
limitations of the model. For the Jelinski-Moranda model the 
assumptions are (Lyu, 1995): 
 

1. The rate of failure detection is proportional to the current 
fault content of the software. 

2. The failure detection rate remains constant over the 
intervals between failure occurrences. 

3. A fault is corrected instantaneously without introducing 
new faults, which can cause failures in the software.  

4. The software is operated in a similar manner as that in 
which reliability predictions are to be made. 

5. Every failure has the same chance of being encountered 
within a severity class as any other failure in that class. 

6. The failures, when the faults are detected, are independent. 
 
If failure data collected fulfills the assumptions of a SRGM, then 
that SRGM is a candidate for use in the project. If an assumption 
is violated, it gets complicated. Some assumptions can be violated 
without consequences, like for instance the last assumption of 
independent failures, which is an assumption often violated 
because the nature of software is that failures often occur together 
and thus are dependent. Violating the third assumption is very 
common, but only affects the result if another test runs into the 
same failure before it has been corrected (Wood, 1997). The 
Jelinski-Moranda model is a specific model, but it serves as a 
good example of the structure of an SRGM. There are a few 
SRGMs, which, unlike the Jelinski-Moranda model, assume the 
software to have an infinite number of failures. This is the group 
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of models furthest from the Jelinski-Moranda model, so therefore 
an overview of such a model is also given (Lyu, 1995).  
 
This second SRGM is called Duane’s model. The model assumes 
the number of failures to be infinite, and it is built on an assumed 
Non-homogeneous Poisson Process (NHPP) distribution (Lyu, 
1995). The assumptions of the model differ from the Jelinski-
Moranda assumptions in that the cumulative number of failures 
follows a different distribution. Duane’s model can also take 
either time between failures as input, or the times when the 
failures occurred (Lyu, 1995). An example output from Duane’s 
model can be seen in Figure 6. The assumption of an infinite 
amount of failures is quite visible in how the curve in the Duane’s 
model in Figure 6 does not flatten out like the Jelinski-Moranda 
model in Figure 5, but rather shows a steady increase in number 
of failures found as time passes. Figure 6 was adapted from 
(Tausworthe and Lyu, 1996) to give an example of an infinite 
SRGM curve.  
 

 
Figure 6. Example output of the Duane’s model. 

Architecture-based reliability assessment approaches 
The architecture-based reliability assessment methods are in some 
sense as old as the SRGMs because the first method was proposed 
in 1975 (Littlewood, 1975). The reason they are sometimes 
thought of as newer than the SRGMs is because the interest for 
them has increased in recent years, thus several of them are quite 
new (Gokhale and Lyu, 2005). The architecture-based approaches 
estimate the reliability of parts of a software system, usually 
referred to as components. The estimation of reliability of a 
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component can be done in two different ways (Gokhale and Lyu, 
2005)(Yacoub et al., 2004):  
 

1. By looking at the reliability of the paths executed.  
2. By assigning probabilities to the states of a component.  

 
The path-based approaches usually model an architecture as a 
Markov chain, or a semi-Markov Process (Yacoub et al., 2004). A 
Markov chain is in essence a control flow graph, with nodes and 
edges. The only difference is that the graph is used to depict 
transition probabilities between software system states. The 
transition probabilities are in turn based on the “Markov 
property”, meaning only the current node influences the transition 
to the next node (Whittaker and Poore, 1993). The state-based 
approaches usually build on execution scenarios (Yacoub et al., 
2004).  
 
In this section, both a path-based and a state-based approach are 
described in detail.  
 
The path-based approach chosen for a more detailed description is 
called a scenario-based reliability approach (Yacoub et al., 2004). 
It is common practice to depict a software system as a graph with 
nodes and edges, where the nodes represent software states and 
edges represent the transition from one state to another. A graph 
of this type is usually referred to as a control flow graph. In the 
scenario-based reliability assessment approach, the control flow 
graph is modified, so the nodes represent components, and the 
edges represent transitions from one component to another. The 
modified graph is called a component dependency graph (CDG) 
(Yacoub et al., 2004). The nodes in a CDG have an associated 
probability of failure-free execution and an average execution 
time, while the edges have associated transition probabilities 
(Yacoub et al., 2004). Each edge has two different transition 
probabilities: One for the probability of information from the 
previous component being passed to the next component in a 
correct manner, and a second for the probability of the next node 
being executed given the previous is being executed (Yacoub et 
al., 2004).  
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The scenario-based reliability estimation is done in three steps 
(Yacoub et al., 2004):  
 

1. First, the probabilities of all the nodes and edges of the 
CDG are estimated.  

2. Second, the CDG is constructed.  
3. Third and last, an algorithm for analyzing reliability and 

sensitivity of the CDG is applied. 
 
An example of a CDG can be seen in Figure 7. The software in 
the example is a simplified ATM, where the nodes represent 
modules in the software, unlike in a control flow graph where the 
nodes usually represent software states. The edges in the example 
represent transitions from code in one module to code in another 
module, as the program is executed. The estimation of the 
reliability for each component in step three is in essence a walk-
through of the CDG, multiplying the probabilities to get the 
probability of entire paths. The scenarios and accompanying 
execution paths and times are assumed to already exist (Yacoub et 
al., 2004). This method can therefore only be applied to software 
systems where the components already exist. However, similar 
approaches are used in the design phase of software, in order to 
assign reliability to components, making it possible to estimate 
reliability (Lyu, 1995).  
 

 
Figure 7. An example CDG for an ATM software system. 
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Reliability estimation using Markov chains builds on assigning 
probabilities to states, and state transitions. A Markov chain looks 
like a control flow graph, with nodes and edges just like in the 
CDG. Except instead of the nodes being components the nodes 
represent software system states. Letting nodes represent states 
means that even large software systems can be modeled—even 
large software systems usually do not have more than 1000 states 
(Prowell and Poore, 2004). An example of a Markov Chain can be 
seen in Figure 8. The example in Figure 8 shows the states of a 
client side ATM, where each node represents a state of the 
software system. The numbers beside each edge is the transitional 
probability of one state leading to another state. If the transitional 
probability is 1, this means that the code used by the software 
system to move from one state to the next has no probability of 
failure.  One example of the use of Markov chains in reliability 
estimation was presented in 2004 (Le Guen et al., 2004). The 
probabilities of transitions between states are calculated using a 
Discrete Time Markov Chain (DTMC). The probabilities of 
failure are calculated based on output from testing different 
scenarios (Le Guen et al., 2004). The problem with using this 
kind of approach is that a successfully executed scenario during 
test is given a reliability of one, meaning the scenario has a 
reliability of 100%, which is usually not the true reliability value 
(Le Guen et al., 2004). The approach also does not state how 
many scenarios were executed, and the reliability level calculated 
is dependent on the scenarios used (Le Guen et al., 2004).  

Summary of failure estimation models 
Software reliability can be estimated after a project using only 
software reliability growth models, but with the addition of an 
operational profile, the reliability can be estimated during 
software system testing. The architectural-based approaches can 
be used to estimate reliability before the software system is 
integrated from components. 
 
The focus of this section has been failure estimation models and 
methods. In the next sections we move away from the background 
of methods and models, and focus more on the content of this 
thesis. In the first of these sections, the value of this licentiate 
thesis is discussed. 
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Figure 8. An example of a Markov chain for a simplified ATM. 

1.4. The value of the thesis research 
The models and methods of fault and failure prediction and 
estimation presented in this thesis are important new contributions 
for a number of reasons.  
 
First of all, each model in itself makes its unique contribution. 
The model in Chapter 2 is applicable from the planning phase of a 
software project and through the entire project, which is unusual 
for a failure prediction model. The goal of the models in Chapters 
3 and 4 is to be able to sample either a single module or a few 
modules for faults or failures, and through using clustering and 
weights, generalize the faults and failures to the entire software 
system from the sampled modules. The method in Chapter 5 
allows for the use of results from parallel testing together with a 
statistical estimation model from a related area.  
 
The models and methods of this thesis share common valuable 
traits. They are all easily applicable in industry. All of the models 
created are cost effective to implement, which is shown in 
Chapters 2 and 5. The models in Chapters 2 and 5 both allow for 
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very early failure predictions and estimations compared to other 
failure prediction models, such as the SRGMs. Those two models 
were created for iterative use during the same projects, in order to 
improve the predictions and estimates. A more detailed 
description of the contributions can be seen in the next section.  

1.5. Contribution and outline 
This licentiate thesis aims to be a first step towards a framework 
for fault and failure estimation and prediction. There are a great 
many models and methods for predicting faults and failures in 
software, but there are no frameworks for gathering and 
classifying both fault and failure estimation and prediction 
approaches. A framework would allow for continuous 
improvement of predictions and estimates throughout a software 
project, making the most of new information as it becomes 
available, and makes it possible to monitor fault introduction and 
removal.  
 
The main research questions of this thesis are: 

How can software faults and failures be predicted or estimated as 
early, as cost effectively and as accurately as possible? 

How can software fault and failure predictions and estimates be 
continuously improved throughout a software project? 

Chapter 2—A simple quantitative failure estimation 
model 
This chapter describes an intuitive way for small or medium sized 
companies to go from subjective estimates, to quantifying what is 
known in order to create a simple failure estimate.   
 
The quantitative failure estimation model works the same way as 
a lot of people think when doing subjective failure estimates. 
First, an attempt is made to estimate the size of the project’s 
critical parts based on the amount of requirements and 
functionality the software is supposed to contain. Once a rough 
sketch of the size of the design and implementation phases is in 
place, people try to recall how large the test phase was in previous 
projects compared to the size of the design and implementation 
phases. When a rough size of the test phase has been inferred 
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though the size of other phases, the size of the test phase is 
assumed to indicate the number of failures the testing will 
uncover. The basis for the assumption is that the longer the time a 
project spends on testing, the more tests are done, thus the number 
of failures found increases.  
 
Research question for Chapter 2:  

Can project phase size ratios be used to predict software system 
failures? 

Chapter 3—A failure generalization method 
This chapter presents a way of generalizing the knowledge of 
fault contents in a few classes of code to create a software system 
wide estimate of the number of faults.  
 
The method for generalizing faults is built on one main 
assumption: Classes, which are grouped together on basis of 
failure correlating code metrics through the use of clustering, are 
likely to have the same level of fault content. The method consists 
of the following steps:  
 

• First collecting static code measurements.  
• Checking their correlations with the number of failures in 

the software.  
• Clustering the modules based on the highest failure 

correlating measurements. 
• Selecting the median module in each cluster. 
• Sampling or checking the selected modules failure 

contents. 
• Giving all modules in the sampled module’s cluster the 

same failure content as the sampled module. 
 
Research question for Chapter 3:  

Can software system fault content of all software modules be 
inferred from a few sampled modules? 

Chapter 4—An improved failure generalization method 
In this chapter the failure generalization method of Chapter 3 is 
improved through the use of weights and distances to cluster 
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centers. The approach is initially the same as the one in the first 
failure generalization model, i.e.: 
 

• First collecting static code measurements.  
• Checking their correlations with the number of failures in 

the software.  
• Clustering the modules based on the highest failure 

correlating measurements. 
 
However, after those three steps the approach is changed. The 
reason for changing the approach presented in Chapter 3 for the 
approach in Chapter 4 is because the Chapter 3 approach was not 
able to accurately predict the number of faults in the software.  
 
The steps that differ Chapter 4 from Chapter 3 are used to select 
each clusters median module, sample the selected modules and 
generalize its fault content level to all modules within the same 
cluster. In this improved failure generalization method, the 
percentages of faulty modules per cluster are used together with 
the clusters’ failure risk level, are used to predict the number of 
failures likely to be found by the end user of the software. 
Locating each faulty module within each cluster is also attempted. 
 
Research question for Chapter 4:  

Can failures be generalized from one part of a software system to 
other parts of the software using fault-correlation metrics? 

Chapter 5—Capture-recapture on unit testing: A case 
study 
This chapter presents a method for sampling the failure content of 
a code module through unit testing, and then estimating how 
many failures are left to provoke using an estimation model called 
capture-recapture. In other words, this is an attempt to predict the 
total number of failures, which can be provoked from a single 
module. The study’s main steps consist of selecting a group of 
developers, whose skills are fairly representative at the company, 
having the developers unit test a module in parallel, and using the 
failures found as input to a set of capture-recapture models. The 
tests are done in an unguided fashion, in order not to steer the 
search of failures and thus influencing the result. The overlap in 
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failures found, and the total number of failures found, serve as 
input to the capture-recapture estimation model.   
 
Research question for Chapter 5:  

Can unit testing be used in failure sampling for estimation 
purposes? 

Chapter 6—Towards a framework for fault and failure 
prediction and estimation 
This chapter describes how to move from a set of fault and failure 
estimation and prediction methods, to create a framework for 
continuous improvement of estimates throughout a software 
development project. The framework suggested is based on 
predicting and estimating both faults and failures throughout 
software projects. The reason for predicting and estimating both 
faults and failures is that there are times during a project when 
failures cannot be predicted or estimated. During these points of 
the software project, it is often possible to use methods for 
predicting or estimating faults, which in turn can indicate the 
number of failures at later stages. The continuous improvement of 
predictions is important because it allows the incorporation of 
new information as it becomes available, thus increasing the 
accuracy of the estimates and predictions. Following the estimates 
and predictions throughout a project improves the view of when 
and why the fault level increases and decreases. In Figure 9 an 
overview is given of how the methods and models presented in 
this thesis, could be included in a framework for fault and failure 
prediction and estimation. The Q-I model is the model presented 
in Chapter 2, The CRC method is the one presented in Chapter 5. 
The fault generalization method is presented in Chapter 3, and the 
failure generalization method is presented in Chapter 4. 
 
Research question for Chapter 6: 

Is it possible to create a unifying framework for both fault and 
failure estimation and prediction method and models? 

How could a framework for fault and failure estimation and 
prediction methods and models be created? 
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Figure 9. An overview of how the methods and models of this 
thesis fit into the framework presented in Chapter 6. 

 

This section has described the contributions of each of the 
chapters of this thesis, and their respective research questions. 
The next section is a list of publications this thesis is built on. 

1.6. Publication list 
This thesis is based on a set of research papers.  The thesis and its 
chapters are built on papers as follows: 
 
Chapter 2 
"A simple quantitative failure prediction model", H. Scott, 
Proceedings of the Seventh Conference on Software Engineering 
Research and Practice in Sweden, 2007. 
 
Chapter 3 
"Generalizing fault contents from a few classes", H. Scott and P. 
Johnson, Proceedings of the First International Symposium on 
Empirical Software Engineering and Measurement, pp. 205-214, 
2007. 
 
Chapter 4 
"A software failure generalization method using clustering and 
weights", H. Scott and R. Torkar, not yet published. 
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Chapter 5 
"Capture-recapture in software unit testing—a case study", H. 
Scott and C. Wohlin, Proceedings of the Second International 
Symposium on Empirical Software Engineering and 
Measurement, 2008. 
 
Chapter 6 was written especially for this thesis. 
 
This section has focused on the research contributions, the next 
section provides an overview of analytical research 
methodologies, and which methods were used for the studies 
included in this thesis. 

1.7. Research Methodologies 
Research methodologies provide templates for researchers on how 
to avoid bias and subjectiveness in research investigations. In this 
section a set of major methodologies available for analytical 
research are presented, followed by an analysis of how they relate 
to the chapters of this thesis. 
 
Research designs are different ways to establish that the desired 
phenomenon is observed and manipulated (Robson, 2002). The 
goal is to be able to, with as much certainty as possible, separate 
the effects of the treatment or treatments from other influences. 
Influences can consist of anything from an uneven mix of people 
to people not working as well when hungry. A research study 
design can be either fixed or flexible. A fixed design is decided 
before the study begins, while the flexible design allow changes 
to the design during the investigation (Robson, 2002). There is 
also a trend in fixed designs to lean more on quantitative data 
while in flexible designs the use of qualitative data is generally 
much more accepted (Robson, 2002). 

Fixed designs 
Fixed designs are the pillars of quantitative research, where the 
research knowledge is gained through a cause, being the 
treatment, and the effect, meaning the outcome of the treatment 
(Creswell, 2003). There are four basic types of fixed designs: the 
true experiment, quasi-experiment, single-case and non-
experimental designs.   
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True experiment designs 
In the true experiment investigation, a treatment can be compared 
to a control group, or to another treatment group. What makes an 
investigation a pure experiment is the random assignment of 
subjects to the different experiment groups (Robson, 2002). The 
true experiment is the design, which allows the clearest way to 
separate the effect of a treatment from other treatments or from 
the absence of treatment (Robson, 2002). The experiment is 
however not always applicable—anything from process 
dependencies to ethical considerations may prevent the use of a 
pure experiment design.  

Quasiexperiment designs 
A quasi-experiment can consist of one or several groups, where 
people are assigned to different groups based on some non-
random criteria. Single group designs should generally be avoided 
because it complicates the separation of the effect of a treatment 
from the group’s normal responses (Robson, 2002). 

Singlecase designs 
The single case designs are repeated or continuous studies of an 
individual, process, group or organization. The design consists of 
observing the case before and after or during the treatment, in 
order to see the effects of the treatment (Robson, 2002). 

Nonexperimental fixed designs 
Non-experimental fixed designs are just like experimental designs 
but without actively changing a certain aspect through applying a 
treatment (Robson, 2002). The three main approaches among 
non-experimental fixed designs are: relational, comparative and 
longitudinal designs. In a relational design the differences 
between at least two datasets or groups are investigated, usually 
using statistical tests. The comparative design is when the 
differences between groups are investigated. The longitudinal 
study consists of continuously measuring one aspect over a long 
period of time in order to find trends (Robson, 2002).  

Flexible designs 
Flexible designs usually coincide with the notion of qualitative 
research, where the theory is being constructed from a perception 
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of individuals or groups (Creswell, 2003). Qualitative research is 
therefore usually more exploratory than quantitative research. 
There are three main categories of flexible designs: Case study, 
ethnographic studies and grounded theory studies.  

Rigorous case studies 
In a rigorous case study the focus is a single case, just like in 
single-case designs. A case study includes a study of the case in 
context, and data is often collected in many different ways. The 
data is most often qualitative (Robson, 2002). The biggest 
problem with the rigorous case study is that it is inseparable from 
its context in many ways, making the results of a case study hard 
to generalize.  

Ethnographic studies 
Ethnographic studies are made to study people in their specific 
context. A study of this kind consists of long-term observation, so 
the biggest problem of ethnographic studies is to show that the 
observation can be objective enough (Robson, 2002). The 
strength of the method is that it usually has an intuitive natural 
language analysis that is easily explained even to non-researchers.  

Grounded theory research 
In grounded theory the focus of the study is the evolution of a 
theory, which explains what is being observed. Data is collected 
continuously, and the subjects for the study are chosen based on 
the specific purpose to help formulate a theory, either through 
their behavior or whatever aspect of them is being studied 
(Robson, 2002). The biggest problem in using the grounded 
theory approach is that the choice of subjects cannot be made, 
thus the investigation cannot be started, without the researcher 
having a theory. The creation of a theory can mean the researcher 
is invested in the preconceived notion the theory represents 
(Robson, 2002). 

Research study designs of this thesis 
In this thesis a mix of research methods have been used. An 
overview of the methodologies used can be seen in Table 3. In the 
first quantitative fault estimation model, which can be seen in 
Chapter 2, the approach was a straightforward, single-case design. 
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The data used in this first study is of quantitative type. The studies 
in Chapters 3 and 4 respectively, are relational designs. The 
designs are similar, and both lean on the use of quantitative data. 
The capture-recapture study presented in Chapter 5 is a mix of 
quasi-pre-experiment and case study. In Chapter 5 both 
quantitative and qualitative data was collected. The design was 
created in such a way that it was able to change during execution 
if necessary. The study in Chapter 5 was the last study conceived, 
so the research approaches of this thesis move from strictly 
quantitative and fixed designs to the inclusion of some notions of 
flexible design and a realization that qualitative data allows a 
deeper evaluation of the results.  
 

Table 3. Overview of this thesis’ methodologies and contexts. 
Chapter Methodology Context 

2 Case study Software company 
3 Relational design Open source project 
4 Relational design Open source project 
5 Case study Software company 
6 Longitudinal study Software company 

Validity issues 
Validity issues include anything that could possibly influence the 
results of a study, make it hard to separate the results from other 
influencing factors, or in other ways cause the researchers to draw 
the wrong conclusions from a study (Creswell, 2003). In fixed 
designs, the main validity issue areas are: Internal validity, 
external validity and construct validity (Robson, 2002). In flexible 
designs the validity issues are different from fixed designs. The 
validity issues in qualitative research and flexible designs are 
connected to data validity, interpretation and alternative 
explanations (Robson, 2002). 

Validity in fixed and quantitative research designs 
In fixed designs and quantitative research the validity issues are 
focused on the connection between the treatment and the result, 
and the usefulness of the results. 
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Internal validity is the proven connection between the applied 
changes and the actual outcome of a study (Robson, 2002). 
Anything other than the desired effect of the treatment influencing 
a research study’s result is a threat to internal validity (Creswell, 
2003). 
 
External validity concerns the applicability of the result of a study 
(Creswell, 2003)(Robson, 2002). Anything limiting the 
applicability of the result to other settings can be seen as threats to 
external validity (Creswell, 2003). 
 
Construct validity is achieved through defining the treatment and 
measurements in such a way that the study can be repeated 
(Creswell, 2003).  

Validity in flexible and qualitative research designs 
Flexible and qualitative research design validity issues are mostly 
concerned with the researchers (Robson, 2002). Flexible designs 
rely a lot on the objectivity of the researcher and the accuracy of 
the data (Huberman and Miles, 2002).  
 
Description validity refers to the data validity. The data needs to 
be complete and accurate in order to form a good basis for 
interpretation validity (Huberman and Miles, 2002)(Robson, 
2002). 
 
Interpretation validity issues occur when the researcher or 
someone else tries to impose meaning on what is being observed 
in the study. To retain interpretation validity it is important to be 
open to changes and recognizing them as the study progresses 
(Robson, 2002). 
 
Theory validity is when several explanations are identified for 
what is observed (Robson, 2002).  
 
This concludes the overview of the research methodologies. In the 
next section validity issues of the research presented in this 
licentiate thesis are discussed. 
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Validity and context of the chapters in this thesis 
The chapters in this thesis all face their own set of validity 
problems. One validity issue that all the studies in this thesis face 
is external validity limitations. The study in Chapter 2 was 
applied in a specific development environment at a particular 
software company, which might limit the use of the results. The 
company specializes on mass-market products written in a variant 
of the C++ programming language. The model presented in 
Chapter 2 is therefore also connected to a certain development 
model. The organization where the study was applied was of 
medium size, which could also be seen as a factor influencing 
external validity. 
 
The method in Chapter 3 was tried on data from an open source 
software project, where the software is of medium size but there 
were only five developers involved in the creation of it. The 
software was written in the Java programming language. There is 
no joint organization for these five developers and no particular 
development model so perhaps the results would have been 
different in another development setting. However, in software 
companies it is not unusual to divide a project into small 
development teams. There are also occurrences of software 
companies working without a development model, so the impact 
of this may or may not affect the ability to draw conclusions from 
the study.  
 
The method in Chapter 4 is an extension of the study in Chapter 
3. The study was applied in a similar environment as the one in 
the third chapter—few developers, medium to large sized 
software. The software was however written in C++ unlike in 
Chapter 3 where Java was the main programming language. The 
project is a controlled open source project, meaning it is led by a 
small group of people deciding who may and may not contribute 
to the project. Most of the developers actually work for an open 
source software company, so there is an organization provided for 
the development.  
 
The approach for combining unit testing and capture-recapture 
estimation presented in Chapter 5 was tried at a software 
company. Again, the company focuses on mass-market products, 
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is of medium size and has software written in a language similar 
to the C++ programming language. In this study four developers 
were used for the parallel unit testing, and may limit the results to 
developers in similar environments with similar skill levels.  
 
For more details on validity problems of the different chapters of 
this thesis you are referred to the chapters of interest. 

1.8. Conclusions 
There are plenty of failure estimation methods available towards 
the end of software projects, particularly during the testing phase 
of a software project. There are also numerous fault prediction 
and estimation methods available up until the testing phase of a 
software project begins. Both software fault and failure 
predictions and estimations are often used in software 
development today, but the potential of these methods are not 
fulfilled. The projects use the methods to guide resource needs 
and provide a view of the quality level towards the end of a 
software project. Fault and failure prediction and estimation 
methods are good if they have an accuracy of ± 20%, which is not 
nearly good enough when thousands of man hours are at stake if 
predicting for example a verification budget. Another problem is 
that the estimation and prediction method results provide 
information about faults and failures after they have already been 
introduced into the software artifacts. The estimations and 
predictions thus have no part in lowering the amount of faults and 
failures being introduced into the software.  
 
The number of faults in software can be decreased either through 
verification tasks, or through changing the ways the software is 
built. Software companies today spend around 50% of project 
budgets on finding and removing faults from the software during 
the testing phases (Myers, 2004). Changing the development 
process is an option in preventing the introduction of faults. 
Unfortunately software process improvement efforts fail about 
70% of the time (Ngwenyama and Nielsen, 2003). The question is 
therefore how to change the processes in order to get a fault 
reduction and not an increase of faults. In order to know whether 
the change causes an increase or decrease of faults, the fault and 
failure levels need to be followed throughout software projects, 
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before, during and after the processes are changed. The four 
methods presented in Chapters 2, 3, 4 and 5,  can together provide 
a way of achieving this, but the accuracy of these methods need 
further investigation, and so does the accuracy of a lot of methods 
available for fault and failure prediction and estimation today.  
 
A framework for fault and failure prediction and estimation such 
as suggested in Chapter 6 of this thesis could resolve the problem 
of method inaccuracy through the use of triangulation. It would 
allow for continuous improvement of predictions and estimates. 
The framework would also provide a way to follow the fault and 
failure levels in the software throughout a software project. 

1.9. Future research 
The research of this thesis can be continued from Chapter 6. The 
design presented in Chapter 6 can be made more detailed through 
a systematic review of existing fault and failure prediction and 
estimation models, and placing all existing models into the 
framework. Creating a complete framework would point out 
which metrics have not yet been used for the purpose of fault or 
failure prediction or estimation, allowing researchers to continue 
research on those metrics. It would also allow the researchers to 
see where metrics are available, and where no fault or failure 
prediction or estimation methods have been created. The 
framework should be evaluated for accuracy in different software 
companies. The framework can be used as a tool for choosing 
suitable methods and models for specific development contexts. 
Continuously improving estimates and predictions in different 
environments is central in the research of the framework. 
 
Once the framework has been evaluated and tested, the next step 
is to evaluate the ability to use the framework in order to monitor 
software fault introduction and removal processes throughout 
projects.  
 
This chapter has presented an introduction and background for the 
research included in this thesis. The following chapters provide a 
detailed view of the research studies included in this licentiate 
thesis. 
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2. A simple quantitative failure prediction 
model 

In the negotiations with industry partners regarding the topic, and 
during the first few months getting to know the partner company, 
it was discovered that the people who made the subjective 
estimates at the company, were using their knowledge on how 
different phases of projects relate to each other in order to predict 
the number of failures. There were indications that the subjective 
predictions were influenced more by projects in the near past, 
than older projects. To provide expert estimators with quantitative 
data as support for their memories of past projects, quantitative 
model of project phase relationships was constructed. The 
disadvantage of this quantitative model, just as in many others, is 
that it is sensitive to change, because of its dependence on a case 
base.  

2.1. Introduction 
Failure prediction today is usually done by using reliability 
growth modeling, i.e. the failures themselves are not predicted so 
much as the rate of decrease among failures. The reliability 
growth model creates predictions during testing, which means that 
the use of the predictions is limited to the test phase. Some 
companies use fault prediction to predict the number of failures. 
The problem with making failure predictions using faults is that 
very little is known about the fault-failure correlation.  
 
Another problem with reliability predictions is that they cannot be 
used early in a project, because there is no failure data to build on. 
The test budget is set at the beginning of a project, and the test 
budget is directly dependent on how many failures are found in 
testing. In order to set a test budget, there is a need for failure 
predictions at the beginning of a project.  
 
In this chapter, we present a model for predicting the number of 
failures expected to be found in the software during software 
system test. The model is called Q-I, and it allows the first 
predictions of failures to be done before there even is code. The 
model is of a quantitative nature, and is built on how the number 
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of failures relate to the time spent introducing and uncovering the 
faults causing them. The Q-I model aims at helping people predict 
the future by remembering the past but without loosing focus on 
the current project’s specific type and circumstances. 
 
The model is a first attempt at creating as objective project size 
ratios as possible of the current project, based on previous 
projects using project similarity, and the first rough estimates 
made in planning. The model is to be used as decision support for 
people who estimate in the planning phase, and can be used again 
and again throughout the project as follow up. 
 
The quantitative failure estimation model is based on percentage 
divisions between the efforts spent in previous project on the 
phases of: Planning, design, implementation and test. Together 
with the number of failures found in old projects, these percentage 
divisions create a structure for estimating either project phase 
efforts, or the number of failures that can be found in software 
system test. Before presenting the model, some of the research in 
effort, fault and failure estimation is presented in the related 
works section. After that the model is presented, followed by an 
industrial case study of its use, where a customization method for 
the model is exemplified. The chapter is concluded by a short 
discussion of the case study results and some conclusions that can 
be drawn from it. 

2.2.  Related work 
This section contains research contributions, which relates to 
methods for estimation of failures and effort. The largest two 
parts of this section covers the “Case Based Reasoning” 
techniques and different ways to perform failure estimations. Case 
Based Reasoning is a method used to establish similarities 
between cases, and failure estimation models can work as a 
complement to the quantitative failure estimation model presented 
in this chapter.  

Effort estimation methods 
The quantitative model presented in this chapter produces two 
kinds of output: failure estimates and effort estimates. There has 
been a lot of research done in the field of effort estimation, and 
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the methods researched can be divided into algorithmic 
approaches, such as COCOMO, and non-algorithmic approaches, 
such as Background Propagation or Case Based Reasoning (CBR) 
(Briand and Wioczorek, 2002)(Gray et al., 1999). Algorithmic 
approaches encompass such methods as linear regression, 
stepwise regression etc., and the non-algorithmic approaches are 
mainly divided into machine learning methods, and analogy 
comparison methods. There is no clear line dividing machine 
learning from analogy comparison since analogy comparison can 
be used with or without tools, where the tools could be of CBR 
type, and since analogy comparison itself is sort of the generic 
parent method of case based reasoning type (Gray et al., 1999). 
The analogy comparison approach is a generic method for 
comparing the characteristics of an item, against the 
characteristics of items in a set, to find as close a match as 
possible. First, CBR is a method primarily used in machine 
learning, but the method itself is a specific way to use analogy 
comparison. Second, CBR is a method of comparing new 
problems with old problems, in order to reuse the solutions to old 
problems, especially where the factors influencing the solution are 
obscured or in other ways unknown (Jeffery et al., 2003). Finally, 
CBR is in other words simply an analogy comparison method 
used for problem solving. The analogy approach is often used in 
software engineering to find similarities between projects for the 
purpose of estimation, where the approach can be divided into 
three steps (Gray et al., 1999):  
 

1. Defining what characteristics can be used to compare 
projects. 

2. Defining what constitutes similarity between two projects, 
and with what confidence it can be called a similarity. 

3. Defining how to use the known values of the old project 
found to be similar, to help the estimations for the new 
project. 

Analogy comparisons between projects for the purpose of 
estimation are generally very computationally heavy since the 
datasets used are large (Walkerden and Jeffery, 1999), and 
therefore the analogy comparison can be greatly eased by the use 
of an analogy comparison tool like ANGEL (Gray et al., 1999) or 
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ESTOR (Walkerden and Jeffery, 1999). The performance of 
analogy comparisons using the ANGEL tool, measured in the 
Mean Magnitude of Error (MMRE) unit, ranges from 37 to 78 
percent so it performs better, or at least with less varying results, 
than some algorithmic approaches like stepwise regression that 
ranges from 45 to 252 percent (MMRE) on the same datasets 
(Walkerden and Jeffery, 1999). 
 
The Q-I model does not use an analogy comparison tool because 
such tools require a large case base which is one of the problems 
with large quantitative models that the Q-I model is trying to 
solve; allowing companies which lack large case bases to still be 
able to use their historical project measurements to help in failure 
estimations. The quantitative model does however use the analogy 
comparison technique, but without the tool support. 

Failure prediction methods 
The quantitative failure estimation model presented in this chapter 
does not calculate an estimation of total number of failures for a 
software system, but the amount of failures testers can expect to 
find in a software system, using stable processes. The discrepancy 
between all possible failures for a software system and the found 
failures is not addressed in this chapter. The reason for including 
a section of failure prediction methods is to see what factors 
quantitative failure estimation models usually base their 
predictions on. 
 
The first and most commonly known way of estimating the 
amount of failures is to use software reliability growth models 
(SRGMs), and see where the cumulative failure curve seems to 
flatten out. SRGMs use failure data, mainly time of occurrence 
(i.e. time between failures) and amount of failures (i.e. amount of 
failures up to time x), together with statistical methods for failure 
distributions (Lyu, 1995). Two of the predecessors and most 
basic, commonly known models for software reliability growth, is 
the Jelinski-Moranda model, which is based on a simple binomial 
distribution, and the Goel-Okumoto model, which is based on a 
Non-Homogeneous Poisson Process distribution. The number of 
SRGMs has grown a lot since the 70’s, and now encompasses 
over 50 different models, and SRGMs can now be seen in 
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statistical tools like Weibull++ (Weibull, 2006), RGA software 
(Reliasoft, 2006), Relex reliability prediction (Relex, 2006), 
SMERFS (Farr, 1982), CASRE (Musa, 2004-2) and so forth, 
making it easy to draw the conclusion that using failure data to 
predict number of failures that occur in software execution has 
had some success.  
 
A more recent method of predicting software failures is to use 
what is called a Markov Bayesian network model (Bai et al., 
2005). A widely used way to depict a software systemis to use 
graph models where the software states are depicted as nodes, and 
the changes in states are depicted by edges. The Markov Bayesian 
network model actually consists of two combined models that use 
the edges and graph depiction of software states and state 
changes, to model the probabilities of each software state in order 
to get a holistic view of the probability of failures occurring 
software system wide (Durand and Gaudoin, 2005). The two 
models combined in the Markov Bayesian network model are 
called Markov chains and Bayesian networks. The special trait of 
the Markov chain method is that it does not take the probabilities 
of any other states than the current one into consideration, and the 
Bayesian network method is characterized by considering 
software state dependencies (Durand and Gaudoin, 2005). 

2.3.  Method 
In this section, the Q-I model’s design is presented. The model is 
a loose structure of ratios between project phases, where all 
measurements use the person hour measurement. The model was 
based on the mathematical rule of division and reformulation of 
division. In the formula below, you can see a division and the 
inverse of the same division.  
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Method overview 
The basic idea is to get ratios from an old, similar project and by 
multiplying them with one or more estimates of phase effort, get a 
rough estimate of subsequent phase efforts and the number of 
failures the software system test phase was likely to encounter 
using the “company standard” test process. The use of the method 
requires preparation, initialization and follow-up, and was divided 
into six major steps: 
 

1. The classification of old projects into project types. 
2. The selection of a set of projects of matching project type. 
3. The subsequent selecting of a specific historical project. 
4. The gathering of available measurements from the 

selected historical project. 
5. Initializing the model structure using measurements from 

the selected historical project.  
6. Give the model a phase effort input, and calculate the 

failure estimates. 

Step 1: Classify old projects into project types 
To simplify the decision of from what historical project the 
constant values for the model should be gathered, the historical 
projects were first classified according to project type and project 
size. The project types were company specific, and consisted of a 
set of project types that represented the main development project 
types at the company. The division of finished projects into 
project types, and what those types are, is up to the quality 
managers at the company. The division is subjective, thus the 
factors to consider may vary. A lot of companies only have small 
case bases, i.e. sets of historical projects, so it was important that 
the classification should be general enough to allow similarities 
between projects to be found, because a too narrow classification 
scheme may result in no project similarities being established. For 
larger companies, a good example of a classification scheme for 
project type could be: “new development project”, “subsequent 
release project” and “maintenance project”. If the company is 
constantly focusing their efforts on the same type of projects in 
the same problem domain, it is possible that the classification is 
unnecessary. The important thing is that the company uses a 
project classification that is representative for their development.  
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Step 2: Select a set of projects of matching project type 
Once the classification was made, the new project type was 
decided, and the entire set of old projects of the same project type 
was selected. 

Step 3:  Choose the historical project with the size closest to the 
new project 
The size classification chosen is not discrete but continuous, 
meaning that the project closest in size is chosen, no matter how 
far from target it is, which is an especially good method when 
working with a very small case base, because it always results in, 
at least, one project being selected. It is well known that, as the 
size of a software system grows, the more failures it is likely to 
exhibit in execution. The number of hours spent on the project is 
closely related to the number of lines of code in it, because in the 
generic case, more lines of code means more functionality, which 
in turn means a longer requirements extraction, analysis and 
design phases. It is important to keep in mind, that complexity of 
the software also plays a great part in determining the size of a 
software project, which is what we are trying to pinpoint by 
letting company representatives classify both the old projects, and 
the project to estimate. 

Step 4: Get available measurements from the historical project 
When the project has been selected the measurements collected 
from it needs to be inserted into the structure of the Q-I model. 
Preferably the measurements should not have to be collected but 
should be chosen so the readily available measurements can be 
used. The one measurement that has to be present is number of 
failures found in the software during test. The rest of the 
measurements should ideally encompass the effort measurement 
of all development phases, as well as from all separate test 
activities, which would include: Effort of planning phase, effort of 
design phase, effort of implementation phase, effort of unit test 
phase, effort of integration test phase, and effort of software 
system test phase. It is also possible to add failure correction time 
in person hours as a phase even if it is spread out over the test 
phases.  
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These measurements are then used to construct ratios: 
 

• Hours of design per hour of planning. 
• Hours of implementation per hour of design. 
• Hours of unit test per hour of implementation. 
• Hours of integrations test per hour of unit test. 
• Hours of software system test per hour of integration test. 
• Failures found per hour of software system test. 

 
In Figure 10 below, the model structure, the ratios are used in, can 
be seen. 

 
Figure 10. The Q-I model in full. 

 

However, the model can work with as few as two effort 
measurements together with the number of failures. It is important 
to keep in mind, that even though it is possible in reality to 
calculate a failure estimate based only on one effort measurement 
and number of failures, this option is not included in the model 
paths shown in Figure 10, because unfortunately the phases 
preceding the test activities have a weaker connection to the 
number of defects than the test activities. The recommendation is 
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that at least one of the two effort measurements be of test activity 
type in order not to loose too much precision in the estimate, but 
at the same time allowing the need of as early failure estimate as 
possible to determine the other effort measurement type. The 
measurement used for any effort should be person hours, since it 
is the only measurement all phases have in common. 
 
Step 5: Initializing the model structure using measurements from 
the selected historical project  
Some companies do not have all measurements seen in Figure 10 
available from all their old projects. The Q-I model was built so it 
can be customized down to a need for only two phase effort 
measurements. The recommendation is that one of the phase 
effort measurements is a test activity effort, because it is more 
tightly coupled with the number of failures than most other effort 
measurements. Using one test effort estimate ensures some 
stability in the outcome of the model, in most cases.  
 
The two effort measurements have to be complemented by the 
number of failures found during software system test, because 
otherwise the model cannot produce failure predictions. A 
reduction down to two effort measurements will result in a less 
reliable prediction than if more phase effort measurements are 
used, and so will the use of effort estimates in phases far apart. In 
Figure 10 the structure of the full-blown model with all phase 
effort measurements is shown. Figure 11 shows an example of a 
maximum reduced model of that in Figure 10. It is important to 
mention that nodes can be removed from a path—it just 
diminishes the reliability of the prediction. The model can also be 
expanded with nodes, if other effort measurements are available.  
 

 
Figure 11. The Q-I model maximum reduced. 
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This means that for the maximum reduced model, the ratios 
“Failure correction/System test” and “No. of Failures/Failure 
correction” needs to be created, thus we need the three 
measurements from the historical project: Person hours spent on 
software system test, person hours spent on failure correction and 
the number of failures reported. 

Step 6: Give  the model a phase  effort  input, and  calculate  the 
failure estimates 
The input to the model is a project phase measured in person 
hours. To ease the understanding of how the model is initiated 
and used, we again turn to the maximum reduced form of the 
model. In Figure 12, all tasks are visualized.  
 
First, the measurements from the historical project are collected, 
then ratios are calculated from the measurements collected from 
the historical project, third and last, the model is combined with 
the input to calculate the estimate for number of failures expected. 

Step 7: Updating the failure estimates 
The Q-I model can be used at several points in time during a 
software development project in order to accommodate new 
information. One example for the model seen in Figures 11 and 
12 is to make a new estimate when software system test is done 
using the actual number of work hours spent on software system 
test. The accuracy of the input does influence the accuracy of the 
output, thus it is important to use what information is available. 

Method validity 
In literature, some Bayesian Belief Network research supports the 
existence of a correlation between test effort, problem complexity 
and faults detected (Fenton and Ohlsson, 2000). One threat to the 
validity of the quantitative model presented in this chapter is that 
the environment and its limitations forced an assumption that the 
project complexity can be represented by the described project 
classification scheme used for the case based project selection 
method.  
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Figure 12. All tasks of model initiation. 

 
There is a risk that the characteristics (project type) are not 
representative when seeking similarities between projects. 
 
Effort estimates and number of failure estimates are intertwined—
it is possible that even the attempt at measuring the test effort and 
number of faults will influence the testing process—this in turn, 
could make the model less accurate since the model attempts to 
estimate faults expected to be found using a specific test effort is 
based on the stability of the test process.  
 
Data aging is always an issue when using historical data to create 
models and it requires that changes made to factors the 
quantitative model is built on—such as development process— 
does not impact the quantitative model too much. A model based 
on historical data is tied to the stability of processes from which 
the data was collected. 
 
The model has no statistical validity with such a small case base. 
In order to have statistical validity there has to be at least eight 
projects to draw any statistically valid conclusions.   

2.4.  Case Study 
In order to make a first evaluation of the quantitative model 
presented in this chapter, a case study of its application at a 
software development company was conducted. This section is 
divided into four sections where the first contains some 
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background information on the environment, the second is a 
description of how the implementation was done and the third 
contains a description of validity issues identified for the case 
study. The result of the case study is presented in the last section. 

Background 
The company participating in the case study had approximately 
150 developers at the start of the study, and the company 
developed mobile platforms and applications. The company 
development processes were fairly stable at the beginning of the 
study, but changes to processes are becoming more common. The 
test process consisted of: Testing of integrated features, regression 
test, software system testing and usage based testing. The project 
selected for the case study evaluation of the quantitative model 
presented in this chapter, is a subproject of a medium-sized 
project, and was mainly selected because of two reasons: 
Primarily because the start of the project was close in time to 
when the model was ready for evaluation, and secondly because it 
was a project which seemed to have a representative mix of new 
development and old code. This was important because it meant it 
was an average company project, thus if it worked in that project, 
it was more likely to work in other projects at the company as 
well. 

Implementation of the model 
The case study was divided into seven steps starting with the 
classification of old projects and how an old project was chosen to 
initialize the quantitative model. Thereafter the model structure 
was modified to fit the measurements available from the historical 
project chosen. Then the initialization of the model was described 
and how the estimation calculation was conducted. The result of 
the case study is presented in a separate section. 

Step 1: Classify old projects into project types 
To decide from what historical project the values for the model 
were to be collected, the three historical projects from which data 
was available were classified into three different project types: 
Platform development, platform functionality changes, and 
platform application development. The classification of the 
projects was mainly done by company management personnel.  
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Step 2: Select a set of projects of matching project type 
The new subproject chosen was found to be of type “platform 
application development” by the company quality manager, so 
therefore the data for the model structure was chosen from the 
only historical project of that type. 

Step  3:  Choose  the  project  with  the  size  closest  to  the  new 
project 
Because the company only had data available from three old 
projects of different project types, there was only one project 
selected when matching project type of the new project and old 
projects—this also meant that the step of size matching could not 
be applied. 

Step 4: Modification of the model structure 
The measurements available at the company are not directly 
represented by any of the paths in Figure 11. The reason was that 
one of the paths needed to be shortened to create a direct 
connection between the measurements the company had 
available. The easiest way to do this was to create a path 
according to the method used to create the paths presented in 
Figure 11. The path was created in the following way: 
 
1. The project phase effort measurements the company had 

available, for the company we studied were: 

a. PreFC, which was what they call everything that precedes 
“functional complete”, so in other words all person hours 
spent up until the start of software system testing. 

b. Software system test, which was the testing of the entire 
software according to the function specifications. 

c. Failure correction, which was not a phase at the company, 
but rather intertwined with software system test. It was 
however possible to use, since the person hours were 
reported to a separate budget for this task. 

d. The number of failures found during software system test 
and user tests. Only failures the customer is likely to 
encounter have been included. 
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2. The measurements were sorted into chronological order, with 
the phase that came first in the project, on top. All those 
measurements were to be the bottom-halves of the ratios. In 
Figure 13 these are: PreFC in the top ratio, software system 
test in the second to top ratio, and failure correction in the 
second to last ratio, and the number of failures is alone at the 
bottom. 

3. Each of the measurements was given a roof in the form of the 
divisive line seen in all ratios in Figure 13.  

4. Then the closest following phase effort measurements 
available were put on top of each of the measurement that had 
a roof. In Figure 13, software system test closest follows the 
PreFC phase, meaning that it forms the top for PreFC. Failure 
correction closest follows software system test, so it forms the 
top for software system test. Number of failures can only be 
extracted correctly at point of delivery, so therefore it forms 
the top for the failure correction measurement.  

 
Figure 13. This case study’s specific model. 

 
The result of the path creation for the case study measurements 
can be seen in Figure 13. 

Step  5:  Insert  the measurements  from  an  old  project  into  the 
model structure 
The historical measurement types which were available from the 
historical project were: 
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• Hours of implementation per hour of software system test. 
• Hours of implementation per hour of software system test 

failure fix. 
• Hours of implementation per failure. 
• Hours of software system test per failure. 
• Hours of software system test fault fix per failure. 

 
The measures taken from the historical project were put into the 
model structure. Once the nodes had been created, each node ratio 
was calculated by dividing the upper measurement with the lower 
measurement.  

Step 6: Calculate the failure estimates 
In order to produce a result from the model, an effort estimate was 
needed. The input effort estimate was a coarse effort estimate for 
the implementation phase of the project, which was produced by 
the project management at the beginning of the planning phase, in 
the same way that they usually do, through subjective estimation. 
This of course gives the result the model produces an element of 
possible inaccuracy that needs to be kept in mind when making 
comparisons of the result to some other estimate or results. 
 
As soon as a rough estimate of the first of the measurements was 
available, in this case the “PreFC” effort estimate, usage of the 
modified path began. This is the formula for how the calculations 
were conducted: 

 

Step 7: Updating the failure estimates 
The estimate the model produced could be updated as soon as 
more information about the values of the measurement types 
became available. This meant that the estimates could be 
recalculated at least when the project phase changed, to give as 
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correct a result as possible. The update was done by replacing 
estimates with actual values when multiplying the ratios.  

Threats to the case study validity 
The largest validity issues of the case study were the classification 
scheme and the length of the path chosen. The classification of 
historical projects at the company could contribute to making 
generalizations harder because there were basically one 
representative historical project for each project type, meaning 
that it was impossible for external people to tell if this means that 
the classification was so hard that it would continue to create 
project type categories for each new historical project which was 
added to the case base or not. In turn, this raises questions on 
whether or not all companies would classify their projects in the 
same manner, thus causing the situation where a historical project 
match cannot be found to initialize the model structure. 
 
The length of the path chosen, pinpoints the weakness of the 
model structure itself, but also raises questions of whether or not 
the results of the case study evaluation can be generalized further 
than to exactly the same modified model structure when in use at 
other companies. 

Case study results 
The result of the model is presented as relative to the deviation of 
old subjective predictions at the company. The comparison was 
made to subjective estimates in two old projects. 
 
The first old project, which we will call project X, was estimated 
without an estimation model, using expert subjective estimates. 
The initial estimate was 88.4% higher than the actual resulting 
number of failures. It is possible that intermediate estimates were 
made in follow up, but they could not be traced in the 
documentation. Project Y, which is the second project, 
underestimated the initial estimate with 87.5%. The estimate for 
number of failures was redone six times before the end of 
implementation, and the estimate became more and more accurate 
compared to the actual number of failure each time, until the last 
estimate, only underestimated by 35.1%. The overestimations and 
underestimations are visualized in Figure 14.  
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Figure 14. The correctness of the estimates. 

 
The estimates in the case study were done only twice—once at 
beginning of the planning phase, and once at the end of 
implementation. We will call the project used in the case study 
project Z. The estimate made during the planning phase, using the 
experts’ subjective estimates of the size of the project until end of 
implementation, underestimated by 70.4%. The estimate at end of 
implementation showed that the project had been expanded. There 
were no data available that could tell us how much of the change 
in time was due to the expansion decision, and how much, if any, 
was due to over- or underestimation by the experts in the planning 
phase. The second estimate, made at the end of the 
implementation phase, now with numbers on the size expansion 
of the project, only underestimated by 24.0%. 

2.5.  Discussion 
The theory of the quantitative model was that it should: i) be 
easier to discuss its results than subjective estimates, ii) be easy to 
adapt to project characteristics, iii) not require large amounts of 
historical projects, and last but not least iv) be easy to learn and 
easy to use. The case study has shown that it was easy to use, but 
perhaps not as easy to understand as hoped for. It was relatively 
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easy to adapt to project characteristics, but choosing the 
characteristics to take into account was a lot harder than expected. 
One of the largest problems with the models has been shown to be 
the input. If the input estimate is inaccurate, the model’s result 
will be inaccurate. The problem of “bad input data, bad output 
data” is however a well known problem, for instance, if a 
reliability growth model is used together with failures who are not 
collected from the type of testing that imitates actual use, the 
reliability prediction will not be correct (Lyu, 1995). 
 
The Q-I model is change sensitive, changes to test techniques is 
what the model is most sensitive to, since testing has the closest 
connection to the ratios containing number of failures. However, 
changes from the level of development process down to the level 
of work environment changes can affect the model, and as of yet, 
little is known about how different changes affect the model. In 
addition one might add that changes to already established test 
techniques is only done carefully and in most cases while running 
the new technique in parallel with the established one. This way 
one will be able to receive data and compare the two test 
techniques for some time and, hence, better face changes to test 
techniques, which the model is sensitive to.  
 
The model seems attractive to people who estimate because once 
the model has been customized and initialized it calculate 
numbers which are easy to use, which was part of the reason why 
the company chose to use the model instead of their normal 
estimation method during the evaluation project. The company 
has now chosen to use the model in two more projects, and the 
personnel who perform the estimation seem pleased with this first 
test run.  

2.6.  Conclusions 
It is hard to draw any conclusions of the method’s result validity 
based on just this study. The greatest achievement for now is that 
the Q-I model is being used, so that it can be further evaluated in 
the future. However, some more general conclusions can be 
made. The Q-I model does not require the user to have statistical 
knowledge in order to make predictions. The Q-I model is 
unusual in its construction because it conforms to the reality faced 
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by software companies in terms of data available, both in terms of 
amount of cases as in types of data. In most other models for 
failure estimation the companies have to conform to the model 
rather than the other way around, so the flexibility of the Q-I 
model input has been well received.  
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3. Generalizing fault contents from a few 
classes 

Software inspection has shown good results both in research and 
industry, but the problems with inspections are, that it takes a very 
long time, and must therefore be directed and used as a sampling 
technique, and it predicts faults rather than failures. Sampling is a 
good idea because it lessens the dependence on data from 
previous projects. It is also a good idea, because it is directed and 
will therefore only encompass a limited effort. The problem with 
sampling is that it will only provide an estimate for a small part of 
a software system in order to be cost efficient. If there was a way 
to infer the fault or failure estimate of a piece of code, to the 
entire software system in which it resides, it would solve a lot of 
prediction problems. And if there was a method to sample failures 
instead of faults the issue of trying to estimate what a certain 
amount of faults means in number of failures could be avoided. 

3.1.  Introduction 
All software companies want to be able to say something about 
the fault content of their software, but few are comfortable 
waiting until after testing to find out.  
 
Today, fault content predictions are sophisticated—every 
imaginable approach ranging from good regression modeling to 
neural network solutions exist, and produces good results. So why 
is it that software companies still find themselves creating custom 
built prediction models, and struggle to tell their customers what 
quality they are getting? Some possible reasons are: That they do 
not collect a lot of metrics, they do not have time to find someone 
who understands advanced statistics, or they do not have the time, 
resources or interest to set up an entire computer system for the 
task of predicting their product quality. They just want a number. 
In fact, a lot of them would settle for just a hint in the right 
direction.  
 
This chapter presents a straightforward way to estimate the fault 
contents of a software system by sampling of a few classes and 
generalizing the fault contents of those classes to their cluster, and 
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adding them to form the fault contents prediction of an entire 
software system. The method uses four simple measurements that 
are easily available and has an intuitive approach based on 
similarity between classes. 
 
The method is evaluated using two separate releases from the 
same project. The project is an academic open source project 
called Hackystat. Hackystat is a software measuring tool used to 
measuring developer activity at his or her work station. The first 
release is called the 7.3. release and encompasses 1,786 classes, 
and the second release, named the 7.4. release, spans 1,942 
classes. The Hackystat project is now on its sixth year of 
development, and has some 49 releases so far. The case study of 
the Hackystat releases is a simple eleven step approach which is 
described in detail in Chapter 3.4. 
 
The remainder of the chapter is structured as follows. First all the 
related work is presented in order to understand the background 
of the method, then the method design, case study design and 
execution follows. The result is presented just before the 
discussion and conclusion sections at the end. 

3.2.  Related work 
The method presented in this chapter is a fault content prediction 
method as a whole, but is performed in twelve steps which are 
dependent on three critical knowledge areas: Knowing what 
constitutes a good set of fault prediction metrics, knowing what 
ways exist in grouping classes using  fault prediction metrics, and 
lastly what results have been produced in similar studies. This 
section is therefore divided into one subsection for each 
knowledge area. 

Fault prediction metrics 
The research on fault content in software stems from ways to 
measure software back in the early 1970’s (Lipow, 1982)(Fenton 
and Neil, 1999). The first study in fault prediction by Akiyama 
back in 1971 made use of the measurements: Lines of code, 
number of decision points and number of subroutine calls (Fenton 
and Neil, 1999). Three well known suggestions of other basic 
measurements for fault prediction followed Akiyama: Ferdinand 
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with the suggestion of number of executable statements, Halstead 
with the number of unique operators and operands and Lipow 
with language dependent usage of unique operators and operands, 
all of which are clearly code measurements (Lipow, 1982)(Fenton 
and Neil, 1999).  

Structural fault prediction metrics 
One of the most famous structural measurements from the early 
days of software engineering is “McCabe’s cyclomatic 
complexity”, which is a measure of number of edges minus 
number of nodes plus number of connected components (McCabe 
and Watson, 1994).  
 
McCabe’s cyclomatic complexity has been highly criticized 
mainly for its inconsistent and sometimes illogical way of 
counting complexity (Shepperd, 1988). The strong correlation 
between number of faults and McCabe’s cyclomatic complexity is 
likely to be the result of a strong correlation to lines of code 
(Shepperd, 1988)(Khoshgoftaar and Munson, 1990)(Harrison and 
Cook, 1987). During the late 80’s, metrics for measuring external 
complexity also started to appear, like FANin and FANout which 
represents the amount of flows in and out of procedures 
(Kitchenham et al., 1990). 

Object-oriented fault prediction metrics 
During the 90’s the object-oriented languages were on the rise in 
software engineering, and with the object-oriented languages 
came, according to some, the need for a new set of design 
measures (Churcher and Shepperd, 1995)(Tegarden et al., 1992).  
The most famous object-oriented metrics were presented in 1994 
by Chidamber and Kemerer, called the CK metrics suite 
(Chidamber and Kemerer, 1994):  
 

• Weighted methods per class (WMC). 
• Depth of inheritance tree (DIT). 
• Number of children (NOC).  
• Coupling between object classes (CBO).  
• Response for a class (RFC). 
• Lack of cohesion between classes (LCOM). 
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All of their measurements except LCOM have performed well in 
fault prediction (Basili et al., 1996)(Briand et al., 1998-1).  
 
The conclusions that can be drawn from the field of fault 
estimation and prediction metrics are that apart from the most 
basic product measures, like lines of code and number of 
branches, there is also a need for some kind of coupling and 
cohesion measurement in fault prediction.  

Models for identification of fault-prone modules 
There are three main research fields in the identification of fault-
prone classes, modules and components: Statistical analysis, 
machine learning and neural networks. Statistical analysis 
formulates and uses statistical formulas to classify fault-prone 
modules, machine learning is used to try to define clear 
boundaries for fault-proneness and neural networks aims at 
training the network to generalize from a perfect classification 
example (Lanubile et al., 2001). Since this chapter presents a 
model for the identification of fault-prone classes using statistical 
analysis, this section will only present the techniques for 
classification using statistical analysis. 
 
The norm for creating statistical models predicting fault-prone 
classification is a statistical method called regression analysis. 
Akiyama was one of the first people in software engineering to 
apply regression analysis to a set of variables in order to make a 
fault prediction (Khoshgoftaar and Munson, 1990). By the 90’s 
the sets of variables used for fault prediction was growing and 
awareness of the regression analysis’ limitations was becoming 
more commonly known, which resulted in the need for techniques 
which allowed several variables to be combined, while assuring 
that the variables used were simple and orthogonal.  
 
The main statistical technique for data reduction in fault 
prediction of software is factor analysis using principal 
component analysis (Munson and Khoshgoftaar, 
1992)(Khoshgoftaar et al., 1995)(Khoshgoftaar et al., 1996). 
Principal component analysis works as an identification of 
underlying explanatory variables for the basic variables based on 
their ability to explain the maximum variance of all basic 
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variables, resulting in a group of unnamed orthogonal variables 
built from the basic variables (Kachigan, 1986). The research into 
fault prediction using regression analysis also took another turn in 
the early 90’s: The realization that the mere separation of fault-
prone modules from non fault-prone modules would be enough to 
identify a clear majority of fault-prone modules, and thus be used 
as a tool to guide testing, created a need for such separation 
methods (Munson and Khoshgoftaar, 1992).  
 
In statistics these separation methods are called classification 
methods, and mainly include clustering and discriminant analysis 
(Kachigan, 1986). Clustering can be performed either on variable 
level or on case level, and is usually divided into two different 
categories: Hierarchical and non-hierarchical clustering. The main 
difference between these two categories is that the non-
hierarchical methods require upper and lower limits for the size of 
the clusters, in order to know if values are to be grouped in the 
same cluster or not. The hierarchical methods do not need 
threshold values, but do need a pre-defined number of clusters in 
which to group results (Kachigan, 1986). Regardless of method, 
once clustering is done, it is possible to manually seek the upper 
and lower boundary values for all participating variables in each 
group defined. Discriminant analysis is a way to establish which 
boundaries separate different groups, and aims at reducing the 
risk of misclassification, so in cases where software engineering 
researchers have tried to separate fault-prone from non fault-
prone modules, this has become the classification method of 
choice (Munson and Khoshgoftaar, 1992)(Khoshgoftaar et al., 
1995)(Khoshgoftaar et al., 1996). 
 
The method in this chapter uses a hierarchical clustering for the 
grouping of classes. The reason that clustering was chosen over 
discriminant analysis is because it allows manual construction of 
the clusters making understanding them easier. The reason the 
hierarchical clustering was chosen over the non-hierarchical is 
because it was easier to handle specification of number of clusters 
than cluster boundaries, meaning that specifying wrong cluster 
boundaries will distort the results, while specifying clusters only 
has the risk of specifying a too large amount of clusters, which is 
visible as single-class clusters in the cluster specifications.  
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Results from similar studies 
There are few papers with a similar approach to the one presented 
in this chapter. However, there are quite a few interesting and 
similar works in fault prediction of parts of software systems, 
such as classes, modules or components. In this section, some of 
the work done in identification and prediction of fault-prone 
classes and modules is presented. 
 
In 1992 Munson and Khoshgoftaar investigated first a software 
sample of 390 routines encompassing 10% of 400,000 lines of 
code, with among other predictive measurements like lines of 
code, lines of comments, Halstead’s length and McCabe’s 
cyclomatic complexity, where the Type II misclassification rate 
was only 4% at a p value of above 0.90 (Munson and 
Khoshgoftaar, 1992). Type II misclassification means that a faulty 
module was classified as a zero-fault module, thus causing a 
misdirection of efforts in testing, and possibly causes a fault-
prone class to slip through testing (Khoshgoftaar, et al., 1995). In 
the same investigation they also investigated a 327 module 
software system with predictive measurements like Halstead’s 
unique operators and operands, McCabe’s cyclomatic complexity, 
source lines of code and commented lines of code. The 
investigation showed only a 1% Type II misclassification rate 
(Munson and Khoshgoftaar, 1992).  
 
Khoshgoftaar et al. returned with a study combining regression 
analysis and discriminant analysis in 1995 with an investigation 
of a massive 2,000 module, 1.3 million lines of code software. 
The analysis showed a less good result than in the 1992 study, 
with a Type II misclassification rate of 19% for one model and 
15% for another model (Khoshgoftaar et al., 1995).  
 
Khoshgoftaar et al. appear again in 1996 with another empirical 
investigation of the combination of regression analysis and 
discriminant analysis (Khoshgoftaar et al., 1996). The 
investigation was done on two builds of the same software, one 
with 105 modules, and one, used for validation, with 133 
modules. This time the investigation reveals a misclassification 
rate of 36 for module fault contents greater than eight, and 25% 
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Type II misclassification rate for module fault contents greater 
than nine (Khoshgoftaar et al., 1996).  
 
Zhang et al. also did a study in how to use clustering for 
prediction of fault-prone modules which was published in 2004. 
Zhang et al. state that clustering for identification of fault-prone 
modules is a natural choice because of the limited knowledge of 
what limit values or similarities are indicators of high fault 
content (Zhong et al., 2004). 
 
To summarize, this means that a Type II misclassification rate of 
anything from 1–36% can be expected from regression analysis 
used together with discriminant analysis. 
 
The study presented in this chapter has a strong similarity to the 
research area of identifying and predicting fault-prone classes, 
because in both cases: 
 

• Good fault-prediction metrics are essential. 
• Correlation analysis is done. 
• Classification is done. 
• Classification is sensitive to co-linearity between the 

metrics selected. 
 
The main differences between the approach in this chapter, and 
the research in identifying and predicting fault prone classes is 
firstly, this approach aims at finding a very small set of metrics, 
and secondly, this approach does not aim at identifying and 
classifying each and every fault-prone class on its own correctly, 
but rather the probability of classes with certain properties having 
faults reported to them, as a group.  

3.3.  Method 
The method evaluated in this chapter aims at predicting the fault 
content of a software system, by defining a way to generalize the 
result from a sampling of a few classes. The method consists of 
eleven main steps: 
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1. Data collection from two projects at a company, one that 
has been completed, and another project, which is 
anywhere from design phase to test phase. 

2. Test of normality on the data collected. 
3. Correlation analysis on the data collected. 
4. Definition of fault-prone groups of classes using 

clustering. Each project is clustered on its own. 
5. Analysis of clusters and identification of each clusters 

fault-indicators from the completed project. 
6. Identification of cluster types from the new project by 

finding the new clusters with the highest similarity to 
clusters from the completed project. 

7. Define conceptual representative class.  
8. Selection of one cluster representative class from each 

cluster. 
9. Collection of the representative classes fault content 

through sampling. 
10. Generalizing the results of each clusters representative 

class within the entire cluster. 
11. Adding of the number of faults predicted within each 

cluster. 

The first step  
This step consists of collecting a number of pre-defined 
measurements. The measurements can be defined by what 
measurements are available at a company, or by the set of metrics 
simply believed to be the best at predicting fault contents. The 
kind of metrics chosen will decide when during the project the 
fault content prediction can be made. 

The second step  
The second steps tests if the data set is normally distributed using 
the Shapiro-Wilk’s test of normality. Test of normality is needed 
in order to know what correlation analysis can be made on the 
data. The Shapiro-Wilk test was chosen because it has performed 
very well in past comparisons to other tests of normality (Gel et 
al., 2007). 
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The third step  
In this step a correlation analysis of the measurement variables is 
conducted. The correlation analysis is done to assure that the 
variables chosen have a correlation against faults found in the 
software. The correlation is calculated using Pearson’s correlation 
coefficient if the data is found to be normal in step two, and using 
Kendall’s τ coefficient if the data is found not to be normal 
(Wong et al., 1995). The Kendall’s τ and Spearman’s γ had 
similar performance so Spearman’s γ would have done just as 
well. Correlation between a predictive variable and number of 
faults need to be above 0.10 to be included in the clustering 
process. Normally inclusion is set at the 0.05 level so setting the 
level for the study at 0.10 is just cautious. High covariance 
between the predictive variables are also noted, and seen as a 
threat to an un-weighted clustering in step four.  

The fourth step 
The grouping is carried out using hierarchical clustering of the 
metrics, faults excluded, reported to each class to divide the 
classes into different proximity-groups. Grouping is needed for 
two reasons, first to be able to use a simple visual analysis to 
identify fault indicator patterns, but also because software classes 
mostly have zero faults reported to them, meaning that without 
dividing the software into smaller groups the generalization will 
always tell us that the fault prediction is zero. The proximity is 
defined as the “Squared Euclidean Distance”, and the 
measurements are all normalized in order to weigh as equally as 
possible in Euclidean space.  

The fifth step  
This step consists of an analysis of clusters created to find out if 
they are fault-prone or not and what unique identifiers can be used 
to recognize the same cluster from the clustering of another 
project’s class measurements. The identification of fault-prone 
clusters and their unique identifiers is needed in step six to reduce 
the number of classes for which fault prediction is needed to the 
classes which have a reasonable probability to have fault contents.  
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The sixth step  
In step six the identification of the other project’s cluster types 
through finding the most similar clusters in the first project, is 
done. Similarity is checked primarily by comparing upper and 
lower boundary values of all cluster variables, the mean of all 
cluster variables but also, but with a lesser importance, the size of 
the clusters. 

The seventh step  
The conceptual representative class of each cluster is identified. 
This means that the cluster-mean of all class metrics are 
summarized in a fictitious class which represents the ideal 
representative class of that cluster. The reason why a conceptual 
class is needed for the selection of an actual representative class 
in step eight, which will allow sampling and thus prediction to be 
done at a reasonable cost quite early. 

The eighth step 
Step eight is the identification of the cluster class closest to that 
cluster’s conceptual representative class is carried out by 
converting all classes’ measurements into squared z-scores and 
adding them. The z-score gives the measurements the same 
measurement unit, the squaring of the z-score gives us the 
absolute deviation from the mean, and the adding of the squared 
z-scores gives us the total absolute deviation from the mean for 
each class. 

The ninth step  
Step nine is the sampling of the representative classes’ fault 
contents. This can be done through testing, inspections or review 
and depending on the measurements chosen for the method they 
can be collected at any time from the design phase to after project 
completion. The sampling is needed in order to have some hard 
evidence to base the fault prediction on, without having to have 
tens of completed projects in your database, or know how your 
development processes have changed since the last project. 

The tenth step 
In step ten the generalization of fault contents from the individual 
classes to their cluster is done by giving all the classes in the 
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cluster the same value as the representative class. The choice of 
this simplistic generalization method is based on the notion that 
giving zero-fault content classes in clusters identified as fault-
prone predicted fault contents above zero, is outweighed by the 
fact that fault content classes grouped into non fault-prone 
clusters are predicted to have zero fault content. 

The eleventh step  
Step eleven is summing up the faults. To get the fault prediction 
for the entire software system one simply adds the predicted 
number of faults for each cluster. 

Case study design 
The case study design steps differ from the method design 
because in order to validate the method, the clustering of the 
completed project had to be done before the clustering of the 
second project. Thus the following changes were made to the 
method design: Three extra steps are inserted between method 
design steps five and six, and method design steps one, four and 
eight are modified. The changes above in combination with the 
original method design steps results in the following steps: 
 

1. Data collection from complete project one.  
2. Test of normality on the data. 
3. Correlation analysis on the data. 
4. Definition of project one groups using clustering. 
5. Analysis of clusters and identification of fault-risk rules. 

Extra step 1:  Data collection from complete project two. 
Extra step 2: Compare correlations between 
measurements from project two with measurements from 
the project one. 
Extra step 3:  Cluster the classes from project two. 

6. Identify project two clusters by finding the closest unique 
cluster identifiers collected in step 5a. 

7. Create a conceptual representative class for each project 
two cluster. 

8. Select set of three classes closest to the conceptual 
representative class. This step differs from the method 
design step, because the data from the case study is 
collected from a completed project, it means that there is 
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no way to tell if testing was done according to testing 
guidelines for the Hackystat project or not, and thus there 
is some uncertainty in the fault values collected. 

9. Check the fault contents of the representative classes. 
10. Generalize the result of each representative class within its 

cluster. 
11. Add the faults within all clusters to form a fault content 

prediction for the entire software system.  
 
The fault prediction metrics used in the case study were selected 
for three reasons: Firstly, which of the software metrics have been 
successful in predicting fault contents in the past, and secondly, 
what kind of metrics software companies are likely to have easy 
access to, and last but not least, ease of use through using as few 
metrics as possible. The metrics were chosen by first pre-
screening related works for what kind of measurements are 
needed, which lead to the conclusion that at least one external 
complexity measurement, and one internal complexity 
measurement was needed. After the pre-screening, the metrics 
easily available at two research partners were used to select the 
final few metrics. The metrics selected for collection in the case 
study were source lines of code, commented lines of code, 
inbound coupling and outbound coupling. The inbound and 
outbound coupling is here defined as compile-time dependencies 
and was measured using the tool Dependency Finder. This means 
that the coupling measured is defined as inheritance 
dependencies, instance dependencies and function call 
dependencies. 
 
Before going into the details of the case study execution, the 
project selected for the case study is presented. The presentation 
is then followed by the case study design, the case study 
execution and the results of the case study. 

The Hackystat project 
The Hackystat project is an academic open source software 
system designed for measuring software development 
unobtrusively at the developer level. The main idea behind 
Hackystat is collecting metrics from different development 
activities in the background when the developer is operating the 
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computer. Hackystat is a client-server software system, on its 49th 
release, encompassing 320,000 lines of code and has just below 
2,000 classes.  
 
The project was selected for a study because of two reasons: First, 
not being subjected to the same cost-benefit analysis as 
proprietary projects the Hackystat project has put a lot of effort in 
collecting software metrics for their project, so there is not only 
an abundance of available measurements but also an ease of 
access to these measurements, and secondly because all findings 
from the analysis performed on the Hackystat project and 
software could be made public to a larger degree than in the case 
of proprietary projects. 

Case study execution 
The case study execution was performed in the same order as 
designed. The details of each step’s execution are presented 
below.  
 
Step 1. Data collection began by collecting: source lines of code, 
commented lines of code, inbound coupling, outbound coupling 
and of course, faults found in testing. The metrics for the steps 
were collected from a subset of release 7.3.  
 
The source lines of code and commented lines of code were 
extracted from Hackystat into an XML file using one of 
Hackystats own functions. The coupling measurements were 
extracted into an XML file using JavaNCSS. The cyclomatic 
complexity measurement was extracted into an XML file using an 
add-on to the Hackystat software system. The XML files were 
then parsed into a joint comma separated text file (txt format) by a 
custom built parser, and the text file was imported into MS Excel. 
The faults found in testing had been collected from integration 
testing, software system testing and also contained faults reported 
from users after release. The faults were mapped manually to the 
class names from the classes included in the subversion change 
reports collected at point of fault fix.  
 
At the end of data extraction an opportunity to separate reused 
classes from new classes presented itself, and this measure was 
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collected as well, and manually mapped to the classes in the MS 
Excel file.  
 
A Wilcoxon rank test was performed comparing the reused and 
newly developed classes with regard to the other predictive 
measurements, and it showed a significant difference for some 
variables, so the data set was split into two groups: 606 reused 
classes and 362 newly developed classes.  
 
The subset selection originally contained data collected for 992 
classes, but for some reason the coupling measurements were 
missing in 24 classes. The reasons why the coupling 
measurements were missing for those 24 classes are unknown, but 
are believed to have something to do with the add-on settings for 
the extraction of the coupling measurements. It could by visual 
analysis be concluded that there were two groups of classes which 
had missing coupling information: One group was the test classes 
of three packages, and the other group consisted of all classes in 
one package. The appearance of the missing classes at package 
level was random, and since the deletion of the classes from the 
dataset only constituted 2.4%, it is not believed to have had a 
large effect on the following analysis, but still constitutes a threat 
to validity. 
 
Step 2. The test of normality step was performed in SPSS, using 
the Shapiro-Wilk test of normality. The result of the Shapiro-Wilk 
test can be seen in Table 4, where the hypothesis that the data is 
normal is rejected at the 0.01 level. 
 
Step 3. Correlation analysis started by calculating the correlation 
coefficients using the non-parametric Kendall correlation 
function, since all variables were proven to be non-normal in step 
two. The resulting correlation matrix can be seen in Table 5 and 
Table 6. Note that the correlation of inbound against faults for 
reused classes is negative, and that it, for new classes, is a positive 
0.205. 
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Table 4. Test of normality on the 7.3. data. 
Shapiro-Wilk 

  W Statistic df Sig. 

Inbound .296 968 .000 

Outbound .895 968 .000 

Reused or new .613 968 .000 

Defects .654 968 .000 

SLOC .671 968 .000 

CLOC .695 968 .000 

 
Table 5. Reused classes correlation. 

 Faults SLOC CLOC In.C 

SLOC .328**    

CLOC .160** .510**   

In.C -.020 .093** .356**  

Out.C .259** .513** .218** -.154** 
** Significance at 0.01 level 

 
Table 6. New classes correlation for 7.3.  

 Faults SLOC CLOC In.C 

SLOC .222**    

CLOC .282** .379**   

In.C .205** -.009 .432**  

Out.C .060 .604** .209** -.207** 
** Significance at 0.01 level 

 
Step 4. The definition of groups using clustering was carried out 
according to plan. The inbound coupling had such low correlation 
against number of faults for reused classes that it was removed 
from the clustering process. In the clustering for the new classes, 
the outbound coupling variable was removed because it had too 
low correlation against number of faults. 
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The clustering of the new classes resulted in 14 proper clusters 
and six clusters with outliers. Out of the 14 proper clusters eleven 
were found to have 50% or more classes with faults reported to 
them. The 50% rule was applied to get a majority of classes with 
faults reported to them and hopefully therefore represents a fault 
indicator pattern that when present, indicates the probability of 
0.5 or more of fault contents in included classes. 
 
The clustering of old classes resulted in 16 proper clusters and 
four clusters with outliers. Out of the 16 proper clusters nine were 
found to have 50% or more classes with faults reported to them, 
just like in the case of the new classes. The number of clusters 
probably indicates that there are many different fault indicator 
patterns and combination of patterns which indicates a higher 
fault content in classes. 
 
Step 5. The analysis of clusters and identification of fault 
indicators showed that the reused classes were much harder to 
classify than the new ones, probably because previous testing 
influenced the number of faults reported to classes, as well as to 
which classes the faults had been reported. For new classes ten 
fault-prone clusters were identified and the same for reused 
classes. Each fault-prone cluster identifies a different fault 
indicator pattern. The upper and lower boundary values for each 
class measurement variable in all clusters were extracted to be 
used to identify different kinds of fault-proneness in clusters from 
the 7.4 Hackystat release looked at from step six. To summarize 
the internal patterns of the clusters to give the reader an idea of 
what constitutes fault-proneness in the Hackystat software 
system, here are some clearly visible fault indicators found for 
new classes: 
 
• If SLOC is above 200, this is on its own a fault content 

indicator of 1 fault per class. 
• If SLOC is below 60, but CLOC higher than SLOC reveals a 

fault content of one. If inbound coupling is higher than 22, 
then this can also be a sign of higher fault contents. 

• If CLOC is almost as high as SLOC and the inbound coupling 
is higher than 22 then the coupling seems to be the deciding 
vote on whether or not, it is a fault indicator. 
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• A high fault indicator is when one combines some of these 
indicators, so say the SLOC is above 200 and CLOC is larger 
than SLOC, or, SLOC is above 200, CLOC is less than SLOC 
and inbound is above 60. 

• For reused classes, the fault indicators look a bit different, 
since outbound coupling is an indicator instead of inbound 
coupling. Here is a summary of what fault indicators are 
represented by clusters among the reused classes from the 7.4 
Hackystat release. 

• A tell-tale sign for high probability of faults in reused classes 
is when CLOC is very low against SLOC, very low meaning 
that CLOC is below one third of SLOC, preferably in 
combination with an outbound coupling of at least eight.  

• Outbound coupling above eight can be a fault indicator when 
SLOC between 80–200 and CLOC is almost the same as 
SLOC. 

• Outbound coupling is also a high fault indicator when SLOC 
is above 200 and CLOC is clearly below SLOC, if outbound 
coupling is above 14. 

 
Extra step 1. Data collection from the other release was done by 
collecting data from the 7.4 release of Hackystat. The 
measurements collected were the same as for the 7.3 release used 
to define the unique cluster identifiers. The variables were tested 
for normality using the Shapiro-Wilk test where it was rejected, 
and the Kendall’s τ correlation was calculated on both new and 
reused classes for the 7.4 Hackystat release. The 7.4 release 
contains 156 new classes, and 1,786 reused classes, with a total of 
63 failures traced back to 212 faults reported to 186 classes.  
 
Extra step 2. The comparison of correlations between 
measurements from this version with measurements from the 
previous version showed that the correlations were about the same 
as for the 7.3 release except for inbound. Inbound had a 
correlation against faults of 0.125 for new classes and -0.203 for 
reused classes. 
 
Extra step 3. The clustering of the measurements from the 7.4 
release was carried out with only one change to the original plan: 
because the inbound coupling for new classes had such low 
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correlation against faults, it was excluded from the clustering 
process. The clustering of new classes gave seven proper clusters, 
and the clustering of reused classes gave 14 proper clusters.  
 
Step 6. The identification of clusters by comparison of clusters 
from the 7.3 and 7.4 releases was hard due to the values varying 
and several clusters having the same fault indicator patterns. 
However, since the requirement is to identify the closest cluster, a 
cluster is always selected, so five fault-prone clusters were 
identified: 
 
• Cluster 7 was matched against the 7.3. Cluster 9. Cluster 7 has 

SLOC 25–39, CLOC 46–57, and has therefore the fault 
indicator of having CLOC larger than SLOC.  

• Cluster 2 was matched against the 7.3 Cluster 12. Cluster 2 
has SLOC 171 and CLOC 44 in both classes it contains. This 
concerns the fault indicator of having too low CLOC against 
SLOC. 

• Cluster 6 was matched against the 7.3. Cluster 13. Cluster 6 
has SLOC 200–215 and CLOC 27–33. Just as in the case of 
Cluster 2 this cluster has the fault indicator of having too low 
CLOC against SLOC. 

• Cluster 5 was matched against the 7.3. Cluster 15. Cluster 5 
has SLOC 254–262 and CLOC 111 in both cases. Cluster 5 
has the fault indicator of having too high SLOC. 

• Cluster 4 was matched against the 7.3. Cluster 16. Cluster 4 
has SLOC 235–248 and CLOC 64–69. This is a combination 
fault indicator of too high SLOC and too low CLOC against 
SLOC, and thus constitutes a high fault indicator. 

 
Step 7. The definition of a conceptual representative class for 
each cluster resulted in the following conceptual classes: 
 
Cluster 2: SLOC 171, CLOC 44 
Cluster 4: SLOC 241, CLOC 67 
Cluster 5: SLOC 258, CLOC 111 
Cluster 6: SLOC 208, CLOC 30 
Cluster 7: SLOC 30, CLOC 52 
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Steps 8 & 9. The selection of the three closest classes to the 
conceptual class of each cluster and the check of fault contents of 
the representative classes was not possible for the new classes 
since all clusters had less than four classes in them.  
 
Step 10. The generalization of the fault contents of the 
representative classes for the clusters resulted in a fault content 
prediction of four faults for all new classes in the entire 7.4 
release, as can be seen by adding the number of faults of the 
clusters in Table 7. 
 

Table 7. Predicted and actual fault contents. 
Cluster Fault predicted Sampled 

fault contents 

2 0 0 

4 0 0 

5 2 1 

6 2 1 

7 0 1 
 
 
Step 11. Adding the predicted faults within all clusters from step 
10, the number of predicted faults in the new classes of the 7.4 
release was four. In reality the software system had 21 faults 
reported to new classes, but a majority of them were in clusters 
which had much less than 50% of classes with faults reported to 
them. The same procedure was carried out for all the reuse 
clusters of 7.4. Three of the reuse clusters are fault prone, and the 
method identified four clusters to be fault prone which included 
the actual three. The method gave a prediction of 36 faults in all 
reused classes and the actual number of faults was 191. 

Case study results 
The result of the case study showed that with the selected metrics 
set and the most simple generalization technique the method is 
able to identify all clusters where more than 50% of classes have 
faults reported to them. The method underestimates when used to 



Towards a framework for fault and failure prediction and estimation 
 

96 
 

predict the fault content of the entire software system. The 
underestimation, for both new and reused classes, is 81%.  

3.4.  Discussion 
The method clearly works for identifying fault-prone clusters, and 
the clustering method used results in clusters, which can be used 
to identify at least project specific fault content indicators.  
 
There are indications in the datasets that the fault distribution 
within each cluster is similar between release projects, but that 
was to be expected since so many classes are reused. The fault 
indicators brought forth in this chapter do have good fault 
prediction abilities in themselves, at least within the Hackystat 
project. 
 
The use of the very small metrics set of only: Source lines of 
code, commented lines of code and outbound coupling does work 
in fault prediction of fault-prone clusters, and it would be 
interesting to see what results this metrics set would produce in 
traditional research of fault-prone modules. 
 
Seen as the method underestimated the fault content reported for 
the entire software system this is probably an indication that 
assigning fault value to zero fault content classes in fault prone 
clusters does not outweigh the zero fault content assigned to fault 
content classes in non fault-prone clusters.  

3.5.  Conclusions 
The largest implications of this chapter are the indications that: 
cluster fault indicators are basically the same between releases, it 
is possible to successfully predict class measurement boundaries 
for subsequent release projects, and last but not least, a metrics set 
of a mere three measurements is able to identify those boundaries. 
Thus the method together with the small metrics set could be 
appropriate for use in smaller companies where project budgets 
might not allow for the collection of a wide range of metrics. 
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3.6.  Future work 
Future work in this area should include comparisons of different 
generalization methods, and use of fault prediction metric sets, 
which can be collected at different times during a project. The 
sampling of the 7.3 release should be exchanged for analysis of 
the entire release, to avoid the risk of a non-random selection. The 
generalization method should also be tried in different 
development settings and using different programming languages. 
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4. A software failure generalization 
method using clustering and weights 

The first version of the failure generalization method had one 
main need for improvement—the division of clustered classes 
into fault-prone clusters, and non fault-prone clusters. The 
division was built on the assumption that the number of classes 
seen as fault-prone but were not, would be approximately the 
same as the classes seen as not fault-prone but were. In order to 
improve the failure generalization method, the division of clusters 
into fault-prone and non fault-prone is abandoned in favor of a 
weighting method within each cluster. 

4.1. Introduction 
The concept of software generalization examines the possibility to 
deduce, by analyzing a subset of the software, general 
assumptions regarding the software under investigation. In most 
situations, these general assumptions cover quality aspects of the 
software and in this particular paper the focus is on generalizing 
failures, which could be seen as affecting quality directly.  
 
When generalizing failures, or for that matter software, it is 
seldom the case that we will find universal laws that all software, 
regardless of type or domain, will adhere to (some exceptions 
obviously do exist as e.g. Lehman’s laws of software evolution 
show)(Lehman et al., 1997), but instead the results we obtain by 
using this approach is local to the domain we are acting within, 
whether it be a particular software, software development process 
or company, as in Chapter 3. Hence, the method presented in this 
paper is generally applicable, but the results are not universal in 
their nature. 
 
When dealing with the issue of generalization a number of 
different methods could in theory be used both for inferring the 
fault contents from one class to another, but also for grouping 
classes according to faults or failures. In our case we focus on the 
use of cluster analysis and weighting. Cluster analysis (Jain et al., 
1999) has been shown to work in similar circumstances 
(Dickinson et al., 2001) and the usage of weights in statistics, in 
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general, and software engineering, in particular, is by all means 
not new. However, in this paper we apply these techniques, to the 
best of our knowledge, to a new field, i.e. failure generalization.  
 
The techniques are by us combined in a method, where a software 
engineer, by using commonly available metrics (static), can 
predict fault content of the system being developed as well as the 
clusters most likely to contain faults. The results from this study 
show that the method is able to do these types of predictions and, 
hence, provide management and engineers more input when 
deciding if and when a software item should be released. 
 
A related study, as can be seen in Chapter 3, was published in 
2007, but without the use of weights. The method in [3] was 
evaluated on faults mapped from failures found during the 
project’s testing phase. In this method we are examining faults 
mapped from failures found after release.  
 
The remainder of the paper is structured as follows. In Chapter 
4.2 related work is covered. Chapter 4.3 covers the design of the 
study while Chapter 4.4 presents the execution of the study. 
Chapter 4.5 presents the results while Chapter 4.6 and 4.7 contain 
discussions and conclusions, respectively. 

4.2. Related work 
The goal of the method presented in this paper is to find a way to 
infer the failure probability from one module to all modules 
within the same system. 
 
The failure generalization method presented in this paper builds 
on two concepts. First, the ability to use simple software metrics 
to indicate faults and, secondly, methods for grouping of modules 
based on metrics. The related work section is therefore divided 
into two parts, first a subsection on metrics for fault and failure 
prediction and then a subsection on clustering methods.  

Metrics for predicting software failures 
In software quality prediction a number of different metrics have 
been used over the years. The first metrics found to correlate 
strongly with software faults, or as they were called back then, 
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errors, were size measurements. The main measurement being 
lines of code (LOC). Akiyama, in 1971, was first to use LOC for 
defect prediction purposes (Fenton and Neil, 1999). 
 
During the first half of the 1970’s, most fault prediction was done 
using size metrics such as LOC, number of code segments, unique 
operators and operands and Lines of Executable Code (LOEC) 
(Fenton and Neil, 1999). In the mid 1970’s there seem to have 
been a realization that size metrics alone simply could not predict 
the number of faults, at which point different complexity metrics 
appear (Fenton and Neil, 1999). First out was McCabe with his 
cyclomatic complexity in 1976 (Fenton and Neil, 1999), followed 
by e.g. Henry and Kafura with their information flow metric in 
1981 (Kitchenham, 1988).  
 
Then came the object-oriented programming paradigm and with it 
came two key questions: How is the complexity of an object-
oriented system measured, and can the more traditional metrics be 
applied to these new kinds of systems? 
 
Several studies showed that it was in fact possible to transfer the 
traditional metrics to the object-oriented paradigm (Tegarden et 
al., 1992)(Lake and Cook, 1994). It was however generally agreed 
that at least one aspect of the object-oriented systems was not 
being measured by these traditional metrics, namely complexity 
(Tegarden et al., 1992)(Lake and Cook, 1994)(Li and Henry, 
1993). 
 
There have been many suggestions on complexity metrics for 
object-oriented systems in an attempt to measure different aspects 
of these systems. In 1989 Morris developed nine different object-
oriented metrics (Lake and Cook, 1994). Morris was followed by 
a first move toward a metric suite by Chidamber and Kemerer in 
1991 (explained in full in 1994 (Chidamber and Kemerer, 1994)). 
Li and Henry, later, improved the so-called CK-metric suite, 
mainly in the view of coupling and cohesion (Li and Henry, 
1993). In 1995, Hitz and Montazeri again made some 
improvements to the CK-metric suite and the focus on coupling 
and cohesion was affirmed (Hitz and Montazeri, 1995). Finally in 
1998 and 1999 Briand et al. presented a unified framework for 
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cohesion (Briand et al., 1998-2), and a unified framework for 
coupling (Briand et al., 1999). These two frameworks contained 
suggestions for a number of metrics that could be used, and that 
later showed good results (Basili et al., 1996)(Gyimóthy et al., 
2005)(Briand et al., 1997). The metrics presented in this 
subsection are traditionally used in fault prediction, not failure 
prediction, but have also shown to work in predicting failures 
(Basili et al., 1996)(Gyimóthy et al., 2005)(Briand et al., 1997) 
(Binkley and Schach, 1998). 
 
The metrics chosen for the study presented in this paper were 
chosen with three factors in mind: 
 

1. They should be static code measurements. 
2. They need to have had success in predicting faults in the 

past.  
3. They need to be easy to extract. 

 
The metrics constitute the basis for the failure prediction approach 
presented in this study and the remainder of the approach is a mix 
between an approach to linking abstract units through 
measurement proximity and an approach to ordering of fault-
prone modules. 

Similar studies 
In 1998 Khoshgoftaar and Allen made a case study on a method 
for ordering fault-prone modules using stepwise multiple linear 
regression on each module to give them quality factors 
(Khoshgoftaar and Allen, 1998). The modules were then ordered 
according to their quality factors. In the study they only examined 
modules that had been changed by fault or failure fixes, just like 
in the study presented in this paper. All in all, 171 modules and 
over 38,000 statements were included in the study. The results 
indicated that the regression model, solely based on fault fix code 
churn, provided the best prediction of order. The code churn 
model provided a 16.3% Type I misclassification rate, meaning 
the module is labeled fault-prone but is not, which in short costs 
extra time spent in testing a module that is not likely to have 
faults. The code churn model’s type II misclassification rate, 
meaning the number of modules said to not be fault-prone, but 
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were, was 9.5% (Khoshgoftaar and Allen, 1998). Khoshgoftaar 
and Allen repeated the ordering in another case study in 2003, 
where they received similar results as in the 1998 study 
(Khoshgoftaar and Allen, 2003). 
 
In the study presented in this paper, we will be using a ‘clustering 
and weights’ approach to predict our equivalent of ‘quality 
factors’. The clustering and weights used are indicative of the 
quality level of the software, thus allowing us to avoid the issue of 
having to determine if there is a cause-and-effect relationship 
between the measurements used and the occurrence of failures. 
Instead of ‘quality factors’ we attempt to infer a failure 
probability level of each module, based on the values of a single 
module’s product, complexity and change metrics, combined with 
knowledge of how the metrics correlate with the number of 
failures in a similar, previous project. 

Clustering 
Clustering is a data grouping technique, or ‘statistical 
classification’, based on measurement proximity.  
 
There are two categories of clustering, hierarchical and partitional 
(Jain et al., 1999). The main difference between these two 
categories is that the hierarchical methods divide into clusters and 
then divide within each cluster, while the partitional algorithms 
only divide into clusters once (Jain et al., 1999).  
 
Hierarchical clustering techniques are divided into two main 
methods: Single-link and complete-link algorithms (Jain et al., 
1999). The single-link algorithms are based on the minimum 
distance between clusters and the complete-link algorithms are 
based on maximum cluster distances (Jain et al., 1999). Two of 
the most common hierarchical algorithms are agglomerative and 
hierarchical agglomerative. The Agglomerative algorithm finds 
the patterns, places them into their own clusters and then connects 
the clusters according to proximity (Jain et al., 1999). The 
hierarchical agglomerative algorithm, on the other hand, 
combines the two most similar pattern clusters, then repeats until 
all clusters are merged (Jain et al., 1999). 
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A few of the most common partitional algorithms are (Jain et al., 
1999): 
 

• k-means clustering. 
• Nearest neighbor clustering. 
• Furthest neighbor clustering. 

 
The k-means clustering algorithms usually require the size of the 
clusters to be specified in order for it to know what sizes of 
patterns to look for. The nearest neighbor clustering is based on 
the closeness of the cluster measurements, so it requires only a 
limit for when to stop clustering, i.e. how many clusters to look 
for (Jain et al., 1999). The furthest neighbor method clusters by 
furthest distance among clusters, and just like the nearest 
neighbor method it requires the number of iterations for division 
into clusters. 
 
The hierarchical methods are more flexible in what kind of 
clusters they allow than the partitional methods (Jain et al., 1999).  
For this study, the method of partitional clustering, with the 
furthest neighbor linkage was chosen. The reason was that the 
furthest neighbor linkage method finds the modules furthest away 
from each other, maximizing the difference between groups of 
modules, thus increasing the chances of seeing what constitutes 
different fault indicators for the investigated system. 

4.3. Case study design 
This case study investigates if the ability of partitional clustering 
of system modules from one system version can be used to predict 
faults in a subsequent system version. There is no agreement in 
software development today on what constitutes a minor or a 
major revision of a release hence a rule for this was created. In 
order to get the maximum number of faults reported to each 
version, the development time for all small system versions is 
simply divided into two equal pieces. This means that each 
version spans about six months of development time. 
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Overview  
This is an overview of the nine steps of the case study design: 
 
1. Collect measurements per class/file for both versions of the 

system.  
2. Check measurements for normality. 
3. ANOVA test. 
4. Perform correlation analysis. 
5. Cluster modules of both versions, and within the change-

parameter groups if applicable. 
6. Extract mapping information. 
7. Map the clusters from the old version to the new version using 

the indicators and weights. 
8. Predict the fault contents of each cluster. 
9. Predict location of each faulty module within each cluster. 

Detailed description of design steps 
This section contains a detailed description of the design step for 
this case study. 

Step 1. Collect measurements 
The measurements were collected per class/file for both versions 
of the system. Measurements to be collected from each module 
are: 

 
• Commented lines of code. 
• Source lines of code.  
• Outbound coupling (MPC), defined as in (Briand et al., 

1999): 
 

“It is the number of static invocations of methods not 
implemented in c by methods implemented in c.”  

  
• Source lines of code in header. 
• Commented lines of code in header. 
• Number of failures. 
• A change parameter, determining if the code was changed 

or not since the last release. 
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The measurements were chosen to represent the dimensions of 
size and complexity of each class/file. The tradeoff was that they 
should be easy to extract and that they can only be extracted 
through static code analysis.  
 
The failure reports are linked to the code modules, using change 
list numbers from the concurrent version system, which were 
included when the faults causing the failures were repaired. 

Step 2. Check measurements for normality 
The measurements were checked for normality using the Shapiro-
Wilk’s test (KDE, 2008). The reason the measurements need to be 
checked for normality, is in order to know if a parametric or non-
parametric test can be used in Step 3. 

Step 3. ANOVA test 
A dataset is usually affected so much by whether or not a module 
has been modified, that this characteristic splits the dataset into 
different parts. In order to see if this is an assumption that holds 
for this particular system, an ANOVA test is performed to 
determine if the change parameter divided groups are 
significantly different. If the ANOVA test shows statistical 
significance for the difference between modified and non-
modified modules, the dataset is divided into change parameter 
groups before correlation and clustering analysis. The ANOVA 
test used depends on if the data is normally distributed according 
to the Shapiro-Wilk’s test (Hardeo and Ageel, 1999). If the data is 
normally distributed Wilk’s Lambda (Kachigan, 1986) is used, 
and if the data is concluded not to be normally distributed, the 
Kruskal-Wallis (Pfleeger, 1995) test is used. 

Step 4. Perform correlation analysis 
The purpose of this step is to see how the different measurements 
correlate with the number of faults. If all the measurements are 
normally distributed the Pearson Product Moment correlation 
(Kachigan, 1986) is computed and analyzed while, if any of the 
measurements are not normally distributed, the Spearman’s ρ 
(Kachigan, 1986) is used to analyze the correlation. The highest 
fault correlating measurements in each group are chosen to be 
included in the clustering of that group. 
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Step 5. Clustering of modules 
The modules are clustered, using partitional clustering, with the 
measurements converted to Z-scores and distances measured in 
Squared Euclidean Distance, with the furthest neighbor linkage 
technique. Note that the faults are not included among the 
clustering measurements. The number of clusters is chosen based 
on when the initial cluster becomes a cluster of outliers itself, 
meaning a majority of the modules in the initial cluster are 
renumbered. Figure 14 contains a visualization example of how 
clusters can be formed. The Y-axis in Figure 14 is the Z-score and 
the X-axis is the Squared Euclidean Distance.   
 

 
Figure 14. Example of clustering. 

Step 6. Extract mapping information 
For each cluster created, the following information is collected: 
the measurement intervals of the cluster, the median of the 
cluster, the percent of faulty modules, the number of faults in the 
faulty modules, the size of the cluster and the distance of faulty 
modules to the cluster center. The measurement intervals, 
medians and sizes of the clusters are used to map the clusters in 
all groups of the first version, to the clusters in all groups of the 
second version in step seven. The percentage of faulty modules 
and the number of faults in faulty modules are used in the 
prediction of fault content for each cluster in step eight. The 
distance of faulty modules to the cluster center is used to predict 
the location of faulty modules in step nine. The distance is 
identified through nearest neighbor clustering within the clusters 
created in step five. 
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Step 7. Map the clusters 
The clusters are mapped from the old version to the new version 
using measurement intervals and medians. In Figure 15 an 
example of cluster mapping can be seen, for a very simple system. 
 

 
Figure 15. Example of how clusters can be mapped. 

Step 8. Predict the fault contents of each cluster 
The prediction of the number of faulty modules in each cluster is 
done using each cluster’s percentage of faulty modules, times the 
size of the new cluster. This approach is different from the 
method presented in Chapter 3, where no weights were used to 
identify the number of faulty modules inside a cluster or the 
number of faults per faulty module.  The reason for using the 
percentage of faulty modules times the size of the new cluster, is 
that it showed some promise for predicting faults from testing in 
Chapter 3. 

Step 9. Predict location of each faulty module 
To predict the location of each faulty module the measurements 
need to be strong enough, i.e. have a high correlation with the 
number of faults, or the reported failures mapped to faults in 
modules need to be numerous. If the measurements are fault 
cause-and-effect measurements, the prediction of the location of 
faulty modules within each cluster is possible. Using fault cause-
and-effect measurements, the number of faults for each module 
can be extracted using nearest neighbor linkage. In this study, 
fault correlating metrics are used instead of fault causing metrics, 
meaning the result is expected to be an indication of if the 
ordering of the modules according the metrics, correlate with the 
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number of faults found in them. The nearest neighbor linkage is 
used, with measurements converted to z-scores. In Chapter 3 there 
was no attempt at locating faulty modules within each cluster. 

Validity issues 
There are a few, identified possible threats to validity of the study 
presented in this paper. First, the selection of an open source 
project that is big in size but small in the number of developers 
may cause the results to have generalization validity problems. 
Second, it is possible that the division of releases is imprecise 
seen from other aspects than time—perhaps the code churn is 
significantly different between versions.  
 
The biggest threat to the validity of this study is that the metrics to 
some extent are being evaluated in this paper rather than the fault 
generalization method.  

4.4. Case study execution 
The case study was performed on a subproject of an open source 
project called KDE (KDE, 2008). The projects are open source, 
but run by a company named KDAB. They keep a sorted and up 
to date failure database. For this study the failures were collected 
and then mapped against the classes included in the revision lists 
for the failure fixes. The two revisions used were simply the 
division of the smaller revisions into two six-month development 
time slots. The project selected for the extraction of fault risk 
indicators was kdepim enterprise version 709408. It consisted of 
3,722 C++ code files. 3,064 of the files could be mapped to cpp 
file and header file pairs, henceforth called modules. The 
validation version used is called kdepim enterprise version 
775214, which consisted of 4,029 files of which 3,366 could be 
mapped to modules.  
 
The execution of this study, described below, follows the same 
steps as the design. 

Step 1. Collect measurements 
The extraction of measurements was done using a combination of: 
LineCounter, awk, grep and a set of small Java programs written 
by the main author.  
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Step 2. Check measurements for normality 
The check for normality revealed that none of the measurements 
were normally distributed. In Table 8, the results of the Shapiro-
Wilk test can be seen. The sig. column in Table 8 represents the 
significance with which the normality was ‘disproven’. Since the 
measurements were found to be non-normally distributed the 
Kruskal-Wallis test was used. The results of the Kruskal-Wallis 
test can be seen in Table 9. 
 

Table 8. Results from test of normality using the Shapiro-Wilk 
test on version 709408. 

Metric Statistic df Sig. 
classes 0.595 1531 0.000
MPC 0.290 1531 0.000
LOC 0.410 1531 0.000
CLOC 0.254 1531 0.000
SLOC 0.401 1531 0.000
hLOC 0.530 1531 0.000
hCLOC 0.473 1531 0.000
hSLOC 0.490 1531 0.000
Faults 0.137 1531 0.000

 

Step 3. ANOVA test 
The Kruskal-Wallis test results can be seen in Table 10.  
 

Table 9. Results from the Kruskal-Wallis test on version 709408. 

Metric χ2 df 
 Asymptotic 
Significance

Classes 26.861 4 0.000 
MPC 156.038 4 0.000 
LOC 161.566 4 0.000 
CLOC 157.846 4 0.000 
SLOC 144.798 4 0.000 
hLOC 129.406 4 0.000 
hCLOC 105.948 4 0.000 
hSLOC 142.460 4 0.000 

 
The Kruskal-Wallis test was executed using change parameters 0: 
No modification 1: Modification in either cpp file or header file 2: 
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Modifications in both cpp and header file 3: Modification in one 
of the file, and the other added (only one module was of this type, 
so it was excluded from analysis) 4: Both files were updated. The 
test showed there to be a significant difference between groups 
for all measurements, as can be seen in 9. The Asymtotic 
Significance column in Table 9 shows that all measurements are 
statistically different between the change parameter groups. 

Step 4. Perform correlation analysis 
The data showed not to be normally distributed so the correlation 
analysis for all change parameter groups was done using 
Spearman’s ρ. The results are presented in 10. The shades of gray 
in Table 10 denote statistical significance, the darker the shade, 
the less statistical significance in the correlation. In Table 10 
change values 0 and 3 were excluded, because too low fault 
content in order to do a statistical analysis. For change value=2 
MPC, CLOC and SLOC were selected for the clustering. The 
values were so close in correlation to the faults that the metrics 
were selected based on the lack of correlation between the metrics 
themselves. 
 

Table 10. Spearman’s ρ (correlation) between faults and other 
measurements in the different change groups. 

Metric 
 

Faults 
change=1 

Faults 
change=2

Faults 
change=4

Classes 0.054 0.077 0.011
MPC 0.079 0.243 0.152
LOC 0.045 0.258 0.138
CLOC -0.027 0.221 0.142
SLOC 0.049 0.256 0.140
hLOC 0.103 0.228 0.099
hCLOC 0.098 0.224 0.030
hSLOC 0.075 0.225 0.128

 

Step 5. Clustering of modules 
The clustering of modules for both versions were done within 
change parameter group if applicable. The clustering was done 
based on the metrics chosen for the purpose specified in Step 4. 



Towards a framework for fault and failure prediction and estimation 
 

112 
 

The clustering of change value=2 modules resulted in 30 clusters 
for the old version, and 17 clusters for the new version.  

Step 6. Extract mapping information 
The measurements were collected manually from the clusters of 
version 709408. The problem found at the extraction stage of the 
distance of faulty modules to the cluster centers, was that the level 
distance for faults in cluster 1 had 288 indistinguishable modules, 
where the 15 faults occurred. This means the prediction for the 
location of faulty modules inside cluster 1 is not possible. Cluster 
1 is however a low fault content cluster.  

Step 7. Map the clusters 
The clusters from the old version were mapped to the clusters of 
the new version. 

Step 8. Predict the fault contents of each cluster 
The cluster prediction was done by taking the percentage of faulty 
modules in the old version, times the size of the mapped cluster in 
the new version. The result of predicting fault contents for each 
cluster can be seen in Table 11. 

Step 9. Predict location of each faulty module 
The prediction of location was done by clustering inside the 
resulting clusters from step five, using nearest neighbor linkage. 
Once the distance order for each cluster in the old system version 
has been extracted, the distance of faulty modules is directly 
translated to the new version of the system.   

4.5. Case study results 
The number of predicted versus actual faults per cluster can be 
seen in Table 11. In Table 11, it can also be seen, that the number 
of predicted faults is reasonably accurate at cluster level, and the 
total predicted number of faults is 42, compared to the actual 
number of faults which was 53. This means the total number of 
faults causing end user failures are underestimated by 21% using 
this method. The clusters identified as containing faults in Table 
11, but did not, were all except one mapped erroneously between 
the old version clusters and the new version clusters. The method 
presented in this paper can thus indicate the capability to predict 
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the total number of faults causing end user failures on a system 
level, and reasonably well at cluster level. 
 

Table 11. Predicted vs. actual fault contents of modified 
modules in version 775214. 

 
Looking at the results of predictions within clusters, the results 
are not as promising. The ‘location prediction’ column in Table 
12 is the number of modules predicted to contain faults, and the 
column ‘located’ is the number of modules actually containing 
faults among those predicted. 14 out of 18 modules were wrongly 
identified as faulty, excluding the count for the large first cluster. 
The prediction using the nearest neighbor linkage for clusters 2, 3, 
and 11 actually predicts a greater number of faulty modules than 
allowed by the rule predicting cluster fault content, as can be seen 
in Table 12.  
  
 
 

Clusters  
v. 775214 

Cluster 
size 

Predicted 
faults 

Actual 
faults 

1 441 9 15 
2 1 1 0 
3 20 1 4 
4 7 0 1 
5 6 0 0 
6 1 0 0 
7 5 5 0 
8 5 0 3 
9 1 2 0 

10 1 0 0 
11 19 8 5 
12 3 4 10 
13 2 4 2 
14 2 4 7 
15 4 3 5 
16 1 1 1 
17 1 0 0 

    
Σ  42 53 
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Table 12. Location of faulty modules inside clusters. 

Cluster
Location 

prediction Located 
Total 
faulty 

1 231 6 12 
2 3 0 0 
3 4 1 3 
4 0 0 1 
8 0 0 1 
11 10 4 5 
12 3 3 3 
13 2 1 2 
15 3 2 3 

 
To summarize, the method presented is able to separate modules 
into different risk groups, meaning the high fault content modules 
are found in the clusters classified as high risk. However, the 
method of using nearest neighbor linkage to separate the faulty 
modules from the non-faulty modules within each cluster does not 
produce the desired results. 

4.6. Discussion 
The goal of the method presented in this paper was to be able to 
predict which modules in a system contained faults, and how 
many. The method was not able to predict the location of the 
system’s faulty modules, however, it was able to predict the 
amount of faults in each cluster, which would cause failures in 
usage.  
 
The reasons for the method not being able to predict the location 
of faulty modules within clusters can have a number of causes. 
The most likely explanation is that the metrics used were not 
strong enough in their correlation to the number of faults to 
predict their locations. A low correlation between the number of 
faults and the metrics lowers the capability to use the metrics to 
accurately predict the location of faults. There is however, also 
the possibility that the modules predicted to be faulty but had no 
faults reported to them, do in fact contain faults which could 
cause failures if the usage of the system had been longer.  
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The software product used is quite large, almost a million LOC, 
but only a few developers develop and maintain the system. The 
low number of developers gives a greater possibility of project 
control, and can thus perhaps attribute to at least some of the low 
fault content. Seen in the context of 69 faults reported to the entire 
system, this study had a reasonably good result, since the method 
presented was able to identify the risk level of modules at a 
cluster level, and was able to produce a reasonable estimate for 
the entire system, even though the number of faults were so few. 
 
An additional analysis was conducted with respect to how many 
of the modules with faults reoccurred as faulty in the second 
version of the system. The additional analysis showed that out of 
the 32 faulty modules in the new version, eleven were reoccurring 
faulty modules from the previous version, i.e. constituting 
‘problem modules’ in need of extra attention from developers. 
The prediction method identified six of these eleven problem 
modules. This method could in other words be used to identify 
modules in need of more substantial changes. 

4.7. Conclusions 
This paper presented a method for predicting the location and 
fault content level of modules in a large C++ software system. 
The method is based on clustering modules according to a set of 
static code measurements, chosen for their fault correlation. The 
result of the case study is both positive and negative. 
 
The number of faults in each cluster could be predicted, but the 
specific location of modules within each cluster could not be 
predicted. However, since the method can predict the number of 
faults in each cluster, it can thus predict the number of faults in 
the entire system. The method has also shown some promise in 
the ability to predict ‘problem modules’ which cause failures 
again and again.  
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5. Capture-recapture in software unit 
testing—a case study 

When software companies perform testing, they only want to find 
and fix the failures that the customer or end-user would have 
encountered in actual use. Fixing any other kind of failure just 
means an added cost with no added quality value for the 
customer. Sampling has the potential of being cost effective, but it 
also has the disadvantage of being highly dependent on the person 
who performs the sampling. In software inspections this has been 
partially solved by using the statistical method of capture-
recapture borrowed from biology. Instead of having a single 
person perform a sampling, a number of people are sampling the 
same artifact, thus giving the statistical method a difference in 
input that allows it to compute the most likely estimate. Sampling 
is usually done on faults, whose relation to failures is 
quantitatively fuzzy. An improvement would be to move the 
sampling to encompass failures instead of faults, presumably 
simplifying the estimate of how the failures relate to the end-user-
found-failures. To this end a method of failure estimation based 
on failure sampling is hereby proposed. 

5.1. Introduction 
 Capture-recapture was initially a method applied in biology. It 
has then been transferred to software engineering to be used in 
software inspections and testing. In biology, capture-recapture is 
used to estimate animal populations, for example, the number of 
deer in the woods, and it is also used in medical research (Chao, 
1998). In software engineering, capture-recapture methods have 
been used for fault seeding methods (Mills, 1972). By seeding 
fault, and comparing the number of faults found that was seeded 
and non-seeded faults, the number of remaining faults can be 
estimated. Later, capture-recapture was applied in software 
inspections to estimate the number of remaining faults. The first 
application of capture-recapture on software inspections was 
published in 1992 by Eick et al. (Eick et al., 1992). A survey of 
capture-recapture in software inspections is provided in 
(Petersson et al., 2004). Capture-recapture has also been applied 
in different ways in testing (Stringfellow et al., 2002)(Yang and 
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Chao, 1995). 
 
In software engineering, capture-recapture can be described as a 
method that uses the overlap between inspectors or testers to 
estimate the remaining number of faults. The overall hypothesis is 
that if, for example, several testers have a large overlap in what 
they find then few faults are probably remaining. A similar 
reasoning can be used if the overlap is small between the different 
testers. Different statistical methods can be used to make the 
estimation. 
 
To the best of our knowledge, capture-recapture has not been 
applied in software unit testing in the way reported here. The 
application of capture-recapture in unit testing has two objectives. 
First of all, it can be used for quality control. In other words, as a 
gatekeeper to ensure that whatever we pass on to the following 
test phases is of sufficient quality. Second, it can be used as a 
method to try to estimate the remaining number of faults as such.  
 
Thus, the objective of this chapter is to illustrate through an 
industrial case study how capture-recapture is possible to apply to 
software unit testing to obtain an estimate of the remaining 
number of faults. The design of the case study is presented in 
detail together with findings from a pre-study conducted on an 
open source project and the main study conducted at a company.  
 
The study shows that it is possible to estimate the number of 
remaining faults. The additional costs for introducing parallel 
testing of software units are reported. The study provides input to 
companies to judge whether parallel unit testing is a way forward 
to get a better hold on the software quality early in the testing 
activities. 
 
The chapter is structured as follows. Chapter 5.2 presents related 
work. The case study is presented in Chapter 5.3, where the 
context, design, execution, threats and results are presented. A 
section on company implementation is found in Chapter 5.5. 
Finally, Chapter 5.6 presents the main conclusions from the study. 
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5.2. Related work 
The related work of this chapter contains two main sections. The 
information and research on combining unit test results with 
capture-recapture is sparse, hence the related work starts with the 
use of capture-recapture in software inspections, then moves on to 
related works in capture-recapture applied to unit tests. 

Capture-recapture in inspections 
Capture-recapture estimations are based on the assumption that 
the overlaps between the number of animals captured the first, 
second and third time are inversely proportional to the amount of 
animals not captured at all. The fewer the number of animals in 
the overlap, the larger the number of animals not captured at all.  
 
The main difference of applying capture-recapture in software 
inspections, compared to biology, is the data collection method. 
The method is serial in biology and simultaneous in inspections.  
 
There are four main models to use for estimation as part of the 
capture-recapture methods usually referred to as capture-recapture 
models M0, Mh, Mt and Mth (Petersson et al., 2004). The 
differences between models are the basic assumptions of how the 
world works, and in particular the probabilities of faults being 
detected and the ability of reviewers to detect them (Petersson et 
al., 2004). The four capture-recapture models’ with varying 
assumptions are: 
 
M0 assumes that the probability of a fault being found is the same 
for all faults, and that the ability of the inspectors to find each 
fault is also the same. 
 
Mh also assumes that the probability of a fault being found is the 
same for all faults, but it assumes that the detection ability can 
vary from inspector to inspector. 
 
Mt here the assumption is that the probability of faults being 
found varies, but that the inspectors all have the same ability to 
find each fault. 
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Mth makes neither an assumption about probabilities being the 
same for faults nor for inspectors, i.e. the probability of faults 
being found can vary, and the ability to find each fault can vary 
from inspector to inspector. 
 
When using a capture-recapture model in practice, the model 
needs to be complemented with an approach to predict the 
number of remaining faults. The approach, or formula, is 
generally called an estimator (Petersson et al., 2004). The three 
most common estimators today are: Maximum likelihood (ML), 
Chao’s estimator (Ch) and Jackknife (JK). The combination of 
model and estimator that has had the greatest success in software 
inspections is Mh with the Jackknife estimator (Mh-JK) ( 
Petersson et al., 2004). There are different orders of estimators for 
the Jackknife method and according to both Miller and Thelin et 
al. the second order Jackknife estimator performs best (Thelin, 
2004).  
 
An overview of how Mh-JK has performed in the past on 
software inspection data is presented in Table 13. The results are 
presented as Mean Magnitude of Relative Error (MMRE) 
measurements in order to give a better overview. The MMRE 
measurement has a tendency to underestimate in comparison to 
the mean, and it also has a high probability of selecting a model 
that has a bad fit to the data (Foss et al., 2003), but since most 
papers in the area were written before 2003 when the critique of 
MMRE was published the contents of Table 13 still uses this 
measurement. Usually a combination of model and estimator is 
considered reasonably accurate when it has a bias in the 
approximate range of ±20% (Kamel and Sorenson, 2003)(Briand 
et al., 2000). 
 
Thelin’s (Thelin, 2004) results in Table 13 were not originally 
written as an MMRE measurement but in order to be able to 
compare the results with that of Petersson et al. (Petersson and 
Wohlin, 1999) and Briand et al. (Briand et al., 2000) the data 
available in (Thelin, 2004) has been transformed into MMRE. 
The results in (Petersson et al., 2004) and (Briand et al., 2000) are 
available as MMRE. 
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Current work in the area of applying capture-recapture on 
software inspection data mainly consists of comparing the method 
to other methods of estimation (Petersson et al., 2004). There is 
still no agreement on whether or not the capture-recapture method 
outperforms subjective estimates, but the two methods seem to 
have similar performance (Thelin, 2004)(Petersson and Wohlin, 
1999). There is also an interesting trend of evaluating the stability 
of estimations using the capture-recapture method (Chang et al., 
2005)(Thelin and Runeson, 2002). 
 

Table 13. Example of performance of Mh-JK in inspections. 
Researchers No. 

of 
Insp. 

No. of subjects MMRE 
in % 

(Thelin, 2004)* 3 34 BSc stud -16 
(Petersson et al., 2004)  3 Simulation 19 
(Thelin, 2004)* 3 48 MSc stud 21 
(Petersson et al., 2004) 4 Simulation 28 
(Briand et al., 2000) 3 14(13) 

professionals 
28 

(Briand et al., 2000) 2 12 professionals -52 
(Petersson et al., 2004) 4 Simulation -64 
(Petersson et al., 2004) 3 Simulation -72 

   *The results were recalculated into MMRE format for this paper.  

Capture-recapture in testing 
When applying the capture-recapture method on failure data from 
testing there is one thing that needs to be kept in mind: The 
artifact, being the code in execution, changes faster than other 
artifacts. In order to give a representative picture of the test 
process it is important that failures of type “test stoppers” are 
allowed to be removed. This means that the artifact being 
scrutinized is being changed while the testing is being done. Since 
the code is in execution and works together with other programs 
and underlying platforms, a failure can be caused by factors other 
than the artifact under scrutiny. Thus, the best combination of 
capture-recapture model and estimator may very well be different 
when used in software testing than in software inspections.   
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There are few results from applying capture-recapture to test data, 
but there are at least two, one by Stringfellow et al. (Stringfellow 
et al., 2002) and one by Yang et al. (Yang and Chao, 1995). In the 
study by Stringfellow et al, the objective was to estimate which 
units that can be expected to contain faults in operation even if 
faults were not found in testing. In other words, the study was not 
focused on estimating faults as is the goal in this chapter. The 
results from the Stringfellow et al. analysis show that the capture-
recapture model and estimator combination seems different, even 
if the Mh-JK estimator is within acceptable range in testing as 
well as in inspections (Stringfellow et al., 2002). The capture-
recapture models that perform within an acceptable level of the 
subjective estimates in the Stringfellow et al. study are: Mt-ML, 
M0-ML and Mh-JK (Stringfellow et al., 2002). Given that the 
objective here is not to compare different capture-recapture 
models and estimators, a selection of models and estimators to use 
had to be made.  As these three estimators have performed well 
previously when used with test data, these estimators are used in 
this study and therefore require some additional explanation. 
Furthermore, at least the Mt-ML and Mh-JK models and 
estimators have been among the most successful in inspection 
studies as well (Petersson et al., 2004). Another similarity to 
inspections is that the subjective estimates perform very well, but 
that the capture-recapture models seems to have similar 
performance to the subjective estimates (Stringfellow et al., 
2002).  
 
The Yang et al. (Yang and Chao, 1995) investigation tries to 
determine when to stop testing through estimating “defects” 
found in test using, among other techniques, recapture debugging. 
Recapture debugging is built on the existence of reported 
duplicates in testing, and different failures that can be traced back 
to the same root cause. Yang et al. looked at examined “defect” 
capture-recapture, i.e. they investigated the root causes of the 
failures instead of looking at the failures themselves as separate 
occurrences (Yang and Chao, 1995). The study found that using 
capture-recapture to determine when to stop testing is only 
superseded by the optimal test stop criteria, which is defined as 
“…when it becomes cheaper to fix a defect in maintenance than 
in test” (Yang and Chao, 1995). 



Towards a framework for fault and failure prediction and estimation 
 

123 
 

5.3. Case Study 
The case study presented in this chapter aims to evaluate if it is 
possible to use capture-recapture to estimate the number of 
remaining faults after unit testing. The case study is conducted by 
having several testers performing unit testing on the same unit, 
ideally in parallel. In other words, testing is conducted in a similar 
way as individual reading in inspections. The case study is 
conducted as an extra test activity. This is done for two main 
reasons. First of all, this is a pilot study and hence it is not 
integrated into the normal development process. Second, the 
study is conducted after the unit test prescribed in the 
development process is done. The latter has one major advantage. 
The quality of the unit is higher, which means that failures of type 
“test stoppers” have been removed and several testers do not have 
to find the same “simple” failures.   
 
It is important to point out that our application of capture-
recapture in unit testing has several different goals. First, the 
company should evaluate whether the use of capture-recapture is 
a useful step to assure quality of individual units and to help in 
planning of the remaining test phases based on the failure 
estimates. Second, even if the company decides not to use this 
approach for all units, it will be evaluated whether it can be 
applied for some units to obtain an estimate of the total number of 
remaining failures in a subsystem. The latter requires that a 
representative unit is selected, i.e. a unit that is estimated to have 
an average number of failures in relation to the other units in the 
subsystem. This objective resulted in an extra step in the case 
study, since capture-recapture study should be applied to a 
“representative” unit. 
 
The presentation of the case study is divided into five parts: 
Context, design, execution, validity and result of the study.   

Context 
This case study was made in two different environments. In the 
pre-study, the environment is the open source project called KDE. 
The pre-study was presented in a news article for the KDE 
community, and anyone could sign up for the study. The KDE 
community is a voluntary-based development community, which 
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usually means that people will participate in the activities they 
enjoy. The voluntary basis also meant that among the people who 
signed up for the pre-study and participated in answering the pre-
test questionnaire, only 7% chose to participate in the actual test 
part of the study. This is further discussed in Chapter 5.4. 
 
The main study was conducted at a medium sized software 
company named UIQ Technology, with a total of 366 employees, 
of which 98 are developers. The company develops Symbian C++ 
software for mobile phones, so a lot of their software is aimed at a 
very diverse mass market. The development is in the process of 
being phased from traditional waterfall development approach to 
incremental software development process applying test-driven 
development. UIQ Technology employs outsourcing on a regular 
basis, partly because they are investigating if outsourcing can 
save resources, and partly since the demand for mobile software is 
increasing there is a shortage of software developers in Sweden 
today. The outsourced software is usually one component from 
the baseline maintained at the company. This case study was 
performed at UIQ Technology because it was agreed that it would 
help the main organization if they could tell how many faults the 
outsourced components contain when they arrive for integration 
into the baseline. In other words, there was a high demand for 
finding ways to obtain earlier estimates of software quality, and in 
particular to have a better control on the quality of components 
being outsourced.  

Design 
This section contains a description of the case study design for 
applying capture-recapture to failure data from unit tests. The 
study design is divided into two phases with eight distinct steps 
each. The first phase is a pre-study and the second phase is the 
main study. The pre-study is conducted to evaluate the steps and 
to ensure that the likelihood for success of the case study at the 
company is maximized.  
 
The eight steps of the design are: 
 

1. Select a unit for testing. 
2. Pre-test questionnaire handout to developers. 
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3. Selection of four developers. 
4. Parallel unit test execution. 
5. Participants’ subjective estimates. 
6. Meeting to define failures and overlap. 
7. Capture-recapture calculations on representative unit.  
8. Inform all involved of study results. 

 
Each design steps is described in more detail in the following 
subsections.  

Select a unit for testing 
In order to find a unit with failure representative traits the units 
need to be measured. This means that a data extraction is needed 
followed by an analysis of the data. A number of metrics are 
extracted from two releases of the same software product. The 
intention is to identify measurements that correlate with number 
of provoked failures from an old release of the project, and then 
use the same measurements in the current release to identify a 
“representative” unit to use in the capture-recapture study. This is 
done by using the failure correlation measurements from the old 
release together with the metrics measurements from the new 
release to create a representative conceptual unit with the median 
values of all measurements. The unit with values closest to the 
conceptual unit is then selected for being used in the study.  

Pretest questionnaire handout to developers 
A list of potential participants in the study is created. The people 
on the list are asked to complete a questionnaire. The 
questionnaire asks about their programming and testing skills, as 
well as motivation level. This step is done to ensure that the 
subjects chosen for the study are representative of developers at 
the company.  

Selection of four developers 
The answers from the questionnaire are used to determine the 
median skill level of the entire group, and select four developers 
in the immediate vicinity of the median to perform the parallel 
testing. The questionnaire answer options are Likert scale 



Towards a framework for fault and failure prediction and estimation 
 

126 
 

alternatives. The analysis consists of prioritizing the questions 
according the believed impact of the answers to the parallel 
testing. For each question, the most selected answer option is 
considered the median value of the group. When selecting 
suitable participants for the study, the priority of a question is 
taken into account. The higher the priority of a question, the more 
important it was the developers selected had provided an answer 
that was equivalent to the median of the group.  
 
It is important to point out, that the people, who already had 
expertise or experience with the component to be tested, were 
excluded from the group of potential participants to avoid bias in 
the results. 
 
The four developers are briefed about the details of the study a 
few days before the parallel test session via e-mail, or if possible, 
face-to-face. The briefing includes: a description of goal of the 
capture-recapture study and their role in the study. The potential 
gains are also described.  

Parallel unit test execution 
The four developers are expected to test the same unit. The testing 
is done in parallel. While performing the tests they are to note 
activities, activity switches, failures found, time each failure was 
found, how each failure was provoked and the symptom of each 
failure.  
 
In order to make sure the unit testing is going as planned the main 
researcher collects verbal, individual feedback from the 
participating developers three hours into the unit test. This could 
potentially cause changes to the design during execution of the 
case study.  

Participants’ subjective estimates 
At the end of the parallel tests, each of the four developers 
provide his or her subjective estimate of how many more failures 
they think they would be able to provoke if given as much 
additional test time as they wish. This is viewed as an estimate of 
the remaining number of failures in the unit. 
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Meeting to define failures and overlap 
The four developers have a meeting with a research coordinator, 
where the developers discuss all “failures” noted during the 
parallel tests, and then decide what constitutes a failure. In this 
meeting, the overlap matrix for the failures is determined. At the 
end of the meeting the participants perform an open-ended 
qualitative evaluation of the study’s different aspects. 

Capturerecapture calculations on representative unit 
The main researcher performs the capture-recapture estimations 
for all combinations of all possible groups. The models used are 
M0, Mt and Mh, and the estimators are both Maximum 
Likelihood and Jackknife. The combinations used in this study are 
the ones that showed promise in the Stringfellow et al. study 
(Stringfellow et al., 2002): Mt-ML, M0-ML and Mh-JK. Note 
that the Mh model assumes that the detection ability of the 
developers is different, and the developers are selected based on 
the median. The use of the Mh model is still relevant, because the 
pre-test questions might not be able to catch what constitutes 
different detection abilities between developers. 

Inform all involved of study results 
The results of the study should be presented at a meeting with the 
entire group of possible participants, i.e. the people who 
participated in the testing and their managers. This step is 
important in many ways. It gives the company representatives a 
sense of participation, and it explains to them what happened to 
their invested hours. Furthermore it increases the visibility of the 
researcher at the company for future investigations and it is a first 
step toward creating a company opinion about the approach. 

5.4. Execution 
The execution of the study is reported in several steps. In this 
section, the execution of the pre-study is reported. The following 
subsections describe each of the eight steps in the design for the 
main study. 

Prestudy of the capturerecapture study   
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The study execution was preceded by a pre-study, made on the 
KDE Open Source project. The pre-study was intended to 
encompass the eight steps in the design for evaluation purposes. 
An invitation was sent out and the interest for the study was much 
higher than expected among the developers of KDE. The study 
started off with 41 developers answering the pre-test 
questionnaire on skills. Out of the 41 developers who answered 
the pre-test questionnaire, only three handed in a result from the 
unit testing part of the study. The three results handed in for 
analysis did not contain any overlap, hence the pre-study could 
not produce an estimate since some overlap is a prerequisite to 
make the capture-recapture models work (in terms of producing 
an estimate). There was a qualitative evaluation on what went 
wrong among all 41 initial participants. Among the developers 
who did not hand in their unit test package, nine gave qualitative 
feedback on the following questions: 
 
a) Why did you not proceed/finish the unit test part of the 

study? 
b) Do you have any other general feedback on the pre-study? 
 
The feedback clearly showed that all the developers could not 
find enough time for the five-hour time slot needed to perform the 
unit test. Four developers also stated that they ran into scheduling 
problems, due to that the date for the study was moved two 
weeks. The move was due to difficulties finding someone to write 
documentation for the selected unit to test. Two developers stated 
that they simply realized they did not have enough skills to 
complete the unit tests. 
 
The three developers, who did hand in their unit test package, 
were asked the following questions: 
 
a) Why do you think so few of the initially interested 

participants did not proceed/finish the unit test part of the 
study? 

b) What parts of the unit test parts of the study do you think 
could be improved and how? 
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The answers from the developers showed that the main problem 
with the study was the time it took to set up the test environment 
and create their own test harness from scratch.  
 
As a direct result of the test run of the capture-recapture pre-study 
on the KDE Open Source project, the tasks of “Write code 
documentation and test driver template” were added to the design 
step “Selection of four developers”. 

Select a representative unit 
The experiences from the pre-study were important inputs to the 
main study. The first step was to find a representative unit, all 
units first needed to be measured to get an overview of the unit set 
of the entire outsourced subsystem. The main researcher 
performed the data extraction. The approach was determined over 
a six-month period of time. This created some challenges since 
projects are very dynamic and in this particular case the project, 
and hence the potential units to use, were changed three times. In 
the end, data was extracted from one old subsystem of the system 
delivered from the subcontractor selected (the development was 
outsourced), and from a new subsystem from the same outsource 
company that had just been delivered. The measurements 
collected were:  
 
• Number of times the cpp files was updated (cpp denotes a 

code file that contains the implementation of functionality). 
• Number of times the h files was updated (h denotes a header 

code file, meaning the file where the functionality for the cpp 
files are declared). 

• Source Lines of Code (SLOC) in cpp. 
• Commented Lines of Code (CLOC) in cpp. 
• Simple outbound function calls (MPC). 
• Simple inbound function calls.  
• Complex indirect outbound function calls. 
• Complex indirect inbound function calls. 
• Number of C++ classes in the unit. 
• Number of functions in the C++ unit. 
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• Number of members in the C++ unit. 
• SLOC in header files of the unit. 
• CLOC in header files of the unit. 
• Number of types in calls. 
 
The old subsystem had 28 units, with only three failures reported 
to two units. This meant that we were unable to determine how 
well or badly the number of failures correlated with these 
measurements. It is, however, known that all of these 
measurements have shown to be highly correlated with the 
number of faults in other research studies (Briand et al., 
1999)(Fenton and Neil, 2000), so we still created a conceptual 
unit based on the median value of all measurements. The unit 
with the closest actual values to those of the conceptual unit was 
chosen for the study. 
 
Finding a representative unit took about eleven hours. These 
eleven hours include analysis of the data collected in the form of 
normality tests and correlation analysis. The time does not include 
the overhead of setting up and using parsing tools or re-extraction 
time when the projects were changed etc. 

Pretest questionnaire handout to developers 
The pre-test questionnaire was handed out to 27 developers in 
total. The lead-time for collecting all questionnaires was about a 
month, because some developers went on vacation, others came 
back from vacation, and some got sick. 
 
One of the developers was not on site during when the first batch 
of questionnaires were handed out, so he answered the 
questionnaire about a week after the rest of the development 
department. 
 
The two last developers to perform the unit tests answered the 
questionnaire about one month after the rest of the group of 
developers.  
 
The spontaneous feedback given by about a fourth of the 
developers who answered the questionnaire was that some of the 
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questions were hard to understand. It was however judged that 
these difficulties did not affect the actual selection in the next 
step.  

Selection of four developers 
Some problems were found when doing the analysis of the 
answers from the questionnaire. The answers revealed that the 
company had two large and very different groups of developers 
when it comes to skills and motivation. It should be noted that the 
motivation factors of the pre-test only refer to the willingness to 
participate in the study. Since the company had two different skill 
and motivational groups, half of the candidates were selected 
from each group. The candidates were selected based on the most 
frequently occurring answers to the questionnaire questions, 
within each skill and motivational group.  
 
In order to avoid having to redo the selection again, in case some 
of the developers chosen were assigned to other departments 
temporarily or such, the selection contained six primary 
candidates, and four secondary candidates. 
 
In the end, it was discovered that two out of the first four 
candidates were not able to perform the tests because a vital skill 
required to carry out the tests was forgotten in the pre-test 
questionnaire. In the end this meant that two out of the four 
developers whose results qualified were not selected using 
median answers on the pre-test questionnaire. The last two 
developers were chosen based on their pretest but with the 
additional information on their knowledge of a specific tool used 
in the unit testing. This is further discussed at the end of this 
section. 
 
Based on the outcome of the pre-study, two new tasks were added 
in comparison to the initial design of the study. The added tasks 
were: 
 
Task 1: Write code documentation and test driver template: 
 
• The code documentation on the selected unit should be 

complemented where needed. This is important since a failure 
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is a deviation from the required behaviour hence the need for 
the developers to understand as exactly as possible the 
intended behavior of the unit being tested.  

• A test driver needs to be created for the unit test session. The 
template should be empty, but contain all dependencies on 
needed code units that will allow the code to be run, but 
nothing more in order not to guide developers too much in 
their testing. 
 

Task 2: Set up of test environment: 
 
There should either be extra time for the developers to set up their 
test environment or make sure there is another person who can set 
up the test environment quite quickly, and answer any questions 
regarding it that the developers might have. For this case study 
the person responsible for the integration and test of the 
component was called in to set up the test environment. 

Parallel unit test execution 
The parallel unit testing was divided into two sessions. The first 
two developers carried out the first unit test session about two 
weeks after the pre-test questionnaires had been handed in. The 
two last developers performed the second unit test session about 
two weeks after the first session. The sessions were carried out in 
the same way. The subjects in the study were informed about the 
necessity not to share any experiences until all four developers 
had performed the unit test. Before the test, the developers 
gathered for an hour information meeting in the morning, and 
then they had seven hours to perform the testing. Three hours into 
the unit tests execution, the main researcher collected feedback 
from the participants on how the testing was proceeding. The 
feedback from the developers stated that they were having 
problems understanding the dependencies of the unit. This caused 
a change to a different test harness when two hours of unit tests 
remained. The first test driver was provided from the beginning of 
the testing sessions, and it was empty so they could fill it up 
themselves. A second test driver template was provided when two 
hours of the test remained due to feedback from the participants. 
The developers said it would be much easier to extend already 
existing flow test cases. The implications of adding a second test 
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harness was considered for two hours, because it was vital not to 
guide the developers too much during the unit testing. It was 
decided it was worth the risk since the addition could at most 
cause the developers to miss failures caused by non-allowed 
execution sequences, and it was not possible for end users to 
manipulate the unit in this way.   
 
The outsource company that developed the subsystem used in the 
study provided the latter test harness when the code for the 
subsystem was delivered. The test harness consisted of extendable 
basic flow tests. 

Participants’ subjective estimates 
Two of the four developers provided subjective estimates of the 
number of remaining failures. One developer estimated four 
failures to be left, and the other one estimated five failures to be 
left. In both cases this meant that they estimated a total failure 
content before test to be six failures. 

Meeting to define failures and overlap 
This meeting went according to plan. The meeting took about one 
hour, and included: A discussion on which of the reported failures 
could actually be seen as failures, defining overlaps among the 
found failures and lastly, general, unstructured qualitative 
feedback on the entire study up until this meeting. The results of 
the overlap analysis can be seen in Table 14. 
 
The qualitative feedback from the developers on the study was as 
follows:  
 
• The documentation of the code was an insufficient basis on 

which to specify test cases from scratch. The developers all 
agreed that if the documentation is good enough, the meeting 
for defining the overlap might not be necessary. 

• The documentation in the flow test case harness provided 
during the last two hours of test, had too poor documentation. 
The developers suggested the use of Doxygen (van Heesh, 
2008) and Docbook (Docbook, 2008) style documentation. 
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• The empty test harness provided from the beginning of the 
test sessions contained bugs, so for future studies or actual use 
of the approach the test harnesses should be tested properly 
before the test sessions begin. 

• A set-up description of the test environment should have been 
included. Even though the developers had used the test 
framework before, setting up the correct test conditions for the 
specific unit still took 2-3 hours for each of the developers. 

• There was a suggestion that a time period would be set aside 
for the participants, during which they could focus on getting 
familiarized with the code, without feeling pressure to start 
testing. 

Capturerecapture calculations on representative unit 
The capture-recapture calculations were performed in Matlab. 
The results can be seen in Table 14.  

Inform all involved of study results 
The meeting was conveyed to the team leaders of the teams that 
provided the developers. The developers themselves were invited 
to the meeting but chose not to participate. The study results were 
well received, and now the company is considering implementing 
a large-scale pilot evaluation of the method. 

Validity 
The validity of the case study presented in this chapter can be 
viewed in two different ways: Design validity and validity of the 
results.  
 
The adaptation of the design done at the execution stage to fit 
reality at the company that could have an effect on the validity of 
the results can be summarized as follows: 
 

• The change of selection for the last two developers 
according to an additional criterion may be a validity 
threat to the generalization of the applicability of the 
approach within the software company itself.  

• There were no resources available to improve the 
documentation on the unit selected for testing so the 
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testing was performed on code with partially incomplete 
documentation. This may have resulted in fewer failures 
being detected than if the documentation would have been 
better.  

Because of a misunderstanding of the term “unit test” in the pre-
test questionnaire, two of the four developers originally selected 
were found not have the experience needed to perform the unit 
testing, hence only two out of four selected developers could 
produce a result which qualified for the estimate calculations. To 
resolve the problem two additional developers were selected to do 
the unit test. A second unit test session was scheduled. The 
second session took place about two weeks after the first session, 
where the participants’ experience of unit tests had been 
established before hand. After the first test session, the 
participants of that session were instructed not to discuss their 
findings or the study with other developers at the company until 
after the second test session had been completed. However, 
whether or not this rule was followed cannot be known. 
Performing a pre-study has increased the validity of the case 
study design presented in this chapter. However, some additions 
and changes to the design is part of the outcome of the main case 
study as well. These are the changes, which should be made to the 
design before the study is run again: 
 
• The pre-test questionnaire needs to be modified. 
• The flow test case harness will be used from the beginning of 

the test session. The addition was a result of feedback from 
the developers while the unit testing was being done, and it 
showed a much higher rate of failure provocation than the use 
of the first, empty test harness. 

• A description on how to set up the test environment should be 
included in the test kit. 

• The requirement on the participants to provide a subjective 
estimate of remaining failures at the end of unit testing needs 
to be stated more clearly. 

Results 
The outcome of the capture-recapture study is presented in Table 
14. In total, the four developers (denoted D1 to D4) found five 
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failures in unit testing (denoted F1 to F5). Having failures marked 
by “X” in grey cells shows failures found by the reviewers. It is 
somewhat surprising to see the relatively small overlap. For 
example, even if D1 and D2 together find all five failures 
identified in the study, there is no overlap between them. The data 
in Table 14 can be used to estimate the total number of failures 
and in particular the number of remaining failures using the 
capture-recapture models and the estimators listed in Chapter 5.3.  
 

Table 14. Overlap of the failures found in the unit test session. 
 D1 D2 D3 D4 
F1 X  X  
F2 X    
F3  X  X 
F4  X   
F5  X   

 
From Table 14, it is possible to make estimates based on two, 
three or four developers. From a cost perspective, it would be 
preferable if as few developers as possible are used. However, it 
is of course important to find as many failures as possible too and 
to be able to make trustworthy estimations. For example, on the 
one hand D1 and D2 find five failures together, which is very 
good. On the other hand, it is impossible to make an estimate and 
the lack of overlap between them indicates that several failures 
are remaining. The estimates for all possible combinations of 
developers using different capture-recapture models and 
estimators are shown in Table 15. 
 
The first column shows the different combinations of developers 
where it is possible to get an estimate. Some overlap is required to 
get an estimate. The estimates in Table 15 show an estimate of the 
total number of failures, i.e. including those found in the unit test. 
It can be noted that the estimates for two developers (D1, D3 and 
D2, D4) are low. This is due to that estimations are only possible 
for two groups with no overlap between them. In other words, 
developers D1 and D3 together only found two failures and 
developers D2 and D4 only found three failures. When moving to 
three developers, the estimates become higher and closer to the 
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estimate obtained for four developers. The only exception is the 
estimate for three developers when developer D2 is excluded. 
 

Table 15. Capture-recapture model estimate results for all 
possible group combinations. 

Testers Mt-
ML 

M0-
ML 

Mh-
JK1 

Mh-
JK2 

Mh-
JK3 

1,3 2 2 2,5   
2,4 3 3 4   
1,2,3 8 9 7,67 8,83  
2,3,4 4 6 6 6,83  
1,2,4 8 9 7,67 8,83  
1,3,4 3 3 4,33 4,83  
1,2,3,4 6 6 7,25 8,08 8,83 

 
Unfortunately, the actual number of failures is unknown and 
hence the estimates cannot be compared with an actual value. The 
estimates shown in Table 15 are for the three different models 
with different estimators. The models are rather consistent and 
looking at the estimates it is reasonable to state that the total 
number of failures in the unit is 7-8 failures, which means that it 
is estimated that 2-3 failures are remaining after the study. 7-8 
failures are considered the result of the estimation because the 
median values for the groups containing three or four developers 
are 7.23 and 7.67. The groups of three to four developers were 
used as the primary estimators of the actual number of failures, 
since the more developers the more reliable the result. 
 
The estimates from the models could be compared with the 
subjective estimates provided by two of the developers. Both 
these developers estimated the total number of failures to be six. 
Thus, the estimates of the models and developers are close to each 
other, which provides some support for the results of the 
estimations. 
 
Unfortunately, it was impossible to compare the estimates from 
the capture-recapture models and the subjective estimates with the 
actual outcome, since this information is not available. 
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5.5. Company implementation 
Applying capture-recapture to unit testing provides two main 
possible uses. First of all, the estimates could be used as quality 
control, i.e. as a gatekeeper to decide whether a specific unit 
could be transferred to forthcoming test phases or if more unit-
testing is needed, or even if the unit should be sent back to 
development. Second, the estimate provides information about the 
potentially remaining number of failures and hence this 
information can be used to plan testing activities. It can be used to 
direct resources both in terms of person-hours and where in the 
system to put most testing resources.  
 
In this particular case, the main organization gets information 
about the quality of the outsourced software that it did not have 
before. The estimate provides information that can be used to 
decide whether or not to integrate the component into the baseline 
at the current quality level it exhibits.  
 
An important question for the company is the actual cost in 
comparison to the potential gains. In this case the main researcher 
conducted some of the work. However, the case study did incur 
some costs for the company too. The costs for the company are 
shown in Table 16, where it can be seen that the total cost was 51 
hours.  
 
The developers estimated that the use of the second test harness 
would allow the testing to be done in just four hours per 
developer. An analysis of the results from a budget perspective 
was conducted within UIQ Technology. The analysis showed 
that, if the failures found are in need of corrective action, the cost 
of the study is outweighed by the time saved on system testing 
later on in the project. The results were calculated for the UIQ 
context, using four hours of testing per developer, and the amount 
of failures being the same as in the study. For UIQ Technology, it 
means that they would get the additional information of the 
estimation without any additional costs to the development 
projects. 
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Table 16. Company investment for the add-on. 
Time in 
hours 

Activities 

10 Person hours for all developers to fill 
in the questionnaire 

1 Creation of first test harness 
2 Developer to help set up test 

environment 
6 Meeting to prepare developers for unit 

test 
28 Developers performed unit tests 
4 Hours to determine failure overlaps 

and evaluate the study 
Total 
51 

Company investment 

 
It is important to stress that the largest cost is related to the 
extraction of measurements, which is needed to select a 
representative unit. This cost only occurs if the aim is to identify 
and representative unit. If the intention is to perform this type of 
quality control on all units then the costs in both Tables 16 and 17 
have to be adapted to this. In other words, it should be 
remembered that the costs here are for one unit. However, the 
costs may become lower as we learn how to conduct these types 
of studies.  

 
In order for UIQ Technology to get general use of the method, the 
tasks above have to be done by company personnel. The 
extraction of measurements was done manually due to certain 
features of the programming language that made automation 
difficult. The extraction can be automated, but at a cost of around 
two full time weeks of implementation. The same automation 
took about two full weeks to implement for C++ in the pre-study. 

Use of results 
The estimate produced can be used as a basis to make the decision 
to integrate the outsourced component or not. The use of the 
method is not limited to outsourced components, but could 
potentially be used to estimate the “failure contents” of in-house 
components as well.  
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Table 17. Transferable tasks. 
Time in 
hours 

Activities 

80 Extraction of all module 
measurements 

1 Selection of the module to test 
8 Coordinating the questionnaire 

collection. 
14 Selection of the developers to perform 

the unit tests 
9 Coordinate the unit tests 
1 Coordinating the evaluation meeting 
1 Performed capture-recapture estimate 

calculations 
Total 
106 

All activities, which could be 
transferred from the researcher to the 
company. 

 
The method could also be used on components before release to 
the customer, in order to sample the quality level of the final 
product. If applied just before delivery, the resulting estimate 
could help determine the size of the project’s maintenance budget, 
if the sampled component could be proven to be representative for 
the system in some sense. 

5.6. Conclusions 
The contribution of this chapter is the unique combination of the 
results from unit tests with capture-recapture calculation models. 
The results of this case study were positive. The method’s 
different parts were evaluated for applicability on a real software 
project. The capture-recapture on unit tests is a method that is 
applicable in a commercial software company environment. The 
method is very cost efficient in the sense that it both finds failures 
and provides information to make an estimate of the remaining 
number of failures in a unit. It is however very important not to 
perform the unit testing to early, to avoid “test stopper” faults. In 
the case study, this was secured by performing the parallel unit 
testing after the unit test included in the development process at 
the company. An estimate was created from this case study. The 
resulting estimate is comparable with the subjective estimates of 
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the participants. The estimate itself can be used to control the 
actual quality of a unit and as information for further planning of 
testing activities.  
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6. A framework for fault and failure 
estimation and prediction 

Fault and failure estimations and predictions are separate research 
areas today, yet they have a lot in common. Researchers would 
benefit from having an overview of what methods are available in 
which areas, in order to see where more research is needed. 
Software companies would also benefit from having a joint 
overview of the fault and failure estimation and prediction 
approaches which exist, and an easy way to compare the 
approaches. One way to create an overview is to look at when 
different methods can be used, and what they need work. This 
chapter presents an idea of how a framework could be constructed 
to provide an overview of available methods and models in the 
fault and failure estimation and prediction research areas. 

6.1. Introduction 
Software development projects today can have up to 50% of a 
project budget spent on software testing (Myers, 2004). There is 
no question that software companies want to keep down their test 
costs, and a first step toward being able to tell if the test process 
has been improved is by measuring the number of faults and 
failures in the software (Humphrey, 1995). The only way to know 
if a test process or a development process has been improved 
from the view of fault content is to track faults before the change, 
and after the change.  
 
Failures are usually the primary concern of software development 
managers, since failures are the visible symptom of the software 
being faulty. The customers and users of a system can see 
failures—they cannot see the faults causing them. To some 
software companies, faults are a big issue in themselves, because 
of their ability to compromise the structure of a system (Eick et 
al., 2001).  
 
Both faults and failures are thus important to track for companies, 
but even in the case where failures are more important, faults 
need to be estimated, because the number of faults is indicative of 
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the number of failures, and failure estimation is hard to do during 
the early phases of a project.  
 
It is hard for software companies to find out which fault and 
failure estimation techniques suit them. Companies have different 
organizations, different development processes, differently skilled 
personnel and different development areas so different companies 
need different estimation methods. There is thus a need for a set 
of fault and failure estimation models from which the most 
suitable alternatives can be discerned. 
 
It is common practice to make estimates of faults and failures in 
software projects today. The goal of fault and failure estimation is 
either the number of faults, in order to estimate the test time 
needed, or, to get a sense of the quality of the product towards the 
end of a project. 
 
One goal of this chapter is to present a framework, which allows 
companies to tell if a process change has a positive or negative 
impact on the faults and failures in the software being developed.  
 
The paper starts by presenting the related work, where the fault 
estimation and prediction metrics are classified, followed by 
descriptions of what metrics are available in which project phases. 

6.2. Related work 
Methods and models for fault and failure estimation and 
prediction are all built on metrics, and therefore the emphasis in 
this section is on the metrics. Different methods take different 
metrics as input in order to create an estimate or prediction. And 
in turn, the metrics the methods build on, have their own 
properties, such as when they become available and how suited 
they are for fault and failure estimation and prediction. No 
estimation or prediction method is stronger than the metrics it 
uses as input. The properties of the metrics decide when different 
estimation and prediction methods can be used. This section 
describes which metrics can be used for estimation and prediction 
of faults and failures in software. 
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Metrics used for fault and failure estimation and 
prediction 
On a high level, several factors can influence the faults and 
failures of software. Sherer presents five different factors 
influencing the faults and failures in software (Sherer, 1995): 
 

• The people performing the development process. 
• The complexity of the problem the development is trying 

to solve. 
• The development process used. 
• The suitability of the development process used. 
• Budget and resource constraints. 
 

These five factors are hard to measure, because they are too 
generically described. For example, what parts of the developers’ 
personality, skill and moods actually affect the faults and failures 
in software, and to what extent? Another example is what is 
actually meant by “complexity of the problem”? It is important to 
realize that metrics need not be causal in order to be useful in 
estimation and prediction of faults and failures. Sometimes, a 
strong correlation may be enough.  
 
Kan divides software quality metrics used in fault and failure 
prediction into three groups (Kan, 2002): 
 

• End-product quality metrics. 
• In-process metrics. 
• Project characteristics. 

 
These categories are also too high level, but they describe 
delimited categories, and for this categorization it seems the 
developers and the budget and resource constraints have been 
excluded.  
 
In 1999, Fenton and Neil divided fault predictive metrics into four 
groups (Fenton and Neil, 1999). These four groups of metrics are 
(Fenton and Neil, 1999): 
 

• Size metrics. 
• Complexity metrics. 
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• Test metrics. 
• Process quality data. 

 
Size can be measured on either the project or the product in a 
software development project. Measuring the project, it is either 
possible to measure the size on the overall project, or on its 
parts—for example the size of the planning phase, design phase, 
implementation or test phases. When measuring the size of the 
product, the measurement can be limited to the code of the 
software, or extend to its requirements or design documents.  
 
Complexity can also be measured on either project or product, 
but the support for measuring the complexity of the static product 
is larger than for the project, because there are frameworks of 
measurements available for the latter (Briand et al., 1998-
1)(Briand et al., 1999). There has however been a suggestion on 
how to measure the project complexity (Xia and Lee, 2004), but 
the measurements have to the best of our knowledge never been 
checked for correlation with faults and failures in software. 
 
Test metrics can be collected during the last parts of the 
implementation phase, and throughout the testing phase. Test 
metrics can encompass: Test cases created, the time it takes to test 
which parts, measurements on test code and so forth. There have 
been a few investigations into the use of test coverage measures to 
predict faults and failures in software (Malaiya et al., 
1994)(Nagappan et  al., 2005). 
 
Process quality is widely believed to be a tell tale sign of the 
quality of the product it creates (Florac and Carleton, 1999). 
According to Florac and Carleton, variability among processes, 
and bad fit processes, cause defects. In order to measure process 
quality, the quality of the process needs to be judged. There are a 
number of process improvement schemes, which allow the 
processes to be evaluated, such as the Capability Maturity Model 
(CMM) or ISO 9001 (Humphrey, 1988)(Zahran, 1998).  
 
To these four groups of metrics for fault estimation and 
prediction, it is possible to add a group of measurements, to allow 
failure estimation and prediction. This group refers to the product 
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in execution, in test, in simulated use and in actual use. The 
addition of these “product in execution” metrics is supported in 
the grouping by Kan (Kan, 2002). The resulting measurements 
include failures provoked, or time between failures provoked. 
Henceforth these measurements are called product execution 
metrics. 
 
This means that there are five groups of metrics, which can be 
used to estimate or predict the faults and failures of software: Size 
metrics, complexity metrics, test metrics, process quality data and 
product execution metrics. 

When different metrics for estimating and predicting 
fault and failure of software become available 
To get a sense of what metrics are available at which times during 
a software development project, an overview of a typical software 
project is first provided. There are many different ways of 
creating software, but we keep to the most basic model for 
software development projects, called “the waterfall model”. 
 
Software projects generally consist of a set of phases, roughly 
following each other. These tasks are: Planning, design, 
implementation and test (Sommerville, 2004). The phases are not 
clearly separable, and often overlap, as can be seen in Figure 16. 
After the testing phase the software is generally released, meaning 
sent to the customer. 

 
Figure 16. Phases of a software project. 

 
For each of the phases in a software project, software fault and 
failure estimations and predictions can be made.  In this section 
we present which metrics are available during what project 
phases. For each phase and metrics set available, a subset of 
available models and methods for estimating and predicting faults 
and failures in software, are presented. The models and methods 
are placed into the framework based on their required input 
metrics, and when these metrics are available. The section is 
divided into the main four phases of a software project, and 
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within each subsection, the metrics available are presented, and 
based on the metrics available, the methods and models 
applicable during each phase are presented.  

Planning phase 
During the planning phase there are not a lot of measurements 
available, because the project is largely defined during this phase. 
There are few artifacts available. One artifact often created during 
this phase is the requirements specification. The size of the 
requirements specification can thus be measured towards the end 
of the planning phase. The complexity measures available are the 
complexity of the planning phase and the complexity of the 
requirements—again, towards the end of the planning phase. If 
the project uses a process improvement model it might be 
possible to measure the quality of the planning processes and the 
requirements elicitation process (Zahran, 1998). 

Design phase 
The main artifacts created during the design phase are the design 
documents and the software design. The size and complexity of 
the software design is a good source of metrics for fault prediction 
and estimation. At this point the planning phase size is available, 
because it has been completed. The complexity of the design 
phase can be analyzed during the design phase. The plans for the 
project were completed during the planning phase so they are also 
available. The project plans include predictions of all project 
phase sizes, planned test methods and perhaps planned number of 
test cases. 

Implementation phase 
During the implementation phase the creation of the software 
product is underway. Parts of the software product, for example 
classes, modules and subsystems, can be measured for size and 
complexity as they are created. The execution metrics for the 
parts of the software can be measured as the parts become 
available. The complexity of the implementation phase can be 
measured. The size of the finished design phase is also available.  
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Test phase 
During the testing phase the parts of the software are integrated 
into a system. The measurements which can be collected at this 
point are: The size of the implementation phase, the size and 
complexity metrics for the entire system, the complexity of the 
test processes, and the execution metrics for the entire system. 
 

Table 18. Types of metrics for different phases 
Phase Types of metrics 
Planning phase Size of requirements 

Complexity of planning phase 
Complexity of requirements 

Design phase Size of planning phase 
Size of the design 
Complexity of the design 
Complexity of the design phase 
Predicted phase sizes 
Predicted number of test cases 

Implementation 
phase 

Size of the software product parts 
Size of the design phase 
Complexity of the software product parts 
The complexity of the implementation phase 
Execution metrics of the software product 
parts 

Test phase Size of the implementation phase 
Size of the entire system 
Complexity of the entire system 
Complexity of the test phase 
Execution metrics for the entire system 

 

6.3. The Framework 
If we look back to the methods and models presented in Chapter 
1, we remember that among the fault models and methods these 
were discussed: 
 

• Expert estimations 
• Methods which need sampling 

o Defect density 
o Subjective assessment 
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o Using historical data 
o Capture-recapture methods 
o Curve-fitting methods 

• Regression analysis and models 
• Case-based reasoning 
• Machine learning 

 
And among the failure prediction and estimation methods and 
models the following were discussed: 
 

• Software reliability growth models (SRGM) 
• Architecture based reliability assessment methods 
 

These methods and models are all dependent on certain types of 
metrics, so determining what metrics are available during which 
phases of a software project, and matching these to the metrics 
input for different models, we can tell when a certain method or 
model can be used.  
 
Expert estimations are built on the experiences and gut feelings of 
the experts, so they are not really connected to metrics in the 
current project, thus the method can be used at any point during a 
software project.  
 
The estimation methods mentioned in the fault sampling section 
of Chapter 1, are dependent on fault input in order to work, so 
some kind of sampling technique has to be applied to a software 
artifact in order to generate input for the models. The set of 
methods for estimating based on sampling mentioned in Chapter 1 
are: Subjective assessment, the use of historical data, capture-
recapture methods and curve-fitting methods (Aurum et al., 
2001). 
 
Defect density is in some studies counted as an estimation 
method, however, in this thesis it is seen as a measurement 
usually calculated on inspection results from code (Russell, 
1991).  
 
Subjective estimation is known to have been applied to: 
Requirements specifications, software design and the code of the 
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software (Biffl, 2000) (Thelin, 2004) (El Emam et al., 2000). In 
1992 it was shown how historical data could be used together 
with inspection data from a design document in order to create a 
fault estimate (Eick et al., 1992).  
 
Capture-recapture has been shown to work in estimating the 
fault content of design documents (Eick et al., 1991).  
 
Curve-fitting has been used with inspection data from software 
requirements specifications (Padberg, 2002) (Biffl and 
Grossmann, 2001).  
 
Inspections is a sampling method that has been applied to the 
planning phase on requirements specifications, during the design 
phase on software design and during the implementation or test 
phase on software products (Cheng and Jeffery, 1996)(Travassos 
et al., 1999)(Gilb and Graham, 1993).  
 
Regression modeling has been shown to work together with data 
from the software design or the software product, thus regression 
modeling can be applied from the design phase and onward 
(Agresti and Evanco, 1992)(Ostrand et al., 2005). 
 
Case-based reasoning builds mainly on metrics from previous 
projects, so it can be used throughout a software project. It does 
however need some kind of fault related metric input from the 
current project, in order to select the historical case to build 
predictions and estimates on. Product metrics from the 
implementation or test phase can be used in the case-based 
reasoning (El Emam et al., 2001-2)(Khoshgoftaar et al., 1997). 
 
Machine learning is a category of models, which in many cases 
have the same dependence on metrics as the regression modelling 
techniques, meaning it can be applied from the design phase and 
onward (Challagulla et al., 2005). 
 
SRGMs are dependent on product execution metrics, so they are 
limited to the test phase (Lyu, 1995). 
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The architecture based reliability assessment methods are 
dependent on execution metrics of at least parts of the software 
product, so they can be applied during the implementation and 
test phases (Yacoub et al., 2004)(Le Guen et al., 2004). 
 
The limitations of when the different method and models can be 
used, is thus governed by the availability of the metrics they 
depend on for input. Classifying the methods and models 
presented in Chapter 1 based on each method and models’ 
metrics, and when those metrics are available, thus gives us a first 
view of the framework, as can be seen in Tables 19 and 20. 
Tables 19 and 20 are not meant to be complete—they are a 
suggestion for how models and methods for fault and failure 
estimation and prediction could be classified into a matrix. In 
Tables 19 and 20, measurements have been tried together with the 
approach named furthest to the left on the row. In Table 21 the 
methods and models presented in this thesis are put into the 
framework, to give an overview of their metrics requirements and 
when they can be used. 

6.4. Discussion 
With this framework, it is possible to classify fault and failure 
prediction and estimation models and methods, based on their 
metric requirements. From a software company perspective, the 
framework presents the methods that are available for the metrics 
they already collect, as well as when they can make the estimate 
or prediction.  
 
If a software company wants to be able to tell what impact a 
change to a process has to the faults or failures in the software, 
the faults and failures need to be monitored. The framework 
presented provides an easy way to select a set of methods and 
models, which can be used throughout an entire project to monitor 
the faults and failures.  
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Table 19. Framework matrix of sampling methods used with 
inspection data. 

 Planning 
phase 

Design 
phase 

Impl. 
phase 

Test phase 

Defect 
density with 
inspection 
data 

   Size of the 
software 
product 
(Russell, 
1991) 
sample of 
software 
product faults 
(Russell, 
1991) 

Subjective 
assessment 
with 
inspection 
data 

Sample of 
requirements 
faults (Biffl, 
2000) 

Sample of 
design faults 
(Thelin, 2004) 

Sample of 
software 
product part 
faults (El 
Emam et al., 
2000)  

Sample of 
software 
product faults 
(El Emam et 
al., 2000)  

Using 
historical 
data with 
inspection 
data 

 Sample of 
design faults 
(Eick et al., 
1992) 

  

Capture-
recapture 
with 
inspection 
data 

 Sample of 
design faults 
(Eick et al., 
1992) 

  

Curve-
fitting with 
inspection 
data 

Sample of 
requirements 
faults 
(Padberg, 
2002) (Biffl 
and 
Grossmann, 
2001) 
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Table 20. Framework matrix for methods and models which do  
not need sampling of faults or failures to work. 

 Planning 
phase 

Design 
phase 

Impl. 
phase 

Test phase 

Regression 
modelling 

 Complexity of 
the design 
(Agresti and 
Evanco, 1992) 
(El Emam et 
al., 2001) 

Size of 
software 
product parts 
(Ostrand et al, 
2005) 
Complexity of 
software 
product parts 
(El Emam et 
al., 2001) 

Complexity of 
software 
product (El 
Emam et al., 
2001-2) 

Case-based   Size of 
software 
product parts 
(Khoshgoftaar 
et al., 1997)(El 
Emam et l., 
2001-2) 
Complexity of 
software 
product parts 
(Khoshgoftaar 
et al., 1997) 
(El Emam et l., 
2001-2) 

Size of 
software 
product parts 
(Khoshgoftaar 
et al., 1997) 
Complexity of 
software 
product parts 
(Khoshgoftaar 
et al., 1997) 

Machine 
learning 

  Size of 
software 
product parts 
(Challagulla et 
al. 2005) 
Complexity of 
software 
product parts 
(Challagulla et 
al. 2005) 

Size of 
software 
product 
(Challagulla et 
al. 2005) 
Complexity of 
software 
product 
(Challagulla et 
al. 2005) 

SRGM    Execution 
metrics for the 
entire software 
product 
(Jelinski and 
Moranda, 
1972) 

Architecture 
based 
assessment 

  Execution 
metrics for 
software 
product parts 
(Le Guen et 
al., 2004) 
(Yacoub et al., 
2004) 

Execution 
metrics for  the 
entire software 
product (Le 
Guen et al, 
2004)(Yacoub 
et al., 2004) 
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Table 21. Methods of this thesis classified in the framework. 
 Planning 

phase 
Design 
phase 

Impl. 
phase 

Test phase 

Chapter 2  Size of the 
planning 
phase 

Size of the 
design phase 

Size of the 
impl. phase 

Chapter 3  Complexity of 
the design 

Size of the 
product parts  
Complexity of 
the product 
parts 
Sample of 
faults 

 

Chapter 4  Complexity of 
the design 

Size of the 
product parts  
Complexity of 
the product 
parts 
Sample of 
faults 

 

Chapter 5   Sample of 
software 
product 
failures  

Sample of 
software 
product 
failures 

 
In order to know how good estimates and predictions at different 
points during a project are, research literature recommends the 
use of a technique called triangulation (Robson, 2002). 
Triangulation, in this context, means that the real value is 
pinpointed through using a set of different models, at each 
estimation and prediction point. Using several models allows a 
comparison of the output from all models. It is unlikely that all 
models used fail at the same time, and if one model for some 
reason fails, the result of that model can be identified as an 
anomaly. The framework allows an easy selection of models with 
different metric dependencies, but which can be used at the same 
point in time during a software project. 
 
It is also possible for researchers to create a complete framework 
by doing a systematic review of all fault and failure prediction 
and estimation models. Once the complete framework exists, it is 
easy to see for which metrics and models more research is 
needed. 
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6.5. Conclusions 
In this chapter, a first view of a framework for fault and failure 
estimation and prediction is presented. It shows a framework, 
built on the metric dependencies of different methods and models, 
and sorted according to the phases in software projects. The 
framework allows classification of methods and models, which 
provide support for both software companies in their selection of 
suitable methods and models, but also for researchers, in 
providing an overview of where more research is needed. 
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