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Abstract. Software Architecture Evaluations are an
important decision support tool when developing soft-
ware systems. It is thus important that they are con-
ducted professionally and that the results are of high
quality. In order to improve the quality, it is necessary
for the participants to gain experience in conducting
software architecture evaluations. In this article we
present six years of experience in software architecture
evaluations. Although we primarily focus on our expe-
riences on software architecture evaluation in student
projects, we have also applied the same method in
industry with similar experiences.
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1 Introduction
Software Architecture Evaluations are becoming an
increasingly important tool during various decision
processes in software development. Strategic decisions
are made based on the outcome of software architecture
evaluations. Software architecture evaluations are also
used to ensure that the quality objectives for a software
intensive system are met.

In order to become a proficient participator in soft-
ware architecture evaluations, it is important to gain
experience in conducting them. This experience is in
fact twofold. The first concerns developing a sense for
where there may be issues with a particular software
architecture. The second experience concerns the for-
mat of a software architecture evaluation, i.e. the proto-
col to follow; what to do and say, and above all what to
avoid doing or saying.

During the past six years, we have conducted soft-
ware architecture evaluations as a part of an industry
initiated large team software engineering project in the
software engineering curriculum at Blekinge Institute
of Technology. Over these years we have conducted 30-
odd software architecture evaluations. We use a light-
weight software architecture evaluation method
adapted from SAAM [Bass et al. 1998] and ATAM
[Clements et al. 2002]. On several occasions, we have
also used this lightweight method together with indus-
try partners.

The main goal of the evaluations is to identify prob-
lem areas in the evaluated systems and to suggest alter-
native solutions. The overall goals in the educational

setting are to improve the software architectures of the
projects, to give feedback to the students on their soft-
ware architecture, to give the participants hands-on
experience in conducting software architecture evalua-
tions, and to give them a notion of the mindset neces-
sary to search for problematic issues in a software
architecture.

The purpose of this article is to describe our experi-
ences in conducting software architecture evaluations,
and also to describe our experience in teaching software
architecture evaluations using a hands-on “learning-by-
doing” approach [Johansson & Ohlsson 1992]. These
experiences are, we believe, of use for practitioners
conducting software architecture evaluations regardless
of the specific evaluation method used, as long as it
involves human participants.

The remainder of this article is organised as follows.
In Section 2 we provide background information
regarding the context of the student project software
architecture evaluations and a brief presentation of the
software architecture evaluation method used. Section 3
and Section 4 details the software architecture evalua-
tion experiences and the experiences in teaching archi-
tecture evaluations through a practice-oriented
approach. Related work is presented in Section 5, and
the paper is concluded in Section 6.

2 Background

2.1 Context
During the third year of the bachelor’s program in soft-
ware engineering at Blekinge Institute of Technology
the students are expected to take a course called “large
team software engineering project”. This project is a
culmination of several smaller projects where different
software engineering skills are in focus. Throughout the
entire education a culture of commitment is taught, and
in fact as much as 25% of the curriculum (up to, and
including, the master’s program) consists of industry
initiated development projects. This approach to teach-
ing has been further described in e.g. [Johansson &
Ohlsson 1992][Johansson & Molin 1995][Ohlsson &
Johansson 1995].

In the large team software engineering project
course, the students are divided into groups of 10-15
persons (sometimes more), and are assigned a real cus-
tomer from industry. The project duration is 20 weeks,
1



and thus has a time budget ranging from 8000 to
more than 12000 person-hours. The project is organ-
ised to mimic a real software development project
with an industry customer, several end-user catego-
ries, and a software development department manned
by university staff consisting of roles such as head of
department, quality coordinator, architecture evalua-
tion team, software process auditor, etc. 

About a month into the course the students are
expected to have completed their first iteration of
requirements elicitation and created a software archi-
tecture from these requirements. The architecture of
the system is not necessarily completely finished but
a general idea and a rough documentation of it can
usually be produced.

To ascertain that the quality objectives of the sys-
tem can be met by their software architecture, a soft-
ware architecture evaluation is conducted by an
external evaluation team. This evaluation team usu-
ally consists of university staff. As mentioned, the
purpose of this evaluation is to ensure and improve
the quality of the architecture, and also to provide the
students with experience from architecture evalua-
tions and the mindset necessary to conduct software
architecture evaluations.

2.2 Evaluation Method
In this section we briefly present the evaluation
method that we have used when evaluating the stu-
dent projects. We present this in order to provide a
context for the experiences that we discuss in Section
3 and Section 4.

The large team software engineering project
course has a limited budget when it comes to availa-
ble time and people. This concerns both the students,
since they are hard pressed to conduct the project and
deliver on time, as well as university staff able to par-
ticipate as software architecture evaluators. This
means that a lightweight software architecture evalu-
ation is necessary.

To this end, a software architecture evaluation
method lasting four hours has been devised. These
four hours are sufficient to briefly go through the
architecture and the quality objectives, and to iden-
tify a number of weak points or alternative solutions.
The cost of the evaluation is thus low in terms of per-
son hours for conducting the evaluation, and also in
terms of the effort required in preparing for the eval-
uation. Obviously, the evaluation method is not suffi-
cient to thoroughly go through the architecture in
detail, or to take a large number of stakeholders’
needs into consideration. From an educational stand-
point, the evaluation method is sufficient to provide
some hands on experience in conducting software
architecture evaluations, and experiences regarding
what to look for during a software architecture evalu-
ation.

The evaluation methodology is derived from sce-
nario based evaluation methods such as the Software
Architecture Analysis Method (SAAM) [Bass et al.
1998] and the Architecture Trade-off Analysis
Method (ATAM) [Clements et al. 2002]. The method
thus has a focus on assessing the quality attributes of
the software architecture based on requirements
stated by the project and the customer.

The evaluation is performed based on the avail-
able documentation for the project. Since the soft-
ware architecture evaluation is done relatively early
in the project, there may be documentation that has
not yet been produced. It is therefore crucial that peo-
ple that understand the architecture, the requirements
from the customer, and any technologies that are
under consideration for use in the system are present
during the evaluation. In addition, it is requested that
key persons in the project are available via phone and
e-mail during the evaluation, if their particular exper-
tise should become required.

2.2.1 Evaluation Steps
Three weeks before the evaluation an e-mail is sent
to the students inviting them to the software architec-
ture evaluation. This e-mail also contains informa-
tion regarding who is expected to participate and a
schedule for the day. It is also requested that the stu-
dents submit the architecture documentation that
they have created so far one week before the archi-
tecture evaluation. The requirements specification
and project plan are also requested, in order to get a
better perception of what the goals of the project are.

The actual software architecture evaluation meet-
ing is scheduled to a time when approximately two
thirds of the architecture design work is completed.

During the evaluation one person keeps record of
what has been said and the results of each of the steps
in the evaluation. This person also keeps track of the
time so that discussions are kept within the time con-
straints. The meeting minutes are displayed with a
projector, and all participants are requested to keep
track of what is written so that nothing important is
left out or erroneously added.

The evaluation process is divided into six steps,
further described below, and the schedule used for
the software architecture evaluations is presented in
Table 1. 

Activity Time

1. Introduction to Project 15 minutes
2. Identify Quality Requirements 20 minutes
3. Scenario Elicitation 45 minutes
Break 20 minutes
4. Architecture Presentation 20 minutes
5. Scenario and Architecture Analysis 90 minutes
6. Conclusion 15 minutes

Table 1: Schedule for Evaluation
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1. Introduction. Someone from the project (usually
the project manager) presents the project and the
goals of the project. The intention of this is to refresh
the memories of the evaluation team (that may have
to do several evaluations in one week) and to fill in
any blanks that remain after reading the project plan.

2. Identify Quality Requirements. During this step
the quality requirements that the software architec-
ture is expected to fulfil are identified. Depending on
how thorough the project has been in their require-
ments elicitation, this may include more or less work.
The approach used for finding quality requirements is
to use the quality requirement categories in the ISO
9126 standard [ISO 9126] as a checklist and probe
the project members for the two most important qual-
ity requirements in each category. These are
expressed as measurable requirements, for example
“The system must be able to process at least 10 MB
of data per second”. There is no limit on how many
quality requirements that are identified, within the
time constraints.

3. Scenario Elicitation. Based on the three most
important quality requirements in step two, a set of
scenarios (two per quality requirement), are speci-
fied. A scenario consists of a few natural language
sentences, and describes an event or series of events.
For example, “When 500 users are active simultane-
ously in the system, 10 new users connect and start
submitting data. Each data package is 10 MB in size”.

Break. After the scenarios have been created, it is
typically a good time for a brief break. During this
break, the evaluation team clean up the meeting min-
utes slightly (not too much since the project members
must be able to recognise it when they come back
after the break), and discuss what has happened so
far. Sometimes a change of evaluation strategy is nec-
essary because the project is not cooperating, and this
is also discussed during the break. This is further dis-
cussed below, in Section 3.

4. Architecture Presentation. After the break, the
software architect of the project is requested to
present the software architecture. This involves pro-
viding an overall picture of the system, and any spe-
cific architecture design solutions that has been used.
Questions from the evaluation team are asked during
and after the presentation. Since the students typi-
cally do not have much experience in making presen-
tations, most questions are asked after the
presentation.

5. Scenario and Architecture Analysis. This is the
main task of the software architecture evaluation
where each scenario is discussed. For each scenario,
it is studied what will happen in the system and how
the scenario will execute in the software architecture.
Identified bottlenecks or unanswered questions are
noted in the evaluation minutes.

6. Conclusion. In this step the software architecture
evaluation itself, any identified issues the recommen-
dations of the evaluation team, and any aspects that
may need more attention are summarised.

Outcome. When the evaluation is completed, the
minutes are cleaned up again and then sent to the
project and the teacher that acts as the head of depart-
ment for the project. It is then up to them to decide
together if any actions should be taken as a response
to the issues found in the evaluation. In recent years,
different models have been discussed to increase the
importance of the architecture evaluation, for exam-
ple a follow-up evaluation at a later stage. For the
time being, however, budget constraints limit the
amount of follow-up that can be done.

3 Evaluation Experiences
The software architecture evaluations have been a
part of the large team software engineering project
for six years. During this time we have also applied
the same software architecture evaluation method in
industrial settings, when our industry contacts have
requested a quick and cheap software architecture
evaluation in order to get a brief quality check of a
software architecture. The outcome of these architec-
ture evaluations then serve as decision support when
deciding whether to conduct further investigations,
further architecture development, or whether to go
ahead with the software development.

In this section we describe the experiences we
have had when conducting software architecture
evaluations, i.e. guidelines that facilitate an efficient
software architecture evaluation. Although these
experiences mainly emanate from the lightweight
evaluation method described in Section 2.2, we
believe that they are also useful for practitioners
using other evaluation methods. The experiences are
also summarised in Table 2.

Small Evaluation Team. The evaluation works best
when the evaluation team consists of three or four
persons. One person from the evaluation team is
responsible for documenting the evaluation, and may
thus experience problems in being able to at the same
time critically question the architecture. Usually, this
person keeps a lower profile but is able to maintain an
overview of the architecture and thus ask important
questions on this level. The two other persons
(together with the scribe) take turns in asking ques-
tions. While one person pursuits a specific question,
the others listen and simultaneously think about other
issues in the software architecture.

As an absolute minimum, it is possible to conduct
the evaluation with two persons (one scribe and one
that can concentrate solely on the evaluation), but this
requires more of the evaluators in order to be time
efficient. With four persons or more in the evaluation
3



team there is a risk that the project is intimidated by
the number of evaluators, and our experience is that
more evaluators are not able to add more value to the
evaluation.

Clear Objective of Evaluation. It is extremely
important to be very clear about the objectives of the
evaluation. The software architecture evaluation is
done to help the project, to provide an outside per-
spective of their system, to identify areas that need
improvements or further investigations, and to sug-
gest alternative solutions wherever possible. It
should also be clarified that the evaluation team has
no interest in failing the project. If this is not clearly
stated at the beginning of the evaluation, the project
members tend to become defensive, and will not
cooperate in the evaluation. The defensive attitude
manifest itself in that the project members will stop
listening to the evaluation team, and will not contrib-
ute any more information about the product, the cus-
tomer requirements, and the architecture than is
absolutely necessary. This means that it is not possi-
ble for the evaluation team to extract the information
necessary to conduct a successful evaluation, the
project may fail to recognise many helpful or even
necessary improvements, and the project members
do not learn anything from the evaluation.

The importance of a clear goal is also reported by
[Lassing et al. 2002], but for another reason. In their
experience, a clear goal is necessary to determine the
most appropriate technique to use. [Graaf et al. 2005]
report a similar experience, but their reason is to
make sure that the right stakeholders are invited to
the software architecture evaluation. In our evalua-
tions, we have always used the same goal (i.e. iden-
tify problem areas in the evaluated systems and to

suggest alternative solutions), and hence we always
use the same evaluation technique and invite the
same roles from the project.

Recipients of the Evaluation Document. Related to
the objective of the evaluation is the question who
will receive a copy of the minutes from the evalua-
tion. By clearly presenting this to the project (in the
students’ projects, the project manager and the
project’s head of department receives a copy), the
risk that the project members become uncooperative
is also reduced. If the project members believe that
they will be assessed on their performance or that the
architecture evaluation is done to assess the project
(i.e. not just identify areas for improvement in the
software architecture), they tend to answer more
carefully and only with what they think the evalua-
tors want to hear. In the evaluations we have per-
formed the results are sent directly to the project,
which makes it easier to convince the project mem-
bers to cooperate since they see a clear benefit of the
evaluation. It is also helpful that the documentation is
created on-the-fly and projected on a screen so that
the project members can review it continuously.

A related experience is made by [Ferber et al.
2002], who note that it is difficult to communicate
the results to people not participating in the evalua-
tion, and also note that a major benefit of the archi-
tecture evaluation (in their case ATAM [Clements et
al. 2002]), is that it encourages communication
among different stakeholders (present at the evalua-
tion). Time and cost reasons prevent us from inviting
more stakeholders to the evaluation. Instead, the
project’s head of department hold meetings with the
entire project team, and follows up the architecture
evaluation during these meetings.

Guideline Comment

Restrict the evaluation team to 3-4 members Fewer evaluators makes it difficult to maintain a good flow of questions, and more do not 
contribute anything.

Have a clear objective of the evaluation, and 
present this objective clearly during the intro-
duction.

A clear objective helps focus peoples’ minds. It also means that the project members under-
stand that the evaluation is done to help them. This reduces the risk that they become unco-
operative.

During the introduction, present the recipients 
of the documentation from the architecture 
evaluation.

It reduces the risk that the project members become uncooperative if they know and agree 
to the recipients of the document, and that they will not be evaluated as individuals.

Balance between pursuiting an issue further to 
get to the root of a problem, and to back away 
if the project members become defensive.

Once the project members have assumed a defensive attitude, it is very difficult to get back 
to a cooperative atmosphere. The trick is to understand when the project members are start-
ing to become defensive and back away at the right moment.

Use extreme scenarios. The architecture is usually able to cope with the normal case. In an extreme scenario, the 
boundaries of the architecture is tested.
Moreover, an extreme scenario is helpful in order to make the project members think about 
a more realistic scenario.

Make sure that the project manager under-
stands the importance of the architecture eval-
uation, the impact of quality requirements, and 
that the evaluation is done to help the project.

It is extremely important that the project manager, if present, is cooperative. Otherwise 
there is a risk that the rest of the project members become silent.

Summarise often. This keeps everyone up-to-date on what has been said and ensures that everyone agrees 
upon the found issues. It also provides an executive summary for project members and 
other stakeholders that are not present during the evaluation.

Table 2: Summary of Evaluation Experiences
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Moderate Pursuit of Issues. This is perhaps the
most difficult point to master. On one hand, it is of
course the goal of the software architecture evalua-
tion to find as many problematic issues as possible
with the software architecture. If the reviewers sense
that something is amiss in a particular aspect of the
software architecture, it is natural to pursuit this issue
until the flaw is revealed. On the other hand, there is
always the risk that the project members become
defensive and uncooperative - regardless of whether
the objectives have been made clear and the spirit of
the evaluation has been cooperative up to this point.
If the project members do become defensive, it will
be very difficult to get them back into a cooperative
mood. One thus needs to balance the desire to get to
the bottom of a particular issue with the objective to
be able to continue with the evaluation and uncover
further issues.

In these situations it is helpful to just write a
warning in the evaluation minutes, stating that
although nothing was revealed in the evaluation the
project may wish to investigate the issue further. In
some cases it is also possible to include some pointers
towards where or what it is that may cause a problem.
Once this is noted in the minutes, the evaluation can
move on to the next issue.

To know when to pursuit further and when to back
away is a difficult skill to master. This is as much
concerned with understanding the people participat-
ing in the evaluation as it is with understanding the
technical challenges and solutions of the software
architecture. As [Ferber et al. 2002] report, the evalu-
ation leader is a key determining factor for the suc-
cess or failure of an architecture evaluation. We
concur, but argue that similar requirements can be
posed on the entire evaluation team.

[Lassing et al. 2002] contribute the experience
that it may be difficult to identify ripple effects of a
scenario (i.e. parts of the system that are indirectly
affected by a scenario). Related to this, it is also a bal-
ance how far to investigate the ripple effects during
the architecture evaluation in order to be able to cover
the selected scenarios within the time frame. In these
cases, it can also be a useful strategy to make a note
in the evaluation minutes and encourage the project
to investigate the matter further.

Use Extreme Scenarios. One approach, which we
have found very useful to draw information out of the
project participants, is to use absurd examples. For
example, if the project members claim that the cus-
tomer does not have any requirements on responsive-
ness, counter with a statement that then it should be
ok if the system responds within a week or two. Usu-
ally, this makes it abundantly clear that the customer
does indeed have requirements even if they are not
explicitly stated.

When defining scenarios, we usually look for one
standard scenario where the system is used as

expected, and one or two extreme scenarios where
the boundaries of the quality requirements are
probed.

When executing the scenarios on the software
architecture, be open to pursuit paths that seem prom-
ising with respect to finding issues in the architecture
(e.g. increasing the load further, generate even more
absurd input). The original scenarios are starting
points to trigger a certain train of thought, and need
not be followed to the last letter.

We find that the use of scenarios help channel the
thoughts and focus the discussions about the software
architecture. It is easier to focus on one specific sce-
nario at the time, rather than trying to evaluate the
architecture in its entirety. [Ferber et al. 2002] have
similar experiences, i.e. that “presenting an architec-
ture in a workshop and investigating it with scenarios
illuminates a software architecture better than any
written documentation”, and [Graaf et al. 2005] con-
tribute the insight that the architecture assessed is not
necessarily the documented architecture but is instead
the participants’ perceptions of the architecture.

The Impact of the Project Manager. In our experi-
ence, it is more difficult to conduct the architecture
evaluation if the project manager is present. A lot of
time is spent convincing the project manager about
the need for quality requirements, and that the cus-
tomer actually does have quality requirements
although not explicitly stated (as described above).
The chief software architect often understands this
very soon, and starts to think about and discuss qual-
ity requirements with the other project members.

The same applies for the actual architecture eval-
uation - the project manager tends to become defen-
sive more easily than the other project members. In
student projects there is a tendency not to speak up
against the project leader, which means that the entire
project group becomes uncooperative. In the Swedish
companies where we have conducted software archi-
tecture evaluations the project members are more
likely to speak up against their project manager, and
hence it is less problematic if the project manager is
present.

Nevertheless, the project manager is an important
stakeholder and needs to understand the impact of
quality requirements on the software architecture and
on the product success, and can thus not simply be
excluded from the architecture evaluation. However,
in the short time frame available for a lightweight
evaluation it is difficult to be able to convey the
importance of the evaluation successfully, especially
in a student project. With additional resources a sepa-
rate training session could be scheduled for all project
members, including the project manager. As it cur-
rently is we are satisfied if the chief software archi-
tect is convinced. Further training of the rest of the
project needs to be done outside of the architecture
evaluation, and the chief software architect is instru-
5



mental in this, possibly with the help of the head of
department.

It is not entirely clear why the project manager is
more resistive towards the software architecture
evaluation, but one reason may be that a project man-
ager often has pressure (real or perceived) from mid-
level management to produce, and does not see soft-
ware architecture evaluations as a help towards this
goal. It is helpful to stress the benefits of the software
architecture evaluation during the introduction (as
described earlier), but this is not always sufficient.

[Lassing et al. 2002] point out that software
architecture evaluation is an ad-hoc activity, inserted
into a project more as an afterthought than as an
important step of software development. This may
contribute to the project managers’ apprehension
towards the architecture evaluation. [Lassing et al.
2002] suggest that software architecture evaluation
should be integrated better into the software develop-
ment as a natural step, with clear deliverables that
lead up to the architecture evaluation.

Summarise Often. For every executed scenario,
make sure to summarise the findings. This can be
either a brief statement of why the architecture is
able to cope with the scenario, issues that prevents
the architecture from supporting the scenario, or
action points for the project to investigate further.

At the end of the software architecture evalua-
tion, summarise once again over all the scenarios.
This has the benefit of once more clarifying to the
project what issues there are in the architecture so
that they may be taken care of, and also provides an
executive summary in the evaluation minutes of what
has transpired during the evaluation. Moreover, this
final summary is able to capture issues that are not
related to any particular scenario. For example, if it is
discovered during the evaluation that the project’s
organisation may introduce a risk that a specific task
becomes more difficult to perform or perhaps be for-
gotten altogether, this can be noted in the final sum-
mary.

[Lassing et al. 2002] contributes the experience
that it is not clear what constitutes a good or bad
evaluation result - there is a lack of frame of refer-
ence for assessing the severity of a specific issue. In
our case, the outcome of the software architecture
evaluation is a number of issues that can either be
improved directly or that need further investigations
in order to fully understand them. Except where the
severity of an issue is known to be high or low, no
assessments of the impact of the found issues are
made.

A risk with the architecture evaluation that both
[Ferber et al. 2002] and [Lassing et al. 2002] identify
is that the results are assumed to be comprehensive
and conclusive. With a lightweight architecture eval-
uation method it is especially important to clarify in
the evaluation document that this is not the case. For
example, one may add a note in the final summary
that the evaluation have only addressed a selection of
issues and quality attributes, and that further evalua-
tions may be necessary.

4 Teaching Experiences
The software engineering curriculum at Blekinge
Institute of Technology is designed around a learn-
ing-by-doing approach and by teaching professional-
ism [Johansson & Ohlsson 1992][Johansson &
Molin 1995][Ohlsson & Johansson 1995][Johansson
& Rönkkö 2004]. The software architecture evalua-
tions during the large team software engineering
projects are part of the same culture, and are thus not
different in this respect. Below, we describe experi-
ences from teaching architecture evaluations, and the
principles we follow to succeed with the learning-by-
doing approach. These experiences are also summa-
rised in Table 3.

Guidance Instead of Lecturing. The goal during
the software architecture evaluations are to guide the
students through the evaluation and provide a moti-
vation for them to view their produced software

Guideline Comment

Provide guidance instead of lecturing. Ask 
questions, but let the students find the answers. 
Encourage the students to ask the questions as 
well.

The students are the experts on the architecture. By guiding them through the process of 
critically evaluating the architecture, they assume a deep learning approach, which pro-
vides an increased understanding of software architectures.

Avoid grading tension. Clarify that you are 
evaluating the architecture, not the partici-
pants.

If the students perceive that they are graded, they may feel a pressure to perform well on 
the architecture evaluation. Performing well may be to either question everything that a 
teacher says, or agreeing to everything the teacher says. Without the grading tension, the 
students are more able to focus on the actual task, i.e. critically evaluating a software archi-
tecture.

Make the architecture matter. Use the architec-
ture of a system that the students have created 
for an external customer.

This changes the focus from performing well on the architecture evaluation to a focus on 
performing well with the software architecture.

Encourage evaluation by peers. Encourage the 
students to acquire additional experiences on 
their own.

This provides additional experience in conducting software architecture evaluations, possi-
bly spreading these experiences over a larger number of students. It is more likely that the 
students actually perform evaluations on their own since the architecture matters (see the 
guideline above).

Table 3: Summary of Teaching Experiences
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architecture from new and different perspectives, not
to lecture them about mistakes and how we think they
should have done. The evaluation has to work this
way because the information regarding the system
and architecture is provided by the students, and it is
the task of the evaluators to try to extract this knowl-
edge from the students and then present them with
alternative views based on the experience of the eval-
uators.

Presenting alternative viewpoints of the software
architecture and asking detailed questions of how the
software architecture works encourages the students
to assume a deep learning approach [Marton et al.
2000], where they review the architecture and,
through the questions, further understand the mecha-
nisms within the architecture they have created and
the consequences of these mechanisms. There is no
lecturing; instead the students are expected to draw
their own conclusions with the guidance of the evalu-
ation team.

Avoid Grading Tension. At the beginning of a soft-
ware architecture evaluation, the students often have
a “wait and see” attitude towards the evaluation.
They seem to think that they are going to be judged
based on their performance during the evaluation and
on their produced software architecture, and then be
sent back to their project with their architecture work
undone.

The consequence of this is that the students give
short and agreeing answers to all questions, because
the students’ initial goal is to get through the evalua-
tion with as little critique as possible. It is also com-
mon that suggested changes to the architecture are
accepted without discussion.

For the evaluation to be rewarding for the stu-
dents, they have to accept that the evaluation is per-
formed to help them (and their project). Evaluations
where the students volunteer possible faults and
shortcomings of the architecture are usually more
rewarding since it allows the evaluation team to focus
less on identifying the weak points of the architecture
and more on suggesting and evaluating alternative
solutions, so that the project may get some ideas that
can be further explored after the evaluation meeting.

The initial tension usually dissipates when the
goals of the software architecture evaluation is intro-
duced and it is explained that although the evaluation
team might ask mean questions and push the students
during the evaluation, they will not be graded in any
way on their performance. The results of the evalua-
tion are presented in a report that describes the per-
formance of the architecture, not the students.
Moreover, that the students are able to see the docu-
mentation take form on a screen in front of them also
helps them relax, since they can see exactly what is
written, and that this is only concerned with the soft-
ware architecture.

Make the Architecture Matter. In order to moti-
vate the students to actually want to really understand
and improve the software architecture, it is important
that the architecture matters to the students (in line
with the commitment culture that the software engi-
neering curriculum at Blekinge Institute of Technol-
ogy practices [Johansson & Ohlsson
1992][Johansson & Rönkkö 2004]).

Therefore, we use a software architecture that the
students themselves have created as a part of an
industry-initiated project. The commitment the stu-
dents have towards their industry customer is remark-
able, as is the extent to which they work towards
satisfying the customer’s requirements. This commit-
ment transfers to the architecture of the software sys-
tem as well.

Because the architecture matters to the students,
and because they have made a commitment towards
an industrial customer, the students desire to deliver a
product of as high a quality as possible. This implies
that they need to digest and understand a considerable
amount of knowledge concerning software architec-
tures (and, for that matter, quality attributes).

It is our strong conviction that the learning effect
would be considerable less if the software architec-
ture evaluations were done as a part of a regular
course with an architecture for a hypothetical system,
because of a lack of commitment to the software sys-
tem and the end result.

[Graaf et al. 2005] report a similar experience, i.e.
that the status of the project may influence the
number of stakeholders willing to participate in an
architecture evaluation. This echoes the commitment
culture teaching strategy practised at Blekinge Insti-
tute of Technology, i.e. interest to participate and per-
form well stems from the project’s (or assignment’s)
status.

Encourage Evaluations by Peers. Once the soft-
ware architecture evaluation is concluded, the stu-
dents often request a second evaluation at a later
stage in the project, when they have modified and
improved their architecture further. Because of eco-
nomic constraints this is unfortunately not possible
within the scope of the course. We do, however,
encourage the students to swap architecture evalua-
tions with the other students’ projects that are run in
parallel, or to conduct evaluations internally within
the project.

This has several benefits. First, the students get
additional practice in conducting architecture evalua-
tions. Second, they get additional practice concerning
the necessary mindset to be able to find problematic
issues in a software architecture. Third, additional
members of the project may be exposed to an actual
software architecture evaluation and not just the
resulting document from the evaluation. Fourth, the
students learn more about software architectures
7



through being exposed to and required to understand
other architectures.

The third issue touches an ethical question.
Because of the role-play that is practised in the large
team software engineering project and because of the
impracticality in including all project members dur-
ing the software architecture evaluations, only a sub-
set (between 40-50 percent) of the students are
actually present during the software architecture
evaluations. This is one of the reasons why we so
adamantly encourage the students to conduct evalua-
tions on their own, i.e. in order to spread the knowl-
edge about how to conduct software architecture
evaluations to as many of the students within the
project teams as possible. We also use other
approaches to mitigate this problem:
• The documentation is written in a fairly detailed

form to make sure that even those who were not
present are able to follow exactly what happened
during the evaluation, what was said, how the
scenarios were brainstormed and executed on
the architecture, and the process that was used.

• The results are discussed by the entire project
with the head of department after the evaluation.

• There is a separate course on software architec-
tures where all of the students participate. Soft-
ware architecture evaluations are part of this
course as well.

• The roles in the projects are assigned based on
interest, so those that have a special interest in
software architectures are present during the
software architecture evaluation.

• All students are welcome to participate if they
are interested. This means that those students
that do not currently hold a position in the
project that is required at the software architec-
ture evaluation can still participate. We thus pro-
mote interest in software architecture
evaluations. It should, however, be admitted that
it is rare that other students participate.

5 Related Work
The experiences presented in this paper are from
applying a software architecture evaluation method
that uses a combination of scenarios, experiences,
and logical reasoning [Bengtsson 2002], is conducted
early in a development project [Lindvall et al. 2003],
and with the intention of getting an overview of the
software architecture and the issues that need to be
further investigated or improved before the project
continues.

The method is influenced by the Software Archi-
tecture Analysis Method (SAAM) [Bass et al. 1998],
and the Architecture Trade-off Analysis Method
(ATAM) [Clements et al. 2002]. While these methods
are often cited in the context of architecture evalua-
tions, few articles provide actual experiences and

guidelines for how to conduct architecture evalua-
tions.

5.1 Additional Lessons Learned
In the discussion of our experiences in Section 3, we
have mainly used three sources that list experiences
from software architecture evaluations; [Ferber et al.
2002] from ATAM, [Graaf et al. 2005] from SAAM,
and [Lassing et al. 2002] from ALMA.

In addition to the experiences discussed above,
the aforementioned sources also present other les-
sons learned. For completeness, we briefly list these
lessons learned below, and then discuss some of them
further.
1. ATAM meets its goal to identify risks with a rea-

sonable amount of resources [Ferber et al. 2002].
2. ATAM is not an inexpensive or fast method (in

some cases) [Ferber et al. 2002].
3. Planning an ATAM evaluation has to be done a

year in advance (in the reported case) [Ferber et
al. 2002].

4. All possible views (see e.g. [Kruchten
1995][Hofmeister et al. 2000]) of an architecture
are not necessary for modifiability analysis. In
general, only the conceptual and the develop-
ment views are used [Lassing et al. 2002].

5. The system’s environment may also need to be
modelled for the sake of the evaluation [Lassing
et al. 2002].

6. Information that is not normally specified in
architecture documentation is sometimes
needed, e.g. component sizes [Lassing et al.
2002].

7. Different stakeholders have different goals,
knowledge, insights, and biases. Hence, a mix-
ture of stakeholders from the developer side as
well as the customer side is necessary [Lassing
et al. 2002].

8. The architect of a system has a tendency to only
enumerate scenarios that is already supported by
the architecture [Lassing et al. 2002].

9. A structured approach to scenario elicitation
helps reducing the dependency on the experi-
ence and skills of the evaluation team and the
participating stakeholders [Lassing et al. 2002].

10. It is necessary to have a clear strategy concern-
ing how to assess the probability of the occur-
rence of the scenarios [Lassing et al. 2002].

11. The system owner needs to be involved in the
evaluation, in order to interpret the results and
the impact of the evaluation [Lassing et al.
2002].

Some of these experiences are related to the specific
methodology or the focus of the methodology (1-3
are related to ATAM, and 10 is related to ALMA),
whereas others are more generic.

During the software architecture evaluations we
have conducted, we have also observed experiences
8



4, 5, 6, and 11, as discussed below. We have not
observed the remaining experiences. The reason for
this may be that the experiences are case-specific,
method-specific, or that the scope and context of the
architecture evaluations differ.
• Experience 4. The projects have rarely produced

anything more than the conceptual view of the
architecture when it is time for the evaluation, so
the evaluation has to be done with this view and
walk-throughs of the architecture. The dynamic
behaviour and other viewpoints of the system are
thus presented verbally by the project team.

• Experiences 5 and 6. We sometimes need addi-
tional information and if the project members
participating in the software architecture evalua-
tion cannot provide it, we try to acquire it from
other members of the project that are available
via phone or e-mail. Many times these are issues
that are left to be further investigated by the
project.

• Experience 11. In our evaluations we always
invite the chief software architect (who is the
person mostly concerned with the outcome of the
software architecture evaluation). Thus, we can-
not say what would happen if the system owner
is not present, but given the ease by which the
project members assume a defensive attitude it is
likely that the evaluation results will be ignored
by the project. A certain amount of convincing is
almost always necessary by the evaluation team
before the project members accept software
architecture evaluation.

6 Conclusions
In this article we describe experiences from applying
a cheap and time-efficient software architecture eval-
uation method devised to get an indication of where
there are areas for improvement in a software archi-
tecture. We present our experiences in applying the
evaluation method in students’ projects during six
years. The experiences consist of experiences in con-
ducting software architecture evaluations, where we
also have similar experiences from industrial archi-
tecture evaluations, and of experiences in teaching
software architecture evaluations using a learning-by-
doing approach.

The experiences from conducting software archi-
tecture evaluations are mostly concerned with how to
conduct a fruitful architecture evaluation, and in par-
ticular how to avoid that the project members become
uncooperative. Many of the experiences concern
challenges when dealing with people rather than tech-
nically understanding the project and the software
architecture or how to formally conduct a software
architecture evaluation.

The experiences from teaching software architec-
ture evaluations are mostly concerned with the con-

cepts of commitment culture and professionalism,
and how to ensure that the students are able to absorb
the experiences of the software architecture evalua-
tion.

The expected learning effects from the software
architecture evaluation include a deeper understand-
ing about software architectures and the conse-
quences of specific architectural solutions,
experience in conducting software architecture evalu-
ations, insight into the necessary mindset to be able to
look for problematic issues in a software architecture,
an understanding of the importance of quality
requirements, how the software architecture influ-
ence the quality attributes of a software system, and
dependencies between quality attributes.

The goal of this article is to share the experiences
we have in conducting software architecture evalua-
tions. It is our hope that the experiences described in
this article may prove useful for practitioners and
teachers when conducting or teaching software archi-
tecture evaluations, and that we are able to give some
insights and tips into how to conduct a smooth and
efficient software architecture evaluation.
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