Today, the telecommunication industry is undergoing two important developments with implications on future architectural solutions. These are
the irreversible move towards IP-based networking and the deployment of broadband access.
Taken together, these developments offer the
opportunity for more advanced and more bandwidth-demanding multimedia applications and services, e.g., IPTV,VoIP and online gaming. A plethora
of QoS requirements and facilities are associated
with these applications, e.g., multicast facilities,
high bandwidth and low delay/jitter. Moreover, the
architectural solution must be a uniﬁed one, and
be independent of the access network and content management.
An interesting solution to these challenges is given by overlay multicast networks. The goal of
these networks is to create and to maintain efﬁcient multicast topologies among the multicast
participants as well as to minimize the performance penalty involved with application layer
multicasting. Since they operate at the application
layer, they suffer from two main drawbacks: higher
delay and less efﬁcient bandwidth utilization. It is
therefore important to assess the performance
of overlay multicast networks in “real-world”-like
conditions.
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Furthermore, we selected three representative
categories of overlay multicast networks for study,
namely ALMI, Narada and NICE. The performance
of these overlay multicast protocols was evaluated through a comprehensive simulation study
with reference to a detailed set of performance
metrics that captured application and network level performance. A particular interest was given
to the issues of scalability, protocol dynamics and
delay optimization as part of a larger problem of
performance-aware optimization of the overlay
networks. The simulations were conﬁgured to
emulate “real-world”-like characteristics by implementing a heavy-tailed delay at the network
level and churn behavior of the overlay nodes.
A detailed analysis of every protocol is provided
with regard to their performance. Based on our
study, signiﬁcant conclusions can be drawn regarding the scalability of the protocols with reference to overlay multicast group management,
resource usage and robustness to churn. These
results contribute to a deeper understanding of
the requirements for such protocols targeted at,
e.g., media streaming.

Doru Constantinescu

For this purpose, we ﬁrst performed an in-depth
measurement and modeling study of the packet
delay at the network layer. The reported results
are in the form of several important statistics regarding processing and queueing delays of a router. New results have been obtained that indicate

that the delay in IP routers shows heavy-tailed
characteristics, which can be well modeled with
the help of several distributions, in the form of a
single distribution or as a mixture of distributions.
There are several components contributing to the
delay in routers, i.e., processing delay, queueing
delay and service time. It was observed that the
component delay distribution that is most heavytailed has a decisive inﬂuence on delay.
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Abstract
Today, the telecommunication industry is undergoing two important developments with implications on future architectural solutions. These are the irreversible move towards Internet Protocol (IP)-based networking and the deployment of broadband access. Taken together, these developments oﬀer the
opportunity for more advanced and more bandwidth-demanding multimedia applications and services, e. g., IP television (IPTV), Voice over IP (VoIP) and online
gaming. A plethora of Quality of Service (QoS) requirements and facilities are
associated with these applications, e. g., multicast facilities, high bandwidth and
low delay/jitter. Moreover, the architectural solution must be a uniﬁed one, and
be independent of the access network and content management.
An interesting solution to these challenges is given by overlay multicast networks. The goal of these networks is to create and to maintain eﬃcient multicast topologies among the multicast participants as well as to minimize the
performance penalty involved with application layer multicasting. Since they
operate at the application layer, they suﬀer from two main drawbacks: higher
delay and less eﬃcient bandwidth utilization. It is therefore important to assess
the performance of overlay multicast networks in “real-world”-like conditions.
For this purpose, we ﬁrst performed an in-depth measurement and modeling
study of the packet delay at the network layer. The reported results are in the
form of several important statistics regarding processing and queueing delays
of a router. New results have been obtained that indicate that the delay in IP
routers shows heavy-tailed characteristics, which can be well modeled with the
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help of several distributions, in the form of a single distribution or as a mixture
of distributions. There are several components contributing to the delay in
routers, i. e., processing delay, queueing delay and service time. It was observed
that the component delay distribution that is most heavy-tailed has a decisive
inﬂuence on delay.
Furthermore, we selected three representative categories of overlay multicast
networks for study, namely Application Level Multicast Infrastructure (ALMI),
Narada and NICE is the Internet Cooperative Environment (NICE). The performance of these overlay multicast protocols was evaluated through a comprehensive simulation study with reference to a detailed set of performance metrics
that captured application and network level performance. A particular interest
was given to the issues of scalability, protocol dynamics and delay optimization
as part of a larger problem of performance-aware optimization of the overlay
networks. The simulations were conﬁgured to emulate “real-world”-like characteristics by implementing a heavy-tailed delay at the network level and churn
behavior of the overlay nodes. A detailed analysis of every protocol is provided
with regard to their performance. Based on our study, signiﬁcant conclusions
can be drawn regarding the scalability of the protocols with reference to overlay
multicast group management, resource usage and robustness to churn. These
results contribute to a deeper understanding of the requirements for such protocols targeted at, e. g., media streaming.
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Chapter 1

Introduction
Science may set limits to knowledge, but
should not set limits to imagination.
– Bertrand Russel

Abstract
The evolution of the Internet triggered also the development of the communication services. Whereas in the beginning of the Internet, applications like Telnet,
File Transfer Protocol (FTP), and Simple Mail Transfer Protocol (SMTP) were
some of the major contributors to Internet traﬃc, the introduction of World
Wide Web (WWW) set oﬀ the modern communication era, where real-time video
streaming, IP television (IPTV), Internet telephony, and content distribution are
some of the most important applications that the current Internet infrastructure should support. Many of these applications require new communication
paradigms due to new demands they place on the infrastructure and the concept of overlay multicast networks arises as one of the most promising solutions.
This chapter introduces the notion of Application Layer Multicast (ALM) in the
context of new Internet applications requiring multicast support. In addition,
1
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the chapter gives the motivation behind the thesis work together with an outline
of the thesis.
The chapter also discusses related work and outlines the scientiﬁc contributions
of the thesis. Further, a list with publications comprising parts of this work
already published is provided as well.

1.1

Introduction

The emergence of new Internet-based applications such as IPTV, video streaming
and content distribution generally require multicast capability for a successful
operation. Multicast represents an eﬃcient transmission paradigm for group
communication. This is because when using the Internet Protocol (IP) multicast,
each data packet is replicated in the network nodes reducing thus the load on
both the data source and the transmission links [59]. This is in contrast to
traditional unicast where multiple point-to-point connections must be used in
order to obtain comparable group communication functionality.
Although introduced more than a decade ago, IP multicast still suﬀers from lack
of commercial deployment [11, 60]. The main reasons for this are:
• Need for router support – IP routers need to maintain per-group states,
which limits the scalability of the IP routers when multicast group sizes
grow.
• Multicast management diﬃculties – related to questions about group management, multicast address allocation and network management.
• Diﬃculties in the provision of reliability and QoS support – although several protocols have been proposed to solve this, problems regarding the
high heterogeneity of the receivers and the requirement for scalable feedback mechanisms have delayed their wide-spread deployment.
In this context, the networking community have turned their attention to a new
architectural solution, namely Application Layer Multicast (ALM). In ALM the
2
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multicast functionality is transfered to the end hosts. That is, the ALM solutions
build overlay topologies on top of the existing Internet infrastructure consisting
of end-to-end (e2e) unicast connections between the end hosts.
In the case of ALM, a serious problem is the eﬃcient routing of data in the overlay
topology. Despite this, ALM allows multicast to be deployed as an application
service rather than a network primitive. This has the advantage of allowing
highly heterogeneous group members without the need for support from existing
network nodes [176].

1.2

Motivation

Today, the telecommunication industry is undergoing two important developments with major implications on future architectural solutions. These are the
irreversible move toward IP-based networking and the deployment of broadband
access in the form of various Digital Subscriber Line (DSL) technologies based
on optical ﬁber and high-capacity cable but also the Worldwide Interoperability
for Microwave Access (WiMAX) access [156, 191].
Taken together, these developments oﬀer the opportunity for more advanced and
more bandwidth-demanding multimedia applications and services, e. g., IPTV,
VoIP, and online gaming. A plethora of QoS requirements and facilities are
associated with these applications, e. g., multicast facilities, high bandwidth
demands, low delay and jitter, as well as low packet loss.
Furthermore, an important issue is the measurement of the perceived QoS, e. g.,
as deﬁned in ITU-T P.862. Even more diﬃcult is for the service provider to
develop a networking concept and to deploy an infrastructure able to provide
e2e QoS for applications with completely diﬀerent QoS needs. On top of that, the
architectural solution must be a uniﬁed one, which is independent of the access
network and content management [156].
Overlay networks have emerged as a viable solution to the problem of content
distribution with multicasting and QoS facilities. Overlay networks are networks
3
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operating on the inter-domain level, where the edge hosts learn of each other
and, based on knowledge of underlying network performance, they form loosely
coupled neighboring relationships. These relationships are used to induce a
speciﬁc graph, where nodes are representing hosts and edges are representing
neighboring relationships.
Graph abstraction and the associated graph theory can be further used to formulate routing algorithms on overlay networks [154]. The main advantage of
overlay networks is that they oﬀer the possibility to augment the IP routing as
well as the QoS functionality of the Internet.
Overlay networks allow designers to develop their own routing and packet management algorithms on top of the existing Internet infrastructure. A similar
situation happened with the Internet itself. The Internet was developed as an
overlay network on top of the existing telephone network, where long-distance
telephone links were used to connect IP routers.
Overlay networks operate in a similar way, by using the Internet paths between
end hosts as “links” upon which the overlay hosts route data, building a virtual
network on top of the network. The result is that overlay networks can be
used to deploy new protocols and services atop IP routers without the need to
upgrade the routers [154, 156].

1.3

Related Work

As previously mentioned, a large part of the Internet research community is
shifting their attention towards overlay-based solutions. Consequently, a number of research activities are being carried out worldwide focusing on overlay
networks and overlay routing for time sensitive services such as media streaming
and on-demand content distribution.
Important research questions in this context are protocol scalability, overlay
traﬃc measurements and modeling, eﬃcient data distribution, search and retrieval, load balancing, churn handling, QoS provisioning with multicast or mul4
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tipath facilities as well as congestion and error control in multicast environments
[57, 177, 185].
In general, the schemes for ALM can be classiﬁed into two main categories:
structured [34, 165, 196] and unstructured [14, 40, 78, 112, 151]. In this thesis
we focus on unstructured ALM solutions.
End System Multicast (ESM) [40, 41] and Application Level Multicast Infrastructure (ALMI) [151, 176] are mainly designed for applications requiring small and
sparse groups, e. g., audio and video conferences. In ESM, the end hosts participating in the multicast session regularly exchange group membership and routing information, build a mesh based on e2e measurements, and run a distributed
Distance Vector (DV) protocol for constructing a multicast data delivery tree.
employs a centralized approach for collecting membership information
(using a session controller ), which periodically calculates a Minimum Spanning
Tree (MST) based on information updates received from all participating members. The session controller is also responsible for distributing this information
to the ALMI group members.
ALMI

On the other hand, NICE is the Internet Cooperative Environment (NICE), is
designed for supporting applications with large receiver sets and relatively low
bandwidth requirements [14]. NICE recursively arranges the multicast group
members into a hierarchical overlay topology, which implicitly deﬁnes a source
speciﬁc multicast tree for the data delivery. Further, it has been shown that
NICE scales to large groups with regard to the control overhead required by the
protocol and the number of logical hops [13, 14].
Other ALM protocols proposed by the research community include Topology
Aware Grouping (TAG) [112] and Your Own Internet Distribution (YOID) [78].
TAG uses the underlying network topology when constructing the multicast trees
while in YOID each participating member is responsible for discovering and selecting its parent. Consequently, the multicast trees in YOID are constructed
without the need of an underlying mesh.
Further, there are other solutions that propose the use of proxies when constructing the overlay multicast. An example of such a solution is the Application
5
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Layer (AL) multicasting solution Overcast [100]. In Overcast, a reliable singlesource multicast tree is created by using a distributed protocol for building the
data delivery trees, which are rooted at a central source. The root in Overcast
is responsible for redirecting a client’s HyperText Transfer Protocol (HTTP) requests to an Overcast node, from which the client later receives the multicast
data by using a Transmission Control Protocol (TCP) connection.
Another proxy approach to ALM is the Reliable Multicast proXy (RMX) [39].
RMX provides reliable data delivery to group members by employing a set of RMX

proxies organized into a Spanning Tree (ST). In RMX, the group members are
divided into a number of locally-scoped multicast data groups and each such
local group contains an RMX proxy. Further, the RMX proxies communicate
with each other by using TCP connections providing thus a simple multicast
congestion control mechanism.
It must be pointed out that shifting the multicast functionalities toward the end
hosts is not done without problems. It creates, for instance, deployment issues
emerging from the ﬂexibility and the self-organization capability of the ALM
protocols. Consequently, the distributed nature of these protocols with regard
to management issues for multicast group and tree management information
hinders an Overlay Service Provider (OSP) from charging and managing such a
service, which in turn may postpone the introduction of such services.
This further impacts on the eﬃcient usage of the available network resources
since the introduction of such protocols may depend on their acceptance from
end users, which do not prioritize network resource eﬃciency.
In addition, since these protocols operate at the AL, with the direct consequence
of less eﬃcient usage of available network resources, and considering the diﬃculties in managing group memberships and the multicast trees, most of the ALM
protocols do not scale well for applications requiring large multicast groups [2].
A number of research studies have been done so far on the performance of ALM
protocols. Some of them focus on a more theoretical comparison of diﬀerent
ALM solutions such as those presented in [2, 13], while others compare the ALM
proposals based on simulation studies [9, 71, 120, 179].

6

1.3. Related Work
For example, Fahmy and Kwon characterize ALM trees, such as Narada and TAG,
by using both numerical analysis and simulations [71].
Shi and Turner present a study characterizing the routing performance of overlay
multicast networks with dynamic sessions in comparison to IP multicast [179].
Li et al. propose another solution to ALM, namely Two-tier Overlay Multicast
Architecture (TOMA) and compare its performance to NICE through a simulation
study with regard to overlay dimensioning and practical service pricing models,
which can be used by OSPs [120].
Andersen et al. develop Resilient Overlay Networks (RON), which allows a small
group of nodes to form a full-mesh application overlay that is able to forward
data among participating RON members even when parts of the underlying network infrastructure fails [9]. RON runs a Link State (LS) routing protocol on the
overlay, which exchanges overlay link path information (e. g., loss rate, latency)
and builds the routing tables on the RON nodes based on this information.
Wu and Banerjee propose the Adaptive Overlay Multicast (AOM) and compare
its performance to the Host Multicast Tree Protocol (HMTP) with regard to
parameters such as protocol adaptivity and quality of the overlay multicast tree
[193].
Li et al. conduct a comparative simulation study of Narada, Protocol Independent Multicast - Source Speciﬁc Multicast (PIM-SSM) and NICE in comparison to their own solution, Pure Overlay Multicast (POM). Their study focuses
mainly on protocol control overhead and the multicast tree quality [121].
Although several comparative studies have been proposed so far, we are however
not aware, to this day, of any similar simulation study of the ALM protocols
analyzed and presented in this thesis.
We conducted our comparative study by ﬁrst measuring and modeling the oneway delay process and associated components, as observed in real IP networks.
Thereafter, we used these results for the simulation study of the overlay multicast protocols, and further included churn behavior of the participating overlay
nodes. This was done in order to have a more realistic set of conditions for the
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results presented in this thesis as well as a strong foundation for future research
work.

1.4

Thesis Outline

The goal of the thesis is to conduct an in-depth study of several overlay multicast
solutions with main focus on protocol performance. Critical evaluation of the
basic concepts behind ALM is done and two comprehensive performance studies,
regarding network level and overlay characteristics, are carried out. The thesis
is organized as follows:
Chapter 2 provides a discussion of some of the main Internet characteristics together with important metrics used in evaluating network performance. Further,
this chapter presents also a brief introduction to other relevant concepts used
throughout the thesis, i. e., graph theoretical concepts and notations, network
models and network topology generators.
Chapter 3 discusses the major concepts behind reliable multicast communication with an overview of IP multicast and AL multicast.
The thesis continues with Chapter 4, which is dedicated to a measurement and
modeling study of the delay experienced by IP routers. The study was performed
with the goal to better understand this important network characteristic that
impacts on, e. g., real-time streaming and time-bounded applications.
Chapter 5 provides a comparative simulation study of three basic ALM protocols. For doing this, a set of speciﬁc performance metrics are deﬁned. Further,
it is important to mention that the simulation study employs results obtained in
Chapter 4 so as to have a more correct evaluation of the protocols under study,
i. e., with network conditions similar to those existent in real networks.
Finally, the thesis concludes with Chapter 6 where the summary of the thesis,
the major scientiﬁc contributions and the planned future research are presented.
In addition, Appendix A.1 – Appendix A.6 present selected software header
ﬁles used for the measurement and the performance studies described in this
8
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thesis. Further, Appendix B.1 and Appendix B.2 show two excerpts from
simulation runtime scripts used for the comparative overlay multicast simulation
study.
The appendixes are the following:
Appendix A.1 – header ﬁle for the processing of network delay in the measurement and modeling study presented in Chapter 4.
Appendix A.2 – header ﬁle for the Standard Template Library (STL)-based
classes employed in the measurement and modeling study in Chapter 4.
Appendix A.3 – header ﬁle for a generic ALM agent implemented by the myns
simulation engine and used in the comparative simulation study presented
in Chapter 5.
Appendix A.4 – header ﬁle for an ALMI node (Chapter 5).
Appendix A.5 – header ﬁle for the packet types processed by an ALMI node
(Chapter 5).
Appendix A.6 – header ﬁle of a generic ALM node that implements a heavytailed distributed packet delay at the network level (Chapter 5).
Appendix B.1 – excerpt from a simulation runtime script for the ALMI protocol when no churn is granted to the overlay nodes (Chapter 5).
Appendix B.2 – excerpt from a simulation runtime script for the ALMI protocol when the churn behavior of the overlay nodes is described by the
following parameters: 50 % of active nodes undergo churn with an Off
time per churned node of 5 minutes (Chapter 5).

1.5

Contributions of the Thesis

In this thesis we mainly focus on scalability issues of several basic ALM overlay
networks. Since the behavior of ALM solutions is strongly inﬂuenced by the
9
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characteristics of the underlying physical network, we ﬁrst analyze, measure and
model the one-way delay in IP routers. Thereafter we conduct a comprehensive
simulation study of the selected ALM solutions that uses the results obtained in
the measurement study. The major scientiﬁc contributions of this thesis are:
• developing a measurement system based on Internet Engineering Task
Force (IETF) Request For Comments (RFC) 2679 that uses both passive
measurements and active probing;
• implementing STL-based software for identiﬁcation and matching of packets that uses Secure Hash Algorithm One (SHA-1)-hashing;
• hop-by-hop instrumentation of the devices involved in the transfer of IP
packets, which allows for a better understanding and identiﬁcation of different delay components;
• modeling the diﬀerent delay components with the help of a single distribution or mixture of distributions;
• statistical analysis of diﬀerent delay components allowing for a better understanding of the delay process in IP routers;
• identifying some of the main Internet characteristics and models that must
be considered when analyzing and simulating overlay networks;
• identifying and analyzing some of the most important metrics that inﬂuence the performance of ALM solutions;
• conducting a comprehensive simulation study of the performance of three
fundamental ALM solutions with regard to a set of performance metrics;
• implementing and integrating ALMI in the myns simulation engine;
• conducting the simulation study by using traﬃc characteristics observed
and measured in real networks;
• including churn behavior of the overlay ALM nodes in the simulation study;
10
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• obtaining important conclusions regarding the scalability of the selected
ALM architectures with reference to the type of application used;
• obtaining important conclusions regarding the overlay multicast group
management;
• obtaining important conclusions regarding the resource usage of the selected overlay multicast protocols;
• obtaining important conclusions regarding the robustness to churn;

1.6

Publication List

The thesis reports on the author’s research activities in the area of ALM as well
as of One-Way Transit Time (OWTT) modeling and measurements. The work
was done at the Department of Telecommunication Systems (ATS) at Blekinge
Institute of Technology (BTH) in the context of the following research projects:
• Internet Next Generation Analysis (INGA), funded by the Swedish Agency
for Innovation Systems (VINNOVA), 2002–2005.
• Routing in Overlay Networks (ROVER), funded by the European Next
Generation Internet (EuroNGI)-Network of Excellence (NoE), 2006.
• Routing in Overlay Networks (ROVER), funded by the Swedish Foundation
for Internet Infrastructure (IIS), 2007.
Parts of the scientiﬁc research culminating with this thesis have been previously
published in the following publications:
1. Constantinescu D. and Popescu A., “A Comparative Study of Overlay
Multicast Networks”, submitted to IJCNDS Special Issue on Performance
Assessment of new Internet Services, still pending.
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1.7

Summary

This chapter introduced the scope and the notion of ALM in the context of new
Internet applications requiring multicast support. In addition, the chapter gives
the motivation behind this thesis work together with a brief outline of the thesis.
The chapter also discussed related research work in the area of ALM and outlined the scientiﬁc contributions of the thesis. Further, the list of publications
containing parts of this work already published is also provided.
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Chapter 2

Internet Characteristics
The Internet is based on a layered, endto-end model that allows people at each
level of the network to innovate free of
any central control. By placing intelligence at the edges rather than control in
the middle of the network, the Internet
has created a platform for innovation.
– Vinton Cerf

Abstract
This chapter discusses important characteristics of the Internet, which must be
considered when developing analytical and simulation models to study the performance of overlay multicast networks. Several fundamental characteristics are
considered, namely the Internet topology, the end-to-end (e2e) delay in Internet,
the bottleneck bandwidth and the packet loss.
As the Internet becomes larger and larger, and with increasing heterogeneity,
measuring and modeling its characteristics becomes harder. It is important to
15
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have correct models of Internet characteristics, since this creates a good basis
for further analysis of new protocols, including those used in overlay multicast
networks.
The chapter has two parts; the ﬁrst part is about characteristics of the physical
part of the Internet and the second part is about characteristics of Internet
topology.
The chapter contains also a short introduction to graph theory and its basic
elements as well as a short presentation of the most popular models used to
characterize the Internet topology. Some popular Internet topology generators
used today by network researchers are presented as well.

2.1

Introduction

We are now at a point in time when the Internet and Internet-based applications
have been growing drastically, aﬀecting and inﬂuencing our daily life. Knowing
Internet’s main characteristics is very important in order to improve it and to
better design and engineer the next generation Internet.
For this very reason, the correct modeling and analysis of Internet characteristics
is becoming one of the fundamental problems to solve. Furthermore, this is not
only a research problem. The industries (e. g., Internet Service Providers (ISPs),
backbone and network operators, various media providers) are striving for such
solutions with an equal amount of interest.
The topology and the characteristics of the Internet have a major impact on the
operation of Internet applications such as multicast overlays, Web hosting, and
Peer-to-Peer (P2P) ﬁle-sharing systems. In order to understand and to improve
the performance of these applications, it is essential to evaluate the way the
underlying network supports the application overlays.
In this chapter, we examine characteristics of the Internet and discuss some of
the trends unveiled in the literature.
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2.2

Network Delay

The global Internet has seen a tremendous growth in terms of nodes and user
base as well as of types of applications. One of the most important consequences
of this growth is related to an increased complexity of the traﬃc experienced in
the networks.
Further, transporting packets across the network between the application’s end
points is subject to delays and errors. These may even be discarded by a congested router or switch. Because of the presence of the Long-Range Dependence
(LRD) phenomenon across many types of networks, metrics like throughput,
packet loss, latency and buﬀer occupancy levels are aﬀected.
In this context, e2e QoS and the one-way delay for data transfer represent important factors. The one-way delay includes backbone and campus- or homenetwork characteristics and it is one of the most important parameters that
determines the performance of real-time multimedia applications.
This metric is deﬁned by the IETF as“One Way Delay for IP Performance Metrics
(OWD-IPPM)” and by the ITU - Telecommunication Standardization (ITU-T) as
“IP Packet Transfer Delay (IPTD)” [6, 97].
Today network capacities are deliberately being overprovisioned in the Internet so that the packet loss rate and the delay are low. However, given the
heterogeneity of the network and the fact that the overprovisioning solution is
not adopted everywhere, especially not by backbone teleoperators in developing
countries, the question arises as to how the delay performance impacts the e2e
performance.
There are several important parameters that may impact the e2e delay performance in the link, e. g., traﬃc self-similarity, routing ﬂaps and link utilization
[117, 147].
Several publications report on the e2e delay performance, and both Round Trip
Time (RTT) and One-Way Transit Time (OWTT) are considered [25, 45, 147,
148]. Traﬃc measurements based on both passive measurements and/or active
probing are used.
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As a general comment, it has been observed that RTT and OWTT show large
“peak-to-peak” variations, in the sense that maximum delays far exceed minimum delays. Although a range of more than 10 : 1 in RTTs seems to be common,
most of connections have RTTs between 15 s and 500 s [76].
Further, it has been observed that OWTT variations (for opposite directions) are
generally asymmetric, with diﬀerent delay distributions. They also seem to be
correlated with packet loss rates [148]. Periodic delay spikes and packet losses
have been observed, which seem to be a consequence of routing ﬂaps [147].
Typical distributions for OWTT have been observed to have a Gamma-like shape
and to possess heavy tail [25, 139]. The parameters of the Gamma distribution
have been observed to depend upon the path (e. g., regional, backbone) and the
time of day. The heavy tail behavior is due to the presence of self-similarity
in Internet packet delay [24]. Typical queueing models like M/M/1, M/G/1 and
using fractional Brownian motion (fBm) for traﬃc models have been shown to
underestimate average queueing delays for link utilization below 70 % [147].
Furthermore, another important question is regarding the impact on OWTT performance of diverse correlations existent in a network tandem queueing system
and whether the Kleinrock independence assumption is valid or not [104].
Leonard Kleinrock suggested that, under speciﬁc conditions (e. g., Poisson arrival processes, packet lengths that are nearly exponentially distributed, a densely connected network with suﬃcient traﬃc mixing and moderate-to-heavy
traﬃc loads), the eﬀects of correlations may become small and therefore completely ignored.

2.3

Bottleneck Bandwidth

A fundamental property of a network connection is the bandwidth, which represents the amount of data that moves along physical lines at a given speed.
Transmission speeds can be expressed either in bits-per-second (bps) or in cyclesper-second (Hz).
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There are two ways to express bandwidth: the bottleneck bandwidth and the
available bandwidth [149]. The bottleneck bandwidth is measured over long
time-scales and refers to situations when the bandwidth is inadequate for the
function being performed, thus reducing the data transmission speed. The bottleneck bandwidth is therefore an upper bound on how fast a connection can
transmit data and it is independent of the particular traﬃc dynamics at a time
instant.
On the other hand, the available bandwidth gives information about how fast the
connection can transmit while still preserving network stability. The available
bandwidth never exceeds the bottleneck bandwidth and provides a dynamic
measure of the load on a path.
Furthermore, in the case of a given path containing more links, the bandwidth
of the slowest link in the chain of links determines the bottleneck link bandwidth
of the whole path, and implicitly the bandwidth of the path.
There are several categories of tools for measuring the bandwidth. The most
popular tools are based on the so-called one-packet technique and packet pair
technique [149, 157].
The tools belonging to the one-packet technique are also known as RTT-based
tools. Examples of such tools are Pathchar [98] and Pchar [128]. The main
assumption for these tools is that no explicit support is provided in routers or
hosts for doing these measurements. This technique produces an estimate of
the bandwidth at every hop along a measured network path and the bottleneck
bandwidth of the entire path is taken to be the minimum value of all link
bandwidths.
The main advantages of these tools are the ability to do measurements in the
conditions that no instrumentation is required on the destination node as well
as that they are less sensitive to cross traﬃc.
On the other hand, these tools are limited with regard to the degree of accuracy,
high sensitivity to eﬀects below the IP layer, considerable amount of bandwidth
consumed, inability to measure the bandwidth in both directions, accumulation
of errors with an increased number of hops, numerical instability on faster links,
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lack of scalability as well as lack of ﬂexibility to bandwidth changes.
The tools using packet pair techniques are also known as Packet Dispersion (PD)based techniques. Similar to the one-packet technique, no explicit support is
provided in routers for doing the measurements. On the contrary, the focus
in this case is on the smallest bandwidth along a path, rather than the bandwidths of all links in the path. Examples of such tools are Pathrate [63],
Bprobe/Cprobe [33] and Nettimer [113].
The main advantage of these tools is that they estimate a bottleneck capacity
that does not rely on previous estimates of link capacity as the one-packet
technique does. The consequence is that the packet pair technique is more
accurate. It is also less sensitive to the eﬀects of layers below the IP layer and
it does not suﬀer from numerical instabilities. The programs are designed to
be robust to the eﬀects of interference from heavy cross traﬃc. Various packet
pair ﬁltering techniques can be used to extract accurate estimates of the average
bottleneck bandwidth, free of cross traﬃc.
The drawback is related to the complexity of such ﬁlters, which are designed to
ﬁlter out the noise caused by diverse cross-traﬃc. The programs also take longer
time to execute than the RTT-based tools, and require software to be deployed
on both end hosts of the connection.
Many studies have been done on the bottleneck bandwidth in the Internet. As a
general observation, it has been observed that Internet paths often exhibit major
routing asymmetries and that there is a wide variability in path characteristics
such as bandwidths, losses and RTTs. Furthermore, it has been also observed
that bottlenecks change infrequently [89, 148, 149].

2.4

Packet Loss

Packet loss is a key metric in the evaluation of network quality, and represents
the fraction of packets lost in the transit throughout the network during a speciﬁc time interval [157]. In most cases, corrupted and duplicated packets are
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also included in the class of lost packets. The measurement unit is dimensionless and it is expressed as a percentage of the number of packets sent, during a
speciﬁc time interval, from a measurement agent (client) to a speciﬁc test point
(server), for which the measurement agent does not receive an acknowledgment.
Three classes of errors may contribute to packet loss:
• packets that are corrupted or lost, on the way to the test point.
• acknowledgments that are corrupted or lost, on the way from the test
point to the measurement agent.
• acknowledgments that do not arrive back to the measurement agent within
the predeﬁned round-trip delay.
Packet loss is highly dependent on the quality of the path that the traﬃc follows,
the protocols involved in data transfer as well as the degree of QoS selected. Measurements of packet loss are usually done as close as possible to application data
transfer, and loss properties are separately derived for every relevant protocol
involved in the data transfer.
Packet loss ﬁgures may vary from very low values (approaching 0 %), for the
case of non-congested wired networks, where it is the quality of the transmission
media (e. g., optical ﬁber) that determines this ﬁgure, up to values of 10 % and
higher, in the case of severely congested networks. Higher packet loss rates
are not usual for normal operation [32]. Typical ﬁgures of packet loss in wellmanaged wired networks are of less than 1 % averaged over one month.
Many studies have focused on the Internet packet loss. Nevertheless, due to the
extreme diversity of the Internet, only a few agree on speciﬁc parameters like
packet loss rate or average loss-burst length. It has been, for instance, observed
that the average Internet packet loss may vary between 11 % and 23 % depending upon the inter-packet transmission spacing [23], between 0.36 % and 3.54 %
depending upon the studied path [24] and between 2.7 % and 5.2 % depending
upon the year of the experiment [148].
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Furthermore, it has been observed that there are considerable geographic differences in loss rates, with European and especially trans-Atlantic paths having
higher rates [149]. Other important observations are related to the fact that
loss patterns of data packets diﬀer signiﬁcantly from those of Acknowledgments
(ACKs) [149].
Diﬀerent applications may react diﬀerently to packet losses. For instance, realtime applications like VoIP can tolerate occasional packet losses whereas TCPbased applications accept them as part of the Internet’s imperfect working. It
is well-known that TCP uses packet losses to sense network congestion and to
further retransmit the lost, or corrupted, packets [159].
The consequence is that the throughput is reduced, especially in the case of
large and very large bandwidth-delay products. Further, even User Datagram
Protocol (UDP)-based applications may react diﬀerently, e. g., while the Domain
Name System (DNS) has own retransmission mechanism, real-time applications
simply discard the lost packets.
Table 2.1 [53] shows the rating of the quality level for packet losses considered
in terms of impact on well-known applications, and under the assumption of
ﬂat random packet loss distribution. At losses of 5 % and larger, VoIP and video
conferencing may become diﬃcult to run.

Table 2.1: Quality levels for packet losses.
Rating

Packet loss

Quality

1

< 0.1 %

Excellent

2

≥ 0.1 %

&

< 1.0 %

Good

3

≥ 1.0 %

&

< 2.5 %

Acceptable

4

≥ 2.5 %

&

< 5.0 %

Poor

5

≥ 5.0 %

&

< 12 %

Very poor

6
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≥ 12 %

Bad
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Further, in the case of TCP-based applications, the general opinion is that a
packet loss of 5 % or higher has a signiﬁcant negative impact on the TCP performance, in terms of limitation of the size of congestion window and also throughput limitation. Packet loss of 3 % or lower is substantially less serious [148].

2.5

Elements of Graph Theory

In the following, we present basic terminology and notation for graphs as well
as discuss several fundamental problems and algorithms with reference to these
concepts [27, 180].

2.5.1

Graph Abstraction and Deﬁnitions

Deﬁnition 2.1. A graph G(V, E) is an abstract object formed by two sets of
objects, namely a set V (G) of vertices (nodes) and a set E(G) of edges (links)
that connect pairs of vertices.
Graphs are usually depicted by representing vertices as dots and edges as lines
connecting the vertices, as shown in the graph G in Figure 2.1. The two vertices
joined by an edge are called end vertices. Further, if two vertices are joined by
an edge, then they are adjacent vertices or neighbors.
A graph can be represented by an adjacency matrix A with n rows and m
columns.

A = (an, m )

(2.1)

where
⎧
⎨ 1 i f (n, m) ∈ E
an, m =
⎩ 0 otherwise

(2.2)
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Figure 2.1: Example of graph G.



An n-dimensional vector with all entries equal to 1 or 0 is denoted by 1n or,
alternatively, 0n .
There are two categories of graphs, namely undirected and directed. In undirected graphs, the order of the end vertices of an edge is unimportant, whereas
in directed graphs each directed edge has an origin (tail) and a destination
(head). An edge with origin u ∈ V and destination v ∈ V is represented by an
ordered pair (u, v) or, alternatively, u v.
For a directed graph G(V, E), the underlying undirected graph is the undirected
graph with vertex set V with an undirected edge between two vertices (u, v) ∈ V
if (u, v) or (v, u) is in E. Graphs with both directed and undirected edges are
called mixed graphs. A graph without loops and without parallel edges is called
a simple graph.
A path from vertex u to vertex v contains a number of alternating vertices and
edges. It starts from vertex u and it ends at vertex v such as each edge joins
the vertices preceding it and following it in the sequence. In a simple path, no
vertex and no edge appears more than once in the sequence.
A cycle is a path in which the beginning and ending vertices are the same.
Generally, the distance between two vertices is equal to the minimum number
of edges of all paths connecting them.
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Deﬁnition 2.2. A digraph or directed graph consists of a set of vertices V and
a set of edges E, where each edge is deﬁned as an ordered pair of vertices.
Parallel edges are usually allowed in digraphs under the condition that two
parallel edges point in opposite directions, as shown in Figure 2.2. A digraph
may therefore have cycles or loops. The digraph is typically used to represent
communication networks, where each directed edge represents the data ﬂow in
one direction between network nodes.

sϯ

sϮ

sϭ

sϲ

sϰ

sϱ

Figure 2.2: Example of digraph.

Graphs with parallel edges are called multigraphs. On the other
hand, simple

graphs are graphs where each of its edges is contained in E only once, i. e., the
graph has no parallel edges.
Deﬁnition 2.3. A weighted graph is a graph where a numerical value or weight
wuv is associated with each edge (u, v).
Depending on the speciﬁc context, a weight may refer to diﬀerent properties,
e. g., cost, capacity, length. Furthermore, an unweighted graph refers to a graph
with unit edge weights wu v = 1 for all (u, v) ∈ V .
Deﬁnition 2.4. A tree is a simple graph of N vertices with (N − 1) edges and
no cycles.
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Trees are some of the most popular subclasses of graphs used in distributed
computing and networking. There are other equivalent deﬁnitions of a tree,
e. g., “a tree is a connected simple graph of N vertices with N − 1 edges”.
Deﬁnition 2.5. A unidirected graph G(V, E) is connected if there is a path between every pair of vertices, i. e., every vertex can be reached from every other
vertex. If the graph is directed and such paths exist, the graph is strongly connected.
Typically the tree has one vertex designated as the root as well as more children
and parents. Figure 2.3 shows an example of tree created from the graph G
shown in Figure 2.1.
sϮ
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ĐŚŝůĚ
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Figure 2.3: Example of tree graph.

Deﬁnition 2.6. A subgraph of a graph G is a graph obtained by selecting a

number of edges and vertices from G such as, for each edge selected, the two
vertices incident on the speciﬁc edge must be selected as well.
Deﬁnition 2.7. A subgraph ST of a graph G is a spanning tree if ST is a tree,
it includes all vertices of G and is formed from G by removing edges in such a
way that the cycles of G are removed and the connectivity is preserved.
Every connected graph G has a spanning tree. Figure 2.4 shows an example of
a spanning tree created from the example graph G illustrated in Figure 2.1.
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Figure 2.4: Example of a spanning tree.

2.5.2

Graph Algorithms



Many applications in distributed computing and networking are based on graph
theory and related algorithms and they are expected to provide both performance and robustness. Usually, the topology of a distributed system is represented by a graph where the vertices represent processes and the edges represent
communication channels. Based on that, distributed algorithms developed for
various graph theoretic problems may have numerous applications in communications and networking.
An algorithm is considered robust when it performs well on dynamic graphs,
i. e., it handles changes in topology. There are several fundamental issues related
to the stability and optimality of the system, which must be considered in the
analysis and simulation of distributed systems.
A stable system means that the joint dynamics of routing and congestion control
should converge to an equilibrium. On the other hand, optimality means that
the system is expected to perform well and to converge such as the aggregate
user utility is maximized at equilibrium. The service provider is also expected
to obtain the maximum possible revenue at equilibrium.
There are several important classes of graph algorithms, which deal, e. g., with
routing in a communication network, limiting the amount of space required to
store a routing table in a network, multicasting and broadcasting in a network,
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computing of maximum ﬂow between a given pair of nodes in a connected network [82].
For instance, the major problem a routing algorithm addresses is to discover
and maintain an acyclic path from the source to destination. Each router maintains a routing table with the help of which it determines the next hop for a
speciﬁc packet that must be routed to a speciﬁc destination. The routing table
is updated when the topology changes.
Diﬀerent criteria may be used in making the routing decision, e. g., minimum
number of hops, minimum cost, maximum bandwidth, minimum e2e delay. Two
basic routing algorithms are Dijkstra’s shortest path routing algorithm, which
is based on Breadth-First Search (BFS), and the Bellman-Ford algorithm [134].
Another important issue in relation to routing algorithms is the so-called maxﬂow problem, which refers to computing a ﬂow of maximum value in a speciﬁc
graph [27]. Here the ﬂow represents the movement from one node to another of
a certain commodity, e. g., a set of packets. There are two constraints associated
with this problem: the capacity constraint and the balance constraint.
The capacity constraint refers to the fact that each edge of the network has a
certain capacity (bandwidth) that deﬁnes the upper limit u(n) of the ﬂow f (n)
through the edge n.
0 ≤ f (n) ≤ u(n)

(2.3)

for n ∈ E.
The balance constraint means that the sum of ﬂows entering a network must
equal the sum of ﬂows leaving the same network.

∑

n∈G+ (n)

f (n) =

∑

f (n)

(2.4)

n∈G− (n)

for n ∈ E.
There are diﬀerent methods to solve the max-ﬂow problem for a graph with n
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vertices and m edges. It can for instance be solved in time O(n m log(n2 /m)) by
using the algorithm suggested by Goldberg and Tarjan [84]. On the other hand,
checking whether a graph G is connected and ﬁnding a spanning tree ST for it
can be done in time O(n + m) by using BFS or Depth-First Search (DFS) [27].

2.5.3

Network Statistics

An important part in the process of analyzing network properties by using
graphs is to develop and to use an appropriate set of measures to capture and
to describe the speciﬁc graphs. The goal is to describe and to express essential
properties of vertices, edges, regions or even the whole graph with the help
of so-called network statistics, which are numbers or series of numbers that
describe the speciﬁc characteristics [27]. The main requirements are that such
statistics are able to capture essential network properties and to diﬀerentiate
among diﬀerent classes of networks.
There are several classes of network statistics, the most important of which are
degree statistics, distance statistics, number of shortest paths, distortion and
routing costs, clustering coeﬃcients and transitivity, and network motifs.
Furthermore, it is also important to mention that network statistics and distributions can be collected either on a global basis or on a local basis. Given
that these statistics and distributions are not isolated from each other, there
are therefore speciﬁc rules for the transformation of network statistics and distributions [27].

Degree Statistics
The vertex degree is one of the most popular statistics used in evaluation of
graphs. The vertex degree is deﬁned as being the number of edges touching
the vertex. The degree of a vertex v is denoted as deg(v) and, if the graph is
directed, the vertex degree has two types: vertex indegree and vertex outdegree.
The vertex degree is a measure that strongly depends upon the underlying net29
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work and/or application. Examples of this measure are the connection strength
(or relevance) of a speciﬁc vertex of the graph. The connection strength reﬂects
how strong two vertices, u and v, are related to each other as for instance in the
case of preferential connectivity in weighted graphs.
Usually the main focus is on the absolute number of the fraction of vertices of
a given in-, out- or total degree. Along the years, it has been observed that the
distribution of degrees in many naturally occurring graphs signiﬁcantly diﬀers
from that of classical random graphs.
For instance, theoretical studies have shown that the Binomial distribution is
a statistic that well matches the fraction of vertices of degree k in a classical
undirected random graph Gn, p when the number of vertices n is small [82]. p
represents the probability of success in a trial. On the other hand, the Poisson
distribution has been observed to characterize the fraction of vertices of degree
k when n is large.
In reality however, many natural graphs seem to follow a Power law, characterized by ck−γ , with the shape parameter γ > 0 and the scaling constant c > 0.
The power law degree distribution has been observed in many situations, e. g.,
the Internet topology at router and Autonomous System (AS) level with γ ≈ 2.2
[72], the WWW with γin ≈ 2.1 and γout ≈ 2.45/2.72 [30].

Distance Statistics
The distance between two vertices is deﬁned as

d(u, v) = min{|P|}

(2.5)

where P is a path from u to v. Arranging the distances in a V ×V -matrix Δ, we
have

Δ = {d(u, v)u, v∈V }
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The problem of ﬁnding a shortest path is NP-hard for arbitrary edge weights.
For speciﬁc cases the distance can be computed in polynomial time by solving
the all-pairs shortest path problem [180].
Several popular statistics used in the estimation of graph properties are as follows [27]:
1. Average distance is given by the arithmetic mean of all distances in the
graph

d=

1
|V |2 − |V |

∑

d(u, v)

(2.7)

u=v∈V

The average distance can be also restricted to all connected pairs only.
2. Eccentricity of a vertex u is the maximum distance from u to any vertex

ε (u) = max{d(u, v)|v ∈ V }

(2.8)

3. Radius is the minimal eccentricity of all vertices
Rad(G) = min{ε (u)|u ∈ V }

(2.9)

4. Diameter is the maximum distance between two arbitrary (connected)
vertices
Diam(G) = max{d(u, v)|u, v ∈ V }

(2.10)

5. h-neighborhood of a vertex v is the set of all vertices u with distance
from v less than or equal to h
Neighh (v) = {u ∈ V |d(u, v) ≤ h}

(2.11)
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6. Number of distinct shortest paths between two vertices is given
by
c(u, v) = |{P}|

(2.12)

where P is a shortest path from u to v.
7. Distortion D(ST ) of a spanning tree ST of G = (V, E)) is deﬁned to be
the average length of paths in ST between two adjacent vertices in G.
D(ST ) =

1
dST (u, v)
|E| (u,∑
v)∈E

(2.13)

where dST (u, v) is the distance from u to v in ST .
8. Global distortion D(G) of G is the minimum distortion over all spanning
trees of G.
D(G) = min{D(ST )}

(2.14)

where ST is a spanning tree of G.
9. Routing cost of spanning tree ST represents the sum of all distances
between vertices in ST , multiplied by the the so-called requirement values,
which are special values ru, v given for each pair of vertices. The routing
cost is closely related to the distortion.
10. Node clustering coeﬃcient c(v) for a node v in a graph G represents
the likeliness that two neighbors of v are connected.
c(v) =

λ (v)
τ (v)

(2.15)

where λ (v) is the number of triangles of a node and τ (v) is the number
of triples of a node. The triangle of a node v is deﬁned as the number of
subgraphs of graph G containing three edges and three vertices, such that
it includes v. The triples of a node v is deﬁned as the number of subgraphs
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of G containing two edges and three vertices, such that it includes v, and
v touches both edges.
11. Graph clustering coeﬃcient C(G) of a graph G represents the average
of c(v) taken over all nodes.

C(G) =

1
|V  |

∑ c(v)

(2.16)

v∈V

where


V = {v ∈ V |d(v) ≥ 2}

(2.17)

12. Transitivity T (G) is an alternative formulation of the clustering coeﬃcient of a graph

T (G) =

3λ (G)
τ (G)

(2.18)

A formal relation between T (G) and C(G) is given by

T (G) =

∑v∈V  τ (v)c(v)
∑v∈V  τ (v)

(2.19)

13. Network motif represents a connected subgraph that occurs in a graph G
signiﬁcantly more often than in a random network of same size and degree
distribution. Motifs represent building blocks that occur on a higher level
than nodes and edges.

Types of Network Statistics
There are four types of statistics that can be used in the evaluation of graph
properties [27]. These are:
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• Global (single-valued) statistics, which assign a single value to each
graph, e. g., number of vertices, number of edges, diameter, clustering
coeﬃcient, edge connectivity, vertex connectivity.
• Global distributions, which assign a map to each graph, e. g., absolute
or relative distribution of in- or out-degrees.
• Local (single-valued) statistics, which assign a single value to a speciﬁc
graph element of a given graph, e. g., in- or out-degree, length of edges,
distance, clustering coeﬃcient of a vertex.
• Local distributions, which assign a speciﬁc map to each graph, e. g.,
sizes of neighborhood, diameter.
The four types of statistics are not isolated from each other, with the consequence that there exist special techniques used to transform one into another,
as shown in Figure 2.5 [27].
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Figure 2.5: Transformations of statistics.

The following operations are available for statistics transformation:
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• Globalization, which eliminates the dependence of a local statistic or
distribution on graph elements.
• Counting, which is used to transform a local statistic into a global distribution.
• Parameter estimation and reduction, which are used to compute a
single value from a map of values given by a speciﬁc distribution.
• Reparametrization, which is used to reparametrize a speciﬁc distribution.
• Localization, which is used to construct a local distribution from a given
global statistics.
Further details on statistics transformations are provided in [27].

2.6

Network Models

There are diﬀerent types of networks existent in real world, e. g., Internet, computer science, economy, biology, and physics. Examples of networks occurring
in the Internet are the WWW, newsgroups, ASs and IP routers with associated
physical connections. Graph theory can be used for analyzing the characteristics
of these networks.
Graph theory can be used in other situations as well, e. g., for analyzing networks
in politics, economy, and biology. In these cases vertices and edges can be
associated with diﬀerent elements in the speciﬁc network, e. g., vertices can
model certain molecules in biological networks and edges can be used to model
chemical reactions among molecules. Consequently, a mathematical model can
be created and performance analyzed for the speciﬁc organism.
Furthermore, it is also important to mention that the mathematical models used
to model the networks should be developed in such a way that they reﬂect the
properties of the analyzed network, and also they should be mathematically
tractable and well suited for computational purposes.
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There are several fundamental models that can be used to model networks.
These are:
• The graph model;
• Small world model;
• Power law models;
The main characteristics of these models are as follows.

2.6.1

Graph Model

A graph model Gn, p is a set of undirected graphs together with a probability
distribution. There are many ways to generate graphs as shown for instance in
[27]. Some of the most popular methods are:
• Select a graph uniformly at random among all graphs of a given vertex
number n and average vertex degree z.
• Select every edge in a complete graph Gn, p of n vertices with probability
p to be part of E(G), where the expected average degree z is given by
⎞

⎛
2p ⎝
z=

n
2

n

⎠
= p(n − 1)

(2.20)

• n vertices vi are added successively, deciding for each vi and j < i whether
to put {vi , v j } in the edge set or not, with probability p.
There are diﬀerent advantages and drawbacks associated with these methods,
e. g., the ﬁrst method is more restrictive and more intuitive and the second
model is more suitable for analysis.
36

2.6. Network Models
It is also important to mention that the solutions of these three graph methods,
stochastically converge to each other when n → ∞.There is a lot of research done
on the generation of Gn, p and associated properties.
As a general comment, it has been observed that models for real-world networks
do not show characteristics as those generated with the help of the graph model
[27].

2.6.2

Small World Model

The small world model was ﬁrst observed in sociological experiments, where it
was observed that people indirectly know each other by a few mediators only.
Later on, this model was observed to characterize the Internet as well. It was
for instance observed that both the AS-level and router-level graph abstractions
exhibit small world behavior [103].
There are two main features that characterize small world populations. The ﬁrst
feature is that the average path distances between arbitrary pairs of vertices is
typically small, like in the case of random graphs, and conceptualized as growing
at most logarithmically with the number of vertices.
The second feature is that small world populations exhibit high degree of clustering in a vicinity network, like in the case of regular graphs (e. g., lattices).
The clustering coeﬃcient in this case refers to the fraction of pairs of neighbors
of a vertex that are adjacent, averaged over all vertices of the graph. With
reference to the clustering coeﬃcient, the small world model is diﬀerent from
the graph model where the clustering coeﬃcient tends to zero.
The structural properties of such graphs can be characterized by two metrics
[187]. These are the characteristic path length L and the clustering coeﬃcient
C. L is deﬁned to be the number of edges in the shortest path between two
vertices, averaged over all pairs of vertices. On the other hand, the clustering
coeﬃcient is deﬁned as follows.
Consider a vertex v that has kv neighbors, with the consequence that there are
at most kv (kv − 1)/2 edges among these kv neighbors. Let Cv denote the fraction
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of these edges that actually exist. Then the clustering coeﬃcient C is deﬁned to
be the average of Cv taken over all vertices v with degree larger than one.
Based on the deﬁnition of small world networks, one can therefore state that
L is smaller than Lrandom , which is the characteristic path length of a random
graph with the same number of vertices and edges. Furthermore, the clustering
coeﬃcient C is much larger than Crandom , which is the clustering coeﬃcient of
a random graph. In the case of a random graph with N vertices and with an
average degree k, these metrics are given by
Lrandom ∼

ln(N)
ln(k)

(2.21)

k
n

(2.22)

and
Crandom ∼

There are several possible causes for the presence of small world phenomena in
Internet topologies. It is generally attributed to two possible causes: the high
variability of vertex degree distributions (found to approximately follow a power
law) and the preference of vertices to have local connections [103].
There are several methods to generate small world networks. One of the most
popular methods is the so-called rewiring mechanism [27]. One starts with the
k:th power of a cycle, i. e., a graph where each vertex is not only adjacent to
its direct neighbors but also to its k neighbors to the right and k neighbors to
the left. For each edge it is decided, independently by a given probability p,
whether to keep it in place or to rewire it, i. e., to replace the edge {a, b} by an
edge {a, c}, where c is chosen uniformly at random from the vertex set.
Other popular methods used in generating small world network topologies are
the Barabási-Albert model [15], the Watts-Strogatz model [187] and the JinBestavros model [103]. All these methods have speciﬁc advantages and drawbacks in generating Internet topologies, as shown in [103].
Furthermore, there are also models developed to generate the short average
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paths that are typical for Internet topology, e. g., the local algorithm developed
by Kleinberg, also known as the Kleinberg-Grid [27]. A local algorithm provides
a rule for determination of the subsequent vertex at each vertex of the path to
be output in the end. The following types of information are used:
• Global knowledge, in the form of structure of the underlying grid and of
position of the destination vertex in the underlying grid.
• Local knowledge, in the form of position of the current vertex in the underlying grid, position of the neighbors in the whole network and position
of all vertices visited so far, including the neighbors positions.
Generally, the local algorithm must give suﬃcient consideration to the underlying grid structure such as to allow for a local algorithm to make use of the
random arcs, but still need to be “far-reaching” enough.

2.6.3

Power Law Models

Power law behavior has been observed to characterize many aspects in the Internet topology. For instance, the authors of the landmark paper [72] report the
results of their research done on analyzing the structure of the Internet topology at three diﬀerent times, with special focus on the growing of special metrics.
These metrics include the rank of a vertex (i. e., the position of the vertex in a
sorted list of vertex degrees in decreasing order) and the frequency of a vertex
degree (i. e., how often a degree k occurs among all vertices).
Furthermore, one can compute diﬀerent statistics, e. g., the number P(h) of pairs
of vertices separated by a distance of maximum h hops, the average number
N(h) of pairs of vertices separated by a distance of maximum h hops. These
measurements have been done at two levels, the most important of which being
the Border Gateway Protocol (BGP), which stores all inter-domain connections.
As mentioned above, the graphs were collected at three diﬀerent times, i. e.,
November 1997, April 1998 and December 1998. As a result of evaluation of the
collected graphs, it has, e. g., been observed that the degree d(v) of a vertex is
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proportional to the rank rv of the vertex, raised to the power of a constant R. R
represents the slope of the graph (d(v); rank of v) in a log-log plot. This yields
in fact the power law, in the form:
d(v) ∝ rvR

(2.23)

The second important observation reported in [72] is regarding the frequency fk
of a vertex degree k, which was observed to be in the form:
f k ∝ kO

(2.24)

where O is a constant.
For the total number of pairs of vertices P(h), it was observed that
Ph ∝ hH

(2.25)

where H a constant that is deﬁned by the slope of a plot in log-log scale of the
(P(h); h) graph.
Summarizing, the authors of [72] reported that the power law has not only been
observed for degree distributions, but for other graph properties as well. They
reported the following dependencies observed in the Internet topology:
• Degree of vertex as a function of the rank, i. e., the position of the vertex
in a sorted list of vertex degrees in decreasing order.
• Number of vertex pairs within a neighborhood as a function of the neighborhood size (in hops).
• Eigenvalues of the adjacent matrix as a function of the rank.
As mentioned above, the power law distribution was observed to characterize
many natural graphs, where the fraction of vertices of a speciﬁc degree k follows
a power law. The degree distribution p is given by
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p(k) = ck−γ

(2.26)

where γ > 0 and c > 0. In some contexts however (e. g., e-mail networks) it was
observed that an additional factor qk is added to the power law, with 0 < q < 1
[142].
p(k) = ck−γ qk

(2.27)

Furthermore, two other important observations regarding the Internet topology
are about the Internet growth (e. g., growth of WWW) and the phenomenon
of preferential attachment [27]. The consequence is that some already highly
connected vertices are likely to become even more connected than vertices with
small degree, i. e., the well-known phenomenon where “the rich gets richer”.
These phenomena further complicate the process of modeling and simulation of
Internet topology.
Intensive research activity has been therefore done to capture these characteristics. Some remarkable results are, e. g., the Barabási-Albert model used to
model the process of preferential attachment [15]. Other interesting models are
the model of initial attractiveness [22], the copying model [110] and the model
of Cooper and Frieze [52].

2.7

Topology Generators

A fundamental aspect in networking research, in particular when this is conducted through simulation studies, is the correct modeling of the Internet topology. Because of the size and immense heterogeneity of today’s Internet, network
researchers cannot evaluate their protocol and application designs and implementations by simply deploying them in the Internet. Instead, they often rely
on synthetic generators of network topologies for studying the behavior, performance and scalability of a given network protocol or application.
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An important observation is that although a network protocol is independent of
the underlying network topology, its performance can be heavily inﬂuenced by
it. This is especially true in the case of multicast protocols [127]. Consequently,
the generated topologies must match, as closely as possible, the topologies of
real networks.
Synthetic network topologies are often modeled through the implementation
of graph theoretical concepts, e. g., undirected graphs with network nodes (in
essence routers and/or switches) denoted by the nodes of the graph. The network links (i. e., forwarding paths) correspond to the edges of the graph.
Further, Internet topology is often seen as comprised of two main levels: a
router level and an AS level each with speciﬁc characteristics. These may relate
to connectivity properties or abiding by typical topological characteristics, e. g.,
power laws with speciﬁc exponents [27, 72].
Several topology generators exist today and their characteristics and topology
generating models are outside the scope of the thesis. Nevertheless, in the
remainder of this chapter, we brieﬂy present three topology generators that are
often employed in the context of network research.

2.7.1

INET

The InterNEt Topology Generator (INET) [102] is a model-oriented topology
generator that implements the power laws in the degree distribution established
by Faloutsos et al. in [72]. The authors in [72] discovered the power laws by
analyzing the National Laboratory for Applied Network Research (NLANR)’s
ASconnlist of November 1997.
The ﬁrst exponential law is concerning the frequency of an outdegree growth,
which is given by [102]
fd = eat+b d O ,

(2.28)

where fd is the frequency of an outdegree, a, b, and O are known constants and
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t is the number of months since November 1997. Consequently, the frequency
of an outdegree d can be predicted for t months into the future.
A second exponential law relates to the outdegree growth and it is described by
[102]
d = e pt+q rR ,

(2.29)

where d is the outdegree at a given rank r, p, q, and R are known constants and
t is the number of months since November 1997. It should be noted that (2.29)
implies only that the value of the i:th largest outdegree grows exponentially.
Additionally, two more exponential laws are established in [72] and implemented
in INET, namely the pair size growth and neighborhood size growth [102]. The
pair size P(h) within h hops is given by
Pt (h) = esht P0 (h),

(2.30)

where P0 (h) is the pair size within h hops at time 0 (November 1997), sh is
the the pair size growth rate, and t is the number of months since time 0. A
corollary to (2.30) gives the neighborhood size growth At (h) within h hops

At (h) =

Pt (h)
= e(log P0 (h)−log P0 (0))+(sh −S0 )t = A0 (h)e(sh −s0 )t ,
Pt (0)

(2.31)

and A0 (h) is the neighborhood size at time 0, and t is the number of months
since time 0.
By implementing (2.28)–(2.31), the INET generator constructs a network resembling the real Internet evaluated at a given time t. A graph G produced by the
INET follows therefore the above mentioned laws and speciﬁc steps are taken
before graph generation. In addition, G’s connectivity is ﬁrst tested through a
feasibility test before any edges are inserted into it.
A much more detailed implementation description as well as usage speciﬁcations
of INET can be found in [102]. One important observation about the INET
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topology generator is that it only generates AS level graphs.

2.7.2

GT-ITM

The Georgia Tech - Internetwork Topology Models (GT-ITM) topology generator
creates topologies according to two classes of generating methods: ﬂat random
graphs, and hierarchical models. While the ﬂat random graphs are used to model
networks at router level, the hierarchical models are used for capturing the
hierarchy present in real networks [194]. Furthermore, the hierarchical models
are constructed by interconnecting components from smaller ﬂat structures,
either through recursion or by replacing nodes with other connected graphs,
creating thus the desired hierarchical topologies.
All ﬂat random graphs are generated by ﬁrst distributing the vertices at random
locations in a plane and then adding edges between pair of vertices according
to given probabilities. Table 2.2 lists the edge connection probabilities (P(u, v))
between two vertices in the GT-ITM topology generator [194]. The corresponding
models and associated parameters are as follows.
Table 2.2: GT-ITM ﬂat random graph models.
Model

P(u, v) at Euclidean d

Pure Random

α

Waxman 1

α e−d/β L

Waxman 2

α e−rand(0, L)

DoarLeslie

α (radius)/ne−d/β L

Exponential

α e−d/L−d

Locality

α if d < L × radius
β if d ≥ L × radius

The Pure Random model adds an edge between a pair of vertices according to
probability α . Although the pure random models does not capture the structure
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of real networks it may be used for instance in network diagnosis.
The Waxman 1 model is one of the most popular graph models, originally
introduced by Waxman [188]. In this model, the edge connection probability
between u and v is given by [194]
P(u, v) = α e−d/β L

(2.32)

where 0 < α , β ≤ 1, d is the Euclidean distance between u and v and L =
√
2 × scale is the maximum distance between any two nodes. Thus, an increase
in parameter α triggers an increase in the number of edges in the graph, while
an increase in parameter β triggers an increase in the ratio of long edges relative
to shorter edges [188].
The Waxman 2 model is a variation of the Waxman 1 model, which replaces d
by a random number between 0 and L.
The DoarLeslie model introduces a scaling factor to P(u, v) in the original Waxman model. The scaling factor radius was proposed by Matthew Doar and Ian
Leslie in [62]. The scaling factor, which depends on the desired average node degree, the number of nodes n and a constant depending on both α and β , allows
for more control over the number of edges in the generated graphs [62, 194].
The Exponential model decreases the probability of adding an edge between u
and v with the distance between the two vertices. This is done in order to better
relate the edge probability to the distance between the vertices [194].
Finally, the Locality model partitions the edges into discrete levels based on
length and allocate diﬀerent edge probabilities for each level. A two level partitioning depending on one parameter (i. e., radius) gives the boundaries illustrated in Table 2.2 [194]. The number of levels is not however restricted only to
these two, allowing thus for moderate control over the generated topologies.
As mentioned above, GT-ITM is also able to generate hierarchical topologies. For
doing this, GT-ITM uses two main approaches: the N-level hierarchical model
and the Transit-Stub model. An illustration of a Transit-Stub topology generated by GT-ITM is shown in Figure 2.6.
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Figure 2.6: Example of a transit-stub topology generated by GT-ITM.

The N-level model begins with a connected graph and recursively replaces each
node in the graph with a connected graph. This is done by dividing the plane
into equal-sized squares with the number of squares controlled by a scale parameter S. N-level hierarchical graphs are constructed by further dividing each
square containing a node according to the number of levels of S, i. e., top-level
according to S1 , second-level according to S2 and so on, until the desired hierarchical level is achieved. Consequently, the scale of the ﬁnal graph is determined
by the product of the scales of the individual levels while edge lengths are roughly
determined by the edge level [194].
The Transit-Stub model is generated in GT-ITM by constructing interconnected
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transit and stub domains. This is achieved by ﬁrst generating a (ﬂat) connected
graph where each node represents an entire transit domain. Each such node is
replaced by another graph representing the transit domain. Further, each node
in a transit domain is replaced by yet another connected graph representing
the stub domains. The ﬁnal hierarchical graph is generated by adding additional edges between pairs of vertices in transit-stub or stub-stub domains. The
parameters controlling the Transit-Stub model are illustrated in Table 2.3 [194].
Table 2.3: GT-ITM transit-stub model parameters.
Parameter

Interpretation

T

Number of Transit domains

Nt

(avg.) Nodes/Transit domain

K

(avg.) Stub domains/Transit node

Ns

(avg.) Nodes/Stub domain

As it can be seen from Table 2.3, these parameters are given as averages. In
the software implementation of GT-ITM1 these parameters are randomized while
preserving the desired average.
When the graph is completed, weights are allocated to edges in such a way that
the following principles are preserved [194]:
• A path connecting two vertices within the same domain remains entirely
within that domain.
• The shortest path connecting u in Stub domain U to v in Stub domain V
crosses from U to V through one or more Transit domains and does not
crosses through any other Stub domain.
• In the case that two Stub domains are connected through a direct StubStub edge, the path between two vertices on the two domains may (but
need not) go along that edge and avoid any Transit domains.
1 Available

online at: http://www.cc.gatech.edu/projects/gtitm/

47

Chapter 2. Internet Characteristics
Furthermore, edges of the same type are allocated the same weight. All intradomain edges are allocated unit edge weight and by constraining suﬃciently
large weights for inter-domain edges, a path between any two vertices within the
same domain is guaranteed to stay within that domain. More implementation
details including edge weight assignment calculations can be found in [194].

2.7.3

BRITE

A topology generator that uses an incremental approach to graph creation is represented by the Boston University Representative Internet Topology Generator
(BRITE). Moreover, in addition to the Waxman model, in BRITE, the topology
generating software is also able to create network topologies according to the
Barabási-Albert topology model [15].
This model suggests two main causes for the emergence of power laws in the
frequency of outdegrees in a network model: incremental growth and preferential
connectivity.
Incremental growth refers to the gradual increase in the size of a network while
preferential connectivity refers to the tendency of new nodes to connect to already existing nodes that are highly connected or popular. In addition, BRITE is
a Internet topology generator designed to be ﬂexible, extensible, interoperable,
portable and user friendly [29, 135, 136].
The Barabási-Albert model in BRITE interconnects a new joining node i to an
already exiting node j according to a probability given by [136]:

P(i, j) =

dj
∑k∈V dk

(2.33)

where d j denotes the outdegree of node j, V represents the set of nodes that
have already joined the network and ∑k∈V dk denotes the sum of outdegrees of
all nodes that previously joined the network.
Table 2.4 lists the most relevant parameters used by the BRITE topology generator. Several parameters often employed in simulations are described below.
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int ≥ 1
int ≥ 1
int 1 ≤N ≤ HS × HS
int ≥ 1
0 < α ≤ 1, α ∈ R
0 < β ≤ 1, β ∈ R
1:Random, 2:Heavy-Tailed
int ≥ 1
1:Incremental, 2:Random
0:Waxman, 1:BarábasiAlbert, 2:Both
1:Constant, 2:Uniform
3:Exponential, 4:Heavy-Tailed
float > 0

Size of one side of the plane
Size of one side of a high-level square
Number of nodes
Model ID
Waxman-speciﬁc exponent
Waxman-speciﬁc exponent
How nodes are placed in the plane
Number of links per new node
How nodes join the topology
Preferential connectivity
Bandwidth assignment
to links
max and min link bandwidth values

HS

LS

N

Model

alpha

beta

NP

m

IG

PC

MaxBW, MinBW

BWdist

Values

Meaning

Parameter

Table 2.4: BRITE parameters.
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The NP parameter controls the placement of the nodes in the generated topology.
The nodes are distributed in a plane divided into HS × HS (high-level) squares.
Each HS square is further subdivided into smaller LS × LS (low-level) squares
and each LS square can be assigned at most one node.
When Random placement is selected, each node is placed in a randomly selected
LS while avoiding collisions. Heavy-Tailed placement is achieved in BRITE
in the following way: each HS is assigned a number of nodes n that are drawn
from a bounded Pareto distribution with a minimum size k and a maximum size
p [135]:

f (n) =

α kα n−α −1
,
1 − (k/p)α

k≤n≤ p

(2.34)

Once the value of n is assigned, the number of nodes are then placed in one of
the LS × LS squares belonging to the HS while avoiding collisions.
The value of the parameter m denotes the number of neighboring nodes to which
a new joining node connects to, e. g., the number of links to be added to the
generated topology per each new joining node.
The incremental growth parameter IG assigns the growth type for the generated
topology. In Random mode all nodes are placed in the plane before adding any
links between them. At each step, a node is randomly selected and it connects
to m nodes from all other nodes. In Incremental mode, each joining node is
gradually added to the plane, one at a time. The new node only connects to
already existing nodes in the topology [136].
The preferential connectivity parameter PC controls the way a new node connects to other nodes. When the PC parameter is turned on, it can select between
two connectivity models: BarábasiAlbert or Both. The BarábasiAlbert
model adds preferential selection of nodes with high outdegrees, while Both adds
locality to the preferential connectivity, i. e., closer nodes are preferred. When
PC is set to Both, the probability of connectivity is given by ﬁrst calculating
(for each node i) a Waxman probability [136]:
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wi = α e(−d/β L)

(2.35)

where d is the Euclidean distance between i and its connecting node, L is the
maximum distance between two nodes and α and β are constants controlling
the link density and sensitivity of link formation to distance [114]. The ﬁnal
probability of connecting node i to a neighbor node j is given by combining
(2.33) and (2.35) [135]:

P(i, j) =

wi d j
∑k∈V wi dk

(2.36)

As a concluding remark it is important to emphasize that there are no perfect, universally valid topology generators. All topology generators presented
in this chapter have both strengths and weaknesses, yet each may suﬃce if the
generated synthetic topology is representative in the context of the particular
research study.

2.7.4

Short Comparison and Rationale

In general, the Internet topology is analyzed at two levels (router and AS), depending on the focus of the particular research. Consequently, AS level topologies are important for research issues related to e. g., inter-domain routing or QoS
provisioning by an Overlay Service Provider (OSP). The router level topologies
are important mostly for ISPs when doing research on issues such as minimizing
the impact of router and link failures or analysis of optimal network planning.
Medina et al. [136] deﬁne several important requirements for an Internet topology generator. The most important ones are:
• Representativeness: in the sense that the generated topologies must be
accurate and based on the required input arguments (e. g., hierarchical
structure, edge connectivity model).
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• Flexibility: in the sense that the topology generator must include diﬀerent
generation methods, models and network sizes.
• Eﬃciency: in the sense that the selected generator should be able to create
very large topologies with reasonable resource consumption. Further, the
required statistical characteristics of large topologies must remain intact.
Based on these general requirements and on the scope of our research we synthesize in Table 2.5 the main characteristics of INET, GT-ITM and BRITE. Based
on this we decided to select the GT-ITM as the topology generator used for our
study, which is further complemented by the fact that the myns simulation
engine is able to parse GT-ITM topologies [12].
Table 2.5: Comparison of evaluated topology generators.
Topology Generator
INET

GT-ITM

BRITE

√

√

√

√

√

√

√

Characteristics
Flat graph generation
Hierarchical graph generation
Waxman model
Power Law model
Pure Random model
Exponential model
Doar–Leslie model
Locality model

2.8

√

√
√
√
√
√

Summary

In this chapter, we provided a short discussion about the characteristics of
the physical part of the Internet and the associated metrics for performance
52

2.8. Summary
evaluation of a network. Further, the discussion extended to cover important
characteristics of the Internet topology.
The chapter also provided a short introduction to fundamental notions of graph
theory and its elements, with a brief presentation of some of the most popular
models used to characterize the Internet topology. In addition, three popular
Internet topology generators, INET, GT-ITM and BRITE were also presented.
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Chapter 3

Reliable Overlay Multicast
Communication
The Internet is the most important single development in the history of human communication since the invention
of call waiting.
– Dave Barry

Abstract
This chapter is devoted to reliable multicast communication, which represents
the operation of sending a packet to a group of recipients scattered throughout
the Internet under speciﬁc requirements of reliability.
An overview is presented on recent developments and challenges in reliable multicast communication, with particular focus on reliable multicast communication
at the application layer.
The foundation of reliable multicast communication is given by several components, which are multicast communication, congestion control and error control.
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The chapter provides a survey of these mechanisms in multicast environments.
The largest part of this chapter has been published in [158].

3.1

Introduction

Group communication has emerged as one of the most important developments
in Internet. Video conferencing, multimedia distribution, online gaming and
long-distance education are today some of the most popular Internet applications, which generate large amounts of traﬃc.
To support these applications, reliable multicast communication is a prerequisite. The purpose is to provide eﬃcient and reliable communication services
among a number of users, who are members of a multicast group. Traditional
multicast communication demands the presence of a multicast group, together
with associated facilities for reliable multicast communication, to which the
users can subscribe and participate.
Even though IP multicasting was introduced about twenty years ago [59], it is
still not widely available as an open Internet service. Problems related to pergroup state maintaining, scalability, reliability, congestion control and security
have been postponing the wide deployment of IP multicast [11, 60].
On the other hand, other solutions have been developed for multicast services,
to compensate for the above-mentioned limitations, e. g., Multicast Backbone
(MBone) [68]. MBone provides an overlay network, which connects IP multicast
capable islands by using unicast tunnel connections.
Furthermore, other developments related to, e. g., video distribution and longdistance education, has further pushed the research and development of new
alternative solutions for multicast, which are implemented at the application
layer.
This chapter is a survey on current solutions existent for multicast communication as well as on solutions for the provision of reliable communication in this
context. By reliable multicast communication it is meant the type of multicast
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communication that has included facilities for error and congestion control.

3.2

Multicast Communication

A multicast communication group is deﬁned as a set of one or more hosts identiﬁed by a single destination address [59]. We diﬀerentiate among four types
of group communication, ranging from groups containing only two nodes (one
sender and one receiver – unicast and anycast ), to groups containing multiple
senders and multiple receivers (multicast and broadcast ) [49]. An illustration of
the group communication paradigm is provided in Figure 3.1.
Multicast communication (Figure 3.1(c)) represents the operation of sending a
packet to a group of recipients, which may be scattered throughout the Internet.
A single SEND operation is used in this case to deliver copies of packets to all
receivers. The source address is a unicast address, whereas the destination
address is a group address of some speciﬁc type.
Unlike broadcasting (Figure 3.1(b)), multicasting allows every member to choose
whether to be part of the multicast group or not. Multicasting is a way to
reduce network load and e2e delay. It can be used in conjunction with caching
to improve the scalability and delivery performance. Multicasting is therefore
most beneﬁcial to users that source the information as well as to ISPs and

(a) Unicast.

(b) Broadcast.

(c) 1-to-m
Multicast.

(d) n-to-m
Multicast.

Figure 3.1: Group communication. (Gray circles denote members of the same
multicast group)
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carriers.
When using multicast addressing, a single destination address refers to a set of
host interfaces, typically on diﬀerent hosts. Multicast group relationships can
be categorized as follows [49, 162]:

1-to-m: also known as “One-to-Many” or 1-to-M. One host acts as source,
sending data to the m recipients making up the multicast group. The source
may or may not be a member of the group (Figure 3.1(c)).

n-to-m: also known as “Many-to-Many” or M-to-M. Several sources send to
the multicast group. Sources need not be group members. If all group members
are both sources and recipients, the relationship is known as symmetric multicast
(Figure 3.1(d)).

m-to-1: also known as “Many-to-One” or M-to-1. As opposed to the two
previous relationships, m-to-1 is not an actual multicast relationship, but rather
an artiﬁcial classiﬁcation to diﬀerentiate between applications. One can view
it as the response path of requests sent in a 1-to-m multicast environment.
Wittman and Zitterbart refers to this multicast type as concast or concentration
casting [192].
Table 3.1 summarizes the various group relationships discussed above [49]. Nevertheless, eﬃcient multicast communication demands for special capabilities and
speciﬁc algorithms at various layers of the protocol stack. As a minimum, a multicast service should provide at least several basic functionalities [28, 162]:
• Management of group membership;
• Maintenance of data delivery paths;
• Replication and forwarding of content;
• Congestion and error control;
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Table 3.1: Group communication types.
Receivers

1

m

1

Unicast1 / Anycast2

Multicast / Broadcast3

n

Concast

Multicast

Senders

The main goal of multicasting services is to satisfy users, network operators and
content providers.

3.2.1

Multicast Implementation

Multicasting has been implemented at diﬀerent layers in the protocol stack, i. e.,
Physical Layer (PHY), network layer and Application Layer (AL) [80, 115, 133].
Today, some of the most popular multicast implementations are:
• PHY multicast;
• IP multicast;
• AL multicast of type P2P;
• AL multicast of type Overlay Multicast (OM);
• AL multicast of type Waypoint Multicast (WM);
1 Unicast

is the original Internet communication type. The destination address in the IP
header refers to a single host interface, and no group semantics are needed or used.
2 In anycast, a destination address refers to a group of hosts, but only one of the hosts in
the group receive the datagram, i. e., a 1-to-(1-of-m) communication scheme.
3 A broadcast address refers to all hosts in a given network or subnetwork and is typically
used for service discovery.
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Physical Layer Multicast
A practice used in multicast is that hosts receive and process only packets that
are addressed to them. This can be done at the link layer. This is because
every packet received by a network interface causes an interrupt in the device
driver. This may generate further processing at higher layers. A good solution
could be in this case to use the so-called “multicast ﬁlters”, to add multicast
facilities at network interfaces, and to distribute data locally in a Local Area
Network (LAN) environment [133].
This solution is known as physical layer multicast (PHY multicast). The performance of PHY multicast is however limited, especially due to the lack of
ﬂexibility. A better solution could be in this case to use a mapping between IP
multicast or AL multicast and PHY layer multicast.

IP

Multicast

Multicast facilities can be provided at the IP level as well. The “IP multicast”
solution (Figure 3.2(a)) is a solution originally put forth by Steve Deering in
1989 [59]. IP multicast provides support for both eﬃcient group management
and eﬃcient packet forwarding through the network. It is based on an open
service model, which does not restrict users to create or join multicast groups.
Furthermore, senders are not required to belong to a multicast group.
The Internet Group Management Protocol (IGMP)/IGMPv2/IGMPv3 is used in
connection with IP multicasting to allow a multicast router to learn the addresses
associated with networks attached to it and to allow hosts to announce interest
in receiving multicast to edge routers [74]. The group management protocol is
an integral part of the IP layer in all hosts and routers that support multicasting.
Furthermore, other important questions are those regarding the multicast source
type (e. g., Any Source Multicast (ASM), Source Speciﬁc Multicast (SSM)), multicast addressing and multicast routing (e. g., Source-Based Routing (SBR),
Steiner Tree, Protocol Independent Multicast (PIM)) [49].
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multicast has important advantages that signiﬁcantly improve eﬃciency in
content distribution. These are eﬀective when the physical media is broadcast
in nature. It also provides eﬃcient utilization of link bandwidth and eﬃcient
content replication.

IP

Altogether, one can state that IP multicast is well suited for large-scale content
distribution, especially for live, non-interactive streaming. The openness of the
model may however create serious problems with the consequence that there
is a real risk that the global deployment of IP multicast may be postponed
indeﬁnitely [163]. Other important issues are related to the need to support per
group state in routers (with impact on scalability), problems related to class D
addresses (lack of hierarchy, limited number of addresses, long-term transition to
IPv6), security problems and business-related problems (e. g., lack of standards
for charging of multicast services).

AL

Multicast

Another solution for multicast is to provide multicast communication at the
application layer (so-called Application Layer (AL) multicast), and to use the
unicast transport facilities oﬀered by TCP and UDP [158]. Operations related to
group membership, addressing and multicast routing are implemented in this
case at the application layer on the end hosts of a network. Application speciﬁc
intelligence can be used to develop eﬃcient multicast services.
Consequently, the network itself is relieved of these responsibilities, and only
needs to provide the basic stateless, unicast, best-eﬀort delivery. The architecture therefore decouples multicasting from the unicast routing infrastructure,
which gives important advantages in terms of ease of deployment and ﬂexibility.
However, AL multicast faces a number of challenges related to routing, eﬃciency,
reliability and scalability, which must be solved in order to gain acceptance.
Over the last years, AL multicast has been the subject of much research and
development, in spite of relative drawbacks like inherently being less eﬃcient
than IP multicast in using network resources (packet duplication on unicast
links cannot be eliminated), soft QoS guarantees and increased complexity of
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the end system [49, 80, 115].
Furthermore, by means of cross-layer communication, the overlay network can
be organized such as to provide topology-aware multicasting. Using various
techniques, end hosts may collect information from IP routers to build up more
eﬃcient AL multicast networks and to reduce packet duplication.
We distinguish three categories of AL multicast, namely Peer-to-Peer (P2P) multicast, Overlay Multicast (OM) and Waypoint Multicast (WM) (Figure 3.2).

P2P

Multicast

multicast (Figure 3.2(b)) means that only end hosts handle the basic functions (group membership, addressing and routing), whereas in the case of OM
multicast there are a number of strategically deployed overlay proxy nodes used
to back-up the end hosts.
P2P

networking was originally designed for information sharing and messaging
(e. g., Napster, Gnutella) and oﬀers several important advantages in terms of, e. g.,
self-scaling, which means that when more end hosts join the multicast group
more bandwidth is supplied [80]. The price however is in terms of dependence
on host bandwidth and loosely coupled relationships among the peers (with
impact on QoS).

P2P

Other important advantages are related to ﬂexibility and lack of dependence
on the unicast routing infrastructure. Furthermore, a speciﬁc challenge is in
this case the need to handle the presence of high churn rates in P2P networks
[92, 173]. An important consequence of high churn rates is that the topology is
very dynamic, which makes it diﬃcult to provide QoS guarantees.

OM

Multicast

multicast (Figure 3.2(c)) has an alternative architectural solution, which
means that the content is distributed to proxy servers closely located to end
hosts. The group of proxy servers are organized into an overlay network to

OM
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multicast link

end host

multicast link

end host

network link

network router

network link

network router

(a) IP multicast.

overlay node

(b) P2P multicast.




multicast link

end host

overlay node

network link

network router

overlay proxy

multicast link

end host

overlay node

network link

network router

overlay proxy

waypoint

(c) Overlay multicast.

(d) Waypoint multicast.

Figure 3.2: Multicast architectures.





provide delivery service to end hosts. Better performance can be oﬀered here
in terms of, e. g., maximized bandwidth, minimized latency/jitter, improved
accessibility [146, 156]. Akamai is perhaps the best example of a Content Distribution Network (CDN) provider that is using this model for video streaming
delivery [4, 106]. Multicast networks are composed in this case by multiple
Points of Presence (PoP) with clusters (so-called Surrogate Servers (SSs)) that
maintain copies of identical content, thus providing better balance between cost
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for content providers and QoS for customers.
The CDN nodes are deployed in multiple locations, placed in diﬀerent backbones
all over the world. They cooperate with each other, transparently moving content to optimize the delivery process and to provide users the most current
content. The optimization process may result, e. g., in reducing the bandwidth
cost, improving availability and improving QoS [146].
The client-server communication ﬂow is replaced at OM by two communication
ﬂows, namely one between the origin server and the SS and the other between
the SS and the client. Requests for content delivery are intelligently directed
to nodes that are optimal with reference to some parameter of interest, e. g.,
minimum number of hops, or networks, away from the requester.
However, several important questions related to QoS provisioning, content multicasting and multipath routing heavily complicate the picture in the case of
CDNs.

WM

Multicast

An alternative solution for AL multicasting is given by the Waypoint Multicast
solution (Figure 3.2(d)), as described in [43, 80]. Waypoint nodes are speciﬁc
nodes existent in a pool of common resources, which may be invoked to temporarily enter a multicast group and to provide the lacking bandwidth needed
at the speciﬁc moment to support all multicast hosts. The waypoint nodes can
be statically or dynamically provisioned.
The behavior of a waypoint node is similar to that of an end host (as used in
multicast), the advantage however is given in the case of WM by a higher
degree of ﬂexibility and better resource utilization.

P2P

3.2.2

AL

Multicast Construction

A fundamental goal of the process of building the multicast group is to create a
loop-free topology to serve, e. g., content distribution to members participating
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in the group. A logical distribution tree is constructed, which is rooted at the
source. Depending upon the relationship among nodes, they can be partitioned
into two main categories, i. e., parents and children.
The process of building the multicast group is a sophisticated one, especially in
the case of AL multicast. There are a number of fundamental steps that must
be considered in such a process, i. e., peer discovery, neighbor selection, parent
selection and group maintenance [61].
Several performance metrics have been deﬁned to characterize the multicast
communication service and impacts on the network [65, 176]. The most important metrics are:
• Link stress, in terms of the number of identical packets a physical link
carries.
• Link stretch, also called Relative Delay Penalty (RDP). This is the ratio
of delay between two nodes along the overlay distribution topology to the
delay of the direct unicast IP path.
• Resource usage, in terms of the sum of the delay ∗ stress product over all
participating links.
• Time to ﬁrst packet, which is the time required for a new member to start
receiving data after joining a group.
• Losses, which is the average number of packet losses after an ungraceful
failure of a single participating node.
• Robustness to changing network conditions.
• Control overhead.
The algorithms for topology creation can be implemented in diﬀerent ways, each
of them with diﬀerent advantages and drawbacks [65, 80]:
• Static pre-computation algorithms.
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• Centralized algorithms, with partial or full membership knowledge.
• Distributed, self-organizing algorithms, which diﬀer in the way the topology is created (e. g., mesh ﬁrst, tree ﬁrst).
Desired features of such an algorithm are good performance (not much worse
than IP multicast), scalability, ease of deployment, robustness (respond well to
changing network conditions), quick and fair response to changing conditions of
group membership and security.
Today, most group construction algorithms seem to be distributed and selforganizing such as to reduce the stress on the source node and to allow for good
scalability performance [80].
Another important algorithm, which takes over after the multicast group is
constructed, is performance-aware adaptation of the e2e performance function
of the dynamics of multicast group and changing network conditions.
There are several strategies to construct AL multicast overlays [1, 65, 80, 137,
186]:
• Mesh-based overlays;
• Tree-based overlays;
• Multiple tree/mesh overlays;
• Ring and multi-ring overlays;
• Distributed Hash Tables;
Mesh-based Overlays
The mesh-based approach means that the nodes are organized in a mesh topology, where every node has knowledge of a set of other nodes, called neighbors.
An important feature is that there is more than one path available for communication between an arbitrary pair of nodes and neighbors are cooperating to
exchange the content according to some predeﬁned cooperation strategy.
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This means that alternative paths already exist without the need to reconstruct the path between two nodes in case of negative events, e. g., path crashes.
Another positive feature is that this oﬀers advantages with respect to routing
stability as well as for QoS oﬀerings.
The main drawback of the mesh-based approach is related to diﬃculties in constructing loop-free forwarding paths among group members. Other drawbacks
are the increase of link stress, complexity of algorithms needed for cooperation
strategy as well as for chunk selection strategy [1].
Tree-based Overlays
The tree-based approach means that a speciﬁc algorithm is used to build up
a tree topology such that a single path is established between two arbitrary
nodes. Two of the most popular algorithms are the recursive algorithm and the
clustering algorithm [65].
In the case of the recursive algorithm, a newcomer node ﬁrst contacts the tree
root, and selects then the best node among the children of the root node with
respect to some reference set of parameters. This procedure is repeated until an
appropriate parent is ﬁnally selected.
The clustering algorithm ﬁrst creates a hierarchy of clusters, and then newcomers recursively cross it to ﬁnd the appropriate cluster. Some interesting
tree-based architectures are [1, 20]:
• Linear architecture, where clients are organized in a chain with reference
to the root server.
• Tree distribution with outdegree (k Treek ), where clients are organized in
a tree with an outdegree k, and an interior node in the tree serves k clients
simultaneously.
• Forest of parallel trees (PTreek ), where a speciﬁc content is ﬁrst split into
k parts, each part is then distributed over an independent tree rooted at
the server, and ﬁnally the content is reconstructed at the receiver.
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The tree-based approach is especially advantageous for one-to-many multicast
communication, which is typical for content distribution networks. This means
that, e. g., a content provider ﬁrst sends the content to the root node for further
distribution to multicast nodes. This is the typical communication model used
in IP multicast, although larger amounts of data can be transported in the case
of AL multicast.
Compared to IP multicast, the AL multicast tree has the drawback of larger
amount of resources needed to provide the multicast communication service as
well as the risk of ineﬃcient use of available resources.

Multiple Tree/Mesh Overlays
The multiple tree/mesh approach represents an attempt to open up the bottlenecks of the above-described architectural solutions and to remove so the
limitations of the mesh- and tree-based approaches [80]. The fundamental concept is to use a speciﬁc codec that generates replicated (video) streams for the
same content, but at diﬀerent rates, i. e., multirate video streams [56, 119]. Each
of these streams can be independently decoded and the content reproduced with
diﬀerent QoS degrees, depending upon the speciﬁc stream.
Besides content replication, another useful concept is content decomposition. In
such a case, a raw video sequence is compressed into several non-overlapping
video streams (so-called “layers”), and dedicated tree/mesh topologies can be
used in the multiple tree/mesh overlay to carry the speciﬁc streams [56, 119].
The receiver can selectively subscribe to a number of layers based on the resources it has, e. g., in terms of available bandwidth. QoS can in this case be
improved when more streams are received and decoded together.
There are two categories of layering schemes. These are the cumulative layering
and the non-cumulative layering. Cumulative layering means that one layer (socalled base layer ) has the highest importance and contains those parts of the
content (e. g., video) with most important features.
Several additional layers (depending on the encoding scheme employed) are
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also available (so-called enhancement layers). The enhancement layers contain
parts of the content that progressively reﬁne/enhance the overall quality of the
reconstructed content.
On the other hand, non-cumulative layering means that all layers have equal
importance in content reconstruction and any set of layers can be used for
this purpose. The ﬂexibility is therefore higher in the case of non-cumulative
layering.
The multiple tree/mesh approach oﬀers the advantage of reducing the impact
of network and group dynamics by using decomposition and redundancy. The
price is in terms of TCP non-friendliness and problems with scalability and responsiveness. Intensive research is therefore done to solve these problems [119].

Ring and Multi-Ring Overlays
Another solution for group communication is ring and multi-ring overlays. These
architectures have signiﬁcant advantages over mesh and tree overlays in terms of
reliability, survivability and security [186]. Tree- and mesh-based architectures
have inherent ﬂow and congestion control problems, especially in the case of
using the traditional ACK reliability-based error control [133].
On the other hand, ring and multi-ring overlays have advantages in terms of
inherent reliability and single fault tolerance. This is because of the ring-based
topology itself, where packets are easily looped back to the sender.
Another advantage is given by the low number of ACKs needed in this case.
There are even situations where no ACKs are needed to provide a successful
communication. This is because the original packets are easily looped back to
the sender in the case of successful communication.
Ring and multi-ring group communication have the drawback of longer communication paths and, accordingly, larger delays and jitter. Furthermore, another
possible drawback is related to scalability, but this can be improved by building
up hierarchical architectures of smaller multi-rings interconnected together to
replace large single rings [186].
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Distributed Hash Tables
Distributed Hash Tables (DHTs) is an approach developed with the purpose to
eﬃciently construct a tree such as to solve the problem of receiver scalability and
eﬃcient location of data items [34, 164]. The fundamental concept is to develop
a distributed infrastructure to provide hash-table functionality on Internet-like
scales. A decentralized algorithm is used for this. Hash table semantics are
exposed in this case over a multicast group of nodes. Every node may insert
or retrieve a value associated with a key. Ideally, the keys and the associated
values are uniformly distributed across all nodes.
The exact distribution of keys and values is highly dependent on the hashing
function employed in the speciﬁc DHT. A DHT network performs three basic
operations associated with <key, value> pairs:
• insertion;
• look-up;
• deletion;
In addition to these operations, a routing algorithm is also used in a DHT network
so as to allow any node to route to the node associated with a speciﬁc key.
DHTs

have been shown to provide scalable routing and indexing, robustness
and low latency properties. DHT is particularly advantageous for large scale
distribution networks, e. g., simulation studies have shown latencies that are
less than twice the IP path latency in the case of networks with 260 000 nodes
[164]. An important drawback is however the sensitivity to churn [86].

3.3

Reliable Unicast Communication

Congestion control mechanisms for unicast communication are designed to detect when congestion occurs and to reduce the transmission rate to mitigate the
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congestion [49]. There are two congestion control mechanisms used in the case
of TCP [159]:
• Flow control (speed matching), to eliminate the risk of the sender overﬂowing the receiver’s buﬀer.
• Congestion control (window management), to control the sender’s rate
and keep it from overrunning the network.
Several techniques can be used for reliable unicast communication:
• Host-based congestion control, where the generated transmission rate is
reduced to avoid overﬂowing buﬀers at the receiver.
• Network congestion control, which is used to reduce the congestion in the
network.
• Congestion avoidance, which means that IP routers along a route provide feedback information to sender such that the generated rate can be
controlled.
• Resource reservation, where the congestion control is done by scheduling
available resources.
Based on the techniques used, the congestion control mechanisms can be partitioned into two main classes [77]:
• Congestion prevention, also known as open-loop congestion control.
Several control mechanisms are included in this class: retransmission policy (to prevent congestion), acknowledgment policy (to slow down the
sender) and discard policy (implemented in routers).
• Congestion recovery, also known as closed-loop congestion control.
Several control mechanisms are considered here: back-pressure (a router
informs the upstream router to reduce the transmission rate), choke point
(choke point packets are transmitted by a router to the sender to inform
about congestion), implicit signaling and explicit signaling.
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3.3.1

Congestion Control

Depending upon the regulating parameter, there are two mechanisms for doing
congestion control in unicast environments. These are the window-based and
the rate-based mechanisms.

Window-based Congestion Control
The window-based congestion control mechanism is used by TCP, which is the
predominant transport layer protocol used today in the Internet. TCP is able
to compensate for loss, delay, duplication and other shortcomings in Internet,
across a variety of reliable and unreliable networks.
A window-based ﬂow control mechanism is used to regulate the ﬂow between
sender and receiver as well as the load provided to the network. Each transmitted Transmission Protocol Data Unit (TPDU) decreases the window by one,
and each acknowledged TPDU increases the window by one. The total length of
outstanding TPDUs (i. e., transmitted TPDUs that are not yet acknowledged) is
kept below the allocated window size. If at any time the window is zero, then
the transmission is stopped until at least one TPDU is acknowledged.
depends upon several reliability mechanisms (windows, timeouts and acknowledgments) to achieve an eﬀective and robust congestion control. An Additive Increase Multiplicative Decrease (AIMD) policy is implemented in TCP to
regulate the transmission rate [159]. There are four distinct mechanisms, which
are based on four distinct phases in the TCP congestion control [5]:

TCP

1. Slow start;
2. Congestion avoidance;
3. Fast retransmit;
4. Fast recovery;
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An important drawback of TCP is related to complexity. In addition, TCP
may not perform well in high speed networks and large propagation delays.
Furthermore, TCP may result in unfairness and insuﬃcient control over queueing
delays in IP routers, which is due to the dependence on packet loss for congestion
detection. The consequence is the appearance of large queue sizes. A solution
to this problem is to discard packets at intermediate routers, forcing TCP to
reduce the transmission rate and release network resources.
Rate-based Congestion Control
Rate-based congestion control uses the rate of the source as a regulating parameter. The basic idea is to keep the instantaneous rate of the sender to a level
that avoids congestion in the network. This rate is calculated based on either
using a speciﬁc model or by using an increase/decrease algorithm.
A better version of rate-based congestion control is the leaky-bucket scheme,
where the average rate is kept below the allocated rate and the traﬃc burstiness
is controlled by using a second parameter, in the form of bucket size.
Rate-based congestion control techniques are often closely related to the Active
Queue Management (AQM), as suggested by [26]. AQM has been shown to oﬀer
several advantages:
• By allowing IP routers to maintain small average queue sizes and to actively manage the queues, packet bursts are easily assimilated without
discarding excessive packets.
• The global synchronization problem is avoided.
• AQM allows queue sizes to be smaller, with the consequence that the
throughput can be improved.
• The use of AQM can easily prevent the “lock-out” behavior.
There are several fundamental issues that must be addressed when using ratebased congestion control. The most important issues are those related to the
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delay-throughput trade-oﬀ and the provisioning of fairness [75]. This means
that rate-based mechanisms should be able to reduce the packet discard rate
without losing the control over the congestion itself and also to oﬀer better
fairness and control over queueing delays.

3.3.2

Error Control

There are two classes of mechanisms used for error handling in unicast communications. These are error detection algorithms and error correction mechanisms.
Error detection is typically based on using a Cyclic Redundancy Check (CRC)
polynomial (called the CRC generator) that is attached to the data to be transmitted. Examples of errors detectable by CRC are single-bit errors, double-bit
errors (if the CRC generator contains at least three “1”s), odd number of errors (if
the CRC generator contains a factor “x + 1”), and bursts of errors (if their length
is less than or equal to the length of the frame check sequence) [46, 77, 88].
There are several classes of error correction mechanisms that can be used in
unicast environments, each of them with own advantages and drawbacks. These
are as follows [77]:
• Stop-and-Wait;
• Go-Back-N;
• Selective retransmission;
• Forward Error Correction (FEC);

3.4

Issues in Reliable Multicast Communication

Due to diverse and challenging conditions, reliable multicast communication
has been shown to be a diﬃcult task [91]. Reliable multicast communication
is requested to perform well under the conditions of heterogeneity of nodes (in
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terms of, e. g., diﬀerent processing capacities) and of the transmission channel
(in terms of bandwidth, loss and delay characteristics), heterogeneity of content
(static content, dynamic content and streaming media) with diﬀerent characteristics and QoS requirements in distribution, and also other speciﬁc conditions
(e. g., scalability, group dynamics and particular limitations in the eﬀectiveness
of caching).
Appropriate protocols should be designed for error and congestion control in
a multicast communication scenario, which are able to provide the requested
performance in terms of, e. g., error rate, delay and fairness to competing traﬃc
ﬂows on shared links. Sustained eﬀorts have been made by, e. g., the Reliable
Multicast Transport (RMT) Working Group (WG) of the IETF to provide a solution for reliable multicast communication.
The main focus of the RMT WG lies on the scalability of the proposed approaches. Among the proposed solutions we note FEC-based schemes, Layered Coding Transport (LCT), NACK-Oriented Reliable Multicast (NORM), TCPFriendly Multicast Congestion Control (TFMCC) and File Delivery over Unidirectional Transport (FLUTE) [3, 124, 125, 126, 145, 189].
There are several issues that must be addressed by such protocols [8, 19, 61, 91,
133]:
• Where to perform loss detection in a multicast communication?
Loss detection is usually done at the receivers in a multicast group. It can
also be done at intermediate nodes.
• What type of feedback message to use?
There are two types of feedback messages that can be used, namely positive
acknowledgments (ACKs) and Negative ACKs (NACKs).
• How to send the feedback message?
There are two alternative solutions possible in this case. These are either
via unicast communication back to sender or via multicast communication
to all members in the group.
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• Who is responsible for retransmitting in the case of corrupted data?
In the case of multicast communication, data retransmission can be done
from three diﬀerent places. These are the sender, one of the receivers and
one of the intermediate nodes that has a copy of the original data.
• How to correct errors?
There are two possibilities for doing error correction. These are retransmission of corrupted data and the use of parity packets in data, i. e., the
so-called Forward Error Correction (FEC) method.
• Where to perform error and congestion control in a multicast communication?
There are two possibilities to perform error and congestion control in multicast communication. These are hop-by-hop and e2e.
• What type of congestion control mechanism to use?
Depending upon the regulating parameter, there are four mechanisms
for doing congestion control in multicast environments. These are the
window-based, rate-based, layer-based and local recovery-based mechanisms.
• How to do congestion control in a fair way to competing streams on shared
links?
• How to develop scalable solutions for error and congestion control in multicast communication?
• How to open up the performance bottleneck related to cachability and cache
consistency, which limits the eﬀectiveness of caching?
Depending upon the speciﬁc situation and conditions for multicast communication (e. g., IP multicast, AL multicast), diﬀerent solutions can be used that are
suitable for the speciﬁc case.
Furthermore, another important parameter that inﬂuences the mechanisms developed for error and congestion control is related to the delivery service model
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used in case of content distribution. There are three delivery service models
considered today [124, 141]:
• Push service model
This is a synchronous service model, where a sender initiates concurrent
delivery to all receivers in the group and the receivers are supposed to
be ready before the transmission begins. The goal is to minimize the
synchronization between the sender and the set of receivers.
Various mechanisms for session announcements, session management and
receiver reports can be used in combination with this service model. The
push model is particularly attractive for satellite and wireless communications.
• On-demand service model
This service model is particularly attractive for the distribution of popular content. The content is continuously multicasted to receivers using
some speciﬁc distribution mechanism such that the receivers may join the
group, download the content and leave the group whenever they want.
The performance is independent of loss patterns and session joining time.
The service is scalable although non real-time.
• Streaming service model
This service model is typically used for the delivering of audio and video
content. Streaming objects are usually much larger than Web objects and
the consequence is that timeliness is more important than the transmission
reliability. Delay jitter between servers and clients is also more important
than, e. g., compared to Web content delivery.
Furthermore, the streaming service does not typically lend itself to caching,
and the consequence is that there is a need for closer cooperation between
the producers of content and the content delivery network.
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3.5

Reliable Multicast Communication

The problem of reliable multicast communication refers to both IP multicast
communication and AL multicast communication. Just like the case of a unicast
communication that may require TCP on top of IP unicast, a multicast application may require a reliable multicast communication on top of IP multicast.
Techniques similar to those used by TCP for unicast communication can be used
for multicast communication as well, e. g., window-based congestion control, use
of sequence numbers, and positive acknowledgments.
There are however signiﬁcant diﬀerences, in the sense that mechanisms for reliable multicast communication should be able to handle, in a scalable manner,
highly heterogeneous receivers and to cope with highly dynamic network conditions.
There are several important questions related to reliable and scalable multicast
communication, like for instance:
• What is the best place for controlling network congestion: the source, the
receiver or both?
• What is the most suitable regulation parameter for multicast communication: window-based or rate-based?
• What is the best implementation for congestion and error control in AL
multicast communication: hop-by-hop or e2e?
The goal of a reliable multicast communication is to provide scalable mechanisms
for congestion and error control in multicast environments with similar behavior
as TCP, as well as to allow fairness in resource sharing.
Some of the most popular congestion control mechanisms used in multicast communication are window-based congestion control, layer-based congestion control,
rate-based congestion control and local recovery based protocols [8, 49, 61, 91,
133].
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3.5.1

Window-based Congestion Control

The window-based regulation has three important limitations with impact on
scalability. One of them is given by the need to enforce N diﬀerent window sizes
and to monitor the amount of outstanding TPDUs for each of the N receivers.
Furthermore, there is a real risk of ACK implosion when using TCP for multicast
communication where a low number of receivers experiencing high packet loss
may trigger repeated retransmissions and slow down the entire multicast session.
The sender is then forced to process a large number of ACKs from several group
members only with the consequence that the sender may become a bottleneck
for the whole multicast group. This also has negative impacts on scalability,
and it is known as the “crying baby problem” [90].
Another important problem is related to the need for good dimensioning of the
group resources such as to reduce or eliminate the risk for feedback implosion
when the feedback from all receivers may overwhelm the sources and links close
to source [118].
Another limitation of window-based regulation is related to fairness, i. e., the
risk that other TCP sessions are driven into bandwidth starvation [49].

3.5.2

Layer-based Congestion Control

As mentioned above, content replication and content decomposition can be used
in combination with a multiple tree/mesh topology to provide multicast communication. In such a case, a raw video sequence can be compressed into several non-overlapping video streams (so-called “layers”), and dedicated tree/mesh
topologies can be used in the multiple tree/mesh overlay to carry the speciﬁc
streams.
A particular feature of layer-based congestion control is that this is a receiverbased approach. This means that it is the receiver that autonomously decides
whether to subscribe to the multicast group or not. Based on the available
resources, the receiver may also decide on how many layers to subscribe to or
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to drop.
In addition, each receiver should also detect packets lost on the way to it, and
to adapt the window size or nominal rate. In some speciﬁc cases, the receiver
should determine the RTT from the source as well.
Examples of implementations of the layer-based congestion control approach are
the Asynchronous Layered Coding (ALC) [91], Receiver-driven Layered Control
(RLC) [184] and Layered Video Multicast Retransmission (LVMR) [122].
In spite of some diﬃculties (e. g., TCP non-friendliness, scalability problems),
the layer-based congestion control mechanism oﬀers advantages with reference
to scalability and the heterogeneity that may exist in a multicast group, e. g.,
in terms of network bandwidth. Depending upon the available local resources,
a client may subscribe to a particular number of layers irrespective of the other
clients.
This mechanism is also advantageous with reference to the heterogeneity in
user behavior and to solving the fundamental conﬂict existent in a multicast
group between the asynchronous behavior of users and the synchronous nature
of multicast communication.

3.5.3

Rate-based Congestion Control

The rate-based regulation is, in principle, a mechanism that keeps the instantaneous rate generated by the sender or received by the receiver below a speciﬁc
level. The fundamental concept of rate enforcement as the regulation parameter is identical for both cases of unicast and multicast communications. The
regulation algorithms can however be diﬀerent for the two cases.
This diﬀerence is especially important for the TCP model-based case, where
the feedback represents some measurement result for some parameter that is
used in the TCP model calculations. Appropriate metrics for the evaluation of
multicast traﬃc must therefore be deﬁned [36] as well as other parameters, like
the deﬁnition of fairness for rate-based regulation [171].
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On the other hand, in the case of increase/decrease algorithms, the feedback
simply acknowledges whether there is congestion in the network or not.
Rate-based congestion control can be partitioned into several classes, depending
upon the place where the control mechanism is implemented. These are [49]:
• Source-based congestion control, where the source adjusts the transmission
rate based on the information received from the multicast receivers and/or
based on traﬃc measurements.
• Receiver-based congestion control, which is generally used in combination
with layer-based multicast communication.
• Hybrid congestion control, where both the source and the receivers are
participating in the congestion control mechanism by reducing the rate
(at the source) and the layer subscription level (at the receivers), based
upon the current network conditions.
TCP friendliness is achieved in rate-based mechanisms by forcing the transmission rate to match a throughput that is “TCP compatible”, i. e., as given by the
formula derived in [144]:

⎛
⎜ Wmax
T = MSS · min ⎜
⎝ RT T ,

⎞
1
RT T

2bp
3

+ RTO · min 1, 3

3bp
8

p (1 + 32p2)

⎟
⎟ (3.1)
⎠

where T is the TCP-compatible throughput, Wmax represents the maximum congestion window, MSS is the maximum packet size, RT T is the average round trip
time between source and receiver, b is the number of packets acknowledged by a
received ACK, p is the packet loss probability experienced on the path between
source and receiver, and RTO represents the packet retransmission timeout.
A “TCP compatible” ﬂow is deﬁned as a ﬂow that is able to respond to congestion notiﬁcation. Furthermore, this ﬂow does not use, in steady state, more
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bandwidth than a conformant TCP ﬂow running under comparable conditions
with reference to, e. g., loss rate, RTT, packet size. Because of the ACK implosion
problem associated with the window-based regulation, most of implementations
for reliable multicast communication use a rate-based regulation mechanism to
control and regulate the traﬃc [49, 61, 168].

3.5.4

Error Control in Multicast Environments

Traditionally, error control mechanisms may use several techniques, and the
most popular approaches are [49, 91]:
• Automatic Repeat reQuest (ARQ) schemes, which use ACKs, timers and
retransmissions.
• Forward Error Correction (FEC) algorithms, which enable packet loss recovery at the destination provided that a speciﬁc number of packets are
received non-corrupted.
• Error Resilient Source Coding (ERSC), which is used to conceal possible
errors at the receiver.
These error control mechanisms are suitable for speciﬁc applications and they
can be used in connection with TCP or UDP. Delay-insensitive multicast applications (e. g., multicast bulk data transfer) have diﬀerent time delivery requirements when compared to delay-sensitive multicast applications (e. g., video
distribution).
For instance, in the case of multimedia distribution, reliable multicast communication means that the delivery must be done reliably but also timely. FEC-based
error recovery is therefore preferable for this kind of application.
erasure correction restores corrupted packets by using other redundant
packets [61]. There is also another form of FEC, the so-called “corruption correction”, which corrects a corrupted packet by using redundant information

FEC
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encoded within the packet. Only erasure correction is relevant to transport protocols, because unrecoverable corruption is transformed into erasure by the link
or network layer.
The mathematical foundation behind FEC is linear algebra over ﬁnite ﬁelds [46,
61, 77]. The n original segments are viewed as the coeﬃcients of a polynomial
function of degree (n − 1). Redundant segments can be generated by evaluating
the polynomial function at m diﬀerent points. Any n out of the m values fully
speciﬁes the polynomial, eﬀectively regenerating its coeﬃcients.
Two popular codes employed in FEC solutions are the Reed-Solomon code and
the Tornado code [61]. Furthermore, FEC-based packet recovery in the context
of multicast communication can be done by inserting parity packets within a
stream or across a combination of streams [106].

3.5.5

Reliable AL Multicast Communication

Overlay networks are opening for new facilities in multicast communication,
the price however can be in terms of increased latency and also the risk for
lower eﬃciency in resource utilization. Another important issue is regarding the
reliable multicast communication. Usually, this can be achieved by applying
TCP on the edges of a connection. Although this is a feasible solution, the price
however can be high in form of, e. g., ACK implosion.
AL multicast communication opens for more possibilities to do congestion and
error control in a multicast group. There are two classes of control mechanisms
in AL multicast communication, which are acting on e2e paths and hop-by-hop
paths [7, 8].

End-to-end mechanisms means that congestion and error control are done on a
e2e basis, irrespective of the number of hops. Congestion and error control mechanisms as those described above can be used in this case for reliable multicast
communication.
On the other hand, hop-by-hop mechanisms means that congestion and error
controls are done on a hop-by-hop basis in an AL multicast group. An e2e path
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may consist of several hops, each of which may include multiple unicast links.
Hop-by-hop reliable AL multicast communication has been shown to considerably reduce the average latency and jitter of reliable communication [7]. This
approach has also the advantage that it localizes congestion and error control
mechanisms to a speciﬁc subset of nodes and links in the overlay network. By
this, loss recovery is localized, thus reducing the overall link stress for packet
retransmissions.
Another advantage is related to TCP friendliness, which can easily be implemented in this case. The overhead induced by the hop-by-hop approach have
been shown to be insigniﬁcant [7]. A possible drawback could however be the
diﬃculties in applying the hop-by-hop scheme to global Internet due to scalability and interoperability issues.

3.6

Summary

This chapter presented the main problems encountered in reliable multicast
communication. An overview was done on recent developments and challenges
in reliable multicast communication, with particular focus on reliable multicast
communication at the AL.
Further, the foundation of reliable multicast communication was presented with
the help of several components, which are multicast communication, congestion
control and error control. The chapter also provided a survey of the diﬀerent
mechanisms used in multicast environments. We presented several solutions
such as window-based, rate-based and layered-based congestion control as well
as error control mechanisms for such environments.
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Delay Models
Time is the longest distance between two
places.
– Tennessee Williams

Abstract
This chapter reports on experiments done to model the delay process in IP
routers. The delay in Internet is an important parameter that must be considered when evaluating the performance of overlay networks. We therefore report
the measurement system, the modeling procedure and the experiments conducted regarding the delay process in best-eﬀort Internet for both non-congested
and congested networks. The measurement system follows the speciﬁcations of
the IETF RFC 2679 and employs both passive measurements and active probing. The system oﬀers the possibility to measure and to analyze diﬀerent delay
components of a router, e. g., packet processing delay, packet transmission time
and queueing delay at the output link.
The reported results are in form of several important statistics regarding processing and queueing delays in IP routers. They conﬁrm results reported earlier
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about the fact that the delay in IP routers is generally inﬂuenced by traﬃc characteristics, link conditions and, to some extent, details in hardware implementation and diﬀerent Internetwork Operating System (IOS) releases. Diﬀerent delay
components contributing to the One-Way Transit Time (OWTT) in IP routers,
i. e., processing delay, queueing delay and service time are reported as well.

4.1

Introduction

As the Internet emerges as the backbone of worldwide business and commercial
activities, end-to-end (e2e) Quality of Service (QoS) for data transfer becomes a
signiﬁcant factor. One-way delay is a key metric in evaluating the performance
of networks as well as the QoS perceived by end users. Today, network capacities
are being deliberately overprovisioned in the Internet so that the packet loss rate
is very low. Throughput maximization can be done by minimizing the e2e delay.
However, given the heterogeneity of the network and the fact that the overprovisioning solution is not adopted everywhere, especially not by backbone
teleoperators in developing countries, the question arises as to how the delay
performance impacts the e2e performance. There are several important parameters that may impact the e2e delay performance in the link, e. g., traﬃc
self-similarity, routing ﬂaps and link utilization [117, 147].
Understanding the network and traﬃc characteristics is of crucial importance
for the proper design of network algorithms such as routing and ﬂow control,
dimensioning of buﬀers, link capacity as well as for choosing realistic network
parameters in simulations and analytic studies. QoS still remains one of the
biggest challenges in IP networking and in Internet in general. The goal is
to satisfy diﬀerent service requirements while sharing the same infrastructure.
That is, QoS oﬀers the ability to deﬁne qualitative (e. g., desired Class of Service
(CoS)) or quantitative (e. g., bandwidth) attributes for the particular network
service provided.
One-way delay is an important QoS parameter. It is deﬁned by both the IETF
(OWD-IPPM) and the ITU-T (IPTD) [6, 97]. In both cases it relies on time86
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sensitive parameters and time synchronization of both sender and receiver is
required.

4.2

Router Architecture

Routing is the process of moving packets from a source node to a destination
node, possibly in another network. Routers are devices that connect heterogeneous physical networks by means of appropriate physical attachments. They
diﬀer from switches in the sense that the connected network types need not be
the same. For instance, a router can be used to connect only LANs, or only
Wide Area Networks (WANs) or combinations of LANs and WANs.
There are two basic functions performed by a router. These are:
• Routing, i. e., using route advertisements to acquire the knowledge to create a routing table for path determination that is used by the forwarding
protocol.
• Datagram forwarding, i. e., using the routing table to make a forwarding
decision from a speciﬁc input port to a speciﬁc output port.
Path determination means that some speciﬁc criteria is used to determine optimal routes for speciﬁc paths source node → destination node. Dedicated routing
algorithms are used to initialize and maintain routing tables, where the route
information depends upon the routing algorithm used. One or more routing
protocols may be used for path determination, such as for instance Routing Information Protocol (RIP), Open Shortest Path First (OSPF), Intermediate System to Intermediate System (IS-IS) and BGP. These are dynamic protocols that
provide exchange of routing information among routers as well as help routers
to convert the routing information into a routing table. The content of routing
tables is updated when changes in topology and, eventually, traﬃc occur.
Compared to static routing (where the routing tables are constructed manually
or from a ﬁle at boot time), dynamic routing is advantageous because the routing
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tables are created automatically based on a speciﬁc routing metric (e. g., link
cost, bandwidth, number of hops, delay) and network conditions.
On the other hand, the procedure of datagram forwarding is used by routers
to determine where to forward the datagram for the next hop. This is done by
ﬁrst examining the header of datagram (received on some speciﬁc input port),
determining then the output port of the next hop, sending the datagram to
the output port (through the internal switch fabric), changing the destination
physical address (in the header of datagram) to the one of the next hop, and
ﬁnally transmitting the datagram. As the datagram traverses the Internet, the
physical addresses change but the IP addresses remain unchanged.
Algorithm 1 illustrates the procedure used for the routing of IP datagrams for
both routers and hosts [46].
Algorithm 1 Routing IP Datagrams
preparation: Extract Destination IP address (D) from the Datagram (PKT)
and compute the Network Preﬁx (NetId) by bitwise-AND of D and Subnet
Mask (SM)
if NetId matches any directly connected network address (own interface)
then
deliver PKT to destination D over that network (this involves resolving D to
a physical address with the help of Address Resolution Protocol (ARP) or
ARP cache, encapsulating PKT and sending the frame)
else if Routing Table (RT) contains a host-speciﬁc route for D then
send PKT to the next-hop router speciﬁed in RT
else if RT contains a route for the network NetId then
send PKT to the next-hop router speciﬁed in RT
else if RT contains a default route for network NetId then
send PKT to the default router speciﬁed in RT
else
declare a routing error
end if
There are several entities that may be used to solve the routing task, namely
ARP, ARP cache, speciﬁc routing protocols and default routes.
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routers often incorporate more than two network interfaces. Usually, they
have a hardware component (to handle physical and data link layer protocols)
and another hardware and software component (to handle network layer protocols). The routers must be able to cope with a variety of diﬀerences among
networks regarding, e. g., addressing schemes, Maximum Transfer Unit (MTU)
sizes, and interfaces. Figure 4.1 shows an example of router architecture [111].
IP

The input port has a part containing physical layer functions of terminating the
input physical link to the router. The next part handles the data link layer
functions needed to inter-operate with the data link layer at the opposite side
of the input link and to unencapsulate the incoming datagram from the link
layer frame. Finally, there is a third part containing network layer look-up and
forwarding functions used to forward the datagram through the switch fabric to
the speciﬁc output port. Practically, one or multiple ports are gathered together
on a single line card that serves one or more physical ports.
The output port has similar parts and performs the reverse data link layer and
physical layer functionality of the input port. It encapsulates the datagram in
the outgoing frame according to the speciﬁc hardware format of the next hop.
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Figure 4.1: Router architecture.
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The output port also stores the datagrams that are sent to the same next hop
and forwarded through the switch fabric. The part containing queueing and
buﬀer management functions has a packet scheduler associated with it, with
the help of which speciﬁc packets waiting in the queue to be served are selected
for transmission. Diﬀerent scheduling policies may be used, e. g., First-ComeFirst-Served (FCFS) for best-eﬀort services, Weighted Fair Queueing (WFQ) for
services with QoS guarantees [111]. Furthermore, active queue management
algorithms are used to implement packet dropping and marking policies in the
case of buﬀer overﬂow (both at input and output ports), e. g., Random Early
Detection (RED) [46].
The routing processor is used to execute speciﬁc routing protocols, maintain the
routing tables as well as to perform functions related to network management.
The switch fabric provides the switching function needed in a router to connect the input ports to the output ports. Switching can be accomplished in
diﬀerent ways, e. g., via shared memory, shared bus or crossbar/interconnection
network. Switching via shared memory has a throughput limited by the memory
bandwidth, so fast memory is typically used in this case. Shared bus has the
throughput performance limited by the system bus bandwidth, and bus bandwidths of over 1 Gbps are possible today. Higher performance may be obtained
with crossbar switching, with bandwidths up to 1.28 Tbps [44].
Generally, there are two types of IP routers with reference to the implementation
of packet forwarding, each of them with own advantages and drawbacks. These
are of the type centralized and distributed forwarding model. In the centralized
model, the algorithm of datagram forwarding is done in a single processing
module, which handles the traﬃc from all input ports.
In the case of the distributed model the algorithm of datagram forwarding is
done on several processing modules, in most cases one per port or one per line
card. The distributed model has the capability of forwarding more datagrams
per second through the router, simply because of the presence of more processing
power.
The drawback is however that the software architecture is more sophisticated
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due to the need for every forwarding module to have its own routing table. That
means a higher burden is placed on the routing processor to consistently update
the routing tables.

4.3

Delay Components

is measured by timestamping a speciﬁc packet at the sender, sending the
packet into the network, and comparing then the timestamp with the timestamp
generated at the receiver [6]. Packet timestamping can be done either in software
(for the case of delay measurements at the application level) or in hardware (for
the case of delay measurements at the network level), in which case special
hardware is used.

OWTT

Clock synchronization between the sender and the receiver nodes is important
for the precision of one-way delay measurements. On top of that, delay measurements at the application level are sensitive to possible uncertainties related
to the diﬀerence between the “wire time” and the “host time”. “Wire time” is
deﬁned as being the time diﬀerence between the moment when the last bit of the
packet leaves the network interface of the sender and the moment when the last
bit of the packet completely arrives at the network interface at receiver [6]. If
timestamping is done by software, these timestamps can be measured only after
the software sends alternatively receives the respective packet. This is referred
to as the “host time”.
The OWTT has several components:
N

OW T T = D prop + ∑ Di

(4.1)

i=0

where the delay per node i, Di is given by:

Di = Dtr, i + D proc, i + Dq, i

(4.2)
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The components are as follows:
• D prop is the total propagation delay along the physical links that make
up the Internet path between the sender and the receiver. This time is
solely determined by the properties of the communication channel and the
distance between hosts. It is independent of traﬃc conditions on the links.
• N is the number of nodes between the sender and the receiver.
• Dtr, i is the transmission time for node i. This is the time it takes for node i
to copy the packet into the ﬁrst buﬀer and to serialize the packet over the
communication link. It depends on the packet length and it is inversely
proportional to the link speed.
• D proc, i is the processing delay at node i. This is the time needed to process
an incoming packet (e. g., to decode the packet header, to check for bit
errors, to look-up routes in a routing table, to recompute the checksum
of the IP header) and the time needed to prepare the packet for further
transmission, on another link. This delay depends on parameters like
network protocol, computational power at node i and eﬃciency of network
interface cards.
• Dq, i is the queueing delay at node i. This delay refers to the waiting
time in the output buﬀer, and depends upon traﬃc characteristics, link
conditions (e. g., link utilization, interference with other IP packets) as well
as implementation details of the node. For this thesis, only routers with
a best-eﬀort service model are considered, i. e., routers where an output
port is modeled as a single output queue.
Statistics like mean, median, maximum, minimum, standard deviation, variance
and peakedness are commonly used in the calculation of delay for non-corrupted
packets. Typical values obtained for OWTT range from tens of μ s (between two
hosts on the same LAN) to hundreds of ms (in the case of hosts placed in diﬀerent
continents) [32].
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For a general discussion, OWTT can be partitioned into two components, a
deterministic delay Dd and a stochastic delay Ds :
OW T T = Dd + Ds

(4.3)

D prop, Dtr and (partly) D proc are contributing to the deterministic delay Dd ,
whereas the stochastic delay Ds is created by Dq and, to some extent, D proc .
The stochastic part of the router processing delay can be observed especially in
the case of low and very low link utilization, i. e., when the queueing delays are
minor.

4.3.1

Queueing Delay in Chained IP Routers

An important delay component in IP networks is the queueing delay in routers
or switches. This is especially important in the case of real-time services due to
the appearance of jitter that may occur in the case of large queueing delays in
routers. It is therefore important to measure and to model queueing delays in
routers as well as possible correlations that may appear between, e. g., service
times at neighboring routers.
In packet-switched networks, there may be many transmission queues (part of
output ports in routers) that may interact with each other in the sense that
a traﬃc stream leaving a queue enters other queues, likely after merging with
other traﬃc streams coming from other queues (Figure 4.2).

Figure 4.2: Tandem queueing.

The direct eﬀect of traﬃc merging in packet networks is that the character of
the arrival process at a downstream queue changes. Since the same packet visits
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each queue in a tandem queueing system, the service times of each packet at
the visited successive queues are typically positively correlated [73, 104]. Furthermore, given that the service times at two queues are dependent, the packet
interarrival times become correlated with packet lengths at the downstream
queue as well. Long packets typically wait less than short packets at a downstream queue, which is because they need longer time for service at the upstream
queue and therefore the downstream queue has more time to empty out (the
assumption being that short packets dominate).
An analogy is a slow truck traveling on a narrow street, with one track only. The
truck will typically have empty space ahead but faster cars following behind the
truck. Simulation studies have shown that in real situations, when interarrival
times and service times are strongly correlated, the average delay per packet
at the downstream queue tends to be shorter than if the dependence was not
existent. On the other hand, under heavy loads, the average delay tends to be
dramatically shorter. The reverse situation is true under light traﬃc conditions
[73].
Leonard Kleinrock studied the problem of correlations between service and interarrival times in the context of a queueing network model for communication
networks [104]. He observed that, if there is suﬃcient mixing of traﬃc, the
dependence eﬀect becomes negligibly small, and can therefore be completely
ignored. Kleinrock suggested that merging several packet streams on a tandem
queueing system has an eﬀect similar to restoring the independence of interarrival times and packet lengths.
This means that each time a packet is received at a node in a network, an exponential distribution can be used to generate a new length for the speciﬁc packet.
This is clearly false since packets maintain their lengths as they pass through
the network, but Kleinrock has shown that the eﬀect on delay performance is
negligible.
It was accordingly concluded that it is appropriate to adopt an M/M/1 queueing
model for every queue in a tandem queueing system regardless of the interaction
of traﬃc with other traﬃc ﬂows. This is known as the Kleinrock independence
assumption, which amounts to ignoring correlations. This assumption seems to
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be a good approximation for the case of Poisson arrival processes, exponentially
distributed packet lengths, a densely connected network with suﬃcient traﬃc
mixing and moderate-to-heavy traﬃc loads [17, 104]. It can however signiﬁcantly overestimate delays in tandem queueing systems with little traﬃc mixing,
where there is strong positive correlation between service and interarrival times.
The process of changing the character of the arrival process at downstream
queues is very complicated, and it is heavily inﬂuenced by diﬀerent aspects, like
the presence of diﬀerent traﬃc classes (with speciﬁc traﬃc characteristics) sharing the same queue, the presence of Long-Range Dependence (LRD) in traﬃc,
the presence of tandem links with diﬀerent link utilizations and the presence of
a large number of traﬃc sources sharing the network.
Today the situation is such that it is not clear what the arrival processes at
downstream queues are, and therefore it is impossible to do a precise analysis
like in the case of, e. g., M/M/1 or M/G/1 queueing systems. Delay models based,
e. g., on Poisson assumptions are inappropriate for the analysis at downstream
queues and no analytical solutions are known even for a simple tandem queueing
system with Poisson arrivals and exponentially distributed service times [17].
There are several classes of correlations in a queueing system, and all of them are
contributing to the complexity of changing the character of the arrival process
at downstream queues [73]. These are:
• autocorrelations in packet interarrival times;
• autocorrelations in packet service times;
• crosscorrelations in packet interarrival times and packet service times;
• crosscorrelations in packet service times for tandem queues;
Generally, in packet-switched networks, successive packet interarrival times are
often positively correlated [73]. This is valid for successive packet service times
as well. Various factors like the presence of LRD in traﬃc and segmentation of
large messages into IP packets with maximum 1 500 byte lengths heavily inﬂuence
the appearance of correlations.
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On the other hand, packet interarrival times and packet service times are often
negatively correlated with each other. Altogether, the above-mentioned types of
correlations tend to make packet delays larger than in the case of Independent
Identically Distributed (IID) packet lengths [73].

4.4

Measurement Setup

Figure 4.3 shows the measurement conﬁguration used in the performed experiments for delay at network level [47, 48, 155]. The key component in the system
is a Measurement Point (MP) [10], the device that does the actual packet capturing.
The capabilities of an MP are decided by the capturing hardware installed in
the MP, and, in these experiments, the DAG 3.5E [66] network monitoring card
are used. The MPs are capable of collecting and timestamping frames with an
accuracy of less than 100 ns. Data analysis is done oﬀ-line and the MPs are
synchronized locally to each other.

R1
wiretap

R2

R3

DAG 3.5E

DAG 3.5E

DAG 3.5E

E

A
(source)
DAG 3.5E

(sink)
wiretap

MP03

MP04

B

MP05

C

(cross traffic)

(cross traffic)

MP06

D
(cross traffic)

Figure 4.3: Measurement setup.

The system is capable of collecting and timestamping traces consisting of the
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ﬁrst 96 bytes (and potentially more) of every frame captured on Ethernet links
of 10 Mbps. Thus, the Ethernet, IP and transport headers are collected as well as
part of the payload. Packets smaller than 96 bytes are zero-padded. The clocks
of the DAG cards, which generate the timestamps, are synchronized locally in
the sense that all clocks are synchronized to one MP’s DAG clock which, in turn,
is synchronized to a Network Time Protocol (NTP) server.
High timestamp accuracy is obtained (less than 100 ns), compared to the computer timestamps of about 10 μ s. This oﬀers the advantage of accurate delay
measurements that are suitable for the experiments described in this thesis. For
instance, the smallest events on a 10 Mbps Ethernet (back-to-back 64 byte packets) have a minimum inter-frame gap time of 9.6 μ s, and therefore the timestamping system provides a precision that is about two orders of magnitude
better relative to the object of observation. Trace collection is done by using
four MPs [10].
The networks measured are 10 Mbps full duplex Ethernets. On a 10 Mbps Ethernet the maximum frame rate is 1 4881 frames/s, which equals a frame interarrival
time of 67.2 μ s. This time is signiﬁcantly larger than the timestamp accuracy
of an MP.
The routers R1, R2 and R3 are all of the same type (Cisco 3620). The source
host A, the sink host E and the hosts that generate cross traﬃc (computers B,
C, and D) are all identical with regards to hardware and software conﬁguration.
During a test run each MP generates a packet trace and stores it locally to a hard
disk. MP03 diﬀers from the others MPs in the sense that it uses two independent
wiretaps to collect data. This has, however, no eﬀect on the collected trace.
Once the test has been completed all traces are collected and analyzed oﬀ-line.
To calculate the delay that a packet experiences it is required to accurately
identify the packets as they pass the MPs on their way through the routers.
Hashing is used for the identiﬁcation and matching of packets. The hashing
function is implemented with the SHA-1 [174].
All captured packets are bit-masked before hashing. The hash covers the entire IP header including the source and destination IP addresses, the IP header
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Identiﬁcation ﬁeld etc., with the exception of Time-To-Live (TTL) and Header
Checksum ﬁelds (as they are changed at every router). 34 bytes of the IP payload (including IP options and eventual padding) are included in the hash as
well.
The traﬃc generating software uses the client-server model and consists of a
client (traﬃc sink) and a server (traﬃc generator) running on two diﬀerent
computers separated by a number of routers.

4.4.1

Synchronization Issues

An important issue when doing traﬃc measurements with DAG cards is their synchronization capability to provide for highly accurate timestamps. The system
providing this feature in DAG cards is called DAG Universal Clock Kit (DUCK).
Each DAG card is equipped with its own clock that runs independently from the
internal clock of the host PC. Once initialized, the crystal oscillator on the DAG
card controlling its clock will run freely. The DUCK must therefore be conﬁgured
to avoid drift between sets of interconnected DAG cards.
The DAG card has a synchronization connector that supports a Pulse-Per-Second
(PPS) input signal using RS-422 signaling [66]. The synchronization connector
also allows to output synchronization pulses to other DAG cards. This can be
used for instance to chain DAG cards together to maintain local synchronization.
An external clock source can be used as an accurate time reference, e. g., Global
Positioning System (GPS).
In order to use an external clock reference source, the host PC’s clock must be
accurate to Universal Time Coordinated (UTC) within one second. This is only
used for initializing the DUCK and can easily be done using for instance NTP on
the host PC. Once a DAG card has synchronized to the PC internal clock, it can
then act as a “master” for other DAG cards, guaranteeing in this way that all
timestamps issued by all cards in the chain are directly comparable [66].
In our experiments we use the “DAG chain” approach, meaning that all DAG
cards are synchronized locally to one DAG card which, in turn, is initialized to
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the internal clock of the host PC. The host PC of the “master” DAG card is ﬁrst
synchronized to a local time server via NTP.

4.4.2

Packet Generation

The solution described in [47, 48, 155] has been used for traﬃc generation. Generally, traﬃc generation can be described as a process that introduces artiﬁcial
traﬃc into a given network. Typically, the generated traﬃc is used for diﬀerent
network tests, under the conditions that normal traﬃc is low or non-existing.
Traﬃc generation is not limited by the underlying physical layer and can be
generated at almost any layer in a protocol stack.
When traﬃc is generated at the Application Layer (AL), the resulting behavior
of the generated traﬃc, as observed at the link layer, is also inﬂuenced by the
intermediate layers in the stack and not only by the characteristics of the traﬃc
generator. For instance, if the objective is to generate traﬃc at the link layer
that incorporates “real” TCP segments, then the traﬃc generator should insert
the generated traﬃc into a TCP socket. On the other hand, if the objective
is to generate IP datagrams that emulate the TCP behavior, then the traﬃc
generation should be done at a lower layer, i. e., network or link layer, or by
using a UDP socket.
Consider that the goal is to generate traﬃc at the AL. In this case, the generated
traﬃc can be described by two independent random variables X and Y with
associated Probability Density Functions (PDFs) fX (x) and fY (y). The variable
X identiﬁes the payload length (in bytes) whereas Y speciﬁes the inter-packet
time.
In this thesis, inter-packet time is deﬁned as being the time interval between the
end of a packet and the arrival time of the next packet at the transport layer,
under the assumption that the transport layer has a constant processing speed
of C bps.
An intricate problem that arises is that we do not know when the generated
data segments are processed by the transport layer. Figure 4.4 illustrates this
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Figure 4.4: Packet generation: timing issues.

condition. At time Ts, 1 , L1 bytes are sent to the transport layer. This is achieved
by using a blocking system call, and at time Tr, 1 the blocking call is concluded.
The blocking, however, does not imply that the generated data segment has
been completely processed. This merely indicates that the receiving buﬀer at
the transport layer had enough space to store L1 bytes. If the transport layer
had not enough buﬀer space at the time of sending, then the call will be blocked
until one of two things may happen: either space becomes available or a timeout
occurs. Based on this, the call processing time Tc, 1 , is given by:

Tc, 1 = Tr, 1 − Ts, 1

(4.4)

Assuming that no problems occur, Tc, i will be typically very small. For estimating the pause time required for the traﬃc generator before generating the next
data segment, it is assumed that the transport layer started processing the segment at Ts, 1 . Thus, the pause time can be calculated by adding the transmission
time, i. e., TT, 1 = 8 · L1 /C and the inter-packet time TI p, 1 (provided that Tc, 1 is
acknowledged when the call is blocked). The total time needed for generating a
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L1 bytes long data segment DT, 1 , is therefore:
DT, 1 = TT, 1 − Tc, 1 + TI p, 1

(4.5)

Once the pause time completes, a new data segment with a new inter-packet
time is generated and the process is repeated. Although this type of traﬃc
generator is very crude, as there are no requirements for the contents of the
data segments delivered to the transport layer except the length, it is suitable
for the speciﬁc traﬃc measurements required for this work.
The objective is to generate traﬃc at the AL using UDP as the transport protocol.
The lengths for the data segments are selected from a truncated Pareto distribution. Truncation is done in such way that the maximum allowed IP datagram
size (excluding IP header) is not violated, i. e., 65 516 bytes. The inter-packet
times are selected from an exponential distribution.
Furthermore, since the estimation software uses both the IP header and the
payload for identiﬁcation, a speciﬁc data structure is used to create unique
payloads for each packet (as illustrated in Figure 4.5).
struct Packet{
int
pktID;
timeval
timeFirstPkt;
char
randomDATA[66000];
};

Figure 4.5: Packet payload data structure.

This is achieved by including a packet identiﬁcation number and a timestamp in
each payload. The timestamp contains the time just prior to the transmission
of the ﬁrst packet. Thus, a given “session” that a particular sequence of packets
belongs to, is easily identiﬁed. The packet identiﬁcation number is updated for
each transmitted packet.
Moreover, the payload for the generated data segment contains a block of randomized ASCII data. The purpose of the ASCII block is to have a more rapid
and much simpliﬁed process in the creation of data packets with arbitrary sizes.
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By using this speciﬁc data structure and the way the send function is implemented (requires a pointer to the data structure and the size of the payload), the
generator easily sends diﬀerent sized segments without the need of generating
new data, thus saving valuable time.
Two generators have been used for traﬃc generation. The ﬁrst generator mimics a single traﬃc source whereas the second aims at emulating an arbitrary
number of sources. The main diﬀerence between the two generators concerns
the implementation of the pause function. For replicating one traﬃc source, the
generating process may use a high accuracy pause function.
The accuracy for the pause deﬁnes how close the actual pause time is compared
to the requested (inter-packet) time. The operation of the high accuracy pause
function can be illustrated by the following pseudo code:
mask_OS_interrupts;
Tend = getTimeOfDay() + DT ;
while(Tend > getTimeOfDay())
{ no operation; }
return;

The accuracy in this case is obtained by not allowing the host’s Operating
System (OS) to handle the pause. In this way unnecessary OS interrupts are
avoided. When high accuracy is not essential for the traﬃc generating process
the pause is handled by the OS, as illustrated by:
pause = nanosleep (ΔT);
return;

High accuracy, however, comes at a price. It can be used by only one traﬃc
generating process at a time. Consequently, the high accuracy pause function is
used only for the traﬃc generator that emulates a single source. Apart from this
diﬀerentiation in handling the pause, the traﬃc generating software is identical
in both traﬃc generators.
The software allows for three possible operating modes: packet, time and inﬁnite. When in packet mode, the software generates a given number of packets
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and stops whereas in time mode, the traﬃc is generated over a ﬁnite amount of
time. The inﬁnite mode terminates the traﬃc generation only when CTRL-C is
pressed.
Moreover, the generating software takes into consideration a number of distribution parameters, e. g., the desired shape parameter α and location parameter
β in the case of the Pareto distribution (packet sizes) and chosen λ for the
exponential distribution (inter-packet time). Furthermore, other parameters
important for the generating process are considered as well, i. e., available link
capacity, destination IP address for the traﬃc sink, destination UDP port, etc.

4.4.3

Packet Identiﬁcation

A meaningful analysis of network delay measurements requires correct identiﬁcation of packets present on multiple traﬃc traces. Hashing is used to uniquely
represent each captured packet from the traﬃc traces. Before hashing, each
packet is masked (bitwise-ANDed) with a mask previously deﬁned.
As an IP packet travels through the network the payload remains unchanged and
some ﬁelds in the IP header (i. e., TTL, Header Checksum) alter their values. In
order to correctly identify each packet these ﬁelds must be ﬁrst masked out.
The bit-mask can be easily adapted to serve diﬀerent purposes in more speciﬁc
traﬃc measurements.
Only uncorrupted IP packets carrying UDP payload are processed. The main
reason is that by only analyzing the injected traﬃc gives better control on traﬃc
conditions. Thus, any other traﬃc that may appear in a trace is ﬁltered out,
i. e., ARP, Internet Control Message Protocol (ICMP), HELLO messages, etc., in
the sense that all such traﬃc is discarded.

4.4.4

Hashing

The main purpose of a hash function is to produce an unique identiﬁcation of a
ﬁle or message, known as the message digest, e. g., h = H(M), where M is the
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message, H () the one-way hash function and h is the result of length m.
The identiﬁcation software is using an implementation of the SHA-1 hashing algorithm. SHA-1 identiﬁes and matches packets eﬃciently and accurately [174].
The algorithm also provides the necessary requirements for hash collision avoidance. SHA-1 is a cryptographic one-way hash function with an output size of
20 bytes. It takes as input a message of length L (of maximum 264 bits) and
outputs a 160 bit message digest. The total length of the message must be a
multiple of 448 modulo 512.
If needed, the message is padded with a 1000...0 bit sequence. After padding,
the 64 bit representation of the message length L is appended for security reasons
as it makes the SHA-1 algorithm more robust to a speciﬁc type of attack known
as “padding attack” [183].
The original message is thus divided in 512 bit blocks that are processed sequentially, i. e., each block is the input for the next block (Figure 4.6). This ensures
that the output of the algorithm produces results that are well mixed.
Finally, the last stage of the algorithm yields the 160 bit message digest of the
initial message (SHA-1 algorithm uses an initial 160 bit buﬀer as input to the
ﬁrst 512 bit block). SHA-1 algorithm provides a very low collision probability.
It takes 264 attempts to ﬁnd two messages with the same hash value, assuming
that all hashed items are independent and equally likely.
Hashing is used in order to correctly “tag” target packets from other traﬃc existent in the network (cross traﬃc). Hashing brings also an important advantage
in the form of increased computational speed as the identiﬁcation software just
needs to check 20 bytes (the hash value) instead of 96 bytes representing the
total length of each captured packet. This is of course only true if the computation power required for hashing is lower than that required for comparing
96 bytes (e. g., done with memcmp()). In our case, the use of hashing improved
computational speed.
The use of both masking, i. e., the packet is bitwise-ANDed with a previously
deﬁned mask, and hashing ensures that every packet is uniquely identiﬁed by its
hash value. Both the bit-mask and the packet must have equal lengths in order
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Figure 4.6: SHA-1 hashing.

to avoid erroneous bit-by-bit logical faults. The obtained result is a modiﬁed
packet with the “undesired” information removed, or “masked”. If other bitmasks are needed, then they can be easily deﬁned in an intuitive way in the
software header ﬁles (Appendix A.1).
While each packet is processed, storage of both the hash value and the original
packet is necessary. This is needed as otherwise the most valuable information,
i. e., the timestamping, would be lost since this ﬁeld must be masked in the
frame header because it changes at every MP. This is done with the help of the
Vector class from the STL [140].
STL is used for packet handling as it provides a rich variety of generic algorithms
designed to operate on data structures deﬁned within the STL framework. Own
object classes are deﬁned and used for packet and hash processing (StorePkt
and HashPkt), which are based on the Vector templates (Appendix A.2).
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4.4.5

Packet Matching

An important factor in the OWTT delay analysis is regarding the correct identiﬁcation of target packets at each hop (measurement point). This section describes
the solution for uniquely identifying the target packets.
The packets are read sequentially from the input trace ﬁle. They are copied into
a StorePkt_Vector and then hashed. The SHA-1 hash value is stored into
a HashPkt_Vector data structure, together with an unique identiﬁcation of
the speciﬁc frame, i. e., its index in the StorePkt_Vector data structure.
Each packet provided by the MP is copied and masked before hashing. The
masking ensures that only 54 bytes are hashed, starting from the IP header. The
hash covers selected ﬁelds in the IP header including the source and destination
IP addresses, the IP header Identiﬁcation number and other ﬁelds including
possible IP options. The only ﬁelds in the IP header that are not hashed are the
TTL ﬁeld and the Header Checksum ﬁeld, as they are changed at every router.
Before the matching procedure begins, the HashPkt_Vector is sorted based
upon the hash values it contains. Sorting is done to improve the computational
performance in packet matching as any sorted data structure is searched much
quicker than an unsorted one. The sort and find_if generic algorithms
provided by the STL library are used for sorting. The sort algorithm makes
use of an underlying quicksort, which sorts a sequence of length N using
O(log N) comparisons on the average [140].

4.4.6

Matching Software Algorithm

The software that implements the matching/identifying procedure is described
by the pseudo algorithm 2.
A strength of the identiﬁcation software is that it is not restricted to a certain
number of input ﬁles (traﬃc traces). It can process any given number of traces,
resulting in output ﬁles of timestamp readings (and possibly any information
stored in the IP datagram) for two consecutive MPs, i. e., n input ﬁles will result
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Algorithm 2 Identiﬁcation/Matching software
Procedure: parse_single_trace
Input: trace {File containing packet trace}
Output: pktVec {STL vector containing captured packets}
hashVec {STL vector containing hash values}
packets ← ﬁle {Read all packets from trace ﬁle}
for all p in packets do
h ← hash(mask(p)) {Mask and hash}
if h in hashVec then
Discard h
Mark h as duplicate in hashVec
else
hashVec ← h
pktVec ← p
end if
end for
End Procedure
Procedure: parse_traces
Input: ﬁles {Files containing packet traces}
Output: pktVecs {STL vector of n vectors of captured packets}
hashVecs {STL vector of n vectors of hashes}
i←0
for all f in f iles do
pktVecsi ,hashVecsi ← parse_single_trace( f )
i ← i+1
end for
End Procedure
Procedure: match
Input: pktVecs {STL vector of n vectors of captured packets}
hashVecs {STL vector of n vectors of hashes}
for all i in length(hashVecs) do
for all h in hashVecsi do
if h in hashVecsi+1 then
p ← pktVecsi+1 [h]
Write p statistics to output ﬁle
else if h duplicate then
Write number of duplicates for p to output ﬁle
else
Mark p as invalid in output ﬁle
end if
end for
end for
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in n − 1 output ﬁles.
One restriction however, for the hashing and matching software, is related to
the physical limitations of the workstation on which the software is running,
e. g., processor capacity and internal memory. Large input traces (e. g., millions
of captured packets) require large amounts of computational capacity as in such
cases it must deal with very large data structures that must be read, sorted and
searched.

4.4.7

Estimation of OWTT and Router Delay

The matching and identiﬁcation software outputs a formatted text ﬁle that contains all information needed for the estimation of OWTT and router delay. The
output ﬁle (Figure 4.7) can be easily modiﬁed to contain any other information
present in the captured packet as well.
In the analysis of OWTT and router delay, the following information is used:
timestamping information Ti for a given packet, timestamping location, i. e.,
the DAG interface on which the packet was captured as well as the size of the
packet’s payload. The timestamps taken at diﬀerent locations, e. g., diﬀerent
MPs or diﬀerent DAG interfaces in the case of a single MP, provide the possibility
of estimating the one-way delay.
or router delay can be therefore estimated by taking the time diﬀerence
between two consecutive timestamps readings for the same packet n:

OWTT

OW T T j, i (n) = T j (n) − Ti(n)

(4.6)

where OW T T j, i (n) is the estimated one-way transit time for the n:th packet of a
speciﬁc data ﬂow, T j (n) represents the timestamp reading taken at measurement
point j and Ti (n) is the timestamp reading taken at measurement point i.
For instance, in the case of delay measurements through a single router (Figure 4.8), the one-way delay is given by the time diﬀerence between the timestamp
reading corresponding to the ﬁrst bit of packet n approaching DAG interface j
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DAG1 Timestamp1
DAG2 Timestamp2
UDP-load
==================================================================
da00 1077895561.815894067250 da01 1077895561.818233370750 252
da00 1077895561.816117644250 da01 1077895561.820430159500 1409
da00 1077895561.817339658750 da01 1077895561.821660578250 73
da00 1077895561.817470848500 da01 1077895561.821749329500 92
da00 1077895561.817893982000 da01 1077895561.821853339750 119
da00 1077895561.818284392250 da01 1077895561.821978926750 104
da00 1077895561.818431615750 da01 1077895561.822092533000 108
da00 1077895561.818579197000 da01 1077895561.822209358250 75
da00 1077895561.818683564750 da01 1077895561.822299718750 1267
da00 1077895561.819823563000 da01 1077895561.823343753750 107
da00 1077895561.819953560750 da01 1077895561.823459744500 114
da00 1077895561.820443928250 da01 1077895561.823860526000 71
da00 1077895561.820787906750 da01 1077895561.824036538500 429
da00 1077895561.821737468250 da01 1077895561.824712515000 144
da00 1077895561.822004675750 da01 1077895561.825143695000 250
da00 1077895561.822735428750 da01 1077895561.825374126500 357
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

Figure 4.7: Example of output ﬁle.

(output of the router) and the timestamp reading corresponding to the ﬁrst bit
of the same packet n approaching DAG interface i (input of the same router).
In other words, the OWTT for a router is deﬁned as the time diﬀerence between
the moment when the ﬁrst bit of packet leaves the router and the moment when
the ﬁrst bit of the same packet arrives to router. A similar procedure is used in
the case of OWTT measurements through several routers.
The consequence therefore is that this measurement methodology allows to estimate, e. g., the following delay components (with reference to Eq. 4.2):

Drouter = Dread + D proc + Dq

(4.7)

where Dread represents the time it takes for router to copy the packet into the
input port (including the time to parallelize the packet coming from the communication link), D proc represents the processing delay at a router and Dq represents
the queueing delay at a router. Note that the router transmission time Dtr con109
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traffic OUT

packet n
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Ti(n)

packet n-1
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Figure 4.8: Timestamping a packet.

tains Dread as well as the time to serialize the packet from the output port onto
the communication link.
The following matrices are used in the estimation of diﬀerent delay components
(Figure 4.9):

OWTTj,i(n)
Serv(n)
RTT(n)
Queue(n)

Dmin(n)|ln = L

Switch
fabric

Input port
Ti(n)

Output port
T’i(n)

Figure 4.9: Router delay model.
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• Timestamps captured by interface DAGi
⎤

⎡
Ti (1)

⎢
⎢
⎢ Ti (2)
Ti = ⎢
⎢ ..
⎢ .
⎣
Ti (n)

⎥
⎥
⎥
⎥
⎥
⎥
⎦

(4.8)

where Ti (n) is the timestamp value for packet n, captured by DAGi . Similarly, the matrix Tj contains the timestamps captured by interface DAG j .
Usually, n is in the order of a million.
• Interarrival time
⎡

⎤

IntArr(2) = Ti (2) − Ti(1)

⎢
⎢
⎢ IntArr(3) = Ti (3) − Ti(2)
IntArr = ⎢
..
⎢
⎢
.
⎣
IntArr(n) = Ti (n) − Ti(n − 1)

⎥
⎥
⎥
⎥
⎥
⎥
⎦

(4.9)

where IntArr(n) is the interarrival time for packet n captured at DAGi .
• Service time

⎡

Serv(1) = l1 · 8/10 000 000

⎢
⎢
⎢ Serv(2) = l2 · 8/10 000 000
Serv = ⎢
..
⎢
⎢
.
⎣
Serv(n) = ln · 8/10 000 000

⎤
⎥
⎥
⎥
⎥
⎥
⎥
⎦

(4.10)

where Serv(n) represents the service time for packet n and ln is the length
of packet n. The service time depends on packet length and the speed of
the output link (i. e., 10 Mbps in our measurements).
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• One-way transit time

⎡

OW T T j, i (1) = T j (1) − Ti (1)

⎢
⎢
⎢ OW T T j, i (2) = T j (2) − Ti (2)
OWTTj, i = ⎢
..
⎢
⎢
.
⎣
OW T T j, i (n) = T j (n) − Ti (n)

⎤
⎥
⎥
⎥
⎥
⎥
⎥
⎦

(4.11)

where OW T T j, i (n) is the OWTT for packet n measured between DAG j and
DAGi .

• Router transit time

⎡

RT T (1) = OW T T j, i (1) − Serv(1)

⎢
⎢
⎢ RT T (2) = OW T T j, i (2) − Serv(2)
RTT = ⎢
..
⎢
⎢
.
⎣
RT T (n) = OW T T j, i (n) − Serv(n)

⎤
⎥
⎥
⎥
⎥
⎥
⎥
⎦

(4.12)

where RT T (n) is the Router Transit Time (RTT ) for packet n, OW T T j, i (n)
is the OWTT for packet n measured between DAG j and DAGi , and Serv(n)
represents the service time for packet n. It is mentioned that the RTT
corresponds to the delay given by the processing delay and the queueing
delay in router (Eq. 4.2 and Eq. 4.7).
• Minimum delay for a speciﬁc packet size L
⎡
Dmin (1)|l1 = L
⎢
⎢
⎢ Dmin (2)|l2 = L
[Dmin |ln = L] = ⎢
..
⎢
⎢
.
⎣

⎤
⎥
⎥
⎥
⎥
⎥
⎥
⎦

(4.13)

Dmin (n)|ln = L
where Dmin (n)|ln = L is the minimum RTT experienced by packet n, given
that its length ln is L. Packet size L may have diﬀerent values between 40
and 1 500. The minimum delay corresponds, with very high probability,
to the processing delay in router only (Eq. 4.2 and Eq. 4.7).
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• Queueing time
⎡

Queue(1) = RT T (1) − [Dmin (n)|l1 = L]

⎢
⎢
⎢ Queue(2) = RT T (2) − [Dmin (n)|l2 = L]
Queue = ⎢
..
⎢
⎢
.
⎣
Queue(n) = RT T (n) − [Dmin (n)|ln = L]

⎤
⎥
⎥
⎥
⎥
⎥
⎥
⎦

(4.14)

where Queue(n) is the queueing delay for packet n, RT T (n) is the RTT for
packet n, and [Dmin (n)|ln = L] is the minimum delay experienced by packet
n given that its length ln is L. The queueing delay corresponds to the
queueing delay in the router (Eq. 4.2 and Eq. 4.7).

4.4.8

Sources of Errors

In order to have a precise and correct OWTT estimation, accurate samples of
the Ti (n) and T j (n) are needed. The most common error sources in obtaining
accurate timestamps are the presence of duplicate and unmatched packets in
the traﬃc traces.
The presence of duplicate packets in network traﬃc has been reported in several
publications [147, 148]. Duplicate packets in network traﬃc can be created by,
e. g., datagrams taking diﬀerent ways toward the destination, protocols sending
identical packets, improperly conﬁgured Dynamic Host Conﬁguration Protocol
(DHCP)-servers, Medium Access Control (MAC)-addresses, and defect hardware,
such as faulty switches and routers.
Since the experiments are performed in a strictly controlled environment and
synthetic network traﬃc is generated, the probability of duplicates occurring is
low. For duplicate packets, all 54 bytes hashed are identical thus giving the same
SHA-1 digest. For correct handling of possible duplicate packets it is considered
that a match of a packet must occur within a speciﬁed time. This time was
selected to be three seconds, as this is likely to be the maximum delay that a
datagram may experience in a router [47].
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The collected traﬃc traces show that, when a duplicate occurs, the duplicate
packet arrived at the MPj after more than ten seconds, thus making identiﬁcation
of duplicate packets unambiguous. In fact, the collected traﬃc traces recorded
only duplicate ARP packets and no duplicate IP packets in any experiment.
Occurrence of unmatched packets can be explained by, e. g., local cross traﬃc
at Ethernet hubs, packets destined for, or originating from, one of the routers
IP addresses, fragmentation required in a router for an outgoing link. In these
experiments a low occurrence of unmatched packets was found (between 0.01 %
and 5 % of unmatched packets for more than one million packets processed).
It is believed that unmatched packets appear because of other interfering traﬃc,
i. e., ARP and inter-router traﬃc as well as discarded datagrams due to congestion avoidance in the router during heavy-load traﬃc conditions. The routers
were conﬁgured to run OSPF in order to emulate the routing behavior of real
networks, and it is a known fact that all dynamic routing protocols generate network traﬃc, i. e., when the router advertises its link status, responds to database
inquiries or other routing related messages.

4.5
4.5.1

Modeling Methodology
Traﬃc Models in Packet Networks

Traﬃc characterization and modeling are among the most important tools in the
analysis and dimensioning of the increasingly complex, modern communication
systems. Traditionally assumed models in traﬃc modeling (e. g., the Poisson
process) fail to capture actual traﬃc properties [54, 117, 150]. The self-similar
or LRD nature of the network traﬃc is better modeled by using self-similar
processes.
Vern Paxson showed that self-similar network traﬃc can be generated by using
On/Off sources [150]. An On/Off traﬃc source alternates between sending
packets (On-mode) and being idle (Off-mode), and the superposition of a large
number of On/Off sources results in self-similar packet traﬃc, if the duration
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of the On and the Off phases are described by heavy-tailed probability distributions [190].
Several models have been suggested so far to capture the self-similar nature of
network traﬃc, e. g., fractional Brownian motion (fBm) or fractional Gaussian
noise (fGn), chaotic maps, α -stable stochastic processes and wavelets [157].
has been widely used to model processes with fractal behavior [143]. The
process is self-similar and its power lies in its simplicity. In spite of this,
for theoretical analysis, it is not tractable and moreover, it is not stationary.
The increments of fBm, called fGn, are stationary, and it is therefore a process
more useful in practice. A signiﬁcant limitation of fBm, and of fGn, is that they
are Gaussian processes. This contradicts the non-Gaussian characteristics of
network traﬃc such as burstiness.

fBm

fBm

Eramilli et al. showed that chaotic maps can model fractal traﬃc to a high
degree of approximation [70]. Chaotic maps are able to model an aggregation of
On/Off sources exhibiting either Short-Range Dependence (SRD) or LRD [160].
Mondragon et al. showed that the asymptotic behavior is a function of the
tail only in an On-period [138]. Chaotic maps can be used for describing small,
medium and large size queue length behavior.
Gallardo et al. showed that an α -stable stochastic process can be used to model
the fractal nature of queueing traﬃc [79]. The authors demonstrate that with
this technique they are able to model traﬃc with high variations (bursty traﬃc).
The model they derive is not based on a Gaussian distribution and they show
that fractal traﬃc does not obey a Gaussian distribution. Their model can be
used to model moderately variable traﬃc in addition to highly variable traﬃc
in a variety of communication scenarios.
Riedi et al. used a multifractal wavelet model [167] to model fractal traﬃc.
The model is stationary and LRD. They not only show that the wavelet model
gives a good ﬁt of real traﬃc in terms of various statistical properties but also
in terms of the queuing behavior.
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4.5.2

Modeling Approach

This section describes the modeling methodology used in the thesis and presents
speciﬁc details of the diﬀerent steps used in distribution selection, parameter
estimation for the selected models as well as the ﬁtness assessment approach.
Traﬃc modeling is based on understanding and capturing the inherent traﬃc
invariants. A natural and straightforward way of measuring the goodness-ofﬁt of an estimated model can be to directly compare the ﬁtted model to the
observed data. This may entail looking at the moments of the process, or the
likelihood of the model.
Detection of the statistical properties of the traﬃc, i. e., distributional properties, may for instance reveal the presence of inﬁnite means or variances. Accurate estimation of these properties is essential in capturing the performance
and characteristics of the traﬃc and help building better and more accurate
simulation models.
Given a set of observations, the objective of modeling is to ﬁnd a suitable model
that best describes the inherent properties of the observations. The objective
is to ﬁnd an analytic tractable model that encapsulates the traﬃc observations
into a mathematical framework.
An analytic model provides mathematical descriptors of the observed traﬃc
metrics and thus it can be easily understood. Furthermore, an analytic model
can be easily applied to diﬀerent datasets allowing comparisons of the ﬁtted
parameters for the speciﬁc datasets.
Another goal is that the (analytic or empiric) model shows the agreement between the model and the extracted parameters. Thus, in order to be valid and
useful any modeling procedure must provide:
• model selection;
• the ﬁtted parameters for the chosen model;
• a statistical measure for the goodness-of-ﬁt;
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The core of the problem in traﬃc modeling lies in ﬁnding the distribution (or
the mixture of distributions) that best describes the collected data. The ﬁrst
step is to summarize the data by means of summary statistics, e. g., minimum,
maximum, mean and variance. Summary statistics provide useful hints in establishing the appropriate distribution.
The next step is to use a graphical analysis, i. e., visual inspection of various plots
such as Probability Density Function (PDF) (histogram), Empirical Distribution
Function (EDF), Complementary CDF (CCDF), Hill plots and α -estimation plots
[55, 69]. The lower quantiles of the data are inspected by using the histogram
while the CCDF plot is used for the upper tail.
The CCDF is useful for discerning potentially heavy-tail behavior in the distribution such as for ﬁle sizes and session durations [107]. The histogram is more
suitable to observing metrics in situations where higher frequency behavior is
needed to be modeled, such as for interarrival times. Hill plots give an indication of the amount of heavy-tail behavior, and also potential cut-oﬀ points in
the mixture model case and α -estimation plots provide indications of the degree
of self-similarity in the data [55].
The aim at this stage is to uncover underlying properties such as tail behavior, symmetry, etc. The visual inspection helps in eliminating many candidate
distributions, and indicates whether a single distribution suﬃces or a mixture
model is required.
Furthermore, the graphical analysis also helps in discovering the presence of
bimodal (or multimodal) behavior, i. e., the observations may be drawn from a
mixture of more than one distribution.
The modeling process employed for the models presented in the thesis is partitioned into three separate activities: distribution selection, parameter estimation
and ﬁtness assessment. The modeling methodology used was developed by the
research group at BTH [69, 101].
When deciding whether a distribution is representative for the observed data,
the procedure employed is as follows: graphical analysis, formal hypothesis tests,
and an error percentage assessment.
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Graphical analysis is done by using several representative plots, e. g., histogram,
CCDF overplots and Quantile-Quantile (QQ) plots. In order to assess the quality
of the ﬁtted distributions in a more quantitative manner, the method used is
similar to the EDF test but it does not suﬀer as much with increasing size of the
sample space [69].
In the case of a single distribution, the ﬁtness assessment is the ﬁnal step of the
modeling, as we accept the Maximum Likelihood (ML) estimated parameters
and do not perform any further parameter optimization. On the other hand,
in the case of mixture distributions, this step is used as part of the process of
locating the suitable mixing coeﬃcients between the distributions making up
the mixture.
The ﬁtness assessment method used is based on the EDF test for a fully speciﬁed
distribution, as described in [58, 69]:
1. Obtain the order statistics X1 < X2 < · · · < Xn from the measured data.
2. Transform the original data by using the Probability Integral Transform
(PIT) method and using the selected distribution and estimated parameters. If the samples X1 · · · Xn are IID samples from some distribution F,
then Ûi = F(Xi ; Θ̂), where i = 1, 2, . . . , n, are uniformly IID on the interval
[0, 1].
3. Obtain the error percentage by using the following expression:
∑ni=1 |Ui − Ûi |
nEmax

(4.15)

sup {U(x), 1 − U(x)}dx = 0.75

(4.16)

E% = 100
where Emax is deﬁned as:
1

Emax =
0

that basically means the maximum discrepancy from a true uniform U[0, 1]
distribution that may occur.
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4. Accept or discard the ﬁtted distribution as “good enough” according to
some predeﬁned criteria. For the modeling results presented in this thesis,
E% < 5 is used as the upper limit for not discarding the ﬁtted match.
Important to mention is that this is not a statistical signiﬁcance level, but
rather an acceptable margin of error.
In this work, the informal degrees of ﬁtting quality presented in Table 4.1 are
used.
Table 4.1: Boundaries for ﬁtness quality.
0

1

2

3

4

≥5

Classiﬁcation

perfect

very good

good

fair

poor

failed

Pass level assertion

OK-PF

OK-VG

OK-G

OK-fa

OK-po

FAIL

E% level

4.6

Experiments

Three experiments have been carried out, which correspond to possible situations existent in IP networks. The experiments cover the delay process for three
diﬀerent scenarios, i. e., delay for a router with a single data ﬂow (no interfering
traﬃc), delay for a router with several traﬃc ﬂows (crossing traﬃc) and delay
for a chain of routers (with both crossing and merging traﬃc).
Dedicated application-layer software is used to generate UDP traﬃc with TCPlike characteristics. The traﬃc generated between the source (computer A) and
the sink (computer E) (Figure 4.3) follows a Pareto distribution for the packet
length with shape parameter α and location parameter β . An exponential distribution with parameter λ is used for inter-packet gap times and the (measured)
link utilization Lu depends on λ [47].
This model matches well traﬃc models observed for the WWW, which is one of
the most important contributors to the traﬃc in Internet [101]. Higher traﬃc
intensities than those encountered in real networks are also considered in the
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experiments. This has the consequence of higher loads on the routers, and thus
allowing to obtain better delay models.
The cross and merging traﬃc generated by the traﬃc generators B, C and D
has a form that approaches fBm traﬃc with self-similar characteristics, which
is typical for Ethernet [117]. This traﬃc is generated in a similar way, i. e., a
Pareto distribution for packet sizes and an exponential distribution for interpacket times. The diﬀerence from the traﬃc generated between A and E is that
a large number of processes are used in this case to generate a large number of
Pareto traﬃc ﬂows in every traﬃc generator.
This gives the choice of performing experiments where diverse parameters of the
traﬃc mixture in the link can be controlled, especially the Hurst1 parameter H
and the link utilization Lu . For instance, the Hurst parameter measured at the
link layer is determined by the minimum value αmin of applications generating
Pareto traﬃc [117]:

H=

3 − αmin
2

(4.17)

Furthermore, multiple tests were performed in advance to measure, within 95 %
conﬁdence interval, the link utilization Lu used in diﬀerent experiments together
with the associated parameters, e. g., number of traﬃc generators and traﬃc
intensity λ . The particular link parameters used in the experiments are therefore
parameters calculated in advance and validated by measurements. Table 4.2
shows the summary of experiments and the associated traﬃc parameters.

4.6.1

Router Delay for a Single Data Flow

This is a set of experiments where the ﬁrst Cisco 3620 router (i. e., router R1),
is receiving traﬃc from the computer A only. A single process is used for UDP
traﬃc generation, which follows a Pareto distribution for the packet length with
1 The coeﬃcient H is referred to as the Hurst parameter, after the English hydrologist
Harold Edwin Hurst, who formally introduced these models for river ﬂows in the 1950’s while
studying the memory of Nile maxima in connection to designing water reservoirs.
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the parameters β = 40 and α = 2, 1.6, 1.2. Furthermore, for every α value, a
number of three experiments have been done with diﬀerent levels of link utilization, i. e., Lu ≈ 0.2, 0.4 and 0.6. The traﬃc generated in link has no fBm-like
characteristics.
The measurement points MP03 and MP06 are used to capture the traﬃc. Nine
traces have been generated, which are denoted by 1-1 to 1-9 (Table 4.2). Figure 4.10 shows the measurement conﬁguration used.
The traces generated correspond to diﬀerent values for burstiness and traﬃc
intensities of the generated traﬃc. Each generated trace is quite big and it
has more than one million packets. The reason for this is that heavy-tailed
workloads converge slowly to steady-state [117].

Table 4.2: Summary of experiments and associated parameters.
Sourcea Crossb

Sourcea
Experiment 1

H

Lu

Experiment 2

H

Lu

H

Lu

Sourcea Crossc
Experiment 3

H

Lu

H

Lu

1-1

0.5 0.2

2-1

0.5 0.2 0.9 0.1

3-1

0.5 0.2 0.9 0.1

1-2

0.5 0.4

2-2

0.5 0.4 0.9 0.1

3-2

0.5 0.4 0.9 0.1

1-3

0.5 0.6

2-3

0.5 0.6 0.9 0.1

3-3

0.5 0.6 0.9 0.1

1-4

0.7 0.2

2-4

0.7 0.2 0.9 0.1

3-4

0.7 0.2 0.9 0.1

1-5

0.7 0.4

2-5

0.7 0.4 0.9 0.1

3-5

0.7 0.4 0.9 0.1

1-6

0.7 0.6

2-6

0.7 0.6 0.9 0.1

3-6

0.7 0.6 0.9 0.1

1-7

0.9 0.2

2-7

0.9 0.2 0.9 0.1

3-7

0.9 0.2 0.9 0.1

1-8

0.9 0.4

2-8

0.9 0.4 0.9 0.1

3-8

0.9 0.4 0.9 0.1

1-9

0.9 0.6

2-9

0.9 0.6 0.9 0.1

3-9

0.9 0.6 0.9 0.1

a Traﬃc

generated from computer A (1 source)
traﬃc generated from computer B (100 sources)
c Crossing and merging traﬃc generated from computers B, C and D (50 + 50 sources)
b Crossing
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R1
wiretap

DAG 3.5E

A

E

(source)
DAG 3.5E

(sink)

MP03

MP06

Figure 4.10: Measurement setup: router delay for a single data ﬂow.

R1
wiretap

DAG 3.5E

A

E

(source)
DAG 3.5E

(sink)
wiretap

MP03

MP06

B
(cross traffic)

Figure 4.11: Measurement setup: router delay for multiple data ﬂows.

122

4.6. Experiments

4.6.2

Router Delay for Multiple Data Flows

In experiment 2, both computers A and B are generating traﬃc (Figure 4.11).
The traﬃc generated by computer A has the same characteristics as the traﬃc
generated in experiment 1. This means that one process is generating UDP traﬃc
with Pareto distribution for the packet length with the parameters β = 40 and
α = 2, 1.6, 1.2. For every α value, diﬀerent traﬃc intensities are generated, such
as the link utilization of computer A is Lu ≈ 0.2, 0.4 and 0.6.
Computer B is generating cross traﬃc with fBm-like characteristics with H ≈ 0.9
and Lu ≈ 0.1 in all experiments. One hundred processes are used in this case
to generate fBm-like traﬃc. Every process generates UDP traﬃc according to a
Pareto distribution for the packet lengths with β = 40 and α of diﬀerent values,
i. e., α = 2, 1.6, 1.2. The generated traﬃc is mixed at the UDP level, thus creating
so the fBm-like traﬃc observed in the link.
As a result, nine traces have been generated, with diﬀerent Lu for the traﬃc observed at the sink computer E. The traces are denoted by 2-1 to 2-9 (Table 4.2)
and each trace contains more than one million packets.

4.6.3

End-to-End Delay for a Chain of Routers

For experiment 3, computer A is still generating traﬃc with the same characteristics as in experiment 1. The diﬀerence, however, is that now all three
computers B, C and D are generating fBm-like traﬃc ﬂows, with H ≈ 0.9 and
Lu ≈ 0.1 and the entire measurement setup shown in Figure 4.3 is used.
One hundred processes are used for traﬃc generation in every computer. The
generated traﬃc ﬂows are broken up in the routers R1, R2 and R3 in the sense
that 50 % of every ﬂow is merging the traﬃc coming from computer A and the
remaining 50 % (for every ﬂow) is crossing the routers only.
Nine traces have been generated in experiment 3 as well, which are denoted by
3-1 to 3-9 (Table 4.2). Each trace contains more than one million packets. Figure 4.12 shows examples of traces collected in our experiments at MP03, MP04,
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MP05

and MP06 (with reference to Figure 4.3), together with the associated
bitrate histograms.
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Figure 4.12: Example of traﬃc collected and associated histograms.

4.7

Delay Performance

This section reports on the delay performance results obtained in these experiments. Speciﬁc details about the estimated distributional parameters for the
delay components for all experiments are presented. Moreover, illustrative examples for each class of experiments are also provided.
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4.7.1

Processing Delay of a Router

Figure 4.13 shows typical processing delays (D proc ) in a router, which are measured in the form of RTT (Eq. 4.12) for very low traﬃc intensities. The measurements are done with IP packets containing ICMP and UDP payloads, for varying
payload sizes (between 32 and 1 450 bytes).
The associated histograms are presented in Figures 4.14 (for ICMP payload) and
4.15 (for UDP payload). Cisco 3620 routers have been used for this experiment.
A number of 10 000 samples have been generated for every payload size. The
ICMP tests were done by using ping, and no options were used that would have
required extra processing burden for the router. Very low traﬃc intensities were
used (on the order of 10 frames/s) so as to avoid queueing delay in the router.
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Mean ICMP
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Figure 4.13: Router processing delay for ICMP and UDP payloads.

The mean delay for UDP samples was found to be 97.9 μ s, with a minimum of
74.2 μ s and a maximum of 1 861.2 μ s. The mean delay for ICMP samples was
found to be higher, 101 μ s. The minimum delay for ICMP samples was found to
be 76.5 μ s and the maximum 1 958.8 μ s. Possible reasons for the large value of
maximum delays could be for instance related to busy time periods when the
router updates routing tables, temporary blocking in input or output ports, or
memory locks.
Similar experiments were performed on other types of routers (e. g., Cisco 1605,
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IP datagrams carrying ICMP payload
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Figure 4.14: Router processing delay for Figure 4.15: Router processing delay for
ICMP payloads with diﬀerent sizes.
UDP payloads with diﬀerent sizes.

Cisco 2514). It was observed that the processing delays have similar appearance,
the diﬀerence however is that the delays may vary with up to about 100 μ s
compared to the values reported above. This is clearly a diﬀerence that depends
upon details in hardware implementation and diﬀerent IOS releases.
In addition, the minimum delay for a speciﬁc packet size [Dmin |ln = L] (Eq. 4.13)
was measured in conditions of real traﬃc generated in the ﬁrst experiment.
Recall that this delay corresponds, with very high probability, to the processing
delay in router. In experiment 1, only the source computer A generates traﬃc,
with diverse characteristics. Accordingly, the minimum delay for all nine traces
1-1 to 1-9 was measured.
The results show that the processing delays are very similar, and they are slightly
increasing with packet size. Two typical processing delays, obtained in experiments 1-3 and 1-7, are shown in Figures 4.16 and 4.17.
These are linear regression models developed by ﬁtting a least-square line through
the resulting points in the plane. The 95 % conﬁdence interval is shown as well
(dotted lines).
Given a linear model

ŷ = a1 x + a0
126

(4.18)

4.7. Delay Performance
Linear least square fit [LU ≈ 0.2, H ≈ 0.9]

Linear least square fit [LU ≈ 0.6, H ≈ 0.5]
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Figure 4.16: Minimum processing
delay obtained in experiment 1-3.

Figure 4.17: Minimum processing
delay obtained in experiment 1-7.

and a number of observation points (xi , yi ) in the plane (x, y), the goal is to
determine the best linear model

yˆi = a1 xi + a0

(4.19)

such as to minimize the sum of squared errors within the limits of conﬁdence
interval [99]. In other words, that means to determine the parameters a1 and
a0 to minimize the sum of squared errors.
Given an observation point (xi , yi ), the error is [99]:
ei = yi − ŷi

(4.20)

and the sum of squared errors is:
n

n

i=1

i=1

∑ e2i = ∑ (yi − a0 − a1x)2

(4.21)

The best linear model minimizes the sum of squared errors ∑ni=1 e2i subject to
the constraint that the mean error is zero.
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n

n

i=1

i=1

∑ ei = ∑ (yi − a0 − a1x) = 0

(4.22)

In our experiments, we have obtained, with 95 % conﬁdence bounds, the following relationships between the processing delay y and the payload size x:

y = 0.006x + 78.8

(4.23)

for the case of experiment 1-3, and:

y = 0.004x + 79.5

(4.24)

for the case of experiment 1-7.
Furthermore, it is observed that the minimum values of 78.8 μ s (experiment 1-3)
and 79.5 μ s (experiment 1-7) obtained for the processing delays are well matching the minimum value of 74.2 μ s obtained for IP packets with UDP payloads,
which is reported above.
Another interesting observation is regarding the number of observation points
that are outside the 95 % conﬁdence bounds, i. e., so-called “outliers”. It is
observed that, in the case of traﬃc with Hurst parameter H ≈ 0.5 (experiment
1-3), most of outliers are above the conﬁdence interval whereas in the case of
traﬃc with H ≈ 0.9 (experiment 1-7), most outliers are below the conﬁdence
interval. The number of outliers is deﬁnitely larger for traﬃc with H ≈ 0.5 than
in the case of traﬃc with H ≈ 0.9.
This observation is further validated by the sum of squared errors obtained for
the ﬁrst case (4.0079e + 003), which is almost twice as large as in the second
case (2.1784e + 003). A possible explanation for this observation could be that
the router allocates more time to serving traﬃc with heavy-tailed characteristics
and less time to other secondary tasks. The router simply becomes more “busy”
when serving heavy-tailed traﬃc than when serving light-tailed traﬃc.
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4.7.2

Router Delay for a Single Data Flow

As described in Section 4.6.1, this is a set of experiments where router R1 is
receiving traﬃc from computer A only (Figure 4.10). A single process is used
for UDP traﬃc generation, which follows a Pareto distribution for the packet
length with parameters β = 40 and α = 2, 1.6, 1.2. For every α value, a number
of three experiments have been done with diﬀerent levels of link utilization, i. e.,
Lu ≈ 0.2, 0.4 and 0.6. The traﬃc generated in link has no fBm-like characteristics.
Table 4.3 reports the main statistics of the router delay measured between the
sink computer E and the generator A. The most obvious feature that we observe
is related to the rather limited disparity of these results. The traces show that
packets experience delays with similar statistics, with mean and variance values
that are slightly increasing with H and Lu . Further, the experiment is also
showing that the number of samples with large delays is quite low.
Most samples have maximum delays that are lower than 7 ms, and it is believed
that they are due to queueing at the output link. There is however one delay (in
the trace 1-3), which has a maximum that is unusually large (55.5 ms) compared
to the rest of traces. This is likely not created by queueing, but due to other
reasons like the router ceasing to forward packets for a short time. Further, the
associated histograms have been observed to exhibit heavy-tailed behavior that
is dependent on H and Lu .

Table 4.3: Summary of OWTT results for experiment 1.
Experiment Mean

95 % Conf.

Variance Max Min Peakedness Dup/Unm

1-1

0.205 ± 0.0002335

0.014

3.98 0.13

0.069

0/0

1-2

0.241 ± 0.0002895

0.022

1.79 0.12

0.091

0/0

1-3

0.287 ± 0.0006054

0.095

55.5 0.12

0.33

0/0

1-4

0.227 ± 0.0003033

0.024

2.08 0.12

0.11

0/0

1-5

0.267 ± 0.0003604

0.034

6.63 0.13

0.13

0/0

1-6

0.317 ± 0.0004015

0.042

1.97 0.13

0.13

0/0

1-7

0.262 ± 0.0004293

0.048

3.0

0.13

0.18

0/0

1-8

0.301 ± 0.0004874

0.062

3.62 0.13

0.21

0/0

1-9

0.349 ± 0.0005405

0.076

2.11 0.13

0.22

0/0
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Experiment 1−9: L ≈ 0.6, H ≈ 0.9
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Figure 4.18: Results obtained in experiment 1-9 and associated histograms.

Figure 4.18 shows an example of results obtained in this experiment. The ﬁgure
is aggregated in the following way. In the upper left corner is the plot for
the traﬃc collected at the wiretap from MP03 near host A. The associated
histogram is plotted at the right of the ﬁgure. Below is plotted the traﬃc
captured by MP06 with the associated histogram to the right. The next plot
shows the measured OWTT followed underneath by the associated histogram
and the summary statistics for the particular trace.
Figure 4.19 shows examples of delay distributions obtained in the form of CCDF
for experiment 1-9. Quantiles of 0.25, 0.5, 0.75, 0.9, 0.95, and 0.99 are considered
for plotting the delay distributions.
The modeling results for ﬁrst experiment are reported in Table 4.4, with all val130
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Figure 4.19: Delay distributions obtained in experiment 1-9.
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ues expressed in ms. It has been observed that the delay components considered
in these experiments (i. e., minimum delay, queueing delay, service time and
OWTT) can be well modeled with the help of three distributions, either in the
form of single distribution or as a mixture of two distributions. Furthermore, it
has been observed that the following distributions are actual for the modeling
of delays in the ﬁrst experiment: Gaussian (with parameters mean value μn and
standard deviation σn ), Weibull (with parameters shape factor αw and scale βw )
and Generalized Pareto (with parameters shape factor αgp ) [152, 116].
For instance, the minimum delay D proc is modeled with the Gaussian distribution only, while the queueing delay is modeled with a mixture of Gaussian
distribution and Weibull distribution. The probability mass for each distribution is indicated in column 10. Furthermore, it has been observed that both
service time and OWTT is modeled with the Generalized Pareto distribution.
Column 11 indicates at what level the ﬁtting has passed the 5 % ﬁtness limit
of E% considered in the modeling experiments. The last column indicates the
ﬁtting decision and degree. It is observed that most of modeling experiments
show good and very good ﬁtness degrees.
As an example, the modeling results for experiment 1-9 are depicted in Figure 4.20. Furthermore, the modeling experiments have shown that AndersonDarling (AD) test has been rejected for the queueing delay, service time and
OWTT. This is an expected result given the very large sample space for these
delays, with more than one million samples each [16, 116]. On the contrary, the
AD test has been passed for the minimum delay, with a sample space size of
1 300 to 1 400 samples.
An interesting observation valid for all experiments is done when plotting the
CCDFs of the RTT , queueing delay and minimum delay on the same plot (Figure 4.21(a)), and the CCDFs of the OWTT, RTT and service time on another
plot (Figure 4.21(b)) as illustrated in Figure 4.21 for experiment 1-9. The
ﬁgures clearly indicate the contributions of diﬀerent delay components in RTT
and OWTT. RTT is inﬂuenced by the queueing delay and the processing delay,
whereas OWTT is inﬂuenced by RTT and service time.
Furthermore, another interesting observation is that the component distribution
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1-9

1-8

1-7

1-6

1-5

1-4

1-3
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1-1

σn
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Service
OW T T
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Service
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Service
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Service
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Service
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–
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–
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–
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–
–
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–
–
0.0159
0.0217
–
–
0.0159
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–
–
0.0159
0.0451

Generalized
Pareto
αgp
βgp
lgp

1.00
0.76
1.00
1.00
1.00
0.63
1.00
1.00
1.00
0.45
1.00
1.00

1.00
0.71
1.00
1.00
1.00
0.59
1.00
1.00
1.00
0.30
1.00
1.00

1.00
0.76
1.00
1.00
1.00
0.55
1.00
1.00
1.00
0.39
1.00
1.00

Mixing
prob.
π

3.09
1.85
0.55
0.58
2.93
1.21
0.56
1.39
2.70
0.93
0.55
1.76

2.15
1.41
0.52
0.52
2.16
0.90
0.52
1.38
2.06
0.77
0.53
1.47

1.97
1.08
0.67
0.67
1.91
0.98
0.67
0.92
1.86
0.73
0.67
1.31

E%

Table 4.4: Modeling results obtained for delays in experiment 1.
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Figure 4.20: Modeling of delays obtained in experiment 1-9.

that is most dominant and heavy-tailed has a decisive inﬂuence on RTT and
OWTT. For RTT , it is the minimum delay that is mostly inﬂuencing for probability
mass up to 50 %, whereas the queueing delay is mostly inﬂuencing above 50 %.
On the contrary, in the case of OWTT it is the service time (modeled with
Generalized Pareto) that strongly inﬂuences for a probability mass of up to
90 %.
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Figure 4.21: Contribution of delay components in experiment 1-9.
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Figure 4.22: Results obtained in experiment 1 on power spectrum.

135

Chapter 4. Delay Models
Figure 4.22 shows the power spectrum of the delay obtained in experiment 1.
It is observed that the power spectral density is representative for the characteristics of LRD of the measured process in the sense that it obeys a power law
near the origin.

4.7.3

Router Delay for Multiple Data Flows

In this experiment router R1 is receiving traﬃc from both computers A and
B (Figure 4.11). In this case, computer A is generating non-fBm-like crossing
traﬃc with the same characteristics as in experiment 1. Computer B generates
fBm-like traﬃc with H ≈ 0.9 and Lu ≈ 0.1. One hundred processes are used for
traﬃc generation in computer B (Section 4.6.2) .
Table 4.5 reports the main statistics of the router delay measured between the
sink computer E and the generator A. It is observed in this case that the delays
show a larger disparity in the range of statistics. Though the mean values are
quite similar, the variance and the peakedness however show larger disparity.
Furthermore, this experiment shows that the number of samples with large delays is rather high, and it is believed that most of them are due to queueing.
No delay is observed that is extremely large compared to the rest. The associated histograms have been observed to exhibit heavy-tailed behavior that is
dependent both on H and Lu .

Table 4.5: Summary of OWTT results for experiment 2.
Experiment Mean 95 %-Conf. Variance Max Min Peakedness
0.758 ± 0.003186

2.64

27.8 0.12

3.5

0 / 463

2-2

1.39

± 0.005123

6.808

34.9 0.12

4.9

0 / 2792

2-3

1.82

± 0.006031

9.421

33.8 0.13

5.2

0 / 3999

2-4

0.723 ± 0.002944

2.253

36.4 0.13

3.1

0 / 211

2-5

0.855 ± 0.003588

3.347

33.7 0.13

3.9

0 / 607

± 0.006046

9.467

44.4 0.13

5.6

0 / 3887

2-7

0.873 ± 0.003843

3.822

49.3 0.12

4.4

0 / 4912

2-8

1.41

± 0.00584

8.854

51.4 0.13

6.3

0 / 1861

2-9

3.62

± 0.009987

25.68

55.8 0.13

7.1

0 / 9997

2-6
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Figure 4.23 shows an example of results obtained in this experiment. The plot
uses the same format as for the previous experiment, i. e., the traﬃc from source
A is plotted in the upper left corner and associated histogram is plotted to the
right. The trace collected at the destination E is plotted below the corresponding
plot for A together with the associated histogram and ﬁnally, the measured
OWTT followed underneath by the histogram and the summary statistics.
Figure 4.24 shows examples of delay distributions obtained in the form of CCDF
plots for experiment 2-5. Quantiles of 0.25, 0.5, 0.75, 0.9, 0.95 and 0.99 are considered for plotting the delay distributions.
The modeling results for second experiment are reported in Table 4.6. Similar
to the modeling results of the ﬁrst experiment, it has been observed that the
Experiment 2−5: A: Lu ≈ 0.4, H ≈ 0.7

B: 100 sources with Lu ≈ 0.1
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Figure 4.23: Results obtained in experiment 2-5 and associated histograms.
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Figure 4.24: Delay distributions obtained in experiment 2-5.
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minimum delay, queueing delay, service time and OWTT can be well modeled
with the help of several distributions, either in the form of a single distribution
or as a mixture of two distributions.
The following distributions are used for the modeling of delays in the second
experiment: Gaussian (with parameters mean value μn and standard deviation
σn ), Weibull (with parameters shape factor αw and scale βw ) and Generalized
Pareto (with parameters shape factor αgp , scale βgp and location lgp ) [152, 116].
For instance, the minimum delay D proc is modeled with the Gaussian distribution
only, while the queueing delay is modeled with the Gaussian distribution and
Weibull distribution.
Furthermore, it has been observed that the service time is modeled with the
Generalized Pareto only, whereas the OWTT is modeled with a Generalized
Pareto for both the body probability mass and the tail probability mass. Column
14 indicates at what level the ﬁtting has passed the 5 % ﬁtness limit of E% . As
seen from the table, almost all experiments passed with good and very good
degrees. Similar to the modeling of the ﬁrst experiment, the AD test has been
passed for the minimum delay only.
For an illustration of the results obtained in this experiment, Figure 4.25 shows
the modeling results of experiment 2-5. Although the Gaussian distribution
for the minimum delay (Figure 4.25(a)) does not seem to be the best modeling
choice, Figure 4.25(e) clearly indicate that the minimum delay is best described
by a Gaussian process with positive mean and variance. The same ﬁtting parameters for the Gaussian distribution are used in both cases.
Figure 4.26 shows the contributions of diﬀerent delay components in the RTT
(Figure 4.26(a)) and OWTT (Figure 4.26(b)) obtained in experiment 2-5. Similar
to experiment 1-9, RTT is inﬂuenced by the queueing delay and the processing
delay whereas OWTT is inﬂuenced by the RTT and service time.
Furthermore, it is observed that the component distribution that is most dominant and heavy-tailed has a decisive inﬂuence on the RTT and OWTT. For the
RTT , it is the minimum delay that is mostly inﬂuencing for probability mass up
to 20 %, whereas the queueing delay is mostly inﬂuencing above 20 %. On the
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Figure 4.25: Modeling of delays obtained in experiment 2-5.
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Figure 4.26: Contribution of delay components in experiment 2-5.
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Figure 4.27: Results obtained in experiment 2 on power spectrum.
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αw
–
0.6519
–
–
–
0.7382
–
–
–
0.9932
–
–

βw

–
–
0.6607
1.7804
–
–
0.6629
1.8255
–
–
0.6556
1.5556

–
–
0.5084
1.8428
–
–
0.5066
1.8881
–
–
0.5073
1.8244

–
–
0.0542
0.1375
–
–
0.0541
0.1362
–
–
0.0541
0.0391

–
–
0.0540
0.1372
–
–
0.0540
0.1366
–
–
0.0540
0.1335

–
–
0.0540
0.1370
–
–
0.0540
0.1333
–
–
0.0540
0.1201

–
–
0.0264
0.0471
–
–
0.0266
0.0605
–
–
0.0265
1.5595

–
–
0.0199
0.0353
–
–
0.0197
0.0391
–
–
0.0199
0.0952

–
–
0.0159
0.0271
–
–
0.0160
0.0705
–
–
0.0159
0.2253

–
–
–
0.0939
–
–
–
0.2754
–
–
–
0.1020

–
–
–
0.0642
–
–
–
0.0303
–
–
–
0.1298

–
–
–
0.0628
–
–
–
0.3817
–
–
–
0.4927

–
–
–
0.3623
–
–
–
0.3927
–
–
–
1.1544

–
–
–
0.4293
–
–
–
0.3613
–
–
–
0.3822

–
–
–
0.4113
–
–
–
0.3389
–
–
–
0.4065

–
–
–
0.7202
–
–
–
0.9587
–
–
–
0.7415

–
–
–
0.4770
–
–
–
0.7078
–
–
–
1.2352

–
–
–
0.5222
–
–
–
1.2298
–
–
–
1.4944

1.00
0.42
1.00
0.70
1.00
0.31
1.00
0.58
1.00
0.17
1.00
0.94

1.00
0.42
1.00
0.74
1.00
0.38
1.00
0.69
1.00
0.21
1.00
0.47

1.00
0.43
1.00
0.70
1.00
0.24
1.00
0.54
1.00
0.13
1.00
0.61

Mixing
prob.
π

2.33
1.17
0.54
0.37
2.19
1.16
0.55
0.65
1.54
1.87
0.56
0.73

1.71
0.97
0.52
0.60
1.54
0.89
0.52
0.69
2.00
1.66
0.52
0.99

1.98
0.91
0.67
0.60
2.07
0.92
0.66
0.65
2.63
1.74
0.67
1.07

E%

OK-G
OK-VG
OK-VG
OK-PF
OK-G
OK-VG
OK-VG
OK-VG
OK-G
OK-G
OK-VG
OK-VG

OK-G
OK-VG
OK-VG
OK-VG
OK-G
OK-VG
OK-VG
OK-VG
OK-G
OK-G
OK-VG
OK-VG

OK-G
OK-VG
OK-VG
OK-VG
OK-G
OK-VG
OK-VG
OK-VG
OK-fa
OK-G
OK-VG
OK-VG

Pass
level

Table 4.6: Modeling results obtained for delays in experiment 2.
σn
–
1.0876
–
–
–
0.9875
–
–
–
1.0943
–
–
–
0.5939
–
–
–
0.6519
–
–
–
0.8544
–
–

–
–
1.0324
1.7099
–
–
1.0270
1.7454
–
–
1.0287
0.7973

Weibull

μn
0.0034
0.0036
–
–
0.0034
0.0034
–
–
0.0034
0.0022
–
–
–
1.1209
–
–
–
1.1143
–
–
–
1.1343
–
–

–
0.6049
–
–
–
0.8129
–
–
–
1.1829
–
–

Gaussian

0.0818
0.0108
–
–
0.0814
0.0101
–
–
0.0814
0.0098
–
–
0.0030
0.0038
–
–
0.0027
0.0035
–
–
0.0030
0.0040
–
–

–
0.8952
–
–
–
1.0955
–
–
–
1.0592
–
–

Generalized
Pareto – tail
βgpt
lgpt

D proc
Queueing
Service
OW T T
D proc
Queueing
Service
OW T T
D proc
Queueing
Service
OW T T
0.0814
0.0108
–
–
0.0811
0.0102
–
–
0.0812
0.0100
–
–
0.0021
0.0038
–
–
0.0021
0.0040
–
–
0.0024
0.0372
–
–

αgpt

D proc
Queueing
Service
OW T T
D proc
Queueing
Service
OW T T
D proc
Queueing
Service
OW T T
0.0806
0.0102
–
–
0.0806
0.0101
–
–
0.0810
0.0190
–
–

Generalized
Pareto – body
αgpb
βgpb
lgpb

D proc
Queueing
Service
OW T T
D proc
Queueing
Service
OW T T
D proc
Queueing
Service
OW T T

Experiment

2-1

2-2

2-3

2-4

2-5

2-6

2-7

2-8

2-9
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Figure 4.27 shows the power spectrum of the delay obtained in experiment 2.
Similar to the results obtained in experiment 1, it is observed that the power
spectral density is representative for the characteristics of LRD of the measured
process since it obeys a power law near the origin.

4.7.4

End-to-End Delay for a Chain of Routers

In experiment 3 the entire setup shown in Figure 4.3 is used. Computer A
generates the same traﬃc pattern as in the previous experiments. Computers
B, C and D are generating both merging traﬃc and crossing traﬃc. The crossing
traﬃc enters on the same router port as the merging traﬃc, but leaves on a port
diﬀerent from the port used by the A to E traﬃc stream.
Table 4.7 reports the main statistics of the router delay measured between the
sink computer E and the generator A. The main observation is regarding the
large disparity for all statistics collected, except for the minimum. A large
number of samples with large delays are observed, and it is believed that most
of them are due to queueing in routers.
Furthermore, no sample with extremely large delay is observed, the conclusion of
which is that all three routers seem to work properly. The associated histograms
have been observed to exhibit heavy-tailed behavior. The tail has been observed

Table 4.7: Summary of OWTT results for experiment 3.
Experiment Mean 95 %-Conf. Variance Max Min Peakedness
3-1

2.59

± 0.008419

18.32

3-2

4.88

± 0.01214

3-3

7.56

3-4
3-5

70

Dups/Unm

0.4

7.1

0 / 7180

37.36

92.2 0.41

7.6

0 / 25657

± 0.01324

43.56

77.7 0.41

5.8

0 / 44961

2.58

± 0.008468

18.56

77.3 0.41

7.2

0 / 5880

3.02

± 0.009749

24.53

80.9 0.41

8.1

0 / 8496

3-6

3.02

± 0.009749

24.53

80.9 0.41

8.1

0 / 51138

3-7

3.13

± 0.01016

26.69

102

0.41

8.5

0 / 6199

3-8

5.1

± 0.01493

56.96

107

0.41

11

0 / 18238

3-9

16

± 0.02087

100.2

110

0.42

6.3

0 / 115763
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to look similar for most of traces and it is dependent on H and Lu . Figure 4.28
show examples of results obtained in this experiment. The plots are formatted
in a similar way as for the ﬁrst two experiments.
Figures 4.29, 4.30 and 4.31 show examples of delay distributions obtained in the
form of CCDF for the experiment 3-7 at routers R1, R2, and R3. Quantiles of
0.25, 0.5, 0.75, 0.9, 0.95 and 0.99 are considered for plotting the delay distributions. It is observed that the RTT and OWTT become increasingly heavy-tailed
from router R1 to router R2 and further to router R3. This is probably because
of more and more heavy-tailed queueing times. This is an expected result given
the traﬃc conditions of the three routers.
The modeling results for the third experiment are reported in Tables 4.8, 4.9
Experiment 3−7: A: H ≈ 0.5, Lu ≈ 0.9,

B,C,D: 50+50 sources with Lu ≈ 0.1
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Figure 4.28: Results obtained in experiment 3-7 and associated histograms.
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and 4.10 for routers R1, R2, and R3. Similar to the modeling of the ﬁrst and second experiments, it has been observed that the minimum delay, queueing delay,
service time and OWTT can be well modeled with the help of three distributions,
either in the form of a single distribution or as a mixture distribution.
The following distributions are considered for the modeling of delays in experiment 3: Gaussian (with parameters mean value μs and standard deviation σs ),
Weibull (with parameters shape factor αw and scale βw ) and Generalized Pareto
for both body probability mass and the tail mass (with parameters shape factor
αgpb , scale βgpb , location lgpb and shape factor αgpt , scale βgpt and location lgpt )
[152, 116].
For instance, the queueing delay at router R1 is modeled with a mixture of
Gaussian distribution, Weibull and Generalized Pareto. Furthermore, it has
been observed that the service time and OWTT for R1, R2 and R3 are modeled
with the Generalized Pareto only. The last two columns indicate the value and
the level at which the ﬁtting passed the 5 % ﬁtness limit of E% .
Similar to the ﬁrst two experiments, the RTT has been observed to be inﬂuenced
by the queueing delay and the processing delay whereas the OWTT is inﬂuenced
by the RTT and the service time. Furthermore, it is again observed that the
component distribution that is most dominant and heavy-tailed has a decisive
inﬂuence on the RTT and OWTT.
Finally, another (expected) observation is regarding the increase of heavy-tailedness of the OWTT from R1 to R3, as shown in Figure 4.32 for experiment 3-7.
Table 4.11 presents the modeling results for the e2e OWTT in the third experiment. As expected, the OWTT process is modeled very well with a dual
Generalized Pareto distribution.
Figure 4.33 shows the power spectrum of the delay obtained in experiment 3-7.
Similar to the results obtained in experiment 1-9 and 2-5, it is observed that
the power spectral density is representative for the characteristics of LRD of the
measured process in the sense that it obeys a power law near the origin.
Finally, Figure 4.34 shows the measured one-way delay performance (with regard
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Figure 4.29: Delay distributions obtained in experiment 3-7 at router R1.
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Figure 4.30: Delay distributions obtained in experiment 3-7 at router R2.
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Figure 4.31: Delay distributions obtained in experiment 3-7 at router R3.
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0.4324
–
0.5570
0.7029
–
0.6203
0.6753
–
0.0154

Queueing 0.0182 0.0053 1.1369 0.2303
–
–
–
3-7
Service
–
–
–
–
1.0243 0.0541 0.0265
R1
OW T T
–
–
–
–
0.7473 0.1376 0.04620
Queueing 0.01680 0.0047 0.9994 0.2326
–
–
–
3-8
Service
–
–
–
–
1.0356 0.0542 0.0264
R1
OW T T
–
–
–
–
0.9338 0.1365 0.0546
Queueing 0.0138 0.0053 1.2432 0.2497
–
–
–
3-9
Service
–
–
–
–
1.0304 0.0541 0.0265
R1
OW T T
–
–
–
–
1.2088 0.1274 0.2327

Queueing
3-4
Service
R1
OW T T
Queueing
3-5
Service
R1
OW T T
Queueing
3-6
Service
R1
OW T T

0.0069
–
0.4761
0.6032
–
0.1556
0.7299
–
0.0093
0.6005
–
0.6566
0.6041
–
0.6165
0.9974
–
0.0329

βw

0.4592
–
0.2774
0.4138
–
0.2892
0.3741
–
0.4093

0.4178
–
0.3014
0.2671
–
0.3043
0.3066
–
0.3051

0.7633
–
0.3076
0.3140
–
0.2758
0.0340
–
0.3082
0.55
1.00
0.83
0.55
1.00
0.80
0.33
1.00
0.71

0.53
1.00
0.83
0.35
1.00
0.62
0.30
1.00
0.69
0.40
–
–
0.37
–
–
0.49
–
–

0.46
–
–
0.56
–
–
0.52
–
–

Mixing
prob.
π1
π2

1.16
0.52
0.49
1.18
0.52
0.54
0.46
0.52
0.67

1.04
0.67
0.54
0.66
0.66
0.85
0.81
0.67
0.88

E%

OK-VG
OK-VG
OK-PF
OK-VG
OK-VG
OK-VG
OK-PF
OK-VG
OK-VG

OK-VG
OK-VG
OK-VG
OK-VG
OK-VG
OK-VG
OK-VG
OK-VG
OK-VG

Pass
level

1.3641 0.59 0.33 1.31 OK-VG
–
1.00
– 0.56 OK-VG
0.4801 0.76
– 0.37 OK-PF
1.0694 0.47 0.40 0.73 OK-VG
–
1.00
– 0.56 OK-VG
0.4749 0.71
– 0.44 OK-PF
0.9463 0.2445 0.43 0.54 OK-VG
–
1.00
– 0.55 OK-VG
0.4396 0.83
– 0.58 OK-VG

0.9574
–
0.2677
0.9301
–
0.2504
0.5054
–
0.3563

0.9063
–
0.2267
0.8551
–
0.3231
0.9029
–
0.2982

Generalized
Pareto – tail
αgpt
βgpt
lgpt

–
0.0199
0.0362
–
0.0199
0.0391
–
0.0198
0.0778

αw

Generalized
Pareto – body
αgpb
βgpb
lgpb

0.0180 0.0043 0.9357 0.2118
–
–
–
–
–
–
0.6526 0.0540
–
–
–
–
0.8232 0.1371
0.0176 0.0045 1.1733 0.2388
–
–
–
–
–
–
0.6579 0.0540
–
–
–
–
0.8817 0.1366
0.0158 0.0051 1.1815 0.2621
–
–
–
–
–
–
0.6611 0.0540
–
–
–
–
1.0598 0.1343

σn

Weibull

–
0.0159
0.0298
–
0.0160
0.04433
–
0.0159
0.0810

μn

Gaussian

Queueing 0.0184 0.0040 0.9032 0.2678
–
–
3-1
Service
–
–
–
–
0.5110 0.0540
R1
OW T T
–
–
–
–
0.9577 0.1368
Queueing 0.0164 0.0046 1.1999 0.2883
–
–
3-2
Service
–
–
–
–
0.5059 0.0540
R1
OW T T
–
–
–
–
0.8532 0.1354
Queueing 0.01656 0.0062 1.4398 0.3375
–
–
3-3
Service
–
–
–
–
0.5081 0.0540
R1
OW T T
–
–
–
–
1.2026 0.1349

Experiment

Table 4.8: Modeling results obtained for delays in experiment 3 at R1.
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Weibull

Generalized
Pareto – tail
αgpt
βgpt
lgpt

Mixing
prob.
π1
π2

Table 4.9: Modeling results obtained for delays in experiment 3 at R2.
Gaussian

Generalized
Pareto – body
αgpb
βgpb
lgpb

E%

Pass
level

0.34 0.48 0.58 OK-VG
1.00 – 0.67 OK-VG
0.66 – 0.56 OK-VG
0.20 0.37 1.00 OK-VG
1.00 – 0.67 OK-VG
0.98 – 1.36 OK-VG
0.12 0.27 1.29 OK-VG
1.00 – 0.67 OK-VG
0.31 – 1.62 OK-G

βw

1.0365
–
0.3937
1.2855
–
0.3189
1.1394
–
0.9209

0.35 0.50 0.50 OK-VG
1.00 – 0.52 OK-VG
0.70 – 0.44 OK-PF
0.32 0.53 0.61 OK-VG
1.00 – 0.52 OK-VG
0.64 – 0.50 OK-VG
0.16 0.31 0.74 OK-VG
1.00 – 0.52 OK-VG
0.44 – 0.61 OK-VG

αw

0.3039
–
0.2729
0.1856
–
0.4766
0.4054
–
0.1394

1.1556
–
0.4553
1.3580
–
0.5695
0.9357
–
0.7361

0.34 0.42 0.54 OK-VG
1.00 – 0.55 OK-VG
0.63 – 1.06 OK-VG
0.29 0.33 1.13 OK-VG
1.00 – 0.56 OK-VG
0.87 – 1.48 OK-VG
0.12 0.22 1.44 OK-VG
1.00 – 0.56 OK-VG
0.10 – 1.30 OK-VG

σn

Queueing 0.0191 0.0041 1.0298 0.2560
–
–
–
0.6811
3-1
Service
–
–
–
–
0.5110 0.0540 0.0159
–
R2
OW T T
–
–
–
–
1.2054 0.1386 0.0397 0.5516
Queueing 0.0167 0.0058 1.1097 0.3005
–
–
–
0.5871
3-2
Service
–
–
–
–
0.5083 0.0540 0.0159
–
R2
OW T T
–
–
–
–
0.7691 0.09758 0.4360 0.0133
Queueing 0.0145 0.0056 1.3427 0.2284
–
–
–
0.5916
3-3
Service
–
–
–
–
0.5082 0.0540 0.0159
–
R2
OW T T
–
–
–
–
1.1528 0.4290 1.3879 0.0229

0.3102
–
0.2800
0.2651
–
0.3133
0.2758
–
0.3121

1.3657
–
0.6038
0.8979
–
0.5669
1.3507
–
1.5903

μn

Queueing 0.0192 0.0046 0.9076 0.2763
–
–
–
0.9379
3-4
Service
–
–
–
–
0.6526 0.0540 0.0199
–
R2
OW T T
–
–
–
–
1.2617 0.1388 0.0503 0.4438
Queueing 0.0180 0.0044 0.8469 0.4050
–
–
–
0.2489
3-5
Service
–
–
–
–
0.6567 0.0540 0.0199
–
R2
OW T T
–
–
–
–
1.3786 0.1385 0.0508 0.4256
Queueing 0.0173 0.0075 1.3807 0.2529
–
–
–
0.7772
3-6
Service
–
–
–
–
0.6617 0.0540 0.0198
–
R2
OW T T
–
–
–
–
0.8462 0.1360 0.1467 0.8006

0.2736
–
0.4397
0.6022
–
0.8211
0.2283
–
0.2043

Experiment

Queueing 0.0183 0.0051 0.8447 0.2525
–
–
–
0.4850
3-7
Service
–
–
–
–
1.0255 0.0541 0.0265
–
R2
OW T T
–
–
–
–
0.5125 0.1343 0.0866 0.9092
Queueing 0.0158 0.0056 1.2080 0.2917
–
–
–
0.7788
3-8
Service
–
–
–
–
1.0348 0.0542 0.0264
–
R2
OW T T
–
–
–
–
1.1529 0.1189 0.2632 0.1514
Queueing 0.3088 0.2363 1.0320 0.0913
–
–
–
1.2523
3-9
Service
–
–
–
–
1.0307 0.0541 0.0265
–
R2
OW T T
–
–
–
–
2.8293 4.8514 3.5940 0.7474
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–
1.0254
0.4131
–
1.0412
0.8557
–
1.0752
–

Queueing 0.0232 0.0074 1.3396 0.2285
3-7
Service
–
–
–
–
R3
OW T T
–
–
–
–
Queueing 0.4153 0.4107 1.3525 0.0374
3-8
Service
–
–
–
–
R3
OW T T
–
–
–
–
Queueing
–
–
1.5776 0.0194
3-9
Service
–
–
–
–
R3
OW T T
–
–
2.3757 12.5853

βw

–
0.6520
0.9911
–
0.6583
0.7347
–
0.6635
0.3521

αw

–
0.0541
0.1486
–
0.0542
0.2056
–
0.0542
–

–
0.0540
0.123
–
0.0540
0.1546
–
0.0540
0.2004

–
0.0540
0.1454
–
0.0540
0.3620
–
0.0546
8.6363

–
0.0265
0.1430
–
0.0265
0.7045
–
0.0268
–

–
0.0199
0.3780
–
0.0199
0.0411
–
0.0199
2.3502

–
0.0159
0.2630
–
0.0160
1.7665
–
0.0126
9.9489

Generalized
Pareto – body
αgpb
βgpb
lgpb

Queueing 0.0228 0.0063 1.2569 0.2466
3-4
Service
–
–
–
–
R3
OW T T
–
–
–
–
Queueing 0.0240 0.0073 1.3954 0.2214
3-5
Service
–
–
–
–
R3
OW T T
–
–
–
–
Queueing 0.0818 0.6393 1.3239 1.1212
3-6
Service
–
–
–
–
R3
OW T T
–
–
–
–

σn

Weibull

–
0.5107
0.8514
–
0.5072
0.7731
–
0.9005
1.3010

μn

Gaussian

Queueing 0.0207 0.0067 1.3476 0.2854
3-1
Service
–
–
–
–
R3
OW T T
–
–
–
–
Queueing 0.3139 0.3326 1.4004 0.0515
3-2
Service
–
–
–
–
R3
OW T T
–
–
–
–
Queueing 0.1943 1.0117 0.7562 1.5318
3-3
Service
–
–
–
–
R3
OW T T
–
–
–
–

Experiment

0.6486
–
0.7177
0.8895
–
0.8120
0.0087
–
0.0267

0.6454
–
0.3683
0.7197
–
0.7987
0.7665
–
0.4155

0.5839
–
0.5497
0.6903
–
0.3243
0.4881
–
0.1011

αgpt

0.4206
–
0.3794
0.2439
–
0.1476
0.8168
–
10.7021

0.6119
–
0.1592
0.2667
–
0.2551
0.1366
–
0.1657

0.4815
–
0.0746
0.1700
–
0.1405
0.2741
–
2.5216

1.0526
–
1.0957
0.9758
–
1.0879
5.1660
–
12.2561

0.8260
–
1.5556
1.1081
–
0.7180
1.2943
–
3.2767

0.9543
–
0.8214
1.3373
–
2.1117
2.2882
–
9.0771

Generalized
Pareto – tail
βgpt
lgpt
0.34
–
–
0.19
–
–
0.29
–
–

0.91
0.67
1.79
1.02
0.67
1.70
1.28
2.33
1.01

E%
OK-VG
OK-VG
OK-G
OK-VG
OK-VG
OK-G
OK-VG
OK-G
OK-VG

Pass
level

0.17
1.00
0.41
0.02
1.00
0.04
0.85
1.00
0.55

0.31
–
–
0.26
–
–
–
–
–

1.16
0.55
0.70
1.77
0.56
1.11
0.91
0.58
0.59

OK-VG
OK-VG
OK-VG
OK-G
OK-VG
OK-VG
OK-VG
OK-VG
OK-VG

0.1721 0.3846 1.44 OK-VG
1.00
–
0.52 OK-VG
0.85
–
1.07 OK-VG
0.14
0.29 0.57 OK-VG
1.00
–
0.52 OK-VG
0.22
–
0.67 OK-VG
0.05
0.24 1.94 OK-G
1.00
–
0.52 OK-VG
0.03
–
1.09 OK-VG

0.18
1.00
0.25
0.28
1.00
0.04
0.41
1.00
0.32

Mixing
prob.
π1
π2

Table 4.10: Modeling results obtained for delays in experiment 3 at R3.
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(a) OWTT at R1.
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Figure 4.32: OWTT distributions obtained in experiment 3-7.
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Figure 4.33: Results obtained in experiment 3-7 on power spectrum.

to mean and variance) obtained for all three experiments. It is observed the
strong dependence of the mean and the variance on traﬃc characteristics and
link utilization.
Further, it is also observed that it is the α parameter of the generated traﬃc
that mostly inﬂuences the router behavior at large link utilization. This is of
course the consequence of queueing behavior, which typically shows heavy-tailed
delay performance in the case of LRD traﬃc.
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Figure 4.34: Summary of measured OWTT performance.

Table 4.11: Modeling results obtained for e2e OWTT in experiment 3.
Experiment 3

Generalized

Generalized

Pareto – body

Pareto – tail

αgpb

βgpb

coeﬀ.

E%

Pass
level

αw

βw

π

OWT Te2e

0.4695 0.1059 1.1652

0.5592 0.4437 1.1179

–

–

0.15

0.73 OK-VG

3-2

OWT Te2e

0.7977 0.6360 0.4239

0.6901 0.2605 0.5854

–

–

0.22

0.38 OK-PF

3-3

OWT Te2e

0.8424 0.6584 1.4214

0.0897 1.0901 0.6592

–

–

0.25

0.95 OK-VG

3-4

OWT Te2e

0.7688 0.2742 0.9906

0.5045 0.4538 1.4168

–

–

0.27

0.62 OK-VG

3-5

OWT Te2e

0.7068 0.5094 1.0033

0.6812 0.4689 1.0994

–

–

0.03

0.84 OK-VG

3-6

OWT Te2e

1.2573 0.2823 0.5079

0.3787 0.5899 0.7085

–

–

0.92

0.56 OK-VG

3-7

OWT Te2e

0.0787 0.8280 0.9606

0.7997 0.4325 1.1043

–

–

0.20

0.58 OK-VG

3-8

OWT Te2e

0.5054 0.6177 1.6006

0.9584 0.2456 0.6062

–

–

0.54

0.67 OK-VG

3-9

OWT Te2e

2.3757 12.585 0.0202

0.55

0.49 OK-PF

–

βgpt

Mixing

3-1

lgpb

αgpt

Weibull

–

lgpt

–

10.702 12.256
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4.7.5

Concluding Remarks

It is observed in all experiments that the processing delay in a router, D proc
can be best modeled with the Gaussian distribution. The mean of each Gaussian distribution that models D proc has only positive values that lie within the
expected limits for the type of router used for these experiments (Cisco 3620).
Further, the queueing delay Dq has been observed to be best modeled with
a mixture of two distributions: Gaussian for the body probability mass and
Weibull for the tail probability mass. This mixture distribution models 90 % –
95 % of the probability mass of Dq with good and very good ﬁtness degrees.
Moreover, in experiment 3, a third component added for the modeling the upper tail of Dq (Generalized Pareto) increased the coverage up to 98 % – 99.5 %
of the probability mass in the mixture distribution. The mixture distribution
(Gaussian and Weibull) used for modeling the queueing delay is explained by
the fact that D proc is by deﬁnition part of Dq (Eq. 4.14), and D proc is a Gaussian
process. Furthermore, it is the fBm-characteristics of the generated traﬃc that
creates the Weibull behavior observed in the queueing delay [143].
Another important observation valid in all experiments is that the distribution
for the service time can be well modeled with the Generalized Pareto distribution. This is an expected result because of the way the traﬃc is generated
(truncated Pareto for packet size distribution, as described in Section 4.4.2).
As a consequence, the OWTT can be also modeled with the Generalized Pareto,
either in the form of a single distribution (experiment 1) or as a mixture distribution described by two Generalized Pareto distributions (experiments 2 and
3). The Generalized Pareto is used for modeling both the body probability mass
and the tail probability mass of the OWTT.
As a general comment, it is observed that it is the Hurst parameter H that
mostly inﬂuences the parameters for the modeled distributions. Although the
link utilization Lu inﬂuences the estimated parameters (especially for D proc and
Dq ), it is noted that it is H that mostly aﬀects the estimated parameters for the
modeled heavy-tail distributions.
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Finally, it is observed that the ﬁtness assessment for the modeled distributions
show good and very good ﬁtness degrees for all performed experiments. This
is an encouraging observation considering the large sample space used in the
ML-estimation of the distributional parameters, often more than one million.

4.8

Lessons Learned

The measurement experiments reported in this chapter allow for several important observations. These observations are as follows.

4.8.1

The Kleinrock Independence Assumption

As mentioned in Section 4.3.1, Kleinrock suggested to adopt an M/M/1 queueing
model for each queue in a tandem queueing system regardless of the interaction
of these queues and the LRD properties of the traﬃc streams. Under this assumption, tractable analysis is possible.
According to Eq. 4.3 in Section 4.3, the OWTT delay can be partitioned into
two components, a deterministic delay Dd and a stochastic delay Ds , where Dd
is composed of D prop, Dtr and (partly) D proc and Ds is primarily inﬂuenced by
the router queueing delay Dq . The e2e delay created by the queueing delays in
a chain of routers is thus
N

DQ = ∑ Dq, i

(4.25)

i=1

where Dq, i is the queueing delay in router i. The CCDF of Dq, i is
P(Dq, i > x) = e−ϕi x

(4.26)

and
155

Chapter 4. Delay Models

ϕi = μi (1 − ρi)

(4.27)

where μi is the average service rate on link i and ρi is the utilization factor on
link i, i. e., it corresponds to Lu (Section 4.6). The CCDF of DQ is [161]
N

P(DQ > x) = ∑ θi e−ϕi x

(4.28)

i=1

where

θi =

ϕi
ϕ
− ϕi
j
j=1, j=i
N

∏

(4.29)

and
N

∑ θi = 1

(4.30)

i=1

Equation 4.28 shows that DQ has a CCDF that should decay exponentially. Figure 4.35 shows however that this is not the case. This ﬁgure shows an example of
the CCDF of OWTT obtained in experiments 2-5 and 3-7 and the corresponding
exponential distribution, i. e., an exponential distribution with the same mean
as the measured OWTT for the speciﬁc experiment.
As it can be observed in Figure 4.35, we see a clear diﬀerence between these two
distributions, in the sense that OWTT decays more slowly than the exponential
distribution. The conclusion is that the Kleinrock independence assumption is
therefore not valid in these experiments.

4.8.2

Packet Size

The distribution of packet sizes plays an important role in the estimation of
router delay. The performed experiments have clearly shown that packet sizes
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(a) OWTT vs. exponential
distribution (exp. 2-5).
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(b) OWTT vs. exponential
distribution (exp. 3-7).

Figure 4.35: OWTT vs. exponential distribution.

are not exponentially distributed, but they are heavy-tailed. As shown in Tables 4.4, 4.6, 4.8, 4.9 and 4.10 packet sizes are well modeled with the Generalized
Pareto distribution. Furthermore, when considering real traﬃc [31], the distribution of IP packet sizes exhibits sharp peaks at a few TCP-speciﬁc sizes, i. e.,
40 bytes (TCP-ACKs), 1 500 bytes (MTU for Ethernet and many WAN links) and
576 bytes for TCP/IP stacks that do not use path MTU discovery. Other peaks
do exist as well, e. g., at 56 bytes (ICMP-echo).
The distribution of packet sizes can therefore be considered as being a superposition of common packet sizes (MTUs, ACKs) and sizes of the last packets in TCP
ﬂows. Such distributions typically resemble power functions, which has been observed in these experiments as well. An appropriate theoretical queueing model
for IP packet sizes is therefore General (G) and models like M/G/1, BMAP/G/1
or G/G/1 are more suitable for modeling the queueing systems in routers.
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4.8.3

End-to-End Delay

The distribution of a sum of independent random variables whose individual
distributions are known, is obtained by convolution. This operation is equivalent
to multiplying individual functions in the frequency domain. Our experiments
show however that this is not the case in a chain of IP routers, due to the
dependence that may exist among queueing delays in diﬀerent routers.
Assume a number of N M/G/1 queues with load ρi (i = 1, . . . , N) where all
queues have IID service times given by a common PDF f (t) and therefore, identical Laplace-Stieltjes Transform (LST) denoted by Fi (s). If wi denotes the
waiting time in queue i, wi (x, ρi ) the PDF and Wi (x, ρi ) the Cumulative Distribution Function (CDF) of wi , then the Pollaczek-Khinchin formula can be used
to calculate the LST of the delay in an M/G/1 system [105]:
W (s, ρi ) =

1 − ρi
1 − ρiFˆi (s)

(4.31)

where Fˆi (s) is the LST of the remaining service time, i. e.,
1 − Fi (s)
Fˆi (s) =
s fi

(4.32)

and fi is the mean service time, i. e., fi = E [Fi (s)]. Accordingly, the PDF of the
sum of waiting times in N queues, i. e., w = w1 + w2 + . . . + wN , yields the convolution of the waiting times in each queue, provided that they are independent.
Then, the LST of the convolution is [197]
N

1 − ρi
ˆ
i=1 1 − ρi Fi (s)
N

W (s, ρ1 , . . . , ρN ) = ∏ W (s, ρi ) = ∏
i=1

(4.33)

This result implies that the e2e delay in a tandem queueing system can be completely described by the convolution product of the individual delay components
at each queue. Our experiments show however that this is not the case. For instance, Figure 4.36 shows two examples of e2e delay measured in experiment 3-7
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(a) e2e OWTT convolution at MP05.
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(b) e2e OWTT convolution at MP06.

Figure 4.36: e2e OWTT in experiment 3-7.

in a chain of two (Figure 4.36(a)) and three (Figure 4.36(b)) routers. The ﬁgure
also illustrates the individual router delays as well as the convolution products
of these delays obtained in the case of two and three routers, respectively. It
is clearly observed the diﬀerence between the e2e delay and the convolution
product of individual router delays. Furthermore, it is also observed that this
diﬀerence is most signiﬁcant in the tail of the delay distribution.
The conclusion therefore is that the e2e delay in a chain of routers is not given
only by the convolution product of individual router delays. This is because of,
e. g., correlations that may exist among queueing delays in the diﬀerent routers.

4.8.4

Router Delay

Similar to the observations done on the e2e delay, it is also noted that the delay
in a router is not given by the convolution product of queueing time and service
time. This is due to crosscorrelations that may exist between interarrival times
and packet service times within the same router. This observation is sustained,
e. g., by the results obtained in experiment 1-9 (Figure 4.37). This is especially
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observed in the case of OWTT (Figure 4.37(b)), with a clear diﬀerence between
the measured OWTT and the convolution product of the RTT and service time.
This diﬀerence is most signiﬁcant in the tail of the OWTT.
In other words, the formula

F(x) = p · F1(x) + (1 − p) · F2(x)

(4.34)

0
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is not suﬃcient in this case. Here F(x) represents the CDF of OWTT, F1 (x) the
CDF of RTT , F2 (x) the CDF of service time and p is the probability mass for
the body of the OWTT distribution. Consequently, (1 − p) corresponds to the
tail probability mass in the OWTT distribution. There are more parameters
contributing to the OWTT, such as crosscorrelations that may exist between
interarrival times and packet service times.

Router Transit Time
Convolution(Queueing, Minimum delay)
Queueing time
Minimum delay
−1

One−Way Transit Time
Convolution(Service time, Router Transit Time)
Router Transit Time
Service time
0

log10 x

(a) Convolution of RTT components.

0
log10 x

(b) Convolution of OWTT
components.

Figure 4.37: Convolution of delay components in experiment 1-9.
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4.9

Summary

The e2e delay is an important QoS parameter for the emerging new Internet-based
applications and real-time services. These applications are strongly inﬂuenced
by the network load, background traﬃc, number of hops, etc. Consequently, it
is essential for ISPs to dimension and operate the networks in such a way that
the e2e delay is kept within acceptable limits regarding the requirements for new
services and applications.
This chapter reported on a measurement study of OWTT in IP routers. For this
study, a novel measurement system was developed for delay measurements in IP
routers, which follows speciﬁcations of IETF RFC 2679. The system uses both
passive measurements and active probing and oﬀers the possibility to measure
and to analyze diﬀerent delay components of a router, e. g., packet processing
delay, packet transmission time and queueing delay at the output link. Dedicated application-layer software is used to generate UDP traﬃc with TCP-like
characteristics. Pareto traﬃc models are used to generate self-similar traﬃc in
the link.
A set of experiments have been performed on IP routers with the main focus to
measure the OWTT delay. The experiments emulate diﬀerent scenarios that are
often found in real networks and focus on the delay process in a router with and
without other interfering traﬃc as well as router delay in a chain of routers.
The measured delay was analyzed and modeled with regard to the distributional
properties for the various delay components and the e2e OWTT. The reported
results are in the form of several important statistics regarding processing and
queueing delays of a router, router delay for a single data ﬂow, router delay for
several data ﬂows as well as e2e delay for a chain of routers.
The performed experiments conﬁrm results reported earlier regarding the fact
that the delay in IP routers is generally inﬂuenced by traﬃc characteristics, link
conditions and, to some extent, details in hardware implementation and diﬀerent
IOS releases. The delay in IP routers may also occasionally show extreme values,
which are due to improper functioning of the routers.
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Furthermore, new results were obtained that indicate that the delay in IP routers
shows heavy-tailed characteristics, which can be well modeled with the help of
three distributions, either in the form of a single distribution or as a mixture of
two distributions. There are several components contributing to the OWTT in
routers, i. e., processing delay, queueing delay and service time.
These results showed that, e. g., the processing delay in a router can be modeled
with the Gaussian distribution and the queueing delay is well modeled with a
mixture of a Gaussian distribution for the body probability mass and a Weibull
distribution for the tail probability mass. It was also observed that OWTT is
well modeled with the Generalized Pareto distribution.
The modeling methodology has generally showed good and very good ﬁtting
degrees. Furthermore, the OWTT delay process has several component delays
and it was observed that the component delay distribution that is most dominant
and heavy-tailed has a decisive inﬂuence on OWTT behavior.
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Chapter 5

Performance of Overlay
Multicast Networks
Where performance is measured, performance improves. Where performance is
measured and reported, the rate of improvement accelerates.
– Thomas S. Monson

Abstract
This chapter reports on a performance study done on overlay networks. Three
fundamental categories of overlay multicast networks and associated algorithms
are considered, and their advantages and drawbacks are pointed out.
The performance of the overlay multicast protocols is evaluated by simulation
with reference to a detailed set of performance metrics that capture both application and network level performance.
Furthermore, particular interest is given to the issues of scalability, protocol
dynamics and delay optimization as part of a larger problem on performance163
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aware optimization of the overlay networks. Description of a dedicated simulator
developed for these experiments is provided as well.

5.1

Introduction

The goal of overlay multicast networks is to create and to maintain eﬃcient
multicast topologies among the multicast participants as well as to minimize
the performance penalty involved with application layer multicasting. Several
performance metrics have therefore been deﬁned to characterize the multicast
communication service and impacts on the network.
The performance study presented in this thesis focuses on the performance comparison of the protocols under study with regard to several overlay performance
metrics, e. g., resource usage, eﬃciency, control overhead. This further relates to
the scalability of the protocol with increasing number of multicast participants.
In addition, a comparison of the link stress and link stretch is provided so as to
assess the quality of data delivery for an overlay path.
Since overlay multicast protocols are operating at the application level, they
suﬀer from two main drawbacks, i. e., a higher delay and less eﬃcient utilization
of the available bandwidth. In order to get a better assessment of the operation
of these protocols in “real-world”-like conditions, the packet delay at network
level is selected from a heavy-tailed distribution, as observed in our experiments
(Chapter 4).
Three categories of overlay multicast networks are investigated, namely Application Level Multicast Infrastructure (ALMI), an implementation of End System
Multicast (ESM), Narada, and NICE is the Internet Cooperative Environment
(NICE). These architectural solutions have been selected because of their representativeness for the concept of overlay ALM networks. In addition, these
solutions also closely match the scope of the future research.
Moreover, a sequence of directed unicast communication at the Application
Layer (AL) is evaluated for comparison purposes. The performance study of the
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overlay multicast protocols is evaluated with reference to a set of performance
metrics that capture both application and network level performance.

5.2

Challenges in the Design of Overlay Networks

Typically, overlay multicast networks involve four classes of algorithms [61]:
• Overlay setup, when the physical overlay infrastructure is deployed. The
overlay nodes are typically PCs or devices with large amounts of permanent
storage (blade routers). Accordingly, the software for overlay multicast
network is deployed on the overlay nodes and, possibly, on the involved
routers.
• Topology construction, where a distribution topology is constructed for
every multicast group together with the involved nodes. Dedicated performance metrics are used in this phase, which depend upon the speciﬁc
topology and the associated distribution algorithm.
Furthermore, another important algorithm is regarding the overlay maintenance, which is used to adapt the overlay network to changes in network
conditions and node availability.
• Content distribution, which is an algorithm used for reliable content distribution over the distribution topology. This algorithm may diﬀer depending upon the speciﬁc conditions for the content. For instance, real-time
streaming means that the transmission must be quickly relayed by all
nodes with an eventual short-time storage.
On the other hand, algorithms involved in the distribution of latencyinsensitive applications do have other policies, e. g., optimal resource provision.
• End-user subscription, which may demand for sophisticated models, based
upon the speciﬁc situations and agreements existent among end-users,
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network operators and content providers.
The design of overlay multicast networks is a sophisticated process, which involves addressing a number of issues. For instance, a fundamental characteristic
of overlay multicast networks is that they decouple the multicast procedure from
the basic unicast infrastructure, with the consequence that the deployment of
overlay multicast networks is easy when compared to IP multicast.
This means that end hosts only need to maintain state for the multicast groups
they participate into, to compare with the complexity of similar tasks implemented in the stateless IP routers. This feature has deﬁnitely positive impact
on scalability when comparing to multicast IP routing. The question however
is what is the relative impact of the speciﬁc architecture used in the design of
overlay multicast networks.
There are several advantages of overlay multicast networks compared to IP multicast networks. The most important ones are:
• Adaptability with reference to speciﬁc conditions. Overlay networks are
typically very ﬂexible and have control mechanisms for adapting the network with regard to, e. g., robustness, management, QoS-based routing,
network heterogeneity.
• Robustness to changing network conditions. Due to the adaptable nature
of the overlay networks and the increased control, an overlay network is
expected to be much more robust than IP network.
• Better QoS facilities. One of the most important feature of overlay networks is the presence of QoS path selection algorithms as part of overlay QoS routing [93]. Optimization algorithms like Self-Adaptive Multiple
Constraints Routing Algorithm (SAMCRA) for unicast routing [109], Multicast Adaptive Multiple Constraints Routing Algorithm (MAMCRA) for
multicast routing [108] and Particle Swarm Optimization (PSO) [67] can
be used to solve the problem of path selection in overlay networks.
Generally, such algorithms must be able to handle issues like multiple
constraints, dynamic environments, provision of reliable multicast com166
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munication and real-time performance demands [93]. In spite of their
complexity, such algorithms may provide several advantages with reference to the solutions used for IP QoS, i. e., Integrated Services (IntServ)
and Diﬀerentiated Services (DiﬀServ) [176].
• Simplicity in deployment and development, which means that overlay networks do not require changes to the existing Internet infrastructure, with
the exception of additional servers or nodes.
• Flexibility in selecting the nodes. The overlay multicast networks allow for
ﬂexibility of diﬀerent degrees in selecting the nodes that perform multicast
functionality, as mentioned in Chapter 3.
At the same time, there are a number of challenges that must be addressed in
the design and development of overlay networks. The most important challenges
are:
• Group dynamics. Overlay multicast networks must eﬀectively handle the
dynamic behavior of the participating overlay nodes. New members may
join the multicast group and, at the same time, some other members may
leave the multicast group. Such changes may happen at diﬀerent time
points and the overlay multicast algorithm should allow for such changes
in a seamless fashion and with as small as possible changes in the routing
tables.
Due to the fact that joining and leaving nodes may take interior positions,
the interior structure of the multicast topology is aﬀected. Graph reconstruction in the case of joining nodes and recovery from node leave must
therefore be done. A joining node may graft a new branch onto the speciﬁc graph and a leaving node may cause an existing branch to be pruned
from the graph.
A speciﬁc challenge related to group dynamics is the need to handle the
presence of high churn rates as observed in P2P networks [21, 173]. A
serious consequence of high churn rates is that the topology is very dynamic, which makes it diﬃcult to provide QoS guarantees. Techniques
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like performance-aware adaptation and multiple trees are usually used for
solving this challenge.
• Architectural heterogeneity and network dynamics are other critical issues
that aﬀect the architectures and models used by the overlay network. The
QoS of the services oﬀered by the overlay network is accordingly aﬀected.
To solve this problem, diﬀerent techniques can be used, which depend
upon the architectural solution used.
Examples of such techniques are algorithms used for the discovery of nodes,
algorithms used for topology construction, mechanisms for fast fault detection and repair, performance-aware adaptation, multiple trees, and rate
adaptation.
• Scalability. In the case of overlay networks, scalability refers to two possible situations. These are in terms of the number of members existent in a
multicast group and in terms of the number of concurrent groups existent
in an overlay network, which is a totally diﬀerent issue.
Scalability means that the process of increasing the number of members
in a multicast group or the number of groups in an overlay network should
not require much resources and time. Furthermore, there are two main
classes of algorithms used in building overlay multicast networks, namely
using centralized or distributed topology building algorithms [65]. These
algorithms form a rich family of protocols that reﬂect the large diversity
of objectives in building overlay multicast topologies.
Most of the current architectural implementations of overlay multicast networks can be placed in this taxonomy, with the consequence of particular
performances for scalability.
• Bandwidth limitations. Another fundamental aspect in the design of overlay networks is regarding the supply bandwidth, which is unknown at
overlay multicast networks [80]. This is because the nodes perform replication and forwarding, and must have enough bandwidth to accommodate
this demand. Furthermore, a common issue in overlay multicast networks
is that all nodes supplying bandwidth are themselves receivers viewing the
broadcast.
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This limitation is further exacerbated because of the forwarder heterogeneity in overlay networks and the possible presence of Network Address
Translators (NATs) and proxies. Because of this, the supply bandwidth is
unknown, with the consequence that the system does not know how many
nodes it can support at a given time instance. This is in contrast with the
situation in IP multicast, where information about all supply bandwidth
is known before the system is activated.
• Performance optimization. The performance of most overlay multicast
networks is usually lower than that of IP multicast networks. There are
several aspects that aﬀect the performance in overlay multicast networks,
e. g., the type of topology created, the algorithm used for dynamic topology
adaptation, the performance metrics considered, the per-host proﬁling and
the solution used for QoS multicast routing [65, 130].
Guaranteeing QoS in multicast networks is particularly diﬃcult to do, since
this is in direct conﬂict with optimal resource utilization. Particular tradeoﬀs need to be made between QoS optimization and resource utilization,
where an important dimension is the monetary cost.
It is also important to mention that diﬀerent architectural solutions developed for overlay multicast networks may not consider performance as
the primary target but use other parameters, e. g., robustness, scalability,
ease of deployment. As a consequence, the topology created for these architectures deliberately include more redundant paths, which may aﬀect
the performance.
On the other hand, there are architectural solutions where the focus is on
performance, albeit less so than in IP multicast networks. Such solutions
usually involve more complex algorithms for topology maintenance and
a more powerful signaling system to help monitoring the network and
adapting the topology according to the speciﬁc network conditions.
Examples of metrics that can be considered for optimization are: optimal
rate allocation, optimal distribution tree, minimum number of hops, average or largest source-speciﬁc delay, average or largest group-shared delay,
relative delay penalty with reference to the unicast delay, cost [71].
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• Management complexity. The overlay network must be able to handle
catastrophic events in the Internet like, e. g., security attacks and physical failures. Given the complexity of overlay networks, the management
facilities needed for setting up the network, maintenance and provision of
expected performance is a diﬃcult task.
Moreover, the physical maintenance should be minimized and, if possible, eliminated. Network management usually involves the presence of
functions like network and performance monitoring and fault-tolerance.

5.3

Multicast Algorithms

Today, there are a number of architectural solutions and implementations for
overlay multicast networks, such as those described in Chapter 3. The three
main categories of overlay multicast networks described in Chapter 3 are Peerto-Peer (P2P) multicast, Overlay Multicast (OM) and Waypoint Multicast (WM),
each speciﬁcally developed for special conditions and purposes.
Generally, an overlay multicast network has two topologies associated with it,
namely the data topology and the control topology. Periodic messages are usually exchanged among the members in the control topology to identify and to
recover from situations created by group changes. On the other hand, the data
topology, which is usually a subset of the control topology, is composed of data
paths involved in data distribution through the multicast group.
An interesting taxonomy of overlay multicast networks is the one described in
[65, 64] and illustrated in Table 5.1.
Two classes of algorithms are deﬁned for building overlay multicast networks,
which are based on using centralized or distributed topology building algorithms.
The centralized algorithms use centralized algorithms for control and data distribution. They can be further partitioned into two classes, namely with full
membership knowledge and with partial membership knowledge. Examples of
protocols using centralized algorithms with full membership knowledge are Host
Based Multicast (HBM) [169] and, with partial membership knowledge, ALMI
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Table 5.1: A taxonomy of overlay multicast networks.
Centralized
Algorithm

Partial membership knowledge

ALMI

Full membership knowledge

HBM, IMA

Mesh First
Distributed

Infrastructure

Bayeux

Coordinates

Delaunay

RPF

Algorithm
Tree First

Routing

triangulation

Narada, Scattercast

Tree/mesh

YOID

Limited Scope

Overcast, TBCP, HMTP

Clusters

NICE, SHDC

[151].
On the other hand, distributed algorithms construct control and data topologies
in a distributed way. These algorithms can be, e. g., classiﬁed based on the way
they create the overlay topology. There are two diﬀerent categories considered
here, which are mesh-ﬁrst and tree-ﬁrst [13, 65].
In the mesh-based architecture, the group members ﬁrst organize themselves in
an overlay mesh topology with the help of a distributed control mechanism. A
routing protocol is then used to compute unique overlay paths among members
of the multicast group. For instance, a source-speciﬁc tree topology routed at
any group member can be created by using the popular Reverse Path Forwarding
(RPF) protocol used in IP multicasting [46].
Examples of such protocols are Narada [40] and Scattercast [38]. Other protocols
use other mechanisms, e. g., they ﬁrst assign an arbitrary coordinate to each
member and then perform Delaunay Triangulation (DT) [123] or Bayeux [196].
Protocols using the tree-ﬁrst approach ﬁrst construct a distribution tree with the
help of a distributed control mechanism. Subsequently, each member discovers a
few other members of the multicast group that are not neighbors in the multicast
tree. Based on that, additional control links are established and maintained to
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these members.
There are several architectural implementations based on the tree-ﬁrst concept.
Among them we mention the following: YOID [78], Overcast [100], Tree Building Control Protocol (TBCP) [131], HMTP [195], NICE [14], Scalable Adaptive
Hierarchical Clustering (SHDC) [132] and ZIGZAG [182].
is an architecture where the data delivery tree is directly created at the
beginning of the multicast session and where there is a direct control over different elements of the tree structure, e. g., the selection of tree neighbors. This
is in direct contrast to the mesh-ﬁrst approach, where the control is done in
an indirect way, with the consequence of dependence of data delivery on the
quality of mesh topology. On the other hand, architectures like Overcast, TBCP
and HMTP rely on a recursive algorithm to build up the tree.

YOID

This means that a newcomer ﬁrst contacts the tree root, then selects the best
node (with reference to some parameter of interest) among the children of the
root, and ﬁnally the top-down procedure is repeated until an appropriate parent
is found.
Other solutions, like NICE, SHDC and ZIGZAG, use the so-called clustering concept, where a hierarchy of clusters is ﬁrst created. Cluster means that a set of
nodes are “close” to each other with reference to some parameters of interest.
Newcomers recursively cross the hierarchy to ﬁnd out the best cluster.
Another important class of protocols for constructing overlay multicast networks
with good scalability performance is based on using the so-called “implicit approach” [13]. Implicit approach means that a control topology with speciﬁc
properties is ﬁrst created and then the data delivery paths are implicitly deﬁned on the control topology by some packet forwarding rules that deﬁne the
speciﬁc properties of the control topology to create loop-free multicast paths.
Thus, in an implicit approach the mesh and the tree topologies are simultaneously deﬁned by the protocol, and no other interactions are needed to generate
one from another. Protocols like NICE [14], Multicast CAN (M-CAN) [164] and
Scribe [34] are considered to belong to the “implicit approach” class.

172

5.3. Multicast Algorithms
uses a tree-ﬁrst approach to construct an hierarchical distribution tree,
M-CAN uses a virtual d-dimensional Cartesian coordinate space for the constituent members, and Scribe uses AL multicast to disseminate data on topicbased publish-subscribe groups. Scribe is built on top of Pastry, which is a P2P
overlay used for object location and routing [170].

NICE

The following three protocols have been selected for further performance study
and analysis: ALMI, Narada and NICE. The reason is that these protocols are
quite representative for the analysis of overlay multicast networks, based on
their concept, relevance for the study and complexity.

5.3.1

ALMI

Application Level Multicast Infrastructure (ALMI) is an application-level group
communication middleware designed to support multicast groups of small sizes
(in the order of tens of members) with many-to-many semantics (also known
as n-to-m multicast) [151, 176]. ALMI has been designed and implemented such
as to avoid the support of the network infrastructure allowing so for simpliﬁed
deployment and conﬁguration at the cost of a small increase in traﬃc load. ALMI
consists of a session controller and multiple session members (Figure 5.1).
The session controller is a program instance placed in a dedicated server, which is
located at an easily accessible place. On the other hand, the session members are
organized into a shared-tree topology by using bidirectional links. As observed
in Figure 5.1, the session data is disseminated along the tree, whereas the control
messages are unicasted between each member and the controller. A Minimum
Spanning Tree (MST) is calculated by the controller, based on the measurement
updates received from all members.
Periodical probes are used in the data tree to measure the application-level
performance with reference to some metric of interest, e. g., round-trip response
delay. These measurements are reported to the controller, which uses them as
costs to compute the MST.
To avoid loops, two neighboring members receive a designation of parent and
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Figure 5.1: Overview of ALMI architecture.


child. This relationship distinguishes the two group members for control purposes only, and it does not indicate the direction of data ﬂow. A relaying
procedure is used for data transfer across the multicast tree, in a way similar
to the procedure used in IP multicast. The data transfer between two adjacent
group members can be reliable or unreliable by using TCP and UDP, respectively.
Malicious members are identiﬁed by the controller, and purged from the tree.
Further implementation details of ALMI are available in [151, 176].
The main advantage of the ALMI architecture is given by the centralized approach used for control, which greatly simpliﬁes the routing procedure. The
drawback, however, is that a single controller constitutes a single point of failure for all control operations related to the group. This problem can be solved
by using a so-called “back-up” controller, which is normally operating in standby mode and only provides back-up support in the case of failure of the main
controller.
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Furthermore, the fact that the data paths are distinct from the control paths
oﬀers the advantage of low performance degradation and graceful group termination in the case of critical failures in the control network. On the other hand,
critical failures in the data network automatically aﬀects the performance.

5.3.2

Narada

The Narada1 architecture is somewhat similar to ALMI in the sense that it uses
a special designated host, called a Rendezvous Point (RP), to bootstrap the
join procedure of a new group member [13, 40, 64]. In fact, most overlay multicast networks use entities equivalent to the RP in Narada to initiate the join
mechanism. The Narada protocol operation is illustrated in Figure 5.2.
uses a two-step procedure to construct topology trees. First, it constructs
a richer connected graph, i. e., a mesh, to support multi-source applications.
In the second phase, Narada uses well-known routing algorithms to construct
Spanning Trees (STs) of the mesh, with each tree rooted at the corresponding
source.

Narada

When a new group member joins a Narada group, it ﬁrst obtains a list of existent
group members from the RP. The new member randomly selects a number of
existent members and attempts to join them as neighbor (Figure 5.2(c)).
Periodical probes are sent among neighbors, to inform each other of changes in
the group formation. Every change is propagated through the mesh to all group
members. The consequence of this is the presence of a rather high aggregate
control overhead in Narada, in the order of O(N 2 ), where N is the group size.
Because of this, Narada is most eﬃcient for small group sizes. The advantage is
better robustness in recovery from failures (Figure 5.2(b)).
The members of a group run then a routing protocol to compute unicast paths
among all pairs of members of the mesh. Narada runs a variant of the standard
Distance Vector (DV) algorithms on top of the mesh. It uses the well-known Re1 Narada is an implementation of ESM. The name Narada is Sanskrit and represents a
Hindu divinity often portrayed as a traveling monk that visits distant worlds or planets.
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Figure 5.2: Exempliﬁcation of Narada protocol operation.





verse Path Forwarding (RPF) algorithm to construct per-source (reverse) shortest path STs for data delivery with any speciﬁc member as the source.
Furthermore, periodic reﬁnements are done at mesh edges to improve the quality
of data delivery paths, function of the speciﬁc mesh conditions in terms of
topology changes (Figure 5.2(d)). Further implementation details of Narada are
available in [13, 40, 64].
Mesh topologies are good solutions for multicast communication, based on the
fact that they allow for constructing trees optimized for individual sources, yet
allowing to abstract out group management functions at the mesh level rather
than replicating them across multiple trees. This means that Narada enables
application customizable solutions for overlay multicast networks.
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In contrast, single shared trees are sensitive to a central point of failure and they
are not optimized for a particular individual source. Furthermore, explicitly constructing multiple overlay trees, i. e., one tree for each source, has the drawback
that one needs to deal with the overhead of maintaining and optimizing multiple
overlays [40].

5.3.3

NICE

NICE is an implicit protocol where the typical feature is that it arranges the
members into a hierarchical control topology (Figure 5.3(a)) [13, 64]. The basic
operation of the protocol is to create and to maintain the hierarchical topology
irrespective of the behavior of the group members, whether they join or they
leave the multicast group.

This topology structure deﬁnes the overlay multicast data paths and it is crucial
for the scalability performance at large groups. The data distribution path in
NICE is illustrated in Figure 5.3(b) and 5.3(c) for two diﬀerent locations of the
sources in the multicast tree.
The NICE topology is created by assigning new members to diﬀerent levels (or
layers) in the hierarchy (Figure 5.3(a)). Furthermore, the members in each
layer are partitioned into a set of clusters, where each cluster has a Cluster
Leader (CL) and a size between k and (3k − 1), where k is a constant.
The CL is selected such as to be the graph-theoretic center of the cluster in the
sense that the CL has the minimum of maximum distances to all members in
the cluster. Consequently, a new joining member is able to quickly ﬁnd out the
appropriate position in the hierarchy by using a very small number of queries
to other CLs to ﬁnd the closest cluster to itself (Figure 5.3(d)). Similar to ALMI
and Narada, periodic probes are exchanged among the members of each cluster.
shows good performance with respect to the maximum path length, which
is O(log N) and with respect to the maximum tree degree, which is O(log N) [13].
The average control overhead is constant. It is therefore expected that implicit
protocols like NICE are beneﬁcial to very large multicast groups, which can be

NICE
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Figure 5.3: Exempliﬁcation of NICE protocol operation.

easily adapted for latency-sensitive applications (because of short path lengths)
as well as for high-bandwidth applications (because of the low tree degree).

5.4

Simulation Environment

For the Application Layer Multicast (ALM) simulation study presented in this
thesis, we used the myns simulator [12], further developed for our purposes. The
simulation engine is modiﬁed to generate heavy-tailed delays for each participating node in a multicast session. Further, the runtime scripts are modiﬁed to
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allow for simulating the churn behavior of the participating nodes. In addition,
the nodes and agents are adapted to evaluate the overlay performance metrics
as described in Section 5.6.
The myns simulator incorporates the GT-ITM topology generator and implements the Narada and NICE ALM protocols. Further, an implementation of a
sequence of directed unicasts at application level is also provided, which can be
used as a template for further implementations of various ALM protocols in the
myns simulating engine.
The myns simulator oﬀers a simple and easy platform for implementing application layer and P2P protocols. Since the simulation platform integrates the
GT-ITM topology generator it also allows for testing the protocols in the context
of larger networks.
The publicly available distribution of the simulator2 includes implementations
of two ALM protocols (Narada and NICE), together with simple examples of valid
simulation runtime scripts.
The simulation engine is implemented in C++ with the main ALM protocol
classes implemented based upon inheritance. The main classes, from which
the ALM protocols inherit, implement all generic elements required for basic
protocol communication, e. g., agent (Appendix A.3), node (Appendix A.6),
scheduler, routing, graph, timer, etc.
Simulator operation is achieved through script parsing. The runtime scripts
can either be manually conﬁgured as for the case of simpler topologies containing only a few nodes, or more complex GT-ITM generated topologies, parsed
by the simulation engine as in the case of topologies requiring several hundred/thousands of nodes (Appendix B.1).
In addition, the ALMI protocol architecture is implemented and integrated in
the myns simulation engine. The implementation closely follows the deﬁnition
of ALMI protocol operation as described in [151, 176].

2 Available

online: http://www.cs.umd.edu/∼suman/research/myns/
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5.4.1

Model Classes

The C++ implementation of the protocols presented in this thesis integrate several classes, bringing together both protocol speciﬁc and protocol independent
elements.

Protocol Speciﬁc Nodes: each node in this class implements protocol dependent functions (Appendix A.4). All nodes implement speciﬁc constructors
and destructors as well as functions for packet handling, e. g.,
• ALMI::specific_tx_pkt;
• ALMI::specific_rx_pkt_handler;
• ALMI::display_on_stop_simulation;
Further, the protocol speciﬁc nodes inherit all functionality from a generic Node
class. This allows for proper handling of routing messages among participating
nodes, as well as start(), stop() and initialize() of a node. Each node
is thus able to forward, receive and transmit protocol speciﬁc packets.

Protocol Speciﬁc Packet: the protocol speciﬁc packet classes implement
protocol speciﬁc message handling, such as JOIN_QUERY, GRAFT_PARENT,
REJOIN (Appendix A.5).

Agent: the agents in the myns simulator are equivalent to end hosts. Each
agent attaches to a single node in the simulated topology. The simulator allows
for two main types of agents: rendezvous and regular.
Each agent type must be instantiated and deﬁned by the particular protocol.
For instance, a rendezvous agent in ALMI corresponds to the controller while
a regular agent corresponds to an ALMI node.
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Routing: routes in myns are statically generated and pre-computed. Edges
in the generated topology can be explicitly deﬁned, or a GT-ITM topology can be
loaded at runtime in which case edges are already deﬁned within the generated
topology.

Scheduler and Timer: all simulation events can be pre-scheduled to occur at
speciﬁc times, e. g., an agent starts or stops, stopping the simulator. In addition,
an agent can be scheduled to source a stream of data packets.
The stream of packets can be either constant, i. e., identical inter-packet
times for simulating for instance streaming sources, or uniform, i. e., interpacket time uniformly distributed between 0 and a user deﬁned value (i. e.,
gap_between_pkts).

5.5

Churn Models

The advantage of having a highly dynamic network structure for overlay networks comes however at a cost, which is because of the imprecise states associated with the process of node join and node leave. Churn is deﬁned to be a
process that characterizes the node arrival and departure in an overlay network.
The node departure can be either of type graceful leave or due to node failure
because of some reason.
The change in the set of participating nodes is an important phenomenon that
has serious impacts on the performance of overlay networks. Consequences
like dropped overlay messages, routing failures, data inconsistency, increased
bandwidth usage, transitive eﬀects and other user-related experiences like, e. g.,
increased delay and jitter are typically associated with churn [83, 166].
This means that overlay networks must be able to tolerate failures as they occur
and to smoothly recover from their eﬀects. Furthermore, churn has important
impacts on the evaluation of overlay performance as well.
The research on measurements and modeling of churn in P2P systems is rather
181

Chapter 5. Performance of Overlay Multicast Networks
limited [18, 21, 83, 166]. Several empirical studies have been done so far,
where the main focus has been on ﬁle-sharing systems and on structured overlay networks (e. g., Chord-based DHTs, Gnutella, Pastry, Napster, FastTrack, Kazaa)
[21, 42, 83, 87, 166, 172].
For instance, Saroiu et al. reported results on Napster and Gnutella showing that
the median session time is about 60 minutes [172]. In addition, in the case
of Gnutella this result was corroborated by Ilie [92, 94]. Chu et al. observed
that 31 % of the observed sessions were shorter than 10 minutes, and less than
5 % observed sessions were longer than 60 minutes [42]. Gummadi et al. did
measurement studies on Kazaa and they observed a median session time of 2.4
minutes and that 90:th percentile session length was of 28.25 minutes [87]. Similar studies have been done on diﬀerent Web sites and Skype superpeers as well
[83].
Generally, there are two ways to model churn [21]. The ﬁrst model is based
on assuming churn as a global process, where nodes join and leave the overlay
network [83]. The global join process is usually modeled by a Poisson process,
whereas the leave process is modeled in diﬀerent ways depending upon the type
of leave.
The second model is based on specifying a distribution for the time a peer
spends in the system (On time) or outside the system (Off time). Usually, the
individual times spent by nodes in the system (TOn ) or outside the system (TOff )
are considered to be exponentially distributed with means E[TOn ] and E[TOff ].
The ﬁrst model has the advantage that it is simple, but the drawback is because
the number of nodes joining a system within a speciﬁc time interval is independent of the current size of the system. This feature may have a noticeable
impact in small overlay networks.
The second model oﬀers the advantage of using more detailed models but at the
price of more complexity involved in modeling churn. This model has also the
drawback of not considering the particular type of process characterizing the
On and Off behavior. It has, for instance, been observed that failure rates may
signiﬁcantly vary with daily, weekly and monthly patterns [35].
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We use a simple model for churn in our simulations. Given the simplicity of the
ﬁrst churn model and that the maximum number of nodes in our simulations is
1 024, we model churn as a global process but associated with a strict control
over the number of nodes that undergo churn. By this, we have the advantage
of shorter simulation times, which is further combined with the advantage of
simplicity of the churn model.
Figure 5.4 shows the model of churn used in our experiments. A node lifetime
is considered to be the time passed from the ﬁrst join of a speciﬁc node until
the ﬁnal leave of the same node. The node lifetime may contain several session
times of the speciﬁc node. The session time represents the time passed between
the moment the node joins the overlay network until the node subsequently
leaves the network.
In this context, it is important to mention that, in general, churn times have been
observed to be in the range of several consecutive hours in the case of traditional
P2P applications [181]. We are aware of this fact, however due to the nature
and the scope of this thesis combined with the drawback of extremely large time
requirements for performing such simulations, we decided to use smaller churn
times, i. e., in the order of minutes.
We observed from our experiments that the performance and behavior of the
protocols is still captured by the selected churn times. Furthermore, smaller
churn times have as a consequence that the overlay multicast protocols are tested
under much more dynamic operating conditions. Consequently, the performance
>ŝĨĞƚŝŵĞ
^ĞƐƐŝŽŶƚŝŵĞ
ƚŝŵĞ

Join

Leave

Join

Leave

Figure 5.4: Modeling of churn.
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results are more relevant for our purposes.

5.6

Performance Metrics

A major distinction between IP multicast and Application Layer Multicast
(ALM) lies in the way they handle multicast group management and packet
replication. While in traditional IP multicast this is done at the network layer,
in ALM this functionality is shifted to end hosts. Furthermore, since the underlying physical topology of the network is entirely hidden to an end host, another
major goal with most ALM protocols is to identify this information as much as
possible, to be further used to create a multicast tree algorithm.
Although ALM may simplify a number of issues related to multicast group communications (e. g., pricing, protocol interoperability, congestion control), its
main drawback is a lower eﬃciency when compared to IP multicast. Consequently, in order to compare diﬀerent ALM solutions we need to identify a
number of criteria [37, 40, 65, 158].
Several performance metrics have been deﬁned to characterize the multicast
communication service and impact on the network. The most important metrics
are as follows.

Link stress: deﬁned in terms of the number of identical packets due to overlay
forwarding, carried over a physical link (Eq. 5.1). The stress metric is equal to
1 for IP multicast.
Consider the overlay network shown in Figure 5.5. The overlay nodes, 1, 2, . . . , n
are interconnected through lr overlay links. Let us consider the links l1 , l2 , . . . , lr
and Lst, 1 , Lst, 2 , . . . , Lst, r as being the link stress of these links. The link stress of
the link i, Lst, i is given by
x

Lst, i =

∑ Pk,i

k=1
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Figure 5.5: Overlay network model.



where Pk, i is the number of identical packets Pk transmitted over the same link
li , and x is the total number of identical packets carried over link li , irrespective
of the type of packet (e. g., control, data).
In a similar manner, the average link stress of the overlay network is given by

Lst =

1 r
∑ Lst, i
r i=1

(5.2)

and the variance of the link stress of the overlay network is given by

σL2st =

1 r
∑ (Lst, i − Lst )2
r − 1 i=1

(5.3)

Link stretch: also called Relative Delay Penalty (RDP). The stretch of a link
is deﬁned to be the ratio of delay between two nodes, often taken between
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the source and another node along the overlay distribution topology, to the
corresponding delay of the direct path through IP multicast. Similar to the
stress metric, stretch equals 1 for IP multicast.

Lsc (s, i) =

DALM (s, i)
DIP (s, i)

(5.4)

where Lsc (s, i) represents the link stretch of the link (s, i), DALM (s, i) is the delay
of the overlay path between the source node s and node i and DIP (s, i) is the
corresponding delay of the direct IP path between the same nodes. Here, node
s denotes the source.
The average link stretch of the overlay network with reference to source s is
given by

Lsc =

1 k
∑ Lsc (s, i)
k i=1

(5.5)

where k is the total number of paths in the multicast tree between the source
node s and all other nodes participating in the overlay. In a similar way, the
variance of the link stretch of the overlay network with reference to source s is
given by

σL2sc =

1 k
∑ (Lsc (s, i) − Lsc)2
k − 1 i=1

(5.6)

An illustration of the evolution of the stress and stretch metrics for IP multicast
in comparison to three diﬀerent AL multicast solutions is depicted in Figure 5.6.

Resource usage: deﬁned to be a measure of the network resources consumed
by the protocol for delivering data to all receivers. The total resource usage of
the overlay protocol, RU , is given by
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Figure 5.6: Stress & stretch metrics for diﬀerent multicast solutions.

r

RU = ∑ DALM, i ∗ Lst, i

(5.7)

i=1

where DALM, i is the delay of link i in the overlay network, Lst, i is the link stress
of link i and r is the total number of participating links in the overlay.
Similarly, the average resource usage of the overlay protocol is given by
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1
RU = RU
r

(5.8)

where r is the total number of active links in the overlay.
Time to ﬁrst packet: the time required for a new member to start receiving
data after joining a multicast group. This time mainly captures elements related
to the control part of the overlay network.
Losses: gives the average number ξi of packet losses after an ungraceful failure
of a single participating node i. Consequently, the average number of packets
lost in a multicast session is given by

ξl =

1
1 n
ξ
=
i
∑ Pli
n∑
n i=1
∀i

(5.9)

where Pli is the total number of packets lost due to the failure of node i and n
is the total number of nodes participating in the multicast session.
Control overhead: related to the number of control messages required for maintaining the multicast tree topology. In order to manage data transfers and the
topology of the overlay network, the participating overlay nodes must exchange
(e. g., refresh) messages with the neighboring overlay peers as well as data
control messages (e. g., ACK) resulting thus in overhead control traﬃc.
For this reason, we consider the number of control overhead messages generated
by the protocol to be
n

p

ΘCo = ∑ ∑ Mi j

(5.10)

i=1 j=1

ΘCo denotes the control overhead and is given by the sum of messages Mi j , i. e.,
the total number p of control messages j transmitted by an overlay node i, for
all participating nodes n.
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The average control overhead is given by
1
ΘCo = ΘCo
n

(5.11)

where n is the total number of overlay nodes.
This metric is also closely related to the scalability of the particular ALM solution. Further, control overhead can be used to evaluate the adaptability of the
protocol to changing network conditions. This is because many control messages
may ﬂood the network resulting thus in protocol breakdown.

Eﬃciency:

used to evaluate the overlay eﬃciency in real networks:

η = 1−

∑ni=1 LALM i
p
∑ j=1 LIP j

(5.12)

∑ni=1 LALM i represents the total number of links in the overlay multicast distribution tree and ∑ pj=1 LIP j is the total number of IP unicast hops.
Consequently, the eﬃciency η represents the percentage gain of using multicast
instead of unicast transmission. Thus, a value of η close to 0 means that employing multicast instead of unicast provides little advantage (i. e., bandwidth
eﬃciency) as, e. g., in the case of widely distributed multicast groups.
In a similar manner, a value of η approaching 1 means that all receivers are
sharing a single overlay multicast path resulting thus in maximum bandwidth
eﬃciency in the overlay distribution tree.

Stability: used to evaluate how fast the overlay networks stabilizes itself. In this
context, stability is a measure of how fast the overlay multicast tree stabilizes itself with respect to overlay tree eﬃciency, i. e., when there is no longer signiﬁcant
gain from shifting overlay neighbors. In addition, overlay node proximity (i. e.,
using information about the closeness of a neighboring node, so-called “locality”
information) may be used to further improve the overlay tree eﬃciency.
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As a general comment, it is observed that many solutions existent today implement the overlay multicast by using application-level performance measures,
e. g., delay, throughput. The goal is to reduce the overall delay and to construct
a minimum-diameter tree with constrained degrees [176]. The degree constrains
are therefore used for controlling diverse metrics, e. g., stress on the physical
links.

5.7

Performance Evaluation Criteria

The evaluation criteria used in our experiments is one in which we compare
ALMI, Narada and NICE with reference to the following parameters:
• Protocol scalability in terms of how well the protocol behaves with increasing number of group members. We evaluate the scalability with reference to the following metrics: control overhead, eﬃciency, link stress,
link stretch, resource usage, and time to ﬁrst packet; all of them function
of the number of nodes in the overlay network.
• Protocol dynamics in terms of protocol adaptability with diﬀerent group
sizes and node behavior. This can be evaluated by looking at the data
delivery path in terms of, e. g., the number of control messages generated
in the case of high churns for various group sizes. We evaluate the protocol dynamics with reference to the following metrics: control overhead,
eﬃciency, link stress, link stretch, losses and stability; all of them function
of the churn generated in the overlay network.
• QoS provisioning capability can be evaluated by emulating “real-world”-like
conditions for the protocol data delivery. This criteria can be evaluated by
enforcing that each data packet has a certain delay at the network layer.
This delay is drawn from a heavy-tailed distribution as observed in real
network conditions.
Further, we use the solution of emulating diﬀerent types of applications
such as to create “real-world”-like conditions. We evaluate the QoS pro190
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visioning capability by looking at the delay performance in the overlay
network (in terms of the link stretch), the jitter performance (in terms
of the ratio between the diﬀerence between maximum and minimum of
DALM (i, j) and the corresponding delay of the direct IP path between the
same nodes) and the error rate (in terms of losses).

5.8

Simulation Experiments

Two sets of experiments were performed for the purpose of this thesis.
In the ﬁrst set of experiments, the multicast behavior of the ALM protocols
was simulated. The following group sizes were considered, for each protocol:
16, 32, 64, 128, 256, 512, and 1 024. For every group size, the simulation run
was conﬁgured with a duration of 1 500 s, including a “warm-up” period of 300 s
[116].
During the warm-up period no data packets were transmitted, but only control
messages. This was done with the purpose of allowing the overlay multicast
protocols to come to a steady state before the overlay multicast session was
initiated.
For every group size, all participating overlay nodes (including the one selected
to act as source) were initialized and randomly attached to the topology nodes,
within the ﬁrst 100 s of simulation time. The topologies were generated with
GT-ITM, and each topology was a two-level hierarchical transit-stub topology,
containing 1 250 nodes and about 6 000 links [194].
Each generated topology was conﬁgured to have 5 transit domains with 10
nodes each, 2 stub domains per transit node, and 12 nodes per stub domain.
The average node degree for the generated topologies was between 3 and 4.
Further details on the simulation environment are provided in [51].
In addition, the parameter k in the case of NICE was selected to be equal to 3,
bounding thus the size of the NICE clusters, i. e., each cluster at every level has
a maximum of 8 members (see Section 5.3).
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The node selected as an overlay multicast source was conﬁgured to transmit a
continuous stream of data packets, which started right after the warm-up period,
and lasted for the remaining period of the simulation run. The packets were
streamed with a constant gap between packets of 3 ms (i. e., constant time
interval between consecutive packets), so as to emulate an MPEG-2 streaming
source [95]. Furthermore, the packet size was chosen to be maximum 1 336 bytes
[95, 96].
For each group size, every active overlay node was conﬁgured to emulate and
to implement a link delay that followed a heavy-tailed distribution according to
the results reported in Section 4.7.4.
The second set of experiments was conﬁgured to have similar conditions as those
explained above, the main diﬀerence, however, being that a number of the active
overlay nodes were now conﬁgured to undergo churn.
The churn process is characterized by the following parameters:
• Number of nodes that undergo churn: 10 %, 30 %, and 50 % of the total
number of nodes participating in the overlay network (except the node
selected as source).
• Process of selection the churned nodes: random uniform among all
active nodes.
• Time spent by churned nodes in the Off state: constant duration of 3
minutes, or 5 minutes, or 7 minutes.
After completion of the Off time, the churned node rejoins the overlay
multicast group.
• Session lifetime of the churned nodes: exponentially distributed with mean
7 minutes. Consequently, an overlay node may leave and rejoin the overlay
multicast several times during a simulation run.
For selecting the churn nodes, and for the session lifetime of an overlay node, the
GNU Scientiﬁc Library (GSL) was used [85]. Thus, all random numbers needed
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for the various parameters used for churn were generated by using the already
available functions in GSL.
In this context, for a better understanding, and for exempliﬁcation purposes,
in the case of a group size of 256 overlay nodes and 50 % churned nodes, the
procedure of selecting and conﬁguring the churned nodes was as follows:
• Generate 128 uniformly distributed random integers between 2 and 256
(number 1 is reserved for the multicast source), and select the nodes that
undergo churn according to the obtained values.
• Generate 128 exponentially distributed random numbers with a mean of 7
minutes, and assign these values (i. e., the node’s session lifetime) to each
node selected in the previous step.
• The Off time of a node, however, is ﬁxed to 3 minutes, or 5 minutes or
7 minutes, depending on the simulated churn parameter. If, for instance,
the simulated churn Off time is 5 minutes, then this value is assigned to
all churned nodes.
An excerpt from a simulation run using such a runtime script is presented
in Appendix B.2.
Each protocol, group size, and churn parameter was simulated 32 times in both
set of experiments [116]. The simulations were run on four diﬀerent PCs (Pentium IV CoreDuo, 3.6 GHz, 4 GB RAM, 500 GB HDD; Pentium IV, 3.0 GHz, 2 GB
RAM, 160 GB HDD; Pentium M, 2.4 GHz, 2 GB RAM, 160 GB HDD; Pentium M,
1.6 GHz, 512 MB RAM, 80 GB HDD) for a total period of time of about 17 days.
In general, each simulation run completed within several minutes, except for the
simulation runs involving larger group sizes (1 024 nodes) in the Narada protocol,
which lasted much longer (in the order of several hours each).
A complete set of results for these experiments (i. e., illustrations for all simulated parameters and tabulated values regarding the reported metrics) is available in [51].
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5.9

Protocol Performance

In the following, we report the protocol performance as obtained in our simulation experiments. Three classes of results are reported regarding the protocol
scalability, protocol dynamics and QoS provisioning capability.

5.9.1

Protocol Scalability

In this section we evaluate the ALM protocols with regard to their scalability
properties based on the performance evaluation criteria deﬁned in Section 5.7.
The results reported below mainly refer to the ﬁrst set of simulation experiments.
It is also mentioned that the reported results are presented as averages over all
simulation runs including the 95 % Conﬁdence Intervals (CIs) for the respective
metric.

Control Overhead
The control overhead of the three protocols, as a function of the number of
nodes when the end hosts exhibit no churn behavior, is shown in Figure 5.7(a)
together with the 95 % CIs. For convenience, a closer view of this ﬁgure, taken
at smaller group sizes, is provided in Figure 5.7(b).
We observe that the lowest control overhead is in NICE while Narada shows the
highest control overhead. In addition, the control overhead results for Narada
are truncated at a group size of 128 for illustration purposes (the control overhead growth after this size exhibits a similar behavior). ALMI displays a better
performance, with respect to control overhead, than Narada, but still worse than
NICE.
These results are expected since NICE has a lower complexity (O(log N)) and it
is a hierarchical protocol (uses clusters). Consequently, the control overhead in
NICE is restricted to the size of the clusters, which are in turn limited in size.
On the other hand, since Narada uses a ﬂat mesh topology and the DV routing
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Figure 5.8: Average eﬃciency with no churn.
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for continuously reﬁning the multicast tree, it exhibits a complexity in the order
of O(N 2 ), causing thus the excess control overhead observed.
We further observe that ALMI displays a control overhead that grows almost
in a linear fashion. This is also an expected result since ALMI is intended for
relatively small group sizes, with a complexity for the control overhead in the
order of O(N) [151]. Further, the variance of the average control overhead for the
three protocols shows similar behavior, namely NICE has the smallest variance,
followed by ALMI and then Narada.

Overlay Eﬃciency
Figure 5.8(a) shows the overlay eﬃciency as a function of the number of overlay
nodes. In order to better assess the size of the 95 % CIs, we zoomed-in the zone
around a group size of 32 in Figure 5.8(b). In this context, we further mention
that the CIs exhibit similar characteristics for all group sizes, having values of
approximately ± 0.0005 for all protocols [51].
We observe in Figure 5.8(a) that the eﬃciency metric η increases with the
group size and, even at the smallest group size, all protocols are more eﬃcient
than overlay unicast (i. e., η > 0). This means that for all three protocols the
multicast tree is becoming more eﬃcient with increasing number of multicast
members and, at smaller group sizes, Narada outperforms both ALMI and NICE.
However, when the group size grows over 128, the eﬃciency of Narada deteriorates
rapidly. This is likely because in Narada, each overlay multicast member must
maintain information about all other members in order to improve the multicast
tree quality. This is an expected result since we noted the high control overhead
the Narada protocol incures at larger group sizes. This has also the direct eﬀect
that Narada is less eﬃcient in handling larger group sizes.
Although outperformed at lower group sizes, NICE produces, with its clustering
behavior, better eﬃciency at larger group sizes. This is likely because the protocol optimizes every cluster by selecting the shortest paths within each cluster.
This has the direct eﬀect of creating many short overlay links (within a cluster),
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Figure 5.9: Average link stress with no churn.
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and a few longer overlay links (between Cluster Leaders (CLs)).

Link Stress
A similar behavior is observed for the average link stress shown in Figure 5.9(a).
Similar with the previous ﬁgures, we show in Figure 5.9(b) a closer view of 5.9(a)
to better observe the 95 % CI.
We observe that when the group size is small, Narada outperforms both ALMI and
When the overlay group size grows over 128 however, ALMI and NICE show
a more stable behavior, providing similar stress values. NICE exhibits however
better performance, having a lower average link stress. We further note that all
protocols have similar variance values, i. e., in the order of ± 0.003 [51].

NICE.

For illustration purposes, we show the maximum link stress in Figure 5.10. The
maximum link stress is taken as the maximum value obtained in any of the 32
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Figure 5.10: Maximum link stress with no churn.
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simulation runs for respective protocol. From this ﬁgure, it is observed a similar
behavior as the average link stress, with Narada having highest link stress at
larger group sizes, while NICE and ALMI show similar values.
In this context, relating to the results obtained for the average link stress (Figure 5.9), and considering the relatively stable variance values observed in our
experiments, we conclude however that the performance of Narada is not as bad
as indicated by the maximum link stress shown by this ﬁgure. A closer look at
the maximum link stress values obtained in other simulation runs leads us to
the conclusion that this value (i. e., 52) is the only one observed in this range (a
so-called “outlier”), since the other values are in the low-thirties range. Consequently, although the protocol is not designed to perform at large group sizes,
and this value is observed at the largest simulated group size, Narada is still able
to show comparable maximum link stress to both ALMI and NICE.

Resource Usage
The average resource usage for the selected protocols is shown in Figure 5.11(a)
and a closer view at smaller group sizes is provided in Figure 5.11(b). We
mention that the variance of the resource usage, observed for all protocols,
has the same behavior as in Figure 5.11(a), i. e., it increases with group size.
However, we note comparable values for the resource usage metric at smaller
overlay group sizes.
Not surprisingly, ALMI exhibits the best resource usage over all simulated group
sizes. The reason is that ALMI is reﬁning the multicast tree into an Minimum
Spanning Tree (MST) with the direct consequence that it obtains the best resource usage.
On the other hand, Narada shows the worst resource utilization, and this is especially valid for larger number of nodes. This is likely to be a direct consequence
of the large amount of information the Narada nodes must process in order to
maintain the overlay multicast tree. Nevertheless, for group sizes less than 128,
Narada has a performance comparable with NICE.
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Figure 5.11: Average resource usage with no churn.
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Link Stretch
Figure 5.12(a) shows the average link stretch for the three protocols. A closer
view of this result is provided in Figure 5.12(b). The 95 % CIs are also shown
for this metric.
We observe a similar behavior of the link stretch as the one of the link stress.
Narada shows very good performance at smaller group sizes, but this behavior
degrades when the group size grows. This can be explained by the fact that the
protocol tries to create a low delay multicast tree by continuously reﬁning the
tree mesh. However, when the number of nodes increases, so does the control
overhead, and Narada loses in terms of protocol eﬃciency.
On the other hand, ALMI and NICE show a more stable performance with respect
to the link stretch, with NICE showing slightly better values.

Time to First Packet
The results obtained for the time to ﬁrst packet are reported in Table 5.2. The
values are expressed in milliseconds (ms), and we observe comparable values
for all protocols. We note a slight increase in the time to ﬁrst packet for all
protocols with increasing group size.
Once again, NICE shows the best values when compared to ALMI and Narada, a
result that conﬁrms the fact that the hierarchical approach to overlay multicast
proves to be very eﬀective. Data is transmitted in NICE between clusters and
Cluster Leaders (CLs), which further forwards it to the cluster members. The
CLs are often selected among the nodes having best performance. In addition,
the cluster size is limited (the CL keeps it within the desired bounds, i. e., [k, 3k −
1]), and this further contributes to a faster data delivery within the cluster.
On the other hand, ALMI uses a MST calculated by the Rendezvous Point (RP).
Although this should show the best values, we note that selecting a better cluster
size in NICE can produce very good performance.
Narada
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Table 5.2: Time to ﬁrst packet with no churn.
Protocol
Group size

ALMI

Narada

NICE

Mean 95 % CI Mean 95 % CI Mean 95 % CI

16

18.123 ± 0.253 21.097 ± 0.378 15.225 ± 0.224

32

18.325 ± 0.341 23.672 ± 0.403 15.547 ± 0.236

64

18.811 ± 0.295 26.235 ± 0.411 16.176 ± 0.248

128

19.257 ± 0.354 29.121 ± 0.434 17.028 ± 0.287

256

20.192 ± 0.312 29.526 ± 0.486 17.832 ± 0.307

512

22.054 ± 0.367 31.716 ± 0.492 18.266 ± 0.334

1024

24.658 ± 0.383 35.671 ± 0.507 20.743 ± 0.365

it is a protocol that tries to minimize the delay cost in the multicast tree. It
is believed that this is because of the burden of the excessive control overhead
induced when optimizing the overlay multicast tree.

5.9.2

Protocol Dynamics

For the evaluation of the protocol dynamics, a series of experiments have been
done that included churn behavior of the active overlay multicast nodes. This
section reports the main results obtained in these experiments. Due to the extent
of these simulations and space limitations, we only report selected simulation
results. Complete results of the simulation study are reported in [51].
Furthermore, when concerning a particular churn simulation parameter, we refer
to the churn parameter classiﬁcation described in Table 5.3. In this way, a given
experiment with speciﬁc churn parameters is easily identiﬁed. It is also reminded
that the session lifetime for any churned node is given by an exponentially
distributed random variable with a mean of 7 minutes.
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Table 5.3: Identifying churn experiments.
Nodes

Churn 10 %

Churn 30 %

Churn 50 %

3 minutes

churn10−3

churn30−3

churn50−3

5 minutes

churn10−5

churn30−5

churn50−5

7 minutes

churn10−7

churn30−7

churn50−7

Off-state

Control Overhead
The average control overhead for the overlay multicast protocols, when the
overlay nodes undergo churn with 10 %, and 50 %, is illustrated in Figures 5.13
and Figure 5.14, respectively. The ﬁgures show the results obtained in these
cases, when the respective fraction of the overlay nodes leave, and rejoin the
overlay multicast. Similar to the case with no churn, the 95 % CIs are included
in the ﬁgures.
We observe a similar behavior for all protocols, namely that the number of
control messages increases with increasing churn rates. We also note that all
protocols exhibit a more oscillating behavior at higher churn rates, which can
be explained by the higher variance of the average control overhead obtained in
these cases. This is a direct result of the overlay multicast tree maintenance,
and the high variance of the results corroborate this observation.
These results are reasonable since with increasingly higher churn rates, up to
half of the nodes in the overlay can undergo churn and the protocols become
very busy maintaining the multicast delivery tree.
The general shape of the control overhead averages in Figure 5.13 and Figure
5.14 match the shape of the case with no churn, which is also plotted for comparison purposes. This similarity indicates that the general behavior of the
protocols does not change with churn.
However, the values obtained for the control overhead are much higher with
churn and with higher variance that increases with higher churn rates. This ad205
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Figure 5.13: Average control overhead for 10 % churn.
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Figure 5.14: Average control overhead for 50 % churn.
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versely aﬀects the overall performance for all protocols since much more control
traﬃc is needed in this case for maintaining the overlay multicast tree.
We further note that, at high churn rates (e. g., churn50−3 from Figure 5.14),
Narada may become overwhelmed with control messages and consumes much
resources in order to maintain the mesh. At small group sizes, however, Narada
seems to be more robust to higher churns than the other two protocols.
A similar result is observed for ALMI where a similar behavior is noted. NICE is
observed again to be more robust to churn than the other two protocols. It is
noted, however, that also in this case, the control overhead variance increases
noticeably with higher churn rates, with the consequence of an oscillating behavior of the protocol.

Overlay Eﬃciency
Figure 5.15 illustrates the overlay eﬃciency as a function of churn in the case
of churn50−5. For comparison purposes, the eﬃciency in the case of no churn is
plotted as well, together with the 95 % CIs.
We observe for all protocols that the eﬃciency metric η increases with the group
size despite the fact that almost half the nodes leave and rejoin the overlay
multicast session. We note that regardless of the churn behavior, all overlay
protocols are still more eﬃcient than overlay unicast transmissions (η > 0).
We also observe that for smaller group sizes, Narada performs better than both
ALMI and NICE. Similar to the case of no churn, its performance drops with
increasing group size but even at the largest group size simulated it is still more
eﬃcient than overlay unicast.
NICE shows a stable evolution in its eﬃciency since this continuously increases
with the overlay multicast group size, in spite of the fact that the churn rate is
quite high.

exhibits also a stable performance with comparable results as in the case
of no churn. However, the variance is much higher in this case, but the use of

ALMI
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Figure 5.15: Average eﬃciency for churn50−5 .
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the MST seems to be a good choice for this protocol.
We further observe that the eﬃciency metrics are lower when the overlay nodes
undergo churn than in the case of no churn, and the metric decreases with higher
churn rates.
A general observation regarding all protocols is the higher variances, which
increase with group size as observed in our experiments. The variance for higher
churn rates is observed to be larger than one order of magnitude as compared
to the case without churn. This is an expected results since our simulation
scenarios test the protocols under extreme conditions.

Link Stress
Figure 5.16 shows the results for the average link stress in the case of churn50−7
in comparison with the results obtained for the case with no churn.
We observe that the stress metric is more sensitive to churn than the eﬃciency
metric. Because of the churn, the overlay multicast tree must be more often
rebuilded, since churned nodes prune and graft the corresponding graph with
the consequence of temporary disconnected and suboptimal paths.
Consequently, until the protocol reﬁnes the multicast tree, there may be paths
that become “congested”, with direct impact on the underlying network links,
which need to support more traﬃc and consequently higher stress values.
In addition, the vulnerability of the stress metric to churn is also observed in
its high variance, which is increasing with increasing churn rate. As a general
comment, we note that ALMI and NICE have better performance for larger group
sizes, while Narada seems to perform better for smaller group sizes.
For comparison purposes, we illustrate the maximum link stress for the same
churn parameter (i. e., churn50−7), in Figure 5.17. Similar to the results reported
for the case of no churn, the maximum link stress is taken as the highest value
observed in any of the simulations runs for this speciﬁc churn parameter.
We observe that all protocols show higher maximum values for the link stress
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Figure 5.16: Average link stress for churn50−7 .
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Figure 5.17: Maximum link stress for churn50−7 .

as compared to the case of no churn. The diﬀerence however, is that we do not
observe outliers for the maximum link stress as in the case of Narada during the
ﬁrst set of experiments. We observe that both ALMI and Narada show similar
values, while NICE outperforms both protocols with respect to maximum link
stress. This is likely due to the limited cluster size in NICE.

Link Stretch
Figure 5.18 show the average link stretch for churn50−3. It is observed that the
stretch is also vulnerable to churn behavior of the participating nodes. NICE
shows the best overall performance but at smaller group sizes Narada performs
better.
Although ALMI is building a MST for the data path and thus should produce
more stable values, we observe that the centralized approach of ALMI is reﬂected
in degraded performance in case of high churns.
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Figure 5.18: Average link stretch for churn50−3 .
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On the other hand, the hierarchical approach employed by NICE seems to be
a better alternative for handling churn. This is also supported by the lower
variance values observed as compared to the other protocols.

5.9.3

QoS

Provisioning Capability

For assessing the QoS provisioning of the protocols we looked at the average
delay for data packets in the overlay multicast tree. In Figure 5.19 we show the
results from three simulations runs; simulation without churn, churn10−5, and
churn50−7.
It is observed that ALMI has the highest delays in all three cases, and NICE the
lowest delays. Also, in the case of churn, all three protocols show an increase
in the average delay, and for larger group sizes and higher churn rate the delay
passes over 200 ms. This increase is a direct consequence of churn since the
rebuilding of the data paths due to churn leads to suboptimal paths.
All three protocols try to reﬁne the distribution tree when the participating
members fail or leave and, with increasing churn rates, a best cost overlay delivery tree (regardless of the metric used) is increasingly harder to achieve. The
oscillations in the tree rebuilding mechanisms directly and adversely impact on
the delay, as observed in our simulations.
The fact that NICE and Narada use source-speciﬁc trees for data delivery explains
their better performance with regard to delay, in comparison with ALMI, which
uses a (shared) MST. The fact that the MST in ALMI is calculated by the session
controller (i. e., centralized approach) impacts on ALMI’s delay bottleneck as
observed in our simulations.
On the other hand, although Narada and NICE perform better than ALMI, a clear
diﬀerence between their delay performance is observed. NICE has lower delay
than Narada in all simulation scenarios, which is a direct result of the hierarchical
approach used by NICE where the cluster members select their neighbors based
on minimum e2e latency of the corresponding unicast path.
The lower performance observed for Narada is a consequence of the overlay group
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Figure 5.19: Average mean delay for three diﬀerent simulation sets.
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size and its inherent larger control overhead required for multicast tree maintenance.

5.9.4

Concluding Remarks

The main goal of the simulation experiments is to provide a deep understanding
of diﬀerent approaches to ALM solutions under real-world conditions as well as
to assess the major requirements of an ALM solution for media streaming. The
results obtained can be further used for the implementation of a scalable, robust
ALM protocol intended for real-time streaming applications.
Based on our experiments, several signiﬁcant conclusions can be drawn about
the selected ALM protocols. Probably the most important one is regarding the
type of application a particular ALM solution is designed for. The targeted
application directly inﬂuences the scalability of the protocol in terms of number
of users (i. e., group size) as well as the most suitable metrics that its data
delivery tree can optimize (e. g., delay, tree cost). This requires that several
trade-oﬀs must be made by the protocol in order to deliver usable application
performance.
Overlay multicast group management (e. g., handling joins, leaves, and node
failures) is another major component that must be carefully considered in the
design of an ALM protocol. In this context, the choice of a centralized or distributed approach may directly impact on the QoS requirements of the targeted
application and determine whether they are met or not.
From our simulations, we observe that the protocols that use source-speciﬁc,
distributed group/tree management show better performance. Our research
focus is on real-time streaming applications and, from this perspective, such an
approach seems to be the better solution.
Another important observation is regarding the resources required and consumed by an ALM protocol. We observe that all three protocols show higher
eﬃciency than the overlay unicast approach, and the best performance with
regard to resource usage is given by a MST approach. Further, it is observed
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that the distributed mesh induces the highest protocol overhead, which in turn,
limits the scalability of the protocol in terms of number of users.
Furthermore, trade-oﬀs are necessary to optimize the performance depending on
the type of application used. A shared tree gives the lowest maintenance cost
but it cannot be optimized for a given source. Among the source-speciﬁc trees,
which can be optimized for a speciﬁc source, we observe the best performance
in the hierarchical ALM.
Another fundamental aspect is the inherent churn behavior of ALM-based protocols. Consequently, the selected ALM protocols are conﬁgured to emulate this
behavior in order to observe the protocol dynamics (i. e., tree reﬁnement) under
extreme conditions. Tree reﬁnement is absolutely necessary in order to provide
a close to optimal protocol performance.
However, this also involves increased control overhead, and this must taken
into consideration in order to have a scalable protocol. Shared trees are able to
provide low cost trees, while source-speciﬁc trees provide lowest delay. From our
simulation results, a hierarchical source-speciﬁc approach seems to be a good
compromise, but a hybrid approach (i. e., hierarchical multiple shared trees) can
be the optimal solution.
The routing mechanisms used in ALM is another important issue that must be
considered in the design of an overlay multicast protocol. The simulation study
presented here did not however considered this issue. In our future work we
intend to take advantage of smarter routing mechanisms that are able to provide
QoS information to an overlay node, as for instance the solution advanced in [93].
The in-depth comparison study presented in this thesis represents the essential
foundation for our future work within the scope of the ROVER project. The goal
is to implement an ALM protocol designed for real-time media streaming and
content distribution.
Our protocol uses QoS routing information gathered from the overlay multicast
members by implementing the solution advanced in [93]. Further, e2e reliability
of data delivery is provided by using a rate-based congestion control mechanism
and FEC. The scalability and performance of the protocol will be analyzed by
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extensive simulations and by deployment and testing it in real networks by using
the PlanetLab environment [153].

5.10

Summary

This chapter was devoted to a performance study of overlay multicast networks.
Three fundamental categories of overlay multicast networks and associated algorithms were considered in this study, and their advantages and drawbacks
were pointed out.
The evaluated overlay multicast protocols are ALMI, Narada and NICE. The performance of these overlay multicast protocols was evaluated through a comprehensive simulation study with reference to a detailed set of performance metrics
that captured both application and network level performance.
A particular interest was given to the issues of scalability, protocol dynamics and
delay optimization as part of a larger problem of performance-aware optimization of the overlay networks. A description of the dedicated simulation engine
with the particular network parameters measured and modeled in Chapter 4
was also provided.
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Conclusions
The path to our destination is not always
a straight one. We go down the wrong
road, we get lost, we turn back. Maybe it
doesn’t matter which road we embark on.
Maybe what matters is that we embark.
– Barbara Hall

Abstract

In this chapter we summarize the thesis, we point out the scientiﬁc contributions
of the thesis and describe the main directions for future research work. These
include the development of better mechanisms and algorithms for reliable overlay
multicast communication for Internet content delivery.
In addition, these mechanisms will be further adapted for integrated operation
in Mobile Ad hoc Networks (MANETs) with focus on intelligent resource usage
of the mobile terminals.
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6.1

Introduction

As the diversity and the performance of communication technologies have dramatically increased, so have the demands on newer, Internet-based services. The
coming of new, Internet-based communication services with high demands with
regard to bandwidth provisioning and often strict QoS requirements has posed
a stringent need for higher capacity and more responsive networks.
The introduction of the overlay networking paradigm has helped in the development of such services and has proven to be a promising solution. Although the
overlay solutions have demonstrated encouraging results, still much eﬀort must
be put into this research ﬁeld until a wide acceptance from service providers
and users is attained. In addition, the demand for seamless communications in
the context of wireless networking further complicates the picture.

6.2

Summary of the Thesis

This dissertation addresses several fundamental problems concerning overlay
multicast networks. The simulation study presented in this thesis focuses on
the performance comparison of the protocols under study with regard to several
overlay performance metrics, e. g., resource usage, eﬃciency, control overhead.
This further relates to the scalability of the protocols with increasing number
of multicast participants.
The goal of this thesis is to conduct an in-depth study of several overlay multicast
solutions with main focus on protocol performance. Critical evaluation of the
basic concepts behind ALM is done and two comprehensive performance studies,
regarding both network level and overlay characteristics, are carried out.
For the purpose of our study, a discussion of some of the main Internet characteristics, together with important metrics often used in evaluating network
performance, is provided. Further, a brief introduction to other relevant concepts used throughout the thesis, i. e., graph theoretical concepts and notations,
network models and network topology generators, is presented. The major con220
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cepts behind reliable multicast communication and an overview of IP multicast
and AL multicast solutions is also provided.
Two comprehensive studies are carried out. The ﬁrst one is dedicated to a
measurement and modeling study of the delay experienced by IP routers. This
study is performed with the goal to better understand this important network
characteristic that impacts on, e. g., real-time streaming and time-bounded applications often used in overlay applications.
The second provides a comparative simulation study of three basic ALM protocols. For doing this, a set of speciﬁc performance metrics are deﬁned. Further,
this simulation study employs results obtained the previous study, so as to have
a more realistic evaluation of the protocols under study, i. e., with network conditions similar to those existent in real networks.

6.3

Contributions of the Thesis

A measurement system based on IETF RFC 2679 that uses both passive measurements and active probing was reported. The system is able to measure
the delay in IP networks with high accuracy levels. It implements STL-based
software for identiﬁcation and matching of packets through the use of SHA-1hashing and allows for hop-by-hop instrumentation of the devices and diﬀerent
delay components involved in the transfer of IP packets.
Modeling of diﬀerent OWTT delay components with the help of a single distribution or mixture of distributions was done together with the statistical analysis
of the diﬀerent delay components. The obtained results have shown that, e. g.,
the processing delay in a router can be well modeled with the Gaussian distribution, and the queueing delay is well modeled with a mixture of the Gaussian
distribution for the body probability mass and the Weibull distribution for the
tail probability mass. Furthermore, OWTT has several component delays and it
has been observed that the component delay distribution that is most dominant
and heavy-tailed has a decisive inﬂuence on OWTT.
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We provided an in-depth discussion of the main Internet characteristics and
models that must be taken into consideration when analyzing and simulating
overlay networks. We further identiﬁed the main developments and challenges
related to reliable multicast communication with particular focus on multicast
solutions at the AL. By doing so, we determined and analyzed the most important metrics that inﬂuence the performance of ALM solutions.
A comprehensive simulation study of the performance of three fundamental ALM
solutions with regard to a detailed set of performance metrics was conducted
by using traﬃc characteristics observed and measured in real networks. The
simulation study also integrated the churn behavior as observed in many P2P
networks by allowing the ALM nodes to follow simple churn models. In addition,
the complete ALMI protocol architecture was implemented and integrated in the
selected simulation engine.
The performance of the three overlay multicast protocols was evaluated with
reference to a detailed set of performance metrics that captured both application and network level performance. A particular interest was given to the
issues of scalability, protocol dynamics and delay optimization as part of a larger
problem of performance-aware optimization of the overlay networks. The simulations were conﬁgured to emulate “real-world”-like traﬃc characteristics by
implementing a heavy-tailed delay at the network level as well as churn behavior of the overlay nodes. A detailed analysis of every protocol was provided with
regard to their performance.
Based on our study, several signiﬁcant conclusions can be drawn regarding the
scalability of the protocols with regard to the type of application used, overlay
multicast group management, resource usage required and robustness to churn.
These results deﬁnitely contribute to a deeper understanding of the requirements
for an ALM protocol targeted at, e. g., media streaming.
Today, the performance study reported in this thesis is, to the best of our
knowledge, the only one that integrates heavy-tailed characteristics of the network delay as observed in IP routers with the churn behavior of the overlay
nodes that is typical for AL-based protocols and observed for instance in various
P2P networks.
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6.4

Future Directions and Research

Several important issues have been left open and they need to be thoroughly
investigated in the future. In this context, we intend to continue working with
these models and further improve them by also considering bandwidth limitations and error rates in our simulation models.
The main goal is to provide smart mechanisms and algorithms for reliable multicast communication in overlay networks that are able to cope with error
rates similar to those found in wireless networks, to adapt to changing network conditions by using intelligent routing in overlay networks. These algorithms may also integrate decision making models in the case of Mobile Ad
hoc Networks (MANETs). Preliminary results obtained in this ﬁeld [81] gives us
conﬁdence that these goals will be met in the near future.
Furthermore, the in-depth comparison study presented in this thesis represents
an essential foundation for our future work within the scope of the ROVER
project. The goal is to implement a scalable, robust ALM protocol designed
for real-time media streaming and contend distribution. The scalability and
performance of the protocol will be analyzed by extensive simulations and by
deployment and testing in real networking environments by using the available
PlanetLab network infrastructure [153].
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Appendix A

Selected Software Header
Files

A.1

Header File: “FileDelay.h”

#ifdef __cplusplus
extern "C" {
#endif
#include <cap_utils.h>
#ifdef __cplusplus
}
#endif
#include
#include
#include
#include
#include
#include
#include

"hash_utils.h"
<net/if_arp.h>
<unistd.h>
<getopt.h>
<string.h>
<fstream>
<cmath>

int create_cap_file (FILE **infile, char *filename,
struct file_header *filehead, char* comment);
int open_cap_file (FILE **infile, char *filename,
struct file_header *filehead, char** comment);
int close_cap_file (FILE **infile);
struct filter createfilter (int argc, char** argv);
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int write_post (FILE **infile, u_char* data, int size);
int read_post (FILE **infile, u_char* data, int size);
int read_filter_post (FILE **infile, u_char* data, int size,
struct filter my_filter);
int alloc_buffer (FILE **infile, u_char **data);
int dealloc_buffer (u_char **data);
unsigned char *hash_packet (unsigned char *pkt, int pkt_size);
unsigned char *mask_packet (unsigned char *pkt, const char mask[96]);
const
0x00,
0x00,
0x00,
0x00,
0x00,
0x00,
0xff,
0xff,
0xff,
0xff,
};

char MASK_IP[96] = {
0x00, 0x00, 0x00, 0x00,
0x00, 0x00, 0x00, 0x00,
0x00, 0x00, 0x00, 0x00,
0x00, 0x00, 0x00, 0x00,
0x00, 0xff, 0xff, 0xff,
0xff, 0x00, 0x00, 0xff,
0xff, 0xff, 0xff, 0xff,
0xff, 0xff, 0xff, 0xff,
0xff, 0xff, 0xff, 0xff,
0xff, 0xff, 0xff, 0xff,

0x00,
0x00,
0x00,
0x00,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff

0x00,
0x00,
0x00,
0x00,
0xff,
0xff,
0xff,
0xff,
0xff,

0x00,
0x00,
0x00,
0x00,
0xff,
0xff,
0xff,
0xff,
0xff,

0x00,
0x00,
0x00,
0x00,
0xff,
0xff,
0xff,
0xff,
0xff,

0x00,
0x00,
0x00,
0x00,
0xff,
0xff,
0xff,
0xff,
0xff,

const
0xff,
0xff,
0xff,
0xff,
0xff,
0x00,
0xff,
0xff,
0xff,
0xff,
};

char MASK_DATA[96] = {
0xff, 0xff, 0xff, 0xff,
0xff, 0xff, 0xff, 0xff,
0xff, 0xff, 0xff, 0xff,
0xff, 0xff, 0xff, 0xff,
0xff, 0xff, 0xff, 0xff,
0xff, 0x00, 0x00, 0xff,
0xff, 0xff, 0xff, 0xff,
0xff, 0xff, 0xff, 0xff,
0xff, 0xff, 0xff, 0xff,
0xff, 0xff, 0xff, 0xff,

0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff

0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,

0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,

0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,

0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,

const
0x00,
0x00,
0x00,
0x00,
0x00,
0xff,
0xff,
0xff,
0xff,
0xff,
};

char MASK_VLAN[96] = {
0x00, 0x00, 0x00, 0x00,
0x00, 0x00, 0x00, 0x00,
0x00, 0x00, 0x00, 0x00,
0x00, 0x00, 0x00, 0x00,
0x00, 0xff, 0xff, 0xff,
0xff, 0x00, 0xff, 0x00,
0xff, 0xff, 0xff, 0xff,
0xff, 0xff, 0xff, 0xff,
0xff, 0xff, 0xff, 0xff,
0xff, 0xff, 0xff, 0xff,

0x00,
0x00,
0x00,
0x00,
0xff,
0x00,
0xff,
0xff,
0xff,
0xff

0x00,
0x00,
0x00,
0x00,
0xff,
0xff,
0xff,
0xff,
0xff,

0x00,
0x00,
0x00,
0x00,
0xff,
0xff,
0xff,
0xff,
0xff,

0x00,
0x00,
0x00,
0x00,
0xff,
0xff,
0xff,
0xff,
0xff,

0x00,
0x00,
0x00,
0x00,
0xff,
0xff,
0xff,
0xff,
0xff,

const char MASK_FULL[96] = {
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0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
};

0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,

0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,

0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,

0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,

0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff

0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,

0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,

0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,

0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
0xff,
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A.2

Header File: “HashUtils.h”

#include
#include
#include
#include
#include
#include
#include
#include
#include
#include
#include

<cstdio>
<cstdlib>
<openssl/sha.h>
<cstring>
<utility>
<iostream>
<iomanip>
<memory>
<iterator>
<algorithm>
<vector>

using namespace std;
class StorePkt {
public:
StorePkt ();
StorePkt (const StorePkt &);
~StorePkt ();
void set (void);
void copyPacket (const u_char *);
unsigned char *getPacket (void);
bool check (const StorePkt &);
friend ostream & operator << (ostream & output, const StorePkt &);
private:
unsigned char stored_pkt[96];
int index;
};
class HashPkt {
public:
HashPkt ();
HashPkt (const HashPkt &);
~HashPkt ();
friend class FindHash;
const HashPkt & operator = (const HashPkt &);
bool operator () (const HashPkt &, const HashPkt &) const;
bool operator == (const HashPkt &) const;
bool operator != (const HashPkt &) const;
void set (void);
void setHash (unsigned char *);
void setIndex (int);
unsigned char *getHash (void);
int getIndex (void);
int getDuplicates (void);
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void addDuplicate (void);
friend ostream & operator << (ostream & output, const HashPkt &);
private:
unsigned char hash_value[SHA_DIGEST_LENGTH];
int vector_index;
int duplicate_count;
};
class FindHash {
public:
friend class HashPkt;
FindHash (unsigned char *);
bool operator () (const HashPkt &) const;
private:
unsigned char targetHash[SHA_DIGEST_LENGTH];
};
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A.3

Header File: “Agent.h”

#ifndef _AGENT_H_
#define _AGENT_H_
#include <packet.h>
class Node;
enum SourceDistributionType {
DIST_CONSTANT,
DIST_UNIFORM,
DIST_EXPONENTIAL,
};
enum AgentType {
AGENT_NONE,
AGENT_ROUTING,
AGENT_APPLICATION_RP,
AGENT_APPLICATION_MC,
AGENT_APPLICATION_BSE,
AGENT_APPLICATION_COOP,
AGENT_APPLICATION_BEACON,
AGENT_APPLICATION_QUERY
};
enum AgentEventType {
AGENT_START,
AGENT_STOP,
AGENT_SOURCE
};
struct AgentInfo {
int agent_id;
int node_id;
AgentInfo () {}
AgentInfo (int aid, int nid) {
agent_id = aid;
node_id = nid;
}
};
struct AgentEvent {
AgentEventType t;
SourceDistributionType sdt;
int source_burst;
double source_gap;
AgentEvent (AgentEventType type) {
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t = type;
}
};
class Agent {
public :
AgentType t;
int id;
int index;
Node *n;
bool started;
Agent (void) {};
Agent (int Id, int Index, Node *N);
virtual ~Agent (void) {};
virtual void init (int Id, int Index, Node *N);
virtual void start (void);
virtual void stop (void);
void send_pkt (Packet *p, int dst_ag, int dst_node);
void generic_rx_pkt_handler (Packet *p);
virtual void specific_rx_pkt_handler (Packet *p);
void generic_send_data_pkt (SourceDistributionType sdt,
int burst_size, double burst_gap);
virtual void specific_send_data_pkt (void);
void EventHandler (AgentEvent *ae);
};
void init_random_for_pkt_sources (unsigned int seed);
long int get_pkt_source_random (void);
#endif
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A.4

Header File: “AlmiNode.h”

#ifndef _ALMINODE_H_
#define _ALMINODE_H_
#include <node.h>
class AlmiNode : public Node {
public:
int m_data_packet_count;
int m_control_packet_count;
int m_control_byte_count;
int *m_per_node_data_pkt_count;
public:
AlmiNode(void);
~AlmiNode(void);
void specific_tx_pkt (Packet *p, int dst);
void specific_rx_pkt_handler (Packet *p, bool is_src);
int get_app_packet_size (Packet *p);
void display_on_stop_simulation (void);
};
#endif
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A.5

Header File: “AppPacket.h”

#ifndef _APP_PACKET_H_
#define _APP_PACKET_H_
#include <packet.h>
#define MAX_RET_COUNT 2049
enum AppPacketSubType {
JOIN_QUERY,
JOIN_ACK,
GRAFT_PARENT,
TREE_UPDATE,
TOPOLOGY_UPDATE,
PING,
REJOIN,
PACKET_DATA,
PACKET_UNDEFINED
};
struct PacketAgentInfo {
int agent_id;
int node_id;
};
struct join_query_pkt {
int q_lid;
bool attach;
double send_time;
};
struct graft_parent_pkt {
PacketAgentInfo src_ag;
int q_lid;
bool attach;
PacketAgentInfo original_dst;
double send_time;
};
struct TreeInfo {
PacketAgentInfo ag;
int num_children;
double dist;
};
struct join_ack_pkt {
bool accept;
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int layer_id;
int mbr_count;
TreeInfo agent_arr[MAX_RET_COUNT];
PacketAgentInfo exp_src;
};
struct tree_update_pkt {
int layer_id;
int mbr_count;
TreeInfo agent_arr[MAX_RET_COUNT];
int hl_mbr_count;
TreeInfo *hl_agent_arr;
bool is_root;
bool root_xfer;
bool tree_remove;
};
struct topology_update_pkt {
int layer_id;
int mbr_count;
TreeInfo agent_arr[MAX_RET_COUNT];
};
struct ping_pkt {
double src_time;
int lid;
};
struct rejoin_pkt {
bool accept;
int lid;
double src_time;
int mbr_count;
TreeInfo *agent_arr;
};
struct data_pkt {
PacketAgentInfo original_src;
int seq_no;
int lid;
};
class AppPacket : public Packet {
public :
static int m_app_pkt_gen_count;
static int m_pkt_display_period;
static int m_jq_cnt;
static int m_gp_cnt;
static int m_ja_cnt;
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static
static
static
static
static
static

int
int
int
int
int
int

m_trr_cnt;
m_tor_cnt;
m_p_cnt;
m_r_cnt;
m_pd_cnt;
m_pu_cnt;

AppPacketSubType st;
union {
join_query_pkt joinq_p;
join_forward_pkt joinforward_p;
join_response_pkt joinresp_p;
cluster_refresh_pkt clusterrefresh_p;
cluster_merge_pkt clustermerge_p;
ping_query_pkt pingq_p;
ping_response_pkt pingresp_p;
data_pkt data_p;
} u;
AppPacket (AppPacketSubType St);
~AppPacket (void);
static void display_pkt_stats (void);
};
#endif
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A.6

Header File: “Node.h”

#ifndef _NODE_H_
#define _NODE_H_
#include
#include
#include
#include
#include

<linked-list.h>
<packet.h>
"scheduler.h"
<timer.h>
"rt.h"

extern "C" {
#include <stdio.h>
#include <math.h>
#include <gsl/gsl_rng.h>
#include <gsl/gsl_randist.h>
}
enum NodeEventType {
NODE_START,
NODE_STOP,
RECV_PACKET
};
struct NodeEvent {
NodeEventType t;
Packet *p;
NodeEvent (NodeEventType type, Packet *pkt) {
t = type;
p = pkt;
}
};
class Node;
struct NeighborInfo {
Node *n;
double cost; /* Link cost */
NeighborInfo (Node *N, double c) {
n = N;
cost = c;
};
};
class Agent;
class Node {
public :
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int id;
int index;
bool started;
LinkedList<NeighborInfo*,int> neighbor_list;
RoutingTable *rt;
Agent *a;
Node(void);
virtual ~Node (void);
inline int get_id (void) { return id; }
void start (void);
void stop (void);
inline bool is_started (void) { return started; }
void send_pkt(Packet *p, int dst);
void tx_pkt (Packet *p, Node *next_hop, double link_delay,
bool instant_route_pkt);
bool forward_pkt (Packet *p);
void rx_pkt_handler(Packet *p);
virtual void specific_tx_pkt (Packet *p, int dst) {};
virtual void specific_rx_pkt_handler (Packet *p, bool is_src) {};
void display_packet (Packet *p, char *prefix);
void add_neighbor (Node *n, double cost);
void empty_neighbor_list (void);
void EventHandler (NodeEvent *ne);
virtual void display_on_stop_simulation (void) {};
};
double get_pareto_delay (void);
#endif
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Examples of Simulation
Runtime Scripts

B.1
#
#
#
#

Simulation Runtime Script: “No Churn”

Overlay protocol: ALMI
Simulation run: 17
Overlay group size: 256
Churn parameters: NONE

# initializations
nodecount 256;
routing oracle ts ’ts1250-16.gb’;
attach agent 0 node 4 rp;
attach agent 1 node 9 mc;
.
.
.
attach agent 255 node 236 mc;
at 1.00 node 0 start;
at 1.00 node 1 start;
.
.
.
at 40.00 node 255 start;
at 41.00 agent 0 start;
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at 41.00 agent 1 start;
.
.
.
at 90.00 agent 255 start;
# start packet streaming
at 301.00 agent 1 source constant burstsize 2000000 gap 0.003;
at 1500.00 simulator stop;
# simulation end
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B.2
#
#
#
#

Simulation Runtime Script: “Churn 50-5”

Overlay protocol: ALMI
Simulation run: 11
Overlay group size: 256
Churn parameters: 50-5 [max. 128 nodes leave & each is 5 min. OFF]

# initializations
nodecount 256;
routing oracle ts ’ts1250-10.gb’;
attach agent 0 node 8 rp;
attach agent 1 node 21 mc;
.
.
.
attach agent 255 node 186 mc;
at 1.00 node 0 start;
at 1.00 node 1 start;
.
.
.
at 40.00 node 255 start;
at 41.00 agent 0 start;
at 41.00 agent 1 start;
.
.
.
at 90.00 agent 255 start;
# start packet streaming
at 301.00 agent 1 source constant burstsize 2000000 gap 0.003;
# start churn
at 360.00 agent
.
.
.
at 660.00 agent
at 660.00 agent
.
.
.
at 841.00 agent
.
.
.
at 960.00 agent
at 960.00 agent

192 stop;

89 stop;
192 start;

7 stop;

192 stop;
89 start;
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.
.
.
at 1141.00 agent 7 start
.
.
.
at 1260.00 agent 192 start;
.
.
.
at 1500.00 simulator stop;
# simulation end
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Today, the telecommunication industry is undergoing two important developments with implications on future architectural solutions. These are
the irreversible move towards IP-based networking and the deployment of broadband access.
Taken together, these developments offer the
opportunity for more advanced and more bandwidth-demanding multimedia applications and services, e.g., IPTV,VoIP and online gaming. A plethora
of QoS requirements and facilities are associated
with these applications, e.g., multicast facilities,
high bandwidth and low delay/jitter. Moreover, the
architectural solution must be a uniﬁed one, and
be independent of the access network and content management.
An interesting solution to these challenges is given by overlay multicast networks. The goal of
these networks is to create and to maintain efﬁcient multicast topologies among the multicast
participants as well as to minimize the performance penalty involved with application layer
multicasting. Since they operate at the application
layer, they suffer from two main drawbacks: higher
delay and less efﬁcient bandwidth utilization. It is
therefore important to assess the performance
of overlay multicast networks in “real-world”-like
conditions.
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Furthermore, we selected three representative
categories of overlay multicast networks for study,
namely ALMI, Narada and NICE. The performance
of these overlay multicast protocols was evaluated through a comprehensive simulation study
with reference to a detailed set of performance
metrics that captured application and network level performance. A particular interest was given
to the issues of scalability, protocol dynamics and
delay optimization as part of a larger problem of
performance-aware optimization of the overlay
networks. The simulations were conﬁgured to
emulate “real-world”-like characteristics by implementing a heavy-tailed delay at the network
level and churn behavior of the overlay nodes.
A detailed analysis of every protocol is provided
with regard to their performance. Based on our
study, signiﬁcant conclusions can be drawn regarding the scalability of the protocols with reference to overlay multicast group management,
resource usage and robustness to churn. These
results contribute to a deeper understanding of
the requirements for such protocols targeted at,
e.g., media streaming.

Doru Constantinescu

For this purpose, we ﬁrst performed an in-depth
measurement and modeling study of the packet
delay at the network layer. The reported results
are in the form of several important statistics regarding processing and queueing delays of a router. New results have been obtained that indicate

that the delay in IP routers shows heavy-tailed
characteristics, which can be well modeled with
the help of several distributions, in the form of a
single distribution or as a mixture of distributions.
There are several components contributing to the
delay in routers, i.e., processing delay, queueing
delay and service time. It was observed that the
component delay distribution that is most heavytailed has a decisive inﬂuence on delay.
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