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Critical Infrastructure Protection (CIP) and Criti-
cal Information Infrastructure Protection (CIIP) are 
high-priority research areas in several internatio-
nal R&D efforts. There are different types of criti-
cal infrastructures, from physical such as the elec-
trical power grid to virtual such as the Internet 
and other communication networks. For different 
reasons, such as deregulation and the achievement 
of increased flexibility, there is a strong trend to 
open up control and information exchange sys-
tems related to critical infrastructures. This crea-
tes a situation where the function of a physical 
infrastructure is dependent on the function of 
software and networks open to many different 
actors. Thus, to protect critical infrastructure, the 
software and networks that process information 
for these systems must be protected.

Traditionally, software systems are protected pri-
marily by means of identifying unwanted elements 
(a bug, a defect, a vulnerability or a fault depen-
ding on terminology) in the source, followed by 
manual removal of this part in a process which 
aims to create perfect software. For complex 

software systems it is hard, if not impossible, to 
identify every single unwanted element, and unless 
perfect software can be created, complementary 
approaches for software protection are required.

One such complementary approach is to use ad-
ditional information about the system, such as 
information about how the system executes, and 
to use this information to protect the execution 
of the system at a later stage. This permits use of 
non-perfect software in conjunction with critical 
applications since the second-layer defense can 
identify and prevent certain unwanted execution. 
In this thesis we present a methodology to obtain 
information from executing software that can be 
used to later protect the execution of that soft-
ware. We present a set of technical mechanisms 
which illustrate how such protection can be 
employed in real executing software, and which 
address well-known problems such as buffer over-
flow and format string attacks. We also present an 
environment which supports the structured expe-
rimentation of software execution and protection 
in order to achieve higher resilience.
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Abstract
Critical Infrastructure Protection (CIP) and Critical Information Infrastructure Pro-
tection (CIIP) are high-priority research areas in several international R&D efforts.
There are different types of critical infrastructures, from physical such as the elec-
trical power grid to virtual such as the Internet and other communication net-
works. For different reasons, such as deregulation and the achievement of
increased flexibility, there is a strong trend to open up control and information
exchange systems related to critical infrastructures. This creates a situation
where the function of a physical infrastructure is dependent on the function of
software and networks open to many different actors. Thus, to protect critical
infrastructure, the software and networks that process information for these sys-
tems must be protected.

Traditionally, software systems are protected primarily by means of identifying
unwanted elements (a bug, a defect, a vulnerability or a fault depending on termi-
nology) in the source, followed by manual removal of this part in a process which
aims to create perfect software. For complex software systems it is hard, if not
impossible, to identify every single unwanted element, and unless perfect soft-
ware can be created, complementary approaches for software protection are
required.

One such complementary approach is to use additional information about the
system, such as information about how the system executes, and to use this
information to protect the execution of the system at a later stage. This permits
use of non-perfect software in conjunction with critical applications since the sec-
ond-layer defense can identify and prevent certain unwanted execution. In this
thesis we present a methodology to obtain information from executing software
that can be used to later protect the execution of that software. We present a set
of technical mechanisms which illustrate how such protection can be employed in
real executing software, and which address well-known problems such as buffer
overflow and format string attacks. We also present an environment which sup-
ports the structured experimentation of software execution and protection in order
to achieve higher resilience.
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INTRODUCTION
1.1 Introduction
Modern society is increasingly dependent on connected information networks,
and the sharing of vast amounts of critical information. The trend is to open up
previously closed systems and networks to allow different actors to interact. Thus,
new requirements are met and new business opportunities are created. Critical
Infrastructure is no exception and the next generation critical infrastructure con-
trol systems are envisioned to permit a high degree of information exchange
between different actors, which means that they are open to all these new actors.
Effectively, we see a migration from closed systems with comparatively simple
information exchange, to open, heterogeneous and connected systems that are
used for various purposes and by different actors.

The migration to these open systems is not driven by business opportunities only,
this move is also caused by new requirements from society. For example, sup-
porting increased use of distributed generation in the electrical power grid, places
new requirements on information exchange. In addition to systems that directly
control a critical infrastructure, there are systems that have a large indirect impact
on the infrastructure as such. An example of such a system is intelligent supply-
demand matching for the electrical power grid. The correct function of such a sys-
tem is not directly related to the control of the infrastructure, but a large malfunc-
tion of the supporting system can have direct effects for the critical infrastructure.

The use of more complex information systems to support critical infrastructure
has a vast potential, but also carries the risk of introducing vulnerabilities into sys-
tems on which society at large depend upon. There are several international
research programs that address various aspects of critical infrastructure and how
such vulnerabilities can be harnessed. Notable examples are found in EU’s ongo-
ing seventh frame program (FP 7) with related European Technical Platforms
(ETP) and in the US within the Department of Homeland Security.
3
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The embedding of information infrastructures within critical infrastructures, such
as the electrical power grid, financial systems and transportation systems, mani-
fests the importance of information systems for the protection of critical infrastruc-
ture systems. The core of information systems is the function of software, i.e. the
software is what processes all information and an information system cannot
operate without the proper function of software. Thus, it is widely recognized that
developing and maintaining dependable software systems is one of the main
challenges of critical information infrastructure protection (CIIP) and, because of
the embedding, also for critical infrastructure protection (CIP).

There are many aspects of building and maintaining dependable software for
information networks, and a systemic property such as dependability cannot real-
istically be assessed on a single node only. However, with the complexities that
follow the envisioned open and heterogeneous systems, it is not reasonable to
require complete control of the entire system to protect the function of only a part. 

In this work we address issues related to building targeted dependable systems
from non-perfect components. Our focus is at the micro-level, permitting the use
of domain-specific protection to construct components that fit their specific envi-
ronment and where domain-specific knowledge can be used as a part of the pro-
tection. Thus, while our approach addresses the problem from a bottom-up
perspective and at the microscopic level, it fits the larger scope of open, con-
nected and heterogeneous systems.

1.2 Domain, Related Work and Own Contributions
This thesis relates to work in many different scientific fields and industrial areas.
The domain - protection of critical infrastructures - and the technical approach - to
protect software behavior - each relate to different fields, and to vastly different
scientific communities. Given the scientific meta-level view of a problem, where a
problem preferably should be addressed using reasoning in meta models, the
principal problem that we address is how to make a system behave as wanted (by
some actor). Given this extreme, high-level view, the problems addressed in this
thesis relate to almost every engineering approach and to the corresponding sci-
entific research. We have, however, not taken such a generic approach to the
problem.

In this section we place this work in the context of a domain - critical infrastructure
protection - and a technical approach - protection of software behavior.

Protecting Critical Infrastructure. The fundamental problem that is addressed
in this thesis is protection of critical infrastructures. The function of a critical infra-
structure is, by definition, critical to some actors. Well-known critical infrastruc-
tures include public communication, gas transportation and the electrical power
grid. 

For the problem domain, this work relates to the fields of protection of critical
infrastructure and, to some extent, to the protection of society. There are many
other aspects involved in protecting critical infrastructure which need to be
addressed for this work to be relevant. The most notable is physical protection,
4
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since it is pointless to protect information or software if the physical integrity can-
not be protected.

Critical Infrastructure and Critical Information Infrastructure. This work does
not address every aspect of critical infrastructure protection. Rather, it addresses
only a very small, but important, aspect - protection of critical information infra-
structures. With increasingly complex critical infrastructure, information communi-
cation technology (ICT) systems are used to a high degree to control the function
of critical infrastructures. For example, to support intelligent use of distributed
generation in the electrical power grid, increased coordination is required, which
requires a supporting information infrastructure. Also, beside systems that
directly control a physical infrastructure, there are other critical information infra-
structures. For example, systems that permit supply-demand matching, and infor-
mation systems that permit access to critical infrastructure, can be classified as
critical information infrastructure.

The sub-domain of critical infrastructure protection (CIP) addressed in this thesis
is protection of critical information infrastructure (CIIP). This sub-domain relates to
information security in the sense that the integrity, availability and non-repudiation
of important data is highly important. [34] Protection of critical information infra-
structure could be seen as an application, or instance, of information security in
this regard, but the connection to physical infrastructure places additional require-
ments on CIIP that are inherited from the critical infrastructure. A very notable
such inherited property is the requirement that systems are open (in the sense of
open to different actors) and communicating (using open, well-known,
standards) - these are not closed, vendor-specific systems.

Protecting Networks, Information and Software. The fundamental building-
blocks for critical information infrastructure are information, networks, software
and, depending on the system view, people. This work is focused on only one of
these: software. While the software as such is probably the least important of
these, the correct function of software is required for the function of the critical
information infrastructure system as a whole, and software malfunction has been
known to cause significant problems. Examples include vulnerabilities in SCADA

monitoring software and race conditions in other control software. [102] Accord-
ing to a recently published report, as many as 67 % of critical infrastructure fail-
ures can be related to software issues. [85]

In regard to the components of critical information infrastructure protection, this
work relates to network security, information security and, given a system view,
aspects of security that concern people. The main focus of this thesis, however, is
on software security, i.e. security properties of the software that processes and
communicates information related to critical information infrastructures and criti-
cal infrastructures.

Protecting Software System Behavior. Our work in the domain of critical infra-
structure protection concerns protecting software behavior at a node-level, but in
an open, heterogeneous and communicating external environment. Thus, while
this work clearly relates to other work regarding critical infrastructure protection,
we consider the core of this work to be in the field of computer science. While
5
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other approaches to critical infrastructure protection or critical information infra-
structure protection are highly relevant and related to this work, it is not always
easy to compare these approaches with that which we have taken in this work.
For example, it is not obvious how physical protection of an infrastructure should
be compared to protection of software used to control information belonging to
that infrastructure.

The attempt to protect software behavior relates to a number of different indus-
trial areas and scientific fields. So, while the domain of critical infrastructure pro-
tection places some constraints on the approach as such, much of the work that
this thesis relates to belongs to the same type of approach. This means that not
all such related work is likely to have the highest possible relevance for the
domain, but because of the similarities in approach, they are still relevant for us to
consider.

1.2.1 Related Models and Terminology
The fundamental approach taken in this work is to protect software system
behavior. We use the word protect in the sense that the only behavior which
should take place is such that is wanted by some authoritative entity - the system
should thus be protected from behaving in unwanted ways. From a very high level
view, the protection aspect of software can be divided into two complementary
parts:

1. Making software that is less likely to behave in an unwanted way because
it has been developed and tested, or has been subjected to some other
process, such as formal verification, that makes it very likely that the soft-
ware will fulfill its requirements.1 When using this approach, one strives to
create perfect software.

2. Making software where unexpected events do not cause unwanted behav-
ior, or where the unwanted behavior occurs only in a very limited part of the
system, because the system is tolerant or robust at some level. Using this
approach, one accepts that the behavior of the system, or a part of the sys-
tem, is not always exactly as desired, but the behavior of the larger system
is not unwanted, at least not catastrophically so.

This work focuses on the second aspect, but also addresses the first to some
extent. We further describe our focus in the next chapter, and our hypotheses can
be found in the section “Hypotheses” on page 25.

As mentioned, there are many industrial fields and scientific communities that
address these issues, and there are different models and terminologies used to
describe situations that, while perhaps not identical, are very similar. This thesis
belongs to the field of computer science and the author’s background is in com-
puter science and software engineering. This means that terminology primarily
from these disciplines are used in this thesis, although some terms relate to the
security and dependability sectors.

1. We assume that the requirements do not specify that unwanted behavior should occur, as this
seems to contradict the concept of requirements.
6
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Computer Science and Software Engineering. In computer science and soft-
ware engineering terminology, a weakness in a system is typically called a defect
or, colloquially, a bug. Principally, defects should be found prior to or during test-
ing, which can be either manual or automated. An important tool that permits live
tracing of executing software, for example to find a defect, is called a debugger. 

Security. A rather new and pseudo-academic field that we refer to as security is
concerned with finding aspects of software that can be used to compromise
security properties of the system and the mending of such aspects. In the termi-
nology belonging to this field a weakness in a system that can be used to cause
unwanted behavior is called a vulnerability and the process of taking advantage
of such a weakness is called exploiting the system. This discipline is primarily
interested in weaknesses that can actively be used by an adversary to take con-
trol of the system.

This terminology is commonly used on Internet discussion forums where exam-
ples of vulnerabilities in well-known software, often with detailed descriptions of
how these can be exploited, are discussed. The most important forum for such
discussion over the last few years has been the BuqTraq list, although to formal-
ize and give unique referable identities to vulnerabilities CVE - an entity financed
jointly by the US Department of Homeland Security and by MITRE - maintains a
dictionary of vulnerabilities. [8, 11] Whenever possible, we refer to vulnerabilities
using this system, as a CVE identifier can be used to trace much relevant informa-
tion about a particular vulnerability, exploit and other relevant information.

Examples of relevant material that uses this terminology, besides the Internet dis-
cussions, can be found in the three classic books on software security [66, 95,
44].

Dependability. The traditional scientific field of dependability contains a number
of models and a terminology that is widely used, and which this work strongly
relates to. Given this terminology, unwanted execution constitutes some form of
fault and a technique striving to make perfect software is classified as fault pre-
vention. A technique that prevents an unexpected event to cause unwanted exe-
cution would be classified as fault tolerance or fault handling. A fault that actively
can be exploited by an adversary to harm the system is typically referred to as a
malicious fault. A comprehensive taxonomy of dependability can be found in [4].

Because of the technical foundation of computer science, we do not use the ter-
minology from dependability throughout this work. However, we believe the fun-
damental problem that we address could be described using this terminology.

1.2.2 Other Related Work
There is much work that relates to our technical approach in the form of mecha-
nisms and environment. We provide a principal discussion of some of these
related technical approaches and their relevance for the CIP domain in the section
“Related Work” on page 26. For the individual technical mechanisms, we also
have separate sections on work that is related to that particular technical founda-
tion in sections “Comparisons” on page 119, “Related Work” on page 132 and
“Comparisons” on page 148.
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1.2.3 Main Contributions in This Work
From a very high-level perspective, the contributions in this thesis are summa-
rized in the title; Informed System Protection. We use this term to describe a pro-
tection that has access to a key aspect of a system and can use this to protect
the system. In the case of software systems, we argue that the key aspect is exe-
cution of the system, as this is the only aspect that defines the behavior of a soft-
ware system. From this very high level view, the contributions in this thesis
concern building informed protection for software systems.

From a more practical view, there are three main contributions in this work; a
methodology for informed protection, technical mechanisms and environments. 

Methodology. To enable construction of informed protection there must be a
way, or method, to obtain information about an executing system. As no two sys-
tems are identical, a single method will likely be either at a too high level of
abstraction, or fit only a small class of systems. We propose a methodology
based on a series of methods that form a basis which permits extraction of run-
time information from the executing system. These methods are based on the lay-
out of fundamental building blocks for software, such as binary formats, and
design paradigms such as imperative (function-oriented) and object-oriented soft-
ware design. By combining this low-level methodology with a high-level one
based on experimentation with the executing system, it is possible to obtain infor-
mation about an executing system, and this information can later be used to build
protection for that system. Our methodological analysis and contribution are
described in chapters 3, "Informed System Protection", and 4, "An Approach
Towards Informed System Protection", respectively.

Technical Mechanisms. To enable informed protection based on execution
(dynamic) information, there must be some entity inside the executing system
that can obtain data and take some action, should unwanted execution be
detected. We call such an entity a technical mechanism, irrespective of if it
extracts data, takes actions on behalf of its host, or both. When such a mecha-
nism is active in an executing system, it must be constructed in such a way that it
can extract information and/or take an action on its host without causing
unwanted side effects to the host system. We describe our analysis of the techni-
cal fundaments that enable this type of mechanisms in chapter 3, "Informed Sys-
tem Protection", and practical mechanisms that address well-known exploits in
chapter 5, "Mechanisms".

Environments. To enable construction of technical mechanisms, configure
mechanisms and to extract information from executing software, some form of
experimentation is required. For complex, connected systems such as those
envisioned for critical infrastructure control, this experimentation cannot be done
at a single computer only, as this does not create a realistic environment for the
system. Rather, a configurable environment is required that enables realistic as
well as non-realistic execution for the particular system, mechanism or other task
at hand. To construct such environments we have designed the EXP system,
which we have used for experimentation within the CRISP project, for experimen-
tation with our own mechanisms and in cooperation with industry as well as for
8
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education. The need for experimentation is discussed in chapters 3, "Informed
System Protection", and 4, "An Approach Towards Informed System Protection",
and our approach using configurable experimental environments is described in
chapter 6, "Environments".

1.2.4 Overview of Contributions and References
This thesis is organized mainly as a monograph with notable exceptions for the
technical mechanisms in sections 5.3, 5.4, 5.5 and 5.6 which are based to a high
degree on almost verbatim copies of published technical papers. The remaining
parts of this thesis are, however, also based to some degree on already pub-
lished material but they have been re-written to keep a more stringent terminol-
ogy and be more accessible to the reader. For reasons of clarity, we provide a list
in Table 1-1 of different publications and roughly how these correspond to the
main contributions of this thesis.

Table 1-1: Overview of Contributions

Title
Model and

Methodology
Technical 

Mechanisms
Environments

An Experiment Driven Approach Towards 
Dependable and Sustainable Future Energy 
Systems [71]

+ +

CRISP Final Summary Report (D 5.3) [90] +

Dependable ICT Support of Power Grid 
Operations (D 2.4) [39]

+ + +

Dependable Virtual Power Plants [40] +

Dynamic Protection of Software Execution 
Environment [72]

+

Ensuring quality of service in service ori-
ented critical infrastructures [38]

+

Experiment Based Validation of CIIP [73] + + +

Information security models and their eco-
nomics (D 1.6) [41]

+ +

Integration of new ICTs for EPS in the scope 
of utilities services [29]

+

Overview of ICT components and its applica-
tion in electric power systems [93]

+

Preventing Buffer Overflows by Dynamic 
Environment Hardening [74]

+

Safe Execution of Unreliable Software [75] +
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1.3 Organization of Thesis
Primarily, the thesis is divided into four parts, where each part consists of two
chapters. These parts have a very varying level of technical depth and are to
some extent indented for different audiences.

Introduction. The first part, introduction, not surprisingly provides an introduc-
tion to the domain, this thesis and our contributions. The first chapter, introduc-
tion, which you are currently reading, also briefly describes the problem domain,
our main contributions and different approaches to the principal problem. 

In chapter 2, "Protecting Critical Infrastructure Systems", we describe certain
software-related properties for the envisioned next generation critical infrastruc-
ture control. We introduce the well-known terms vulnerability and exploit in regard
to software security and argue for why the only important property of software
systems is the execution behavior, and thus why exploits are always a serious
problem while vulnerabilities are not. We describe principally different ways to
address software security, and introduce the term informed protection - protection
that has access to some relevant aspect of the target system, in our case infor-
mation about the execution. In this chapter we also provide a discussion on work
which this thesis relates to.

The first part is fairly non-technical compared to the other parts of this thesis, and
it is our intention that the larger part of these two chapters should be accessible
to a wider audience.

Model. In the second part, model, we describe our methodology, i.e. a connected
set of methods and models, to enable construction of software execution protec-
tion that has access to execution information. In chapter 3, "Informed System
Protection", we describe these methods on a principal and less technical way. In
chapter 4, "An Approach Towards Informed System Protection", we apply these
methods and models onto execution of software in a modern operating system.

Chapter 3, "Informed System Protection", is comparatively non-technical and
should also be accessible to a wider audience, while the chapter "An Approach
Towards Informed System Protection", describes and argues for the validity of our
methodology in a more technical way.

Technical Mechanisms and Environments. In the third part we describe our
technical mechanisms and environments, which together form our technical con-
tribution in this thesis. A mechanism is the micro level entity on which the protec-
tion is based and the principal function of a mechanism is to extract information
from, and/or impose a policy on, an executing system. In chapter 5, "Mecha-

The proper role of agent technologies in 
design and implementation of dependable 
network enabled systems [37]

+

Table 1-1: Overview of Contributions

Title
Model and

Methodology
Technical 

Mechanisms
Environments
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nisms", we present four technical mechanisms that address different software
security issues. To build execution-centered protection experimentation with exe-
cution properties is essential. To enable such experimentation in all but the sim-
plest system, some form of experimental environment is required. In chapter 6,
"Environments", we present our toolkit for constructing experimental environ-
ments.

This part contains our technical contribution and is probably not easily accessible
to a reader without some background in computer science.

Conclusions. In the fourth and final part of this work we discuss our approach
and present our conclusions. In chapter 7, "Validation", we discuss the relevance
of our problem domain for current and future critical infrastructure systems. Fol-
lowing that, we argue for the correctness of our approach and discuss the rele-
vance and impact the various parts of this work already has had and may have in
the future. In chapter 8, "Conclusions", we present our conclusions from this work
and provide a discussion on what we believe would be relevant future work in this
domain.

1.3.1 Reading This Thesis
To assist the reader, we would like to point out the following key sections of this
thesis:

The problem definition is discussed primarily in the section “Critical Infrastructure
ict Systems” on page 13, with our principal high-level approach being discussed
in the following section “System Protection Through Controlled Software Execu-
tion” on page 16.

We present our three hypotheses in the section “Hypotheses” on page 25. We
return to the validation of each of these hypotheses in chapter 7, "Validation". The
validation of hypothesis (I) is addressed in the section “Obtaining Information
about the Target System” on page 190, hypothesis (II) in the section “The Ability
to Obtain Data” on page 187, and hypothesis (III) in the section “The Ability to
Intervene with Execution” on page 189.

Our own contributions are in the form of a configurable methodology, technical
mechanisms and environments. Our methodology is addressed in chapters 3,
"Informed System Protection" and 4, "An Approach Towards Informed System
Protection". Our technical mechanisms are addressed in chapter 5, "Mecha-
nisms" while our environments are addressed in chapter 6, "Environments".

Our conclusions are presented both in chapter 7, "Validation" and in chapter 8,
"Conclusions". The section “Summarizing Conclusions” on page 199 provides a
summary of our conclusions. For our technical mechanisms, we also have sepa-
rate conclusions in the sections: “Conclusions and Future Work” on page 121 for
PLIBC, “Conclusions and Future Work” on page 135 for SLIBC, “Conclusions and
Further Work” on page 150 for LPS, and “Conclusions” on page 162 for EPL. We
address some over all thoughts on challenges and possibilities in the section
“Discussion” on page 200 and in the section “Final Thoughts” on page 205.
11
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We address related work in the sections “Related Models and Terminology” on
page 6 and “Related Work” on page 26. Also, for our technical mechanisms we
address related work in the sections: “Comparisons” on page 119 for PLIBC and
EPL, “Related Work” on page 132 for SLIBC and “Comparisons” on page 148 for
LPS.
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PROTECTING CRITICAL 
INFRASTRUCTURE SYSTEMS
2.1 Introduction
Critical Infrastructure Protection, CIP, is a high-priority area in several different
fields. As an example, the blackouts of electrical power grids in recent years have
shown the importance of, and the societal dependence on, the power grid. There
are many different types of other critical infrastructures; from physical entities
such as railways to virtual systems such as the Internet and other communication
networks. In a modern society we are dependent on the correct function of sev-
eral and technologically very different critical infrastructures. Many of these infra-
structures are critically dependent on information communication technology (ICT)
including computer networks and software programs.

There is a strong trend to open up critical infrastructure to different vendors, oper-
ators and new users in order to allow large-scale information interconnections
and the sharing of more and more information. [41,  7] The reasons behind
decoupling a particular critical infrastructure vary widely - as a direct political
desire to deregulate, for economical and/or for interoperability reasons. The fac-
tual reasons behind opening an infrastructure such as the electrical power grid is
beyond the scope of this work, but some of the challenges and consequences of
such an opening - the correct function of controlling and monitoring software,
such as SCADA systems - is precisely within the scope of this work.

2.1.1 Critical Infrastructure ICT Systems
There are many aspects of system protection and the term “system” is used to
describe connected entities on varying levels. The common terms Critical Infra-
structure Protection (CIP) and Critical Information Infrastructure (CIIP) are rather
declarative; protecting a system that handles information for a critical infrastruc-
ture is within the CIIP field, but the actual technical construction of such a system
is not specified. These issues are the focus of several EU funded research
projects, such as CI2RCO and GRID. [19, 21] There is a series of requirements and
13
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properties we realistically can assume for these systems, which we have made to
separate the type of systems we consider from those we do not.

‘Normal Quality Software’ Intensive. The purpose of the methods and mecha-
nisms described in this thesis is to enable the construction of better software sys-
tems typical for critical information infrastructure systems. Critical infrastructure
where software systems have little or no role fall outside the scope of this work.
While this separation may seem rather trivial, there have been and still are sys-
tems that are built without software to assert certain properties.

The type of software systems we target in this thesis is what could be described
as built upon “normal quality software” but used in an environment where the
security and dependability requirements are higher than normal. Software used
on desktop and laptop computers in an old-fashioned non-networked environ-
ment will probably have too low security-requirements and dependability for this
work to be completely applicable. Small pieces of software used in real-time sys-
tems, or for the direct protection of human life, are typically formally verified and
fall outside the scope at the other end. The type of systems that we are address-
ing is the large class of software intensive systems that are developed by follow-
ing normal computer science / software engineering principles used in
conjunction with critical systems. These systems can be information exchange
systems, higher-level control systems or supply demand matching systems.

Open, Connected and Heterogeneous. Our work mainly concerns open sys-
tems - open in the sense that there are different actors such as vendors, opera-
tors and users that each affect the system, that no single actor has complete
control over the system as a whole and where the system is open for changes
and upgrades. The different actors have different roles and opinions and while we
expect the vast majority of actors to comply with rules and regulations we must
also accept the case that some actors may deliberately try to break existing rules,
e.g. malicious adversaries.

The openness in these systems may lead to the use of technology created by dif-
ferent vendors, at different periods of time, with different requirements and with
different versions. This type of technology is interoperable by means of standards
but the larger system as such may use hundreds or thousands of different imple-
mentations leading to a heterogeneous system - a system where there exists a
large number of technically different type of nodes. [24]

Modifiable and Configurable Execution Nodes. While the whole network of
nodes is outside the complete control of a single entity, each entity can control
and configure its individual nodes. Also, nodes can be made flexible and can be
configured for a specific purpose and be specially configured should it be neces-
sary. Communication is mandated by standards but the exact implementation on
each node is up to the owner/administrator of that particular node. This is the typ-
ical case on open networks, such as nodes on the Internet.

Levels of Resilience in Non-perfect Software. Our assumption is that in a
complex open software system it is not realistic to require or assume that all “nor-
mal quality software” is free from defects / vulnerabilities. In small or closed sys-
tems this can possibly be a realistic requirement, but for the reasons described
14
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above we consider the idea of perfect, vulnerability-free software an unrealistic
utopia for complex, open systems. 

Even within the group of non-perfect software there is a large difference in how
vulnerable or resilient they are against exploits. The work presented in this thesis
aims at increasing the resistance of normal quality software against exploits, by
reducing exploitability in an environment where we must accept that total elimina-
tion of vulnerability is not realistic.

Static Vulnerabilities. Different copies of the same software are exactly identi-
cal, and all properties found in one copy of a software program are also present in
every other copy. This is true because the software binary file is an exact copy of
the original binary file. Colloquially this is known as “binary copies” and the term
is sometimes used to describe other data stored in binary format which can also
be duplicated without loss or change.

When two copies of a software program are executed in identical environments,
forming two instances of the program, they will execute identically. Assuming
identical environments, if one instance of the program behaves in a specific way
given some external input and at a given time, all other instances will behave in
the same way. Under many circumstances this repeatability property is expected
and desirable - software can be tested once, duplicated and the duplicates safely
used. There is no need to test each copy to assert that it has the same properties
as the original. It is realistic to assume identical environments for two instances of
a program, even when different underlying hardware is used for each instance.
This is true because of the abstraction provided by the operating system and
other system software components which create a form of idealized machine,
sometimes called extended or virtual machine2, that is presented to the executing
software. [114]

The repeatability property also applies to software vulnerabilities. Vulnerabilities
exist in some source of the program and after the final program is built they are
present in every copy of the binary program (See “Vulnerabilities” on page 18.).
Thus, if one instance of a program has a vulnerability which can be triggered to
cause an exploit given a certain run-time condition, that run-time condition can
also exploit all other instances of the same executing program.

Systems with a small degree of static vulnerabilities can be protected using
backup or fail-over mechanisms. Should the first node fail, a second, identical,
can replace it. If there is a failure model with the distribution of faults, it is possible
to proactively prepare a stock of replacement parts which can be used in case of
a fault. Since software systems have a large degree of static vulnerabilities this
approach is not effective. Should the first component be exploited a second, iden-
tical component could be exploited in exactly the same way. Thus, to protect soft-
ware from exploits, especially exploits caused by malicious use, other
approaches than backup or fail-over are required.

2. The term virtual machine is often used to describe a recursive machine created by a combination
of software and hardware with special capabilities. This is not necessarily identical to the virtual
machine created by an operating system as described here.
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Open to Experimental Environments. The systems we consider must allow val-
idation of execution in some form of experimental, laboratory or debugging envi-
ronment. This is the case for essentially all normal quality software components
as the normal testing or debugging phase of software development uses similar
mechanisms to attach to and supervise software execution.

2.2 System Protection Through Controlled 
Software Execution

One of the main contributions in this thesis is a methodology for protecting soft-
ware-intensive systems. The protection of the system is provided by protection of
the software, or technically, the actual execution of software within the system. An
overview of these relations is shown in Figure 2-1.

System Borders. The executing system consists of several components, illus-
trated in the figure as “Executing Software” and “Other Aspects”. Depending on
where one draws the system border, certain aspects of the system protection fall
outside what can be protected by the executing software. A descriptive example
is when hardware aspects are included in the system - there is no way for soft-
ware execution protection to handle attacks against the hardware and yet the
hardware part is necessary for the correct function of the software-intensive exe-
cuting system. Protecting a system component cannot protect the entire system
unless the component is actually the whole system. While we accept the notion of
a software component as a system (See “Modeling Software in Terms of Recur-
sive Borders” on page 38.), this type of protection is not technically possible in
software-intensive systems because the software must eventually be executed on
some form of physical hardware, which, by definition, cannot be software.

Protecting a system by protecting a component can, at most, protect that particu-
lar component’s part of the system. The system protection we describe is aimed
at protecting software execution properties of software-intensive systems.

Protection. When discussing system protection and inheritance of protection
attributes, the exact meaning of the term “protection” is not obvious. We use the
term to describe the absence of unwanted behavior at a particular system level; if
a mechanism can prevent a particular system from behaving in an unwanted way
by modifying the software, the mechanism protects the system. The important
aspect is that protection covers system behavior which is a dynamic (See “Static
and Dynamic Software Analysis Principles” on page 19.), or “living”, aspect of the
system, not the static construction of the system.

Executing
System

Executing
Software

Software

Protection Protection

Other
Aspects

Other
Aspects

Figure 2-1: Software, Execution and System Protection
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Protection can only be placed at a system level where there is a technical founda-
tion to make it operationalizeable or prescriptive, i.e. there is a clear way to know
how to implement it. For example, consider the electrical power grid. Unless we
accept the prescriptive restriction, a possible protection mechanism could very
well be “prevent blackouts”. 

Software and Software Execution. Our approach to protect a software-inten-
sive systems is to protect the software execution, and we consider protection to
be a property of executing systems, and thus also of executing software. The
strong focus on the executing, or dynamic, properties is in contrast to many other
security approaches which focus on software sources, or static (See “Static and
Dynamic Software Analysis Principles” on page 19.), properties. In the next few
sections we describe the development and execution of software and consider
this in relation to the basic terms vulnerability and exploit.

2.3 Development and Execution of Software
Modern software programs are not created directly “by hand” by software devel-
opers. Rather, the developers create some form of high-level source code which
is transformed through a chain of tools to create a program which later can be
executed. There are several factors which affect the exact configuration of the
toolchain used. Common factors are choice of programming language, operating
system and development methodology. A simple example chain is illustrated in
Figure 2-2 where the arrows represent the transformation performed by individual
tools in the chain and the boxes the output from each respective tool.

Each tool in the chain generates its output by performing a transformation of one
or more input files. Typically, the tool also adds additional context-dependent data
to the output which is the same for all files processed by the tool. In a modern
environment each of these tools is itself a complex software program created
from thousands of lines of source code3.

In this dissertation, a program source is something which can be analyzed using
a static tool. At the same time, we view program source as not only high-level
source code, but also as every other intermediate file used in the transformation
of the source code into an executable binary. Program source does not, however,
include the executing binary, as this single step is the domain of dynamic meth-
ods.

3. As an example, a recent version of the well-known GNU Compiler Collection (GNU GCC) 4.1.2 con-
tains 1,550,163 lines of source code and 329,515 lines of headers.

Source
Code

Object Files
Executable

Binary
Executing

Binary

Development Compilation Linking Execution

Figure 2-2: Creating and executing a software program
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2.3.1 Vulnerabilities
Two of the most commonly used terms in the software security domain are vul-
nerability and exploit. From the dependability field the terms fault, failure and
error are also commonly used. While the latter definitions from the dependability
field are fairly well defined, the former are used more freely, and in a somewhat
less formal fashion. [4]

A vulnerability is a weakness or defect somewhere in a system. In this context
“system” refers to a pure software or software intensive system and the actual
vulnerability is present in the software part. The term vulnerability is most often
used to describe only such weaknesses that, when triggered as exploits, may
cause severe damage to the system. A vulnerability may exist for several reasons
such as;

• the developer wrote high-level code that when executed cannot take cer-
tain conditions into account, or

• the compiler, linker or some other tool in the toolchain made a transforma-
tion so that the output does not semantically match the input.4

There are other sources of vulnerabilities and we will not make an exhaustive list
here. The important aspect is that a vulnerability is a weakness that is present in
the software whether it executes or not. A vulnerability is something one can find
given the knowledge of what to look for, the system, and time. In a real world sys-
tem, the problem is not to find vulnerabilities, the problem is to determine what is
a vulnerability and what is not within a realistic time frame.

Creating, Propagating and Removing Vulnerabilities. A vulnerability present
in the input data to a tool can also be present in the output from the tool (we can
think of this as the vulnerability “surviving” the transformation). The typical case is
vulnerabilities in the first step of the toolchain “source code” that often are present
in the final result of the toolchain “executable binary”. To a software developer,
this should not be surprising; if there exists a vulnerability in the source code, an
automated tool transforming the source to machine code cannot automatically
detect the vulnerability and remove it as a part of the transformation process.

Also, not surprisingly, a vulnerability that occurs as a result of the transformation
in the toolchain is not present in stages prior to the tool that caused it. This is per-
haps best illustrated with a simple example; consider a compiler that optimizes
the input code so much that the final machine code does not exactly match the
intended high level source code. There is a definite chance that this program will
execute in an unwanted fashion, but there is no way to trace the cause of this to
the high-level source code (of the compiled system).

A vulnerability can sometimes be removed (or masked) transparently by a tool so
that it is not present in the output. This can be the result of a side effect to some
aspect of the tool (typically optimization) or the result of deliberate attempts to

4. For example if the compiler removes what appears to be unused or unnecessary code that in fact
has a use. There is a documented example where the GNU Compiler Collection C compiler incor-
rectly optimized the OpenSSL library so that sensitive data was not properly removed from mem-
ory buffers and thus would be present in a core dump, should the program crash. [101]
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make the tool produce more robust output. There are some examples of compil-
ers that insert additional code to mask vulnerabilities or to detect the exploitation
of a vulnerability during execution. [119]

2.3.2 Exploits
An exploit or malicious fault is a form of unwanted execution that is made possible
because of runtime conditions and one or more vulnerabilities. An exploit can
occur only in executing software and is never present in the source code or inter-
mediate steps used in the toolchain.

We can describe the necessary and sufficient requirements for an exploit in a
pseudo-formal way as exploit = vulnerability & runtime condition. If the original
vulnerability is removed, the runtime condition does not lead to unwanted execu-
tion. Similarly, if the runtime condition can be properly modified, the vulnerability
will not be triggered and no unwanted execution will occur. 

An exploit is always dangerous for an executing system, but a vulnerability is not
necessarily so. It is only when a vulnerability is combined with a specific runtime
condition and thus causes an exploit that an executing system can be damaged.
If there is a way to assert that certain runtime conditions do not occur, even a
non-perfect system with vulnerabilities can execute in a safe way. Similarly, if
there is a way to assert that a system is free from vulnerabilities there is no way
that the system can be exploited no matter which runtime conditions occur.

2.3.3 Static and Dynamic Software Analysis Principles
There are two basic strategies to make an executing software program more
resistant against exploits; 

1. remove or mask vulnerabilities so that the executing program can handle
more (all) possible runtime situations, and 

2. prevent certain triggering runtime conditions so that a non-perfect program
which has some vulnerabilities does not become exploited.

A common way to classify software security tools and methods is by looking at
which aspects of the analyzed subject the tool or method considers. We consider
the following principal types;

Static. A static tool or method considers only the source aspects of a system.
This approach is static in the sense that no aspect of the execution or runtime
conditions are considered in the analysis.

Dynamic. A dynamic tool or method analyzes aspects of an executing system.
This data is dynamic as it is only present during execution. Typically, but not nec-
essarily, a dynamic tool executes inside the system it operates on and analyzes
the execution state in real time. 

Hybrid. A hybrid tool or method combines static and dynamic approaches. In
reality, a dynamic method is almost always dependent on some static information.

There is a relation between choice of approach and the aspect of software
exploits that is targeted. A static approach analyzes only the static aspects and
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thus cannot prevent or alter runtime conditions. These tools and methods target
vulnerabilities and aim to identify possible vulnerabilities in some source of the
program. There are several freely available tools which analyze the high-level
source code using different underlying technical methods and warn the developer
of possible vulnerable constructions. An assessment of the capabilities of several
such tools is available in [105].

Tools based on dynamic methods operate with the executing program, typically
inside the program itself, and have access to the program’s memory and other
relevant elements of the execution state. By analyzing the current state and hav-
ing relevant information about the program, the tool determines if the current
state is safe and in some cases also if the next state will be safe.

2.3.4 Principle Properties of Static and Dynamic Tools
Tools representing the static approach operates as forward chaining mechanisms
on the source. The source is analyzed and the tool tests for a series of construc-
tions in a “what if”-scenario fashion. The tool is never involved in the execution
and has no means to universally determine if a given scenario actually can occur
in the executing software.

Since a static tool operates irrespectively of other tools on the source, there are
no hard requirements on performance. A tool that uses a very complex set of
rules may require several minutes to analyze a small piece of software source.
This is not a problem as this time is consumed on the developer’s computer and
does not affect the actual execution properties of the software. 

A consequence of the soft performance requirements and the limited scope of
static tools is that these tools typically make a good job of finding complex local
vulnerabilities that do not require a vast scope, but perform significantly worse on
vulnerabilities that can only be identified using a large context (See “Policies and
Environment, The epl System” on page 151.).

Tools built using dynamic methods operate in an entirely different fashion; the
current execution state is already known and there is no need to identify “possi-
ble” states as it is with static methods. Rather, the function of the tool can be
modeled in a backward chaining fashion to find a way to make the current state
intelligible and determine if it represents a safe or unsafe situation and, if possi-
ble, if the next state is safe or unsafe.

Source
Code

Object Files
Executable

Binary

Forward Chaining:
Static Methods

Backward Chaining:
Dynamic Methods

Executing
Binary

Figure 2-3: Static and Dynamic Principles as Forward and Backward Chaining
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The only way to have access to the entire state is to operate on the executing pro-
gram in runtime, which is the principle construction approach for dynamic tools.
This means that the program is in a compiled form and executing. Since the pro-
gram is in compiled form the tool does not generally have access to the source
code or other high-level sources for the program. Also because the program is
executing there are hard performance requirements; if the tool requires too much
time to determine if the state is safe or unsafe it may affect the operation of the
program. 

A complicating factor for dynamic tools is that only parts of the current (and possi-
bly next) state can be analyzed. To experiment with dynamic methods we must
either always use the method, even when the software is in real, “sharp” or pro-
duction, use, or we must find ways to make the program execute in a realistic
fashion in an experimental environment and use the results to improve the soft-
ware. Since exploits often occur when vulnerable code is given extreme, unusual
or suspect input, this problem is harder than it first may seem.

The second complicating factor for dynamic methods is how to actually perform
the backward chaining mechanism. A compiled program has much relevant
meta-data removed and the tool must use other sources of information to find a
way to represent the execution state. This is necessary for the tool to determine if
the given state actually is safe or unsafe. Also this must be done so fast that the
overhead does not affect the function of the program. Obtaining this information
represents a bootstrapping problem; to make a dynamic tool effective, there must
be access to good information about the executing program, and to obtain such
information, we typically need input from a dynamic tool.

2.4 Building Informed System Protection
One of the main contributions of this work is a configurable methodology for build-
ing informed system protection. We use the term “informed” to describe protec-
tion that has access to information about a relevant aspect of the actual system at
hand and can use this information when protecting the system. The relevant
aspect we focus on is execution information with the goal to provide protection
that could not have been created without relevant information about the executing
system. Thus, informed system protection for software-intensive systems is pro-
tection where information about information, or meta-information, about the exe-
cution is known and can be used to protect the system.

The goals of informed protection can be divided into two very broad categories;

1. Creating systems that are hardened or fault tolerant. Even if there exists a
vulnerability in the software there should be mechanisms that make it hard
to create a runtime condition so that the vulnerability can be exploited.

2. Creating systems that have fewer vulnerabilities and where vulnerabilities
can be identified in an experimental environment when unwanted or unex-
pected runtime conditions occur.

These are clearly bold statements and could possibly be summarized as “making
more secure software”. While we clearly will not address every aspect of how to
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make secure software we claim that these two aspects can be combined by
applying a configurable methodology and a series of tools on executing software.
The first aspect is a direct consequence of a working dynamic protection and the
second is made possible by combining dynamic methods with an experimental
environment.

2.4.1 Overview and Context
Our methodology for creating informed protection uses a series of connected
mechanisms to analyze and modify execution of non-cooperating software.
These mechanisms are all of the hybrid/dynamic type and while static information
is used the primary focus is on the combination of information types, not a sole
static view of software.

The goal of this methodology is not to replace methods based on static analysis
principles. Rather, the goal is to extend the protection offered by static methods to
provide yet another layer of protection. Because of the different technical con-
struction, this layer can provide protection against certain kinds of exploits that
are difficult to address using other methods, and in some cases protect against
exploits that were unknown when the protection was developed.

State, Mechanisms and Policy - Principle Dynamic Analysis. In an executing
system there is a large set of possible states. This set, or state space, contains all
possible values for all entities that affect the execution of the program, such as
binary code, variables and CPU registers. When the system performs an operation
in response to some external event, it goes from one state to another in this
space. This state space is very large, technically the tensor product of all ele-
ments, and even for small programs it is not realistic or useful to enumerate all
possible states. [38]

In a policy, some states are defined as bad while others, possibly implicitly, are
described as good. For example, if there was a way to define all states where
“controlled execution is lost” as bad, and a mechanism identified that the system
executed unknown code, this information alone would be sufficient to define the
particular state as bad. In this case, we do not need to consider all parts of the
state to determine that it is bad - the knowledge that the system now executes in
an uncontrolled fashion informs us of unwanted, and thus bad, execution. A
mechanism supervises the execution, i.e. the transition from one state to another,
and analyzes different states to determine if one particular state is bad according
to the policy. If the mechanism detects such a state, it can take some action to
make the system enter a different state. The relations between states (S[0,1,2]),
mechanisms and policy is illustrated in Figure 2-4.

For a real executing software system there are a number of obstacles that must
be addressed for this type of analysis to be realistic.

State. The state in an executing software system is not only large but also difficult
to analyze. Typically, there is too little or no meta-data available so it cannot easily
be determined what property a value represents.
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Policy. A policy is usable by a mechanism for protection only if it contains pre-
scriptive, or operationalizeable descriptions. This is in contrast to the example we
gave above. To restrict unwanted execution there must be a way to match the
state with the policy to separate good from bad.

Mechanism. When the system executes it switches states at a high speed, and it
is generally not possible for performance reasons to supervise every state transi-
tion. Rather, a mechanism must be placed at some strategic point where relevant
transitions can be analyzed in the current state and given the policy. The place-
ment of a mechanism is of utmost importance, and we will return to how initial
mechanism placement can be accomplished.

2.4.2 Background and non-Technical Approach
Our approach to informed system protection is not to solve the problems for the
generic system, but to provide means to solve the problem for a specific system.
We present our method in detail in the next chapter but provide a non-technical
introduction here to allow the work to be put in context more easily.

Systems and Protection. Relevant aspects of a software-intensive system can
be protected by protecting the software. Protection entails that one prevents the
system from behaving in an unwanted way. Thus, to protect the system one must
know what is unwanted and what is not. Some aspects of the unwanted are gen-
eralizable over several systems (i.e. not losing control over execution) while oth-
ers are domain-specific.

Protecting Software and Software Execution. Software exploits are a serious
problem for software execution, because the software will behave in an uncontrol-
lable way, which is clearly unwanted. An exploit occurs when a software vulnera-
bility is combined with the triggering of a specific run-time condition. It is possible
to address the problem of exploits by addressing either component; by removing
vulnerabilities or by preventing the triggering of certain run-time conditions.

Static Analysis. Several security and dependability approaches focus on remov-
ing vulnerabilities. Often this is done by analyzing static aspects of the software in
a process called static analysis. These approaches provide good results in find-
ing certain vulnerabilities, typically where the search context is small. These
methods work less well for vulnerabilities that require a large context to find.
Because of the complex nature of the systems we consider, we assume that no

S[0]

S[1]

S[2]

Mechanism

Policy / Information

Figure 2-4: State, Mechanism and Policy
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matter how well a system is statically analyzed it will not be perfect, i.e. com-
pletely free from all vulnerabilities. Thus, more approaches to protection are
needed.

Dynamic Analysis. To prevent exploitation of vulnerable software it is possible to
address the second aspect of an exploit: the triggering run-time condition. It is
possible to address these in several ways where we focus on one: mechanisms
that analyze the executing software to detect and prevent unwanted execution. To
analyze executing software we must have mechanisms that permit interception of
the software execution, i.e. ways to interpret the state and a policy that can be
used in a prescriptive way. This process must be done without interfering with
other aspects of the execution, including time and state.

Mechanism. To build mechanisms we must have information about the construc-
tion of the software. This is both for performance reasons and to prevent the
mechanism from interfering with unknown states. Placing a mechanism requires
knowledge of the software - both its static construction as well as its dynamic exe-
cution properties. A correctly placed and configured mechanism can prevent
unwanted execution as it can analyze the state, determine what operation is
being carried out and, if this would lead to an unwanted state, affect the program
so this does not occur.

State. The state in executing software is in a form without obvious, easily analyz-
able meta-data, but to correctly analyze the state one must know the correspond-
ing meta-data. Unfortunately, much of this meta-data is removed by the building
tool-chain when the program is built. To analyze the state in run-time one must be
able to recover meta-data for the specific program which requires information
about both static and dynamic properties for the software.

Policy. To protect a system one must know what behavior is unwanted. In some
cases this is comparatively easy (i.e. prevent uncontrolled execution) while other
cases require deep knowledge of the system as such. To build a non-trivial pre-
scriptive policy for a given system one must have knowledge about the system,
its static properties and the dynamic execution properties.

2.4.3 Informed Protection
To enable informed system protection by means of dynamic protection mecha-
nisms, a number of issues must be addressed. Initially, there must be a struc-
tured way to construct protection mechanisms. Secondly, there must be ways to
form execution policies and, thirdly, a way to analyze different execution states.

There is a relation between mechanism, policy and state which must be handled.
To know where to place a mechanism, one must first know how the state can be
analyzed. To get this information some dynamic analysis may be required. Simi-
larly, to develop a policy, dynamic aspects are required, but the dynamic tools
require a policy to function. This dependency is illustrated in Figure 2-5.

To handle this partly circular dependency we propose an iterative method where
we fix certain properties while adapting others. The purpose of this is that infor-
mation from step  can be used to better tune settings for step .n n 1+
24



Informed Protection

g y y
Apart from the construction of mechanisms, the creating of policies and the anal-
ysis of states in systems with circular dependencies, there is yet another principal
problem with informed protection that needs to be addressed: the issue of start
and stop conditions for the system at hand. The issue with start and stop condi-
tions can be reformulated as how to make it possible to start the process with cir-
cular dependencies, and when the protection properties are acceptable for real
use.

In the next chapter “Informed System Protection” on page 37 we present our
models of software execution, and in the chapter following that, “An Approach
Towards Informed System Protection” on page 65, we present our methodology
for creating informed protection for executing software based on these models.

2.5 Hypotheses
The work described in this thesis is aimed at creating tolerant software execution,
even for non-perfect software. This is a highly relevant problem for protection of
critical infrastructures, protection of critical information infrastructures and other
systems.

Principally, we consider open, heterogeneous and connected software-intensive
systems which use a high degree of normal quality-software. This is a situation
that is envisioned for next-generation critical infrastructure. Our goal is to provide
protection for the execution of such software - to extend the protection for good
but non-perfect software.

We have formulated three hypotheses about software execution that are funda-
mental to our approach, where the first concerns the applicability of informed pro-
tection.

Hypothesis (I). Informed protection, in this context protection that is informed
about execution aspects of a particular system, can prevent exploits where the
underlying vulnerability is difficult, if not impossible, to identify using static
analysis methods. Effectively, this means that for all systems that cannot be
fully verified statically, informed protection can extend the level of protection.

The second and third hypotheses concern the possibility to actually build mecha-
nisms that are required for our model of informed protection:

Hypothesis (II). To build effective informed protection for a particular system,
several aspects of the system, both static and dynamic, must be known.
Because of the way most software is constructed, relevant dynamic informa-

Mechanism

PolicyState

Figure 2-5: Dynamic Analysis Components of Informed Protection (I)
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tion can be obtained through suitable interfaces in the software and used to
extract further relevant information.

Hypothesis (III). An important requirement for informed protection is that mecha-
nisms do not cause unwanted side effects in the host system, such as harmful
performance degradation. Using certain artifacts present in software, it is pos-
sible to place mechanisms so that unwanted side effects become negligible,
and using an experimental approach it is possible to assess side effects
imposed by dynamic mechanisms.

2.6 Related Work
This thesis relates to a great deal of other research, academic as well as indus-
trial and to the increasingly interesting middle ground. While we briefly addressed
related models and terminology in the introduction to this thesis, this section fur-
ther addresses related work from different fields. While this work relates to work
in several other fields, this section focuses on work with which our thesis shares
the domain, the technical foundation or the environmental aspect.

2.6.1 Academic
There are a number of well-known academic disciplines which this work relates
to. As we described in the introduction, terminology and models differ between
these different fields, even when identical or very similar phenomena is
described.

Critical Infrastructure Protection and Critical Information Infrastructure Pro-
tection. The domain for the work in this thesis is critical infrastructure and critical
information infrastructure protection. While other approaches within this domain,
such as physical protection of an infrastructure or protection of the electrical
power grid stability cannot easily be compared, considering the difference in
approach, the overall goal is the same - to create a more secure society.

Critical infrastructure protection (CIP) and critical information infrastructure protec-
tion (CIIP) are rather recent areas of research, with little being done prior to the
mid 1990s. [60] In recent years, several research projects have been imple-
mented, such as CI2RCO, GRID and the upcoming INTEGRAL. [19, 21, 22] An intro-
duction to the American approach to CIP is given in a well-known book by Lewis
[59], and an overview of R&D activities in Europe is provided as a part of the
CI2RCO in [7].

One of the EU projects that relates to CIP and CIIP is CRISP [20], which has partially
funded this work. For this reason, some of the results presented here have also
been included in CRISP deliverables [39, 41] and the experimental platform EXP,
described in chapter “Environments” on page 163, has been used for experimen-
tation together with INPG within the CRISP project.

Software Engineering. This work also relates to various fields of software engi-
neering. The pragmatic approach we take to accept vulnerabilities (defects) to
some degree and protect the execution is within the scope of the software engi-
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neering area - how to construct software that fits non-formal requirements from
the real world.

The software engineering area of automated testing and fault injection relates
very closely to the EPL mechanism, and many of the technical fundaments used
by fault injection tools and debuggers are also used by our mechanisms. We
return to this common heritage in the section “Technical Foundations” on
page 29. To some extent, our mechanisms can be described as the inverse of a
fault injection tool. Our mechanisms, however, are focused on internal interfaces
within a software program, while many fault injection tools (as well as many secu-
rity tools) place the focus primarily on external communication interfaces, such as
the user or the operating system. An introduction to the area of fault injection and
related software engineering testing principles is given in [42].

There is also a type of tools known as “fuzzers” which are related to this work and
to fault injection. These tools send vast amounts of randomly generated data to
the external interface of a program, typically via a network socket. The goal is to
make the software enter an unhandled state and (dynamically) detect the defect
(vulnerability). Traditionally, such tools have not handled stateful protocols well,
but some recent work has been done to build stateful fuzzers. [5] Unlike our
mechanisms, fuzzers operate on some external interface, and while clearly very
useful for detecting some vulnerabilities, we consider the function of these tools
basic in comparison to our mechanisms that operate much deeper inside the tar-
get system.

Also, this work relates, to some extent, to the software engineering field of
requirements engineering. When using informed protection and dynamic mecha-
nisms, data is collected from observable interfaces (or interfaces that can be
made observable using some low-level approach). Observable interfaces can
also be explicitly constructed and software can be designed to have more hooks
for run-time monitoring. Using observable interfaces and accepting the use of
run-time monitoring tools will, however, likely affect other properties of the soft-
ware, such as the performance or memory requirements. Handling such conflicts
within requirements for software, falls within the requirements engineering field,
and while it is debatable whether a “dependability” or “trustability” property of soft-
ware can be assessed or not, it is possible to weigh the advantages and disad-
vantages of run-time mechanisms for a particular piece of software and a given
domain.

Dependability. The scientific field of dependability is perhaps best known for a
set of strong models that can be applied to many different types of systems in
regard to system dependability properties. Traditionally, dependability has not
considered exploits, i.e. unwanted execution that takes place because of deliber-
ate abuse of a vulnerability, but tacitly assumed faults and failures to occur due to
natural causes distributed according to some scale which can be approximated.
Recently, the term malicious as in malicious faults has been introduced to
address these shortcomings, and a vulnerability is defined as “an internal fault
that enables an external fault to harm the system”. [4]
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Using the dependability terminology, this work can be placed as primarily a fault
tolerance toolkit active inside software. Some parts of this work, where we use
dynamic methods to identify underlying vulnerabilities, would fall into the category
of fault removal.

One type of malicious fault is intrusion, and this work relates to work done in the
area of intrusion tolerance. [94, 23] Typically, intrusion tolerance builds the toler-
ance on what we would describe as hard borders, while this work places the
focus on soft borders. However, we believe that this work easily could be placed
in a dependability and intrusion tolerance model and framework, where our
mechanisms protect the internal soft interface and other dependability compo-
nents are used for protection of hard border interfaces.

Static Analysis and Formal Methods. The principal function of all forms of
static analysis is to analyze a source (i.e. a static property) of a software system
to determine if execution based on that source can be verified within a given
model. Principally, this can be done on two different kinds of systems: formal and
non-formal.

By formal systems, we mean systems for which there is a formal model that
defines every form of valid execution. For such systems, a static analysis can
positively determine if a particular source verifies the given model, and should
that be the case, no unwanted execution, as defined in the formal model, can
ever take place. For formal verification to be successful, the whole system must
be formally verifiable, including the operating system and all libraries. Also, the
system must be developed in a programming language with sufficient constraints
that make static analysis possible. Neither a Windows, nor a POSIX environment is
formally verifiable, as both contain interfaces specified in the C programming lan-
guage, which, because of a complete lack of type safety and unrestricted use of
pointers, including aliased pointers, do not permit formal verification. [54] Thus,
formal verification is an important complementary approach, but an approach that
is not applicable to the domain we consider. A theoretical discussion on the
impossibility to deductively verify programs is found in [28].

A non-formal system is a system for which no such formal model exists. Thus, in
these systems no complete model of valid execution exists, but a static validation
tool operates by matching the source against a list of well-known unwanted exe-
cution situations. A typical such situation is a buffer overflow exploit. When using
an industry-standard language such as C or C++, certain language features
make it hard to identify unwanted execution with high probability. A discussion of
such features is found in [118]. Both Windows and POSIX environments contain
components and interfaces developed in C, and these environments are thus
impossible to verify formally, and hard to verify using non-formal, static methods.

For the systems we consider, the extent to which static validations can be used
are limited. Despite this, static tools operate without any obvious negative side
effects and while these tools cannot find each and every vulnerability, they can
find some. This work relates to static analysis of non-formal verifiable software
related to the protection of software systems. Static methods are used to find
(and allow removal of) vulnerabilities, allowing the construction of better software.
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When using our methods, one accepts the notion that software is not perfect, but
that the execution should be protected anyway. In this sense, while related and
having the same goal, static and dynamic approaches to software security are
very different.

2.6.2 Technical Foundations
There are a number of technical foundations that this work relates to in the sense
that these foundations are required for our models or technical approach. The
most important such foundation is the ability to model execution using a more
fine-grained model than the theoretical “von Neumann” machine or the too coarse
operating system - userland program model employs. [114, 98]

Binary Formats, Linking and Loading. In a modern operating system a pro-
gram is stored in a format that is loaded by the operating system kernel, possibly
assisted by a helper program. This format reveals much information about the lay-
out of the program. In a Windows-based environment most programs are stored
in a format called Portable Executable (“PE”) while most UNIX-like systems use the
Executable and Linking format (“ELF”). The Mac OS, while UNIX-based, uses
another binary format called “MACH-O”. Extensive technical information is avail-
able for these formats in the industry standards that define each respective for-
mat. [64, 51, 2]

A good introduction and a list of references to issues related to modern and his-
toric binary formats is provided in the classic book by Levine. [58] This book
explains the underlying causes of why binary formats provide different types of
information, and to which technical fundament each such piece of information
relates. 

There are two types of information encoded in a binary format that is of particular
relevance for our work:

1. The ability to load additional modules into a program and,
2. the ability to obtain border information.

The first issue can be handled either by modifying the binary program, (“rewrit-
ing”), or by using features found in a modern dynamic linker (“injecting”). For the
ELF file format, rewriting can be done by means of modifying the program inter-
preter (PT_INTERP) header, as this will invoke the selected interpreter whenever
the program is loaded. [52] However, for reasons of convenience the default inter-
preter on some systems, such as Linux [62], FreeBSD [30] and Solaris [91] pro-
vide means to pass such information in environment variables, which simplifies
injection. [110] For files in the PE format, the run-time linker in Windows provides
a similar function [65].

The ability to effectively load additional modules into a non-cooperating5 program
is not a hard computer science problem in the traditional sense - underlying prim-
itives could be used to modify the program and there are no algorithmic difficul-
ties in modifying an executable file. It is, however, a rather convenient way to load

5. See “Borders and Non-Cooperating Software” on page 45.
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dynamic protection, and this approach is also used by other dynamic mecha-
nisms which we return to in the section “Run-time Defence” on page 31.

The second issue, the ability to obtain border information, regards both informa-
tion that is directly encoded in the binary format, such as exported and imported
functions, as well as information that can be extracted using static binary soft-
ware analysis.

Static Binary Software Analysis. The target of static analysis is to obtain infor-
mation about a software program by analyzing the sources of that program. We
addressed the field of static analysis for software audit in the previous section,
but there is a special form of static analysis that can be seen as a technical fun-
dament for our work from the area of reverse engineering and particularly decom-
pilation.

When reverse engineering of a software program is performed, the binary
machine code is used as a source for static analysis. The term disassembly
describes the process where the machine code is converted to textual assembly
instructions which are used by the (reverse) engineer to identify the function of
the system. The term decompilation refers to a process where the machine code
is analyzed and transformed into high-level languages, such as C. [10]

To automatically transform a binary program into high-level source code, a
semantic analysis of the instructions is required. This requires identification of the
constraints of execution in a non-cooperating software program, closely related to
our concept of recursive borders6. The term idiom is used to describe a group of
instructions where there is a higher-level semantic meaning of the instruction
group that cannot be reduced to the meaning of each individual instruction. [32] A
good discussion on idioms, and why a more finely grained model than a pure “von
Neumann” can be applied to software is found in [9]. Many of these idioms are
more complex than those which we have considered for use in our models, but
reverse engineering is performed statically so there are no hard performance
requirements. Another example of identifying idioms can be found in a master
thesis from BTH, which also illustrates that applying a semantic meaning to an
instruction stream does not necessarily require years of work. [18]

Dynamic Binary Software Analysis. Our mechanisms are technically similar to
other tools that attach to non-cooperating software and either intervene with exe-
cution and/or extract data.

A well-known class of such tools include debuggers - tools that permit a devel-
oper to control the execution of a target system interactively, typically to identify
defects (“bugs”). The history of debugging software, the term bug for a software
defect and debuggers, goes back to at least the 1940s. [31] The two basic func-
tions of a debugger - to extract information from the target, and to permit the
developer to intervene with execution - relate closely to the intervening of execu-
tion and data representation performed in our technical mechanisms. A good

6. See “Modeling Software in Terms of Recursive Borders” on page 38.
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description of these two aspects from a debugging perspective are found in [86]
and [87], respectively.

Beside the different domain, our dynamic mechanisms operate non-interactively
and on software in production environments. This places other requirements in
terms of performance and side effects on a mechanism compared to a debugger.
From the perspective of technical fundament, however, our mechanisms and
other tools that intervene with execution, can be described as debuggers.

A second and similar class of tools are various profilers, performance monitors
and run-time checkers, such as the well-known Purify and BoundsChecker. [14,
46] Such tools, like our mechanisms, operate inside cooperating or non-cooperat-
ing software and extract various forms of dynamic data. Typically, some form of
compiler generated data (i.e. a static pre-analysis) is required for such tools to
operate in an optimal way, but the principal way to obtain data from an executing
program is the same for these tools as for our mechanisms and for debuggers.
These tools are similar in construction to our technical mechanisms, but the
domain-specific requirements may differ significantly. For performance profilers, a
low overhead is of utmost importance to not interfere with the measurement,
while run-time checkers typically have very low performance requirements and
operate partially interactively with the developer. 

2.6.3 Run-time Defence
The term run-time defence is used to describe certain mechanisms that harden
an environment making the software that executes in the environment tolerant
against unwanted execution. Most work in this area originates from the USENIX

Security Symposium conference, and its predecessors. This is a comparatively
old forum for software security, with a strong focus on UNIX and environments in
general.

Dynamic Approaches. A number of dynamic run-time defence approaches (i.e.
approaches that affect executing software) have been presented. Some of these
relate very closely to our work.

A very well-known paper from this field describes the libsafe library which pre-
vents buffer overflows in the gets function and a few other functions. [6] Their
approach is related to our SLIBC mechanism, but SLIBC provides protection for all
functions, not just a few. Also, SLIBC protects buffers that originate from the heap
as well as from the stack. A more detailed comparison between our SLIBC

approach and libsafe is given in “Related Work” on page 132. An addition to lib-
safe that permits a more finely grained control of variables on the stack is used in
libsafe plus [3]. Their approach is to use a static pre-compilation phase, which
could also be integrated in SLIBC or any other tool. This is, however, no longer a
dynamic method, which affects the transparency property of the original libsafe.

Another related technical fundament is address space randomization, as found in
Windows Vista and OpenBSD.7 [76] By randomizing the memory layout of an
executing program it becomes harder to exploit a vulnerability, which is closely
related to our approach. Using address space randomization, however, the
exploit still occurs but statistically the hostile code does not execute. This does
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not stop the executing program from otherwise executing in an unwanted way,
such as crashing. Our goal is to prevent the program from crashing as well as
from executing hostile code.

A dynamic approach to format strings that relates to our example use of PLIBC is
described in [61]. This work is later than the PLIBC, and uses essentially the same
dynamic information to separate safe from unsafe use, but unlike PLIBC, it
addresses the format string issue only. Like PLIBC, this approach does not require
modification of existing programs, thus the transparency.

Static Methods. The canary value approach to buffer overflows was introduced
in StackGuard [13] and can briefly be described as a randomly chosen magic
value (the canary) being placed just before the return address on the stack. When
a function is about to return, the magic value is compared with a copy at a differ-
ent location, and if these mismatch, the program is terminated. This works
because most buffer overflows are linear in memory, i.e. to overwrite the return
address, the magic value must be overwritten first. A comparison between our
SLIBC approach and this approach is provided in “Related Work” on page 132. In
short, to use the canary value approach, a program must be recompiled; the
canary value approach protects against some overflows that SLIBC does not, but
SLIBC protects against yet other types which are not protected using canary val-
ues. A different canary value approach is presented in [119], which provides a
more finely grained protection, but which requires the software to be recompiled
using a special compiler that cannot optimize code. 

A second well-known contribution from this area is the FormatGuard approach
which protects against format string attacks. [12] There is a similarity in our exam-
ple use of PLIBC and this approach, which is further described in “Comparisons”
on page 119.

2.6.4 Environments
Building environments which permit realistic or manipulated execution is central
for our experimental approach. These concepts are also relevant for many other
disciplines, from a high-level view for all experimentation with software-intensive
systems.

From a practical view our experimental environments relate to test drivers con-
structed to permit testing of software units (unit testing) or larger parts of a sys-
tem (automated testing). The environment created in a unit testing framework is
typically much smaller and very specialized for the particular unit being tested.
For automatic testing, depending on the system, the environment can be more
similar to an EXP environment, and given a strong testing background, all forms of
experimentation with software intensive systems can be described as invariants
of testing. Compared to unit and automated testing, an EXP environment provides
real communication networks and has a centralized scriptable configuration of

7. We are not aware of any documentation describing OpenBSD’s address randomization, but for
heap-based buffers a fairly good description is available in the source code for their malloc
implementation, which is based on phk malloc. [57]
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various services. Also, an EXP environment is robust enough to permit experi-
mentation with hostile software, and we have yet to see automated or unit testing
for malware.

From the network perspective EXP relates to other network-centric experimental
environments such as emulab and PlanetLab. [106, 17, 80, 82] Our EXP system is
a far smaller and less ambitious project compared to these, and the focus of EXP

is also somewhat different. While the network is important, other aspects such as
the centralized control, connections to dynamic mechanisms and the ability to
construct small specialized environments is central to EXP. An example of the
connection between a dynamic mechanism and EXP is given in “Policies and
Environment, The epl System” on page 151. To experiment with pure network
applications, other environments are likely to provide a better foundation, while
the combined approach in EXP provides a way to build small and effective experi-
mental environments.

From an implementation view of certain EXP services, EXP relates to tools used for
computer and network administration. This is perhaps most visible in the disk
cloning service RESTS, which relates to other well-known disk cloning systems
such as ghost. [92] There are also some similarities with the network administra-
tion and start-up service BOOTS and tools used for network monitoring and config-
uration. These similarities relate to the domain of EXP - to permit rapid
construction of environments, which is not vastly different from constructing other
computer and network environments. 

The principal difference between EXP and such tools lies in that design of EXP is
focused on flexible experimental environments over performance and other
attributes. A discussion with examples of similarities and differences is provided
in the section “Discussion” on page 174 and in the discussion for each respective
service.

2.7 Chapter Summary
There are many different aspects of critical infrastructure protection (CIP) and crit-
ical information infrastructure protection (CIIP). For several reasons, the next gen-
eration of CIP and CIIP systems are likely to contain open interconnected
information communication systems. Protecting these systems is important for
protecting CIP and CIIPs.

The work presented in this thesis is aimed at protecting a class of computer
intensive systems. Typical properties of such systems are; 

• They are built using normal-quality software components, but used for
more-than-normal critical tasks

• They are open to different actors, connected with other systems, and built
from heterogeneous components

• It is possible to modify the execution environment for individual nodes and
to experiment with a node
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The approach we take is not to formally verify security properties nor classify in
binary terms of secure and insecure, but to increase resilience in non-perfect sys-
tems.

Two copies of a software program are identically similar, and all properties found
in one copy are also present in every other copy of the program. If two copies of a
program are executed in identical environments they will behave identically. This
is sometimes a wanted property - only one copy of a software program has to be
tested - but also means that unwanted properties in one copy is present in every
other copy as well.

Vulnerabilities and Exploits. Two commonly used terms in the area of software
security are vulnerability and exploit. A vulnerability is a weakness somewhere in
a system while an exploit is a form of unwanted execution. Vulnerabilities are
problematic only because they can, in combination with a triggering run-time con-
dition, cause an exploit. A vulnerability in one copy of a program will also be
present in every other copy of the same program, and if two instances of the
same program executes in identical or sufficiently similar environments, the same
run-time condition can lead to exploits in both copies.

There are two basic strategies to prevent an exploit in an executing software pro-
gram, 1) to mask or remove vulnerabilities so that the program can handle more
run-time situations and 2) to prevent triggering run-time conditions from occurring
so that the exploit is never triggered.

A common way to classify software security tools and methods is to look at which
aspects of the subject they analyze. A ‘static’ tool analyzes static (i.e. non-execut-
ing) properties such as source code, a ‘dynamic’ tool, analyzes execution and a
‘hybrid’ combines both approaches. Static and dynamic tools are built using fun-
damentally different techniques and have vastly different properties.

Informed Protection. We consider protection of a system to be informed if
knowledge about domain-specific attributes of the system can be used in the pro-
tection. A contribution of this thesis is a methodology that aims at informed pro-
tection for software execution, i.e. using information about how a particular
software should execute to protect the execution. This methodology relies on a
combination of mechanisms that affect policies and analyze states in executing
software. The models of software and software execution that we base the meth-
odology on are presented in the next chapter.
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INFORMED SYSTEM 
PROTECTION
3.1 Introduction
To protect software execution, we must have ways to model the execution as well
as the structure of executing software systems. In the next chapter “An Approach
Towards Informed System Protection” on page 65, we describe our methodology
for building informed protection for software-intensive systems. To use this meth-
odology, different types of information - dynamic and static - is combined with a
number of methods to find ways to represent the execution state and intervene
with execution in order to modulate system behavior. Dividing the scientific
approach into the tasks of representing and intervening is not a recent invention,
and has been attempted by many other scientists in traditional natural science.
[43] 

Modeling Software in Terms of Recursive Borders. Firstly, we describe our
model of how software can be modeled in terms of recursive borders. We con-
sider borders that are enforced by some technical mechanism (“hard”) as well as
borders that exist because of how the particular software was constructed or
transformed by the building tool-chain (“soft”). We give a number of examples of
typical borders and discuss why placing dynamic mechanisms at such borders
can be beneficial for protection of the system.

Dynamic Mechanisms. Our second model concerns the basic building blocks or
atoms of dynamic protection, the mechanisms that analyze and affect software
execution. We discuss meta-data input used by a mechanism to represent a
state, and different kinds of actions a mechanism could take to affect the execut-
ing program in different ways. We also discuss side effects that could be caused
by using a dynamic mechanism and ways these can be handled.

Software Analysis Feedback Cycle. The third model concerns principal differ-
ences when using dynamic mechanisms and static analysis tools. We discuss
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properties that appear because dynamic mechanisms operate inside the same
system as other mechanisms and measure the same system they affect.

Environments. Finally we describe our model of an environment - how mecha-
nisms affect each other deliberately and non-deliberately. We discuss ways in
which mechanisms can be connected and how the environment connects the dif-
ferent entities needed for complex experimentation in executing software.

3.2 Modeling Software in Terms of Recursive 
Borders

An executing software program is sometimes seen as a large chunk of data with
few external interfaces and where some data happen to be valid instructions for
the particular machine. From an operating system viewpoint, the executing pro-
gram can be modeled as a few memory regions with different protection attributes
and an interface to the operating system kernel. For the software developer, the
most well-known form of the software is the source code which is manually writ-
ten. Today, even debugging can be done with tools that present the developer
with high-level source code rather than the low-level machine code that the CPU

actually executes. To present the developer with such information, additional
meta-data or debugging information generated by the compiler is used and this
process can be seen as the reverse of the software development process - See
“Development and Execution of Software” on page 17.

There are probably several reasons why models of software execution are
nowhere near as popular as models of static aspects of software, such as design
diagrams and architectural descriptions. In some cases, the simplistic view of
executing software as a big chunk of data, or the operating system view are suffi-
cient. The operating system needs only to provide certain basic services to the
executing program and therefore operating system designers have no need to
explore the inner construction of each program. For some software engineers,
understanding the source code appears more than sufficiently difficult, and the
concept of an execution model is thus beyond reach and beside the point.

From a theoretical computer science point of view, there is also some support for
the abstraction that executing software is, or at least should be modeled as, a
large chunk of data. Modern computers are indeed “von Neumann” machines
meaning that instructions to the CPU are represented in memory in the same way
as data. [98] Given only a memory address and an executing software system,
there is no way to universally determine if the datum at the particular address
represents data, an instruction or both.

The need for a fine-grained model. When analyzing dynamic properties of an
executing software system, correct interpretation of execution data types is of
utmost importance. Using a simplistic model that does not provide separation
between instructions and data is clearly of little analytic use as the model does
not explain the execution but merely describe how instructions can be repre-
sented as ordinary data. Rather, we need a model that allows us to identify rele-
vant information during execution for a particular system; information such as
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function parameters, buffer sizes and values of other critical domain-specific
data.

The fundamental problem is that in the actual world, the executing systems have
very few restrictions, and if we place a single model of execution on these, the
model will either match only a few systems or be so generic that it is not useful for
data analysis. Using a model that does not match the system or a model that
does not explain the phenomena of interest is equally bad. Because of the few
restrictions on executing software systems, we believe that a generic model of
execution has a very limited value, and that domain-specific, first order models
are required for specific systems. In the remaining part of this section we discuss
some elements that can be used to build such system-specific models.

3.2.1 Borders
A CPU can execute machine code instructions from virtually any memory address
and a modern operating system places very few restrictions on the layout of an
executing program, but there are other aspects that limit the differences between
different programs’ execution layout. One such aspect is different borders inside
the software; borders that place some limit on data representation or execution
flow.

We use this aspect to form our model of software execution as recursive borders,
where we model executing software in an hierarchical structure that communi-
cates with entities through some border interface. We have identified two funda-
mental types of borders: hard borders which are enforced by some technical
mechanism, and soft borders that represent artifacts from how a particular sys-
tem was constructed and transformed into an executable binary. Given a particu-
lar system view there are hard and soft borders inside and outside the system, as
illustrated in Figure 3-1.

System Border

Figure 3-1: Software in terms of Recursive Borders
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3.2.2 Hard Borders
The first type we consider is where the border constitutes some form of ontologi-
cal enforcement between the different sides. There are two properties that are
typical for this type of border:

1. The border is enforced by some mechanism and there is a limited number
of ways to call or invoke the mechanism that enforces the border.

2. There is only one way to carry out a particular operation and that is through
the mechanism-enforced border. If a particular mechanism restricts the
use of a border, the system cannot just use another.

Physical Hardware. The first and perhaps most intuitive form of hard border is
an actual physical hardware border. For example, consider a networked system
where different nodes exchange information. There is only one way for a particu-
lar node to communicate with another node - through the network interface (and
a given set of protocols), and the operation of communication cannot be carried
out without using the network interface.

Using the network as a system border, an administrator can modulate the traffic;
one can use firewalls to restrict which communication that is permitted or applica-
tion-layer proxies to alter data sent in an informed way. Using firewalls and prox-
ies to enforce some network policy is perhaps the most commonly used dynamic
method on distributed systems and the list of well-known firewalls and proxies is
far to extensive to list here.

There are other physical hardware borders used in software-intensive systems
such as login devices, crypto card readers, and fingerprint scanners. While we
clearly believe these are relevant for system design, this type of hardware border
tends to be targeted towards a specific part of a system and they are thus less
relevant for this discussion.

Operating System and Userland Programs. An important hard border for soft-
ware systems is the privilege border between the operating system and executing
userland programs. The operating system kernel executes with a higher privilege,
called supervisor mode or simply kernel mode, compared to userland programs
that execute in user mode. The kernel is permitted to perform certain operations
that userland programs are not, such as direct communication with the hardware.
Userland programs communicate with the operating system kernel by means of
system calls and cannot communicate directly in a privileged fashion with the
hardware. [69] Should a userland program attempt to communicate directly with
the hardware, or perform some other operation that requires kernel privileges, the
CPU will notify the operating system kernel which likely terminates the program.

The interface between the operating system kernel and the executing userland
program is defined at a low level, as the controlled privilege escalation requires
support from the CPU. [69] This interface is not callable from typical high-level lan-
guages such as C, but requires special stub functions. Similarities and differ-
ences between these two types of interfaces have been addressed by the
process migration research community and a good description of the technical
fundaments is found in [63].
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When a userland program requires a particular operation to be carried out by the
kernel a privilege check is performed. If the requesting program does not have
sufficient privileges for the operation, the kernel returns an error. Because of the
hard border between the program and the kernel, there is no way for a program to
circumvent this check and as the CPU enforces the protection between kernel and
userland, the program cannot carry out the operation itself.

Several security principles rely on the fact that the kernel validates that request-
ing programs have sufficient privileges for every operation requested. For exam-
ple, if a program wishes to write data to a file, the kernel will validate that the
program executes under correct privileges in respect to the protection mode of
the particular file. There are other examples where the enforcement mechanisms
in the operating system kernel have been used to enforce high-level policies, for
example in the high-level policy mechanism for the OpenBSD operating system.
[83] Using this system, an administrator can develop a policy limiting which sys-
tem calls a particular program is permitted to perform depending on several run-
time properties, such as privilege level and value of parameters sent to the sys-
tem call. The software security principle “execute with lowest possible privileges”,
described in software security textbooks, also rely on this fundamental border in
regard to operating system privileges. [95, 107]

Distributed Systems. There are also several different types of distributed sys-
tems where the communication between components can be seen as a hard bor-
der. In a loosely coupled distributed system, for example a client-server system,
the server can be contacted in a very limited set of ways, over an actual network,
a local pseudo-network or using some other inter-process communication facility
(IPC). In these systems the actual distribution mechanism will rely on some tech-
nique for raw information transmission (i.e. a socket, pipe or similar) which
enforces the border, but from a high-level view we can see the distribution mech-
anism as such as a hard border in the larger system.

3.2.3 Soft Borders
In addition to the hard borders found in a system, borders that are enforced, there
is also a different kind of borders which we call soft borders. These soft borders
exist because of how the system was constructed rather than as a result of
enforcement mechanisms, and, given knowledge of a particular system, these
soft borders can be identified. This is true because the way a specific program is
transformed through the building tool-chain is deterministic. This means that cer-
tain high-level constructions used in the programming language are transformed
to identifiable artifacts in lower levels and once these artifacts are identified it is
possible to predict properties at the higher level; See “Development and Execu-
tion of Software” on page 17. If needed, the existence of soft borders can be vali-
dated by means of dynamic methods, but in many cases simple static analysis of
a binary program can reveal soft borders by analyzing building tool-chain idioms.
[9, 18, 32]
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Methods and Functions inside a Program. In imperative (function-oriented)
and object-oriented programming languages there is a strong concept of func-
tions and methods respectively. Essentially, all programs developed in an impera-
tive programming language will use the concept of functions although it would be
possible to develop the whole program using a single function only. Given infor-
mation that a particular program is developed in an imperative or object-oriented
language, it is very reasonable to assume that functions and methods are used,
respectively. For several reasons a compiler transforms a high-level function into
machine code in a deterministic fashion. 

1. Each file is compiled independently and linked with other files at a later
stage. Thus, a function in one file must be callable by functions in a differ-
ent file, of which the compiler has no knowledge. This requires the compiler
to transform each non-local8 function in such a way that it is clear how to
invoke it.

2. Many architectures have special machine code instructions to call a func-
tion that is defined in a specific way. This makes it efficient to use the
mechanism provided by the hardware rather than invent a new. For effi-
ciency reasons this type of calling conventions are often standardized
which makes it even more likely that a compiler will use them.

3. If code compiled by different compilers should be able to communicate
directly by means of direct function calls, there must be a well-known inter-
face. Such an interface is often described as an application binary interface
(ABI) and is required for technologies such as Microsoft’s COM and clones.
[88, 117]

Because of the deterministic transformation in the tool-chain, low-level artifacts in
machine code can be bound to corresponding high-level constructions with a
high probability. Certain high-level constructions, such as functions, represent a
constraint of the calling interface. For example, a function is called with zero or
more parameters and returns a value in a specific way. This requires data to be
prepared in a particular way, and this can act as a soft border between parts of a
software system.

Border Functions. In addition to system calls provided by an operating system
kernel, an operating system typically also provide a number of utility functions.
Such functions are normally collected in what is called an application program-
ming interface, or API. In contrast to system calls, a program can choose not to
call such functions but to use its own implementation. However, many programs
actually use this type of provided utility functions. If such a function is used, how-
ever, data must be prepared in such a way that the function can use it.

We model these border, or utility, functions as soft borders because when a pro-
gram calls one of these, it is possible to extract meta-data in a similar fashion as
with hard borders.

8. Some programming languages provide means to mark functions as local, i.e. a function that
should not be exposed outside a very limited context such as the current file, or be callable only
by methods in the same class. [53, 112] For such functions, a compiler can optimize more freely
and the result can be more difficult to analyze.
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Idioms. At a low machine code level there are some constructions that represent
more than the semantic meaning of the individual instructions. This type of con-
structions, or expressions, are often referred to as idiomatic expressions or idi-
oms. The concept of idioms in machine code has been used for a long time and is
well-known in the reverse engineering / decompilation / recompilation community.
An early description of idioms can be found in Communications of the ACM from
1965:

“We find that in machine language programs, much as in natural lan-
guages, what we may call idiomatic expressions occur frequently.
These are program segments, of one or more instructions, which
have a meaning as a whole that is not a direct result of the individual
instructions in the program segment.” [32]

While most programs today are not hand written in assembly language, idioms
are still present in the machine code because of how the program is transformed
in the building tool-chain. If the machine code of a particular program is analyzed
and an idiom is identified, it is possible to use knowledge of the idiom as such to
make a prediction about the function of that segment of machine code.

While the idioms that were relevant when recompiling assembly programs in the
1960s are perhaps slightly outdated for modern analysis, other idioms may prove
useful. Examples of such would be idioms for memory copying operations, idioms
that reveal function calling conventions, parameter count and type [9, 18]. These
types of idioms act as soft borders as the meaning of the idiom can be used to
recreate meta-data which can in turn be used to interpret the true data from the
different sides of the border.

3.2.4 Borders and Meta-Data
Whenever a particular border in a software system has been identified, a number
of the properties of the technical border, or the border interface, are revealed.
These properties constitute static information about the construction of the actual
technical border. Typically, once the border has been identified, there is informa-
tion about how to interpret the data, i.e. the meta-data for the particular interface
is revealed at the receiving end of the border.

For example, consider an example software system illustrated in Figure 3-2
where module A communicates with module B. Given information about the bor-
der between A and B it is possible to interpret the data transmitted between the

A
B

System Border

Border Interface

Figure 3-2: Border, Interface and Possible Mechanism
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two modules. If A and B are network nodes, one may call the interface a protocol.
If A and B are functions in an executing program, the term would be application
binary interface (ABI) and if they are chunks of machine code we would talk about
idiomatic expressions. We can look at this from different abstraction levels and
use a different terminology should this help the discussion, but the basic principle
remains; if we are able to identify borders in a system this information can be
used to reveal meta-data about the communication, which, in turn, can be used to
interpret the information. 

We consider two orthogonal aspects of a system border; the binary enforceability
that separates hard from soft borders, and the granularity of the meta-data that
can be extracted from the border. The type of information extracted from a border
interface and the way it can be used, varies largely between different interfaces
as the examples below illustrate.

Hard Borders. Hard borders, by definition, have a high degree of enforceability
meaning that there is no way to circumvent the interface and use a different one
for a specific operation. This is perhaps most clearly illustrated with the network +
firewall example; a node can be sufficiently protected with just a single correct set
of firewall rules as there is no other mechanism available for a malicious node
that wishes to communicate.

The granularity of the meta-data for hard interfaces vary widely; the network fire-
wall typically has access to information about source and destination addresses
and a port number9, but cannot perform analysis of the application layer protocol,
as this information cannot be extracted from the IP protocol family container infor-
mation.

In the system call interface, information about how to interpret every parameter
and complex data structure is immediately available. This information can be
used by a monitor or policy tool which immediately can decode information sent
from the userland program to the operating system kernel. Since this interface
has a high enforceability, as well as fine-grained meta-data, it is possible to
develop tools that monitor the interface (such as strace on Linux, ktrace on
BSD platforms, truss and DTrace on Solaris and many more), as well as
enforce a policy with high confidence, such as in OpenBSD. [83]

The system call and the network example are both “true in principle”; there are
mechanisms that could provide a finer granularity meta-data for the network
case, for example by diverting to an application layer proxy. Furthermore, for cer-
tain system calls, such as ioctl on most UNIX-like platforms, the meta-data is
not as finely grained as for most other calls, which affects the ability to represent
data for that particular interface. [68]

Soft Borders. The difference between soft and hard borders is that the enforce-
ability is lower for soft border interfaces. Thus, when a soft border is identified
there is little information about whether this particular interface always will be

9. In principle the firewall has access to headers that can be extracted from the IP protocol family.
While it would be possible to filter on a header field such as sequence number, this probably have
a limited practical value.
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invoked for a particular operation. In a strict sense, the enforceability is zero as
there is no way to actually enforce the interface for a specific operation. In reality,
however, it may very well be the case that a non-cooperating but non-hostile pro-
gram actually uses the particular interface for all operations of a specific kind.10 

The granularity of the meta-data associated with a soft border also varies signifi-
cantly. In some cases, such as well-defined functions with stable binary inter-
faces, the granularity of meta-data is rather fine and it is possible to extract data
from an executing system with very high confidence. In other cases, such as idi-
oms in machine code, the meta-data granularity is rather low which must be
taken into account when designing tools for this type of data.

Borders and Mechanisms. The reason for our decision to model software in
terms of recursive borders is not to build complex layered models of software, but
to extract relevant meta-data for dynamic analysis. Primarily, we have used data
from soft border interfaces in our technical systems, but there are other tools
which use data from hard border interfaces, and data from both types can freely
be combined if required for a particular task.

3.2.5 Borders and Non-Cooperating Software
A consequence of the different enforceability properties associated with hard and
soft borders that we would like to specially emphasize is the circumvention and
exploited programs. We consider three kinds of systems in regard to this aspect;
when a system is executed initially it falls into one of the following categories:

1. Friendly and Cooperating, or
2. Friendly and non-Cooperating

System execution always starts as friendly meaning that the executing code is
believed to behave as expected and does not contain any malicious aspects. The
system is not (yet) exploited and there is no reason to believe that the executing
system deliberately will try to harm itself or other parts of the larger system. Also,
there is no reason to believe that friendly code deliberately will try to circumvent
analysis. 

There may, however, be other aspects that make the execution hard to analyze,
and we model such aspects as non-cooperating behavior. One such typical
aspect is heavy compiler optimization which causes difficulties in analyzing the
binary code. A program can also deliberately cooperate with an analyzing mech-
anism, for example by providing hints on how it intends to use different pieces of
data. Ironically, this is also a type of optimization for performance in some
cases.11

When a program becomes exploited it enters a different state:
3. Hostile

10. For an example of this, see “The SLIBC Safer C Library System” on page 121 where our mecha-
nism cooperates with the FreeBSD libc in the fashion described.

11. For example, the POSIX madvise (posix_madivse) permits more effective handling of a pro-
cess’ memory, as the kernel is aware of the expected usage pattern. 
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In this state the system execution has been modified and unknown code may
have been injected. In this situation, there is reason to believe that the system
deliberately will try to harm parts of the larger system (thus hostile) and also that
it will deliberately try to circumvent analysis. These three different states are illus-
trated in Figure 3-3.

Cooperation and Borders. A mechanism at a hard border can analyze software
in either state. As there is no way for a hostile program to perform a particular
operation without using the respective hard border interface, the mechanism can
safely ignore which state the system is in. A mechanism at a soft border can real-
istically analyze only friendly software (state 1 and 2), as hostile software can
chose simply to circumvent the analysis. A soft border mechanism is effective for
hostile software only if the hostile software fails to masquerade its operations,
which is a case we do not consider. Mechanisms operating at soft borders are
effective as they analyze the execution just prior to an exploit, making post-exploit
analysis less relevant.

Time for the Triggering run-time Condition and the Exploit. The triggering
run-time condition typically occurs just prior to the exploit. In many cases the
actual exploit is a consequence of the software processing data from some iden-
tifiable input. This means that there is a short time-frame between the input,
which is analyzable by a mechanism at a soft border, and the exploit, which is not
analyzable. This is the case for buffer overflows where the actual overflowing of a
buffer always occurs before the exploit which is triggered by the function returning
to its caller. (See “The SLIBC Safer C Library System” on page 121.)

3.2.6 Local and Remote Environment
When a dynamic mechanism is placed at a border interface, it can access certain
states from either side of the border. A mechanism placed at such a border typi-
cally modifies the execution on one side using reference information from the
other. For example, consider a mechanism that protects one side by enforcing an
execution policy on a non-cooperating program. The mechanism obtains informa-
tion about operations that the program is about to carry out from one side, and

1. Friendly & Cooperating

2. Friendly & non-Cooperating

3. Hostile

Exploit

Time

Triggering run-time Condition

Mechanisms at Soft Borders are Effective

Mechanisms at Hard Borders are Effective

Figure 3-3: Effectivity of Mechanisms at Hard and Soft Borders Respectively
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validates the semantic meaning of these operations using information from the
other side of the border.

For such mechanisms, one side of the border becomes the inside (what is pro-
tected) and the other the outside (reference world). The mechanism thus protects
the inside from the outside using information from both sides.

Because system borders are either hard and represent an actual enforced sys-
tem border, or soft and represent an epistemic border in the system, the state
inside the border typically represents some form of logical part of a system. For
example, the inside of the hard border between the operating system kernel and
a userland program contains all states the userland program can access (mem-
ory, CPU registers, etc.), and a mechanism operating at this border could access
this state as well as states in the operating system kernel.

We define the state on the inside of a system border as coming from the local
environment, since the environment is local to the logical entity inside the system
border, and the other state as remote, see Figure 3-4.

Depending on the type of border, different rules apply when a mechanism should
validate the state from the local environment. Typically, a mechanism validates
the state from the local environment using meta-data from the remote environ-
ment, and, if necessary, modifies the local environment to comply with policy
requirements from the remote environment.

3.3 Dynamic Mechanisms
One of the key fundaments for dynamic analysis and informed protection are
dynamic mechanisms; the micro-level entities that analyze and protect executing
systems. The function of a dynamic mechanism can be divided into two broad
categories;

1. Analyze the executing system’s state using one or more sources of meta-
data to find a useful representation of relevant subsets of states, and/or

2. Enforce a policy on the executing program; thus intervening with the sys-
tem’s execution in some way.

System Border

Border Interface

Local Environment Remote Environment

Figure 3-4: A Mechanism Sees Local and Remote Environments
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Some mechanisms are passive and do not modify the system in any way and
hence they have no enforcement functionality. All mechanisms, however, perform
some type of analysis of the state in the system, and in some cases this analysis
is rather simple. Examples of pure analysis mechanisms are those used for log-
ging execution and an example of the simplest form of analysis can be an addi-
tional validation of a parameter.

Mechanism Placement. A dynamic mechanism operates at a low level of a
given system, as the policy must be operationizeable, i.e. in a prescriptive form,
usable by the mechanism. In addition to the operationizeable policy, the mecha-
nism must be placed somewhere in the system where analysis is possible and
effective. For these reasons, most mechanisms protect only a single or a small
number of interfaces/operations in the target system.

Theoretically, a mechanism can be placed anywhere in an executing system.
However, for the mechanism to be useful it must be able to either analyze the
state, enforce a policy or both. An analyzing mechanism requires access to some
type of meta-data to represent the state, and an intervening policy-enforcing
mechanism also requires a usable policy; See “Informed Protection” on page 24.

In our experiment systems, we have fixed the initial mechanism placement to a
border interface where it is possible to start with static meta-data, such as calling
convention and parameter information. This requires expert knowledge of envi-
ronment aspects but limited knowledge of the system being investigated. We fur-
ther elaborate on starting and stopping conditions in “An Approach Towards
Informed System Protection” on page 88.

3.3.1 Extracting Correct Information
When a mechanism extracts information from executing software, the most
important aspect is to find a way to represent the state. Since the software is exe-
cuting, and assuming that the mechanism is placed at a relevant position in the
system, the entire state is accessible to the mechanism, but the meta-data
required to represent the state is not available. To interpret, or to extract relevant
subsets of the state, a dynamic mechanism must have other means to represent
the program’s state.

We model two kinds of meta-data input to, and one type of data output from, a
dynamic mechanism, as illustrated in Figure 3-5. 

Mechanism

Static Information

Dynamic Information

Log / Feedback Data

Figure 3-5: Input and Output for an Extraction Mechanism
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Static Input. Firstly, a mechanism can be constructed to use static information
that is either built-in directly or fed to the mechanism before the system is started.
Examples of static input used in dynamic mechanisms are:

• Calling conventions - how data such as parameters and return values are
transmitted

• Expected parameters - the parameters and return type of a specific inter-
face

• Policy - a pre-computed list of restrictions to enforce

In many cases, a system border can be used as a basis for initial static informa-
tion, i.e. parameters and data format, which is further analyzed in a dynamic fash-
ion to identify other meta-data inputs.

Dynamic Input. The second type of input is dynamic, i.e. information that has not
been prepared in advance for the mechanism, but is the result from other analy-
sis. Examples of dynamic input used in dynamic mechanisms are:

• Information about memory layout, beginning and end of memory regions,
such as the stack and heap.

• Values of operating-system enforced restrictions, such as user credentials,
and file system root.

• Matching values; i.e. matching data from one place in the system with how
it is used in a different place.

• Program trace; information about how the executing system came to the
current point of execution.

An interesting hybrid between static and dynamic input is data identified during
one execution pass, sent as output for further analysis and then used as static
input for consecutive executions. This single datum is thus both dynamic input,
output and static input in different iterations.

Output. An analyzing mechanism gives some form of output; this can be a log
file of operations executed, information for successive analysis et cetera. For an
enforcing mechanism, this can be a list of calls that attempted to violate the pol-
icy. From a modeling view, output from mechanisms are easy to handle, but,
when implementing a mechanism, the handling of the output can be challenging.
This is true because the output may affect the normal function of the system
unless special care is taken.

3.3.2 Action
The second action for a dynamic mechanism, after extracting information, is to
enforce a policy upon the executing system by intervening with the execution.
This requires the mechanism to be able to take some appropriate action, due to a
policy, should a particular event occur. 

Instinctively, one may think that a dynamic mechanism should immediately take
the action of terminating an executing system as soon as a potentially dangerous
situation is detected. This is clearly one possible action a dynamic mechanism
can take, but there are other actions which, depending on the situation, may be
more appropriate. For example, terminating an application is better than allowing
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the uncontrolled execution that follows a buffer overflow, but terminating one part
of a system may lead to a denial-of-service attack.

Rather than looking at actions as a binary choice between terminate and con-
tinue execution, we model a range of possible actions, ranging from actions that
protect the execution (tolerance or hardening) to those that cause problems for
the executing system (fault injection) as illustrated in Figure 3-6.

The action taken by a mechanism is determined by the policy, and the developer
setting the policy for a particular system should have domain-specific knowledge
of that system, which makes it possible to determine which actions that are likely
to protect the system and which are likely to inject faults into the system. Exam-
ples of actions that can be taken by a dynamic mechanism are;

• Nothing
• Terminate the program
• Modify parameters to a border interface
• Modify an other internal system state
• Replace execution; transparently substitute the default implementation of a

particular interface with a different one

It is important to point out that neither of these actions are by necessity protective
or fault injecting, as the concept of protection is context dependent. In some
cases, doing nothing is the most harmful operation possible, as the system is
about to loose control over its execution, but in most cases this is the most pro-
tective operation possible.

Injecting Faults. One important aspect that we will elaborate further upon is why
one would like to inject faults into an executing system. We use this technique in a
very similar way to traditional fault injection - to identify certain hard-to-find vul-
nerabilities in an experimental environment. See “Policies and Environment, The
EPL System” on page 151 for an example of this.

Mechanism

Hardening / Tolerance Fault Injection

Execution

Figure 3-6: A Mechanism Taking Different Actions on the Target System
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3.3.3 Extracting Relevant Information
An important difference between static and dynamic analysis methods is that
dynamic methods operate on the actual executing software. In many cases, we
argue, this is a desirable property since in the final system it is the execution that
should be protected. While a static method must predict, assume or guess data to
perform analysis on non-formal languages, as the real executing data is not
known, a dynamic analysis method can use the actual execution data given
usable meta-data.

Triggering Run-time Conditions, or the Lack Thereof. The access to actual
execution data is usually a big advantage for dynamic analysis methods, but
there is also a clear disadvantage associated with this approach. A dynamic
mechanism that analyzes execution can only operate based on the actual execu-
tion, i.e. code and run-time conditions, that occur in the software. If there is a vul-
nerability in the source of a system, a dynamic mechanism can only detect the
exploit or attempted exploit should the triggering run-time condition also be
present.

This is a complicating factor when developing dynamic protection for a particular
system. If there is already a hypothesis regarding what run-time conditions could
cause unwanted execution, a dynamic protection mechanism could easily be
developed. However, it is not sufficient to just run the dynamic method on the sys-
tem if one wants to find new and yet unknown vulnerabilities. This is in stark con-
trast to static methods which typically are just applied to the source of a system,
and will report suspicious source code constructions.

From a mechanism perspective, there must be some external factor that causes
the occurrence of triggering run-time conditions; this is the only way a mecha-
nism can detect the unwanted execution. If no such conditions occur the mecha-
nisms will extract correct, but irrelevant, information.

To further complicate the situation, security-related vulnerabilities are often trig-
gered by extreme (amounts of), unusual or unexpected data. There is a whole
class of software testing tools, called fuzzers, that operate based on this principle.
[5] A fuzzer sends large amounts of randomly generated data to an executing
system in an attempt to create some special situation that the system cannot
handle. At least from a mechanism perspective, the fuzzer-approach is rather
coarse; some situations are so special that sending randomly generated data to
an executing system, and waiting for one of these situations to occur, will require
unrealistic amounts of time.

To handle the problem of triggering run-time conditions, dynamic mechanisms
alone are not sufficient as these will not analyze relevant data. As the mechanism
can only see actual execution, which is the code combined with run-time condi-
tions, there is no generic way to identify the underlying vulnerability unless the
run-time condition is also present12. In our opinion, the only way to experiment

12. We do not claim that identifying underlying possible vulnerabilities is always impossible. There
may be some kinds of vulnerabilities that can be seen by a dynamic mechanism even without a
triggering run-time condition.
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with dynamic mechanisms is when the experiment system is capable of perform-
ing realistic execution. We will return to this topic from a system view in the sec-
tion “Execution and Environments” on page 80.

Unwanted Side Effects. The second large challenge with dynamic analysis
mechanisms is to avoid causing (unwanted) side-effects in the executing system.
Since dynamic mechanisms execute inside the system they protect, and some-
times even within the actual system’s address space, there is a risk that the
mechanism as such affects the execution of the system in an unpredictable, and
most probably unwanted, fashion. We differentiate between direct and indirect
side-effects.

Direct side effects are, not surprisingly, caused directly by a mechanism and con-
stitutes some form of unwanted effect on the executing system. This can occur if
there is a defect in the mechanism, or if a correct mechanism operates with an
incorrect policy. As an example of the latter case, consider a mechanism that
decodes parameters to a function and is given incorrect meta-data which causes
it to interpret an integer datum as a pointer. If the mechanism tries to dereference
such a pointer, it will probably crash the system, and on several 64-bit systems
the mere decoding process could cause misalignment faults13. A direct side
effect could typically be traced to the mechanism assuming that the direct side
effect was visible.

We also consider indirect side effects which is something that occurs when the
correct function of a mechanism non-deliberately causes the system to behave
differently than it would normally do. In this case, the cause of the side effect can
not be traced to a single part in the mechanism, but only to the function of the
mechanism as a whole. As an example, consider a real-time system that is instru-
mented with a time-consuming mechanism. The overhead caused by the
mechanism causes the real-time system to execute more slowly than normal.
Also, the system modifies its behavior based on real-time clock values and as, an
effect of the slower execution, omits execution of some code. Somewhere in this
code there is a vulnerability that would have been exploited given the current run-
time condition, but because of an indirect side effect from the mechanism, this sit-
uation is not triggered.

Performance Issues as a Direct and Indirect Side Effect. When a dynamic
mechanism operates on a system it will often affect the performance of the partic-
ular system. In almost all cases there is a negative effect on the performance, i.e.
the system executes more slowly than it would normally do, but in some rare
cases the effect can be the opposite (for an example see “Performance Bench-
mark” on page 131). We consider this a direct side effect of the mechanism as it
is possible to identify which additional instructions that execute as an effect of the
mechanism and to determine the approximate time the additional execution will
impose on the system. The performance overhead can lead to an indirect side

13. This could occur on all platforms that enforce natural data alignment and where the size of an
integer is different from the size of a pointer.
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effect if the system modifies its behavior as a consequence of the different perfor-
mance.

Handling Side Effects. We handle indirect and direct side effects in different
ways. Direct side effects can be traced to a part in the mechanism, even if it is
triggered by an incorrect policy and handled locally. It is clearly not an easy task
to develop good mechanisms and tracing these aspects can be difficult, but as
the problem is restricted to the correct function of the mechanism, the problem
can also be solved at that level.

Indirect side effects cause systemic faults that cannot be traced to a single loca-
tion, configuration or even target system. For this reason, these side effects can-
not be solved at the mechanism level but requires a larger view of the system
including active dynamic mechanisms.

3.4 Software Analysis Feedback Cycle
There are many different tools and methods which are used to analyze software
for vulnerabilities and/or exploits. When using a tool (or method) to analyze soft-
ware there is some form of output, or feedback, given either directly or indirectly
to the developer. 

The type of feedback given from a particular tool depends on several factors,
such as abstraction level and type of input. In this section we describe principal
feedback types from static tools and dynamic mechanisms. This is a rather
coarse classification of analysis strategies, but there are a number of similarities
in the way static tools operate compared to the function of dynamic mechanisms,
and these similarities are reflected in the type of output given from the respective
approach.

3.4.1 Feedback from Static Analysis
When using static analysis methods, the tool14 analyzes a particular source file
and generates a report of possible vulnerabilities, which is presented to the devel-
oper15. We use the generic term source to refer to all types of source data that is
eventually transformed into executing software. Thus, source includes actual
source code, object code and an executable binary.16

The developer analyzes the report from the static analysis tool to classify each
reported possible vulnerability with the aim to determine which of the following he
considers it to be;

• True positive. This is the case when the tool has identified a situation that
the developer believes is a vulnerability

• False positive. This is the case when the developer considers the reported
situation not to be a vulnerability.

14. In some cases a human audits the code manually. In these cases he or she acts as a tool.
15. Developer in a broad sense; a member of a testing team that does not actually develop any

source code could use the static analysis tool, write a defect report and make a developer modify
the original code.

16. See “Development and Execution of Software” on page 17.
53



Software Analysis Feedback Cycle

g y y
At this stage the developer modifies the source code to correct (at least) the true
positives, and the tool may be invoked again. When a particular tool does not find
any vulnerabilities, the testing cycle with that particular tool is finished. The princi-
pal feedback from static analysis is illustrated in Figure 3-7.

We wish to emphasize the different properties of this feedback and the way in
which static tools may be used:

Consequences of Human Intervention and False Positives. A static analysis
tool does not modify the source automatically, should a possible vulnerability be
identified. Rather, it produces a report which is reviewed by a human developer
who decides if and how to modify the source code. While the tool may suggest
ways to modify the source, the final decision is taken by the developer and, unlike
an automated tool, he can consider factors that are not formalized, such as a
coding standard, memory and performance requirements.

As a static analysis tool does not make any modifications (i.e. no final decisions)
it can report suspicious constructions that may cause problems, but where there
is no real proof that there is a vulnerability. It is up to the developer to decide if
and how to respond to a reported possible vulnerability, and a single false positive
is at most a nuisance to the developer. If vast amounts of false positives are gen-
erated, so that the developer does not have the time or resources to separate
true from false positives, or if a false positive hides a true positive, worse situa-
tions than a developer becoming annoyed may occur, but these are results from
the process of using the tool and not from the tool itself. If a competent developer
receives a very large list of vulnerabilities, he may decide to take other means to
analyze the software.

If a human auditor checks the system he may indeed decide to modify the system
directly. In this case, however, he takes the role as developer because he can
consider the same non-formalized factors that an normal developer can, but
which an automated tool cannot.

In our opinion, the most important aspect of human intervention is that a false
positive reported by a tool is not a fatal problem. It may be a nuisance to the
developer, but there is always a human developer that makes the final decision
on how to act in the specific situation.

Consequence of False Negatives. A false negative for a tool is a true vulnera-
bility that the particular tool does not detect, and thus cannot report. If no other
tool or mechanism detects the particular vulnerability it will remain in the source
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Code

Object Files
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Figure 3-7: Feedback from a Static Analysis Tool
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code and could be triggered to an exploit given the right run-time condition during
execution.

If static analysis tools are the only mechanism used to protect a particular sys-
tem, a false negative is more serious than a false positive. If additional mecha-
nisms are used, the consequence can be significantly less serious as these
mechanisms may handle the possible exploit rather than the vulnerability.

Different Abstraction Levels. Static analysis tools may operate on vastly differ-
ent levels of abstraction in a system. One tool may analyze source code to assert
that certain policy rules regarding variable naming are followed, while other static
tools may analyze compiled and linked binary files (where information about vari-
able names are removed) to find possible race conditions.

The use of a static tool does not fix the abstraction level in the system, and it is up
to the developer to make sense of reported vulnerabilities. While a vulnerability in
the form of non-complying coding standard should be trivial to fix, a reported race
condition in machine code is not.

Tools Operate Independently. A seemingly trivial, but important, property is that
several different static tools can be applied to the same source code sequentially.
When the first tool no longer identifies any new possible vulnerabilities in a partic-
ular source, a second tool can be applied to the same source, without the results
or side effects from the first tool affecting the second.

Results do not Improve. Once a static analysis tool is applied to a certain
source, it reports all possible vulnerabilities it detects17. Running the same tool a
second time on the same source will yield identical results. The feedback loop for
static analysis tools is centered around the developer modifying the source code
to correct what has been identified as true positives using the report from the
static analysis tool. Eventually, the tool does not find more possible vulnerabilities
and this ends the session; there is no need to run the same tool a second time.
Because of this property of static tools, the process of using them is compara-
tively simple (compared to dynamic mechanisms). This is the case because start
and stop conditions are trivial, but also means that the results from the tool do not
improve even if a tool is executed repeatedly on the source.

3.4.2 Feedback from Dynamic Analysis Mechanisms
Dynamic mechanisms operate inside an executing system, and the type of feed-
back given from such mechanisms is vastly different from the feedback provided
by static analysis tools. Because of this, the resulting feedback cycle between
one or more mechanisms and a developer also becomes different from the cycle
created with the help of static analysis tools. In contrast to static methods that
operate on different sources, and thus generate feedback from these different
sources, dynamic mechanisms always operate on the executing system where all
feedback is generated, as illustrated in Figure 3-8.

17. A tool could be constructed to only report the N first possible vulnerabilities, or report certain vul-
nerabilities at random, but there is no reason to do so and thus we do not further consider this
case.
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Some properties of dynamic mechanisms are in direct contrast to their static
method counterparts, and the use of feedback from dynamic methods differ sig-
nificantly from the use of feedback from static methods.

Abstraction Levels as Sources of Feedback. Dynamic mechanisms, like static
methods, operate on different levels of abstraction in a system. However, these
levels are orthogonal to each other in respect to the system. Static mechanisms
can analyze a source as it is being transformed by the tool-chain to an executable
binary (See “Development and Execution of Software” on page 17.). For exam-
ple, a static method could be applied to a particular source code, a second
method to the object file representing the same source code, and a third method
to the final executable binary. The different tools would be able to see different
static abstraction levels in the software as information is processed and trans-
formed by the tool-chain. Thus, the different mechanisms would generate differ-
ent types of feedback to the developer.

Similarly, different dynamic mechanisms could be placed at different levels in an
executing system. For example, consider a system where mechanisms are
placed

1. inside the executing software which is a part of a larger system, 
2. at the border between the software and the operating system, and 
3. at the network border between two nodes. 

The differently placed mechanisms would see the larger system at different levels
of abstraction, and thus correspondingly generate different feedback. This
abstraction level concerns the dynamic aspects of the software, and not the static
aspects that static analysis methods can operate on.

Different Recipients of Feedback. All feedback from dynamic mechanisms is
generated from the executing system, albeit possibly at different (dynamic)
abstraction levels. There are, however, two fundamentally different recipients of
dynamic feedback;

• Human developers
• Other parts of the executing system

Generating feedback to a human developer is, in principle, similar to the feedback
provided by static methods, but as a dynamic mechanism operates during execu-
tion, there may be certain technical constraints on how such data can be gener-

Executing
Binary

Source
Code

Object Files
Executable

Binary

Local Environment

Figure 3-8: Feedback from a Dynamic Mechanism
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ated.18 Feedback generated for other parts of the executing system differs
significantly from the first type, as this data will be interpreted literally by other
technical mechanisms and not by a competent developer. A typical example of
this type of feedback is where one mechanism can identify a state that is required
by another mechanism that operates at a different level of abstraction, or by a
mechanism that is invoked at a different time.

Quality of Feedback is Dependent on Input. The ability of a dynamic mecha-
nism to operate effectively depends on several factors where configuration is one.
Domain-specific configuration is required as proper meta-data typically cannot be
determined automatically. This relation means that a poorly configured dynamic
mechanism may not be able to properly identify certain conditions in the system,
or that the mechanism represents certain elements of state incorrectly which
causes side effects on the executing system.

In many cases, there is a direct relation between the granularity of the configura-
tion and the quality of the feedback produced by a mechanism. Since feedback
from a dynamic mechanism is used to tune the configuration for that and/or other
mechanisms, and the quality of the feedback from a particular mechanism is
likely to improve with better input, the use of dynamic mechanisms is not as easy
as with static methods.

Start Condition. There must be sufficient input to use a mechanism in a mean-
ingful way. If there is no input given, or if the input is incorrect, there is a risk that
the output from the mechanism is unreliable or incorrect. In many cases, how-
ever, a static analysis can provide information that is sufficient for starting to use
a dynamic mechanism.

Stop Condition. Since the quality of the output improves with better input, a
dynamic mechanism is likely to find more problematic situations the more it is
used, assuming previous feedback is used. However, since developers are likely
to correct underlying vulnerabilities as these are identified, the time between
identified situations may increase. At some point a decision must be made to stop
the feedback process, as no dynamic mechanism will stop automatically. 

Final Decisions and the Consequence of False Positives. Dynamic mecha-
nisms operate during execution, which means that whatever decisions that must
be made cannot be deferred to a developer. Rather, a mechanism must be given
proper input in advance so it can handle (as in make necessary decisions for) all
possible situations that occur during execution.

This requirement to handle every possible situation that can occur in a system
first seems very problematic, and the question one may ask is in which sense a
dynamic mechanism then can protect the system if the proper configuration of
the mechanism requires complete knowledge of all possible execution situations. 

The principal problem is that the consequence of a false positive may be as bad,
or worse, than the consequence of a false negative. If a mechanism incorrectly

18. We give an example of this in the section “Policies and Environment, The EPL System” on
page 151.
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identifies a situation as one it should act upon, the intervention from the mecha-
nism may lead to unpredictable results in the executing system. This is an impor-
tant contrast to static mechanisms which can (and do) defer decisions to the
developer. Thus, false positives is a comparatively small problem when using
static mechanisms.

Conservative Mechanisms. It is arguable whether it is possible to identify so
much meta-data that a mechanism always can handle every possible state in a
system, but from a practical standpoint this is not realistic. Another way to
address this issue is to build mechanisms with a certain, configurable, degree of
conservatism. When a conservative mechanism detects an unknown situation, it
responds by intervening as little as possible with the execution, and thus tacitly
assumes that unknown situations are handled correctly by the system. When
more information is known about a particular system the degree of conservatism
can be reduced.

Mechanisms are not Independent. If several dynamic mechanisms are used in
the same system, the function or side effect of one mechanism can affect the
function of other mechanisms. This is true because all mechanisms affect the
same executing system, and the executing system affects all mechanisms. Since
the systems these mechanisms operate inside are dynamic, this should not come
as a surprise, but it is in contrast to the function of static tools.

In some situations the interdependencies between active mechanisms is an
unwanted property, but as we describe in the section “Environments” on page 58,
this dependency can also be used in an experimental environment to trace the
effects of faults in a system introduced at a different level of abstraction.

3.5 Environments
The concept of environments is important for modeling dynamic protection.
Unfortunately, there is not a single environment - the Environment - when working
with dynamic software execution properties. This is the case because there is not
a single system to consider, but several systems interconnected through hard or
soft borders (See “Modeling Software in Terms of Recursive Borders” on
page 38.). This leads to a situation where the concept of an environment cannot
be considered a singl,e large entity; it must follow the recursive view of systems.

Mechanisms, System and Environment. In the section “Local and Remote
Environment” on page 46, we discussed the term local environment for a mecha-
nism, and described this roughly as a state from within the system where the
mechanism is placed at the border (see also Figure 3-4). When investigating a
single mechanism, especially if the mechanism is placed at a soft or hard border
interface, identifying the inside and outside of the corresponding system is rather
straightforward, as this is mandated by some border.

When analyzing the function of a software-intensive system, the single mecha-
nism-view is typically at too low a level. Rather than focusing on the correct func-
tion of a single interface, one is interested in the correct function of a larger
system - one that actually can perform some form of identifiable service. This
gives a different level of abstraction that is quite far from the extremely low-level
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abstraction at which dynamic mechanisms operate. However, as described in
“System Protection Through Controlled Software Execution” on page 16, protec-
tion can only be placed at a level where it is operationalizeable. This results in a
situation where the actual requirements, or the behavior, of interest are at a high
level of abstraction, whereas dynamic mechanisms that can operationalize these
requirements do so at a much lower level. Each mechanism operating at a dis-
tinct interface in a larger system has its own view of the system, and, correspond-
ingly, its own local environment. This means that even though mechanisms may
cooperate, the view of the system remains different.

The Larger System. As discussed in the section “Software Analysis Feedback
Cycle” on page 53, dynamic mechanisms operate in the same system (at some
level of abstraction) and thus because a mechanism is affected by, and affects
the behavior of, the larger system, mechanisms also affect each other. Also,
because mechanisms operate at such a low level, it is likely that several mecha-
nisms are active in a single executing entity that is sufficiently large to be of inter-
est. Thus, despite the mechanisms having different views of the system and
correspondingly different environments, different mechanisms affect the environ-
ment of each other.

3.5.1 Connected Mechanisms in a Shared Environment
There are several ways in which one mechanism can affect, or communicate
with, other mechanisms. While some forms of communication can be unwanted,
such as side effects from one mechanism affecting others, there are also ways to
use communicating mechanisms for building informed protection. In this case, the
different system views, and thus environments, are a wanted property. We con-
sider two types of deliberately connected dynamic mechanisms, those that a
share state and those that share a mission.

Sharing a State. Two dynamic mechanisms share a state if the state generated
by the first mechanism is used in some form by the second. This is perhaps the
most intuitive form of communicating mechanisms. As an example, consider the

case where the first mechanism is placed at some point where a particular piece
of meta-data is available. The mechanism stores this information so it can be
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Figure 3-9: Two Dynamic Mechanisms Sharing a State
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used by the second mechanism which is placed at some other point in the exe-
cuting system where the meta-data can be used to analyze the original data.
Sharing a state effectively means that the local environment of one mechanism
can be combined with that of another. This is illustrated in Figure 3-9.

Sharing Mission. The second type of communication is when two or more
mechanisms are explicitly configured to cooperate to achieve a shared goal, i.e.
the mechanisms have a shared explicit mission. In some sense, the goal of all
protection is the same, to avoid exploits, but with sharing a mission we mean a
strong operation with a much more narrow goal.

As an example of a shared mission, consider two mechanisms which operate at
different levels of abstraction in a system, as illustrated in Figure 3-10. The overall
mission is to validate that legal but unusual execution situations that occur at
mechanism 2 do not propagate to the larger system at “System Border” via
mechanism 1. To accomplish this, mechanism 2 modifies execution to create cer-
tain unusual situations, while mechanism 1 detects that consequences of these
do not pass the system border.

Connected mechanisms can be used in several different ways, but for this work
we focus on using dynamic mechanisms for building hardened, or tolerant, sys-
tems and finding vulnerabilities using dynamic mechanisms. To use dynamic
mechanisms in these respective ways, one builds a production or experimental
environment, respectively.

Production Environments. In a production environment, the primary use of
dynamic mechanisms is to harden the system so that vulnerabilities do not
become exploits. The executing system must be sufficiently large to produce the
requested service, and there is typically little room for experimentation. This

Mechanism 1

System Border

Mechanism 2

Mission

Figure 3-10: Connected Mechanisms at Different Layers Sharing a Mission
60



Connected Mechanisms in a Shared Environment

g y y
means that dynamic mechanisms must be properly configured to function and
that speculative operations should be avoided. There may, however, be some
room to allow logging inside the executing system for further feedback.

Experimental Environments. The purpose of an experimental environment is to
test, experiment with and validate properties of the experimental subject. There is
plenty of space to investigate the properties, such as execution state meta-data,
of the subject and the experimental engineer can rather freely use dynamic
mechanisms with experimental configurations, even if these occasionally crash or
impose other problematic side effects on the subject.

The use of experimental environments is important for experimenting not only
with the subject as such, but also for configuring dynamic mechanisms and tun-
ing system-specific settings. We will return to the use of experimental environ-
ments and feedback combined with feedback from dynamic mechanisms in the
next section, but there are some important properties in the experimental envi-
ronment that should be discussed first.

Configurability Requirements at Different Levels. To enable environments
with a shared mission, the environment must permit configuration at all levels
where mechanisms are to be configured using the mission. To support a mission
using mechanisms at a network interface border, as well as inside executing soft-
ware, the environment must thus fully support configuration of network properties
as well as low-level configuration inside the software.

For mechanisms placed at a high abstraction level, such as network communica-
tion, the high level of abstraction places a requirement on adjacent components
at this particular level. If the experiment requires complete control over network
traffic, a number of services must be established and put under the experimental
environment’s control. For experimentation at higher levels than a local area net-
work (LAN), such requirements can demand large and complex experimental
environments.

To permit experimentation at a low level, the microscopic environment in which a
dynamic mechanism operates must permit reliable instrumentation. One large
obstacle for reliable instrumentation is that the environments at a very low level
can change from measurement to measurement which makes measurements dif-
ficult to compare. To permit complex experimentation with both high-level and
low-level mechanisms synchronized with a shared mission, there probably high
requirements on the experimental environment in which the experimentation is
performed.

See-through and Act-through Interfaces. Conducting experiments with
dynamic mechanisms requires complex experimental environments. To meet
requirements from high-level mechanisms, a number of adjacent experiment
nodes are required and to permit low-level analysis, stable environments should
be maintained. The experimental environment must also be flexible so it can be
used for different experiments and on different subjects. We will return to our
approach for experimental environments in chapter 6, "Environments".
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Some properties that relate to the flexibility of experimental environments relate
strongly to the model of software execution in terms of recursive borders. When a
software system executes, and we model its function in terms of recursive bor-
ders, each entity in the program can only see a limited part of the external envi-
ronment. In an object-oriented or imperative programming language, a function
(method) can only see, as in interact with, a very limited part of the program,
namely the functions it calls and the data it uses. Parts of the external environ-
ment that are beyond this can be modified without causing side effects in the
function. The function sees only a part of the program and to interact with other
parts it uses parts it can see directly in some way.

This technique can be used in an experimental environment in the sense that the
environment provides certain interfaces, typically at a high level of abstraction,
that give executing software the impression that the characteristics of the environ-
ment are different from what they actually are. Parts of the program and mecha-
nisms in subsystems far from the modified environment cannot notice the
difference but behave as they would in an environment that is similar or identical
to the illusion created by the experimental environment. As an example, consider
a network server for the HTTP protocol. This software is analyzed for memory con-
ditions related to buffers under high load. An experimental environment could
have a small number of computers generate traffic that appears to originate from
millions of different nodes without the buffer handling or mechanisms noticing.
The experimental environment can easily create a network that is, or appears to
be, routed and the nodes on one of the routers cannot be directly seen from the
other. Thus, we know that the node on which the server executes cannot see that
a small number of nodes generate all traffic, the only view it has is of the large
amount of traffic on a routed network. Because the node cannot see further than
this, neither can any component, such as an optimizing memory allocator, and we
know that this part must behave as if there were actual nodes on the other side of
the router.

3.6 Chapter Summary
In this chapter we have described four principal models of software execution and
dynamic mechanisms which are important for the methodology presented in the
next chapter.

Recursive Borders. We model software execution in terms of recursive borders,
and we consider two fundamentally different types of borders. A hard border is an
entity that separates the inside from the outside in some enforceable way, such
as the border between a userland program and the operating system kernel. A
soft border is not enforced by a technical mechanism, but is the consequence of
how the software was constructed or transformed into an executable program.
For example, in a program developed in an imperative language a soft border can
be identified between different functions.

Because of borders (hard and soft) inside an executing system, data is repre-
sented in certain comparatively well-defined ways. For hard border interfaces the
format is typically formalized in some international or industry standard. For soft
62



Connected Mechanisms in a Shared Environment

g y y
border interfaces there are a number of clues to the format, and for compatibility
reasons there are often standards that place requirements on these formats as
well.

When a software system starts to execute we consider it friendly. The software
can cooperate with dynamic inspection mechanisms (friendly cooperative) or not
(friendly non-cooperative). At the point where a software system becomes
exploited, the execution is considered hostile. Dynamic mechanisms that operate
on hard borders are effective in either state, but mechanisms on soft borders are
only effective on friendly, cooperating or not, execution.

A mechanism on a border interface sees certain state from both sides, we call the
state from one side local and the state from the other side remote. Often, a mech-
anism operates by protecting execution at the border by using the local state.

Dynamic Mechanisms. The basic building block for dynamic protection is the
actual protection mechanism - a small entity that analyzes the software state and/
or enforces a policy on the executing system. To perform either operation, the
mechanism must have domain-specific information, which can be obtained from
different sources. In many cases, placing dynamic mechanisms at borders is ben-
eficial as more is known about how data is represented and about the execution
flow.

To analyze the software state, a mechanism needs different types of information.
Some information concerns the construction of the software (static information)
and other the execution (dynamic information). In many cases a mechanism also
produces some form of output, such as a log.

To enforce a policy or otherwise intervene with the execution of a system, a
mechanism must take different actions. Actions include modifying software state,
altering the execution, terminating the system and doing nothing. A mechanism
can take actions both to protect the execution and to inject faults. The latter is
useful in some experimentation.

A dynamic mechanism operates on the system during execution and the mecha-
nism's ability to identify execution conditions is related to what actually executes.
It is not effective to use a dynamic mechanism unless the system executes in a
realistic way. This typically requires support from an environment.

There are a number of side effects that the use of dynamic mechanisms can
cause. Some are direct, i.e. when the mechanism directly affects the executing
system in an unwanted way, while others are indirect, i.e. when the mechanism
as a whole causes unwanted effects on the system. A direct side effect can be
handled at a mechanism level, while indirect side effects may require a systemic
approach to handle.

Feedback. There are certain similarities between static analysis and dynamic
analysis, but there are also a number of important differences. One important dif-
ference concerns the fact that static analysis methods operate independently,
meaning that one method can be applied without affecting other methods.
Dynamic methods affect each other and there is typically no way to completely
isolate dynamic methods from each other.
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The consequence of a false positive is rather insignificant when using static anal-
ysis tools. This is true because static tools do not make final decisions as these
are left to a human developer. In contrast, a dynamic mechanism constantly
make final decisions (even the decision to do nothing is a decision) and these are
all final. Thus, the consequence of a false positive can be as severe as that of a
false negative.

When a static tool analyzes a source there is a clear start and stop - the tool
searches from the beginning to the end and reports suspicious constructions as
they occur. If the tool has run once on a source without finding any suspicious
constructions, running the tool a second time will not improve the results. For a
dynamic mechanism there is no clear start, no clear stop and running the system
several times in different environments can give vastly different results. This
requires a more complex methodology than the use of static tools does.

Environments. At some level of abstraction, dynamic mechanisms have a local
and a remote environment (that the mechanism can see), but at a different level
of abstraction all mechanisms operate in the same environment which is the rea-
son why mechanisms unconditionally affect each other. In addition to uninten-
tional communication between mechanisms, there are also ways in which
mechanisms can be connected to improve analysis results.

We consider two types of mechanism connections: Firstly, mechanisms that a
share state, i.e. where one mechanism extracts a state from the executing sys-
tem, and this state is used by another mechanism at a different point of execu-
tion. Secondly, we consider mechanisms that share a mission, i.e. where there is
a single shared overlying mission that is used to configure two or more mecha-
nisms.

Because of the way software interacts with its environment, it is possible to use
specialized environments to trigger certain events in an executing software sys-
tem that normally would not be triggered in a similar environment. This can be
used to build experimental environments that, together with dynamic mecha-
nisms, enable complex experimentation and protection of software execution.
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AN APPROACH TOWARDS 
INFORMED SYSTEM 
PROTECTION
4.1 Introduction
This chapter provides the bridge between our models of software execution and
our practical work to address software dependability. There is not one type of crit-
ical infrastructure software and there is not just a single execution problem that
should be addressed. Rather, there are many types of software and several dif-
ferent types of execution problems that we want to address. In the beginning of
this thesis we described the systems we consider as:

• Normal Quality Software Intensive
• Open, Connected and Heterogeneous
• Modifiable and Configurable Execution Nodes
• Levels of Resilience in Non-perfect Software
• (Having) Static Vulnerabilities
• Open to Experimental Environments

A Methodology for Protection. In the next section, “Methodology” on page 66,
we present our methodology for protection of this heterogeneous class of sys-
tems. This is a set of methods which we argue can be connected to obtain infor-
mation about the execution of a software system. Information about the execution
is the key to develop informed protection. This is so because the focus on the
execution aspect allows customized solutions to be developed and situations that
are hard to identify using other methods, such as static analysis, to be identified
and handled. Because of the heterogeneity and sheer complexity of these sys-
tems, there is clearly not a single method or recipe for how to develop universal
protection. Analyzing execution and using execution information to build protec-
tion are complex tasks, and this protection should not be seen as a replacement
for other means of protecting software systems. The methodology we suggest
should be seen as precisely what the title of this chapter suggests: an attempt to
build informed protection that can act as an additional layer of defence in complex
and heterogeneous systems.
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4.2 Methodology
The way dynamic mechanisms are used to provide informed protection for a tar-
get system is vastly different from using other security approaches, such as static
analysis tools. Not only is the technical construction of dynamic mechanisms spe-
cial compared to other approaches, but the process of using dynamic mecha-
nisms is also vastly different. While most tools operate independently on a single
source file, and while the developer reviews reports from the tool to manually
make modifications, the process of working with dynamic mechanisms requires a
more active role by the developer (See “Software Analysis Feedback Cycle” on
page 53.).

When working with dynamic methods, one typically works actively with a single
system, which we call the target system, although actual experimentation may
require the use and configuration of many more systems.

4.2.1 Introduction to Macroscopic Approach
Earlier in this thesis we described our model of dynamic protection as the relation
between mechanism, state and policy (See “Informed Protection” on page 24.).
We discussed the information problem - that mechanisms are dependant on the
state and the policy, neither of which can be analyzed without mechanisms. The
information problem becomes apparent in two forms in the context of software
execution:

1. How is it possible to start using dynamic mechanisms for informed protec-
tion? If there is a strict dependency between mechanism, state and policy
it seems impossible to start at one place without having access to informa-
tion from the others, no matter which starting point is chosen.

2. Assuming there is a way to start using dynamic mechanisms, how is it pos-
sible to obtain more information about the target system? The circular
dependency between the entities seems to consume any information pro-
duced. This prompts the question: how can we know that successive steps
produce more information even if the initial step was successful.

To use dynamic mechanisms for informed protection, we must find a way to break
the circular dependency between these three entities. While we do not propose a
generic way to do so for an arbitrary system, we argue that for the case of execut-
ing software, there is a way to address both these issues, and thus effectively
break the circular dependency and permit informed protection.

Start Condition. To address the first problem we claim that it is possible to obtain
a sufficient amount of information about the target system by using other, non-
dynamic approaches to construct a minimal, dynamic environment. While no two
software systems are identical, there are certain aspects of a software system
that can be identified without using any dynamic information and these can serve
as a starting point for further dynamic analysis. We return to these static proper-
ties in “Static Information” on page 76 and “Start Conditions for Informed Protec-
tion” on page 89.
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Loop Condition. To address the second problem we return to the model of circu-
lar dependency given an information relativistic approach. With information rela-
tivistic we mean that the quality of informed protection is dependent on the level
of available information about the target system - if more information is available,
better protection can be constructed. This does, however, not imply that all infor-
mation produced by a mechanism is consumed by the related state and policy or,
correspondingly, that each and every mechanism requires complete access to all
state or policy information.

As an example, consider Figure 4-1. There is a relation between state, mecha-
nism and policy as described on the left hand side (from Figure 2-5). However,
assuming that a mechanism is in fact in place in the target system, and that this
mechanism has some form of minimal configuration, the mechanism can perform
some form of operation. We argue that by varying external factors, such as how
the system is executed or other run-time information, a developer can experimen-
tally see how the current policy affects the system and investigate how modifica-
tions to one variable affect others. Feedback from this type of experimentation
gives the developer more information about the target system, illustrated in the
figure as the successively larger triangle. 

In some abstract sense all information about the target system increases the
knowledge of the system and is thus useful for constructing informed protection.
From a more practical view, a developer experimenting with informed protection is
not likely to be equally interested in every possible aspect of the software, and
neither is every form of modification to the system equally likely to give interesting
data. We return to these aspects in the section “Methods” on page 70 and in the
section “An Approach Towards Informed System Protection” on page 88.

Environments. Our principal approach relies on execution and feedback from
execution. On a macroscopic level, and for realistic systems in regard to critical
information infrastructure protection, our approach requires access to an environ-
ment. We will further describe environment properties and experimental environ-
ments in “Execution and Environments” on page 80. To put the macroscopic
approach in context, and as a background to the reader when we discuss our
methods for informed protection, we would like to point out at this stage that our
discussion on experimental environments and guidelines for how these can be
constructed are based on our own experimentation. This experimentation, prima-
rily the EXP experimental system, was used in the CRISP project and is currently in
use by other parties, both industrial and academic. We further describe this envi-
ronment in chapter 6.

Mechanism

PolicyState

Mechanism

PolicyState

Figure 4-1: Dynamic Analysis components of Informed Protection (II)
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4.2.2 Introduction to Microscopic Approach
On a microscopic level we base our technical approach on configured dynamic
mechanisms. These mechanisms are configured with a policy and analyze the
state in the target system. We use dynamic mechanisms to:

• extract execution information and represent this in a useful way, and to
• intervene with system execution according to the local policy.

In the section “Overview and Context” on page 22 we introduced the basic build-
ing blocks for a dynamic mechanism. This is the basis for our practical dynamic
mechanisms, but there are a number of issues that must be addressed to allow
the use of such mechanisms in real executing software:

1. Where can dynamic mechanisms be placed in executing software so that
relevant information can be extracted and the execution affected as
required by the policy? Preferably, a mechanism should be able to both
extract data and affect execution either on its own or by a connection to
another mechanism. (A mechanism that can neither extract data nor affect
execution is of no use in our approach.)

2. How can dynamic mechanisms be placed so that unwanted side-effects
can be understood and minimized? In addition to having positive qualities a
mechanism cannot have unknown or too large negative side-effects.
Should a mechanism have too large or unknown side-effects, there is a
clear risk that the feedback results from using the mechanism are unreli-
able (See “Software Analysis Feedback Cycle” on page 53.).

To address these issues, we return to the building blocks for dynamic mecha-
nisms and our models of software execution. Our principal approach is to place
dynamic mechanisms at software borders to address both of these issues. This
approach is illustrated in Figure 4-2 where the left hand side is from Figure 2-4 on
page 23. The mechanism is placed at a border in the system. A border in this
context can be any hard or soft border as described in “Modeling Software in
Terms of Recursive Borders” on page 38. We will further describe some borders
from a technical perspective in the next section “The Execution Environment as a
Software Border” on page 70.

S[0]

S[1]

S[2]

Policy / Information

Border

S[0]

S[1]

S[2]

Mechanism

Policy / Information

Figure 4-2: State, Mechanism and Policy (II)
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Extracting and Representing Execution Data. To extract data, a mechanism
must first be invoked when the data is available, and, in addition to this, the mech-
anism must have a way to access the data. Furthermore, for all uses except sim-
ple logging, the mechanism must be able to represent the data in a way that
allows this data to be analyzed. The entire set of possible states for an executing
program is too large for a mechanism to analyze within reasonable time, so there
must be a way to localize the state and analyze only a small part (See “Overview
and Context” on page 22.).

To address the first issue we argue that by placing a mechanism at a border, the
border interface, possibly combined with other information, can be used to pro-
vide sufficient partial meta-data of the execution state. Effectively, this defines a
small subset of the execution state for which the representation is known and
which can be analyzed in determinable time. Other information that is required for
the analysis can be provided through policy information to the mechanism. These
two sources of information are illustrated as lines with hollow arrows in Figure 4-
2.

Unwanted Side-Effects. It is hard to make general qualitative or quantitative
statements about side effects that could be caused by dynamic mechanisms.
This is particularly true for indirect side effects which are highly dependent on the
target system. To understand the side effects of a mechanism, understanding the
function of the mechanism alone is not sufficient. Because the mechanism inter-
acts closely with the target system, and the function of the target system is not
fully known19, a mechanism should be placed so that the side effects can be
assessed without requiring consideration of the entire target system.

We argue that placing mechanisms on an identified system border and thus using
the border interface, creates a situation where there is, comparatively, a lot of
available information about the target system. If a specification for the interface
exists, the mechanism can be validated against this, and if this is not the case,
the mechanism can be validated against other software which uses the same
interface.

Intervene with System Execution. For a mechanism to be useful it must be
able to intervene with execution or provide information to some other mechanism
that is able to intervene with execution. There are many ways a mechanism can
intervene with system execution, and while some ways are independent of oth-
ers, certain ways to intervene require information about the current execution.

To further address the first issue in regard to intervening with system execution,
we argue that when domain-specific execution information is required for the
intervention, it is beneficial to place a mechanism at a software border. A mecha-
nism placed at a border can use the border interface in way similar to data extrac-
tion to obtain meta-data about the execution. This allows it to intervene with the
execution without causing unwanted side effects.

19. If the function was fully known no security analysis would be required.
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4.2.3 Methods
In the next few sections we present our methods and each method’s respective
relation to our execution models. We also give practical examples to illustrate the
relevance and technical construction of each respective model. The methods and
the model presented are:

The Execution Environment as a Software Border. In the next section we
describe how our model of software in terms of recursive borders can be instanti-
ated on many types of programs that execute on modern operating systems. The
execution environment allows us to place soft borders inside several types of soft-
ware, even when we have little information about the particular target software
system.

Static Information. Following that, we describe how static analysis of the target
system can reveal important information about the system and how this informa-
tion can be used together with dynamic approaches. Because static analysis can
be performed without considering execution, information that can be obtained in
this way is important when addressing the dynamic analysis' start condition.

Execution and Environments. To use dynamic mechanisms the target system
must execute. To both extract information from the system and to protect the sys-
tem, some form of manipulation of the execution must take place. We describe
how such manipulation can be performed and how environments can be con-
structed that permit realistic execution.

Dynamic Information and Feedback. The most important property of a
dynamic analysis mechanism is the ability to use the actual state from the execut-
ing target system, without the need to guess or predict the state. While dynamic
information is the essential data source, it can also be used for meta-data. In
addition to extracting the run-time state, dynamic mechanisms can affect the exe-
cution of the target system. Because mechanisms affect the actual execution, a
developer can construct experiments and get real feedback from the system
when developing a mechanism or policy.

4.3 The Execution Environment as a Software 
Border

Modern software is typically not executed directly on raw hardware but in an oper-
ating system with a rich software environment. In this setting, the operating sys-
tem kernel provides a number of services for the program, such as memory and
file system management and a network stack. In a modern operating system,
several programs may execute simultaneously, with different privileges and with-
out means to directly affect each other. This is possible because the operating
system separates different programs from each other and places a program in a
container often called operating system (OS) process or just process20.

20. There is not necessarily a one-to-one match between a program and a process and the exact way
in which an operating system handles processes vary. The exact implementation for a particular
operating system is not relevant here.
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4.3.1 System Call Interface
There is a hard border between the operating system kernel and a process which
is enforced by the CPU (See “Hard Borders” on page 40.). To use services pro-
vided by the operating system, a process requests the kernel to take certain
actions using this hard border. The kernel validates if the process has sufficient
privileges and if this is the case, it carries out the requested operation. In UNIX-
based systems this interface is often called the system call interface and the
operation of requesting the kernel to take some action is called a system call.
Like other hard borders, there is no way for a process to carry out a particular
operation by using other mechanisms and for this reason all programs use the
system call interface no matter which programming language or paradigm the
program is developed with. This is also true for interpreted languages where the
interpreter performs system calls to the kernel.

When modeling software function in a modern operating system the system call
interface is an important artifact. There are several security mechanisms that are
placed inside the operating system kernel and that take advantage of the hard
border between a process and the kernel. [83] Security mechanisms have existed
in operating systems at this interface since pre-historic times (i.e. before the first
version of UNIX). A traditional view of a process and of the system call interface to
the operating system kernel is illustrated in Figure 4-3.

Modern programs execute in rather complex environments and in many cases
the inside of the executing program is of interest when designing protection. For
example, a buffer overflow or format string attack occurs entirely within a program
and has nothing to do with the communication between the process and the oper-
ating system kernel. The traditional process-kernel model, while correct, does not
help us model the inside of a process, which makes this model to coarse for our
approach. However, because the system call interface is the only hard border in a
modern operating system, modeling the inside of a process still requires some
degree of domain knowledge.

4.3.2 Execution Environment
To extend the traditional process-kernel model for software that executes in a
modern operating system, we introduce the concept of an execution environment.
From an abstract high-level external view, most execution environments can be

Operating System Kernel

OS Process

Hard Border

Figure 4-3: OS Process Kernel view and Execution Environment View
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seen as roughly the inside of an operating system process. The operating system
process encapsulates the executing program and all its resources, and hence
encapsulates the typical execution environment. There are, however, two reasons
why this is not a good definition of the model:

1. An execution environment can, under some circumstances, span several
operating system processes.

2. When using dynamic methods in general, and dynamic environment hard-
ening in particular, we are interested in the internal structures inside an
executing process. While this state is encapsulated in an operating system
process, the actual contents are not considered, but just the fact that the
program stores data in a particular region of the memory.

Rather than modeling an execution environment as being the inside of an operat-
ing system process, we consider the relevant parts of the executing process to be
a property of the execution environment. In this case, the relevant parts are those
that affect the execution, and not the operating system internal data, such as
scheduling and accounting information. Figure 4-4 illustrates the contents of an
execution environment together with a view of the traditional process-kernel
model.

An execution environment includes the executing binary, libraries, and process
data. By “process data” we mean inherited, relevant properties from the operating
system process, such as:

• Memory layout and the actual memory contents
• Operating system handles such as file descriptors
• CPU registers, including the program counter
• Process privileges

The process data is dependent on the particular operating system, and may
change when a program is executed on a different operating system. For this rea-
son, we cannot give an exhaustive list of the process data contents. This is, how-
ever, not necessary for our model of execution environment behavior.

An execution environment is the complete context in which a program executes
on a particular operating system. It includes properties inherited from the pro-
cess, such as memory contents and layout, kernel objects such as file handles,

Execution Environment

Executing Binary

Library

Process Data

Library

Operating System KernelOperating System Kernel

OS Process

Hard Border Hard Border

Figure 4-4: Process - Kernel view and Execution Environment View
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and a set of privileges which the process executes under. It also includes other
hardware-specific resources such as CPU registers. An execution environment
can contain several executable parts that originate from different files where there
is a limited interface between the parts.

The execution environment differs even more from the process concept in the
sense that it also includes the layout of binary formats internal to the process,
functions, call mappings, and local data that the operating system disregards.

4.3.3 Example - Dynamic Analysis of a Small Component
To illustrate the execution environment model, consider a small program that exe-
cutes on a UNIX-like operating system such as Linux or FreeBSD. This program is
a component in a larger system (“COTS”) and we want to analyze this component
from a security perspective. Using the traditional process-kernel model, we would
have only a single interface to analyze.

Using static analysis of the binary, which we describe in the section “Static Infor-
mation” on page 76, it is possible to determine which libraries the binary requires
to begin execution. In this small example, only the standard C library is used (this
is used by a vast majority of programs). To continue, the C library is provided by
the operating system and we have access to the interface this library provides the
executing program with. This allows us to model a soft border between the main
executing program and the library (See Figure 4-5). This border is, however,
rather abstract as we have no information about which functions the program
actually uses. Given more information about the program, the environment or the
library, this border could be used by a dynamic mechanism.

The executable entities may each have a private state and a state shared with
other entities, but at this point we have no information to separate such state
components. We will return to this example in the following sections to illustrate
how various methods can be used to create informed protection.

This example will be extended and discussed from other perspectives when we
describe our methods in greater detail.

4.3.4 Relevance and Correctness of Model
Using the model of execution environments in conjunction with the traditional pro-
cess-kernel view, helps us address two issues. Firstly, the separation of libraries

Executing Binary
Main Program

System-provided
C Library

Operating System 
Kernel

Execution Environment

Process Data

Soft Border Hard Border

Process Data contains state which can
be shared by different executing entities

Figure 4-5: A Small Program Modeled as an Execution Environment
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and the main executing program enables us to model and monitor the communi-
cation between these entities. Secondly, by moving unknown and domain-specific
data to the “process data” entity, we can model an executing program for which
we only have partial information.

The advantage of separating libraries from the main executing program is that
there is often a specification of the interface between a program and the library. If
there is little information about how data in the main program is organized, calls
made by the program to a library can be used to create information about the
data organization in the program. This is a fundamental property that will enable
us to build informed protection.

The execution environment model is not based on any hard border, but we still
claim that certain aspects of the inside of a program can be modeled. In essence,
the model defines a soft border between the main executing program and the
libraries loaded into the process, and places unknown aspects of the program
and libraries in the “process data” entity. To support this model, we must show
where it is applicable and to what extent it can be generalized.

1) We only consider programs that execute on some form of modern operating
system. This means that there are at least two components involved in executing
the program: the main program and the operating system kernel. For the program
to execute, the kernel must first prepare the program in a process called ‘loading’
which requires the program to be stored in a format which the kernel knows how
to handle. This format can be as simple as the null binary format21 (such as MS-
DOS COM files) or a complex modern format such as ELF, PE or MACH-O. [51, 64, 2]
The format of the binary file must be well-known to allow third party building tool-
chains to create executable programs. Even if the format is not fully documented,
information about the format can easily be extracted if the sour code for the oper-
ating system kernel is accessible. Thus, we assume that we have access to infor-
mation about the binary format in which the target system is stored.

2) Modern binary formats include information about which libraries a program
requires to begin execution. This is true for ELF, PE or MACH-O as well as for older
formats such as NE and variants of a.out. The libraries required for a program to
begin execution are not necessarily identical to those used later on (i.e. in some
environments, additional libraries can be loaded during execution). However,
libraries required for the program to begin execution are specified in the binary
format because these must be loaded together with the program before any exe-
cution can take place.

3) Many modern programs are developed in high-level languages such as C or
C++, as opposed to being hand-written in assembly or raw machine code. Pro-
grams developed using high-level languages typically require support libraries
(often called run-time libraries) when they execute. Modern development para-

21. A format without any meta-data at all. The binary is simply copied to a well-known address and
execution starts at the first byte.
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digms increase the likelihood that a program uses some form of library when exe-
cuting.

4) In some environments, the only standardized way to communicate with oper-
ating system provided APIs is through library interfaces. Most notably, this is true
for the WIN32 API found in Microsoft Windows22. Programs executing in this envi-
ronment have no other standardized mean to communicate with their environ-
ment than through these libraries.

5) In other environments, such as those following the POSIX standard, there are
other interfaces than the library interface (i.e. the system call interface), but these
are not standardized so that they can be invoked from a high-level language. Also
the system call interface is dependent on the hardware architecture. For these
reasons, is it likely that programs which should be able to execute on different
systems or hardware (portable programs), use library interfaces extensively.

6) Software libraries provide a large number of utility functions which a program-
mer can use without re-implementing them. For example, the OpenSSL library
provides a complete interface to SSL/TLS routines, which can easily be integrated
into a program. For reasons of time efficiency, it is likely that a developer chooses
to use library functions when they are easily accessible.

7) Programs that use certain techniques for object sharing (such as COM and
XPCOM [88, 117]) are likely to load a large number of libraries after initialization.
This is true because of the function of these object sharing mechanisms. Librar-
ies loaded in this fashion are not easily identifiable in the binary file for the pro-
gram. The object sharing library itself is, however, not loaded in this fashion (i.e. it
cannot load itself) and is thus identifiable in the binary file for the program.

For such programs as described in paragraph 1, we argue, because of the argu-
ments described in paragraphs 2-7, that it is very probable that additional infor-
mation about libraries is available in the binary file. This includes information
about which, if any, libraries a particular program requires to begin execution.
Given information about which libraries a program uses, it is possible to make a
coarse separation of different executable entities within an otherwise unknown
program. This allows us to model a soft border between the main executing pro-
gram and libraries where the border interface is the interface for the library.

While we argue that the vast majority of modern programs use libraries in such a
way that a soft border can be modeled, this is not true for all programs. Some pro-
grams do not use libraries at all, and others are be built in such a way that library
information cannot easily be obtained. For these, we argue that the execution
model is still correct as the library part becomes a part of the main executable
binary. In these cases, however, the model is not helpful in regard to modeling

22. This is true because different versions of Windows use different underlying technologies. The
implementation in Windows NT is different from that in Windows 95 and 98. Neither NT nor 95/98
expose their respective internal representation, but the public interface is exposed through a
shared library. If this was not the case, a program designed for Windows NT would not execute on
Windows 95/98 and vice versa. A technical discussion of this with some implementation notes
can be found in Microsoft’s technical documentation. [79, 81]
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communications over the soft program-library border, as no such border can be
identified.

4.4 Static Information
Information about a system obtained using static methods play an important role
even when using dynamic mechanisms for informed protection. At first, this may
seem somewhat counter-intuitive as informed protection should extend the pro-
tection offered by static methods, but this does not mean that every piece of infor-
mation about a particular target system is easier to identify using dynamic rather
than static methods.

For many software systems, certain aspects are comparatively easy to analyze
using static methods, and information obtained in this way can be used either on
its own, or, which is of interest in this thesis, to create informed protection. When
using static information as a part of dynamic analysis, it is not uncommon to use
rather low-level information (i.e. close to the executable binary) which is some-
what less common when static analysis is used alone (see Figure 3-7 on
page 54).

There are many different kinds of data that describe a target system that can be
extracted using static methods. We consider two primary uses of static data; to
identify meta-data and to identify structural borders.

4.4.1 Data Structure (Meta-data)
A key element of information that can be obtained from static sources is the struc-
ture of the run-time state, i.e. the meta-data. Having access to correct meta-data
at run-time means that a mechanism can represent data in a better, as in more
informed, way. Without access to any meta-data there is no way for a mechanism
to interpret data23, and thus a dynamic mechanism cannot function.

Software interfaces, from low-level such as calling conventions to high-level APIs,
contain information about how data should be encoded and transmitted. This is
the essence of such specifications, and constitutes a valuable source of meta-
data for later dynamic analysis. Some types of information that can be extracted
from software interfaces may seem simple, even trivial, unless the following
dynamic step is considered. An example of this are names and addresses for
functions in a system. On their own, they are of little use, but they do allow
dynamic mechanisms to use symbolic names instead of memory addresses.

Meta-data can also be extracted by analyzing internal, non-public, static parts of
the target system. This typically requires manual inspection of data structures, as
opposed to automated tools that can extract more simple information. This type of
analysis is required for complex internal data structures inside a program or a
library. 

23. Without access to any meta-data it would not even be possible to separate executable code from
data on computer architectures that are “von Neumann” machines.
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4.4.2 Software Borders
A second type of input for dynamic mechanisms that can be extracted using static
methods, is information about borders inside the target system. These can be
hard borders, such as the system call interface, or places in the software which
are suitable to consider as soft borders. Identifying borders in the target system is
important for intervening with the system during execution and system borders
are a key to the placement of dynamic mechanisms. This is true because the bor-
der has an associated border interface which acts restricting on the type of com-
munication that takes place on the border (See “Borders and Meta-Data” on
page 43.).

Analogous to the case for extracting meta-data, certain borders are compara-
tively well-documented and can be used with little information about the target
system. One such border, which we have used in our experimentation, is the soft
border between the main executing program and its loaded libraries inside the
execution environment, as described in the section “The Execution Environment
as a Software Border” on page 70. When using this border, there are vast
amounts of information that can be used both to represent data in an informed
way as well as a means to intervene with execution.

Other borders within a system are not as well-documented. They may be specific
to a single program and require deeper analysis to identify. It is difficult to make
any general statements about these, but we have performed some experimenta-
tion to that end in our LPS system, described in the section “The lps Transparent
Privilege Separation System” on page 136.

4.4.3 Example - Combining Static and Dynamic Information
To illustrate the use of statically identifiable information, we continue the example
from “Example - Dynamic Analysis of a Small Component” on page 73. It is not
possible to describe exactly which types of statically identifiable information that
are relevant for an arbitrary target system. We use the following coarse separa-
tion of this information:

1. meta-data, which is primary used to represent data in an informed way,
and

2. a border in the context of recursive borders, which are primarily used to
enable intervening with execution (although where a border is identified it
is often possible to also identify meta-data).

Assume that there are reasons to investigate the target system for format string
attacks. This type of attack is targeted against a small amount of string formatting
functions widely used in C and C++ programs. To perform this type of analysis the
following aspects of the target system is identified using static methods:

1. There is a function snprintf. The interface for this function is specified in
the POSIX standard.

2. This function will be loaded at address 0x28110430.
3. The target system uses the C calling convention and executed on an IA32

architecture computer.
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4. The system-provided C library uses the phk-malloc implementation for
heap memory allocation.

The combination of 1, 2 and 3 provides the basis for the modeling of a border in
the system. The interface for snprintf is well-known and standardized, the call-
ing convention reveals exactly how parameters will be encoded and transferred in
memory, and the address tells us where the function is located in system mem-
ory.

Using 1 and 4 we can obtain extensive information about meta-data. The function
snprintf is defined in the POSIX standard and there is both published documen-
tation as well as complete source code for phk-malloc available. Information
about this data structure can be used in run-time to analyze properties of a heap-
allocated buffer.

The pieces of information described in 1-4 are all quite easily identifiable through
static analysis of a system, but this information alone is not useful for a security
analysis. To obtain this information using dynamic analysis, a mechanism must
be created.

Example - Initial Mechanism Construction and System Execution. Given the
amount of information about the target system described above, it is possible to
fix certain aspects of the state in the system and to create an initial mechanism
(See “Informed Protection” on page 24 and “Methodology” on page 66). At this
point, there is no policy for the mechanism to enforce, but it is possible to create a
mechanism that logs execution that the developer can analyze.

To do this, a dynamic mechanism is constructed which intercepts execution at
snprintf and analyzes parameters sent from the program. The mechanism can
be placed in a target system, even if the main program is non-cooperative in this
regard (See “Borders and Non-Cooperating Software” on page 45.). This is true
because the identified border places a restriction on how the system can execute
at this particular point. At some point during execution, the mechanism extracts
information as illustrated in the middle box in Figure 4-6. This information alone is
not very useful, but combined with the meta-data previously identified, the infor-
mation can be represented as shown in the box on the right hand side.24

0xbfbfec5c: a7 85 04 08
00 b0 04 08
2b 86 04 08

0x804862b: 25 68 6e 25
68 6e 00

Address: 0x28110430
Function: snprintf
Calling con. ia32, c
Heap: phk-malloc

snprintf(
heap-buf size = 128,
"%hn%hn",
... )

Border information and meta-
data easily available for static 
analysis

Two elements of the 
execution state as captured 
by a dynamic mechanism

Illustration of the execution 
situation that the dynamic 
mechanism should consider

Pre-execution During Execution

Figure 4-6: Combining Static and Dynamic Information
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4.4.4 Relevance and Correctness of Static Information
There are many aspects of static software analysis, and while we certainly make
no claim to cover all, there are a number of properties that are highly relevant
when static methods are used in conjunction with dynamic analysis. As described
earlier in this thesis, static analysis has nothing to do with the execution of a sys-
tem; its only concern are the sources of the software. This has a number of nega-
tive consequences, but also a few advantages when compared to purely dynamic
approaches:

1) Static analysis does not intervene with system execution, so there are no hard
performance requirements. The time required to perform a specific, static analy-
sis task will not affect the output of the analysis. This is true because no executing
parts are considered. Instead, the static source of the target system is used as a
parameter in the static analysis process.

2) Static analysis can be performed on a system without access to other informa-
tion except a program source. Most notably, static analysis where the results
should be used for dynamic mechanisms can be performed without access to the
actual dynamic mechanisms and without requiring execution.

3) Structure (meta-data) which is required to transform a program at some level
of abstraction, must be present in some form somewhere in the system at that
particular level of abstraction. For example, to compile a program which uses a
complex data structure, the definition of that structure must be available for the
compiler. If it is available for the compiler, it is also available to an auditor that has
access to the same program source.

4) Static analysis of a system can be used to identify hard borders, such as the
system call interface and the network borders of distributed systems. A hard bor-
der constitutes some form of ontological enforcement between the different sides,
and the construction of such a border must be known when building a system.
Thus, for hard borders, there must be statically identifiable information in the sys-
tem at some level of abstraction.

5) Certain soft borders in a system correspond closely to artifacts which are
identifiable at some level of abstraction (See “Soft Borders” on page 41.). Given
information about such an artifact, the corresponding border can be identified by
analyzing the system. If the artifact can be identified using static methods, so can
the border.

For the reasons described in 1 and 2 we argue that static analysis of a target sys-
tem provides valuable information for dynamic analysis of a system. As described
in 2, an initial static analysis of a target system can be performed before any
dynamic analysis has taken place. This is useful to obtain information required for
initial dynamic analysis. Because of the way software is constructed, information
about system meta-data can be obtained by statically analyzing a program at the

24. In this box, almost all information from the original source has been recreated (except the value of
all parameters) and the box also contains information which is difficult to obtain statically, such as
the size of the memory buffer. This information can easily be analyzed by a competent developer,
in contrast to the raw execution information.
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right level of abstraction. Information about hard borders in a system can also be
obtained by static analysis at the appropriate level. Some soft borders in a sys-
tem correspond closely to artifacts and if such an artifact can be identified, so can
the border (See “Soft Borders” on page 41.).

4.5 Execution and Environments
Execution is the core of dynamic analysis and our approach to informed protec-
tion. In run-time, a dynamic mechanism analyzes the execution of the target sys-
tem using a domain-specific policy to separate safe from unsafe execution. To
build mechanisms or develop a policy, experimentation with the target system is
required to obtain different types of execution. However, obtaining relevant execu-
tion conditions for one system typically requires support from a surrounding
larger system as well as well-behaving local mechanisms that do not alter the
local execution in unexpected or unwanted ways (See “Environments” on
page 58 and “Modeling Software in Terms of Recursive Borders” on page 38).

To permit such experimentation, we consider execution from two orthogonal
aspects. Firstly, where the execution takes place - inside or outside the system
border - and, secondly, if there is a particular goal with the execution, from hard-
ening a system (fault tolerance) to fault injection. This is illustrated in Figure 4-7
and Figure 4-8 on page 82.

4.5.1 Realistic Execution
In many cases, it is desirable to experiment with a target system which executes
in a realistic way, i.e. very closely to how it typically will execute when used in an
industrial setting. This is strongly related to what we described earlier as extract-
ing relevant information - if the system does not execute in a realistic fashion
there is no way for a mechanism to extract realistic information, and thus the
information is irrelevant for much dynamic analysis (See “Extracting Relevant
Information” on page 51.). Having the target system execute in a realistic way,
allows for the analysis of how a mechanism/policy combination will affect the sys-
tem in real industrial use. A completely realistic execution is when the system
executes with neither fault injection nor hardening mechanisms affecting the exe-
cution and in an environment that interacts with the system as intended.

External. For a trivial system that has very limited communication with its envi-
ronment, creating realistic execution is a comparatively easy task. If the system
has no communication with its environment, simply executing the system with

Hardening

Fault Injection

External

Internal

Figure 4-7: Aspects of Execution
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reasonable inputs will make the system execute in a realistic way. For connected
systems, however, obtaining realistic execution is more difficult. This is true
because the function, and thus the execution of the system, is dependent on
communication with other parts of a larger system, parts which may be beyond
the reach of experimentation. To execute such a system in a realistic way, the
system must execute in an interacting environment. The interaction with the envi-
ronment makes the external interface required for the target system execute in a
realistic way. The construction of such an interacting environment requires infor-
mation about the target system and we return to this topic in the next section
“Environments and Experimental Environments” on page 82.

Internal. When a target system is executed without any dynamic mechanisms
and in an environment where the external execution is realistic, the system
should execute in a realistic way. Dynamic mechanisms can manipulate the exe-
cution, thus making the system execute in a non-realistic fashion, but in contrast
to external execution, the internal execution of a system is expected to be realistic
until actively manipulated.

4.5.2 Manipulated Execution - Hardening and Fault Injection
Hardening and fault injection are two sides of manipulated, or non-realistic, exe-
cution. Manipulated execution is essential for our approach to informed protection
and while hardening the execution is typically the goal for software protection,
fault injection has an important role when experimenting with execution.

External. Manipulation of the external execution, or environment, is commonly
used to harden and inject faults into a target system. Perhaps the most well-
known example is the use of a firewall or application-layer proxy that limits limit
network communication to a target system. By limiting network communication,
the firewall or proxy creates a protective environment which, under certain cir-
cumstances, can permit non-perfect software to execute in an otherwise too hos-
tile network environment.

Similar to external hardening, there are tools and methods designed to produce
hostile input to executing software. Typically, such tools operate automatically and
generate various input patterns to the target system while another part of the tool
monitors execution aspects, such as CPU load, of the target system. These tools
are often called fuzzers, but the basic function is the same in many types of auto-
mated testing tools.

To create hardened or fault injecting external execution, an experimental environ-
ment can be used. We return to this in the next section “Environments and Exper-
imental Environments” on page 82.

Internal. The goal for a dynamic mechanism used for informed protection of a
software system is to intervene with the internal execution of the system and thus
create manipulated execution. This form of intervention is what we described ear-
lier as a mechanism action (See “Action” on page 49.).

It is not always easy to determine which intervention is hardening and which is
fault injecting for a particular system and execution situation. For example, con-
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sider a case where a potential buffer overflow situation is detected. In this situa-
tion, the mechanism can terminate the executing system or modify the run-time
so that the overflow does not occur. We argue that there is no universal way to
determine how such a situation should be handled, but given relevant domain
knowledge, for example in the form of a policy, this can be determined for a par-
ticular system.

A second issue for internal execution manipulation, or dynamic mechanism
action, is that the action should have intended consequences - and only intended
consequences - for the internal and external systems. This is to determine and
minimize which unwanted side effects the particular action of the mechanism
have. In some cases, such as the buffer overflow example above, there is a large
difference in affecting the internal or the external system with the different
choices. If the mechanism modifies the run-time, a large modification is done to
the local system making it difficult to predict the exact consequences. If the mech-
anism terminates the internal system, the larger system must adapt to this situa-
tion or the fault will propagate.

We argue that for mechanisms that are placed at a system border, the border
interface can be used to determine in which way an action will affect the internal
and external systems. Certain interfaces provide comparatively much informa-
tion, which allows complex actions to be taken, while others offer lesser informa-
tion forcing simpler actions to be taken.

4.5.3 Environments and Experimental Environments
The environment of a target system is what lies just outside the system border
and it is also what the system communicates with. When a system is used in a
normal industrial setting, we typically call the environment a “production environ-
ment”, as the system is expected to produce some service, and when experi-
menting with a system, the environment is often called an experimental
environment (See “Connected Mechanisms in a Shared Environment” on
page 59.). The relation between the system (dark) and the environment is illus-
trated in Figure 4-8.

System Border

Figure 4-8: The Experimental Environment Connects to the External Interfaces
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As described in the two previous sections, the environment is important when
using dynamic methods. This is true because the environment enables realistic
execution in a target system required to extract relevant information from the sys-
tem using dynamic mechanisms. For systems that do not require an environment
to execute in a realistic fashion, or if realistic execution is not required for a partic-
ular mechanism, the environment can be trivial. But for other systems the envi-
ronment has an important role for the internal system execution.

Environments and Experimental Environment for CIIP. When experimenting
with critical infrastructure software, we cannot realistically assume that a simple
environment is sufficient. As we discussed in “Critical Infrastructure ict Systems”
on page 13, the systems we consider are open, connected and heterogeneous.
Because the software systems as such are connected, it is not realistic to
assume isolated environments. Because of the connective properties of the soft-
ware, combined with the heterogeneous properties of the larger software system,
we assume that our target systems require a rather complex environment to exe-
cute in a realistic way.

To experiment with software that requires complex environments, the experimen-
tal environment cannot always be identical to a production environment. In the
case of CIP and CIIP this is particularly easy to illustrate. If the final system con-
trols hardware connected to the electrical power grid, this cannot necessarily be
rebuilt in an experimental environment. When experimenting with software that
has such complex requirements, the experimental environment must be built so
that the software will execute in a realistic fashion without requiring a complete
production environment to be constructed. Such an experimental environment
can be built by analyzing the target system in terms of recursive system borders,
and using static information from these borders.

An experimental environment can provide additional features that are normally
not present in production environments. Hooks that enable mechanisms at differ-
ent levels of abstraction to communicate are an example of this. This allows con-
structions where one mechanism can be used for fault injection and another
mechanism for coordinated logging or hardening.

4.5.4 Example - Logging Execution and Varying Environment
To illustrate the relevance of execution and environments for informed protection,
we continue the example from “Example - Dynamic Analysis of a Small Compo-
nent” on page 73 and “Example - Combining Static and Dynamic Information” on
page 77.

To determine if the target system uses string formatting functions in evidently
unsafe ways, the mechanism is configured to decode run-time information sent to
various string formatting functions and trigger a log event for all invocations (safe
as well as unsafe) of relevant functions25. This information can be extracted by

25. It may be of interest to the reader who is not intimately familiar with the mechanics of format string
attacks, that some, but not all, format strings are constructed dynamically, typically by string for-
matting functions themselves, and that static analysis of these can be difficult.
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analyzing the software by means of the execution environment as a principal bor-
der. The data that is extracted during execution can be represented by the meta-
data (which can also be extracted statically - See Figure 4-6). The mechanism is
also configured to log a trace of the program execution meaning that when an
event is logged, a call trace is also performed. To transmit this data to the devel-
oper without causing unwanted side effects on the internal system in the form of
performance overhead or some other unknown side effect, the mechanism trans-
mits the data via an interface to the experimental environment. This interface is
provided in addition to the other interfaces which are required for the system to
execute in a realistic or manipulated fashion, as illustrated in Figure 4-9.

The experimental environment is used to produce various inputs and respond to
output from the target system. This creates a number of different execution situa-
tions for the target system.

Output. Analyzing the log produced by the dynamic mechanism reveals informa-
tion about the execution of the program. The most important information is if any
potentially unsafe uses were identified by the mechanism. If this is the case, the
mechanism has also logged the calling path for these which enables further static
analysis. By using simple static analysis and this data, the location in the source
code of a potential vulnerability can be determined.26 Also, there is information
about safe uses and where these originate from, which can provide a developer
with an overview of how the system uses string formatting.

At this point it is important to stress that what is seen by the mechanism is what
executes (or has executed). The mechanism's ability to identify unsafe uses is
directly tied to the execution of the system. This does not necessarily mean that it
is impossible to generalize results from dynamic mechanisms, but there is a large
difference in generalizing results from dynamic mechanisms compared to those
of static methods.

26. And this vulnerability may be hard to find unless the call path from the dynamic mechanism is
available.

System Border

Figure 4-9: A Local Mechanism Connected to the Environment
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4.5.5 Relevance and Correctness of Execution and Environ-
ments

Execution and environments are extremely central for dynamic analysis and
informed protection. This is true because of the following reasons:

1) A dynamic mechanism can only analyze what is executed. This is a funda-
mental property of dynamic mechanisms and it is true because of the basic con-
struction of the mechanism.

2) To test mechanisms and to configure a mechanism for (i.e. develop a policy
for) a target system, experimentation with that system and the mechanism is typ-
ically required.

3) To extract relevant data from an executing system, the system must execute in
a realistic way. This is true because a dynamic mechanism can only analyze what
is executed (See 1.) and if the system does not execute as it would in a produc-
tion environment, results are hard to generalize.

For the reasons in 1-3, we argue that the consideration of execution is of utmost
importance when designing dynamic mechanisms, and thus also for informed
protection and when building policies for target systems.

4) Many systems require a complex environment to execute in a realistic way.
This is particularly true for the systems we consider, as these systems are
defined as open, connected and heterogeneous. Systems that actively communi-
cate cannot do so without interacting with their environment, as network commu-
nication involves a hard system border.

For the reasons in 1-4, we argue that an environment is important to allow the tar-
get system to execute in a useful, analyzable way.

5) It is not always realistic to create an environment that is identical, or even very
similar, to the production environment of a system. This is the case when a sys-
tem requires a very complex environment that may include hardware that is not
possible to duplicate. In these cases, an experimental environment cannot be
constructed with the goal of being close enough to the intended production envi-
ronment.

6) A system can be analyzed in terms of recursive system borders to obtain
information about how the system, or a part of the system, interacts with its envi-
ronment. This is also true for how the target system interacts with its environment.

For the reasons in 4-6, we argue that when a target system requires a very com-
plex environment to execute in a realistic way, analyzing the system in terms of
recursive borders can be used to identify which external interfaces the system
requires. This can permit an experimental environment to provide such interfaces
without having access to the complete production environment.

7) When a mechanism modifies the internal execution of a system, or when the
environment provides modified input to a system, a form of manipulated or non-
realistic execution occurs inside the system, either directly or indirectly as a con-
sequence of the input to the system.
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For the reasons in 1-7, we argue that a slight modification to otherwise normal
execution, in the form of hardening or fault injection, can be used to protect the
system or allow analysis of otherwise hard-to-find situations. This requires infor-
mation about the system as well as information about the mechanism.

4.6 Dynamic Information and Feedback
Perhaps the single most important aspect of dynamic analysis and informed pro-
tection for software systems, is the access to the actual execution information.
This information, information about the executing, or dynamic, aspects, is avail-
able to a dynamic mechanism because the system is currently executing and
thus there is no need to predict the state of the system.

To use dynamic information in an informed way, the information itself is typically
not enough, and additional meta-data is required to represent the data in a way
that permits useful analysis. However, the main property of a dynamic method is
its ability to use dynamic information and this is what provides dynamic analysis
with its special properties.

Dynamic information is essentially always the main data source for a dynamic
mechanism, and statically obtained data is often the main meta-data. However, it
is important to point out that dynamic information also can be used as meta-data,
although at some level of recursion the original static meta-data (or meta-meta-
data) typically appears.

4.6.1 Feedback
By definition, dynamic methods operate on executing systems. This is what gives
a mechanism the ability to analyze real executing states, or dynamic information.
This is also what may cause the mechanism to impose side effects on the system
execution. Operating on the real, executing, system also means that it is possible
to modify the execution and experiment with how the system will react. This form
of feedback is possible because the actual execution is affected and it is possible
to study how the system reacts.

Analyzing feedback from a system typically requires more than just a dynamic
mechanism and the target system. For many systems, a complex environment is
required where system execution can be recreated with the exception of the mod-
ified variable. While such external conditions may need to be met to allow useful
feedback, the feedback property is fundamental for any mechanism that can
affect the actual system behavior, which for software systems is execution.

4.6.2 Example - Extended Dynamic Information and
Initial Feedback

To further illustrate the strengths of dynamic analysis in the form of dynamic infor-
mation and the possibility to create feedback loops, consider the following exam-
ple based on previous examples from “Example - Dynamic Analysis of a Small
Component” on page 73 and “Example - Combining Static and Dynamic Informa-
tion” on page 77:
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To extend the example illustrated in Figure 4-6 on page 78, where the mechanism
should consider if the execution is potentially hostile or not, we had the mecha-
nism consider additional dynamic information. One piece of dynamic information
that could be of interest is memory protection for the particular piece of memory
where the formatting string is stored. This is relevant because if the memory is
read-only to the program, it is significantly less likely that it has been modified
during execution than if it is on read-write protected memory.27 It is possible to
determine memory protection on all modern operating systems that we are aware
of, and this property is a part of the POSIX standard. Also, in some cases it is pos-
sible to determine the origin of a particular piece of memory, which closely relates
to the protection of the memory. In the first case, dynamic information is used as
direct meta-data, and in the second a combination of static and dynamic meta-
data is used.

This additional information allows the mechanism to represent the same data as
illustrated in Figure 4-6 in a different way, illustrated in Figure 4-10. The fact that
the address containing the highly suspicious formatting directive is read-only, and
originates from the “.rodata” segment,28 should significantly reduce the degree of
suspicion for this execution situation.

Example - Preparing the Initial Feedback Loop. At this point, the developer
has a significant amount of information about the executing system and may
decide to intervene with the execution to obtain feedback from the target system.
We would expect the developer to experiment with how the system would react to
restrictions on formatting directives, possibly connected to the memory region
from which the formatting string originated. This would form a first and simple pol-
icy that could be used to obtain additional information about the system, trace
unwanted static properties and/or restrict the system in a targeted production
environment.

27. A fact used by several run-time defence schemes such as [61], which could also be used in our
PLIBC system.

28. This is determined from static information in the binary file and the value of the pointer. We illus-
trate this from a technical perspective in our PLIBC mechanism, and there has been other docu-
mented uses of this information, for example in [61].

0xbfbfec5c: a7 85 04 08
00 b0 04 08
2b 86 04 08

0x804862b: 25 68 6e 25
68 6e 00

snprintf(
heap-buf size = 128,
0x804862b,
... )

Two elements of the 
execution state as captured 
by a dynamic mechanism

Illustration of the execution 
situation that the dynamic 
mechanism should consider

"%hn%hn"
from rodata
read-only

Figure 4-10: Extending Dynamic Information with Dynamic Meta-Data
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4.6.3 Relevance and Correctness of Dynamic Information 
and Feedback

Dynamic mechanisms operate during system execution which results in a num-
ber of properties compared to other approaches. While not all properties are
desirable, the special properties of dynamic mechanisms are essential for
informed protection.

1) Dynamic mechanisms are active during execution and have access to the
entire execution state of the target system. If properly placed, a mechanism can
extract the execution state and affect the execution flow of the target system.

2) To represent data in a usable way, meta-data is typically required. However, in
some cases certain dynamic information (data) can be used as meta-data to
allow interpretation of other dynamic data.

We argue that because mechanisms are active in the live executing target sys-
tem, it is possible for a developer to modify execution and create feedback loops.
Such feedback loops allow the developer to gain knowledge of the dynamic prop-
erties of the target system, which is useful as these can be used to improve the
dynamic analysis in future iterations.

4.7 An Approach Towards Informed System 
Protection

Creating informed protection, i.e. protection that has access to a domain-specific,
relevant aspect of the system, is clearly dependent on both the domain and the
kind of system.

Domain. When discussing software security and dependability aspects, there is
often a strong focus on vulnerabilities, and the possible consequences of a vul-
nerability. As we described in “Development and Execution of Software” on
page 17, a vulnerability is a weakness or defect somewhere in a system. This is
in contrast to an exploit, which is a form of unwanted execution that is made pos-
sible because of run-time conditions and one or more vulnerabilities.

It is our strong opinion that the only important aspect to protect for software sys-
tems is the system behavior. It is only when software is used to fulfill a task that it
can be a part of a critical infrastructure; the software itself has no use. The only
time a software system can exhibit behavior is when the system executes, and
thus it is the execution that should be protected. A direct consequence of this is
that vulnerabilities in themselves are interesting only as a necessary condition for
an exploit, but not on their own. For these reasons, we consider software execu-
tion the key factor in the protection of software, which makes execution the
domain for informed protection.

Kind. As we described in “Critical Infrastructure ict Systems” on page 13, the
systems we consider are certain kinds of software systems with the following
characteristics:

• Normal Quality Software Intensive
• Open, Connected and Heterogeneous
• Modifiable and Configurable Execution Nodes
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• Levels of Resilience in Non-perfect Software
• (Having) Static Vulnerabilities
• Open to Experimental Environments

To protect such systems using protection that is informed about execution, we
propose an information-relativistic approach based on the methods described in
the previous chapter. The definition of the systems we consider is comparatively
wide, and a single method to address protection would require either a sharp
restriction of systems, or a very high-level approach. From the perspective of our
own methodology, we are in a position to propose methods, or building blocks, to
how informed protection can be built using dynamic mechanisms.

4.7.1 Information-relativistic Informed Protection
To create informed protection for a software system, there must be a way to
obtain information about the execution of the system. Because of the complexity
of modern software systems, relevant information cannot immediately be
extracted from analysis of sources alone, i.e. we cannot determine execution by
only considering static sources. Also, to use informed protection for actual protec-
tion, there must be a way for a mechanism to affect the execution should certain
identifiable and undesirable events occur.

Mechanism. We argue that dynamic mechanisms, small pieces of code inside
the executing system, can provide necessary information about the system exe-
cution. This is true because the mechanisms are inside the executing system and
thus have access to the execution states of the target system. However, using
dynamic mechanisms for informed protection is non-trivial and requires a number
of complex steps to be taken.

Furthermore, we argue that dynamic mechanisms can affect the execution of a
target system. This is true because the mechanism is essentially a part of the tar-
get system and the actions it takes become a part of the actions taken by the tar-
get system. Affecting the target system in a intelligent way requires both analysis
of the execution state as well as a policy of how to affect the execution.

4.7.2 Start Conditions for Informed Protection
To use dynamic mechanisms for informed protection of software systems, a num-
ber of issues must be addressed. To begin with, there must be a way to obtain
sufficient amounts of information so that it is feasible to instantiate dynamic
mechanisms. There is a relation between the (execution) state of the target sys-
tem, the construction of a dynamic mechanism and the configuration of the
mechanism in the form of a policy. We described this relation in “Informed Protec-
tion” on page 24 and our approach briefly in “Start Condition” on page 66. To
enable the use of a dynamic mechanism, there must be some information about
where to place, and how to configure, the mechanism, and this information must
originate from sources other than dynamic analysis.

A system can be statically analyzed without executing the system. For this reason
it is attractive to use static information as far as possible to start analyzing
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dynamic properties. We argue that static information, if possible to identify, can
be used to fix two of three initial parameters for dynamic analysis. 

Static Information for Mechanism Placement. To begin with, software borders
provide information that can be used for mechanism placement. The border rep-
resents a constraint on how the system can execute at that particular point. This
provides means for a mechanism to not only analyze, but also affect, execution.
For software that executes on modern protected operating systems, the execu-
tion environment can be used as a border that separates internal software func-
tions from functions in external libraries. This border can be analyzed without
access to source code for the target system, as the binary format of object or exe-
cutable files reveals imported libraries and functions.

Static Information as Meta-Data. Meta-data is the second type of statically
obtained information that is of relevance to begin dynamic analysis. Meta-data is
required for a mechanism to represent the execution state in a useful way. As we
described in “Static Information” on page 76, any particular meta-data can be
obtained given analysis of the target system at the right level of abstraction. How-
ever, determining which part to analyze and the correct level of abstraction would
typically require considerable information about the system. To obtain initial meta-
data, the border interface for the identified border can be used (See “Borders and
Meta-Data” on page 43.). Analyzing the border interface reveals information
about how data is encoded and transmitted through the initial border that is tar-
geted by the mechanism which permits initial analysis. Thus, static information is
usable both for identifying where to place a mechanism, and for the decoding the
state at that particular point, as illustrated in Figure 4-11.

Initial policy. For many target systems the initial policy is trivial. There is too little
information about the execution for the developer to write a usable initial policy.
Unless a domain-specific requirement for the policy is known, a reasonable
option is to have the mechanism log the execution it sees for later analysis.29

4.7.3 Obtaining Dynamic Information
To use dynamic mechanisms for informed protection, there must be a principal
way to successively obtain more information about the system. This is tightly cou-
pled with the information-relativistic aspect of the analysis.

29. In some cases, such as for buffer overflows, there can be a requirement to terminate the target
system should unwanted execution be detected. If such domain-specific requirements exist, these
can be used to form an initial policy.

Mechanism

PolicyState
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Figure 4-11: Using Static Information to Fix Initial Dynamic Aspects
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We argue that experimenting with the system, and monitoring feedback from
such experimentation - including the use of dynamic mechanisms - is the key to
obtaining information about the execution and thus also the key to creating
informed protection. Since experimentation is performed on the real executing
target system, feedback from execution and dynamic mechanisms can be ana-
lyzed by the developer and used to modify successive experimentation (See
“Software Analysis Feedback Cycle” on page 53.). This is possible only if repeat-
able experiments on the systems are possible.

To allow repeatable experimentation with a software system, there must be a sup-
porting environment and the system must furthermore be open to the environ-
ment (for practical reasons, this is typically an experimental environment). We
argue that, assuming the system is open to the experimental environment, ana-
lyzing the system for hard external borders provides such information that an
experimental environment can be constructed (See “Relevance and Correctness
of Execution and Environments” on page 85.). Also, we only consider systems
that are open to experimental environments, See “Open to Experimental Environ-
ments” on page 16.

Sources of Information. Experimentation with dynamic mechanisms implies
experimenting with the system as a whole, as the mechanisms are active during
system execution. As the experimentation involves the entire target system, feed-
back can be obtained from different sources, as illustrated in Figure 4-12.

1. Feedback is given by the target system as such. A developer can observe
how the system behaves and interacts in the current environment. This
feedback loop is similar to traditional scientific experimentation where the
researcher manipulates the environment and observes how the subject
behaves.

2. The second type of feedback is from mechanisms inside the system.
These mechanisms have access to the internal state and can affect the
internal execution. Properly configured, this allows analysis of the internal
state of the system in the given execution.

3. There is also a third kind of feedback, or at least source of information:
Should the developer discover that additional pieces of information are
required from static aspects of the system, these can be analyzed to refine
future dynamic analysis.

Principal Experimentation. To build informed protection through dynamic mech-
anisms, the developer should find ways to (make mechanisms):

• Represent the state inside the target system, and
• Intervene with execution

Experiment
Other

Analysis

Mechanism

Figure 4-12: Developer Feedback from Experimentation and other Analysis
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Finding a way to represent data is necessary to enable usable analysis by the
mechanism, as well as by the developer. Intervening with the execution is
required to prevent unwanted execution, but can also be used to provoke (i.e.
inject faults into) the internal system.

It is not realistic to provide low-level guidelines on how experimentation in a par-
ticular system should be conducted. From a high level, or guideline, view, we
argue that a combination of realistic and manipulated internal and external exe-
cution in the system should provide reasonable feedback to test the developers
hypotheses about the system execution. This creates a form of spiral model
where information from one stage can be used to improve analysis in the next, as
illustrated in Figure 4-13.

By altering execution types, and because of the dynamic feedback given, it is
possible for the developer to test hypotheses and gain knowledge about the sys-
tem execution. Such information can be used in successive experiments and/or
to obtain additional static information.

Represent. The methods we presented earlier in this chapter can be combined
in many different ways, and there is no generic way to describe experimentation
for a particular system. There is, however, some degree of conceptual depen-
dence between the different methods in regard to representing data. With con-
ceptual dependence we mean that information, which normally comes as an
output from one method, is typically required as input for another method. Our
view of this dependency graph is illustrated in Figure 4-14:

Hardening Fault Injection

External

Internal

Figure 4-13: Varying Execution for the Target System

Recursive Borders

Realistic and 
Manipulated
Execution

Environment Loop

Static Information

Dynamic
Information

Figure 4-14: Example use of Methods to Represent Execution Data
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Static information is required to analyze a system in terms of recursive borders.
Sometimes this analysis is rather simple and the results can be generalized to a
class of systems, as is the case with the system call interface or when using our
model of execution environments. Static information can be used to determine
what is likely to be hardening and what is fault injection for a particular system.
This, together with dynamic information, can be used to construct realistic or
manipulated execution inside the target system. Using results from the analysis
of the system borders in conjunction with information about realistic and manipu-
lated execution, provides information about the external execution for a system,
or about the system’s environment.

When a developer has information about these aspects, there is a fair amount of
information for experimentation with the system, which should provide additional
dynamic information. This dynamic information could be analyzed, possibly call-
ing for further static analysis, and give input for successive experimentation with
the target system.

Intervene. To intervene with the execution in the target system in a safe way, a
mechanism must have access to certain pieces of information about the system.

Theoretically, the execution of a system could be intervened with at an arbitrary
instruction, but we only consider intervening with execution at a system border. To
identify such a border, static information about the system is required. Placing a
mechanism at a border gives the advantage that the execution is likely to be
restricted according to a border interface This allows the placing of a mechanism
in a system for which there is comparatively little information available. To allow
the mechanism to perform intelligent actions, it must be known which actions that
protect the system and which inject faults. This can be determined to some extent
by statically analyzing the target system. To determine how the intervening of the
mechanism affects the external system, knowledge about the environment is
required. Also, mechanisms can be placed in the environment to cooperate with
the intervention performed inside the target system. In our opinion, static informa-
tion can be used in several different phases of this analysis, as illustrated in Fig-
ure 4-15.

Using static analysis methods to obtain information about recursive borders in
conjunction with experimentation based on different types of internal and external
execution, provide a very usable basis for intervening with the execution of the
target system. While it is possible to intervene at a more fine-grained level, finding

Recursive Borders
Realistic and 
Manipulated
Execution

Environment Loop

Static Information

Figure 4-15: Example Use of Methods to Intervene with System Execution
93



An Approach Towards Informed System Protection

g y y
where to intervene for a particular system would likely require a rather complex
analysis.

4.7.4 Stop Conditions
In contrast to automated static analysis methods, dynamic methods do not auto-
matically stop, and there is no way to universally determine that the current level
of analysis is sufficient. At some point, the developer must decide to stop. What is
known, or should be known, is what system is being investigated and which par-
ticular requirements the system and domain have.

If a particular type of exploit is being targeted with the experimentation a domain-
specific test-bed can be constructed to determine if positive properties are suc-
cessfully targeted. However, in security analysis, negative properties are often
more important and these are inherently difficult to address using benchmarks or
test-beds30. A test-bed could, however, be useful to determine the consequences
of the side effects of a mechanism.

To determine the applicability of a mechanism or configuration, a macroscopic
experiment involving different systems, environments and configurations is
clearly useful. Results from such an experiment offer a hint to how the mecha-
nism would behave, and whether the mechanism is applicable for a particular sit-
uation. For non-toy systems an exhaustive test of input, output and environment
cannot be performed, which means that not even experimentation can provide
complete coverage for negative test cases.

However, when a dynamic mechanism is constructed and configured, the devel-
oper knows how the mechanism is constructed. Typically, but not necessary, the
mechanism with its configuration is significantly smaller than the system which
execution the mechanism should protect. Thus, the developer knows the function
of the mechanism at a mechanism-level and the function can be analyzed and
audited by others. We argue that the developer's knowledge of the function of the
mechanism, in combination with analysis of the target system and experimenta-
tion with the system, provides a strong indication of how the mechanism will func-
tion. Given domain-specific requirements, the developer can determine if the
current level of analysis is sufficient, or if further analysis is required.

4.7.5 Relevance of Our Approach
Protection of critical infrastructure and critical information infrastructure (CIP and
CIIP, respectively) is of utmost importance for society. The exact construction of
different critical information infrastructures varies and there is no strong definition
of what constitutes a CIIP. What we can see is that heterogeneous networks of
connected software is likely to affect the next generation of critical infrastructure
systems.

To protect critical infrastructure, the information infrastructure must be protected.
Similarly, to protect the information infrastructure, the software that processes the

30. If this was not the case, a simple test-bed to check for the complete absence of buffer overflows
would be a valuable tool.
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information must be protected. There are various approaches to protecting soft-
ware systems. Because of the complexity of open, connected and heterogeneous
software systems, it is very likely that traditional static protection approaches
alone are not sufficient.

In this chapter we have presented a number of methods connected in a method-
ology that can enable protection of software execution, i.e. the dynamic aspects
of a software system. The primary advantage of analyzing dynamic aspects is
that the actual execution state can be analyzed and, given the proper policy,
unwanted execution can be avoided as the dynamic mechanism can intervene
with the execution. There are also a number of issues related to using dynamic
analysis - such as how to assert that a mechanism has intended and only
intended effects. Also, there is an issue of how to create dynamic mechanisms
and obtain information about the target system. Finally, there is also the question
if dynamic methods can be used to address relevant problems.

In the next section of this thesis we discuss some of our technical mechanisms
for dynamic protection, and their supporting environments. These mechanisms
work by analyzing dynamic properties of primarily non-cooperating software. We
argue that by using such mechanisms, we can address hard dependability prob-
lems and provide a good complement to traditional static software analysis.

4.8 Chapter Summary
To protect critical infrastructure and critical information infrastructure, the underly-
ing software, processes and information must be protected. Because of the way
software is constructed, complementary approaches to the traditional static anal-
ysis are required to permit better software protection. One such approach is to
protect software execution in addition to just analyzing static software sources. In
this chapter, we present a methodology containing a number of methods which
can be used to construct such protection. Our goal is to provide protection for
software systems where the protection is informed about the execution of the
software.We do not consider every possible type of software system, but a
restricted class of communicative open and heterogeneous systems. This is still a
broad class, but we argue that a flexible methodology with a number of techno-
logical methods can be applied on such systems. 

Microscopical and Macroscopical Approach. As described earlier in this the-
sis, when using dynamic mechanisms there is a relation between the (execution)
state of the target system, the mechanism and the policy. To start using a
dynamic mechanism, external information is required to enable initial analysis.
We argue that this information can be extracted principally through the use of
static analysis in the context of the recursive system borders model and of this
model’s instantiation of the execution environment model. The principal property
that permits successively more information to be obtained when using dynamic
methods, is that dynamic methods operate on the live executing system. This
enables a feedback loop where the developer can control the environment as well
as the internal mechanisms and thus study the executing software system. Also,
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the developer can further analyze static sources using newly obtained informa-
tion.

On a microscopic level, we base our methodology on the ability to analyze and
modify executing software during execution. To do this in a safe way, we argue
that a dynamic mechanism could be placed at a system border which, because of
the border interface, provides a restriction on how the system can execute. Thus,
the border provides an implicit interface which can be used to acquire meta-data
about the state. These two aspects provide the fundament for the mechanism to
represent data and intervene with system execution.

Methods. Our methodology includes the following principal methods:

The Execution Environment as a Software Border - An instance of our model of
software in terms of recursive borders which allow us to model a soft border
between the executing main program and the functions it uses loaded from sepa-
rate libraries.

Static Information - Static information can be used for several aspects in regard to
dynamic analysis. Principally, we consider static information from two aspects: as
meta-data to execution information, and data that could be used to to identify
software borders.

Execution and Environments - Execution, and especially manipulation of execu-
tion, is the key to dynamic mechanisms and to feedback from the system and
from the mechanisms. To permit a usable analysis of execution, environments are
typically required. We describe how such manipulation can be performed and
how environments can be constructed that permit realistic execution.

Dynamic Information and Feedback - The most important property of a dynamic
analysis mechanism is the ability to use the actual state from the executing target
system, without the need to guess or predict the state. While dynamic information
is the essential data source, it can also be used for meta-data. In addition to
extracting the run-time state, dynamic mechanisms can affect the execution of
the target system. Because mechanisms affect the actual execution, a developer
can construct experiments and get real feedback from the system when develop-
ing a mechanism or a policy.
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MECHANISMS
5.1 Introduction
Our way of approaching (the problem of) critical infrastructure and critical infor-
mation infrastructure protection is through software protection that takes advan-
tage of specific information obtained during execution. In principle, there should
be a way to construct a domain-specific environment that enables analysis of the
specific system. After the execution analysis, it should also be possible to create
a series of mechanisms and policies that construct such a specific environment
for the target system.

To permit analysis and modification of relevant execution, a number of conditions
should be fulfilled. There should be an environment that provides the executing
software with relevant input and output and there should be a methodological
approach to how the system is analyzed and the policy developed. However, the
core of execution protection is the mechanisms that permit analysis and that
affect domain-specific decisions. 

Chapter Organization. In this chapter we present four mechanisms that we have
constructed in order to address security problems in a dynamic, informed, way.
This chapter is organized somewhat differently than the other chapters in this the-
sis. In the next section, “Mechanism Overview”, we describe each corresponding
mechanism in the context of our methodology and relation to our principal model.
This provides a comparatively non-technical background to the problem domain,
our dynamic way to address the problem and to the challenges in this approach.

The following four sections provide an in-depth description of each respective
mechanism. These sections are based extensively on some of our scientific arti-
cles published from 2003 to 2006. These articles have been reformatted and
some minor updates have been made. The vast majority of these sections are
however verbatim from the corresponding article and the terminology may vary in
details but not in context between this text and the rest of the thesis.
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5.2 Mechanism Overview
In each of the next four sections we introduce a dynamic mechanism. We have
used these mechanisms in various experiments which are described in more
detail in a number of articles that are presented in verbatim later in this chapter.

It is our intention that this section should serve as an overview of the actual tech-
nical mechanisms and their relation to our methodology for informed protection.

5.2.1 The PLIBC Execution Policy System
The PLIBC policy execution system is a configurable mechanism that permits a
developer to apply an execution policy on local functions in the execution environ-
ment. This mechanism permits the developer to use domain-specific knowledge
of the system and environment to create a targeted execution.The execution pol-
icy is written in a special rule-language and can be applied to both cooperating
and non-cooperating target systems (See “Borders and Non-Cooperating Soft-
ware” on page 45.). The rule language is a descriptive language with some simi-
larity to firewall rules and other rule-based languages (i.e. the developer defines
certain situations that should be prevented by the mechanism, not how the mech-
anism actually should operate).

Using a policy in the execution environment allows the use of software compo-
nents (“COTS”) in environments that are similar, but not identical to, the environ-
ment for which the component was originally designed. For example, a
component designed for typical open networks could be used in more critical
environments if certain unsafe and rare execution situations could be avoided.
Using a policy this can be configured on a per case basis, rather than requiring
static modifications that would potentially affect all programs running on the same
computer.

Principal Function. The mechanism is injected into the target system, either by
re-linking of the system or transparently by the dynamic linker [58]. When the sys-
tem is started the mechanism is loaded as a part of the target system and reads
the policy file.

During execution, PLIBC acts as a transparent middle layer between functions
inside the execution environment. Whenever a function for which there is an
active policy is called, PLIBC intercepts this call. When a call is intercepted, the
local execution state is captured by a low-level part of PLIBC, this state is saved to
prevent unwanted modification, and a high-level part of the mechanism is invoked
that verifies that the current execution state does not violate the policy.

A policy for a particular function can be based on parameters to the function and
other dynamic data from the process, such as which privileges the process cur-
rently executes with. A number of actions can be specified in the policy, where the
most important are:

• Allow the call
• Deny the call (i.e. terminate the process)
• Transparently map a call to a different function
• Modify certain parameters, and then take some other actions
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• Write a log entry containing selected parts of the execution state, and then
take some other actions

As PLIBC is active in the execution environment, which is a soft border, there is no
way to enforce that a particular function is called to perform a specific task. Thus,
to be usable, PLIBC combined with a policy must detect a hostile situation when
the system is friendly, which means prior to an exploit (See “Borders and Non-
Cooperating Software” on page 45.).

Challenges. There are a number of challenges that must be addressed to permit
a high-level policy in an executing program. This is particularly true if the target
system is non-cooperating.

Since functions in the execution environment are called rather often compared to
system calls, mechanism performance is of utmost importance. In PLIBC there is a
caching mechanism that collapses simple rules, which are the most common, so
these can be processed with less than 20 machine code instructions overhead.
This means that the performance overhead for a cache-hit is so low that is cannot
be measured using the system real-time clock, and it is lower than the normal
overhead imposed by the run-time linker.

There must be a way to obtain certain aspects of meta-data, such as function
names, rapidly and without affecting the execution of the program. To handle this
a special static pre-analysis step is automatically performed when PLIBC is built
for a target system. This allows such meta-data to be recovered within the cache,
thus in less than 20 machine code instructions overhead.

To allow the high-level analysis to take place, the current execution state must be
preserved and a new minimal state must be created. If the target system uses
recursive calls and is multi-threaded, this can be somewhat challenging. To han-
dle this case PLIBC provides a hook to the threading library so that data can be
allocated without affecting the main state.

Comparisons. Execution policies are a commonly used security technique.
However, the policy is typically placed at a different layer in the system, such as at
the system call interface border, or as a firewall rule at the network border.

Placing a policy inside the execution environment means that there is no hard
enforcing. Both the kernel and the network border offers hard enforcement. On
the other hand, there is certain highly relevant information in the execution envi-
ronment, which cannot be effectively analyzed from neither the kernel nor the
network border. This means that an exploit can be detected just prior to occur-
ring. This is the main advantage of execution environment policies.

Some virtual machines, such as the java JVM, offers a very fine-grained permis-
sion model which, to some extent, is similar to an execution policy. While the
exact nature of such policies vary with the virtual machine, a virtual machine has
the advantage to be able to enforce a policy. Code injection at this level is how-
ever not very common in virtual machines, as these typically separate code from
data in a way that cannot be circumvented, and these permissions are more often
used in a way similar to system call interface policies.
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5.2.2 The SLIBC Safer C Library System
The SLIBC mechanism is designed to protect a non-cooperating target system
from a class of buffer overflow exploits by using a dynamic mechanism that ana-
lyzes memory access. Buffer overflow exploits is a common and well-known
problem that have severe consequences for many systems, especially for sys-
tems developed in the C and C++ programming languages.

There are two different kinds of vulnerabilities which, when combined with a run-
time condition, can cause an buffer overflow. The first type is when the target sys-
tem directly overwrites a buffer, as is the case with off-by-one vulnerabilities. The
second type is when the target system uses a library function in an incorrect way
causing that function to overwrite the memory. Using SLIBC, a target system can
be protected from exploits based on the latter, but not the former, type of vulnera-
bility.

Principal Function. The mechanism is injected into the target system in the
same way as the PLIBC mechanism. Inside the target system, the SLIBC mecha-
nism takes control over a handful of primitive memory copying operations. When-
ever one of these operations is invoked, control is transferred to SLIBC. At this
stage, information about the memory address and number of bytes that is about
to be copied is available.

Based on the address to the buffer and other dynamic data SLIBC determines the
origin of the buffer. Supported origins are stack-based, heap-based, null pointer
or unknown. These are all handled in separate ways, but using domain-specific
dynamic data SLIBC can determine which object the address refers to (and thus
also the offset into this object) and the maximal safe size of this object. For heap-
based buffers such information can be extracted from the heap meta-data and for
stack-based buffers a traditional stack frame walk determines safe and unsafe
regions. If the copying operation would violate the maximal safe size it is consid-
ered unsafe and SLIBC does not permit the operation.

Because SLIBC analyzes an operation just prior to the operation being executed,
should unwanted execution be detected this can be traced as no data has yet
been overwritten. Effectively this means that should a buffer overflow situation be
detected the original vulnerability is visible to the mechanism, and this informa-
tion is logged.

Challenges. For the mechanism to function in a reliable fashion a number of
challenges have to be addressed.

The construction of SLIBC relies on the fundamental assumption that memory is
copied through a number of low-level functions. This is dependant on the imple-
mentation of the C library, but this property can be statically validated. Also, SLIBC

is dependant on some compiler optimization flags, and some cases of compiler
optimization or obfuscation of the executable binary can interfere with the inter-
vening of execution.

To determine the size of a heap-based buffer extensive knowledge of the heap
meta-data structure is required. The SLIBC mechanism uses only existing struc-
ture from the default heap implementation in FreeBSD. If the mechanism is
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moved to a different environment, analysis of that systems’ memory allocation
would be necessary.

Comparisons. There are many approaches to address buffer overflows, both
static and dynamic. 

The most well-known academic dynamic approach to buffer overflows is arguably
the libsafe library, followed by other libraries that use the same technique (frame
pointer walking) to analyze stack-based memory. The SLIBC mechanism uses this
approach to analyze stack-based buffers, but SLIBC also analyzes heap-based
buffers. Also, in contrast to libsafe, SLIBC addresses lower-level memory copying
functions which, because of the function of the C library, means that more func-
tions are covered. Neither SLIBC nor libsafe can prevent direct overflows.

Another commonly used technique to address buffer overflows is to place a
cookie value, or canary value, at the end of the buffer and at the right time assert
that this value has not been modified. Some tools use this approach to detect
stack-based overflows at run-time when a function return, to assert that the return
address and frame pointer has not been overwritten. This approach is also com-
monly used by debug tools to help programmers detect incorrect memory use
when debugging their programs.

The canary value approach is different from SLIBC as it can detect both direct and
indirect overflows. Most canary value approaches require the program to be re-
compiled to take advantage of the protection. This is particularly true for methods
that protect the stack. The SLIBC tool operates on software without requiring the
software to be recompiled. Canary values can also be used to protect the heap,
and this can be done without recompiling protected programs. In this case, how-
ever, it is not obvious where to place the canary value validation. Also, using
canary values on the heap makes it more difficult to use optimized and simple
allocation algorithms, like the one used in the FreeBSD malloc.

Because the canary value approach detects a potential exploit after the buffer
has been overwritten but just before hostile execution there is no way to trace the
original vulnerability based on canary value approaches.

5.2.3 Transparent Privilege Separation, LPS
Privilege separation is a technique used to divide large monolithic software sys-
tems into smaller parts that execute with different privileges. By splitting and sep-
arating a large system into smaller parts, each part can execute with as low
permissions as possible for that particular part thus providing a form of protec-
tion. Using privilege separation reduces the consequences, should an exploit
occur, in all but the most privileged parts, compared to a non-separated system.

Separating a system in parts that execute with different privileges typically
requires large modifications to the system. Objects can no longer be shared
transparently and communication between the parts must be done through some
hard border. For legacy systems it is not always easy to determine the exact
dependencies that could cause problems, should the system be separated. The
103



Mechanism Overview

g y y
LPS system is not a mechanism in the same sense as PLIBC or SLIBC, but rather a
mechanism construction kit.

Principal Function. Using LPS, a target system can be converted to use a form
of privilege separation without requiring vast modifications of the system. The
developer identifies a soft border in the system and the corresponding border
interface. Using a small wrapper function, where the border interface is explicitly
specified, an LPS mechanism is invoked.

The mechanism creates a clone of the current process and reduces privileges for
this clone. The identified part of the system executes in the low-privileged pro-
cess while the original process is paused. When the low-privileged part has fin-
ished executing only a small part of the state (as identified in the border interface)
is transmitted back to the original process through an operating system pipe.

The state that is transmitted back is encoded with a simple protocol that permits
range checks and other validation to be performed. When all data is successfully
transmitted back to the main process the state is applied as if the function had
executed locally and the process can resume execution. This privilege separation
is effectively transparent to the program.

Challenges. The most important property for LPS mechanism construction kit is
the transparency to the target system. This means that when using LPS, the target
system does not have to be extensively modified in order to take advantage of
privilege separation. As the exact dependencies for each particular target system
is not known, the execution environment in the two processes must be essentially
identical.

A normal function call in the C programming language cannot fail. A function may
return an error value, but this is essentially a return value like any other. When
changing a normal call to a privilege separated one, a number of errors can
occur, and these must be handled in such a way that the LPS mechanism does
not introduce new exploits in the program. A number of situations where errors
from underlying interfaces could propagate have been identified and are handled
by the LPS mechanism and transferred in such a way that they can be handled
locally where the privilege separation is done.

Some forms of state cannot be cloned. This is the case for certain objects shared
between the kernel and program such as System V semaphores. If such objects
are required on both sides of the privilege separated border, the LPS mechanism
cannot provide privilege separation. 

Comparisons. The LPS approach to privilege separation is somewhat unusual
compared to other approaches. The requirement to integrate with minimal modifi-
cation of the execution environment results in a system where a new low-privi-
leged part is created whenever needed, and the main part of the system
continues to execute with high privileges. A common approach when developing
privilege separated systems is that two (or more) parts execute simultaneously
where the vast majority of code is placed in the low-privileged part which
requests the high-privilege part to take certain actions when needed. [83, 84]
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The LPS approach protects fewer parts of the program, and because a new pro-
cess is required for each privilege separated call it is has a large performance
disadvantage over other approaches. The exact performance penalty varies
largely with operating system, but can be as large as up to a few milliseconds.
The main advantage of the LPS approach is the transparency to the target sys-
tem. A system not originally designed for privilege separation can be adopted to a
new environment where there are other requirements. 

5.2.4 Policies and Environment, Enhanced PLIBC - EPL
Our final mechanism, EPL, is an enhancement to the first, PLIBC, and is also a
connection to our experimental environment, EXP, described in the next chapter.
To permit experimentation with target systems and complex protection it may be
necessary to interact with the target system at different levels simultaneously.

The EPL system is an extension to the PLIBC system and permits the following
additional scriptable operations in the target system:

• Probabilistic matching of rules
• The ability to conditionally intercept function returns based on function and

return value
• Make a function return a pre-specified value without the function being

invoked

Also, the EPL mechanism is connected to the experiment controller in an EXP

experiment. This means that the actual policy that is applied to the target system
is obtained from the controller which can manipulate the policy on a node-by-
node and execution-by-execution basis. For reasons of convenience, any log file
generated from the execution is automatically submitted to the controller to permit
central analysis of many executions.

The connection to the EXP experiment system permit a sharing of mission
between the external environment configured directly by EXP and the internal
environment affected by EPL (See “Connected Mechanisms in a Shared Environ-
ment” on page 59.). Connecting mechanisms combined with the possibility to use
EPL for both hardening and fault injection gives the ability to a combined approach
for informed protection as described in our methodology in the previous chapter.

The main focus is on how experimental environments and dynamic mechanisms
can be combined to form environments where complex vulnerabilities can be dis-
covered and customized, informed, protection be developed.

Principal Function. The EPL mechanism contains essentially two parts. The first
part communicates with the EXP controller and downloads the policy. This
involves several steps in the experimental environment which we describe in the
next chapter. If required, the policy is compiled to a bytecode matching the cur-
rent architecture and a logging channel is opened into the target system. The tar-
get system is started and the EPL mechanism injected into the executing binary.

The actual EPL dynamic mechanism works in a way similar to the original PLIBC

mechanism. To support interception of return values and probabilistic matching
the underlying stub functions are significantly modified.
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Challenges. Extending the mechanism to intercept return values offers a techni-
cal challenge, because of the underlying architecture where the return idiom is
not easy to modify. This becomes a problem because typically only a small
amount of functions are intercepted at a time and the performance of the mecha-
nism is important to avoid unwanted side-effects. To intercept a return-value the
invocation of the function is intercepted and the call stack is modified. When the
function returns it automatically invokes the EPL mechanism. This allows us to use
the effective PLIBC cache mechanism for all other functions and the performance
overhead affects only those functions that the developer actively experiments
with. However, we observe that the stack-patching function to gain control at the
return of a function, is almost identical to the initial step of a buffer overflow
exploit. Obviously, the payload in EPL is somewhat different from the typical buffer
overflow.

Comparisons. In the original article where we describe the EPL system, the
focus is placed on the connection between the mechanism and the environment,
combined with our methodological approach. From a technical view, there are
two closely related areas, run-time defence and fault injection.

The term run-time defence is used to describe ways to make software more resil-
ient to exploits (or hardened, or fault-tolerant depending on your terminology). In
some sense this is related to all dynamic approaches because of the run-time
approach, but typically run-time defence targets a generic system. Using EPL and
our other mechanism a developer can conduct domain-specific experimentation
and eventually specialized protection for the particular target system at hand.

Fault injection is a technique where (not surprisingly) faults are injected at some
interface to a program. Injection of faults can be at external interfaces, simulating
invalid input, or at internal to test resilience. The ability to probabilistically match
rules and make functions return pre-specified values can be used to create such
situations that a fault-injecting tool typically would. In this sense PLIBC and EPL are
fault injection tools. More importantly, however, is the ability to use the tools for
domain-specific hardening, which is related, but not identical to, fault injection

5.3 The PLIBC Execution Policy System
This section 5.3 is based extensively on the previously published scientific article Mell-
strand P., Gustavsson R., “Dynamic Protection of Software Execution Environment “ pre-
sented at 2nd International Conference on Critical Infrastructures, Grenoble, France 2004

Proper operations of software and software systems are crucial requirements of
reliable operations of power grids. This fact has been manifested in recent black-
outs in US-Canada and Europe, e.g., blackouts in Italy and Sweden-Denmark.
The final report by a U.S.-Canadian task force on the August 14, 2003 blackout in
Northeast North America reports a number of findings related to this worst out-
age in North American history affecting over 50 million people. [116]

One of the findings was buried in a massive piece of software compiled from four
million lines of C and C++ code and running at FirstEnergy Corporation in Ohio.
The code was GE Energy's XA/21Energy Management System (EMS) used at the
control center of FirstEnergy. After about eight weeks of hard and difficult soft-
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ware and event analysis related to the cause chains of the events leading to the
blackout, a hitherto unknown bug in the one million lines of code belonging to XA/
21's Alarm and Event Processing Routine was found. The bug caused a race
condition due to improper handling of interactions between two processes having
access to a common data structure. This coding error allowed a simultaneous
write access for the two processes that in turn led to the alarm event application
getting into an infinite loop, spinning and eventually to the collapse and black out
of the power grid. 

Later analysis showed that the bug had a window of opportunity measured in mil-
liseconds. Furthermore, the XA/21 system have up to this failure had an excess of
three million online operational hours in which the bug had not been triggered.
There are some lessons that can be learned here:

• The software fault itself - a race condition - is a well-known problem in
interaction between processes and should not have appeared if “good soft-
ware practises” had been followed.

• The complexity of millions of lines of source code makes it highly probable
that there are bugs that remain undetected even after long time of use.

• It is in practice impossible to validate such a large system, by testing in a
normal environment, not the least due to the fact that by networking the
systems new and completely unforeseen interaction between software
may appear.

In fact, collapses of critical infrastructures due to software bugs happen quite
often, even if the scale and damage are less than the example given above. We
had the ARPAnet (Internet) collapse in the 80's and the AT&T (telecom) collapse in
the 90's.

Of course, we should strive for producing and maintaining as bug free software
systems as possible, not the least because software is the active glue of the
increasingly networked society. But given the lessons learned, we should also
compensate for the shortcomings of static analysis methods of creating bug free
software systems (design and testing) by introducing dynamic protection mecha-
nisms. This complementary approach is advocated in this paper. In short, we
propose a runtime environment whereby we can:

• Dynamically change program execution protection mechanisms based on
runtime conditions (e.g., protection against a vulnerability in a given con-
text).

• Log program runtime behavior allowing us to have a more informed main-
tenance and debugging situation.

The remaining part of this section is organized as follows. The following sub-sec-
tion Background introduces and discusses basic concepts such as function and
vulnerable calls, different risk assessments related to function calls, and the role
of domain-specific rules. The bottom line is to identify and implement mecha-
nisms that prevent programs from being exploited, not to prevent an exploited
program from performing malicious actions. The latter task is the focus of virus
and worm protection schemas.
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Dynamic Inspection is addressed in the following sub-section, where we describe
the differences between static and dynamic tools, and describe the technical
foundations used to create dynamic tools. Following that, we describe the PLIBC

system, which is a rule-based dynamic inspection system that lets an administra-
tor control the software execution environment. We describe the technical design
decisions made in the PLIBC system, and the different protection characteristics of
the system.

In the Experiments sub-section we present our results from experimentation with
the PLIBC system on a large high-privileged program, and how currently known
and possible future problems with this program can be handled by dynamically
modifying the execution environment. Following Experiments, in the sub-section
Performance Benchmark we share our results from a performance benchmark
measuring the overhead imposed by using the PLIBC system in a worst-case sce-
nario. 

The paper ends with a section on Conclusions and Future Work. The references
section from the paper has been integrated into the rest of the references in this
thesis.

5.3.1 Background
Much general-purpose software is used today in business sensitive or critical
environments, for which the software was not originally designed. In these envi-
ronments, there are typically different requirements on the software execution
properties than what might normally be the case. For example, software used on
a closed intranet to monitor device output might have high requirements on reli-
ability and logging of erroneous states, but lesser requirements on performance
and fully supporting standards that are only partially used.

Due to the way many operating systems handle privileges, and the way much
software is written, it is often necessary to execute software with high privileges,
even in these critical environments. Executing software with high privileges
impose a risk to the system, should the program malfunction it would still keep
the high privileges and could cause significant damage to the system. Such mal-
function could occur for many different reasons, for example as the result of a
programming error (“bug”) in the software. In some cases, these programming
errors can be exploited by an adversary to cause even more serious damage to
the system.

Software programs communicate with their execution environment by means of
functions. Even if a program is written in an object-oriented language the commu-
nication with the operating system and other software is usually done by means
of functions, following the conventions of the C programming language. Essen-
tially all software executing on Unix or Unix-like operating systems, and all soft-
ware executing on Windows communicate with the operating system through a
number of functions, commonly referred to as an Application Programmers Inter-
face, or API. These functions follow a well-defined interface, and their exact imple-
mentation is not important for most programs.
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Due to the different standards that govern the interfaces between programs and
the operating system environment, some functionality offered by the environment
to a program is exposed through sub-optimal function interfaces and the use of
these functions can result in vulnerabilities in the executing program. Typically,
these functions are safe to use if used exactly as intended, but small program-
ming mistakes can result in incorrect calling of one of these functions and hence
result in an exposed vulnerability in the program.

It is often not possible to tell if the use of a specific function is safe until all runtime
information, such as the values of parameters and variables are known. In addi-
tion, other properties from the environment can be important when determining
which calls are safe under given circumstances. For example, a critical system
may require very stringent validation of the execution environment, which halt the
program should any potentially insecure state be detected, while other supporting
systems can execute with a less restrictive policy.

In this paper, we present a method to execute software according to an environ-
ment-specific policy that determines which operations the software is allowed to
perform. By using this method, it is possible to disallow potentially dangerous
calls under certain administrator-defined conditions, to log program execution,
and to redirect calls to alternative implementations. In contrast to other policy-
based methods, this method does not work on an operating system kernel level,
but in user level inside the program, making a more fine-grained control of func-
tion calls to system libraries possible.

5.3.2 Dynamic Inspection
Inspecting programs during execution, dynamic inspection, has the advantage
over static inspection methods that the actual state of the program is always
known. When a function call is made from the program it is possible to analyze
the actual parameters sent from the program to the function, as well as the value
of other variables used in the program. A dynamic inspector can also use other
process information, such as the process' privileges and file system root as basis
for taking different actions.

Dynamic inspection is done at the actual time of execution, and inside the execut-
ing program, so it is important that the inspector does not impose vast overhead
on the program, and does not introduce new vulnerabilities during inspection. A
vulnerability in the inspection may result in as severe problems as if the vulnera-
bility were in the program itself.

PLIBC is a rule-based dynamic inspection tool designed to allow control of pro-
gram execution based on domain-specific policies and run-time conditions. Using
PLIBC it is possible to protect a program by defining rules that allow or disallow
execution of particular functions based on runtime-conditions.  PLIBC can also be
used to modify a program to conditionally use an alternative implementation for a
function call or to change parameters to a function. 

The rule language used in PLIBC is designed to allow flexible rules without allow-
ing high-risk features that could lead to vulnerabilities in the run-time rule evalua-
tion. In the following sections, we describe the design of PLIBC, present a
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performance evaluation and argue that the use of the PLIBC tool increases system
protection with negligible performance overhead.

The PLIBC System. The PLIBC system consists of three components; the dynamic
inspector, the rule compiler and user-defined rules. The user-defined rules set
actions that the dynamic inspector will take when certain runtime states occur in
an executing program. The rule compiler is used to transform the rules from a
human-readable format to a binary format used by the dynamic inspector. This
process is illustrated in Figure 5-1.

When using PLIBC to protect a program the first step is to write the rules that
should be applied by the dynamic inspector. These rules are written in a special-
purpose script language designed specifically for PLIBC. The rule file is then com-
piled into a binary form by using the rule compiler. Using a separate compiler step
results in faster loading of protected programs and removes the need for a com-
plex parser in the dynamic inspector.

The dynamic inspector intercepts function calls made from the program in an effi-
cient way, and applies user-specified rules to determine which actions to take.
The dynamic inspector operates entirely inside the protected program, but is
completely transparent to the program. The protected program does not need to
cooperate with the dynamic inspector in order to be protected, and the dynamic
inspector analyzes the programs state without interfering with the normal pro-
gram execution. The dynamic inspector is the largest component of PLIBC and is
divided into two main parts, the rule evaluator and a large number of hook func-
tions.

When a call is made from the protected program to a library, such as the C library,
the call is intercepted by a hook function. The hook function reconstructs run-time
information for the function, prepares a high-level environment, and invokes the
rule evaluator. The rule evaluator applies each user-defined rule for the given
function, which may perform a variety of different operations, and eventually
make a decision of how the call should be handled. This process is illustrated in
Figure 5-2.

The user-defined rules execute conditionally based on the run-time state in the
program, and can perform actions such as logging call details, modify function
parameters and change execution flow. When all rules for the function have been
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Figure 5-1: The PLIBC components and system interaction
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evaluated, one of the following actions is taken based on the last rule that
matched the call.

Always allow calls to this function. If there are no matching rules for this func-
tion, or if the rules are constructed to always allow this function to be called, this
action is retuned to the hook function. The hook function will cache this decision
and the rule evaluator will not be invoked for this function again.

Allow this call. If the rules for this function have been applied to the current state
and the call have been deemed secure this will be retuned to the hook function
which will allow the call this time, but invoke the rule evaluator the next time this
function is called.

Terminate the program. A rule can force program termination. This is useful
when a potentially dangerous state is found in a program running with high privi-
leges. The hook function will invoke a special low-level termination routine that
will safely terminate the program without relaying on any possibly compromised
high-level functions.

Redirect this call. A call can be transparently transferred to another function
than the program intended. This is typically used to force use of slower but more
secure implementations under certain circumstances determined by the user-
provided rules.

Redirect all calls to this function. A call can be permanently mapped to an
alternative implementation, which means that the rule evaluator will not be
invoked for this call again. 

5.3.3 Intercepting Function Calls
The dynamic inspector requires the protected program to be re-linked to inspect
the calls made from the program. Re-linking a program means that the extern
symbols used in the program are bound to addresses in the dynamic inspector.
There are two fundamental ways to do this re-linking:

1. By static linking which means that the program is recompiled from source
code and linked with the dynamic inspector, or

2. By using the dynamic linker in the system, which will provide on-the-fly re-
linking of a program just prior to executing it

Neither static linking nor the concept of using the dynamic linker to inject a library
into a program is new, dynamic linking is discussed in most operating system
textbooks, and we will not discuss the details of how this is done, but assume that
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Figure 5-2: A function call is intercepted, evaluated, and actions are taken
111



The PLIBC Execution Policy System

g y y
the reader is somewhat familiar with these technologies. The result from using
either of these techniques is that a “hook function” in the dynamic inspector will
be called instead of the function the protected program intended to call.

Hook Functions. A hook function is a small function that is called each time the
program intended to call another particular function (the hooked function). If a
previously cached result is available, the hook function transfers the call to this
location. If no such cached result is available, the hook function constructs an
environment under which the rule evaluator can be executed, executes the rule
evaluator, and effects the decision made by the evaluator. 

To call the rule evaluator the hook function must obtain runtime information for the
function that was hooked and prepare so that the rule evaluator can be called
without destroying any state, such as parameters and environment, sent from the
program to the hooked function. The runtime information is required to match the
right rules to the function, and to know how to handle the call if allowed by the
rules. The hook function itself is written in assembly language to ensure it does
not modify any such state while preparing to call the higher-level rule evaluator.
The runtime information obtained by the hook function and sent to the rule evalu-
ator is:

• the name of the hooked function,
• parameters sent to the function, and
• pointer to the cache for this function.

Obtaining Run-Time Information. When compiling a program some information
from the source code is removed by the compiler, and other information is trans-
formed to a form more suitable for the execution environment. For example, the
name of a function is normally preserved in the executable but only in a form opti-
mized for use by the runtime linker. The runtime linker translates the name of a
function to the address where the corresponding machine code is, and informa-
tion about function names is saved in a format which is optimized for this type of
lookup only. In some cases, function names are removed in a program (stripped
binaries), but this information is always preserved in libraries, which is sufficient
for the dynamic inspector. The hook function needs to perform the reverse
lookup, that is, given the address that is currently executing determine which
function the program called. 

To do an address-to-function lookup a single address can be used in only one
function, which means that a given hook function can hook only one function. If a
single hook function was used for several functions it would not be possible to
determine which of these functions the program intended to call. This means that
there has to be a separate hook function for each library function, which is also
the case in PLIBC. As this requires many hook functions, each hook function in
PLIBC is optimized for size to reduce the total memory overhead in the protected
program. The advantage of using multiple hook functions is that data for each
function can be stored inside the respective hook function. This technique is used
by the dynamic inspector to store function names, which can be retrieved very
quickly in run-time.
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The hook function also retrieves the parameters sent from the program to the
function. The calling convention does not contain information about how many, or
the type of, parameters that are sent in a function call, so the hook function han-
dles parameters in a generic way by saving a pointer to the first argument. If a
particular rule requires information about a specific parameter this can be
decoded by the rule evaluator given information about which parameters the
function take. 

The last piece of information sent by the hook function is a pointer to a cache. If
the rule evaluator determines that this function is safe to call regardless of the
runtime state, a pointer to the function is saved in the cache. If set, the hook func-
tion will use the cache for all following calls to the function, which leads to a very
small overhead for safe calls.

5.3.4 Rule Evaluator
The rule evaluator finds the correct rule set for a function and executes each rule
in the set determining which actions to take, depending on the rules and runtime
state in the program. A rule can trigger arbitrary actions such as logging the call,
modifying parameters, or make decisions of how to handle the call. The rules
used by the evaluator are written in a script language, compiled with a special
compiler and the resulting binary file is read by the dynamic inspector when a
program starts to execute.

A rule file used by PLIBC contains a sorted list of function names that have rule
sets attached, and the corresponding rules for each function. Only functions that
have non-empty rules are saved which means that in a typical usage scenario
several hundred functions have hooks but less than fifty have non-empty rules
and needs to be considered by the rule evaluator. For example, in the experiment
with DHCPD, less than twenty of the 800 possible functions had non-empty rule
sets. Functions that do not have rules are always allowed and this result is
cached by the hook function for faster execution. The relation between rulesets,
rules and functions is illustrated in Figure 5-3.

Each rule has a condition and an action, and optionally a predicate and parame-
ters. The condition is one of “always”, “never”, “if” and “if not” with the obvious
meanings. If the condition is “if” or “if not” the predicate function is called by the
rule evaluator to determine whether the rule should execute or not. The rule han-
dler is executed with the optional parameters, and returns an action to the evalu-
ator. The possible actions are “continue rule evaluation”, “allow call”, “deny call”
and “redirect call”. It is in the rule handler that arbitrary actions such as logging
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Figure 5-3: Layout of rule sets and rules during execution
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are implemented. A rule may also change the execution environment of the pro-
gram when invoked, as we will show later in our experiments. If the last rule
returns “continue rule evaluation”, the call is permitted. A rule does not have any
variables or other state.

PLIBC defines several generic predicates and rule execution handlers that are suf-
ficient for many rule sets, but it is also possible to write more specialised predi-
cates and handlers in C that can be used by the dynamic inspector. This feature
is useful in special-purpose legacy programs where customized data inspection
is necessary. These C functions can safely call hooked library functions without
trigging the hooks, as this could otherwise lead to a problematic situation of
recursion.

The rule evaluator optimizes unconditional rules, which reduces the overhead
time for these calls, but as we will show later, the overhead in PLIBC even without
optimized rules, is typically not a problem.

Rule Language Security. The language used to define rules is a simple script
language, but still requires parsing to translate into a machine-readable format.
The translation of human-readable rules to a machine-readable format is done in
a separate compiler that can be executed on a different computer from the one
executing the dynamic inspector and the protected program.

Using a separate compiler gives both performance and security benefits, as pars-
ing is slow and there have been many vulnerabilities found in parsing code. The
parsing code used in the dynamic inspector to read the compiled rules is small,
fast and uses no static buffers. This is to further reduce the risk of vulnerabilities
in the runtime handling of rules. The rules used in PLIBC cannot have any state so
a state build-up in the rule evaluator is not possible. In addition, there is no sup-
port for loops or other iteration in a rule set, which means that a rule set cannot
loop forever. The dynamic inspector also performs several sanity-checks on a
compiled rule file before loading, and refuses to load too large files or files with
suspicious permissions. Because of the limited script language and the extended
security checks performed by the dynamic inspector, it is highly unlikely that a
correct program given hostile rules should perform any dangerous operation.

PLIBC makes no provision for verifying itself or extensions written in C, so these
must be verified with other methods. 

Extending the PLIBC System. The PLIBC system is designed in a modular way,
which makes it easy to add new components to the system. The rule system can
easily be extended with new predicates that test different aspects of the runtime
state, and with handlers that modify the execution in some way. The standard
predicates and handlers are sufficient for many cases, but when dealing with spe-
cial-purpose programs it may be necessary to extend the PLIBC system.

It is also possible to extend which functions that PLIBC can hook. The hook func-
tions in the dynamic inspector are created when PLIBC is built, using the systems
C library as a template, creating a matching hook function for each function in the
library. Thanks to this process, it is trivial to extend the PLIBC system to hook other
114



Experiments

g y y
libraries that might be interesting to examine during execution, such as xlib, glib
or libpam.

5.3.5 Experiments
To experiment with PLIBC rules in a real-world setting we performed a series of
experiments on Internet Systems Consortium’s DHCPD. [56] ISC DHCPD is a widely
spread daemon used to configure network settings for client hosts on a network
dynamically. Due to the DHCPD protocol and the way privileges are handled on a
UNIX system the DHCPD daemon constantly executes under super-user privileges.
ISC DHCPD version 3.0 contains a security problem known as a ”format string” vul-
nerability. A format string vulnerability means that the program can be tricked into
using data provided by a non-trusted party in such a way that the data is inter-
preted by a function, which might lead to execution of attacker-provided code.
Details about the vulnerability in DHCPD were first published by NGSEC in May
2002 and are further discussed on the BugTraq security forum and in a CERT

Advisory.31 [100] There is a published proof-of-concept that makes DHCPD exe-
cute attacker-provided code with super-user privileges on the BugTraq forum.

Format string attacks are well known in the security community and can be tack-
led in different, non-optimal ways. One way is to remove the vulnerable parts of
these functions, but these capabilities are required by many programs, and
removing them also clearly violates the ANSI requirements. Another way of tack-
ling format string vulnerabilities is to use a pre-processor hack to count the argu-
ments sent by the program and later match this with the format string. This
technique requires recompilation of the program to protect, and can not be used
on all programs due to the way the pre-processor works.

Experiment Design. The purpose of the experiment was to see how the PLIBC

system could be used to create an environment that protected DHCPD from format
string vulnerabilities, without affecting other programs, and without make the pro-
tection specific for the only published proof-of-concept attack that is available.
The main idea was to use PLIBC to hook all functions vulnerable to format string
attacks, and attach different rule sets to these functions and test the publicly
known exploit against the executing program. We also wanted to determine the
number of calls made to these hooked functions during normal execution, so we
performed a test with normal clients and a rule set that logged all relevant calls.
The following test cases were used:

Baseline. DHCPD was executed without PLIBC.

Denying Rule set. To test a typical situation where a call should be denied we
designed a rule set that allowed DHCPD to call functions that are vulnerable to for-
mat string attacks if, and only if:

• The program executed without super-user privileges, or
• The format string used does not contain “%n” or “%hn”.

31. To keep with our policy of referring to vulnerabilities by CVE identifier whenever possible, these
original references have been replaced.
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In this case we knew that the first rule would never match as the program always
executes with super-user privileges, but decided to use this rule for illustrative
purposes. In the experiment all ten functions in the printf family were hooked
with a rule set. An example ruleset for the vsnprintf function is illustrated in
Example 5-1.

The first rule allows calls to the function vsnprintf if the program is not running
under super-user privileges (the effective user id, or euid, is non-zero). The sec-
ond and third rules deny the call if parameter three, which is the format string,
contains “%n” or “%hn” respectively.

Patching Rule set. We also designed a rule set to log the call and patch the
parameters sent from DHCPD if a possible format string attack was detected. An
example of what these rules look like for the vsnprintf function is illustrated in
Example 5-2.

In this rule set the first two rules log the vsnprintf call with relevant parameters
if the third parameter matches “%n” or “%hn” respectively. The third and fourth
rules change the format string parameter if “%n” or “%hn” is found.

Logging Rule set. To determine the number of calls made from DHCPD to hooked
functions during normal execution we also used a rule set that logged all calls to
these functions.

5.3.6 Results and Analysis
Executing the test for the baseline case resulted, as expected, in injection of hos-
tile code that could execute with super-user privileges.

When using the denying rule set DHCPD was terminated by PLIBC, and the pro-
gram state was saved in a file (core dump). This was also an expected result as
the “%n” and “%hn” directives are used in essentially all format string vulnerabili-
ties, and these were analyzed for all vulnerable functions. DHCPD was terminated
just before executing the vsnprintf function and no hostile code was ever exe-
cuted. An investigation with a debugger of the saved core file reveals the chain of
calls that lead to the point where the program would normally have been compro-
mised. This information can often be used to trace the root problem in the vulner-
able program, as illustrated in Example 5-3.

Example 5-1: Example Ruleset that Denies Potential Format String Attack

allow vsnprintf if not euid 0
deny vsnprintf if param-match 3 "%n"
deny vsnprintf if param-match 3 "%hn"

Example 5-2: Example Ruleset that Patches the Target System

log vsnprintf "pisp" if param-match 3 "%n"
log vsnprintf "pisp" if param-match 3 "%hn"
replace-param vsnprintf 3 ptr "call protected by plibc" if param-match 3 "%n
replace-param vsnprintf 3 ptr "call protected by plibc" if param-match 3 "%h
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Using the patching rule set DHCPD continues to execute normally when attacked,
but some messages sent to the system log are changed to “call protected by
PLIBC”. The reason for this is that the attack against DHCPD targets only logging
functions and when PLIBC modifies the parameters sent to vsnprintf the func-
tion is no longer attackable.

Modifying parameters in runtime is not always a good thing. If the program is writ-
ten in such a way that it depends on a function to modify data pointed to by a
parameter, and the parameters sent to the function are modified at runtime the
state of the program may be changed in a way the program cannot handle. This
situation can also occur if the program is dependant on a state modification done
by the function that no longer will be done if the parameters are changed. When
hooking functions in the C library, the interface for the function is known and it is
possible for an administrator to make a balanced decision of which actions to take
if a dangerous call is made. In many cases it is more secure to use a “deny” rule
that kills the program than to modify parameters in runtime, but under certain cir-
cumstances, such as when it is important that the program continues to execute,
it is useful to modify parameters in runtime.

The logging rule set was executed in a different environment, with one thousand
normal DHCPD requests sent on an otherwise quiet network. The purpose of this
experiment was to determine the number of calls DHCPD makes to hooked libc
functions. The total number of calls made was 163950, including a small number
of calls made when the daemon started up and shut down. As the exact number
of calls made for each request is not interesting in this case, we did not separate
calls made during start up and shut down from those made to serve requests, but
conclude that on average 163950 / 1000 ≈ 164 calls were made to handle a
request. In the next section, we present a performance benchmark of PLIBC on
different systems.

5.3.7 Performance Benchmark
To benchmark the performance overhead imposed by using the PLIBC system we
used a small program that repeatedly called four functions from libc. This repre-
sents the worst-case scenario for the dynamic inspector as the test program itself
contains no logic, but constantly make calls that are intercepted by a hook func-
tion, and each time a hook function is called a small delay occur. If there is a non-
optimize-able rule set for the function, a full rule evaluation must be done for each

Example 5-3: Tracing the Original Vulnerability Through a Debugger

# gdb dhcpd dhcpd.core
(gdb) bt
#0 0x280f6ac1 in kill_me () from /libpc.so
#1 0x25 in ?? ()
#2 0x8086560 in print_dns_status (status=19, uq=0xbfbfde08)
at print.c:1369

(Call frames #3 - #16 removed)
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call made. The test was executed so that each of the four libc functions was
called 10 million times, and using the following test setting;

Baseline. Test was executed without any PLIBC interference to determine normal
execution time.

No Intercepted Calls. Test was executed with PLIBC active but without any rules.
In this setting, the hook functions cache the results from the first rule evaluation
and use this for all following calls to the same function. This test was to determine
the minimum overhead imposed when using PLIBC.

10M, 20M, 30M and 40M Functions Intercepted. The test was executed with
PLIBC active and using a simple but non-optimizeable ruleset for 1, 2, 3 or 4 func-
tions, resulting in full rule evaluation of 10 million, 20 million, 30 million or 40 mil-
lion calls respectively. This test was to determine the overhead introduced when a
call is intercepted and handled with a full rule evaluation.

The tests were executed on two different systems, a 400 Mhz Pentium II and a
2.8 GHz Pentium 4, both running FreeBSD 4.9. The results from this benchmark
are shown in Figure 5-4.

From this benchmark we can draw two conclusions. The first conclusion is that
there is a low static overhead imposed by using PLIBC. The overhead in this worst-
case scenario on the Pentium II system is three per cent, and on the Pentium 4 it
is one per cent. These results are expected as the hook functions are imple-
mented in assembly and a cached call only requires four machine code instruc-
tions overhead.

The second conclusion is that the graph indicates an overhead imposed by PLIBC

that is linear to the number of calls that require a full rule evaluation. From the
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Figure 5-4: Performance of PLIBC
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results we can see that the average overhead for a full rule evaluation was less
than eight microseconds on the Pentium II system and less than two microsec-
onds on the Pentium 4.

5.3.8 Comparisons
There are several techniques available that increase program security by modify-
ing the execution environment, or that provide an alternative execution environ-
ment for programs. In this section, we compare the PLIBC system with other
techniques, in terms of security, performance and integration time. In most cases
can these techniques be used together to create a good in-depth protection for a
program, but in other cases are the techniques mutually exclusive.

Pre-Processor Methods. By using the C pre-processor it is possible to extract
some information during the pre-processing stage of the compilation, and later
use this information in run-time to verify that certain parameters have not
changed. This technique is for example used in the Immunix Linux distribution to
protect against format-string attacks. [12] Because of the dependency on the C
pre-processor, it is only usable for programs written in C and possibly C++, and
for programs that can be recompiled from source code. In addition, as this
method relies on special macros to extract information all protected programs
need to be recompiled from source, should a new vulnerability become known.
The biggest advantage of using the macro approach when protecting against for-
mat string vulnerabilities is that the actual number of parameters sent from the
program to the function is known. This means that the protection can be made
more fine-grained and permit potentially unsafe calls to be made in a safe way.
On the other hand, macros are not transparent to the protected programs, and
programs that use certain kind of conditional compilation directives cannot be
compiled as the macros make these programs break the C language specifica-
tion.

There is a runtime performance overhead when using this pre-processor tech-
nique, as the real state in the executing program must be verified against the
saved known-good value. This check typically requires verifying each parameter
sent from the program to the function, and will require about the same time as a
full function interception in the PLIBC dynamic inspector. 

To conclude the comparison, we believe that the macro approach provides a
good protection against format-string attacks, and possibly some other types of
related attacks, but cannot be used to enforce other policies in programs. Using
the macro-based approach also requires access to the source code for programs
that should be protected, and these programs must be recompiled should a new
type of vulnerability be discovered.

Static Removal or Modification of Functionality. Another method to increase
the executing environment’s resistance to vulnerabilities is to remove possibly
dangerous code from system libraries. We believe that this is the best method
available if the functionality can be removed without breaking any regulatory stan-
dards. Unfortunately, due to the way functions are standardized it is often not pos-
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sible to do this and still maintain compatibility with the standard and already
developed programs.

In some cases, a more resistant implementation of an existing interface can be
used, which then provide programs with a more secure environment. If such an
alternative implementation does not impose too much overhead, the best option
is to unconditionally use it in the library for all calls. However, if the alternative
implementation does not fully conform to the standard, or if it imposes a vast per-
formance overhead, it might only be possible to use it in the most dangerous situ-
ations. In this case, PLIBC can be used to inspect the environment and change
execution of the program to use the more secure implementation when needed.

If the modifications to the system libraries are only removal of functionality, it is
likely that there will be no performance overhead. If more stable implementations
are used it is likely that this will affect the execution performance negatively, but it
is difficult to tell to which degree.

Kernel-Based Approaches. There are a number of operating system kernel
assisted modifications that can be done to increase the protection of the execu-
tion environment. With exception of OpenBSD's W^X memory protection, all pop-
ular kernel-based methods, such as chroot and jail, restrict what a potentially
exploited program is allowed to do. [77] As the kernel can determine which low-
level operations are allowed and which are not, and as there is no way to circum-
vent this protection, we believe that this is a good approach to increase the in-
depth protection for a system. 

The purpose of using PLIBC is to prevent a program from being exploited, not to
restrict what an already exploited program is allowed to do, as this is not possible
from user-land. In many cases, several types of protection can be combined, for
example using PLIBC and chroot for a critical program. Because of the different
types of protection offered by kernel-assisted methods and pure userland-meth-
ods such as PLIBC, it is difficult to compare these methods. As the kernel-assisted
methods operate outside the program, any performance overhead they impose is
not easily measured inside the program. 

Interpreted Languages and Sandboxes. Interpreted languages typically exe-
cute the interpreted program in a very limited environment, called a sandbox. In
some cases, such as Java, the interpreter itself has a strong notion of security,
and allows pieces of interpreted code to execute with different permissions inside
the sandbox, or in different sandboxes. Interpreted languages typically also have
more runtime information available than a compiled C program has. The limited
execution environment and the additional runtime information make it easier to
provide a strong protection in the environment, which is also often the case for
interpreted languages.

It was beyond the scope to discuss the relative merits of compiled versus inter-
preted languages, but we conclude that due to the large differences in execution
environment, programs developed in interpreted languages have different secu-
rity characteristics than those developed in compiled languages. Generally, there
is more runtime information available in interpreted languages, which provide a
good protection against certain types of attacks. On the other hand, interpreted
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programs are typically vulnerable to other types of attacks and execute a magni-
tude slower due to interpreter overhead compared to compiled programs.

In some cases, it might be a good approach to use an interpreted language to
increase the security in the execution environment, but using this approach also
greatly affects other system properties. By using PLIBC to protect a compiled pro-
gram, it is possible to use runtime information in the program to make good secu-
rity decision that increase the protection in the execution environment without
imposing large performance overhead.

5.3.9 Conclusions and Future Work
Software plays an important role in all information networks, and hence for almost
all non-trivial information processing systems. Malfunctioning software can cause
large problems, even for critical infrastructures, such as the electrical power grid.

Static methods, i.e. methods that are not used during program execution, are
often the only methods used to increase the dependability in software. By using
static methods, it is possible to find certain types of problems, but experience
from recent events clearly illustrates that more software protection mechanisms
are needed. We have described how dynamic methods, i.e. methods used during
execution of the program, can be used to increase the protection for a program by
modifying the execution environment. 

We have described PLIBC, a dynamic rule based system used to apply domain
specific rules that modify an executing program’s environment. By modifying the
environment, it is possible to execute programs in a more secure way, and to
apply a domain-specific policy that prevents a program from performing
unwanted operations. In our experiments with PLIBC we have seen that it is possi-
ble to increase the dependability in existing software without large modifications
and that the performance overhead is linear to the number of runtime inspections
done.

Our plans on further work include a larger test of the PLIBC system in the BTH

security laboratory to determine which type of rules are most efficient and how
logging can be used to determine potential dangerous states. Also we plan on
integrating PLIBC with a system for separating privileges, which will make it possi-
ble to execute unreliable code with lesser privileges, without any support needed
from the program.

5.4 The SLIBC Safer C Library System
This section 5.4 is based extensively on the previously published scientific article Mell-
strand P., Gustavsson R., “Preventing Buffer Overflows by Dynamic Environment Harden-
ing“ presented at 3rd International Conference on Critical Infrastructures, Alexandria, VA,
USA 2006

Buffer overflow vulnerabilities are among the oldest and most well known prob-
lems in software security. Although the root causes of buffer overflows has been
known for years, new vulnerabilities are still found in modern software systems. A
single buffer overflow is often sufficient to compromise, or halt, an entire system.
There are several methods that make vulnerabilities leading to buffer overflows
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harder to exploit. There are two basic principles aiming at preventing exploitation
of vulnerabilities static and/or dynamic methods. Using static analysis, it is possi-
ble to find vulnerabilities in the source code of some particular program. By
means of run-time methods it is possible to make vulnerabilities even harder to
exploit due to the fact that important run-time information is available. Conse-
quently, many methods that enhance the security of a program depend on access
to the source code for that particular program and/or information of the run-time
environment.

There are many situations where it is necessary to build systems from compo-
nents that we don't own or have complete source code access to. This is typically
the case when using standard software, e.g., COTS or other imported software, or
components to control critical infrastructures, or when building ad-hoc networks
of interconnected information systems to solve complex tasks. [41] This is also
the case for legacy software for which the original source code is not easily avail-
able.

When building large and complex software systems, we cannot depend on having
complete access to every source code file, or require every program and compo-
nent to be recompiled for each system. Instead, we must build reliable systems
from components that are less-than-perfect from a security perspective. In this
paper we therefore present a methodology and a tool, SLIBC, which enhances the
run-time environment for executing software with mechanisms that make it diffi-
cult to exploit buffer overflow vulnerabilities. This tool, SLIBC, operates on software
in binary form - without access to source code or other program information.

The SLIBC tool protects stack-based buffers at runtime in a traditional way, but it
also extends this protection to cover heap-based buffers. The protection of heap-
based buffers is possible because of a special integration with the existing
malloc implementation, which we describe. Effectively, the tool provides two
main features: the ability to approximate the size of both stack and heap based
buffers, and a way to enforce that such buffer size restrictions are respected by
the vast majority of functions in the C library. This provides an effective protection
without requiring neither recompilation of programs nor access to source code.

The remaining part of this section is organized as follows. The next sub-section,
“Background” introduces the technical background of the particular protection
scheme. In the following sub-section “Runtime Analysis of Memory Violation” we
describe the method and our implementation thereof. In the section “Experimen-
tation” we describe our results from practical experimentation and benchmarks.
The section ends with a comparison with related methods and results and our
conclusions. 

Background. The primary reason for buffer overflow vulnerabilities being exploit-
able is because many popular programming languages, including C and C++, are
not enforcing size restrictions on memory buffers at run-time. This vulnerability
can be exploited by overflowing a buffer, causing adjacent memory to be affected,
and thereby in many cases allow for externally introduced program instructions to
be executed at run-time. 
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It is important to point out that a buffer overflow attack is possible because of
problems in a programs run-time code combined with runtime properties of the
environment in which the program executes, not due to erroneous instructions in
the source code or flawed library design. A crucial reflection to make at this point
regarding system security is therefore that run-time validation of executing soft-
ware is as important as static off-line validation of system source. If a program
validates all buffers it uses in runtime, so that it accepts only input it can safely
hold, the system is not vulnerable. Similarly, a system will be protected if the envi-
ronment in which the system executes is constructed in such a way that it refuses
to carry out operations known to the environment to introduce an exploit in the
system. This environment hardening is the fundamental principle behind the
approach for increasing execution dependability, that we describe in this section.

5.4.1 Memory Layouts of Software Execution Environments
The address space of an executing program consists of several distinct parts
placed on different memory locations by the operating system. A program execut-
ing on a UNIX-like operating system contains instructions (machine code) for the
program, a heap and a stack. Most execution environments also contain other
data, such as static variables and mmap-ed objects, which are placed in the same
address space as well.

The stack is used to store variables local to a function, compiler temporary items,
and, on some architectures, the return address of calling functions. The heap is
used by functions such as malloc, and the new operator in C++, to allocate
memory for data that is neither static, nor local to a function. Traditionally, the
heap was placed on low addresses, just above the machine code, and grew
towards higher addresses when needed. Similarly, the stack was placed on high
addresses and grew toward lower. On a modern operating system that supports
features such as dynamically loadable executables, read-write shared memory
and memory mapped files, memory layout is more complex, but some assump-
tions can still safely be made. By making some conservative assumptions about
the memory layout, it is possible to determine the origin of a pointer. We discuss
the relevance of classifying pointers later in this section.

Memory Violation in Software Execution Environments. There are several
ways to classify different types of buffer overflows. Commonly, the origin of the
buffer, typically heap or stack, is used to classify the exploit. In this classification
the terms “stack overflow” or “stack smash” are used to describe when a buffer
from the stack area is overwritten. Consequently the terms “heap overflow” or
“heap smash” are used to describe the overflowing of a buffer from the heap
area. These terms describe only which type of memory that is overflowed, not
which type of underlying vulnerability that made the exploit possible in the first
place. 

A stack smash could occur if a program used the unsafe gets function, which
assumes unbounded buffer sizes, or if the program converted a signed integer to
an unsigned and then used this value in a calculation to determine the size of a
buffer. Another commonly used term is “off-by-one” which, in contrast to the previ-
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ous classification strategy, describes the cause of the vulnerability, but not which
type of memory that is affected. The typical off-by-one vulnerability is caused by
the programmer using the “less than or equal” operator instead of the “less than”
operator when copying data in a loop, and it most commonly affects stack-based
memory.

Programs using the C library in a way that can be exploited given certain runtime
conditions cause many stack and heap overflows. We will refer to such usage
simply as incorrect use of the library. Using the gets function is a typical example
of this, because this particular function assumes an unbounded size of its desti-
nation buffer. There are many other cases which are not as trivial as the “gets”
problem that occur in programs based on runtime conditions, and hence are
hard, or impossible, to find using static analysis methods. 

We now address the design of SLIBC, a tool that hardens the software execution
environment so that incorrect usage of functions in the C library cannot be
exploited easily. In the next few sections we will describe how SLIBC protects pro-
grams against many types of stack and heap overflows that are common today.
This protection covers a large subclass of stack and heap exploits that originate
from incorrect usage of the C library, although it does not cover logic errors inside
a program, such as “off-by-one” vulnerabilities, that lead to similar stack or heap
exploits.

5.4.2 Runtime Analysis of Memory Violation
The SLIBC tool is an extension to the normal FreeBSD C library that dynamically
detects and protects executing software from library-based stack and heap over-
flows at run-time. Using SLIBC, the environment protects the system so that even
if there exist possible vulnerabilities they are not possible to exploit. The protec-
tion resides completely within the execution environment, and is not dependant
on co-operation from any executing program. The principal function of SLIBC can
be divided into two main features:

1. Approximating the bounds of stack- and heap- based memory buffers.
2. Enforcing the maximum buffer size restrictions of stack- and heap- based

buffers at run-time.

This functionality is provided by SLIBC by means of intercepting low-level memory
copying operations and approximates the size of buffers prior to copying the
memory. The size of a buffer is determined depending on the type of memory the
buffer is being allocated in - as described in the next section. The validation is
done prior to copying any data, which means that violations are detected prior to
memory being overwritten. Because of this, the root cause of the violation, the
vulnerability, can be traced as we describe in the section “Experimentation - Per-
formance and Validation of SLIBC” on page 130“.

Buffer Size Approximation. To prevent memory violations in runtime, SLIBC

determines the size of an allocated buffer to make sure a program does not write
more bytes to a buffer than it can safely hold. It is not possible to determine the
exact size of an arbitrary buffer at run-time, because there is simply not enough
information available. Instead, SLIBC approximates the maximum size of a particu-
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lar buffer based on information in the execution environment and compiler arti-
facts present in the program. Consequently, by means of buffer size
approximation and run-time information hereof, it is possible to effectively deal
with overwriting of crucial data, e.g. return addresses as well as to prevent data
written in one dynamically allocated buffer to overflow into another buffer.

Different memory regions, such as the stack and the heap, have different layouts
and by means of determining the origin of a pointer, SLIBC can use artifacts spe-
cific to the particular region to determine the maximum size for a buffer. The first
step when analyzing a pointer to a buffer is to determine from which region the
buffer originates. The following four pointer types are applicable for such a proce-
dure;

1. Stack-based - This class matches pointers that refer buffers allocated on
the stack, which typically includes variables local to the currently executing
function, or local to a function higher up in the call chain.

2. Heap-based - Pointers to a buffer allocated directly or indirectly through the
malloc function. Indirect uses of malloc typically involve the new or 
new[] operator in C++, or objects allocated automatically by a library for a
program.

3. Null Pointer - This class matches pointers referring the address zero.
4. Unknown - Pointers to buffers that do not match any of the previously men-

tioned classes. This class of pointers typically includes global or static vari-
ables, function pointers and pointers to buffers inside mmap-ed objects.

Null pointers are classified as valid and of the size zero. The address zero is by
definition not valid, so any attempt to dereference such a pointer will cause a pro-
gram to crash. Still it is legal to copy zero bytes to this address. While the need for
our null pointer might seem a bit awkward, it effectively deals with some unusual,
but correct, program behavior like memcpy(0, 0, 0).

Finally, the pointer type of unknown buffers are assumed to be valid and
unbounded, as there is no information about them available. This is how all point-
ers are handled without SLIBC. Stack and heap based pointers, which make up
the vast majority of analyzed pointers, are further investigated as described
below to approximate their respective maximum size. 

Stack-based Buffers. The layout of the stack is dependant in particular on the
computer architecture (typically the CPU) and the compiler. For compiled C pro-
grams on the IA32 architecture (PC) return addresses and saved frame pointers
are stored on the stack. This memory layout of the stack is important for many
exploits that overwrite the return address, but also makes it possible to expand
the frame pointers to determine which part of the stack is used by which function.
This is the same fundamental approach as used by the well-known libsafe library
and other tools. [6] For example, many debuggers use this information to extract
information from the core dump of a crashed program. We provide a comparison
with libsafe, debuggers and other methods in the section “Discussion and Com-
parisons”. The layout of the stack and expanded frame pointers is illustrated in
Figure 5-5.
125



The SLIBC Safer C Library System

g y y
By expanding the list of frame pointers, it is possible to determine the total size of
local variables used by a function, but not the size of each individual buffer. Also,
it is not possible to determine the size for variables in some specially optimized
functions. Such limitations apply to all tools that rely on analysis of frame pointer
chains. In this context it is however possible to determine the maximum size so
that the return address is not overwritten. Also, because it is known that the buffer
originated from the stack a more conservative decision can be taken when an
attempted overwrite is detected.

Heap Layout and Analysis. For dynamic memory, the malloc function divides
allocation of objects into two main categories; small and large objects. An object
is large if it occupies more than half a memory page, meaning more than 2 Kb on
IA32. Large objects are allocated from a heap of raw memory pages, resulting in
the size of each object effectively being rounded up to 4 Kb. The size of small
objects are rounded up to the closest power of two that is larger than or equal to
16 and smaller than or equal to 2048, and allocated from a special sub-heap that
only hold objects of this particular size. Each sub-heap allocates 4 Kb pages from
the heap of large objects when full. 

Because each sub-heap hold objects whose size is rounded up to a power of two,
and the page size is a power of two, each page will contain a number of objects
that is also a power of two. For example, each page in the sub-heap for 16 byte
objects contains  objects. Placing objects in this way has sev-
eral advantages; each object is aligned in memory which enables fast access,
and it is easy to use a bitmap to represent which slots on the page that are used
and which are free. This bitmap is kept separate from the data in the FreeBSD
malloc. The disadvantage of using this layout from a SLIBC perspective is that
there are no unused bytes on a page, so unlike stack-based buffers there is no
single byte for SLIBC to consider invalid and to trigger on. For a detailed discus-
sion on heap functions in FreeBSD please see [57].

The SLIBC tool uses meta-data already present in the C library, and used by the
normal heap functions, rather than relying on special memory objects that should
never be referred. The following procedure is applied to determine the size of a
heap-based pointer:

1. Determine the base of, and offset into, the allocated object that the pointer
refers to.

2. Locate which sub-heap the buffer was allocated from32.
3. Verify that the object is marked as being “in use”33.
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Figure 5-5: Stored Frame Pointers as a Linked List of Memory Regions
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4. The offset into the buffer is subtracted from the buffers size and this value
is considered the safe buffer size.

This procedure is similar to the normal C library implementation of free where
step 3 is very similar to the built-in support against “double free” attacks. How-
ever, because SLIBC is invoked for all memory copying operations incorrect use of
already-freed pointers are detected at the first attempt to use the buffer. We con-
sider this a positive side-effect from using SLIBC.

The separation of buffer and offset in step 1 and 4 differ significantly from the nor-
mal implementation of free. The reason for this difference is because it is valid
to perform memory operations on pointers inside a memory buffer, but it is not
valid to call free with such a value. For example, consider the program in Example
5-4;

The first memcpy has the base of ptr and the offset of zero, meaning that it refers
to the beginning of a buffer. The second memcpy has the same base but an offset
of four. In this case is it essential to first separate the offset from the base to
determine which buffer the pointer refers to, and when the size of this buffer has
been determined (16) subtract the offset the get the remaining number of valid
bytes (12) (See Figure 5-6).

We are aware of two shortcomings with this method. The first is the granularity of
the protection; when a program dynamically allocates a structure only the heap
block is protected, not the members of the structure. This is problematic to solve
because there is no way for a program to communicate which type of data it allo-

32. Knowing which sub-heap gives the size for small objects. malloc saves special information
about allocated pages for large objects which SLIBC uses in the same way.

33. Objects that are not in use have not been allocated (bogus pointers that just happen to point
inside the heap region) or, more likely, have been free-d. The default action for SLIBC is to termi-
nate the program if it finds such pointers.

int main( int argc, char **argv ) {
  char *ptr = (char*)malloc(16);
  memcpy( ptr, "hello", 5 );   /* Safe size is 16 */
  memcpy( ptr+4, "world", 5 ); /* Safe size is 16-4 */
  return 0;
}

Example 5-4: Safe Size for Two Operations

Start Object 1 Start Object 2

Pointer Safe Size

Figure 5-6: Safe Size of a Heap-based Pointer
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cates memory for, and hence no way for malloc to record this information or for
SLIBC to use.

The second shortcoming concerns cases when malloc is called twice with the
same size and two adjacent memory areas are returned. In this case it is valid to
treat these two blocks of memory as a single large block and perform operations
on it as such. When using SLIBC this will not be permitted. As there is no way to
guarantee that malloc will behave in this way, and considering that most
malloc implementations mix data with meta-data which completely eliminates
the possibility of this case, this behavior highly unlikely in a program. We have
not, despite extensive experimentation, found a single program that behaves in
this way. We are currently not aware of a good way to remove this limitation.

5.4.3 Enforcing Limited Buffer Sizes
For SLIBC to enforce functions in the C library to respect the size of a buffer, it
relies on intercepting relevant function calls at run-time and compare parameters
sent to these functions to the approximated size of a buffer. The normal C library
in FreeBSD provides about 1050 functions, although not all handle memory buff-
ers. Re-implementing all functions that in some way handle memory buffers
would be ineffective and problematic to maintain. Protecting just the most com-
mon functions would be easy to maintain, but this would leave many functions
completely without protection, which is not a good decision from a security per-
spective.

Rather than re-implementing all such functions, our tool SLIBC relies on how
memory copying and zeroing is handled inside the C library. There are three func-
tions in the C library for copying memory (memcpy, memmove and bcopy) that
essentially provide the same functionality. Similarly, there are two functions for
writing a byte-pattern to a memory buffer (bzero and memset) that, for the most
common byte pattern, zero, provide the same functionality. These functions are
exposed by the C library so that programs can use them, but, more importantly,
are also used internally for essentially all memory copying and zeroing opera-
tions. The SLIBC tool enforces buffer size restrictions by providing an alternative
implementation of these and a small number of other key-functions inside the C
library.

Many overflows are caused by incorrect use of functions other than simple mem-
ory copying and zeroing. Functions that are often incorrectly used are for string
formatting (printf family) or error logging functions (syslog). The SLIBC tool
protects against incorrect use of these, and essentially all other, library functions
as the vast majority of functions in the C library use one of the simple copying
functions to copy actual bytes to the user-provided buffer, which is the cause of
the overflow. For example, consider the program in Example 5-5:

The call to sprintf will expand to three calls to memcpy, the first copying “hello,
“, the second “world” and the third the new-line and string terminating null charac-
ter. Using SLIBC all three memcpy calls will verify the size of their respective out
buffer before copying any bytes.
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Some functions in the C library are particularly problematic to handle in a secure
way. An example is the gets function that reads user-provided input into a buffer,
which it assumes to be unbounded. Since the user-input is read and copied byte-
by-byte none of the normal memory copying functions are used, but each byte is
copied by the function itself. To handle this SLIBC redefines the entire gets func-
tion and performs buffer size approximation before starting to read and copy
bytes. This ensures that the buffer cannot trivially be overwritten and still mimics
the obscure, but standardized, gets interface. Because of features found in the
dynamic linker other functions can easily be redefined. The SLIBC interface is
designed to allow a program to query the size of a buffer from other re-imple-
mented functions to make sure the protection can easily be extended. This is use-
ful when protecting libraries other than the C library, for example legacy company
internal libraries.

Some simple functions, such as memory copying and zeroing, are candidates for
automatic compiler inlining. If the compiler is set to a high enough optimization
level, and the parameters to the simple function meet a set of rules (typically the
size argument is constant), the compiler will silently remove the function call and
replace it with machine code that it believes perform the same operation.

As SLIBC modifies the behavior in these functions by analyzing parameters in
runtime, the use of such optimization is problematic. However, this optimization is
not switched on by default when compiling the C library, and it can also explicitly
be switched off when re-compiling programs without affecting other optimizations.
Also, automatic inlining is used only when the size argument is constant, which is
uncommon in functions dealing with dynamically sized objects such as string
buffers.

5.4.4 Additional Features
One additional, but important, feature in SLIBC is the ability to save stack traces
that include the call chain. Normally, this is only available from a core dump of a
crashed program, and many overflows destroy the stack making tracing the root
cause very difficult. When using SLIBC, these problems are detected in an execut-
ing program prior to copying any memory, meaning that the stack always is com-
plete and usable for tracing purposes. We provide an example of how this data
can be used in the next section.

The heap buffer validation not only verifies the size of a buffer, but also verifies
that the buffer has not been deallocated by free. This is an advantage compared
to only checking for “double free” as SLIBC will produce a trace and terminate the

int main( int argc, char **argv ) {
  char ptr[SIZE];
  sprintf( ptr, “hello, %s\n”, “world” );
  return 0;
}

memcpy(ptr+0, "hello, ", 7 );
memcpy(ptr+7, "world", 5 );
memcpy(ptr+12, "\n\0", 2 );{

Example 5-5: A sprintf Call is Expanded to Several Primitive Operations
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program on the first attempt to write to such a buffer. This makes SLIBC a useful
tool when debugging programs for this type of defects that are also hard to find
using static methods.

5.4.5 Experimentation - Performance and Validation of SLIBC
We designed an experiment to investigate the behavior of SLIBC on real-world
programs. Firstly, we wanted to determine the effectiveness of the protection
without any program-specific tuning, and secondly we wanted to determine the
quality of service offered by using such a protection mechanism. In short we
wanted to investigate the usefulness of SLIBC by examining a trace produced by
the tool just before the protected program normally would be exploited.

We used the publicly available programs “Tinyproxy” and the “htpasswd” utility
program included in the popular Apache web server as test cases. [103, 99]
These test cases were selected as they represent quite typical vulnerabilities and
because this is the type of vulnerability SLIBC should be effective against.
Tinyproxy version 1.3.3 is known to contain a heap-smash vulnerability because
of incorrect use of sprintf when reporting errors back to the client. This can in
some cases result in code injection in the program. The “htpasswd” utility (from
apache version 1.3.31) contains a quite typical stack smash vulnerability as it can
be tricked into using strcpy on a user-provided input string, without checking
the length of the string. This can also be exploited to inject and execute arbitrary
code in the program.

Procedure and Results. We executed both test cases on a clean FreeBSD sys-
tem, first as a base-line test without using SLIBC, and then using SLIBC protection.
We used identical binaries for each test case, and no modifications to the test
system were done, except the addition of SLIBC. Each test case was given spe-
cial, hostile, input that is publicly available, in an attempt to exploit the respective
vulnerability. We did not specifically adapt the input for the execution environ-
ment, which means that a vulnerable program was expected to crash rather than
execute the input code.

In the baseline test, without SLIBC, both programs crashed when given hostile
input. Using SLIBC neither program crashed, but both produced a diagnostic mes-
sage.

Analysis. In the baseline test case both programs crashed, which we expected,
as we had not modified the return-address from the publicly available exploit
strings. A closer examination of the exploits and core dump files from the test
cases reveals that both test cases were indeed exploited by the buffer overflow.

Using the SLIBC test case, both programs resumed execution given the hostile
input string. As both programs contain quite typical heap and stack smashes, we
were not particularly surprised to find that the environment made the execution
environment immune. To further investigate the runtime situation that caused the
baseline test to crash, we investigated the output from SLIBC to trace the root
cause of the vulnerability. The output is presented in Example 5-6;
130



Performance Benchmark

g y y
From this output we can make a number of observations on the vulnerability that
made the exploit possible. 

1. The problem was reported from the function strcpy meaning that the pro-
gram attempted to copy a null-terminated string.

2. The pointer with such a high address (0xbfbfe8ec) refers to a stack-based
buffer. Resolving the call stack in a debugger reveals that 0x2808221b is in
strcpy and that 0x8049637 is in main.

3. Finally we observe that the pointer referred to a variable 280 bytes from the
beginning of an activation frame.

Given this information we know that somewhere in the function main there is a
direct call to strcpy. It must be a direct call because there are no activation
frames between main and strcpy. We also know that the destination buffer is
about 280 bytes from the beginning of an activation frame. We don't know the
exact address because the pointer could be the result of pointer arithmetic, and
we don't know from which activation frame the memory is allocated i.e. in which
function the variable is declared in. Because the call is made from main it is how-
ever highly likely that the buffer is also allocated from main.

Analyzing the source code to “htpasswd” we see that there are four places where
calls to strcpy can be done. It is possible to determine which call is vulnerable
by disassembling the function main and see which of the calls that return at
0x2808221b. However, in this case that is not necessary; each call to strcpy
from the function main has a unique destination buffer, so by looking at the vari-
ables in main determining which is placed 280 bytes from the beginning we know
which destination buffer was attacked, and hence can identify which call is vulner-
able. It turns out to be the third variable in main, char
user[MAX_STRING_LEN] that is on this address, and hence we can deduce
that the vulnerable call is strcpy(user, argv[i+1]) on line 420 in
htpasswd.c.

5.4.6 Performance Benchmark
All dynamic methods and protection mechanisms impose a run-time overhead.
Since SLIBC analyses each low-level memory copying operation we wanted to
determine the impact this had on the overall execution environment performance.
For this reason, we developed a small micro benchmark to determine the over-

strcpy: size of dest < size of src
  ptr: '0xbfbfe8ec'
  dest size: '280'
  src len: '288'
  return_address[0]: '0x2808221b'
  return_address[1]: '0x8049637'
  return_address[2]: '0x8048bd5'
  return_address[3]: '0x4'

Example 5-6: Tracing the Original Vulnerability Through a Debugger
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head per call imposed by using the SLIBC mechanism. The benchmark program
called sprintf(buf, “hello, %s”, “world”); repeatedly ten million
times with the same heap-based destination pointer. Each call to sprintf
results in three memcpy calls being made from libc, but the overhead was mea-
sured per call to sprintf not memcpy. We executed the test on three different
computers; a Pentium II, a Pentium III and a Pentium 4. On the Pentium 4 we also
rebuilt the entire operating system environment including all libraries with a com-
piler option that disables any automatic inlining to determine the overhead when
even the simplest memory operations were validated by SLIBC. For each com-
puter we measured the execution time with and without SLIBC, and the results are
shown in Figure 5-7.

We find that the overhead per call ranges from about 0.09  to 1.52  depend-
ing on computer configuration. The relative overhead per call is lower on faster
computers which we interpret as the SLIBC intervention is a less CPU-intensive
operation than the actual copying of bytes. Because of the low overhead per call
the accuracy of the real-time clock is not very good, which was the reason why
we measured a loop of ten million iterations. It is possible that the highly specula-
tive Pentium 4 CPU was able to optimize execution because of the high number of
iterations. We were surprised to see that the Pentium 4 executed both the base-
line and SLIBC test case faster without inlining optimizations, and we don’t have an
explanation for why this is the case. We have not yet tested SLIBC in a macro
benchmark because the low overhead per call gives a high risk of noise disturb-
ing the measurement.

5.4.7 Related Work
Dynamic methods, i.e. methods that operate live on the actual program in runt-
ime, and protect the execution of systems rather than attempting to find vulnera-
bilities in the source code play a very important role for systems security. In this
section we compare dynamic approaches in general and our approach in SLIBC in
particular with various other approaches and methods.

Consequently, we discuss the main differences between static and dynamic
methods in addressing software security. In doing so we also introduce other
approaches such as libsafe, stack-walkers and canary values and make compar-
isons with our SLIBC approach.

Figure 5-7: SLIBC Performance Benchmark

Test Case Baseline SLIBC Overhead / Call

Pentium II (266Mhz) 325.8613 478.1960 1.52

Pentium III (1Ghz) 73.9152 112.6937 0.39

Pentium 4 (2.8Ghz) 39.6451 49.2588 0.10

Pentium 4 w/o builtins (2.8Ghz) 39.0743 48.1188 0.09
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Static Methods. Static methods are used to find vulnerabilities in some kind of
source to the program. Most often, this means analyzing the source code of a
program for vulnerabilities, but some tools target machine code as well. Also, this
can be done manually (by human review) or using an automated tool. The main
advantage of using static methods is that several vulnerabilities can be found in
one review, and that vulnerabilities that execute only under rare conditions can be
found immediately. The main disadvantage is that the actual execution is not
known, but only simulated at best. This means that while static methods are
highly efficient in detecting vulnerabilities that require little context, these meth-
ods are difficult to apply for vulnerabilities that only are exploitable given excep-
tional run-time conditions and complex source code inter-dependencies. This is
especially true for programs written in the C programming language that has very
few restrictions on pointer arithmetic and essentially unrestricted type casting.

Our SLIBC mechanism, like other dynamic approaches, only consider the actual
execution. This means that information about the current program state is avail-
able and can be analyzed. Unlike some other dynamic methods, and unlike
essentially all static methods, SLIBC can be applied to a stripped program and
operate without access to the source code for the program. This is essential when
building systems from “off the shelf” components (COTS) where there can be both
technical and political reasons not to give away the source code. Methods that
operate in run-time always impose a performance overhead. In the experimenta-
tion with SLIBC, we have found the overhead to be quite small, but this is still
something that has to be carefully considered when using dynamic methods in
time-critical settings.

Libsafe and Other Stack-Walkers. As previously discussed, the layout of the
stack is dependant on several factors, especially in respect to the architecture
and the compiler used. The current stack layout does not contain enough infor-
mation to make a decision at run-time on the size of a particular buffer that is
nearly as good as that SLIBC makes with heap-based pointers.34 Stack-based
buffers are, however, very common and because of the return address, compara-
tively easy to exploit, if vulnerable. 

SLIBC uses frame pointers in the same way as libsafe and some debuggers to
determine which part of the stack belongs to which function. From a technical
perspective, the implementation in SLIBC is somewhat different in that it relies on
an assembly language implementation to expand this list, rather than GNU exten-
sions to the C language that many other tools use. The implementation in SLIBC is
quite efficient, which is important as a single library call that other tools would val-
idate once (when the actual call is made) often result in several calls to the under-
lying memory functions that SLIBC validate.

The SLIBC tool validates low-level memory copying operations, and some espe-
cially problematic functions in the C library. Because of this, many functions local
to a program will be validated as they internally use these low-level copying oper-

34. There are some experimental compilers that generate code with a stack layout which permits a
more fine-grained analysis, for example as described in [119].
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ations. Also, because of features in the FreeBSD C library, complex functions in
the C library, such as printf, always use low-level memory copying functions,
which means that SLIBC can protect programs from indirect overflows caused by
these functions. This is an important feature as incorrect usage of string format-
ting functions is a common cause of exploits.

Besides protecting stack-based buffers, SLIBC protects heap-based buffers and
other types of run-time instrumentation of program execution as well. This is done
by using existing meta-data from the heap functions, and because there is more
run-time data available, this protection is more fine-grained than the protection of
stack-based buffers. This protection is not offered in libsafe or other similar tools.

Canary Value Approaches. One approach to detect buffer overflows is to place
a cookie value, or canary value, at the end of the buffer and at the right time
assert that this value has not been modified. [13] Some tools use this approach to
detect stack-based overflows at run-time when a function returns, to assert that
the return address and frame pointer has not been overwritten. This approach is
also commonly used by debug tools to help programmers detect incorrect mem-
ory use when debugging their programs.

There are some important differences between SLIBC and the canary value
approach. Most canary value approaches require the program to be re-compiled
to take advantage of the protection. This is particularly true for methods that pro-
tect the stack. The SLIBC tool operates on software without requiring the software
to be recompiled. This is a major advantage when using legacy software on criti-
cal intranets, for example to control critical power distribution infrastructure. [41,
39] Canary values can also be used to protect the heap, and this can be done
without recompiling protected programs. In this case, however, it is not obvious
where to place the canary value validation. Also, using canary values on the heap
makes it more difficult to use optimised and simple allocation algorithms, like the
one used in the FreeBSD malloc.

When detecting a destroyed canary value, there is no way to determine the exact
point in the system where the canary was destroyed, or which buffer that was
used. SLIBC validates memory-copying operations, prior to copying the memory.
As discussed in the section “Experimentation - Performance and Validation of
SLIBC” on page 130, this means that the exact point in the program that performs
the operation is always known, and that the original buffer often can be deter-
mined. This information is logged by SLIBC and useful in tracing the original vul-
nerability. This is especially useful when tracing hard-to-find vulnerabilities that
only occur under unusual run-time conditions.

Stack-based canary values can be used to detect off-by-one type of logic errors
in a program. This type of vulnerability cannot be identified by SLIBC. Also, the
SLIBC approach imposes an overhead on all memory copying operations, which is
not the case when using canary values. However, using canary values on the
heap, require extensive modification to the heap structure and that either current
algorithms are modified or that the memory is used less effectively.
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Canary value approaches cannot protect against some types of indirect overflows
where one buffer is overflowed into an adjacent pointer that is used for a second
overflow, for example as described in. [120] The SLIBC approach can protect
against such exploits under some circumstances because each low-level mem-
ory operation is verified. This type of vulnerability is however not yet as common
as traditional buffer overflows that both canary values and SLIBC provide a good
protection against.

5.4.8 Conclusions and Future Work
Exploited buffer overflows constitute one of the most common security problems
today. There are several methods used to either manually or automatically find
possible problems in source code that could result in vulnerable software.
Because of inherent limitations in these methods, and because not all software
can be audited, complementary approaches are needed for development and
maintenance of dependable software systems.

In this paper we have presented a method that operates inside execution environ-
ments and that automatically protects software systems from many types of
buffer overflows. The method as such is applied by means of enhancing the exe-
cution environment so that even if there is a vulnerability in a program, the envi-
ronment will refuse to perform such operations that are known to subsequently
create an exploit. This level of protection is achievable without re-compiling or
modifying existing programs. In addition to protecting the program, our method
also provides information regarding system execution as such, which is particu-
larly useful in situations where the program normally would have been exploited
as this information can be used to trace the original vulnerability in the program. 

We have presented not only the method, but also a proof-of-concept implementa-
tion. Using this implementation we have performed experimentation to illustrate
the effectiveness and performance of the method. We believe that methods that
emphasize run-time operation and surveillance inside executing software -
dynamic methods - provide an important addition and complement to the protec-
tion of software systems. Dynamic methods in general, and SLIBC in particular,
should not be seen as an alternative to traditional static analysis, but as a com-
plement in development and maintenance of good dependable systems that can
safely be executed without a single vulnerability causing an entire system to fail.

Like other dynamic methods our method has some limitations. In particular, the
granularity of the protection of stack-based buffers are limited, and there is no
notion of internal bounds in complex data structures. There has been some dis-
cussion on extending stack-based protection by using various forms of pre-gener-
ated information from static tools. [3] We believe this is an applicable approach
and are therefore considering modifying the SLIBC tool to provide a more fine-
grained protection in this fashion. The stack contains both the frame pointer and
the return address, so it is possible to determine which actual function that corre-
sponds to a certain stack frame. Rather than using a static tool to collect informa-
tion about the variables used by each function we believe it is possible to use
existing debug-information generated by the compiler to extract information about
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local variables. Combining such information with our current approach, we could
extend the SLIBC protection in non-stripped binaries. We have, however, not yet
performed any experimentation on this.

It is important to detect an exploit before the executing system actually is
exploited. This is true for two reasons; firstly because it is possible to trace the
vulnerability, and secondly because it might be possible to remove the run-time
condition that would cause the exploit and let the system resume execution. This
is not possible using methods that only detect an exploit after the memory has
been overwritten, as is the case with canary values. While we have described the
first advantage, the ability to trace a vulnerability, in this paper, we are consider-
ing further experimentation on removing unwanted run-time conditions and let a
program resume execution (i.e. immunize a system).

Our final conclusion from this work is that dynamic methods are a viable way to
increase dependability in software systems, and that even light-weight
approaches like the method we described, provide a significant level of protec-
tion. For our prototype implementation, SLIBC, we achieve these results by using
knowledge of how the FreeBSD C library is constructed and compiler artifacts in
binary programs. Not all of these properties are generalizeable to all environ-
ments, but we believe that using domain-specific knowledge of a system and
techniques like those described in this article many systems can take advantage
of an increased dynamic protection.

5.5 The LPS Transparent Privilege Separation System
This section 5.5 is based extensivly on the previously published scientific article Mell-
strand P., Gustavsson R., “Safe Execution of Unreliable Software“ in Electronic Notes in
Theoretical Computer Science, 2003.

Development of large-scale network centric systems such as those envisioned in,
e.g., EU Sixth Framework Program (FP6) on Ambient Intelligence (AmI) or IBM's
program on Autonomous Computing, presupposes that we will be able to pro-
duce dependable software components and trusted execution environments in
the not so far future. In fact, there are calls within FP6 to that end. [45, 55]

However, even if we can develop dependable components we still have to face
the challenge of safe execution of those components or even less reliable soft-
ware in dynamic and/or hostile environments.

Main Ideas and Highlights. We describe the design and development of LPS, a
Lightweight Privilege Separation system that allows us to execute non-reliable C
and C++ software components in a trusted way. Furthermore, we show that the
added overhead introduced is negligible. We also argue that our solution does not
introduce any new vulnerabilities as such, and that the added computations are
handled in a way that they do not introduce added faults in the execution of the
software. Last but not least, our solution does not rely on rewriting the software
and is hence very cost-effective. We also include comparisons with other
approaches to techniques of privilege separation and some pointers to further
work.
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The next sub-section “Lightweight Privilege Separation” introduces the main
ideas of our proposed solution. That is, isolating execution of critical function calls
in a protected execution environment using the fork system call and proper
treatment of execution footprint and function call results. In the following sub-sec-
tion “Error Handling” on page 144, we address issues related to errors that can
appear during execution of the forked processes and during its setup and com-
pletion. Our experiments and tests are reported in sub-section “Experiments”.
Comparisons with other approaches of safe execution of unreliable software,
notably OpenSSH, are addressed in sub-section “Comparisons” on page 148.
We focus on online support of secure execution of untrusted code. There are, of
course, also theoretical models towards that end, e.g., [108]. We address issues
of interplays between theory and engineering in sub-section “Comparisons” as
well. We finish this section with “Conclusions and Further Work” on page 150.

Background. Much software used today in the Internet infrastructure is written in
non typed languages, as monolithic programs that execute partly or fully under
super-user privileges. Programs executing under super-user privileges introduce
affordances that could be exploited by malicious code to cause harm. Most soft-
ware executing under super-user privileges require these privileges only for a few
operations. Hence, most operations can be carried out without super-user privi-
leges and many can be carried out even in a restricted environment. It would be
useful if we could separate an executing program into a privileged and a non-priv-
ileged part, which is the exact purpose of privilege separation.

There are programs available today that use the concept of privilege separation
to protect potentially risky code from the privilege-critical parts of the same pro-
gram. Typically, a vast majority of the code in such programs is moved to the low-
privileged part and a complicated client-server relation is kept between the privi-
leged and the non-privileged part. These programs are designed with privilege
separation as an initial requirement or has undergone significant modifications
later in the development process to get this separation. In this section we
describe a method, Lightweight Privilege Separation, that can be applied to sepa-
rate privileges in existing and new programs without the need of large redesigns.
This method can eliminate the consequence of many common security attacks
when used properly.

5.5.1 Lightweight Privilege Separation
Functions are the central building block for programs written in the C program-
ming language. The whole life-line of a C program is defined in the function main.
This function is called by the runtime environment when the process has just
started and the process is ended when this function returns. The only way a
library can expose its code to a compiled C program is by the mean of functions.

The concept of functions in programming languages are modeled after mathe-
matical functions. A function is expected to produce a return value from zero or
more parameters. A function that calculates its return value based only on its
parameters and that do not read or write any external state information is called a
pure function. Many functions which encapsulating mathematical functions are
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pure functions, such as the abs and sin functions found in the C standard
library. Most functions, however, need to read or modify what we call the global
state of the program. With global state we mean a vector of entities

that are not non-static local variables, such as global variables,
data in pointers35or operating system objects (file descriptors, semaphores, etc.)
exposed to the process.

Traditionally it has not been an issue which part of a state a function modifies dur-
ing execution. This is clearly illustrated in older APIs such as gethostbyname
which modifies a static buffer in the process as its main return value. With many
modern operating systems supporting processes that have several simultaneous
execution points (threads), it became important that functions should not modify
static buffers that are shared between different threads of the process. Functions
designed to work in a threaded environment are limited in which state compo-
nents they may modify so that other threads are not affected by their execution.
There is no way to automatically determine which state a function modifies as this
might be dependant of runtime conditions. Such a runtime condition can be a
function in a network server which dynamically allocates memory for data which it
receives on a socket from a remote host, and stores the pointer to this memory in
a value pointed to by a parameter. 

State and Privilege Separation. Privileges in a UNIX system are assigned on a
process basis. This means that the smallest entity which has the concept of privi-
leges is a process. If a process has several threads, they all execute with the
same set of permissions, even if they are individually scheduled by the kernel.
Because of this, a program that executes with separated privileges must execute
on several processes; it is the only way to have different sets of permissions of a
process in a UNIX-like environment. A process is also the entity by which memory
and operating system objects are handled. This means that a file handle or mem-
ory address in one process is not valid, or has another meaning, in another pro-
cess. By splitting a program in two (or more) processes, data written in memory in
one process is not reflected in the other unless some kind of synchronisation
mechanism between the processes is introduced to perform this. Due to the com-
plex nature of state sharing between functions in C programs, a program with
separated privileges must have some way of performing this synchronisation, or
be rewritten in a such a way that it does not rely on sharing state. In general, we
believe it would be difficult to rewrite programs to achieve this goal. A class of the-
oretical approaches of secure execution introduces wrappers as a mean to con-
trol interactions between modules (e.g., [108].). However, this approach
introduces the problem of designing and implementing secure wrappers, see sec-
tion “Comparisons” on page 148.

Complex State. There are other types of state components than just memory
that can be shared between functions. For example, a function can open a file,
pass a reference, descriptor, of this file to another function, which reads or writes
data to the file and passes the descriptor to a third function, which closes the file.

35. Strictly speaking, if the data pointed to by the pointer is a non-static local variable within the func-
tion, the function is pure.

S e0 … en, ,{ }=
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As file descriptors are shared between the different threads in a process, the
three functions could even execute in three different threads and still share this
state. It would however not be possible to transparently use this code in a pro-
gram with separated privileges as the process boundaries would make the
descriptor that is valid in one of the processes invalid in the other. This type of
state dependencies are difficult to keep track of and in some cases even impossi-
ble. Fortunately, this type of state sharing is far less common than sharing mem-
ory and can often be avoided by placing the boundary between the privileged and
the non-privileged process at a well-chosen place in the code.

How Privilege Separation is Possible. The key mechanism that makes privi-
lege separation possible is that of cloning a process, which is provided in Unix-
like operating systems through the fork system call. This system call creates a
new process that is an exact copy of its parent, with the exception of the process
id and parent process id. [67] The newly created process (child process) has a
copy of all attributes from its parent. Should any state components be changed in
one of the processes, the state in the other one will not be affected. Let one of the
two processes switch privileges and take the part of executing unprivileged code.
The two processes maintain a controlled communication channel so that the
main program can continue executing code that need special privileges in one
process, and code that does not in another, and still keep shared state between
the two processes.

Due to the complex state that is typically shared between functions, and the need
for privilege separated programs to execute in several different processes, it is
not an easy task to create a privilege separated program. We have investigated a
method to separate privileges in programs without the need to do large modifica-
tions in existing software or make significant changes in software development
methodologies. 

5.5.2 The LPS System
The purpose is to create a method that could be used to create privilege sepa-
rated programs and to modify existing software to use privilege separation with-
out the need of significant changes in development methodology and existing
code. We wanted to avoid the use of special heaps to share state between the
different processes as used in, for example, OpenSSH. [78] An assessment of
OpenSSH is given in the section “Comparisons” on page 148.

Typically, there is a small set of functions that contain most of the vulnerabilities in
a given program. For example, functions that parse data from a human readable
format into a machine readable format (parsers) have been know to contain many
vulnerabilities. This fact has been known for quite some time and still there are
new vulnerabilities found in parsers that have already been reviewed several
times. Many network servers need to parse a user name and a password before
they can switch to a lower privilege and hence, some parsing of potential hostile
input is done under super user privileges. By placing code that we believe is more
likely to contain vulnerabilities in a low-privilege access environment, we can
reduce the consequence if that code in fact should contain a vulnerability and be
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exploited. By allowing the majority of a program to execute under high privileges,
and place restrictions only on carefully selected parts, we can impose a privilege
separation on the most risky parts with minimal, if any, impact on other parts of
the program.

We have implemented a library that enables the use of lightweight privilege sepa-
ration in a program executing in a UNIX-like environment. The library works as a
wrapper between functions on either side of the privilege separation fence. To
apply this privilege separation to a process we rely on the abstraction of functions
and some basic assumptions on the structure of the host program.

When a non-pure function is called, it is likely that there are some requirements
on the global state.For example, a function parsing a user name might expect that
there is a textual representation of the user name stored in memory, and memory
allocated where the return data should be placed. When separating privileges in
a program we must make sure that all such requirements are still met, or the pro-
gram will not function as expected. There can be very complex requirements on
state in a program. It is not uncommon that complex algorithms are divided into
several functions that communicate by passing parameters and by modifying glo-
bal state. There is no realistic way to capture all requirements that a function has
on the environment and to transfer this state to a process. However, by cloning
the process just before the function is called, the operating system will copy the
complete process state, as illustrated in Figure 5-8.

By creating a clone we know that all of the state function B would have had in pro-
cess 1 is available in process 2. Unfortunately, this is not enough. Because the
purpose of executing function B in a separate process is to run it with lower privi-
leges than it would have had in process 1, we must apply restrictions to process 2
before transferring control to function B. Each restriction we place on process 2
will make the environment slightly less identical to that of process 1. We previ-
ously mentioned that we make some basic assumptions on the structure of the
program. These assumptions are that some privileges can be removed from pro-
cess 2, and functions executed in the restricted environment still will execute as
expected. In our current working version of LPS we apply three restrictions to the
unprivileged process;

1. Change of user id (UID) that the process executes under,
2. Change of the group id (GID) that the process executes under, and

Process 1 

Function A 

Function B 

Function A 

LPS Function B 

Process 1 Process 2 

Clone of 
Process 1 

Without LPS With LPS 

Figure 5-8: Execution of Function B with and without LPS
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3. Revocation of inherited file descriptors.

We believe that even more restrictions could be applied to the unprivileged child
under some circumstances. Such restrictions could be to change the virtual file
system root for the process (chroot) or applying other restrictions supported by
the kernel, such as jail, which is available in FreeBSD and OpenBSD systems.
Different situations require different types of permission revocation and we have
designed the LPS library so that it should be easy to make modifications to which
permissions that should be revoked. The reason for revoking open file descriptors
is that by default all open descriptors in the privileged process are inherited to the
unprivileged. Typically, connections to data bases, LDAP directories and similar
services communicate through a file descriptor. The common practice for such
services is that once the client has authenticated (which could have been done in
the privileged part), the server keeps this authentication state for all following
commands. There is a risk that such a descriptor could leak into the unprivileged
process. To avoid this potential security leak we make sure all descriptors are
closed by default. To maximize compatibility with existing code, LPS opens /dev/
null for standard input, output and error for the restricted process.

5.5.3 Data and State Transfer
The second main service provided by the LPS library is to capture state modifica-
tions and return these to the privileged process in a secure way. Function B could
make a vast amount of changes to the state in process 2, and we only want to
transfer relevant modifications back to process one. We have identified three dif-
ferent types of state components to handle in a principal way;

1. State modified by function B that the privileged process need to continue
execution correctly. This state is transferred back to process 1. It is hard to
automatically determine which state is really needed by the privileged pro-
cess, but the engineer integrating the LPS system must manually determine
this for each case of privilege separation. In many programs it is fairly easy
to identify which state that falls into this category as many functions only
update state pointed to by one of its parameters, but we are aware of more
complex cases which require more manual work.

2. State modified by function B that is not needed by the privileged process,
such as scrap buffers for temp data and buffers containing intermediate
data. This state may be ignored when transferring state back to process 1.

3. Components that concern security and which must never be transferred to
the privileged process. An example of such a state component is a variable
indicating if the user has been authenticated or not. We must make sure
that this type of state is not transferred back to process A. As we do not
trust the child process, we should instead place the privilege separation
boundary so that a parsed version of, for example, user name and pass-
word is transferred back to the privileged process which verifies if the user
with these credentials should be authenticated.

Also, we need to do this state capturing without placing additional requirements
on how function B should be implemented. To provide for all this, LPS has a mech-
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anism for saving state from the restricted process, transferring this to the privi-
leged process and applying it to the state of the parent process.

Saving State. LPS uses a serialization mechanism to identify which state compo-
nents to save from the restricted process. Serialization is a technique used in
many other programming languages and environments, such as Java and
Microsoft's MFC foundation classes. The basic idea with serialization is that all
state components required by a program can be described in terms of the primi-
tive types provided by the programming language and the relations between such
types. In the C programming language, all primitive types can be binary copied
between different processes. When separating privileges at a certain point in a
program, the programmer must provide a list of state components that the sepa-
rated function may modify and that should be transferred back to the privileged
process. LPS provides mechanisms for transferring all primitive types, raw buffers
and C-style NULL terminated strings. LPS also supports serialization of complex
structures by callback functions that divide a structure into its primitive parts. The
LPS library provide both functions and macros for specifying which state compo-
nents that should be saved and transferred to the privileged process. Typically
only a few lines of code need to be added to a program in order to specify which
parts that should execute under lesser privileges and which state that should be
transferred. 

For example, consider the call illustrated in Example 5-7 and the same call modi-
fied to use the LPS system, illustrated in Example 5-8.

The LPS frame work will create a child process, apply security restrictions and
execute the function func in this environment. After this function has finished exe-
cution the value stored in the result variable will be serialized and transferred to
the privileged process.

Transferring Data and Applying State Changes. The state serialized from the
restricted process is transformed into an array of bytes. These bytes are prefixed
with information about size and an extended error code, and transferred through
an open pipe to the privileged process. This pipe is represented by an open file
descriptor in both processes, it is the only descriptor in the child process that is
not closed by the safety precaution routines. 

Example 5-7: Simple Function Call

int result; 
result = func( 23 );

Example 5-8: Simple Function Call using LPS Privilege Separation

int result, errorcode;
LPS_BEGIN_SEPARATION( ); {

result = func( 23 );
}
LPS_END_SEPARATION( errorcode,

LPS_DTYPE_INT( &result )
);
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The final step in returning to a state that the privileged process expects is to read
state components from the pipe and apply them. Before we can do this we need
to check that the data provided by the unprivileged child is what we expect. We
must assume that the child process has been exploited and that the process is
transmitting malicious data in an attempt to corrupt the state in the privileged pro-
cess as well. For this reason, the privileged process performs a thorough security
validation of the received data, that we will describe in more detail shortly.

LPS uses a simple binary protocol to transfer state data. The purpose of this
design is to avoid having to place a complex parser in the privileged code and
thus introducing unnecessary vulnerabilities. This design also gives performance
benefits over using more complex protocols that need more parsing. The data
stream is divided into two parts, the head which only contains meta information
and a body part which contains the state that should be written, illustrated in Fig-
ure 5-9.

The data from the unprivileged process is read and validated by LPS as follows;

1. The body and head are read separately from the pipe by the privileged pro-
cess. Should there be no or too little data available to read, LPS waits a pre-
defined amount of time for data to be available. If no data is available in this
time, LPS times out and returns an error to the host program.

2. After the head has been read, the size parameter is verified against a min-
imum and maximum allowed value. This validation is performed to make
sure a compromised child process cannot cause a denial-of-service
against the privileged process by providing enormous amounts of data.

3. If the size is acceptable the privileged process reads the specified number
of bytes and closes the pipe. There is a separate time-out value for this
operation as well.

4. After this stage the body data is handled by the serializer. The serializer
knows which type of data to expect, from the definition given to the
LPS_END_SEPARATION macro, and verifies element by element with the
type information in the stream. This might make little sense for primitive
types such as char and int but makes good sense when transferring
strings or buffers, to make sure the buffers are large enough to store the
data received.

5. If these tests succeed, the data provided from the stream is written to the
state of the privileged process and LPS returns to the calling function. The
state is now copied into the privileged process which resumes execution as
if there had been no privilege separation at all.

Size Error Type 0 Data 0 Type 1 Data 1 Data N 

Data Head Data Body 

Figure 5-9: State Transfer Protocol
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5.5.4 Error Handling
The mechanism for calling functions provided by the C programming language
cannot fail with an error code. The actual function that is called may return an
error value, but to the programming language runtime environment this is a return
value as any other. There is no way that the actual mechanism for calling the
function may return an error value that can be handled by the program. For this
reason, all programs that we know of assume that the actual calling mechanism
will not fail, an assumption that we believe is fair to make when developing pro-
grams. If errors should occur in the environment of a program, preventing the call
from being made (such as if there is no stack space left), the program will typi-
cally crash36, but this is a very rare situation in well-written programs. 

The situation of error free function calls are very different when applying privilege
separation to a program. The privilege separation will require resources from the
operating system, resources which might not be available. If these resources are
not available, the operating system will return an error value to the LPS system.
The privilege separation will also verify parameters. These tests may show that
the parameters are invalid. If this is the case, LPS cannot let the execution con-
tinue but must have means to propagate the error into the host program. We have
identified four different situations in the privilege separation interface where errors
can occur;

• Before Creating the Child - If the LPS system is unable to create a child pro-
cess (i.e. the fork system call fails) there is no context in which the restri-
cted function can be executed. It is not acceptable to execute the function
in the current process as this would circumvent the purpose of privilege
separation. In this case, the LPS system return an error code to the calling
function. 

• Before Executing the Restricted Function - The LPS system verifies that it
has successfully reduced the privileges of the child process before it 
transfers control to the restricted function. Should there be some error con-
dition that prevents LPS from reducing its privileges, the system will not
execute the restricted function. In this case, LPS transmits an extended
error code on the pipe back to the privileged parent process and termi-
nates. The parent process generates an error code and returns this to the
calling function.

• If the Child Process does not Terminate Correctly - The parent process
waits a limited amount of time for the restricted child process to finish and
terminate. Should the child process not finish in time the LPS system in the
parent process returns an error code to the calling function. Another, simi-
lar, situation is when the child process crashes. In this case, the LPS sys-
tem notices the crash and returns an error code to the calling function.

• Received Data is Invalid - After the child has finished executing the
restricted function, the LPS system transmits state information back to the
parent process. This data is thoroughly verified by the parent process as

36. Indeed the program could get a signal from the operating system, but the chance that the program
could recover from this situation and resume normal execution is very low.
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described earlier and should an error be detected, such as an attempt to
write more data to a buffer than it can hold, the LPS system will not apply
the state in the parent process but return an error to the calling function.

Integrating LPS Errors in an Existing System. We want to apply privilege sepa-
ration to programs that are not originally developed with this in mind, so we can-
not rely on any existing mechanisms for handling errors that originate from the
privilege separation. In all cases of error, the LPS system transfers the error infor-
mation to the privileged process where it is delivered as a return value and an
extended error information. Unfortunately, there is no universal mechanism for
propagating the error information into the host program, as there is not a single
universal way of writing programs. When integrating LPS into a host program we
require the engineer performing the integration to also integrate the error codes
that LPS may return into the error handling system of the host program.

In some cases this might be very simple. In the simplest form the developer can
just check if the LPS call succeeded, and if not, terminate the program. This strat-
egy is useful in situations where each client is handled by a different instance
(process) of the program. Only a single user will be affected by this termination.

If the program uses the same instance to service multiple clients, this simple error
handling is not recommended, as it could make a denial of service attack possi-
ble. In this case the developer integrating LPS must make sure that the LPS error is
handled as any other fatal error for the active user. It is important that the error
information is propagated in such a way that no part of the privileged program is
dependant of state that should have been present only if the function call had
succeeded.

5.5.5 Experiments
To determine the performance of the LPS system we designed and performed an
experiment consisting of several test cases. The purpose of this experiment was
to estimate the imposed time overhead when using the LPS privilege separation
system. We wanted to investigate the time consumption when transferring a small
amount of state components ("dry run") and when transferring a significant
amount of state components back to the privileged process. We also wanted to
investigate the impact of operating system choice and the computer speed on the
LPS system performance.We designed two test cases to execute in three different
operating systems on two different computer systems. Each test case was exe-
cuted three times on each (operating system, computer system) pair, giving us 18
measurement points per test. We use the mean value from the three tests. 

The experiment was carried out on two different computer systems, described in
Figure 5-10. The first system (System A) is a few years old but systems of this
capacity are still used as servers where privilege separation might be considered.
The second system (System B) was selected because it was the most powerful
PC system easily available to us37.

37. At the time.
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Operating Systems. The experiment was carried out on three different operating
systems; FreeBSD38,OpenBSD39 and Linux40. We installed the operating sys-
tems without any graphical environment (X11), but did not tune the installation in
any other way. We used the respective standard kernel for each operating system
as installed by the installation program (GENERIC for the two BSDs and the stan-
dard RedHat kernel for the Linux installation)41. 

The decision to use these three operating systems in the experiment was based
on the following conditions; Linux is the most wide-spread free Unix-like operating
system, used on millions of computers connected to the Internet. It is important
for us to support this operating system. FreeBSD is used by many large web
server farms on the Internet, including Yahoo! and others. OpenBSD is an operat-
ing system developed with security as one of the main objectives. We believe it is
important to support and benchmark this platform for security-related research.

Test Cases. We used two test cases in the experiment; the first was a small func-
tion taking an int integer as parameter and returning a value calculated from the
function . The payload data transferred back to the privileged process
is the return value for the function. This data is a 32 bit (4 byte) integer on all test
platforms. The function was implemented in the C programming language as
illustrated in Example 5-9.

The second test case was designed to modify significantly more state than in the
first test case. Here the function writes an exclamation mark in every byte in the
first kilobyte of memory pointed to by its in parameter. The payload to transfer

38. FreeBSD 4.8-RELEASE, the most recent stable version available when the test was carried out
(2003-04-16).

39. OpenBSD 3.2, the most recent stable version available when the test was carried out.
40. RedHat Linux 8, Linux Kernel Version 2.4.18-14.
41. A complete specification of each environment is available on the authors web page. This specifi-

cation includes start up messages (dmesg) with device probing output and other technical infor-
mation about the systems on which the experiment was carried out.

Figure 5-10: Systems Used for LPS Experimentation

System A System B

Model Compaq Deskpro EN SFF Dell Optiplex 260 GX

CPU Intel Pentium II Intel Pentium 4

CPU Speed 400 MHz 2.7 GHz

RAM 160 Mb 512 Mb

f x( ) x 1+=

Example 5-9: Function With Small Return State

int func( int x ) {
return x+1;

}

146



Experiments

g y y
back to the privileged process is the modified buffer of 1 Kb (1024 bytes). We
believe that one kilobyte of state is more than enough for a typical program, but
as we will see later, the amount of state transferred does not significantly affect
performance. The implementation for this function is illustrated in Example 5-10.

Experiment Procedueres. For each computer system and operating system the
following procedure was followed;

1. The operating system was installed on the computer system. For Linux we
used the Server profile, for FreeBSD we installed the set Minimal and for
OpenBSD we used a default installation. We did not install a graphical
environment on the computers.

2. The computer was restarted.
3. We built the executables from the same source code with the default com-

piler available on the system.
4. Each test was executed three times. We used the physical console (display

and keyboard connected to the computer) and did not pipe neither input
nor output of the test program.

We did not separately measure the time taken to execute the actual function from
the time consumed by the privilege separation, but assumed all time was con-
sumed by the privilege separation. Also, we have used real functions (that calcu-
late a value or modify a buffer) rather than dummy functions. The reason for this
is that we wanted to make sure that the functions succeed (which is very easy to
check from their return values) and that we wanted to avoid possible compiler
optimizations that might otherwise have eliminated dummy functions. The two
functions that we used as test cases are so simple that we believe it safe to
ignore their parts of the total execution time.

Results and Conclusions from the Experiment. The results from the experi-
ment is presented in Figure 5-11. We notice that the execution of both test cases
take significantly longer time on FreeBSD than on the other systems. We have
currently not investigated this difference further, but our hypothesis is that a
FreeBSD process has more state that must be copied by the kernel when a pro-
cess is forked. We also notice a large difference for OpenBSD and Linux on the
different test systems, a difference that we do not see in the case of FreeBSD. 

Overall, however, we were surprised of the low overhead imposed when using
LPS. On a modern computer system running Linux or OpenBSD, the overhead of
using privilege separation is less than one millisecond, even with one kilobyte of
state to transfer and without any tuning of the systems. We believe that with this
low overhead it is possible to use the LPS on many different platforms and in many
different places in a single application. Should there be any doubts of the quality

Example 5-10: Function With a Large Return State

#define SIZE 1024
void func( char * pData ) {

memset( pData , '!' , SIZE );
}
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of a particular part of a program we can use LPS to isolate that part without losing
much performance.

5.5.6 Comparisons
One of the most well-known systems today that uses privilege separation is the
OpenSSH ssh daemon developed by the OpenBSD team. In their approach a
large portion of the program (the ssh daemon) executes under lesser privileges
and communicates bidirectionally with a privileged supervisor process. The two
processes also have means of communication through a special heap that is
stored in memory, shared between the two processes. The privilege separation in
OpenSSH is described in detail in [84]. In this section we present a comparison
between the privilege separation model used in OpenSSH and the LPS system.
We compare the two methods from four perspectives; security, portability, perfor-
mance and integration time.

Security. In the OpenSSH model a vast majority of the program code is placed in
an unprivileged process. The unprivileged process sends requests to the privi-
leged process over a pipe and the privileged part verifies the request and, if
accepted, carries it out. Only two processes are used throughout the life of a ses-
sion (a single privileged and a single unprivileged process) and these two pro-
cesses communicate bidrectionally.

With the LPS system only potentially risky functions of the program execute with
lesser privileges and when such a part is done executing, the child process dies
(a single privileged and multiple unprivileged processes). The user land commu-
nication between the unprivileged and privileged process is unidirectional, the
unprivileged process transmits state information back to the privileged process
just before it dies.

In the LPS system it is up to the engineer that implements the privilege separation
to determine which parts that should execute with lesser permissions; in the
OpenSSH case, essentially all code is placed in the unprivileged part. We believe
that this is an advantage for the OpenSSH model as more code is placed under
restrictions than what will typically be done when using the LPS system.

Figure 5-11: Execution Time for LPS

Operating System System A System B

Test Case 1

FreeBSD 5.179 ms 4.145 ms

OpenBSD 1.881 ms 0.5553 ms

Linux 1.734 ms 0.6540 ms

Test Case 2

FreeBSD 5.198 ms 4.154 ms

OpenBSD 2.127 ms 0.6407 ms

Linux 1.759 ms 0.6730 ms
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However, by using a model with temporary child processes (a single privileged
and multiple unprivileged processes) that die when they have carried out a
request, it is possible to execute the different unprivileged child processes with
different privileges. For example, code that requires super user privileges to
access the system’s password file but does not require file system access can be
executed in a child process with these permission set, while code that requires
file system access but not with super user privileges can be set to have these
permissions. By using temporary child processes we can increase the flexibility of
how to restrict a particular unprivileged child process, which we see as a great
benefit with the LPS system.

Also, by using temporary child processes, we can eliminate the consequences of
some programming errors, such as memory and file descriptor leaks, that are not
strictly security related, but that may result in denial-of-service attacks. Any state
in the unprivileged process that we are not interested in is left in that process
when it dies for the operating system to clean up. 

Portability. The LPS system currently executes on three different operating sys-
tems from the same code base and is not dependent of complex operating sys-
tem supported features such as descriptor passing or the use of special heaps,
which is used in the OpenSSH model. The LPS system was designed with porta-
bility in mind and we expect to port it to even more platforms that support the
POSIX API42.

Performance. We have not performed any measurements on the OpenSSH
solution, but from the description of the system we have, we believe it to be as
fast or faster than the LPS system. We do not believe that performance is a prob-
lem for either solution though. As we have shown, the LPS system executes with
less than one millisecond of overhead time on a modern computer and the addi-
tional time required to execute a program with privileges separated is in our opin-
ion negligible. We doubt that any user would notice the slight delay imposed by
the use of LPS even if several privilege separated calls are performed in a pro-
gram.

As the LPS system uses a new child processes for each separation we are unsure
if it is suitable in a real time environment, as the time to complete the fork call may
differ significantly dependent on the system load.

Integration Time. The OpenSSH system for privilege separation requires much
larger modifications in existing code than what is typically required by the LPS

system. We have made very few assumptions on how a program is structured
when we designed LPS and this gives us an advantage when applying privilege
separation in programs that were not designed with this as an initial requirement.

As we have shown, a function call is simply wrapped with a few lines of source
code for executing the call with separated privileges through the LPS system.

42. The LPS system requires the fork, pipe, read, write and poll system calls. These are avail-
able on virtually all modern operating systems. On some systems where poll is not available the
same functionality is available through the select call and this can be easily emulated in user
land.
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There are no additional requirements imposed on the host system and no other
initialization is needed.

Another type of comparison is between theoretical models and engineering mod-
els as a mean to achieve safe execution of unreliable software. We have argued
for merits of an engineering approach since arguably security is a context depen-
dent process. However, we also support, of course, guiding principles of engi-
neering grounded in theoretical models. To that end it is illustrative to assess
models of secure composition of untrusted code as in [108]. What we have
shown is that there is a pragmatic way (LPS) to interpret the results of [108].

In [108] Sewell and Vitec introduces wrappers as encapsulations of components
and use their box-pi calculus to prove desired security properties of (filtered)
interactions between components modeled as a causal type system.

From an engineering point of view, however, it is not a simple task to identify the
filter/wrapper for general components. Not to say the problems of a secure imple-
mentation of the filter/wrapper itself that could be complex if the components/
interactions are complex. On the other hand we can argue that the wrapping/fil-
tering idea of Sewell and Vitec applied to our LPS system provides a formal model
for our treatment of untrusted code components where wrapping has been imple-
mented as our privilege separation mechanism LPS. The discussions in sections
“The lps System” on page 139 and “Error Handling” on page 144 could then be
supported by the proofs of the model in the paper [108].

We firmly believe that this kind of interplays between formal models and engi-
neering principles are important components in achieving safe execution of unre-
liable software.

5.5.7 Conclusions and Further Work
We have described the LPS privilege separation system, a system that enables us
to execute non-reliable C and C++ software components in a trusted way. By
using the LPS system it is possible to separate privileges in existing and new soft-
ware systems with a minimal change required to existing source code and with-
out having to adopt new software design methodologies. The LPS system is a
portable and flexible system that does not rely on special features in the operat-
ing system, but can be used in a variety of programs that execute on several dif-
ferent operating systems.

Also we have shown that the overhead imposed by using privilege separation is
less than one millisecond on a modern computer, a negligible overhead in most
cases. We have also presented a comparison between privilege separation as
implemented in the LPS system and as implemented in the OpenSSH ssh dae-
mon.

We believe that privilege separation and the use of LPS is an inexpensive and fast
way to increase dependability in new and existing software. Our plans on further
work include applying the LPS privilege separation system to a larger software
system that is currently executed as a monolithic process with super-user privi-
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leges. Also we plan on further investigation of the performance issues that we
found when experimenting on FreeBSD.

We also plan on investigating other techniques that can be used to execute unre-
liable software safely, such as the use of embedded virtual machines. We believe
that programs constructed using strongly typed languages and compiled for vir-
tual machines are very interesting from a security perspective and we would like
to investigate if a system such as LPS could be integrated in a virtual machine to
provide an even higher level of security.

5.6 Policies and Environment, The EPL System
This section 5.6 is based extensivly on the previously published scientific article Mellstrand P.,
Gustavsson R., “Experiment Based Validation of CIIP“ in Proceedings of First International Workshop
on Critical Information Infrastructures Security, Lecture Notes in Computer Science , 2006.

Critical Infrastructure Protection (CIP and Critical Information Infrastructure Pro-
tection (CIIP) are in focus of ongoing R&D efforts worldwide. Among the most
important critical infrastructures we find energy system in most listings and inves-
tigations. Critical Information Infrastructures is a rather late focus area of R&D.
From one point of view this is very natural since critical infrastructures are often
connected with, or are embedding of, information infrastructures. In fact, much of
the critically (vulnerability) is due to the dependencies between those infrastruc-
tures. However, at this point there is no consensus of what a CIIP would be. There
are several EU project aiming at increasing our understanding in the subject areas
in order to identify suitable direction of future R&D. [19, 21]

In this paper we advocate an experiment-based approach towards identifying and
pursuing a principled research agenda towards CIIP. The following Figure 5-12
illustrates our experimental set up as well as our approach.

Firstly, we believe that it is advantageous to study embedded CII in a CI rather
than an isolated CII focus. That kind of investigation might be purposeful when we
have a better understanding of the underpinnings of CII. Secondly we will use the
figure to pinpoint the goals and contributions of the paper.

ICT Network

ICT Network

Electrical Power Grid
Network

Node A Node B Node C

EXP Controller

Figure 5-12: Nodes and controller in an EXP system
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The anatomy of Critical Information Infrastructures. The purpose of an
embedded CII is to drive the corresponding CI in a proper way. In this metaphor
the role of information is comparable to that of energy in many CIs. In fact many of
our CI are derived and created from the industrial revolution during the last couple
of centuries. Understanding of the concept of energy came rather late in that rev-
olution (mid 1850´s) and after the invention and use of energy-based artifacts
such as the steam engine. But an understanding of energy allowed us to trans-
form energy in suitable forms and transport it to the point of use as well a
enabling new kinds of energy-based products and services (Radio, telecommuni-
cations and TV). In a sense the industrial revolution led to and was dependant on
a proper understanding of energy. That understanding was indeed an emergent
property and enabler of the industrial revolution. In fact, the energy metaphor of
information was also a basic underpinning of the ongoing efforts on GRID comput-
ing. [33] Our point of view is, however, that the energy metaphor of information is
oversold and does not guide us in understanding the role of information in the
ongoing building up of an information society. [15]

Given the embedding of a CII in a CI (energy system) of Figure 5-12 we can iden-
tify the following types of information:

• Control information interpreted by users. Information from the ICT net-
works supporting monitoring and user driven system actions of the CI and
CII.

• Intra system information exchange: Information between the two critical
infrastructures CI and CII.

• Information enabling processes: Typical information (code) that enable
proper running of software of the systems.

Furthermore, we note that the greatest causes of system complexity and vulnera-
bilities are in the different interfaces between system components and that the
glue of critical systems, of both kinds, is software. Or, to quote from [59]: “This
leaves SCADA/EMS as the vulnerability of greatest concern. Unfortunately, SCADA/
EMS components – computers, networks, and software – will remain complex and
unreliable for a long time because securing an information system is well known
to be problematic. Thus far, it has been impossible to build software that is guar-
anteed to be bug-free. These software flaws leads to networks becoming discon-
nected, data being lost, and computers being disabled. As long as software is
flawed, there will be faults in industrial control systems such as SCADA and EMS”.
A recent report on infrastructure interdependencies where fault reports from 12
years were analyzed concluded that software faults, including malicious logic and
authorization violation, constitues for more than 65% of all faults.[85] 

From the information security research community we have the following CIA-
model of information protection:

• Confidentiality - Information should not leak to unauthorized agents.
• Integrity - The information should not improperly be changed.
• Availability - The information should be available to the intended user in the

right format and in the right time.

I1

I2

I3
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The CIA model is declarative, i.e., there are no or few guidelines on how to engi-
neer information systems that ensure CIA protection. From a system engineering
point of view we most thus derive operationalizations of the CIA declaratives . [35,
38] In effect, we aim at to ensure a proper behavior of our system(s) in Figure 5-
12. To that end we introduce the following equation:

Behavior = Representation + Interpretation (1)

The information types mentioned earlier ( , , and ) gives different opera-
tional semantics to equation (1). For information type , the intended reading is
that the information , should be represented in such a way that the intended
user could make the right intepretations (given the right skill, knowledge, and
tools) in order to behave as intended (take the appropriate actions). Classical
information security efforts enforce CIA protection by typically have encrypted rep-
resentation and access control (the C and I parts). The availability part is often
left to the system designer to ensure. We will not, in this paper, further address 
protection as such but note that from a system behavior point of view (Figure 1)
proper  protection presuppose that we have proper protection of information
types  and  in place.

For information type  the intended reading of equation (1) is that the represen-
tation of data (format) should be a format that could correctly be interpreted by
the receiving module in order to create the proper behavior. This kind of machine-
readable formats and behavior semantics are in focus of contemporary R&D on
semantic web and (to a lesser degree) in web services. [35,  1] However, there is
at this point little done in principles of  centric information protection. We will to
some extent focus on those issues in the experiment set up of Figure 5-12 and
Figure 5-14.

The main focus, however, of our current R&D on behavior protection is related to
information of type . The intended semantics of equation (1) in this case is cor-
rect execution of programs (code) in context dependant run-time environments.
[72, 71, 70]

Our view of Critical Information Infrastructure Protection (CIIP). From the
analysis of the previous section we have identified three different types of infor-
mation that requires quite different approaches and mechanisms to ensure
proper protection. Our operationalisations of the CIA model as a set of behavior
criteria allows us to develop a principled engineering approach towards CIIP as
ensured behaviors. Before we go into details we remark that the CII and the corre-
sponding CI are embedded in physical infrastructures (Computer systems and
networks). Protection of those physical infrastructures are parts of CIP (computer
security and network security) and hence properly addressed in that setting.
However, specifically CIA problems with information of type  will, and do, cause
direct problems for the behavior of the physical infrastructure. Furthermore, net-
work security typically try to protect information (  and ) in transit from a CIA

point of view. The different information types thus exemplify different critical
dependencies between CI and CII. Our behavior approach also allows us to han-
dle system breakdowns in a principled way. [35, 38]. In fact we have devised
hardening schemas to protect run-time environments as well as methods sup-

I1 I2 I3
I1

I1

I1

I1
I2 I3

I2

I2

I3

I3

I1 I2
153



Policies and Environment, The EPL System

g y y
porting self-healing and self-configuration. [38, 70]. We have adopted a service-
oriented system view towards CIP and CIIP. We configure our system as a bundle
of services to meet functional and non-functional criteria. In the configuration we
take into account dependability criteria and related requirements on instrumenta-
tion to support relevant inspection and control of behaviors. [35]

5.6.1 Next Generation Infrastructures and Information Infra-
structures

One of the key properties that make the next generation critical infrastructure ICT

systems so attractive is the greatly increased use of open protocols and inexpen-
sive ICT components (COTS). By using these technologies it is possible to build
cost-effective networked systems with good performance and a high degree of
vendor independence. For some critical infrastructures, such as the electrical
power grid, there are also new requirements such as the greatly increased use of
distributed generation (DES and RES) that require far more flexible ICT systems
(SCADA) than what is used today. For these and other reasons, it is highly likely
that we in the near future will see an increased use of ICT systems to control dif-
ferent aspects of real-world non-ICT critical infrastructures.

Because of the complex nature of critical infrastructure there are typically several
different situations where ICT systems could be used to control aspects of the
actual infrastructure. These situations range from making highly critical decisions
(such as load shedding to avoid break-downs) to more mundane day-to-day oper-
ations (supply demand matching and charging). Thus, it is likely that there will be
several different ICT networks that affect a specific critical infrastructure, and that
there will be different requirements for the different types of networks and infor-
mation types. Some of these networks might be so sensitive that only special-
purpose hardware, software and protocols will be used, but there is a large call
for more typical, cost-effective, ICT components (e.g. COTS) in connection with
critical infrastructure systems as well. This is also the case for safety-critical con-
trol. In practice this means TCP/IP based communication networks where nodes
from different vendors that run different software will be interconnected and the
function of these networks will have a large impact on the function of the actual
critical infrastructure.

Critical Infrastructures and Critical Information Infrastructures. This use of
open heterogeneous ICT networks to control actual, physical, critical infrastruc-
ture is not only of interest to the infrastructure community; since these networks
are in fact pseudo-open intranets where “normal quality”-software control the
function of critical infrastructures, this is in our opinion clearly an interesting ques-
tion for the security and dependability communities.

There are several important questions for the CIP/CIIP communities to address,
which roughly can be divided in two main categories;

1. To which degree can heterogeneous networks permitted to control critical
infrastructures (a techno-political discussion), and
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2. In which ways can we improve the security/dependability/resilience mecha-
nisms to allow normal software to be used in a more dependable fashion
and hence extend the usable scope for open heterogeneous systems.

These questions are linked together in the sense that if there are no domain-spe-
cific ways to make normal ICT systems more dependable, there is an evident limit
on the degree of control we can allow such systems to have on a critical infra-
structure.

There are many different approaches aimed at making “normal quality” software
more dependable; in other work we have argued for methods that harden the exe-
cution environment for a single node in a domain-specific way, as well as for the
need of increased use of experimental environments to permit more realistic
experimentation. We will describe these aspects in more detail in the next section
“A Combined Approach for Informed Dynamic Dependability” on page 156.

To meet the requirements for implementation and maintenance of dependable
infrastructure we argue for a two-dimensional combined structured approach
aiming at domain-specific hardened systems. Firstly, to extend the use of execu-
tion analysis methods normally used only for hardening also to inject faults into
the executing program, and secondly, the use of an experimental environment
that enables a varying degree of actual and simulated components. By integrat-
ing the experimental environment with hardening/fault injection tools we can per-
form and monitor a chain of fault injection-hardening pairs to find weaknesses
and gain knowledge of how to build environments that can handle these in run-
time with increasing degree of robustness and resilience. Experiments can be
performed with a varying degree of real components in realistic as well as non-
realistic (such as fault-provoking) environments. This chain of information
retrieval and hardening in the context of an experimental environment is illus-
trated in Figure 5-13.

Hardening Fault Injection

Physical Environment

Simulated Environment

Figure 5-13: Iterative Experimental Approach
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5.6.2 A Combined Approach for Informed Dynamic Depend-
ability

To build secure critical information systems we must have ways to ensure
dependable execution of the software involved in, i.e. the  aspect of, these sys-
tems. Generic approaches, such as static analysis, formal validation, and re-
implementation of certain well-known problematic interfaces are all good in this
sense, but for critical infrastructure systems we strongly believe such approaches
alone are not sufficient. Only very small parts of a software system can realisti-
cally be validated in a formal way leaving the majority without protection, and
even if skilled human auditors and sophisticated automated tools perform static
analysis of a program there can be a number of complex run-time enabled situa-
tions that could not be taken into account. Then there must be ways to handle
these situations so that the real-world critical system controlled is not harmfully
affected. In our approach, a fundamental assumption that we make about normal
software engineering methods is that these systems will never be completely free
from errors and that there are severe consequences if these software fail.

We believe one of the key ways to increase the dependability in these systems is
by using methods that target the software execution and in run-time prevent vul-
nerabilities (defects) from being exploited. Such methods should be able to detect
and respond to unwanted execution, preferably in an unknown program, to make
sure the larger system can survive an attack. We use the term dynamic method
to refer to a method that can protect an executing program in run-time from a pre-
determined class of potential exploits. The programs that are protected in this
fashion will be resilient to the given class of exploits, typically without any need for
recompilation or other modification. [70]

To create this protection we must firstly have mechanisms that allow us to in run-
time determine safe from unsafe execution, and secondly knowledge about what
actually constitutes safe and unsafe execution in the specific domain. From a
practical standpoint, the mechanisms should also provide means to alter execu-
tion, such as to terminate a program in the simplest case, should unsafe execu-
tion be detected. To increase the protection of a specific system beyond the level
of what good generic methods can do, we must have knowledge of the specific
system and what constitutes safe and unsafe execution for this particular system.

We must have information about a particular system and its domain that we can
use to build knowledge model of what execution that is safe and what is unsafe.
This knowledge will typically include aspects of how the system is used and what
are the consequences should the system fail (i.e. non-technical aspects), but also
concrete practical information about how the system executes. 

When we have established both mechanisms that we can use to build methods
as well as knowledge about what constitutes safe and what constitutes unsafe
execution for a given domain, we can create informed dynamic protection for the
given system. In this article we present our views of how we can use a combined
approach of dynamic methods to protect as well as gain information about exe-
cuting systems, when the systems execute in an experimental environment that
can create both realistic as well as synthetic environments. [72, 74, 71]
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5.6.3 Mechanisms for Hardening and Fault Injection
One of our key concepts in our work is what we call “environment hardening” that
closely relates to the terms “resilient software” and “fault tolerant software”. The
main idea is that by taking advantage of existing separation of software execution
in layers, it is possible to modify the lower layers, such as libraries, in a domain-
specific way that enables construction of targeted software execution environ-
ments. Thus we can create environments that give non-cooperating software cer-
tain properties, such as a higher degree of resilience to certain exploitable
attacks. [70]

There is much related work in this field, most often targeted towards specific vul-
nerabilities and a more generic domain (i.e. how can we make format-string vul-
nerabilities non-exploitable in Linux, technically in GNU libc, by using a modified
library implementation). In our opinion this type of work is very useful for creating
solid implementations of standardized interfaces. For targeted systems, such as
embedded ICT systems, these methods alone are not enough; to allow safe exe-
cution in a targeted system, such as critical infrastructure ICT, we should be able
to make decisions based on specific knowledge of the particular system proper-
ties as well as specific information about the execution state. This allows for a
flexible handling of less critical systems, and also a more targeted hardening of
more critical systems since run-time aspects, such as privileges, but also pro-
gram state such as function parameters and return values, can be considered
when making a decision in run-time. 

To provide this type of protection dynamic methods have mechanisms for analys-
ing an executing program at run-time to determine if the program is executing in a
safe or unsafe way. In some cases, the behavior of such methods is already con-
figurable and can be made domain-specific given a correct configuration for the
particular domain at hand. Other methods are less configurable and requires a
larger degree of adaptation for use in informed domain-specific systems. Both
types, however, can be seen as one analysis step (i.e. determining whether the
execution is safe according to some criteria) and a separate action step (which
actions will be taken depending on the result of the analysis). 

In most cases, the purpose of this approach is to protect the program should
potentially unwanted execution be detected. However, if we separate the analysis
mechanism from the action method we can use a different action which rather
than protect the program could inject a fault or behavior in some other unex-
pected/unwanted way.

Fault injection is in this case a method performed as the result of the mechanism
analysis which means that if the mechanism can use domain-specific knowledge
the fault injecting method can benefit from this. This is in some contrast to typical
fault injection that mimics common error situations (out of disk space, communi-
cation errors, etc.), as it is possible to use the analysis mechanism to find either a
typical or atypical situation and then either protect or provoke (such as injecting a
fault) the executing program. [42]

The PLIBC Policy Execution System. The PLIBC system is a policy execution
engine, i.e. a system that allows the execution of a program to be controlled by a
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local policy, that operates entirely in user-land. [70] It can be loaded into a non-
cooperating program where it will intercept certain function calls. To use the PLIBC

system one first writes a textual policy file where triggers and actions are
expressed in a simple scripting language. This file is compiled to a binary policy
file which is read and enforced by the PLIBC system inside the non-cooperating
program in run-time. This layout enables a fast operation of the system and the
typical overhead when used for hardening a system is only a few per cent in
worst-case scenarios. An example of a PLIBC policy that denies the standard-
compliant but often exploited “%n” directive is illustrated in Example 5-11.

For our initial experimentation with the injection-hardening aspect presented in
this article we have extended the PLIBC system to also do fault injection in parallel
with hardening. In this case the modification from a pure hardening method is
comparatively simple, as the separation between methods/actions (such as deny
in the case above) and the mechanism analysis (does parameter one match
“%n”) is quite strong.

Experimental Environments. When experimenting with how a program or sys-
tem behaves in run-time (dynamic properties) as opposed to how it is syntacti-
cally constructed (static properties) the program must of course actually execute.
For some trivial programs this is as easy as executing the program on the devel-
opers’ computer and see how it behaves. For many systems, such as ICT systems
for critical infrastructure, the situation is not in all cases as easy. These systems
are designed to function in network constellations with other software and possi-
bly even with special hardware systems. 

To test networked systems in a realistic setting they must either execute in a real
environment where all the surrounding nodes are present, or in an environment
where the executing program can behave as if this was the case - an experimen-
tal environment. Also, it is not always beneficial to execute a system in an entirely
realistic environment. For example, we might want to experiment with how a sys-
tem behaves in stressed situations when the surrounding environment does not

Hardening Fault Injection

Execution Analysis Mechanism

Method

Figure 5-14: A Dynamic Mechanism can Harden or Inject Faults

Example 5-11: Rules to Restrict Use of printf Based on Parameters

deny printf if param-match 1 "%n"  
deny printf if param-match 1 "%hn"
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fully function, in extreme load or when there are local software problems such as
out-of-memory situations. We can create such an environment for each situation
we want to experiment with, but this will be time-consuming and difficult.

When more complex experimentation is needed we argue that instead of building
these experimental environment manually there is a significant gain in using an
experimental environment or a framework that provides assistance in creating
experimental environments. This is particularly true when creating environment
where some parts should be simulated or targeted to generate a sub-optimal /
provoking environment. The main advantage of using an experimental environ-
ment in this case is evident if these is support to script/modify component behav-
ior in a structured way. In summary we need controlled environment to enable
controlled execution testing and assessment.

Our EXP system is a framework for building experimental environments particu-
larly targeted for open heterogeneous TCP/IP based networks. [71] While a com-
plete description of the EXP system is outside the scope for this article, we provide
a short summary which we hope is useful for understanding our reasoning and
arguments for a combined approach for assessing dynamic dependability. The
EXP system consists of a number of generic services which can be combined with
experiment-specific services and configuration to build an experimental environ-
ment. All services are configured through a central generic configuration service
which provides means to associate certain nodes in a network with a class and
then provide configuration based on class and inherited properties. This is also
combined with the embedded scripting language Lua which enables generation
of dynamic configuration content. The most central services in the EXP framework
are;

• Network - EXP contains pre-configured networks both for flat LAN style,
physical WAN, and WAN by means of VLANs

• Restoration - PC computer nodes can automatically be saved restored to a
specific state depending on the role they have

• Configuration - generic as well as experiment-specific services can be con-
figured from a single service, including the use of role-based configuration
and script-generated data

• Drone nodes - Some nodes typically those that perform simpler tasks can
be built to execute in RAM-based images based on the role a particular
node has

The EXP system permits construction of fairly complex experiment networks with-
out requiring the experiment to be built from scratch, and thanks to the scriptable
configuration engine, many aspects of the experiment service configuration can
be easily scripted.

5.6.4 Initial Experimentation
To test an implementation with our combined approach, we designed an experi-
ment system with the purpose of testing a small networked system in stressed
situations, in fact for understanding CIIP with information of type . We used the
existing EXP system to build the environment, and used a modified version of the
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PLIBC hardening tool to also allow domain-specific injection of faults. This setup
enabled us to create combined hardening/fault policies that was injected into a
pseudo-cooperating mode on the network (i.e. there was a helper program on the
node, but the program which was subject to the policy was not modified). The EXP

controller sent execution policies to the node, and the node responded with a log
of the actual execution. The flow of information is illustrated in Figure 5-15.

We used the program fetch from the standard FreeBSD distribution which is a
program that downloads files given an URL. The fetch program uses the OpenSSL
library to access URLs using the encrypted https shema, and this was one of the
components we wanted to stress.

Execution. The first experiment was with a low-probability fault in the C library
memory allocation. This mimics the situation when a node is running out of mem-
ory, either because there is a real low-memory condition or, for example, because
of a ulimit memory restriction. This situation can be described in PLIBC as illus-
trated in Example 5-12.

Using these settings, the malloc function will function normally in 99.9 % of all
invocations, but on a random chance of 0.1 %, the PLIBC library will trace the invo-
cation chain and make the function return NULL. These are fairly generic rules to
determine the resilience of the program against simple memory faults.

The fetch program was executed 1000 times, each time in a clean environment,
and the results from the execution (logs, and core dumps) was analysed. Out of
1000 invocations 177 (17.7 %) resulted in core dumps, 1 (0.1 %) in a the program
hanging and the remaining 822 (82.2 %) in that the program terminated without a
crash.

Analysis. Analysing the core dump files we identified 9 functions where the pro-
gram had crashed and one for the hang (See “Appendix A” on page 217 for
details on logs and crashes). Combining these with the trace produced by PLIBC

we identified where the memory was allocated for each respective crash. Com-
bining these two sources of information we can easily determine if a crash is local

Network

Node

EXP Controller EPL Helper
plibc stub

Target
Program

Figure 5-15: The Local Mechanism is Configured Through EXP

Example 5-12: Selective Fault Injection using PLIBC and EPL

allow malloc if prob 0.999 
trace malloc "i" 
return malloc 0 
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(i.e. the same function, or a function close seen from an invocation perspective,
allocated the memory and crashed) or if there was a propagation of the error.

In our test the fetch program crashed 26 times in the C library memory copying
function memcpy. Using the PLIBC trace we identified that in 24 of these 26 cases
the memory was allocated by the function EVP_MD_CTX_copy_ex (in OpenSSL)
which was also the function that invoked memcpy and caused the crash. The
remaining two invocations to malloc were done in functions that directly called
EVP_MD_CTX_copy_ex and the problem was with an in-parameter. This is a typ-
ical local vulnerability in the OpenSSL library, and one we believe could have
been caught using good static methods as well.

As an example of a non-local error discovered in this initial experimentation we
discovered a crash in the function BN_num_bits (OpenSSL Big Number Math
Library). The fault in that execution, however, was in BN_new invoked by
X509_NAME_set. The interesting aspect of this fault is that the BN_new handles
the fault (by returning NULL) but this is not handled correctly by the invoking func-
tion. Comparing the PLIBC trace with the crash core dump, we see that there is
18+5 = 23 function invocations between the fault and the crash. From this data
we cannot determine if any additional functions had used the value, as possible
such function would already have returned.

The first common function between the fault location and the crash is
ssl3_connect which is a 300-line function that handles the over-all SSL version
3 procedure. Analyzing the source code of OpenSSL reveals that these 23 func-
tions that the fault propagated through are implemented in 16 different source
code files. In this case a static tool might have had some success analysing the
original error, but we believe it would be difficult to detect the consequences in the
23 different functions.

The third case, the hang, was caused by a the fetch program building an incorrect
HTTP query when a particular allocation failed. This caused the server to wait for a
complete query and the program hung.

Feedback. At this point we draw two conclusions from the experiment. Firstly,
that the OpenSSL library cannot handle out-of-memory situations in a satisfac-
tory way. If we were to protect the fetch program immediately, we would have to
compensate for this in some way. A fast way would be a matching PLIBC as illus-
trated in Example 5-13;

which would cause PLIBC to terminate the program as soon as a out-of-memory
situation is reported by malloc. The second conclusion is that since the OpenSSL
library uses a wrapped memory allocator (CRYPTO_malloc) this would be a
good place to check for out-of-memory conditions. Also, we see that there are
small number of functions (such as EVP_MD_CTX_copy_ex) in OpenSSL that
handle memory allocations in a sloppy way. These functions, once identified,

Example 5-13: Restricting Error Propagation Using PLIBC (EPL)

on return deny malloc if return-value 0
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could be fixed to remove many of the vulerabilities we see. This is the most impor-
tant feedback for the next cycle of analysis.

Next Cycle. Given the feedback from the more generic cycle we can move to
more domain-specific injections (See Figure 5-13) to tailor focused experiments.
For example, the error where fetch hung because of an incorrect query being
generated may be of interest in a critical infrastructure. Can we assert that this
error will not propagate to the server? For the fetch program the most likely candi-
dates for this type of errors are string formatting functions, which we can provoke
further to identify these situations. The next step is to increase both the stress
and move to a domain closer to our target environment as shown in Figure 5-13.

5.6.5 Conclusions
Understanding the basic principles of assuring Critical Infrastructure Protection is
a big challenge of societal importance. We propose in this paper a structured
approach to that end. As a first step we investigate the anatomy of CIIP as such
and propose a classification of three kinds of information depending on its role in
Critical Information Infrastructures. Basically we identify human readable informa-
tion ( ), information between system components ( ) and information (code, )
that supports computations in both CI and CII. 

We argue that CIIP, when I is of type , is a stepping stone towards general CIIP.
To that end we propose in this paper a structured experimental approach to vali-
date and ensure CIIP for this information. We have some very promising results
already of which some are reported in this paper. Very briefly summarized, we
combine hardening / fault tolerance mechanisms with internal fault injection in a
controlled environment to experiment with run-time dependability. This allows us
to experiment with non-cooperating software and assert correct function in differ-
ent execution situations as well as extract internal execution state useful for other
protection mechanisms.

Furthermore, we are presently extending our experimental settings to also take
into account CIIP on a system level (that is, ). [35] To ensure a full-fledged CIIP

we of course also have to focus on related  issues. However, this is out of
scope in our present R&D efforts.

5.7 Chapter Summary
In this chapter we have presented four dynamic mechanisms: the PLIBC, SLIBC,
LPS and EPL systems. A summary of the each respective mechanism and its rela-
tion to our methodology is presented in “Mechanism Overview” on page 100.

I1 I2 I3

I3

I2
I1
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ENVIRONMENTS
6.1 Introduction
Protection that is informed about software execution is typically based on some
degree of experimentation. To determine how a particular protection profile for a
target system should be designed, the developer experiments with the target soft-
ware to first obtain information about the execution, and then to validate the pro-
tection for the particular system. For open, connected and heterogeneous
systems, conducting such experimentation typically requires an experimental
environment.

Chapter Organization. In the section “The exp system” on page 164, we
describe our approach to experimental environments in the form of the EXP sys-
tem - which is best described as an experimental environment construction kit, or
a base for experimental environments. Because of the tight relation between
informed protection, dynamic mechanisms and the ability to experiment with exe-
cuting software, the EXP system has been developed in parallel with the develop-
ment of our dynamic mechanisms.

The most important requirement for EXP is flexibility. It should be possible to use
EXP as a basis for many different types of environments. This has led to a series
of technical decisions which we describe and compare with other approaches.
The discussion on EXP is, to some extent, based on a technical report and two
articles, but the text in this chapter has been completely rewritten to better fit the
terminology used in this thesis.

Following the description of EXP, in the section “Discussion” on page 174, we
extend the discussion of uses of an experimental environment. We also discuss
the relation between our environment, the passive tools that permit observation
and the active mechanisms that actively intervene with the execution of their
respective target systems. 
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6.2 The EXP system
EXP is a configurable and modular system for constructing different forms of
experimental environments: A rapid environment construction kit. From this per-
spective, it could be said that there is no such thing as an EXP environment, but
EXP is used as a basis for a targeted, domain-specific, experimental environment. 

When an experimental environment is based on EXP, there are a few components
that must be used, a number of components which the developer can chose to
use, and possibly experiment or environment specific components that have to be
developed specifically for the particular environment. Ideally, components devel-
oped for one EXP environment should be easy to import to another environment.

For reasons of simplicity, we refer to experimental environments based on the
EXP system as an EXP system or EXP systems, although in reality these may con-
tain specific non-EXP components as well.

Basic Requirement for EXP Environments. One of the most important goals for
the EXP system is the flexibility to allow construction of various forms of experi-
ment networks. To reach a high level of flexibility, all base services in an EXP envi-
ronment are produced on a single computer, the controller, and the base
requirements exist only on the network.

The EXP system is built around the fundamental assumptions that IP-based proto-
cols are used for communication and that a dedicated computer can be used as a
controller. While particular services have additional requirements, the fulfilment of
these basic conditions allows the core of EXP to be used as a basis for an experi-
mental environment.

6.2.1 Basic Anatomy of an EXP System
The basic anatomy of all EXP systems consists of the controller, the external net-
work, an administrative network and one or more experimental networks. The
most central part of an EXP environment, the controller, is connected to all of
these networks. The relation between these networks and the controller is illus-
trated in Figure 6-1.

Controller. The controller is the central part in an EXP system, and many EXP

components have very specific requirements on configuration both in terms of the
hardware and the software of the controller. Also, all standard EXP services are
produced on the controller and require no further hardware in the experiment.

Experimental
Network

External
Network

Controller

Administrative &
Control Network

Figure 6-1: Basic Anatomy of an EXP System
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The controller is the single point controlling an EXP system, hence its name, and
all configuration for the environment as well as for the experiment is stored on the
controller. In short, the controller is a normal PC, typically with several network
interfaces, running a slightly modified version of the FreeBSD operating system.

Networks and Nodes. The EXP controller manages the network configuration for
all attached experimental networks, but not for any other network (administrative
or external) connected to the controller. These other networks are configured on
the controller manually by the developer building the experiment network. If
desired, the controller can be configured to provide routing and firewalling of
data, from the experimental networks to the external network, but this is also out-
side the scope of EXP.

There are two main reasons why EXP can manage the configuration for experi-
mental networks; identity and convenience:

Identity. With EXP controlling the network there is a central registry for informa-
tion about the network layout and indirectly about each and every node in the net-
work. This information is stored in the EXP configuration service ConfUSE.

Using information about network layout and nodes, the configuration service and
all other services which are configured through the configuration service have
access to the identity of a particular node. As we describe in the next section,
node identity is essential for the role-based configuration used throughout the EXP

system.

Convenience. Essentially, all experimental environments require some form of
network configuration and while constructing a basic network environment is not
particularly difficult, it is rather time consuming. The configuration system in EXP

permits a form of reusable components which can act as a basis for a particular
configuration and allow rapid construction of simple, as well as more complex,
network environments. While convenience aspects of experimental environments
may seem rather trivial, it is important that complex environments can be created
in reasonable time. Currently, there are components for single-network local area
networks, and for VLAN-supported virtual networks. [48] The use of these compo-
nents as a foundation for experimentation provide full support for the following
basic network services:

• IP address ranges
• Resolving of domain names (DNS)
• Virtual file system through FTP

• Virtual file system through TFTP

6.2.2 Basic Configuration and Roles
The configuration service in EXP, ConfUSE, is used to configure all EXP services
and is designed to easily be extended and used by experiment-specific services
as well. The ConfUSE system is a traditional client-server system where the
server has access to all data, and clients request whatever data they need.

The data model of ConfUSE is based on an object-oriented approach, where
data is stored in such a way that:
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• All configuration is stored at one single location (the ConfUSE server) and
is accessible in a tree-like structure.

• Configuration can be done for a single experiment node or for a class of
nodes.

• A single datum is typically stored at one place only (i.e. normalized).
• Clients accessing ConfUSE data should preferably be as simple as possi-

ble and data aggregation should be done on the server.

To permit configuration of a class of nodes or a single node, while keeping all
configuration both at a single place and normalized, a system of inherited proper-
ties is used. For example, consider the example illustrated in Figure 6-2. 

The top half of the image illustrates a role tree in ConfUSE with five roles: ‘base’,
‘nonet’, ‘net’, ‘red’ and ‘blue’. The roles ‘net’ and ‘nonet’ inherits ‘base’, and the
roles ‘red’ and ‘blue’ inherits ‘net’. A property placed in the ‘base’ role will apply to
all roles in this system, as all roles inherit ‘base’ either directly or indirectly. A
property can be overridden anywhere in the tree, so if a property exists in the
‘base’ role with a particular value, and a property with the same name exists in
the ‘net’ role, the value from the ‘net’ role will be visible in the ‘red’ and ‘blue’ roles
as well as in ‘net’. This system is similar to inherited properties in an object-ori-
ented programming language.

The lower half of Figure 6-2 illustrates an experimental network with different
experiment nodes. An experimental node can be a computer or some other form

Experiment Network Node

Identity Map

Role:nonet Role:net

Role:base

Role:red Role:blue

Role

A

B
C

D

Figure 6-2: Role-based Configuration of Experiment Nodes Using Identities
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of hardware which is active on a TCP/IP network. It may or may not be aware of
EXP, and it may or may not cooperate with EXP. In the example there are four
nodes: ‘A’, ‘B’, ‘C’ and ‘D’.

The middle part of Figure 6-2 illustrates the identity and the mapping of identities.
Because the EXP system manages the experimental networks, a node can be
assigned a role with or without its cooperation. This assignment and configuration
of roles are done in the ConfUSE system as well, and while a node can query its
role it cannot modify this value.

Example - EXP FTP server. To further illustrate the concept of inherited properties
and class-based configurations from a practical experiment perspective, consider
Figure 6-3 where the following actions are taken:

1. The node ‘A’ connects to the FTP server and requests a list of available files
or the transfer of a file. 

2. The FTP server queries the ConfUSE configuration system and indicates
that it acts on behalf of the node ‘A’. 

3. ConfUSE processes this information based on the identity of the node and
the role tree. At some point in the tree, the relevant key is found and the
value returned to the server.

4. The server uses the data from ConfUSE to map virtual names onto real
files in the file system, creating a virtual file system. If the node requested a
file the corresponding real file is transmitted.

From a client perspective, a completely normal FTP operation has taken place. A
list of available files, or a single file, has been transmitted. The client has no way
of knowing that the file system was virtual and generated on demand by the
server and ConfUSE. Neither can the client affect the file system view or see a
true, underlying, file system.

Integrating with EXP through ConfUSE. The ConfUSE system uses an open
interface to clients and there is a client API available that can be integrated into
software that should interface with EXP environments. At the lowest level, a client
that can communicate over TCP/IP, which is a requirement for participation in an
EXP environment, can communicate with the ConfUSE system. At the other end

A
EXP-enabled
FTP Server

File System

ConfUSE

Figure 6-3: A Node Communicates With an EXP-enabled Server
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of the spectrum there is a tool provided that can be used by scripts to obtain con-
figuration parameters through ConfUSE.

6.2.3 Advanced Configuration
The data model for ConfUSE is based on the storage of configuration data in a
normalized form, where each datum is stored as a simple property. Storing con-
figuration data as simple properties means that several services that require the
same data can use the same property, and thus that configuration data does not
need to be duplicated throughout the configuration system. From a maintainabil-
ity perspective, it is advantageous to have a single datum stored at one place
only, because if the value must be changed there is no need to track down each
and every use of the data.

Some configuration of an experimental environment is required by almost every
service in the system, albeit typically in a slightly modified form. For example,
information about the IP address range and domain name for the experimental
networks is required for a large class of services, but for maintainability reasons
these are stored as two primitive values in the configuration. To permit these val-
ues to be stored in a primitive or normalized form, there must be a way to adopt
the datum from the primitive form to a form suitable for each respective service.

Theoretically, it would be possible to hard-code the representation into each client
or script, but for reasons of maintainability, this approach has certain disadvan-
tages. Should one environment require modification of a script or other client, this
would demand a separate build process for that component and eventually risk a
complex configuration management system.

To permit both configuration data in a simple form and simple clients that require
configuration data in a complex and possibly experiment-specific format, there
must be a translation layer between the normalized data and the simple clients. In
ConfUSE this is done by means of small embedded scripts in the configuration
tree. These scripts are embedded as normal entries in the configuration tree and
when requested by a client, the script is interpreted by the server and the output
from the script sent to the client. Thus, the client cannot know if the data it
requested originates from actual, stored information, or if it has been generated
dynamically by a script. This use of scripts to process data in this fashion is simi-
lar to how script languages are used by web servers. The ConfUSE server per-
mits different types of scripts to be embedded, but currently the vast majority of
scripts are developed in the high-level open source language Lua, for which Con-
fUSE also provides several exported functions. [49]

Example - EXP FTP server. When the FTP server builds the virtual file system dis-
played to a client, it queries ConfUSE for a list of files to include. This list can
indeed be hard-coded for each and every role, or hard-coded for a base role and
inherited by child nodes. While this is possible, it is not very practical for rapidly
developing experimental environments.

Rather than hard-coding values that can be generated from patterns, a script can
be placed in ConfUSE. To illustrate the use of embedded scripts, please consider
the script in Example 6-1. This script is typically placed in a base role and gener-
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ates reasonable default values for the virtual FTP file system suitable for many
roles. This script is written in the high-level language Lua and returns the name of
all files in the /usr/exp/ftpfiles/ directory as well as the names of all files whose
names end in ‘.img’ in the /usr/exp/images/ directory.

Using Scripts to Aggregate and Format Data. To generate configuration for a
particular role, a script stored in ConfUSE is executed and the result from the
script sent to a client requesting the particular value. As illustrated in Example 6-
1, this provides a degree of flexibility compared to hard-coding values. However,
to aggregate primitive values and build client-specific configuration, a mechanism
that can obtain the primitive values is required.

ConfUSE provides a mechanism that permits scripts to obtain primitive configura-
tion values either directly, by specifying a role and a key, or by polymorphic role
inheritance. To illustrate the latter case, consider the role relation as illustrated in
Figure 6-2 on page 166, and the script in Example 6-2. Assume that the script is
placed as key ‘ftp.files’ in role ‘base’ and that the FTP server is acting on behalf of
node ‘A’ (which has role ‘red’). Unless the key ‘ftp.files’ is overridden in roles ‘red’
or ‘net’, the script in ‘base’ will match the request and the script is thus executed.

At the first line of the script, ConfUSE is invoked to obtain the primitive value
‘ftp.filesystem’ in the role ‘_me’. The scope of this request is inherited from the
original request for ‘ftp.files’, meaning that the value will be searched for in the
role ‘red’ even though the script is defined for the role ‘base’. This behavior is sim-
ilar to how public methods are invoked in Java (assuming that the roles were
classes) and to how member functions declared as virtual are invoked in C++.
This type of loosely bound calls are often called polymorphic as the caller does
not know which function will be invoked at run-time. [113]

Example 6-1: High-level Lua Script to Produce Virtual File System

dirs = { "/usr/exp/ftpfiles/*", "/usr/exp/images/*.img" }

for pos, dir in dirs do
for file in exputil.glob( dir ) do

 if( string.find( file, "/$") == nil ) then 
  print( file );

end
end

end

Example 6-2: Polymorphic ConfUSE Script

dirs = snif.read( "_me", "ftp.filesystem" )[ "value" ];

for pos, dir in dirs do
for file in exputil.glob( dir ) do

 if( string.find( file, "/$") == nil ) then 
  print( file );

end
end

end
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Much like in an object-oriented language, the polymorphic behavior in ConfUSE
allows for successive specialization in roles - where more refined properties can
be defined and still maintain a data model that use primitive values.

Meta-roles for Global Properties. Some environment properties are not spe-
cific for a particular node, role or even base role. For example, the IP address
range and domain name for the environment are properties of the experiment
environment as a whole, rather than properties of a particular node. Similarly, the
node identity, i.e. which node has which role, is a property of the environment.
There is a separate role-hierarchy in ConfUSE where this type of information is
stored to permit easy use from the roles, as well as other benefits of the script-
able environment.

6.2.4 Configuring and Activating an Environment
The configuration of an EXP environment is created in two steps, 

1. a configuration base is created and compiled, and 
2. the compiled configuration base is activated on the controller.

When the configuration base has been activated, settings can optionally be mod-
ified in ConfUSE using the configuration interface, but a number of properties,
such as IP address range, are fixed once the configuration is activated.

A configuration base is typically constructed by combining one or more pre-exist-
ing components with experiment-specific services and settings, as illustrated in
Figure 6-4. A component defines a particular behavior that is reusable between
environments, such as network layout, the restoration service or the start-up ser-
vice. 

A component contains a number of primitive properties, such as IP address and
domain name, and a series of scripts that use these values to build configuration
for the various clients involved in the experiments. Typically, only the primitive
properties are modified by the developer, but if necessary, the scrips can be mod-
ified as well.

Basic Networking

lab.domain=exp
lab.ifce=em0

vlan Network

lab.vlans=8
lab.ipv4.vlanproto=10.23.%i.1
lab.ifconfig = <lua script>

Restoration Service

boots.rests = <binary object>

Experiment-specific Service

some.property=value
other.property=<lua script>

Environment-specific Configuration Base

Figure 6-4: Combining Components and Services to a Configuration Base
170



The Start-up Service boots

g y y
Activation and Reproducibility. A configuration base is activated as a part of
the controller start-up process and forces the replacement of the current experi-
ment configuration. Additional configuration can be performed live in the environ-
ment through the configuration service.

To completely reset the configuration for an environment, the configuration base
can be reloaded onto the controller. This causes all overriding settings to be
removed and the environment is then configured to a known state. This type of
complete reset can be useful to allow for repeated experiments with a high
degree of reproducibility.

6.2.5 The Start-up Service BOOTS
Typically, UNIX workstations and other network-centric hardware have extensive
support for network-enabled start up procedures, for example through OpenBoot.
[47] This allows a developer to script, or otherwise control, the start-up procedure
of such systems so that some components can be downloaded through the net-
work and automatically executed on the computer.

The start-up service, BOOTS, provides a controlled start-up (booting) mechanism
for normal PC computers, and to some extent to other network-centric compo-
nents. In short, using BOOTS provides the following services to an experiment net-
work:

1. The start-up behavior for a node is configured using the ConfUSE service,
and can be set for a single node or for a class of nodes, according to the
role-system.

2. The start-up procedure of a node is controlled from ConfUSE and there is
no dependence on (or implicit trust of) disk contents or any other setting
stored on the node (as is the case using OpenBoot). A node can be config-
ured to start a network-based operating system and such a node can fur-
thermore function entirely without a hard disk.

Technical Summary. The function of BOOTS relies on the underlying PXE stan-
dard which defines a way for a PC computer to search for, download and execute
a binary boot manager from the local area network. [50] The basic PXE support is
present in the BIOS on many modern computers and on separate network inter-
face cards (NIC) and it can be configured to take control over the start-up proce-
dure.

From the perspective of the experiment environment, there are a few problematic
issues with PXE-enabled start-up, most relating to limited flexibility. The PXE start-
up offers few options compared to, for example, OpenBoot, and the boot program
transmitted to the client is a machine code binary (as opposed to a high-level
script) and must therefore be compiled to handle the particular hardware found
on the client computer. If there are different hardware configurations for different
nodes in the network, the boot agent may need to be recompiled for every config-
uration. Also, there is no automatic way to make a node choose the right boot
agent - the file name must be specified in a static fashion.
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To address these issues, the server from which boot agents and configurations
are downloaded is integrated with ConfUSE. This permits a mapping of files
requested by a boot agent and entries in the configuration for a particular role.
Effectively, this means that requests from boot agents are transformed into
ConfUSE queries which are handled based on the role of the particular client.
This enables a principle and scriptable way to provide the right node with the right
configuration.

6.2.6 The Restoration Service: RESTS
Experimentation with software security properties, and thus with software
aspects of CIP and CIIP, typically requires a complex experimental environment.
This is true because the function of such software cannot be isolated to a primi-
tive environment, and experimentation without the possibility of realistic execution 
is not particularly useful. Also, if the execution of an experiment risks destroying
the environment, or if several executions of an experiment are required for data
acquisition, it is important that the complex environment can be saved and later
restored to an identical, or very similar, state.

In an EXP environment, the RESTS service provides a state-saving and restoration
service for nodes built on PC computer hardware. This allows a developer to save,
restore or erase the state on a node in a configurable way. The RESTS service is
integrated with ConfUSE and supports manual, automatic or semi-automatic
operation, based on the role for a particular node. This enables synchronized
automatic reconfiguration of a class of nodes, a reconfiguration that is valuable in
complex environments. Also, the RESTS system uses storage on the network to
save and restore states from a node, thus eliminating the use of external hard
disks.

Perhaps the most important feature of RESTS, compared to commercial disk clon-
ing systems such as ghost, is that the RESTS service functions irrespectively of
the operating system and file system of a particular node. This also include nodes
configured with several operating systems and complex disk partitioning
schemes. [92]

Technical Summary. The RESTS service agent is loaded onto a node through the
BOOTS start-up service and it executes entirely in RAM and independently of hard
disk contents. The agent is bundled with a minimal version of the FreeBSD oper-
ating system. This provides access to hard disk devices and a network stack.
When the agent is started, it queries the ConfUSE database for automatic actions
to take, and if none are found it allows manual operation.

When saving, restoring or erasing a disk, RESTS operates on the disk as a raw
block device (i.e. as an array of 512-byte blocks). This permits handling of disks
independently of operating system, disk partitioning and file systems. Typically,
disk images are saved on the controller’s FTP server which uses a ConfUSE con-
trolled virtual file system.

Performance and Comparisons. The main difference between RESTS and some
other disk cloning utilities, except for the ConfUSE integration, is that RESTS does
not handle disks at a file system level, but at a lower block device level. The
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advantage of this approach is that systems can be saved and restored irrespec-
tive of the file system, or partition table format, as these are saved and restored
verbatim.The main advantage of file system level analysis is that disk images
only save space allocated for files actually used. This creates small disk images,
which, in turn, results in fast and efficient save and restoration procedures.

The RESTS service provides three ways to increase the efficiency of saved disk
images:

1. Disk images are by default automatically compressed using either the CPU-
intensive, but effective, bzip2 algorithm, or a CPU-light, but significantly less
effective, algorithm based on run-length encoding.
Images that are restored many times on different nodes typically benefit
from using the bzip2-based compression, while the fast compression time
for the run-length based algorithm is beneficial for other images.

2. RESTS can be used to erase a disk by overwriting it with NULL-bytes prior to
the developer installing an operating system on the disk. For many file sys-
tems, the NULL-bytes will still be present on all parts of the disk that are not
activly filled with files, which together with the compression can signifi-
cantly reduce the size of a disk image

3. A developer can specify a manual limit of which parts of the disk that
should be included when the disk state is saved. For systems where the
disk has been partitioned in such a way that only a very small part is used,
this provide an effective way of limiting how much data that RESTS consid-
ers.

A benchmark of the effectiveness of RESTS images has been conducted, with
summary results presented in Figure 6-5. Two test systems were used, a Win-
dows XP Standard installation, (“Windows XP”) and a FreeBSD 5.2.1 base system
(“Small UNIX System”). The disk of each test system was overwritten with NULL-
bytes, as described above, and the respective system installed.

While this measurement is rather coarse and does not include the size of file sys-
tem meta-data, we see that the raw image size is smaller than the combined size
of all installed files. This degree of compression has been adequate for our pur-
poses, and while other approaches that operate on the file system level are likely
to have more effective image storing, the requirement of file system indepen-
dence has been more important in the development of RESTS and EXP.

Figure 6-5: RESTS Disk Image Sizes

Windows XP Small UNIX System

Combined Size Of All Files in File 
System

7736276 Kb (7.38 Gb) 121579 Kb (119 Mb)

Uncompressed Image Size 39082680 Kb (37.27 Gb) 1048576 Kb (1.00 Gb)

Compressed Image Size (bzip2) 3933871 Kb (3.75 Gb) 38421 Kb (38 Mb)

Compression Ratio 10:1 27:1
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6.3 Discussion
To construct protection that is informed about execution of software, some form of
experimental approach is needed. This is true because it is not possible to have
sufficient information about every aspect of the target system’s execution so that
one can immediately build tailor-made protection. Rather, it is necessary to per-
form extensive experimentation on how different domain-specific settings affect
the execution of the system, and combine such feedback with a high-level policy
to determine how the protection should be constructed.

To permit experimentation with open, connected and heterogeneous systems in
ways that require realistic execution, there are implicit requirements on the envi-
ronment (See “Execution and Environments” on page 80.). A system designed to
communicate with its environment will not execute in a realistic way if isolated in
an environment without any other nodes. Experimenting with such a system in a
real production environment would give better (as in more realistic) results than
experimenting in a synthetic experimental environment. However, for reasons of
security, not all experimentation can be performed in a real environment where
the effect of software malfunction could have a significant societal impact. This is
particularly true for systems connected to critical infrastructures, since, by defini-
tion, the function of what is controlled by the system is critical. To experiment with
such systems, an experimental environment that is sufficiently similar to the real
environment can be used. Sufficiently similar is, in this case, a question of how
the executing target system perceives the environment. If the target system
obtains input that makes it act as it would in a production environment, the envi-
ronment is successful in regard to realistic external execution.

6.3.1 The Tool
One of the main uses of an experimental environment is to permit experimenta-
tion with a system without also requiring the system’s entire environment. For
systems that have a large environment, where the environment is unique (i.e.
cannot be duplicated) or where affecting the environment can have potentially
damaging effects, it is of utmost importance to have protected experimental envi-
ronments.

To build an experimental environment for a target system, the developer must
have knowledge about the system as such. For example, it must be known which
other systems the target system interacts with, and in which ways and how this
interaction affects the execution of the target system. The environment can be
constructed once sufficient information has been obtained about the execution
requirements of the target system.

An experimental environment can either be constructed from scratch each time
experimentation is performed on a new system and/or mechanism, or the envi-
ronment can be constructed from a template or with the use of a tool. This aspect
of an experimental environment, the tool aspect, is of importance to enable
experimentation, but the environment is not a part of the experimentation process
as such. In some aspects an analogy can be made with traditional scientific labo-
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ratories which provide tools and a clean environment that permits the researcher
to conduct experiments that can not be done in a normal office. 

There are a number of qualities an experimental environment should have in
order to be useful as a tool. An environment should enable experiment repeat-
ability so that an experiment can be performed several times (optionally with the
researcher modifying certain parameters) and it should furthermore protect the
experiment from the outside world, as well as the outside world from the experi-
ment. 

The Flexible Tool. Experimenting with different software systems requires differ-
ent environments. A single static environment constructed to match one system
will likely not match the next, because of the differences in the two systems. This
is to some extent in contrast to traditional scientific experimentation, where the
external world always is the same and the validation of an experiment should be
done within this single external world. For software systems, there is no such
thing as one external world and differences in underlying hardware, operating
systems and network layout can easily affect the construction of an experimental
environment. 

While it is clearly possible to construct an environment from scratch each time
experimentation should be performed, this is not very practical. For reasons of
convenience, a tool can effectively be used to construct the experimental environ-
ment. However, for experimentation with open, connected and heterogeneous
software systems, the tool is only useful if it is flexible enough to create different
environments depending on the target system.

6.3.2 The Mechanism
A second use of experimental environments is to create an environment that is
manipulated, i.e. deliberately modified compared to the normal, realistic environ-
ment. There are different reasons for creating an environment that is deliberately
not as close as possible to the real environment in which the target system nor-
mally will execute. Two such reasons are complexity of the real environment, and
active use of manipulated environments:

Complexity of Real Environment. For systems where the real (production)
environment is very complex, unique or cannot realistically be duplicated in an
experimental environment, some components of the real environment may need
to be substituted or simulated. In these cases, an environment is built that is
deliberately different from the real environment, but where the experimental envi-
ronment should act so the target system executes in a realistic way. 

Active Environment Manipulation. In some cases, the target system should be
tested in unusual or extreme situations, or otherwise in situations that do not typi-
cally occur in the real production environments. To make the system enter certain
states, the external environment must be constructed so that it deviates from how
the production environment is created.

In both these cases, there is an active decision to make the experimental environ-
ment different from the real production environment. In the first case this is
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because of requirements on the laboratory, and in the second case because of
requirements on the experiment. In both cases, however, the experimental envi-
ronment must be specifically constructed to interact with the target system to
make the target system behave in a particular way. In this role, the experimental
environment is no longer a mere tool for passively analyzing the target system,
but an active component, or mechanism, in the experiment.

A practical example of active mechanism behavior in experimental environments
is when the environment has traffic generators that generate traffic which
appears to the target system as originating from different hosts. The environment
appears to be larger and/or having more traffic than what is actually the case,
making it is possible to study how the target system responds to this situation.
Another example with relevance for the use of dynamic mechanisms, is when the
experimental environment provides hooks that mechanisms inside the target sys-
tem can connect to and obtain configuration from and/or write log information to.

The Mechanism and the Tool. When using an experimental environment as a
mechanism, i.e. an active part in the experimentation, the environment is no
longer a passive tool. It is an active part of the experimentation just like mecha-
nisms inside the target system or other parts actively used by the developer/
researcher.

Using the environment as an active component in experimentation is not mutually
exclusive with using the same environment as a tool to observe the target sys-
tem. When actively using experimental environments, parts of the environment
can be used to provide realistic execution as well. This results in a situation where
it is not entirely clear what the environment is - parts of the environment are pas-
sive and have the primary use of a tool, while other parts of the environment are
actively a part of the experiment, constructed specifically to intervene with the tar-
get system.

6.3.3 The EXP System - Tool, Mechanism or Both
The initial ideas to what eventually became the EXP system started in a security
laboratory built for BTH. This laboratory was primarily for use by students taking
security courses at the master level. Because of the requirements of both allow-
ing destructive experiments and still permitting an open and trusted network
architecture, the initial focus for the experimental environment was primarily tool-
oriented. This included the ability to save and restore the node state so that the
destructive experiments could be conducted without damaging the environment.
These strong requirements, to protect the environment and surrounding systems,
have survived to what today is the EXP system.

The initial laboratory was rather static, i.e. while single nodes can be reconfigured
by a single click, the environment cannot easily be modified and is fixed for a
series of exercises performed by students. This is not a great problem given the
use of the laboratory.

Various versions of laboratory environments have been used for experimentation
within the CRISP project and requirements and experiences from this work have
influenced the current version of EXP significantly. When experimenting with sys-
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tems where the environment must be modified frequently, a static environment
design will not suffice. This is the basic reason for the current, flexible EXP design. 

During experimentation with software with and within the CRISP project, the mech-
anism-like use of the experimental environment became more and more evident.
Some networking experiments performed within CRISP required rapid reconfigura-
tion, and some mechanisms are tightly integrated with ConfUSE, the EXP configu-
ration service. For example, the EPL system is entirely integrated in EXP and the
experimentation performed on the OpenSSL library was done within a small spe-
cialized EXP environment.

Like other environments, an EXP environment can be used in several different
ways. Some uses are biased towards the tool-aspect and others at the mecha-
nism-aspect of EXP. In the next chapter, “Validation”, we provide a longer discus-
sion on the different uses and collaborations surrounding EXP. However, it may be
worth mentioning already at this stage that EXP and the ideas behind EXP have
been used within the original security laboratory, within a network laboratory, in
the CRISP project and in cooperation with the industry. The current version of EXP

will be used by BTH in several new experimental environments and it is identified
as a key component for BTH’s participation in the upcoming INTEGRAL project.

6.4 Chapter Summary
To construct protection that is informed about the execution of software, some
form of experimental approach is needed, and for complex systems this typically
requires an experimental environment. Because what may seem like small tech-
nical differences in different systems, an environment which is suitable for experi-
menting with one system does not necessarily fit another system. For this reason,
an experimental environment should be flexible to permit construction of different
tailor-made environments for different systems.

The EXP system is a modular construction kit for experimental environments -
effectively an experimental environment construction kit. It consists of a small
base and a number of loosely coupled components and services that can be inte-
grated to create a basis for an experimental environment. Such an environment
base can be completed with domain-specific components and services to create
a complete experimental environment. To permit a high degree of flexibility, all
EXP services integrate with an object-oriented scriptable configuration service
called ConfUSE.

An experimental environment can be used in different ways for different types of
experimentation. In some cases, it is used only to provide an environment that is
similar enough to the real production environment, thus acting as a tool for the
developer. For some systems and experiments, the experimental environment is
actively involved in the experiment and can integrate with mechanisms inside the
target system, or otherwise be constructed to project a false view of the external
world to the target system.
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VALIDATION
7.1 Introduction
In this chapter we discuss the correctness and relevance of our work. In the next
section “Critical Infrastructure Software Protection”, we address the issue of rele-
vance of our problem domain, i.e. software for critical infrastructures. We argue
that software is important for critical infrastructures today, and that software mal-
function has a real and noticeable effect on critical infrastructure. Also, we argue
that new requirements on critical infrastructure will likely increase the use and
dependency on software, which will further increase the impact of software mal-
function.

After that, in the section “Informed System Protection” on page 185, we argue for
the correctness of our approach. We do this by arguing for our hypotheses
regarding informed protection and dynamic mechanisms. We argue for the ability
to obtain and represent data from an executing software system, the ability to
intervene with the execution of such systems and finally the ability to obtain the
system information necessary to develop protection for the system. Using these
primitives, we argue that complementary protection can be constructed which is
not dependent on the static properties of a vulnerability but can address exploits
directly by using dynamic information.

Finally, in the section “Relevance and Impact of Approach” on page 192, we dis-
cuss the relevance and impact this work has had. We discuss why the problems
we address in execution are relevant and not just toy problems which happen to
be easy to model. This is to show the ability to use dynamic methods to address
relevant problems in executing software. We also discuss the relevance of experi-
mental environments and the impact the EXP system has had. We argue that the
ability to experiment is of utmost importance to permit development of dynamic
protection. This view is shared by others as shown during our cooperation in aca-
demic and industrial environments.
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7.2 Critical Infrastructure Software Protection
The importance and relevance of software for critical infrastructure and critical
information infrastructure is evident in several ways. The EU project CRISP placed
a focus on software aspects related to critical infrastructure. [20] Other EU

projects, including CI2RCO and the upcoming INTEGRAL project also place focus on
software aspects of critical infrastructure and critical information infrastructure
protection. [19, 22]

Other academic interest in the area include the CRIS conference which has had a
computer science and network track since its start in 2002, and the newly started
CRITIS workshop which is focused entirely on critical information infrastructure
protection.

A recent report presented at the third international conference on critical infra-
structures provided an identification of the sources of critical infrastructure fail-
ures. [85] The authors have analyzed failure reports from the last 12 years, and
categorized the source of each respective failure into one of eight categories. A
summary of their findings is presented in Table 7-1. Given their categorization,
the “Software Fault”, “Authentication Violation” and “Malicious Logic Fault” all
relate to software aspects of critical infrastructure and these categories together
stand for a remarkable 67 % of all faults. If only “Software Faults” are considered
these still stand for 36 % of all faults, which is the single largest category.

In addition to this analysis and the large interest from the academic community, a
number of reports have identified various software aspects as the source of or
contributing to critical infrastructure faults. Perhaps the most important is the
report from the US-Canada blackout 2003 where a race condition in a software
component was identified as a contributing factor to the breakdown of the US and
Canadian power grid. [116] Furthermore, from a very practical point of view a
number of recent vulnerabilities regarding SCADA system components have been
published, that all relate to non-formally verifiable software executing on normal-
quality software platforms, in this case Windows. [102]

Table 7-1: Sources of Faults Affecting Critical Infrastructure [85]

Category Percentage

Software Fault 36%

Hardware Fault 21%

Authentication Violation 20%

Malicious Logic Fault 11%

Human Error 7%

Overload 2%

Natural Fault 2%

Vandalism 1%
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7.2.1 Future Systems
The next generation of critical infrastructure and critical information infrastructure
control systems is envisioned to be more decentralized, or distributed, compared
to current control systems. In a report from an EU experts workshop, 100 key find-
ings regarding availability and robustness of electronic communications infra-
structures, this was one of the key findings: [16]

“Applications and future network functions rely heavily on a distrib-
uted functional architecture and functions may be implemented
across physical network elements. Software may run on individual
cards, across multiple cards within a network element, or across net-
work elements. 

Impact: There are more physical entities and associated software
where failure or attack may occur, resulting in a network, an applica-
tion, or a service becoming unavailable. “[26]

The distributed nature of these control systems make them somewhat similar to
distributed software on the Internet, and an attack against the network can affect
several connected systems. Also, the communication aspect of the software as
such provides a point of attack compared to systems with very limited interaction
with their environment.

When building networks of connected software, the larger system consists of
many different components which may be of different quality and follow different
versions of a standard. This problem is also identified as a key finding from the
experts workshop:

“Future networks will consist of many components from many sup-
pliers, both in the core network and at the customer premise. These
components will have vastly different capabilities, levels of maturity,
and sophistication in terms of quality, reliability, and security. 

Impact: Combining multiple components and network elements will
place an increased burden on network operators to ensure quality,
reliability, and security in future networks. “[24]

If components from many different vendors are used together, perhaps even in an
object-sharing model such as COM43, it is difficult to determine exactly what will
execute on each particular node, as the layout of the execution environment can-
not be fully known in advance. In addition to this problem, reusing components in
different systems results in further issues, regardless of how these components
are loaded into the system. Should a commonly used component contain a vul-
nerability, this will affect more than one system. This issue is also identified
among the EU experts workshop 100 key findings:

“A single hardware component or software module that is widely
deployed magnifies a vulnerability caused by an inherent defect in

43. Which is not an unrealistic assumption. For example, the vulnerabilities in SCADA supervisor as
described in [102] uses OLE which requires COM. [88]
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that component or element. Multiple vendors using the same hard-
ware component or software module in various applications may
compound the vulnerability. Thus, the network is more susceptible to
catastrophic failure due to widespread failures of a single compo-
nent type in a short period of time. 

Impact: A widely deployed single component or module with a high
failure rate in diverse equipment will have profound impact on net-
work reliability.“ [27]

This observation should come as no surprise if one has followed the discussion
on extreme use of certain open source components, that despite being used in
thousands of software products and being audited both automatically and manu-
ally, still contain defects, and when such a defect is found, there are large conse-
quences for a large class of systems at the same time. A good example of this
case is found in the zlib double free, described in [104]. This vulnerability was dis-
covered in March 2002, and has still not seen a full assessment of the conse-
quences or a complete list of vulnerable systems.

7.2.2 Software Protection in Current and Future Systems
To summarize the relevance of the problem domain, for current and future sys-
tems, we argue that:

1) Software already has an important role for controlling critical infrastructure,
and a malfunction in a software system can affect the function of the critical infra-
structure.

2) Software problems already cause significant problems for critical infrastruc-
tures. The exact figures are not known, but there are estimations and certain
identified cases which have had a considerable impact.

For the reasons in 1 and 2, we argue that the current situation for software and
critical infrastructure is unsatisfactory and that complementary approaches for
software dependability are of interest and relevance.

3) The use of more complex coordination for critical infrastructures, such as that
required to support increased use of distributed generation in the electrical power
grid, will require not only more software but more complex software.

4) Other requirements on certain critical infrastructures, such as load balancing,
requirements to lower administration costs and supply-demand matching, also
place requirements on more complex software. [25]

For the reasons in 3 and 4 we argue that the requirement for more complex soft-
ware is likely to increase the dependence on software for future critical infrastruc-
ture systems. Given that the current situation is unsatisfactory and increased use
of software for these systems will likely worsen the situation, the call for comple-
mentary software protection is of high importance.

Why Informed Protection May Improve Protection. In the next two sections,
“Informed System Protection” and “Relevance and Impact of Approach” on
page 192, we argue for the correctness and relevance of our approach. In short,
184



Obtaining and Representing Data

g y y
we argue that informed protection may improve protection because it is not mutu-
ally exclusive with other approaches, and has access to additional data. This
data, the execution data, can be used by dynamic mechanisms to provide protec-
tion in run-time when certain unwanted run-time situations occur that can be
identified without knowledge of the underlying static vulnerabilities in the soft-
ware.

7.3 Informed System Protection
In this section we return to our hypotheses from chapter 2 - “Protecting Critical
Infrastructure Systems” and the fundamental building blocks for informed protec-
tion - dynamic mechanisms. We argue for our hypotheses and the ability to repre-
sent execution data and intervene with execution to allow for informed protection.

This section is organized as follows. The next sub-section “Obtaining and Repre-
senting Data” provides a summary of our contributions as to representing data,
followed by another sub-section “The Ability to Obtain Data” on page 187 where
we return to our second hypothesis regarding the ability to obtain and represent
execution data. Correspondingly, in the section “Intervene with Execution” on
page 188, we summarize our contributions to that end followed by the section
“The Ability to Intervene with Execution” on page 189, where we discuss our third
hypothesis regarding intervening with execution. Finally, in the section “Obtaining
Information about the Target System” on page 190, we discuss our contributions
and the further possibilities informed protection presents.

7.3.1 Obtaining and Representing Data
In the sections “Modeling Software in Terms of Recursive Borders” on page 38,
and “The Execution Environment as a Software Border” on page 70, we
described our model of recursive borders and an instance of that model, the exe-
cution environment, respectively. In our model of recursive borders we have iden-
tified hard borders which are enforced, and soft borders which are not. The
execution environment defines a soft border between functions in the same pro-
cess and using that border we can analyze communication between different
functions.

In the section “Dynamic Mechanisms” on page 47 we defined the concept
“dynamic mechanism” - essentially a small piece of software that implements the
data analysis and affects the execution in the target system. The exact nature of a
mechanism is highly dependent on the target system but we presented some of
our mechanisms in the chapter “Mechanisms” on page 99.

Model. In our model of recursive software borders we identify two kinds of bor-
ders: hard and soft. The most important hard border in regard to this work is that
between a protected operating system kernel44 and an executing userland pro-
gram. The CPU permits the kernel to perform operations that the userland pro-
gram cannot, and there is a special way in which the userland program can

44. An operating system where the kernel executes in privileged mode, also known as kernel mode or
supervisor mode. [109, 115]
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invoke the kernel. [115] The ontological property of this border is widely known
and there are several tools (such as strace on Linux, ktrace on BSD platforms,
truss and DTrace on Solaris) that analyze communication at this border. [111,
83] There are also tools that enforce execution policies at this border. Similarly,
the network border between nodes in a distributed system is widely known and
there exists various tools that analyze or impose a policy on such communication.
Such tools would typically be called network sniffers and firewalls, respectively.

A soft border is vastly different from a hard border - because of the way software
is constructed and/or transformed through the building tool-chain, a developer
may have knowledge of how the system will execute at a particular point - the
border. To identify a soft border in a system, the developer can look for some form
of identifiable object - an artifact - that typically exists in the final binary and that
corresponds to a higher-level construction. Some artifacts can be positively iden-
tified, such as functions (methods) at software interfaces, while others require
complex analysis and can be identified only probabilistically. [9] While the artifact
is used to identify the soft border, the artifact as such is not necessarily the actual
border. If needed, a soft border can be modeled at an arbitrary place in a soft-
ware system given that the developer has sufficient knowledge of the execution at
that point. In this sense, while artifacts provide an ontological base for a soft bor-
der, the model as such is epistemic - it is a model of our knowledge of the system.

The purpose of modeling software in terms of recursive borders is to identify
places where there is a restriction of how the target system executes, typically as
in how data is represented at that particular point. This point, i.e the border, is
then used to reveal the corresponding meta-data, which in turn can be used in
run-time to represent data in an intelligible way. For this reason, it is not relevant if
a particular border represents a hard ontological entity or exists solely as an epis-
temological border in a developer’s model of the function for a particular target
system.

Implementation. Our model of execution environments is an implementation of
the recursive borders model for a userland program that executes under a pro-
tected operating system. Using this model we separate an executing program into
parts based on libraries, and model a soft border in the communication between
the main program and the libraries.

For programs stored in ELF or PE file formats and targeting POSIX and Windows
environments, respectively, the library interface between different parts of the
program is specified as functions. [89, 51] This is true for other formats as well,
but the ELF and PE file formats capture programs for all 32 and 64 bit windows ver-
sions, and modern versions of UNIX such as Linux, FreeBSD and Solaris. The
POSIX standard defines the interface between a program and its environment in
terms of functions, so independently of file format, programs for the unix environ-
ment will likely use this interface. [89]

The ability to use functions as a soft border is essential for our PLIBC mechanism
(See “The PLIBC Execution Policy System” on page 106.) which operates entirely
at the library interface, i.e. function, soft border inside the target system. The EPL

mechanism also operates mainly at this border, but to handle interception of
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returning functions additional analysis of the execution stack is required. This is,
however, performed by the mechanism at the function border as this particular
border interface reveals information about how the function should return.

7.3.2 The Ability to Obtain Data
From a strict view, obtaining data from an executing program is trivial - the data
exists in the memory of the target system and given that a mechanism can exe-
cute with, or otherwise analyze, the target system, this memory can be read.
However, because of the way data is represented, using raw data without corre-
sponding meta-data is difficult, if not impossible. Thus, in practice, the ability to
obtain data should be interpreted as the ability to obtain data for which we have
the corresponding meta-data, i.e. data that is usable, for a given system.

The ability to obtain relevant data from executing software is fundamental for
dynamic methods and thus for informed software protection. Our second hypoth-
esis concerns the ability to obtain data from executing software:

Hypothesis (II) from page 25. "To build effective informed protection
for a particular system, several aspects of the system, both static
and dynamic, must be known. Because of the way most software is
constructed, relevant dynamic information can be obtained through
suitable interfaces in the software and used to extract further rele-
vant information."

From a theoretical standpoint we address the ability to obtain data using our
model of recursive borders. For hard borders, we argue that the possibility to
extract information, as well as the possibility to enforce a policy, follows the
enforcement of the border’s ontologically hard nature. A soft border represents a
given developer’s model of the target system. Execution, meanwhile, can be
modeled in a rather abstract sense - as a chunk of bytes where some represent
instructions, others data and some possibly both. Should there be more informa-
tion available about the particular system at hand, this can be used to model a
restriction of how the system executes. A soft border represents such a restric-
tion. For soft borders we argue that if, for one reason or another, there is addi-
tional information about the execution of a particular system, such information
can be used to make a more fine-grained model of that particular system’s execu-
tion.

1) Some software programs are not written directly in machine code but in a
higher level language such as C or C++. Such software must be transformed
using one or more tools in order to be executable for a processor. In this transfor-
mation a number of identifiable objects, or artifacts, can appear as the result of
constructions in the high-level language and the deterministic fashion of the
transformation process. These artifacts appear without the direct intervention of
the developer and they will appear unless actions are taken to actively prevent
this. [9, 18]

2) While it is possible to write stand-alone software, much software is con-
structed to take advantage of other software, such as an operating system or util-
ity libraries. For a piece of software to take advantage of other software, some
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form of interface must exist. For commonly used software, such interfaces are
documented in international or industry standards, such as POSIX or Win32.

Software designed to take advantage of services provided by a POSIX-compliant
operating system, such as a modern UNIX system, or software designed for any
version of the Windows operating system family, use such published interfaces -
defined in POSIX and Win32 respectively. For services enforced by the kernel this
is mandatory, but as neither POSIX nor Win32 define services at a lower level than
functions - i.e. the library interface - when designing a portable program, there is
little choice but to use the provided functions even if these operate at a higher
level. 

For the reasons in 1, we argue that for general software that is not manually writ-
ten in machine code, it is likely that some kind of artifact exists in the executable
binary that can be identified and used by a developer to model a soft border, and
thus be able to obtain dynamic information through experimentation. Indepen-
dently of 1, for the reasons in 2, we argue that for software that uses services
from an operating system or utility library with a published interface, this interface
can be used by a developer to model a soft border and thus to obtain dynamic
information through experimentation. 

Furthermore, we argue that because of the sheer complexity in open, connected
and heterogeneous systems, combined with the domain-specific requirement to
use shared components (COTS), it is unlikely that much software for this domain
will be manually written in machine code or created for environments without an
operating system or any utility libraries. For this reason, we argue that most soft-
ware for this domain is constructed in such a way that the execution can be mod-
eled using soft borders which provide a principal means to extract further relevant
information by means of experimentation.

7.3.3 Intervene with Execution
To affect an executing program, either to impose a policy or to experiment with
the execution, there must be some way to intervene with the execution as such.
The ability to impose a policy is fundamental for the function of dynamic protec-
tion, as the run-time state analysis becomes irrelevant unless the undesired
states can actually be avoided at run-time.

Model. From a theoretical standpoint intervening with the execution of a software
system is easy. Execution of a system can be decomposed into the execution of a
large number of individual CPU instructions of which the software system consists.
To modify the behavior of the system, one or more instructions is modified in RAM,
and the CPU will execute these rather than the original instructions, modifying the
behavior of the system. Intervening with the execution of a software system can
be described in the following two steps:

1. To identify which CPU instructions should be modified, and
2. the way in which these should be modified to result in the desired behavior.

Effectively, this means that intervening with the execution of a software system is
to a large degree a question of having sufficient knowledge about the construc-
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tion of the system, and having access to intervening primitives. Once the right
CPU instruction is identified and it is known in which way it should be modified, the
actual modification is a memory operation like any other. This is true because
there is no fundamental difference between data and instructions for a modern
CPU (as these are models of a “von Neumann” machine).

While the mechanics of intervening with a target system is as easy as to modify a
few bytes in memory, modifying a system in order to protect the execution or to
obtain some other high-level goal is not necessarily trivial. The replacement
instructions must cooperate with the rest of the program and should not modify
state in such a way that these instructions later cause unwanted execution. In
regard to the execution of the complete system, a dynamic mechanism should
cause wanted effects without having unwanted side-effects.

Implementation. To obtain information about the target system in order to permit
intervention with the execution, we use the model of recursive borders and the
implementation of execution environments. This gives us a hook, or peep-hole,
into the executing system and explains how data, and thus also instructions, are
represented at certain points.

A border, either soft or hard, can be seen as a constraint on how the system will
execute at that particular point. We use this restriction to extract data from a sys-
tem when it executes at a border, as the meta-data can be established, and we
use this basic principle to intervene with the execution. While technically any
instruction could be modified, doing so would require extensive knowledge about
the system as a whole to assert that the modification had intended (and only
intended) effects.

In a modern operating system environment, there is often some support to auto-
matically overload interfaces at the library level. This is the case in Windows, for
POSIX environments that use the ELF binary format and, to some extent, for Mac
OS X as well. (See section “Technical Foundations” on page 29 for our assesment
of these technical foundations.) When such facilities exist there is a mechanism
that permits some form of automated replacement of one entity against another
and the actual patching of memory is not necessary as this is performed auto-
matically by the run-time linker. This effectively handles the first step of the inter-
vention for the particular border. Our PLIBC, SLIBC and EPL mechanisms are all
placed partially or completely at the library interface (i.e. function border) inside
the execution environment and uses system-provided mechanisms to handle the
first step of the intervention process.

7.3.4 The Ability to Intervene with Execution
From a strict view, intervening with execution of a system is as easy as extracting
data from the system - rather than reading data from memory, new instructions
are written which will be executed by the CPU. However, to modify the execution of
a system, extensive knowledge about the system is required. 

The ability to intervene with execution is as important for informed protection as
the ability to extract and represent data from the executing system. Our third
hypothesis concerns the ability to intervene with software execution:
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Hypothesis (III) from page 26. "An important requirement for
informed protection is that mechanisms do not cause unwanted side
effects in the host system, such as harmful performance degrada-
tion. Using certain artifacts present in software, it is possible to place
mechanisms so that unwanted side effects become negligible, and
using an experimental approach it is possible to assess side effects
imposed by dynamic mechanisms."

We consider the main challenge in intervening with execution to be that of obtain-
ing sufficient information about the system, given the time-constraints45, to permit
intervention in such a way that only wanted effects occur. If sufficient information
about the system is available, the effects of intervening with the execution can be
estimated and experimentation with the system can provide further data as to
how the mechanism and target system interact. From a theoretical standpoint, we
address the ability to obtain data using our model of recursive borders. From a
practical standpoint, we discuss using the instance of execution environments.

For hard borders, we argue that the ability to intervene with execution follows
from the enforceability of the border. A mechanism placed in the operating sys-
tem kernel can modify requests made from the target system to the kernel and
impose a policy on (i.e. intervene with the execution of) the target system in a way
such that side effects are highly unlikely. This is true because there is no way for
a target system to circumvent the mechanism which gives the mechanism the
ability to operate transparently in regard to side effects in the target system.

For soft borders, we argue that information which can be obtained from a border
in the system provides means to analyze data at that point. The border also rep-
resents a constraint in how the system executes at that particular point, which
can be used to determine in which way a mechanism can intervene with the exe-
cution of the target system. We argue that a mechanism placed at a particular
identified border has negligible direct side-effects if it implements the same inter-
face as the original implementation for that particular border.

In contrast to a direct side effect - a side-effect caused directly by the mechanism
to the execution of the target system - an indirect side-effect cannot directly be
traced to the execution of a mechanism (See “Extracting Relevant Information” on
page 51.). We argue that for indirect side-effects, domain-specific experimenta-
tion with and without the mechanism should provide valuable input to a developer
and thus provide means to isolate the use of the mechanism as the cause of the
side-effect.

7.3.5 Obtaining Information about the Target System
The objective for using informed protection, dynamic mechanisms or another run-
time based defense scheme is to permit non-perfect software to be used in a
more dependable fashion. In some sense this means accepting that the software

45. Time-constraints in the sense that a mechanism must operate with a low overhead to not cause
unwanted side-effects in the target system.
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is not perfect, and that certain unwanted situations may occur during runtime, and
that these can be addressed when they occur.

Protecting software systems during execution typically means trading one or
more properties, such as performance or standards compliance, for a forgiving,
or fault tolerant, execution of the target system. To trade such properties some
form of knowledge of, or information about, the target system is required in addi-
tion to some interception primitive. We have argued for these aspects for hypoth-
eses II and III respectively. However, dynamic protection mechanisms are rather
complex and using dynamic protection may affect run-time properties of the tar-
get system. Thus, the main incentive to use informed protection is that it offers
some form of protection that cannot easily be obtained using other methods. This
is the essence of our first hypothesis:

Hypothesis (I) from page 25. "Informed protection, in this context
protection that is informed about execution aspects of a particular
system, can prevent exploits where the underlying vulnerability is
difficult, if not impossible, to identify using static analysis methods.
Effectively, this means that for all systems that cannot be fully veri-
fied statically, informed protection can extend the level of protection."

For systems that can be fully verified statically, there is no incentive to use addi-
tional protection. This is true because every aspect of the system, including the
execution, is known according to the model against which the system is verified.

1) For other systems, non-perfect or non-formally verifiable systems, there is no
complete model over the behavior, i.e. the execution, of the system. If there was
such a model, the system could be verified formally. Because there is no such
model it is not possible to verify that a program is correct.

2) When non-perfect systems are tested using static analysis tools, because
there is no complete model of execution, these tools operate on a forward-chain-
ing principle - looking for situations that may potentially cause unwanted execu-
tion given certain run-time criteria. For commonly used languages such as C,
static analysis cannot always even find all such situations. [118]

For reasons 1 and 2 we argue that the result of static analysis on non-formally
verifiable software is relativistic to the information that can be extracted from the
sources of the particular system.

3) Protection that is informed about execution by means of analyzing dynamic
aspects can be applied to a system without affecting the use of other, static, anal-
ysis mechanisms. This is true because static mechanisms operate before execu-
tion, while dynamic mechanisms operate during execution.

4) Dynamic mechanisms have access to actual information about the execution
of the target system, but there is no formal model of execution against which an
operation can be verified. For this reason, a dynamic mechanism must operate
based on identifying certain states as bad and making sure these do not occur. 

For reasons 3 and 4 we argue that the result of a dynamic mechanism is relative
to its ability to analyze the execution state and that this analysis is independent of
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other, static, analysis which can be performed prior to using a dynamic mecha-
nism.

5) When designing a dynamic mechanism, aspects other than those which can
be obtained statically can be considered. Most importantly, run-time state can be
considered and used to identify safe from unsafe situations. Identifying run-time
state as safe or unsafe can be done without considering how the particular state
occurred.46

For reasons 1-2 and 4-5 we argue that while the results from both static and
dynamic methods are relativistic to the respective source of information, these
sources of information are not necessarily identical. For the reasons in 3, we
argue that informed protection by means of dynamic mechanisms can be applied
independently of static analysis. For the reasons in 1-5, we argue that because
both static and dynamic security methods are information-relativistic and the
information sources are not necessarily (or typically) identical, informed protec-
tion provides additional protection compared to using static methods alone. 

Information and Relevance. While we argue that the additional source of infor-
mation accessible by dynamic mechanisms provide a principal information
advantage over not considering the information, this does not guarantee the use-
fulness, or relevance, of using such information. From an abstract view, any infor-
mation about a system could be worth considering when designing protection,
and would provide an information advantage over not being considered. To
address this issue we must show that considering execution information does not
only give an information advantage, but an advantage of relevant information.

7.4 Relevance and Impact of Approach
The relevance aspect of this thesis can be divided into two different parts: firstly, if
we are addressing a relevant problem, and secondly, if our approach to address-
ing these problems is relevant. We discussed the issue of addressing the relevant
problem in the last section and we will focus on the second aspect in this section.

The impact of the work in this thesis, or effectively - did or does anyone care
about the results from this work and, in that case, how will the results be used
academically and industrially, is closely connected to the relevance of the
approach. Only if the results are relevant to some actor, can they have an impact,
and for this reason we describe the impact and relevance aspects together.

In regard to the relevance of considering additional dynamic information, this is
hard to support using only a principal discussion and for this reason we argue for
the relevance in the instantiation of mechanisms and, to a lesser degree, environ-
ments.

46. This can be illustrated using the SLIBC mechanism.The mechanism can determine that a buffer
overflow is an unwanted state regardless of which function caused the overflow.
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7.4.1 Mechanisms
In the chapter “Mechanisms” on page 99, we described four technical mecha-
nisms that we have constructed: PLIBC, SLIBC, LPS and EPL. For each mechanism
we have already discussed the relevance as such, but in this section we focus on
the relevance of the mechanism for the problem and the relevance of dynamic
information for the mechanism.

Buffer Overflow Attacks. Our SLIBC mechanism illustrates the use of dynamic
information to address buffer overflow exploits in the form of indirect (or library-
based) heap and stack smash attacks. The problem of exploits originating from
buffer overflows is widely known in the security community, and according to ICAT

metabase, about 20 % of all vulnerabilities published 2000-2004 are related to
buffer overflows. [119]

There are numerous tools and techniques that address various aspects of buffer
overflow exploits, and we discussed the SLIBC approach in comparison with some
of these in the section “Related Work” on page 132. To summarize this compari-
son into a few key points:

• Static tools analyze some sources of the target system, typically the
source code, and present a list of places where there may be a vulnerabil-
ity. The developer can use this information as a starting-point to update the
source. Because a buffer overflow is triggered by a complex run-time con-
dition there is no guarantee that a static tool will find all or even most vul-
nerabilities.

• Our SLIBC approach, like some other dynamic approaches, can detect
buffer overflows in run-time without access to the source code of the target
system and without considering any complex static property of the target
system.

• A well-known dynamic approach is the libsafe library [6] which protects a
handful of problematic library functions. Unlike libsafe, the SLIBC approach
protects all and not just a few functions in the C library. This is possible
because of a tight integration into the C library and the way in which mem-
ory is copied.

• A commonly used dynamic approach is to place a canary value just prior to
the return address on the stack. This approach can detect both indirect and
direct overflows, unlike SLIBC which detects indirect only.

• Using canary values requires access to the source code of the target sys-
tem, and that the system can be recompiled. The SLIBC library does not
require any modification to, or cooperation from, a target system.

• The SLIBC system can, unlike canary values, trace the original vulnerability
in the binary code and provide a trace back to the original vulnerability
based on run-time information. Given access to the source code of the tar-
get system the vulnerability can be fixed and a new version of the system
compiled.

• The SLIBC system operates at a low memory-copying level which is sub-
optimal from a performance perspective. However, our performance
benchmark showed an overhead between 0.09  and 1.52  depending
on computer configuration, which is so low compared to the time required

μs μs
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for the copying operation that real-time clock performance benchmarking is
difficult.

The SLIBC approach combines a tight integration into the C library with an opti-
mized dynamic analysis which we argue provides an attractive combination of
static and dynamic information and compares well to other, related, approaches.
Thus, we argue that the use of dynamic information is highly relevant for con-
struction of buffer overflow protection - something that is illustrated both by the
SLIBC system as well as by other dynamic approaches.

Execution Policies. Our PLIBC and EPL mechanisms operate by applying a policy
to the execution of the target system. Both mechanisms operate at the soft border
between a main program and its loaded libraries.

The principal function of the PLIBC mechanism is to apply a developer-provided
policy to the execution inside the target system. This policy can be based on
aspects of the run-time state such as parameters to the function and with which-
ever set of privileges the system executes. Given that a rule matches the execu-
tion state, a number of actions can be taken, such as to terminate the system or
to transparently modify the state.

In the section “Experiments” on page 115, we described an experiment using
PLIBC to restrict usage of uncommon, but standardized, string formatting functions
in the ISC DHCPD system. Given certain, in principle well-known, conditions a stan-
dard-compliant system with a vulnerability can be exploited to execute arbitrary
code in what is commonly known as a format string attack. While the system is
well-known and widely used, and the principal exploit is also comparatively well-
known, we argue that the relevance of using an execution-policy is twofold and
lies at the meta-level.

1. In the case of ISC DHCPD, the vulnerability was rather complex and involved
several functions and one may speculate that this is the reason it was
undiscovered in several versions47. However, using PLIBC or another
dynamic approach, the complexity of the underlying vulnerability is com-
pletely irrelevant. The potential exploit is identified as an unwanted execu-
tion state and should this state occur, irrespective of what caused it, the
situation is handled by the dynamic mechanism.

2. By analyzing the execution state it is not possible to universally define what
constitutes unwanted execution and what does not. Using PLIBC and
dynamic information allows a developer to apply a domain-specific policy
that can be different for different systems, nodes or privilege levels.

The PLIBC mechanism and this example illustrate that dynamic information can be
used to find relevant vulnerabilities, even in audited and well-known systems,
because information required by a dynamic mechanism to operate is different
from that which a statical method requires.

47. The vulnerability was introduced in version 3 and the last vulnerable version was 3.0.1rc8 [100],
leaving versions 3.0, 3.0.1rc1, 3.0.1rc2, 3.0.1rc3, 3.0.1rc4, 3.0.1rc5, 3.0.1rc6, 3.0.1rc7 and
3.0.1rc8 vulnerable.
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The EPL mechanism is an extension to the original PLIBC mechanism and, beside
the main feature of EXP integration, offers probabilistic matching of rules and the
ability to trigger on return values. In our experimentation described in the section
“Initial Experimentation” on page 159 we used EPL in a way similar to a fault injec-
tion tool48 for analysis of the well-known OpenSSL library. 

Using a rather simple (one line) policy to EPL and an experimental environment
we identified a number of memory problems in the well-known and widely used
OpenSSL library which affects all programs that use the library. As an example,
one of these problems has a context of 23 functions defined in 16 different source
code files which would be difficult to analyze statically. Information about these
memory problems can be used to statically fix the library and/or to design further
dynamic protection. In the latter case a dynamic mechanism like EPL can be used
to restrict error propagation from the memory allocation, and terminate the sys-
tem rather than allowing the error to propagate in a way that we know the library
cannot handle in a secure way.

Like the PLIBC mechanism we argue that the EPL mechanism and example illus-
trate firstly that dynamic approaches are relevant even in well-known and audited
software and secondly that dynamic mechanisms can detect underlying vulnera-
bilities and protect from exploits even when the exact vulnerability is not fully
known.

Transparent Privilege Separation. The principle of least privilege is an old and
well-known paradigm when designing secure software systems. [97, 107] This
principle means that a system should execute with as low privileges as possible
to carry out the operations the system is designed to do. Should such a system
become exploited, the exploit can only execute with the low privileges rather than
with high super-user privileges. In some sense this is very close to the concept of
dynamic protection - the privileges of the system are reduced in case something
bad, i.e. an exploit, should happen, although there are no proofs and perhaps not
even a suspicion that such a situation will ever occur.

For systems that carry out several operations where some, but not all, require
high privileges, the system can be divided into different parts that execute under
different privileges. This is known as privilege separation and is typically applied
to large software systems where some operations require very high privileges.
Examples are found in some OpenBSD software and in recent versions of
Microsoft’s Internet Explorer [84, 76] For technical reasons, separating privileges
in an existing system typically requires vast modifications to the system.

The LPS system permits a developer to separate privileges in an existing system
that was not originally designed for separated privileges, using only a very small
modification to the source code. This is possible because the LPS system effec-
tively transforms a soft border into a hard, using an operating system assisted
method. This type of protection permits a selected part of the target system to
execute with lower privileges while the main program continues to execute under

48. The difference being that EPL cannot only inject faults but also identify unwanted run-time situa-
tions and apply rules like PLIBC.
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high privileges. This level of protection is lower than that which can be achieved
using other methods, but unlike those methods requires only a very small modifi-
cation to the source code.

The LPS system approach is relevant because it offers some degree of protection,
or limitation of consequence, should all other static and dynamic protection fail.
This protection is based around a hard border and cannot be circumvented. The
next generation of control systems is envisioned to be open, connected and het-
erogeneous and based to some extent on ‘normal quality’ software. When inte-
grating large monolithic software systems into such networks, a final level of
dynamic protection is important to limit the consequences for the larger system
should an exploit occur in the software, and while new software can be con-
structed with this in mind, existing software is not always designed with such
security requirements. To provide some level of protection where other mecha-
nisms fail, an easily integrated privilege separation provides an important and rel-
evant addition to the security mechanism toolkit.

7.4.2 Environments
Second to the mechanisms we consider the supporting experimental environ-
ments to be the most important technical contribution from this work. The EXP

environment and tools connected to the EXP environment have a history from the
security laboratory at BTH as well as from the CRISP project.

The initial version of what became EXP started as a security laboratory environ-
ment, primarily for use by students taking master level courses in computer secu-
rity. This first version was developed in late 2002 and the development of EXP has
continued in various forms and with different partners. 

Research. The primary use of EXP for research has been to construct experimen-
tal environments for various experiments performed in the CRISP project. These
include experiments performed at BTH but also experiments done in Grenoble in
cooperation with IDEA/INPG.

In addition to building experimental environments for the CRISP project experi-
ments, EXP was also used to build the supporting environment for a demonstra-
tion given by BTH and IDEA/INPG at the CRIS 2004 conference.

The EXP environment is integrated with the EPL mechanism described earlier in
this thesis, and was used to construct the environment in which we performed
experimentation with OpenSSL and memory handling. In some sense, various
aspects of what became EXP has been used for our other experimentation as
well, albeit not with as explicit connections to the EXP system as with EPL.

The EXP system will be used extensively in BTH’s participation in the upcoming
INTEGRAL project and is identified as a key component for constructing required
experimental environments. The new requirements in this project will likely moti-
vate more development of research aspects of the EXP system.

Besides these main research branches, the EXP environment at the security labo-
ratory at BTH is also used by approximately four students per year performing
experimentation for their respective master thesis work.
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Industry. During 2006, the EXP environment was used in a project together with
Combitech AB, which also uses a version of the EXP environment. A larger com-
mon project was planned involving connecting dynamic mechanisms and experi-
mental environment.

Also during late 2006 the company expinnovation ab was formed, which currently
owns the rights to the EXP system. Although expinnovation owns the rights to the
EXP system, BTH has the right to use the system as it wishes through what is
known as the ‘academic exception’. The expinnovation company will, however,
continue some form of development of the EXP system which has an industrial
use.

Education. The education aspect has always been important for the use and
development of the EXP system. Currently, the following environments at BTH use
one of the versions of the EXP system:

• Security Laboratory
• Distance Security Laboratory
• Network Laboratory
• Telecommunications Laboratory

About 15 courses use services from one of these laboratories49 with approxi-
mately 500 students actively using the environment during a year. In total about
100 nodes are controlled by EXP in these environments.

When the original security laboratory environment was constructed in 2003 it
enabled students to experiment with buffer overflow and network attacks in a real-
istic environment. This was possible because of the isolated environment and by
not placing trust on client nodes. Because of the design of the environment, BTH

was the first Swedish university to offer students laboratories with buffer over-
flows and attacking networked systems as a part of the software security
course.50

There has been a discussion on the future of student-accessible laboratories at
BTH, and it is highly probable the vast majority of laboratories will be migrated to
EXP-based environments starting in the summer/fall of 2007. In this sense, the
impact of EXP and environments designed for experimenting with dynamic meth-
ods have been high and the focus on experimental environments very rewarding.

7.5 Chapter Summary
In this chapter we have validated our approach from three aspects. Firstly, in the
section “Critical Infrastructure Software Protection” on page 182, we validated the
relevance of the problem domain. We argued that critical infrastructure protection

49. Figures for the security laboratory, distance security laboratory and telecommunications labora-
tory based on estimations from the respective laboratory administrator. The activity in the network
laboratory remains unknown to us as the administrator has yet to respond.

50. While no formal study has been conducted to support this claim, the Swedish IT Security Network
for Ph. D Students (http://www.cs.kau.se/~simone/SWITS/) had its yearly meeting at the
laboratory in Ronneby and after a discussion with students and supervisors at that meeting it
became clear that no other university represented there gave such courses at the time.
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(CIP) and critical information infrastructure protection (CIIP) are relevant for soci-
ety, and that this is not just our opinion. Secondly, in chapter “Informed System
Protection” on page 185, we argued for the correctness of our hypotheses and
approach in regard to the domain of CIP and CIIP - effectively that our approach
can address some relevant problems in the CIP and CIIP domain. Finally, in the
section “Relevance and Impact of Approach” on page 192, we argued for the rel-
evance and impact of our approach. Not only is our approach correct in the rele-
vant domain, but the approach is also capable of addressing relevant problems,
and has had an impact.
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CONCLUSIONS
8.1 Introduction
In the previous chapter, "Validation" we argued in detail for our hypotheses and
described the relevance and impact of this work. This chapter is divided into three
sections. In the next section, “Summarizing Conclusions” we present a short
summary of this work and the conclusions we have drawn. In the following sec-
tion “Discussion” on page 200, we discuss the domain, our approach and the
observations made during this work in a less formal way. Finally, in the section
“Final Thoughts” on page 205, we present our view of the domain and of future
approaches.

8.2 Summarizing Conclusions
To protect open, connected and heterogeneous systems, a traditional “build per-
fect software” approach is not sufficient. Therefore, complementary approaches
are required. We argue that effective complementary protection can be placed
inside executing software, even in software not originally designed for such pro-
tection. We call such protection dynamic as it is concerned with dynamic (execut-
ing) aspects of a system, in contrast to protection that considers the source of a
system (static).

Our first hypothesis concerns the ability for informed protection, i.e. protection
that takes the execution of the current system into consideration, to protect
against exploits which are hard to identify (and thus protect against) using static
methods. Principally, we argue that this is possible because the actual state can
be considered. This eliminates the need to guess possible states in the system -
something that is very difficult to do.

To build protection that is informed about the execution of a particular system,
there must be a principal way to obtain information about that system. Our sec-
ond hypothesis thus concerns the existence of interfaces that can be used to
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obtain information about a system, information which later can be used to protect
the system. In essence, we argue that the construction of software is such that a
number of interfaces can be identified from which information can be obtained.

For informed protection based on dynamic mechanisms to be usable, it cannot
have too severe side effects on the system on which it operates. Our third hypoth-
esis thus concerns the ability to place dynamic mechanisms inside a program in
such a way that it is unlikely to cause problematic side effects. Principally, this is
possible because interfaces exist that are constructed in such a way that a pro-
gram cannot make many assumptions on performance or other side effects and
on the placement of a mechanism.

To build informed protection it is not sufficient to simply execute a tool on a sys-
tem and look in the list of results; a process of integrating protection in a system
must be undertaken. There is little information today about exactly which systems
will be used in our domain of critical infrastructure protection and critical informa-
tion infrastructure protection. For this reason, we have addressed the issue from
two principal approaches. Firstly, by arguing on principle which technical mecha-
nisms exist and the generality of these, and secondly by showing proof-of-con-
cept implementations that show that our principal approach is suitable for the
domain.

Finally, to permit construction of dynamic mechanisms and to use informed pro-
tection, the ability to perform experiments is crucial. We have argued for an
experimental approach to enable analysis of software execution from the per-
spective of security and dependability. Our contribution in this area is an experi-
mental platform which has been used for our mechanisms in the CRISP project
and for industrial cooperation. While more complex environments than this may
be required for large-scale experimentation, we still think it is important to
describe our experiences from designing such an environment and from experi-
menting with dynamic security.

8.3 Discussion
There are two basic approaches to building dependable systems; firstly to make
components with few defects and secondly to make systems that tolerate non-
perfect behavior. The focus in this work is on the second approach, and we
address the first primarily as a side effect of using data we obtained from the sec-
ond. Taking this approach means accepting two system attributes:

1. components are not perfect, and 
2. a system made from non-perfect components can be better than its individ-

ual components.

For many systems, accepting these attributes is fairly non-controversial and build-
ing tolerance, or safety-guards, is a natural part of designing a system. In physi-
cal systems, the concept of exhaustion must also be considered. Even systems
that are well-designed will eventually fail, and for systems that include interaction
with humans, we know that non-perfect behavior is to be expected.
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From a dependability perspective, accepting the concept of fault tolerance is non-
controversial, and a natural part of constructing systems. From the perspective of
computer science and software engineering, accepting that software contains
defects is by no means controversial and there are approaches that allow one to
identify and remove defects at various stages of the development. In both
dependability and software engineering, forecasting approaches are used to
approximate the amount and location of faults and defects, respectively.

There is a reason why these disciplines deal with the existence of faults and
defects; while software systems, and the components they are built from, are very
useful, they are simply not perfect. This is widely known and accepted and while
there are approaches to formally verify software, the vast majority is not verified
in this fashion, and the possible existence of faults and defects is known and
accepted. While removal of faults and defects is important, the process of build-
ing systems should take into account that the components are not perfect, and
that this is an inherent property for the domain of non-formally verifiable systems.

In the last few years, with increasingly connected systems and networks with pos-
sibly malicious users, momentum in the security area has increased for the secu-
rity area, as well as the use of this area's terminology which includes terms such
as “vulnerabilities” and “exploits”. We have already discussed the use of different
terminology to describe what is essentially identical or very similar technical arti-
facts, and the terminology as such is in our opinion not the most relevant aspect.
The main difference between a fault and a defect at the one hand and a vulnera-
bility on the other, is not in the technical artifact as such but in the consequences
the corresponding failure or exploit has for the system. A failure can be handled
by tolerance within the system and the behavior caused by a classic defect or bug
will typically just annoy a user, while an exploit has a large, possibly catastrophic,
consequence for the system.

The fact that an exploit can have a very serious consequence for a system should
not change how we model the world. In more practical terms: Even if we depend
on the correct function of software, the software will not automatically become
more dependable. Software developed using traditional methods will not be per-
fect, no matter how much we depend on its function. Thus, in our opinion secu-
rity-related software problems such as exploits should be addressed with better,
or at least as good, methods as other software defects are, as the consequence
of an exploit can be very severe for the system.

The security world has been very focused on the “vulnerability - exploit - fix” pat-
tern of making dependable software, an approach also known as “patch and fix”.
[96] In line with this scheme, software has been developed using traditional meth-
ods - giving non-perfect results - and upon discovery of a vulnerability, a patch
has been released which supposedly should resolve the issue.

Using this approach, one tries to build perfect components using methods that
are already widely known to not yield perfect results. This is done in the domain of
security, where the consequence of an exploit typically is catastrophic to the sys-
tem. To further complicate the matter, an adversary can actively cause exploits by
deliberately making certain run-time states occur. This means that a statistical
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model of failure cannot realistically be used. In our opinion, this means that the
most severe defects are handled using the worst known tools and methods.
Given this perspective, there is still much room for improvement in how security-
related defects in software are handled.

On the Use of Static and Dynamic Methods. To improve software security, a
number of different technologies can be used. A commonly employed technique
is to use manual and automatic static validation. We have already addressed
static analysis, and advantages as well as disadvantages of this principal
approach. For this discussion, however, there is one particular aspect of static
analysis that we would like to touch upon; the inability to create in-depth security
for systems that cannot be formally verified. 

For systems that cannot be formally verified, there is no model that defines valid
execution. For this reason, it is not possible to identify every single vulnerability,
so irrespective of how good a static analysis tool performs, there is still a chance
that the final result is imperfect. The best possible result from static analysis on a
system of this type, is a list of vulnerabilities which can then manually be
assessed. Thus, while static analysis clearly has a high value as a testing tool,
the use of static validation does not address the principal problem, which is that
systems must be built from imperfect components. For this reason, there is sim-
ply no in-depth defense aspect in using static analysis, irrespective of the tool and
the system, given the domain of non-formally verifiable software.

Dynamic methods, on the other hand, provide an in-depth protection that can be
combined with many other security approaches, such as static methods, privilege
levels, development practices and much more. This makes it possible to design a
multi-layer defence strategy for critical software where the sole existence of non-
perfect components does not result in catastrophic consequences for the system.
Given this perspective, it is somewhat strange that dynamic security methods
have not had a more prominent role for the development of software security.

We believe there is no single reason explaining the relative anonymity of dynamic
methods, but that it is the result of many factors combined. These factors include;
the alleged technical difficulties in analyzing execution, the easy access to static
analysis tools and a notion that software should be perfect. Thus, methods that so
clearly contradict this notion are disillusioning for decision makers, especially
when they concern critical defects. 

Furthermore, there is a significant difference in the use of static and dynamic
methods that we believe restrain the widespread use of dynamic methods: A
static method can easily be applied to a system by a developer, and the devel-
oper is given a neat list of vulnerabilities that have been detected. There are no
complex start or stop conditions and a static tool can, furthermore, be used by a
developer who has a limited understanding of the function of that tool. Also, a
static tool does not have any particular requirements on an environment to func-
tion - the developer can use the tool on his normal desktop computer and have a
list of vulnerabilities on his screen without ever leaving the office. This is in stark
contrast to using dynamic methods which require knowledge of how a particular
mechanism functions and also requires experimentation in an environment that
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permits realistic as well as manipulated execution. The difficulty in using dynamic
mechanisms lies not only in constructing and configuring the mechanism, but
also in creating supporting environments that permit effective use of the execu-
tion information which is so vital for the function of the dynamic protection.

On Generic and Specialized Experimental Environments. The use of labora-
tories and experimental environments have a long history and are closely tied to
natural science. For an environment to permit experimentation, a number of con-
ditions must be met: The experiment should neither be affected by nor affect the
outside, and the environment should permit a simplification of the outside so that
not each and every aspect of the outside world has to be present in the environ-
ment. Other important aspects of the environment include the enabling of repeat-
ability and that the experimental environment is actually a good model of the
outside world.

The use of experimental environments for software systems is obviously not as
old as that for traditional sciences, and the experimentation with networked soft-
ware systems is even younger. When experimenting with such systems, building
the laboratory becomes a part of the process of constructing the system. This is
to some extent the case with our EXP environment which has been constructed in
parallel with other projects, but where more than one system has affected its
design. Constructing a specialized experimental environment for each experi-
ment is clearly not an ideal situation, and even creating an environment per sys-
tem is not very good. The ability to re-use environments for these types of
experiments would be very helpful for the development of dynamic mechanisms
as well as for other related areas.

An issue related to experimentation with software systems is that the external
world is not fixed. Hardware, software and networks change and a static labora-
tory, no matter how well-designed or complex, will not be a particularly good
model of the external world. We addressed this at a small scale in EXP by permit-
ting a high level of flexibility for the particular environment. While this was helpful
to some extent, we believe that for more complex experimentation, and experi-
mentation with larger systems, a more refined way of constructing experimental
environments is required. The ability to experiment with software execution is
essential for dynamic mechanisms and for other security and dependability
approaches. To permit such experimentation, a principled approach for construct-
ing experimental environments is required. The exact nature of such an approach
is not entirely clear to us, but some form of larger standardization of components,
techniques and methodologies would permit an effective construction and reuse
of chunks or modules required to build large environments - something that we
believe is highly important for the acceptance of dynamic protection.

On Strange Expectations on Dynamic Methods. There are three related, and
from some perspectives interesting, questions regarding dynamic mechanisms,
informed protection and other run-time based protection schemes that we would
like to address from this high-level view. These questions deal with protection
coverage and which formal guarantees of correctness can be made.
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For the first type - coverage - the issue can typically be reduced to the question
“why bother with non-perfect protection”. This question can, for example, be found
in discussions on no-execute stack memory, and canary value approaches to
buffer overflows, which are two examples of good, but non-perfect, protection.
The answer to these questions is short and simple - “because the system is pro-
tected from most exploits”. Indeed, there are some run-time situations which at
the present time are difficult to address with the help of a dynamic method, but
this is not an argument against using dynamic methods as such. It may, however,
suggest that dynamic methods do not solve every single security-related problem
- something we absolutely agree with. However, when dynamic methods are
used the protection is layered - not every aspect is addressed at every layer
which means that even non-perfect protection is clearly useful.

The second question concerns the ability to formally verify, or prove, the correct
function of a dynamic mechanism and the absence of unwanted side-effects. The
answer to such a question is that for systems which can be formally verified there
is no need for a dynamic mechanism, as such a system can already be statically
proven correct, and for all other systems it is impossible to validate the function
because of the lack of a model of execution.

The third question is an invariant of the second, but cast in a slightly less formal
fashion, effectively “how can one assert that a dynamic mechanism actually
improves the system security”. In our opinion, to address this question one must
look firstly at the experimental approach and secondly at the principal technical
function the mechanism has. These two key factors used in a methodology, such
as the one we proposed, can be used by a developer to assess how a particular
mechanism affects the system at hand in the given environment. It can not be for-
mally verified, but neither can any other part of such a system.

While we consider the third question relevant and interesting, the first and second
questions seem to be asked far more frequently and this fact is, in our opinion, far
more interesting than the questions in themselves. We are not sure why there
seem to be such, in our opinion, unrealistic expectations on what can be done, or
on systems in which execution-based protection operates, but we do consider the
expectations as such a problematic issue for dynamic mechanisms.

The Rise of Dynamic Protection. Despite issues relating to experimental envi-
ronments, technical difficulties and, in our opinion, unrealistic expectations, there
seems to be a growing interest in dynamic methods and other related methods.

Dynamic approaches are being integrated into new operating systems, including
both POSIX-like systems but also in recent versions of Windows. There is an inter-
est in related approaches, such as virtualization, that permit software to execute
in different protection domains on the same physical computer, and there seems
to be an increasingly active discussion on in-depth defence going on, which is
effectively the opposite of traditional software security.

New systems for infrastructure control will most likely use components originally
intended for use in less critical systems. These systems will be open, connected
and consist of heterogeneous components, providing flexible services in a cost-
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effective way. To build such systems for critical infrastructure, new in-depth secu-
rity, fault tolerant and hardened systems are required. This is the perfect domain
for dynamic mechanisms and informed protection which, combined with many
other approaches, can enable dependable systems built from imperfect compo-
nents.

8.4 Final Thoughts
If there is one final thought that should conclude this work it would be “one size
does not fit all”. In some sense, flexibility is the driving requirement behind the
development of all software solutions; software is used as a glue to enable the
construction of specific solutions using generic components. The extreme flexibil-
ity of software is an enormous advantage over physical systems, but the flexibility
is also difficult to handle. This difficulty becomes evident when software systems
simply do not function as intended, even when constructed by competent devel-
opers using state-of-the-art methods. In the worst case, the deviation from
intended service can be exploited by an adversary resulting in lost control of exe-
cution and potentially catastrophic consequences for the system.

For software systems, which are inherently flexible and also prone to vulnerabili-
ties, a “one size fits all” approach to protection is in our opinion simply not suffi-
cient. This is true for several reasons; software is used in different types of
systems where the consequences of an exploit vary significantly, software is
developed using different methods and different systems permit a varying degree
of alternative methods. The most important reason, however, is that software sim-
ply is not perfect, and for larger systems cannot realistically be made perfect. 

In this thesis we have argued for the use of execution-based, or dynamic, protec-
tion of software execution. Using such approaches, it is possible to extend the
protection offered by other methods, and create a protection that is informed
about the the execution of a particular system. For the next generation critical
infrastructure systems it is envisioned that more open, connected and heteroge-
neous software systems will be used. This software will not be perfect, and the
consequences of large systemic failures will be severe. To protect such systems,
an in-depth, multi-layered and system-specific protection is required. Dynamic
methods and informed protection do not address each and every aspect of such
protection, but it can be an important part of an extended in-depth protection - far
removed from a “one size fits all” approach.
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APPENDIX A
This appendix is from the original article describing the EPL system and our
experimentation with the OpenSSL library. It is provided verbatim to permit
reviewing of identified vulnerabilities.

Traces and Technical References. For our initial experimentation we used the
fetch utility included in FreeBSD 6.1-STABLE on the i386 platform. This program
is dynamically linked to the system-provided libopenssl.so.4 and libcrypto.so.4
libraries. The OpenSSL version these were built from is included in the FreeBSD
distribution and is, as far as we can see, 0.9.7e.

Functions in which fetch crashed/hung. During the exeution of the experi-
ment, fetch crashed in the following functions (with number of times in parante-
ses): BN_copy (3), BN_num_bits (1), DH_OpenSSL (2), MD5_Init (15),
OPENSSL_cleanse (2), SHA1_Init (101), SSL_CTX_ctrl (23),
asn1_ex_c2i (4), memcpy  (26) and hung in read (1).

For the memcpy crashes, the memory was allocated from
EVP_MD_CTX_copy_ex (24), tls1_clear (1) and ssl3_get_finished (1)

For the BN_num_bits crash faults had been injected in
ERR_load_ERR_strings (1), lh_insert (3), BN_new (1). We have analysed
the former injections and believe that these had nothing to do with the crash. The
complete trace given by plibc for the BN_new fault is:
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malloc(20)

traceback for malloc: 

0x281dd7cc, 0x281dc705, 0x281c9776, 0x281c98a2, 0x281ce9c3,
0x281cf06b, 0x281cfb60, 0x281cf402, 0x281cf60b, 0x281cfa3f,
0x281cfea3, 0x281c73a9, 0x281c227a, 0x281c0b0d, 0x281bfb73,
0x2816fa55, 0x2816ff1e, 0x281102df, 0x280fe0a9, 0x2810ba49,
0x280fb313, 0x2810ba66, 0x280ea25f, 0x280e6a9a, 0x280e7f9b,
0x280eb05c, 0x8049dec, 0x804b33c, 0x804925a

Looking up these addresses in the symbol table gives;
0x281dd7cc <CRYPTO_malloc+64>
0x281dc705 <BN_new+37>
0x281c9776 <X509_NAME_set+522>
0x281c98a2 <X509_NAME_set+822>
0x281ce9c3 <asn1_ex_c2i+311>
0x281cf06b <asn1_ex_c2i+2015>
0x281cfb60 <ASN1_item_ex_d2i+1184>
0x281cf402 <asn1_ex_c2i+2934>
0x281cf60b <asn1_ex_c2i+3455>
0x281cfa3f <ASN1_item_ex_d2i+895>
0x281cfea3 <ASN1_item_d2i+63>
0x281c73a9 <d2i_RSAPublicKey+37>
0x281c227a <d2i_PublicKey+246>
0x281c0b0d <X509_PUBKEY_get+89>
0x281bfb73 <X509_get_pubkey+51>
0x2816fa55 <X509_get_pubkey_parameters+77>
0x2816ff1e <X509_verify_cert+1006>
0x281102df <ssl_verify_cert_chain+267>
0x280fe0a9 <ssl3_connect+4793>
0x2810ba49 <SSL_connect+37>
0x280fb313 <ssl23_connect+1895>
0x2810ba66 <SSL_connect+66>
0x280ea25f <_fetch_ssl+119>
0x280e6a9a <_http_request+1766>
0x280e7f9b <fetchXGetHTTP+47>
0x280eb05c <fetchXGet+184>
0x8049dec <_init+4076>
0x804b33c <_init+9532>
0x804925a <_init+1114>
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In this trace we cannot see main as the symbol table for the fetch binary is
stripped. The core dump file reveals a trace as follows;

0x281dc5ac <BN_num_bits>
0x281cccff <BN_mod_exp_mont>
0x281aee01 <RSA_PKCS1_SSLeay>
0x281add60 <RSA_public_decrypt>
0x281ad53b <RSA_verify>
0x280fed78 <ssl3_connect>
0x2810ba49 <SSL_connect>
0x280fb313 <ssl23_connect>
0x2810ba66 <SSL_connect>
0x280ea25f <_fetch_ssl>
0x280e6a9a <_http_request>
0x280e7f9b <fetchXGetHTTP>
0x280eb05c <fetchXGet>
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