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Abstract: Settlers of Catan is a board game where the main
goal is to collect victory points by building a society of set-
tlements, cities and connecting roads. We have constructed a
multi-agent system solution able to play the game and evalu-
ated it against other available bots for the game. Our initial re-
sults show that even if the proposed solution does not beat the
best monolithic solutions, its strategic game play is promising
enough to encourage further research in the area.
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1. Introduction

Settlers of Catan (SoC) is a turn based board game with dice
and cards. The game has a huge search space, which has en-
forced the use of heuristics (rather than exhaustive search) in
the implementation of computerized players (or bots). Typ-
ically these implementations are monolithic solutions. Pio-
neers in the area of bots for board games include e.g. Hart
and Edwards [6] (Minimax algorithm), and Ash and Bishop [1]
(Markov chain analysis of Monopoly).

The Multi-Agent Systems (MAS) approach is undoubtedly
different compared to the centralistic bots, proposing the con-
cept of autonomous agents able to cooperate and/or compete
in order to solve problems. Each agent is acting autonomously
and makes its own decisions, and interact with the other agents
and the surrounding environment in order to meet its design
objectives [16]. In a multi-agent setting this may mean that at
system design level, that preferred states of the system acquire
a higher utility for the individual agents, than the states that are
problematic. By directing the agents through their pay-offs of
their actions, the system may be controlled in a way that in-
crease the robustness, and/or the optimality.

Previous successful attempts to make MAS for playing board
games has been made.

– Kraus and Lehmann [10] approached the game Diplomacy
using a heterogeneous set of agents responsible for differ-
ent parts of the state.

– Johansson and Håård used a system of homogeneous
agents (one for every army and fleet) to play no-press
Diplomacy [8].

– Treijtel used a distributed rule based system able to play
Stratego [15],

– Johansson and Olsson put agents in the territories in
Risk [9] where the opponent territories considered the util-
ities and predicted costs to be invaded. These measures
were then compared to the ones associated with defending
the own territories.

– Chess has shown to be quite hard for MAS-based so-
lutions to be successful in, compared to traditional ap-
proaches [3][4]. One reason for that may be the modest
branching factor of the game state space that traditional
approaches navigate through in Chess compared to e.g.
Diplomacy [7].

In addition to MAS-based solutions for other board games, SoC
has been thoroughly treated by Thomas [13] who also designed
the non-MAS bots that we use in the validation. Even though
the MAS approach is not new in board games, as far as we
know, this is the first attempt to implement a MAS-based bot
for the game SoC.

1.1 Purpose and research question

The idea of our work is to test the validity of using a multi-
agent approach in order to create good playing bots for complex
board games generally faced by using centralized solutions. It
is by no means shown that MAS is a suitable technology for all
types of board games. On the contrary (see e.g. [7])! This work
is yet another piece in the puzzle, namely the one describing our
attempt to approach SoC from the MAS technology side.

1.2 Methods and limitations

The first step in this project was to study the domain of SoC,
clarifying the interpretation of the rules, the common strategies
applied in the game and its main key-issues.

Then the proposed solution was designed and implemented,
and some first attempts to calibrate it was made according to the
first results obtained by a number of sample games. Then the
evaluation of its performances was made in two test sessions by
comparing it to other existing bots.

1.3 Contribution

The main contribution of this work lies in showing that a MAS
approach is applicable also in the case of SoC using the ar-
chitecture proposed in [7]. This strengthens the legitimacy of
previous work by increasing the number of games that are ap-
proached, as well as showing that the MAS approach also can
handle the type of games that SoC belongs to.

1.4 Outline of the project

In the next section the rules of the game SoC are described,
while Section 3. outlines the implementation of jMASet, the
bot that is being developed for this project. Section 4. de-
scribes the experimental set-up and Section 5. the results. In
Section 5.3, the results are discussed and Sections 6.–7. draw



Fig. 1. SOC IRL board.

some conclusions and line out some directions for future work.

2. Settlers of Catan

SoC is a multi player board game invented in 1995 by Klaus
Teuber [12]. The game is turn-based and trading among play-
ers and with the bank is an essential part of the game. The
distribution of resources is decided through dice.

2.1 General game description

The players in the game represent the eponymous Settlers, es-
tablishing a colony on the previously uninhabited Island of
Catan. The island itself is laid out randomly at the beginning
of each game from hexagonal-shaped game pieces (hexes) rep-
resenting five types of resources: ore, wheat, sheep, wood and
brick. As players establish towns and cities on the island, each
settlement receives resources for its adjacent hexes. The re-
sources, represented by resource cards, can be used to build
more roads, towns, cities, or to obtain cards that can be used at
any time. A general view of the game is shown in Figure 1.

Various achievements, e.g. building a town or establishing
the longest road, grant each player one or more victory points.
The winner is the first player to accumulate ten victory points.

Players are allowed to trade among each other the resources
they have produced, and to trade off the island (i.e. with the
bank) for a hefty price. It is difficult for any one player to pro-
duce all the resources necessary for progress, so trading is a
very important part of the game. Player interaction is further
complicated by the presence of a robber, which is used to steal
from other players and hinder their production of resources.
There is no combat. Apart from moving the robber, refusing
to trade, and blocking opponent expansion, there is no way to
harm other players.

2.2 Rules of the game

The rules of SoC are known to be very simple and easy to learn,
although following at the same time quite complex dynamics.
The nature of the game ensures that the game remains close be-
tween all players from the beginning to its conclusion: despite
the involvement of dice, skill is a big part of the game.

Table 1. Dice result probabilities.

Sum Probability Fraction
2,12 2,78% 1/36
3,11 5,56% 1/18
4,10 8,33% 1/12
5,9 11,11% 1/9
6,8 13,89% 5/36
7 16,67% 1/6

Table 2. SoC buildings and card costs. HN refer to the distrib-
ution of numbers on the hexes of the given types.

Name Brick Grain Lumber Ore Wool
Road 1 - 1 - -
Settl. 1 1 1 - 1
City - 2 - 3 -
Card - 1 - 1 1
HN 4,5,8 2,8,9,11 3,4,6,11 3,5,6 9,10,10,12

Set-up In the first two rounds of this turn-based game, no dice
are thrown. Instead, the players may place one initial settlement
and one road on the board in each of these rounds. After the
initial rounds, each turn begins by throwing two dice.

The robber If the sum of the dice equals seven, the players ei-
ther get their resources cut down or possibly robbed (the player
in turn moves a robber to a hex where it prevents production of
resources; the player may also take a resource at random from
one of the players who has built next to the hex).

Production If the sum of the dice is 6= seven, the hexes with the
sum printed on them will generate resources of its type to the
(player of the) principalities built adjacent to it. The number
of different types of hexes and their dice sums are shown in
Table 2. In addition to the productive hexes, there is a desert
hex that is unproductive throughout the game.

Due to the fact that the distribution of the resources is ruled
by the dice rolls, it is obvious that the most interesting locations
on the board are the ones adjacent to high-probability numbers:
these probabilities are described in Table 1, and they must be
taken in large consideration in the progress of the game.

Buildings and roads Then the player may choose to trade
and/or allocate resources for building settlements, cities, roads
or buying special development cards.

Starting by two initial settlements, during the game each
player can build up to a total of five settlements. The settle-
ments can be upgraded to up to four Cities. Settlements pro-
duce one resource, while Cities produce two (if the sum of the
dice equals the number of the hex).

Roads effectively extend the reach of a player’s principalities
and can be placed on any inland or coastal edge. Roads must
be built next to a player’s existing roads - the exception being
that roads may not be built past an opposing settlement, that
is, if an intersection is occupied, only the player occupying the
intersection may build roads from its adjacent edges. Roads
may not at the same time serve two or more players - only one
road is permitted along any given edge.

Trading resources It is rare that a player holds settlements or
cities that are near every type of resources, with favourable
number tokens that allow frequent production - thus, trading
resources between players is an integral part of Settlers. Trades
can be performed at any time, as long as it involves the player



Table 3. SoC Development Cards.

Name Supply Effect
Monopoly 2 The player collects

all resources (of a
chosen type), from
all other players

Road Building 2 The player is given
two roads for free

Soldier 14 The player may
move the robber

Victory point 5 The player earns
one Victory point

Year of plenty 2 The player obtains
two free resources

on move. Players cannot also give resources to another player
for nothing in return - all parties involved must offer at least a
single resource.

A player may also trade offshore (i.e. with the bank) by sur-
rendering four of one resource type to obtain one of a chosen
resource: this ratio may be improved by having a settlement on
a harbour (i.e. residing on one of the two special corners on
harbour tiles).

There are nine harbours of six different types in the game -
one for each resource and four generic harbour. Generic har-
bours offer a three-to-one trade ratio on all resources, while
harbours serving a specific resource allow a two-to-one trade
ratio on the specific resource. For instance, a player with con-
trol of a brick harbour can trade two brick for any resource of
their choice.

Development cards Players may also opt to buy development
cards (or in short: cards). There are five different types of de-
velopment cards (Table 3 shows their related effects and avail-
ability).

The use of the cards (excluded the victory point cards) must
obey the following:

– only one card can be played per turn,

– it is not allowed to buy and play a card in the same turn,

– a card can be played at any point in the turn (but always
after rolling the dice).

The victory point cards may be played on the same turn that
they are bought.

2.3 Score and Winning

The objective is to obtain ten victory points, which are earned
as follows:

– each settlement is worth one point,

– each city is worth two points,

– victory point cards are worth one point each,

– the longest road on the board is worth two points, and

– the largest army (number of soldier cards) is worth two
points.

The first player able to claim the specified number of Victory
Points is the winner of the game. For further details about the
rules of the game, we refer to the SoC rulebook [12].

2.4 Strategies

Despite the quite simple rules of SoC, to play the game well
requires strategy and adaptability: a number of complex dy-
namics in the game need to be carefully considered in order to
achieve a victory [12].

– At the beginning of the game, bricks and lumbers are the
most important resources, because they are needed in or-
der to build up roads and settlements. For this reason, it
is important to set settlements in the proximity of these
resources in the beginning of the game.

– In the set-up phase, it is important to evaluate the avail-
able space for future developments: settlements built up
in the centre of the island can easily be blocked by the
other players.

– Do not underestimate the value of the harbours: the possi-
bility to exchange resources to a convenient rate can make
the difference in the perspective of a long-term game.

– Trading may improve your chances of winning. You may
offer the current player a trade even if it is not your turn
(this is of course harder to do in a computerized setting
where the moves normally are calculated without the in-
teraction of other players).

Based on personal experiences of the game, the general ad-
vice above, and practical limitations, the strategy was imple-
mented according to only a subset of these considerations, such
as assigning an higher value to more important resources like
bricks and lumbers, and awarding a bonus to the harbours in
the evaluation process.

3. jMASet - the bot proposed for SoC

jMASet (an acronym between the jSettlers platform used as de-
velopment framework and the MAS approach our architecture
is based upon) is the name given to the bot. It was implemented
as a stand-alone java client that connected to a jSettlers plat-
form.

3.1 Environments for on-line SoC

Three different SoC platforms were evaluated: S3D [11], jSet-
tlers [14] and Xplorers [5], all of them allowing on-line play-
ing. We chose to use the jSettlers platform, since it provided
the best support for setting up bot tournaments. Xplorers is a
commercial platform not open for independent developers and
S3D does not allow bots at all.

3.2 jMASet architecture

In order to obtain a good implementation first of all some im-
portant aspects need to be clarified regarding the implementa-
tion of the system [7]. The main questions we need to answer
are:

– What are the key units of the game?

– What information contribute to the decision making of the
system and how do we share it?

– What are the trade-offs that are needed to be considered
when deciding what action to perform?

We can refer to these questions as three different topics of
our project, that are Distribution of the agents, Communication
protocol, and Negotiation protocol, which will be separately
discussed in the next sections.

Distribution of the agents According to Wooldridge, there are
two main ways in which a system may be structured [16].

– A task-oriented agent system has one agent for each rele-
vant task, e.g. trading, card handling, or building new con-
structions. These systems are heterogeneous in the sense
that all the agents are basically different.

– An entity-oriented agent system has one agent per relevant
entity in the domain. Here the agents are homogeneous,
i.e. built in the same way and may represent hexagons,
cities, settlements or even single roads.



Fig. 2. Proposed model for jMASet.

The decision between focusing on task rather than entities
can be done only after sorting out what we really need to model
in our architecture, that is which units (either entities or tasks)
are important enough to be represented by an agent: this first
step has been fundamental to properly define the whole system,
deeply affecting the future development of our architecture [7].

We concluded that the possible locations for settlements of-
fer a good trade-off between the complexity of the system and
the ability to model the utilities.

Even though we have adopted the entity-oriented approach,
following the Negotiating Pieces architecture [7], special mis-
sion agents should be used to handle aspects of the game not
covered by the unit agents. We treat three such additional as-
pects that can heavily impact the evolution of the game and
must be properly handled during the design of the architecture
of the system:

(i) Development Cards

(ii) Special Tasks

(iii) Trading

Since the first two aspects are highly intertwined, we have
implemented an Evaluator agent that deals with them. Trading
is managed by a third type of agent.

In conclusion, we decided to model our system by using an
hybrid solution mixing up both entity- and task-oriented ap-
proaches, proposing in this way a full representation of the sys-
tem covering the main aspects of the game.

After deciding the necessary units and tasks to model, the
next step is to decide the way to allow them to communicate
both with the server and among themselves. For these reasons,
a Mediator agent has been added to the agents list, and, being
the unique point of the system able to communicate both with
the server and with all the agents, it is delegate to handle all the
communications of our bot.

Acting as an interface between the bot and the server, the
Mediator both works as auctioneer for the agents, offering re-
sources, deciding whether to accept their bids as well as sub-
mitting the decisions made by the system to the server. We
have used a first-price sealed-bid auction in which the auction-
eer receives from each bidder one bid for the goods; with no
more subsequent rounds, the goods is awarded to the agent that
proposed the highest offer [16].

3.3 jMASet implementation

According to the considerations outlined until now, we decided
to propose a final model of our bot architecture (shown in Fig-
ure 2) based on the following agents:

(i) Settlement Agents

(ii) Evaluator Agent

(iii) Trade Agent

(iv) Mediator Agent

Settlement Agents At the beginning of the game, settlement
agents are created on each spot on the board (for a total of 54
agents), and, during their first round, they will perform two ba-
sic actions: define their nature and collect information.

By defining their nature, we mean the ability of the agents
to sense what they are representing on the board, that is a spot
where jMASet can place a new settlement upon, or a spot where
it is not possible to build up (because an opponent has already
built there or because it is too close to other settlements): ac-
cording to its condition, the agent can be defined as own, oppo-
nent, potential or unbuildable.

The nature of the agents affects the way they collect infor-
mation: owned and potential agents evaluate the possibilities
to upgrade or to build settlements upon new locations, while
opponent agents evaluate the situation of the player they repre-
sent.

The collected information is used to define a goal list con-
taining the specific preferences for the incoming round: accord-
ing to their own list, the agents will submit bids to the mediator
in case an auction for available resources is started.

The opponent settlement agents implemented so far have the
very simple task of reporting their existence to the evaluator
who will sum them up as a measure of the strength of the op-
ponent.

Mediator Agent As previously explained, the Mediator acts
first of all as communication interface between the server and
the bot, and then also as auctioneer for the agents.

However, it is fundamental to make clear that the Mediator
has no influence on the decision process, because its role is only
related to coordination rather than decision making.

Evaluator Agent The Evaluator is a special agent which han-
dles specific tasks for jMASet, which mainly include:

– considering opponents score; this information is used
when the robber is moved (to make as much damage as
possible for the opponent)

– evaluating the use of development cards,

– evaluating special tasks as longest road/biggest army.

The Evaluator is a global agent without any contact with
other agents except for the Mediator: working on an higher
level, it evaluates the complete situation on the board, trying to
detect patterns/conditions which could be used as advantages
for jMASet.

Trade Agent Although trading is identified as one of the key
aspects of the game, a number of problems prevented us from
implementing this fully, among them bugs in both the game
server (allowing bots to trade resources that they do not have)
and in the opponent bots (actually taking advantage of that
weakness from time to time). For these reasons, the trading
agent of jMASet only trades with the bank.

3.4 jMASet actions

Oppositely to other board games, the original rules of SoC does
not have a precise order for the actions performable during each
turn. An update of this recommend a fixed order with a trading
phase before the building phase (see [12], but jMASet follows
the jSettlers platform and plays according to the old rules [14].

Thus, skipping the start-up, during their own turn the player
can define plans, allocate the resources to acquire new items,
trade, and play cards, but, while planning is always executed
at the beginning of the action flow, all the other actions can be
performed in any order, sometimes even more than once.

Branca has described the details about the action flows and
the design of jMASet [2].



Fig. 3. jMASet - Complete communication flow.

3.5 jMASet evaluations

Several actions are considered by jMASet during each round:
construction of new settlements on free valuable spots, up-
grade from settlements to cities, purchase or use of develop-
ment cards, acquisition of the longest road or attempt to obtain
the largest army. The choice of which actions must be per-
formed by the bot, and eventually in which order, is addressed
according to the concept of utility.

The agents of jMASet (in order to define their plans) apply
this idea of utility through their decision process:

(i) list the possible actions;
(ii) for each action, calculate the cost to complete it;

(iii) for each action, calculate the possible future profits;
(iv) for each action, evaluate the related risks;

We need now to differentiate the utility function according
to the kind of the agent considered: however, before describing
the different behaviours of the agents involved in the decision
process (Settlement agents, Evaluator, Trader), we need to in-
troduce the concept of expected production value.

Expected production value Players of SoC plan their strate-
gies according to the resources they are able to collect, so it is
obvious that the effective value of the single resources varies
from player to player.

The weights for each resource (see Table 4) are initially set
equal to 1 except for bricks and lumbers, that are initially con-
sidered more valuable and are so weighted 1.2, thus meaning
that the agents consider bricks and lumber to be 20% more
valuable than the other resources.

Let us start by defining Accr(a), the expected number of re-
sources r gained at each dice roll for a settlement agent a. The
calculation of Accr(a) is based on the probability to gain the re-
source in the next round, and so it all depends on the numbers
on the hexes adjacent to all our principalities and the related
probability of the dice rolls P (h) (as expressed in Table 1).

Accr(a) = Ca ·
∑

h∈Adj(a)

(

P (h) · hr

)

, (1)

where Ca is the principality multiplier for agent a (1 for set-
tlements, 2 for cities), Adj(a) is a’s set of hexes adjacent to a,
P (h) is the probability of a sum of two dice being the number
of hex h, and hr is = 1 if h produce resource r, 0 otherwise.

We may then calculate the expected production value of an
agent EPa.

EPa =
∑

r∈R

Accr(a) · Mr · Wr, (2)

where Wr is the weight of resource r and

Mr =

{

Wuncol if resource r is non-collectable,
Wcol otherwise.

(3)

The total expected production of a certain resource is calcu-
lated in the following way:

P (r) =
∑

a∈A

Accr(a) (4)

Utility for Settlement Agents For settlement agents, the list of
the possible actions comprises:

– construction of settlement,
– upgrade to city.

Remembering that we always refer to the expected produc-
tion value of the resources, the cost of each action is the sum
of the costs of building each part of the related construction (so
if we want to construct in a location 2 steps far away, we have
also to consider the cost of building the necessary roads if they
are required).

The profit is given by the extra production granted by the new
construction (always in terms of expected production values of
the new resources).

The risk for the settlement agent is irrelevant (equal to 1),
because both the construction of a settlement and the upgrade
to the city are worth one extra point that can not be lost any
more.

The utility function (Uba) for the Settlement agent a is then
expressed by Equation 5:

Uba = max

(

Vsettlement(a)

Csettlement(a)
,
Vcity(a)

Ccity(a)

)

(5)

where Vprincipality(a) is the value of having that principal-
ity (settlement or city) there, i.e. its corresponding EP -value
and Cprincipality(a) is the cost to upgrade to the level of the
principality.

The cost is defined as shown in Equation 6:

Cj =
∑

i∈j

ai · ci, (6)

where ai is the number of resources and ci is the cost respec-
tively needed to build unit j.

We can similarly define the cost for a bid k as:

Cbk =
∑

j∈k

Cj , (7)

that represents the sum of the costs of the separate units that
a good consists of.

On the other hand, the total utility consists of the sum of both
the expected production value generated by placing the settle-
ment in the considered location, and its usability in trading, so:

Ua = EPa + Wtrade · ETa · (Ca = 1) (8)
where Ca is the principality multiplier of a (= 0 if the place is
not built upon), and

ETa =
∑

r∈R

Hval(a) · H(a, r) · P (r) (9)



The variable HV al(a) gives a bonus referring to the presence of
an harbour on the considered location, H(a,r) is the exchange
rate that a gets for resource r, and P (r) is the total expected
production of r, i.e. what can be shipped out by a.

By using the Equation 8 as function for the calculation of
the utility, we guarantee to our agents to assess in different way
the different resources, giving them more or less relevance ac-
cording to the fact they are already collectable by the player or
not.

The Utility function can so be considered as en evaluation
of building a new settlement in a specific location, addressing
at the same time both the value of the spot (in term of number
probabilities) and value of the potential resources acquired.

In fact, despite its simplicity, the formula covers the need of
evaluating the lack of a particular resource: as much as we need
a resource, its exchange ratio will increase altogether with the
generated profit and the utility to acquire it.

Utility for Evaluator Agent Among its different functions, the
Evaluator Agent can:

– buy a development card,

– use a development card.

The utilities of these actions are slightly different: in fact,
we need to consider the victory points potentially acquired by
the purchase/use of a card, that can be even two in case we are
trying to achieve the longest road or the largest army.

In this case we defined a parameter, namely risk evaluation
(REval), that reflects the attitude of the bot to hazard a move
for good reward (like purchasing a new card hoping to find a
victory point, Vp).

The utility function (UE) for the Evaluator agent is then ex-
pressed by the Equation 10.

UE =
∑

c∈Cards

( Uc

|Cards| · Ccard

)

· REval (10)

The Cards refer to the set of cards not yet played in the game
(thus being potentially equally possible to draw as the next
card). We do not take into account the fact that victory point
cards usually are not revealed until a player reaches ten victory
points. Uc refers to the utility of a card of type c (see Table 4)
and Ccard is the cost of buying a card. Reval refers to the risk
attitude which increase as the players get close to a win.

Auction mechanism As explained in Section 3., the negotia-
tion protocol is based on a first-price sealed-bid auction, and
the agents share information and define a final plan by using
this particular mechanism.

At the beginning of the turn all the settlement agents (that
are not already cities) start their evaluation tasks, performed
according to their placement on the board. They create lists
of all their possible actions for this round ranked by the utility
values Ua of their effects.

As soon as the Mediator completes the packaging of the re-
sources, the agents wait for the offer of the first good from the
Mediator itself: the bid they send back to the auctioneer is equal
to the utility of obtaining that particular good according to their
own plan.

As an example, imagine that the available good sets are 1
road and 1 settlement, or 1 city. The Mediator starts offering the
road/settlement, the agents answer back the utility of acquiring
the combo to achieve their goal and the Mediator stores their
bids; then the same process is repeated for the other goods. At
the end of the auction, the Mediator considers the best possible
option of sell and awards the winning agent the good.

Parameters In the implementation of jMASet several parame-
ters have been take into account: in fact, by using parameters in
doing the calculation, we are able to guarantee to the system an
high configurability, and we assure also the possibility to run

Table 4. (Initial) values of the jMASet main parameters.

Parameter Value Explanation
Wb 1.2 Brick weight
Wl 1.2 Lumber weight
Wg 1.0 Grain weight
Wo 1.0 Ore weight
Ww 1.0 Wool weight
Mcol 1 Collectable resource factor
Muncol 2 Uncollectable resource factor
REval 0.5 Dynamic factor of risk attitude of the

Evaluator agent.
Wtrade 1 Weight of trading
Hgen 15 Factor for a 2:1 general harbour
Hres 25 Factor for a 3:1 specific resource har-

bour
Uv 2 The expected value of one victory

point card
Um 5 The expected value of the monopoly

card
Ur 2 The expected value of a road building

card
Us 1 The expected value of a soldier card
Up 2 The expected value of a year of plenty

card

in future several refinements of their values in order to obtain a
general improvement of the behaviour of our bot.

A set of the main parameters used in our solution is presented
in Table 4.

4. Experimental set-up

After having completed the implementation of jMASet, we
needed to run series of trials in order to evaluate its perfor-
mances, thus it was necessary to set up a proper test environ-
ment able to evaluate the performance of jMASet. The Xplor-
ers environment use a random configuration of the layout and
the Combined trade/build phase [12].

One of the main limitation of the jSettlers framework was the
lack of opponents: only two bots were available for the system,
SMART and FASTTHINK.

The only way we could cope with the lack of opponents was
by setting a system ad hoc according to the number of avail-
able bots: thus we set up a system with 3 bot players, that are
SMART, THINKFAST and of course jMASet.

SMART is a production-oriented bot, in the meaning that its
evaluations focus on the building aspect of the game, trying to
place settlement in the most valuable locations independently
from the cost and the distance. Failure to increase resource
production means of course falling behind the other players.

THINKFAST tries to achieve the victory by addressing its ob-
jectives to follow the rule ”sooner is better than later”, thus
aiming to increase its resource production as much as possible
in the early stages of the game, and so being able to reap the
benefits of the production sooner.

4.1 Performance indexes

In two different test sessions, we evaluated several key indexes:

– quality of result,

– stability,

– performance indexes

Due to the fact that SoC is a game where only one player is
the winner, we specifically assumed the meaning of quality of
results equivalent to the winning rate of our system. Nonethe-
less, we also decided to keep track of the placements of the



Table 5. Outcomes of the first test session.

Name 1st 2nd 3rd Exceptions
FastThink 180 89 33 22
Smart 70 74 158 24
jMASet 52 139 111 6

single bots for each game, and evaluate the overall quality of
our solution also according to these values.

Regarding to the analysis of stability of the system, since we
experienced some technical problems, we decided also to ver-
ify whether or not the origin of the problem was in the frame-
work itself or our solution. The measurement of stability has
been carried on by counting the number of unhandled excep-
tions generated during the execution of the tests (and whenever
it was possible, also the bot causing it).

Finally, we evaluated more specific game indexes, like av-
erage of the points per game, number of times longest road
or biggest army was achieved by the agents, and (only for
jMASet) number of times the Trader was invoked to trade re-
sources: the reason to introduce these indexes was to deeper
investigate the quality of the bots (losing by one point is defi-
nitely better than losing by 4-5 points), but also their ability to
achieve special tasks (that from the jMASet perspective reflects
the ability(or the need) of the Evaluator and Trader agents.

5. Experimental results

As explained in the previous chapter, the bots were tested along
two different test sessions, the first one addressed to compare
general performances, while the second one more oriented to-
wards evaluating more specific functionalities of the bots.

5.1 Results of the first test session

A total of 310 matches has been played by the three bots in the
first test session. It required about 3-4 minutes per game, and
considering the 8 occurred crashes, the whole test session was
completed in about 20 hours, including the time necessary to
the restarts of the system after the crashes.

Table 5 summarizes the final results collected at the end of
the session by using the logs generated by the reporting sub-
system, while a complete analysis of these data is presented
immediately afterwards.

Performance Since we decided to evaluate the quality of the
solutions according to the placements achieved in the test
matches, we can firmly declare that the collected results gave a
clear overview of the performances of the playing bots.

As showed in Figure 4, FASTTHINK is definitely over-
whelming the other bots, achieving a winning rate close to the
60% of the played matches, compared to the 23% and 17% of
SMART and jMASet, and in this sense we can suppose that the
results achieved by jMASet and SMART are quite similar.

Additional considerations about these results seem to prove
that the greedy strategy of THINKFAST is the one giving the
best results. SoC is a game based on the availability of re-
sources, acquiring as many resources as possible in the early
phase of the game can be considered to be a successful strat-
egy.

By evaluating the placements obtained by the other bots, it
is interesting to highlight how jMASet was able to achieve the
second place in almost 50% of the matches, thus showing better
challenging abilities than SMART.

Stability The number of unhandled exceptions (see Figure 5)
was basically equivalent for THINKFAST and SMART, and this
result is not surprising at all, considering the fact they share the
same architecture and a very similar implementation.
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Fig. 4. Graphical representation of the placements of the bots.
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Fig. 5. Graphical representation of the unhandled exceptions.

Moreover, once verified that the most of the exceptions were
generated during the trading phase, we could justify the differ-
ence between the original bots and our jMASet with the dif-
ferent use of the Trader agent. difference between the original
bots and our jMASet with the different use of the Trader agent.

In fact, while in jMASet this agent is limited to a safe trade
activity, only in order to avoid the discard of the cards, it has
a much more active role for THINKFAST and SMART, which
both try to benefit from the trading much more often. It is very
hard to really investigate the impact of this on the game results,
since we have no way to fairly evaluate the efficiency of the
trading actions.

5.2 Results of the second test session

The second test session has involved a total of 140 matches,
experienced 5 crashes and lasted about 8 hours. The analysis
of this second session can be split into two different areas: the
first one related to the competitiveness of the bots, the second
one referring to their ability to achieve the special tasks awards.
The results collected in this second evaluation step are reported
in Table 6 and Table 7.

Competitiveness Regarding competitiveness (see Table 6),
once more ThinkFast showed its best suitability to the game,
achieving an average of almost 8 points per game, acquiring the
longest road and the biggest army awards respectively 49 and
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Fig. 6. The average number of victory points earned in the
games.

Table 6. Outcomes of the second test session.

Name Total points Points per game
THINKFAST 1040 7,88
SMART 784 5,94
jMASet 891 6,75

34 times, and completing trading deals for meanly 19 times per
game at an average.

But on the other hand, as can be seen in Fig. 7, by comparing
the results only between Smart and jMASet, we can immedi-
ately notice how our solution has an higher average of points
per game, but it is undoubtedly less able to achieve the special
task awards: this last consideration has been essential to under-
stand the pros and the cons of the implementation proposed for
this project.

Special task awards The jMASet seems to work quite well
in its construction planning, but it does not achieve the same
good results for more global tasks as longest road and largest
army. Moreover it is not able to trade efficiently according to its
needs. These considerations have been again reinforced by the
analysis of the data from the second test session (see Table 7).

5.3 Discussion

After completing our analysis, what is the final evaluation of
our system? Is jMASet a good solution?

Our opinion is that jMASet acts quite well, even though it
does not meet the standards shown by ThinkFast in these tests.
Its results are still interesting if we consider the quality of the
opponents: ThinkFast in particular showed itself to be able to
model the environment and take both construction and long-
term decisions with really good ability, thus acting as a good
opponent even for a human player. However, even though these

Table 7. The number of longest roads (LR), and largest armies
(LA) awarded to each player in total and the average number of
trades per game.

Name LR LA Trades per game
THINKFAST 49 34 19.2
SMART 38 29 11.1
jMASet 25 15 4.37
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Fig. 7. The number of longest roads, and largest armies
awarded to each player in total and the average number of
trades per game.

abilities have been present in other bots in other games, that
alone is no guarantee for successful game play. We have shown
in other domains that it is possible to beat long term planning
bots, if the game is complex enough and the own bot is tacti-
cally good [7].

jMASet has performances similar to SMART, for some as-
pects even better, but has some weaknesses that avoid it to
achieve the same (or at least similar) results of THINKFAST,
as we already pointed out in the previous section. Our opinion
about these outcomes is that SMART can obtain good results
only if it can effectively reach the locations it is aiming to, oth-
erwise it wastes a lot of resources without obtaining any benefit.

On the one hand the comparison with the other bots immedi-
ately highlights the poor performances of jMASet (considering
the special tasks). On the other hand, it also indicates that the
strategic play of planning what and where to build probably
works as good as for the opponents.

After having cleared this, what are the benefits jMASet de-
rives from its distributed nature? In other words, are the good
results achieved by our bot depending on its multi-agent archi-
tecture?

It is really difficult to give the right answer to this question,
but we can draw on some conclusions about some general con-
siderations: first of all, the whole system we created can be
perfectly reimplemented by using a monolithic solution (this is
the case of THINKFAST and SMART), but our opinion is that
even these bots are developed in such a way that suggests us
they are imitating a distributed solution (and in fact, they also
consist of 3 different subsystems for mediating, planning and
trading, acting independently from each other).

Another interesting consideration concerns the possibility to
model certain aspects offered by MAS solutions: from a logi-
cal perspective, it is much easier to model a complex system as
a set of smaller and simpler subsystems, each one with a dif-
ferent role and representing a different part of the considered
environment.

Related to this last property, another valuable factor is the
scalability of the distributed solution, obtained by assigning
each specific task to a dedicated agent: once pointed out the
weaknesses of the system, trying to reassess them it is not an
operation involving the whole system, but just limited parts of
it. Moreover, having the possibility to add as many agents as
wished, the addition of functionalities is a simple activity con-
sisting of defining new dedicated agents which perform their
own specific task.



5.4 Test environment

The creation of a valuable testing environment has been one of
the main problems along the whole project: the needs of having
a fully-automated, safe and stable system for our tests required
some adaptations both to the architecture of jSettlers and to our
own implementation.

The jSettlers framework had several bugs which were diffi-
cult to handle or to overwhelm, on one side related to network-
ing problems (causing the interrupt of the application, losing
the connection with the server, disconnecting players or time-
outing), on the other side mainly related to specific game is-
sues like the movement of the robber and the exchange of re-
sources. Sometimes also problems to the graphic interface were
reported.

Another problem was the lack of a full automated system
where bot could play autonomously: the application has been
realised allowing the start of the match only if also a human
player was concurring in the game. The bots first praxis [9]
applied by many human players in many on-line gaming soci-
eties prevents us from making extensive experiments with hu-
man players. If followed, the human players first make sure
that the bot gets a lousy start before competing with each other.

Since the fixes of the bugs outlined above were out of our
intentions for this project, we could not do anything except to
inform the developers about them: until now, no patches have
been released, and we do not expect that this will happen in the
short time.

6. Conclusions

jMASet is a different attempt to break in environments where
many traditional AI methods cannot guarantee good results for
causes mainly related to their huge search space of solutions.
Although not reaching all the way yet, we have shown that it
may be possible for a MAS based solution to get close to the
performance of monolithic solutions.

In conclusion, the local decisions of the bot (taken accord-
ing the utility value) are quite good, while the global and long
plan decisions need to be properly reassessed: the features of
jMASet that need to be improved and optimized the most are
without any doubt the Evaluator and the Trader agents.

7. Future work

We identify several possible future projects:

– Building a framework for parameter optimization in MAS
based board games.

– Debugging the test environment in order to fully develop
and test the trading functionality.

– Validating the bot in the context of human opponents.

– Learning to mimic human use of the interface (in order to
disguise the bots).
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