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Abstract

In handsfree speech communication the signal to noise ratio is poor which makes it
difficult for the listener to have a relaxed conversation. By using speech enhance-
ment processing, the quality of conversation will be enhanced. This paper describes
a speech enhancement algorithm based on spectral subtraction. The method em-
ploys a noise and speech dependent gain function which is used to design a filter.
The proper measures have been taken to obtain a causal filter and also to ensure
that the circular convolution yields a linear filtering. A novel method that uses
spectrum-dependent exponential averaging to decrease the variance of the gain
function is also presented. The result obtained is a 13 to 18 dB noise reduction,
with minor speech distortion and moderate residual noise distortion.
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Chapter 1

Introduction

The ever increasing use of mobile phones in vehicles increase the need for the use
of the hands-free mode. It is also common to combine the car audio equipment
and the mobile phone. A problem associated with hands-free operation in vehicles
is the distance between the speaker and the microphone, i.e. the microphone picks
up not only the speech but also the surrounding background noise from the vehicle.
The result is speech disturbed by background noise which is annoying for the far-
end speaker. The noise should be reduced so that the listener does not strain his
hearing. The best way to reduce noise is to produce change as early as possible in
the signal chain, preferably before reaching the speech coder in the mobile phone.

One wellknown method for reducing noise is spectral subtraction [1]. Spectral
subtraction uses estimates of the noise spectrum and the noisy speech spectrum
to form an SNR-based gain function. The gain function is multiplied by the input
spectrum and thus the gain function suppress frequencies with low SNR. Spectral
subtraction has some disadvantages: the output signal contains artifacts commonly
known as ’musical tones’, and discontinuities between processed signal blocks lead-
ing to decreased speech quality. There are many suggestions as how to enhance
the spectral subtraction method. Some of these are described in [2] - [6].

The leading idea behind the proposed algorithm is how to use low order spec-
trum estimates with less frequency resolution and reduced variance. The spectra
are used to form a gain function with the desired low variance, which is further
smoothed with an exponential averaging dependent on the input spectrum. The
lower variance reduces the ’musical tones’ in the output signal. The low resolu-
tion gain function is interpolated to the full block length gain function. This gain
function corresponds to a filter of the low order length. This filter is, however, a
zero-phase filter and thus non-causal. Hence, during the interpolation a phase is
added to the gain function to form a causal filter, using either linear or minimum
phase. This prevents discontinuities between blocks. The causal filter is multiplied
by the input signal spectra and the blocks are fitted by other blocks using overlap
add.

Another important issue is the frame length, which should be kept as small as
possible in order to reduce the introduced delay. Short frame lengths will make the
spectrum estimates more variable, which must be balanced against the delay.

In Chapter 2, the theoretical background of the spectral subtraction algorithm
is examined.

In Chapter 3, a solution is presented which removes the discontinuities between
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blocks. This is achieved by using a causal gain function and correct convolution.
A method to reduce the variability of the gain function in a controlled way

is presented in Chapter 4. The idea is to average the gain function when the
discrepancy between the present input spectrum and the averaged noise spectrum
is low.

In situations where it is appropriate to filter the input signal, this can be com-
bined with the gain function. How the combining is achieved is explained in Chap-
ter 5.

Chapter 6 explains how to choose parameters in the algorithm. The parameter
choices are directed towards an implementation of a car handsfree kit for mobile
phone systems.

The results of the proposed method are presented in Chapter 7.
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Chapter 2

Theoretical Background

In this chapter the method used in the paper is outlined. The different components
are discussed in detail.

2.1 Spectral Subtraction

Spectral subtraction is built upon the assumption that the noise signal and speech
signal are random, uncorrelated and added together to form the noisy speech signal.
Let s(n), w(n) and x(n) be stochastic short-time stationary processes representing
speech, noise and noisy speech respectively.

x(n) = s(n) + w(n) (2.1)

Rx(f) = Rs(f) +Rw(f) (2.2)

where R(f) denotes the power spectral density of a random process. The noise
power spectral density, Rw(f), can be estimated during speech pauses, thus x(n) =
w(n). In order to estimate the power spectral density of the speech an estimate is
formed as

R̂s(f) = R̂x(f)− R̂w(f) (2.3)

The conventional way to estimate the power spectral density is to use a peri-
odogram.

R̂x(fu) = Px,N(fu) =
1

N
|XN(fu)|2, fu =

u

N
, u = 0, ..., N − 1 (2.4)

R̂w(fu) = Pw,N(fu) =
1

N
|WN(fu)|2, fu =

u

N
, u = 0, ..., N − 1 (2.5)

where XN(fu) and WN(fu) are the N -length fourier transform of x(n) and w(n)
respectively. Combining equations (2.3), (2.4) and (2.5) we obtain

|SN(fu)|2 = |XN(fu)|2 − |WN(fu)|2 (2.6)

A more general form is

|SN(fu)|a = |XN(fu)|a − |WN(fu)|a (2.7)

where the power spectral density is exchanged for a general form of spectral density.

4



The human ear is not sensitive to phase errors in speech. This can be utilized
by using the noisy speech phase, φx(f), as an approximation of the clean speech
phase, φs(f).

φs(fu) ≈ φx(fu) (2.8)

A general expression for estimating the clean speech fourier transform is formed as

EN(fu) = ejφx(fu) (2.9)

SN(fu) ≈ (|XN(fu)|a − k · |WN(fu)|a)
1
a · EN(fu) (2.10)

In the latter equation a parameter, k, is also introduced. The parameter k controls
the degree of noise subtraction.

In order to simplify notation a vector form is introduced

XN =


XN(f0)
XN(f1)

...
XN(fN−1)

 (2.11)

The vectors are computed element by element: for reasons of clarity element by
element multiplication of vectors is denoted by ¯. Equation (2.10) can be written
employing a gain function, GN , and the vector notation

SN = GN ¯ |XN | ¯ EN = GN ¯XN (2.12)

where

GN =

(
|XN |a − k · |WN |a

|XN |a
) 1
a

=

(
1− k · |WN |a

|XN |a
) 1
a

(2.13)

This is the conventional spectral subtraction equation. The algorithm is illus-
trated in figure 2.1. There are two parameters which control the degree of noise
subtraction and speech quality. Parameter a = 2 gives a power spectral subtrac-
tion and an a = 1 gives magnitude spectral subtraction. According to Winberg
[7], choosing parameter a = 0.5 yields an increase in the noise reduction while only
leading to moderate distortion of speech. This is due to the spectral compression
pf the square root before the noise is subtracted from the noisy speech.

The second parameter, k, is adjusted so that the desired noise reduction is
achieved. If a larger k is chosen, speech distortion increases. The parameter k is
dependent on how a is chosen. A decrease in a means that the k parameter must
be decreased in order to keep speech distortion low. In the case of power spectral
subtraction, it is common to use over-subtraction, k > 1.

2.2 Spectrum Estimation

As described in [8] there are many alternatives to a simple fourier transform pe-
riodogram for spectrum estimation which render lower variance. In the Bartlett
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Figure 2.1: Conventional spectral subtraction algorithm.

method the block of length N is divided in K sub-blocks of length M . A peri-
odogram for each sub-block is computed and the results are averaged to a M long
periodogram for the total block.

Px,M(fu) =
1

K

K−1∑
k=0

Px,M,k(fu), fu =
u

M
, u = 0, ...,M − 1

=
1

K

K−1∑
k=0

|F (x(k ·M + u)) |2 (2.14)

with corresponding vector, Px,M . The variance is reduced by a factor, K, when the
sub-blocks are uncorrelated, as compared with the full block length periodogram.
The frequency resolution is also reduced by this factor.

The Welch method is similar to the Bartlett method. The difference is that
each sub-block is windowed by a Hanning window and the sub-blocks are allowed
to overlap each other, resulting in more sub-blocks. The variance in the Welch
method is further reduced as compared with the Bartlett method.

It is possible, and necessary, to decrease the variance of the noise periodogram
estimate further. Under the assumption that the noise is long-time stationary, it is
possible to average the periodograms resulting from the Bartlett or Welch method.
One method is to apply exponential averaging

P̄x,M(l) = α · P̄x,M(l − 1) + (1− α) ·Px,M(l) (2.15)

Px,M(l) is computed using the Bartlett or Welch method for a specific block num-
ber, l. P̄x,M(l) is the exponential average for the current block and P̄x,M(l− 1) for
the last block. The parameter α controls the length of the exponential memory.
The length should not exceed the duration of the noise stationarity. An α closer
to 1 results in a longer exponential memory and a substantial reduction of the
periodogram variance.
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2.3 Convolution

Convolution in time-domain corresponds to multiplication in frequency-domain,
i.e.

x(u) ∗ y(u)↔ X(f) · Y (f), u = −∞, ...,∞ (2.16)

When the transformation is obtained blockwise from an FFT of length N , the
result of the multiplication is an incorrect convolution. Instead, the result is a
circular convolution with a periodicy of N , denoted by the symbol N©

xN N©yN ↔ XN ¯YN (2.17)

where xN , yN are time-domain block vectors and XN , YN ditto for the frequency-
domain. In order to obtain a correct convolution when using an FFT, the accu-
mulated order of the impulse responses xN and yN must be less than, or equal, to
N − 1.

7



Chapter 3

Spectral Subtraction using
Correct Convolution

The gain function (see equation (2.13)) in conventional spectral subtraction comes
from a full block estimate and has zero phase. This means that the corresponding
impulse response gN(u) is non-causal and has the length N. The multiplication of
the gain function, GN(l), and the input signal, XN (see equation (2.12)) results in
a periodic circular convolution with a non-causal filter. This can lead to aliasing
in time domain and discontinuities between blocks, thereby giving rise to inferior
speech quality.

3.1 Correct Convolution

The time domain aliasing problem inherited from periodic circular convolution can
be solved by using a GN(l) and XN of a total order either less than or equal to
N −1. The spectrum, XN , of the input signal is of full block length N . In order to
construct a spectrum of the order L, the input signal block or frame, xL, of length
L, is used, where L < N . The spectrum which is multiplied by the gain function
of length N must also be of length N . This is achieved by zero padding the frame,
xL, to the full block length N , resulting in XL↑N .

In order to construct a gain function of length N , the gain function could be
interpolated from a shorter gain function, GM(l), of the sub-block length M , to
form GM↑N(l). Although GM↑N(l) has the length N , the corresponding impulse
response is of length M . In order to compute the shorter gain-function, GM(l), the
noise periodogram estimate, P̄xL,M(l), and the noisy speech periodogram estimate,
PxL,M(l), employed in the computation of the gain function should both be of
length M :

GM(l) =

(
1− k · P̄

a
xL,M

(l)

Pa
xL,M

(l)

) 1
a

(3.1)

The shorter periodogram estimates are computed from the input frame, xL, us-
ing the Bartlett method. The Bartlett method is used to decrease the variance
of the estimated periodogram. There is also a reduction in frequency resolution.
The reduction of the resolution from L frequency bins to M bins means that the
periodogram estimate, PxL,M(l), is of length M . The variance of the noise peri-
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Figure 3.1: Spectral subtraction algorithm with correct convolution and causal
filtering.

odogram estimate, P̄xL,M(l), is decreased further by using exponential averaging,
as described in chapter 2.2.

To meet the requirement of a total order less or equal to N−1, the frame length,
L, added to the sub-block length, M , must be less than N . It is then possible to
form the output block

SN(l) = GM↑N(l)¯XL↑N(l) (3.2)

The scheme is presented in figure 3.1.

3.2 Causal Filtering

The second property from the spectral subtraction, the non-casual filter, is ad-
dressed by introducing a phase to the gain function. Two possible alternatives
which can be used to construct a phase from a magnitude function and thereby
obtain a causal filter are 1. linear phase and 2. minimum phase.

3.2.1 Linear Phase

A linear phase filter is straightforward to construct. If the block length of the
FFT is of length M , a circular shift in time-domain is a multiplication by a phase
function in frequency-domain.

g(n− l)M ↔ GM(fu) · e−j2πul/M , fu =
u

M
, u = 0, ...,M − 1 (3.3)
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In this case l equals M/2+1, since the first position in the impulse response should
have zero delay (i.e. causal), thus

g(n− (M/2 + 1))M ↔ GM(fu) · e−jπu(1+ 2
M

) (3.4)

The linear phase filter, G̃M(fu), is obtained as

G̃M(fu) = GM(fu) · e−jπu(1+ 2
M

) (3.5)

The gain function is also interpolated to the length N , which is achived with a
smooth interpolation. The phase to be added to the gain function is changed
accordingly, resulting in

G̃M↑N(fu) = GM↑N(fu) · e−jπu(1+ 2
M

)·M
N (3.6)

The construction of the linear phase filter can also be performed in time-domain.
The gain function, GM(fu), is transformed to the time-domain using an IFFT,
where the circular shift is carried out. The shifted impulse response is zero-padded
to the length N , and then retransformed using an N -long FFT. This leads to an
interpolated causal linear phase filter, G̃M↑N(fu).

3.2.2 Minimum Phase

The construction of a causal ”minimum phase” filter from the gain function is
achieved employing a Hilbert transform relation [9]. The Hilbert transform rela-
tion implies a unique relationship between real and imaginary parts of a complex
function. This can also be utilized for a relationship between magnitude and phase
when the logarithm of the complex signal is used.

log
(
|GM(fu)| · ej·arg(GM (fu))

)
= log (|GM(fu)|) + log

(
ej·arg(GM (fu))

)
(3.7)

= log (|GM(fu)|) + j · arg(GM(fu))

In the situation at hand the phase is zero, resulting in a real function. The function,
log (|GM(fu)|), is transformed to the time-domain employing an IFFT of length M ,
forming gM(n). The time-domain function is rearranged as

g̃M(n) =


2 · gM(n), n = 1, 2, ...,M/2− 1
gM(n), n = 0,M/2
0, n = M/2 + 1, ...,M − 1

(3.8)

The function g̃M(n) is retransformed to the frequency-domain using an M -long

FFT, yielding log
(
|G̃M(fu)| · ej·arg(G̃M (fu))

)
. From this G̃M(fu) is formed. The

causal minimum phase filter, G̃M(fu), is interpolated to the length N . The inter-
polation is achived in the same way as with the linear phase filter. The resulting
interpolated filter G̃M↑N(fu) is causal and has approximately ”minimum phase”.
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Chapter 4

Variance Reduction of GM

The variance of the gain function, GM(l), may be decreased further although other
variance reduction methods have been employed. A novel way to decrease the
variance further is to use a controlled exponential averaging of the gain function.
This averaging should be dependent on the discrepancy between the current block
spectrum, Px,M(l), and the current averaged noise spectrum, P̄x,M(l). A small
discrepancy should give a long averaging time constant of the gain function, GM(l).
This corresponds to a stationary background noise situation. A large discrepancy
should result in a shorter averaging time constant, or zero averaging of the gain
function, GM(l). This corresponds to situations in which speech or highly varying
background noise are present. In order to handle the transient switch from a speech
period to a background noise period the averaging of the gain function should not
increase directly when the discrepancy measure decreases. A direct increase of the
averaging memory introduces an audible ”shadow” voice, since the gain function
suited for a speech spectrum is remaniscent for a long period. The averaging should
only be allowed to increase slowly to give time for the gain function to adapt to
the stationary input.

The spectral discrepancy measure is defined as

β(l) =

M−1∑
u=0

∣∣∣Px,M,u(l)− P̄x,M,u(l)
∣∣∣

M−1∑
u=0

P̄x,M,u(l)

(4.1)

and β(l) is limited by

β̃(l)⇐


1, β(l) > 1
β(l), βmin ≤ β(l) ≤ 1, 0 ≤ βmin ¿ 1
βmin, β(l) < βmin

(4.2)

The parameter β̄(l) is an exponential average of the discrepancy between spec-
tra, described by

β̄(l) = γ · β̄(l − 1) + (1− γ) · β̃(l) (4.3)

The parameter γ in equation (4.3) is used to ensure that the gain function adapts
to the new level, when a transition from a period with high discrepancy between
spectra to a period with low discrepancy appears. This is used for prevention of
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shadow voices. The adaptation must be completed before the increased exponential
averaging of the gain function starts as a result of the decreased level of β(l).

γ =

{
0, β̄(l − 1) < β̃(l)

γc, β̄(l − 1) ≥ β̃(l), 0 < γc < 1
(4.4)

When the discrepancy, β̃(l), increases the parameter β̄(l) also increases directly.
In a situation where the discrepancy decreases, an exponential averaging -with the
time constant γc- is employed on β̃(l) yielding the decaying parameter β̄(l).

Finally, the exponential averaging of the gain function is described by

ḠM(l) = (1− β̄(l)) · ḠM(l − 1) + β̄(l) ·GM(l) (4.5)

The above equations can be interpreted for different input signal conditions as fol-
lows. During noise periods it is obvious that variance is reduced, as long as the
noise spectrum has a steady mean value for each frequency. The gain function can
be averaged to decrease the variance. Noise level changes will create a discrep-
ancy between the current averaged noise spectrum, P̄x,M(l), and the spectrum for
the current block, Px,M(l). The controlled exponential averaging method will thus
decrease the gain function averaging until the noise level has stabilized at a new
level. This behaviour enables handling of noise level changes and gives a decrease
in variance during stationary noise periods and prompt response to noise changes.
High energy speech often exhibits time-varying spectral peaks. When the spectral
peaks from different blocks are averaged their spectral estimate contains an average
of these peaks and thus resembles a broader spectrum, which results in reduced
speech quality. Thus, the exponential averaging should be kept to a minimum dur-
ing high energy speech periods. Since the discrepancy between the average noise
spectrum, P̄x,M(l), and the current high energy speech spectrum, Px,M(l), is large,
no exponential averaging of the gain function is performed. During lower energy
speech periods the exponential averaging is used with a short memory depending
on the discrepancy between the current low-energy speech spectrum and the aver-
aged noise spectrum. The variance reduction is consequently lower for low-energy
speech than during background noise periods, and larger as compared with high
energy speech periods. Figure 4.1 below illustrates how the controlled exponential
averaging is included in the total algorithm.
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Chapter 5

Post Filter

The sum of the frame length, L, and sub-block length, M , can be chosen to be
shorter than N − 1, where N is the FFT-length. This makes it possible to add
an extra fixed FIR filter with the length J ≤ N − 1 − L −M . The post filter is
applied by multiplying the interpolated impulse response of the filter by the signal
spectrum, as illustrated in figure 4.1. The interpolation to length N is performed
by zero padding of the filter and employing an N long FFT. This post filtering
can be used to filter out the telephone bandwidth or as a notch filter to suppress
constant tonal components.
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Chapter 6

Parameter Choices

The parameter choices derived in this chapter are mainly directed towards a hands-
free GSM mobile phone solution for vehicle use.

6.1 Data Lengths

The algorithm is described in sections 3 and 4 as well as in figure 4.1. First the
frame length, L, must be chosen. In this case this is made obvious from the GSM
specification L = 160, which gives the 20 ms frames. Other choices of L can be
used in other systems. An increment in L implies, however, an increment in delay.
The next parameter to be determined is the Bartlett method periodograms or the
sub-blocks length, M . In order to gain variance reduction M should be small. Since
an FFT is used to compute the periodograms the length M should be a power of
two. The frequency resolution is decided from:

B =
Fs
M

(6.1)

The GSM system sample rate is 8000 Hz. Thus a length M = 16, M = 32 and
M = 64 gives a frequency resolution of 500 Hz, 250 Hz respectively 125 Hz. This
is illustrated in figure 6.1. Here a spectrogram of a clean speech signal is plotted
for the different resolutions. A frequency resolution of 250 Hz is a reasonable gain
function resolution for speech and noise signals, thus M = 32. This yields a length
L+M = 160+32 = 192, which should be less than N−1, where N states the FFT
length. N is chosen as a power of two, which is larger than 192, e.g. N = 256.

This makes it possible for an optional FIR post filter, of length J ≤ 63, to be
applied if necessary.

6.2 Central Parameters

The degree of noise subtraction is controlled by the a and k parameters as stated
in (2.13). A parameter choice of a = 0.5, (i.e. square root spectral subtraction) as
Winberg [7] suggests, leads to strong noise reduction while maintaining low speech
distortion. Higher values of a give less noise reduction. This is shown in figure
6.2. Each frequency bin is effected equally, and consequently the figure presents
one frequency bin only.
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Figure 6.1: Spectrograms with different frequency resolutions. (a) Simple peri-
odogram; (b) Periodogram with the Bartlett method using 32 frequency bands; (c)
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Figure 6.3: Plots of resulting gain function for different k values; The speech+noise
estimate is 1 and a = 0.5.

The parameter k should be relatively small when a = 0.5 is used. In figure 6.3
the gain function for different k values is illustrated for a = 0.5. The gain function
should be continuously decreasing when moving towards lower SNR, which is the
case when k ≤ 1. Simulations show that k = 0.7 gives low speech distortion while
maintaining high noise reduction.

The noise spectrum estimate is exponentially averaged, as described in Chapter
2.2 and equation (2.15). The parameter α controls the length of the exponential
memory. Since the gain function is averaged, the demands for noise spectrum
estimate averaging will be less. Simulations show that 0.6 < α < 0.9 provides the
necessary variance reduction, yielding a time constant, τframe, of approximately 2
to 10 frames, since

τframe ≈ −
1

lnα
(6.2)

The exponential averaging of the noise estimate is chosen to α = 0.8, corresponding
approximately to a time constant of 4 frames.

6.3 The Parameters of the Novel Method

The parameter βmin determines the maximum time constant for the exponential
averaging of the gain function. The time constant, τβmin , specified in seconds, is
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used to decide βmin

βmin = 1− e−
L

Fs·τβmin (6.3)

A time constant of 2 minutes is reasonable for a stationary noise signal; this corre-
sponds to βmin close to zero. In other words, there is no need for a lower limit on
β̃(l), in equation (4.2).

The parameter γc controls how fast the memory of the controlled exponential
averaging is allowed to increase when there is a transition from speech to a sta-
tionary input signal, i.e. how fast the β̄(l) parameter is allowed to decrease with
respect to equations (4.3) and (4.4). When the averaging of the gain function is
achived using a long memory it results in a shadow voice, since the gain function
”remembers” the speech spectrum.

When deciding the value of the constant γc consider an extreme situation where
the discrepancy between the noisy speech spectrum estimate, PM(l), and the noise
spectrum estimate, P̄M(l), goes from one extreme value to another. This extreme
situation gives the minimum value of γc. In the first frame the discrepancy is
large so that GM(−1) ≈ 1 for all frequencies over a long period of time. Thus
β̃(−1) = β̄(−1) = 1. Next, in order to simulate an extreme situation, the spectrum
estimates are manipulated so that PM(l) = P̄M(l) in the second frame. When the
spectrum estimates are equal, the discrepancy is reduced to zero and β̃(0) = 0.
Another aspect of equal spectrum estimates is a constant gain function, GM(0) =

(1−k ·1)
1
α . In the subsequent frames the spectrum estimates remain equal and thus

β̃(l) and GM(l) also remain on their previous levels. Thus the parameter values
are

β̄(−1) = 1, ḠM(−1) = 1,

β̃(−1) = 1, GM(−1) = 1,

β̃(l) = 0, GM(l) = 0.09, l = 0, 1, 2, . . .

(6.4)

Inserting the given parameters in equations (4.3) and (4.5) yields,

β̄(l) = γ(l+1)
c (6.5)

ḠM(l) = (1− β̄(l)) · ḠM(l − 1) + 0.09 · β̄(l) (6.6)

where l is the number of frames after the decrease in energy. Since the discrepancy
has decreased and the lower level determined by β̃(l) is zero, β̄(l) is solely dependent
on the time constant γc. The averaged gain function, ḠM(l), is only dependent
on β̄(l) since the spectrum estimates are equal and the gain function, GM(l), is
thus constant. This extreme situation is presented in figure 6.4 (a) and (b) for
different values of γc. If it is decided that the averaged discrepancy, β̄(l), should
have reached the one time constant level e−1 at the third frame (l = 1) then the
minimum value for γc is approximately 0.6. As can be observed in figure 6.4 (b),
the averaged gain function has reached a level of 0.31 at this point.

A more realistic simulation with a slower decrease and a higher final level of
discrepancy is also presented (see figures 6.4 (c) and (d)). This situation is more
realistic since the input signal is seldom so strongly stationary and with such low
variance that the discrepancy drops below a level of 0.1. The e−1 level line repre-
sents the level of one time constant, i.e. when this level is crossed one time constant
has passed. As can be seen, the realistic situation allows an increased value of γc
compared with the extreme situation with the same shadow voice suppression. The

19



-1 0 1 2 3 4 5 6 7 8
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

-1 0 1 2 3 4 5 6 7 8
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

-1 0 1 2 3 4 5 6 7 8
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

-1 0 1 2 3 4 5 6 7 8
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

(a) (b)

(c) (d)

l l

l l

β̄(l) level ḠM (l) level
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Figure 6.4: Simulations of the course of the energy level decrease; (a) β̄(l) in
the extreme situation; (b) ḠM(l) for the extreme situation;(c) β̄(l) in a realistic
situation; (d) ḠM(l) in a realistic situation.

result of a real simulation using recorded input signals is presented in figure 6.5.
The conclusion is that a γc = 0.8 is a good choice for preventing shadow voices.
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eter γc = 0.8.
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Chapter 7

Results

The results show improvements in the speech quality and residual background noise
quality compared with other spectral subtraction approaches, while still achiving
a significant reduction in noise. The exponential averaging of the gain function
is mainly responsible for the increased quality of the residual noise. The correct
convolution in combination with the causal filter increases the overall sound quality,
and makes a short delay possible.

The results presented in this chapter were obtained when using the parameter
choices suggested in Chapter 6. The voice activity detector has not been com-
mented on before. It is a vital part of the noise reduction method. In this report
the GSM voice activity detector [10] has been used on a noisy speech signal. The
signals used in this chapter were combined using separate recordings of speech and
noise recorded in a car. The speech recording was performed in a quiet stationary
car using a handsfree equipment and an analog telephone bandwidth filter. The
noise sequences were recorded using the same equipment in a moving car.

The inputs and results are presented as sound files at our web-site:
http://www.hk-r.se/isb/....

7.1 Degree of Noise Reduction

The noise reduction produced must be compared with the speech quality received.
The parameter choices in Chapter 6 give rise to good sound quality in comparison
to large noise reduction. When more radical choices are made an improved noise
reduction is obtained. Figures 7.1 and 7.2 present the input speech and noise, the
two inputs being added together using a 1:1 relationship. The resulting signal is
presented in figure 7.3. The noise reduced output is illustrated in figure 7.4. The
results can also be presented in terms of energy, which makes it easy to compute
the noise reduction and also reveal if some speech periods have not been enhanced.
Figures 7.5, 7.6 and 7.7 present the clean speech, noisy speech and the resulting
output speech after noise reduction. The case investigated yields a noise reduction
in the vicinity of 13 dB. When an input is formed using speech and car noise added
together in a 2:1 relationship the input SNR increase as seen in figures 7.8 and
7.10. The resulting signal is presented in figures 7.9 and 7.11. From these figures
a noise reduction close to 18 dB can be estimated.
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7.2 Avoiding undesired periodicity effects

The simulation results presented in this section show the importance of having
the appropriate impulse response length of the gain function as well as causal
properties.

The sequences presented are all from noisy speech of the length 30 seconds.
They are presented as absolute mean averages of the output from the IFFT, |sN |
(see figure 4.1). The IFFT gives 256 long data blocks. The absolute value of each
data value is taken and averaged. This means that the effects of different choices
of gain function is clearly visible, i.e. non-causal filter, shorter and longer impulse
responses, minimum phase or linear phase.

Figure 7.12 presents the mean |sN | resulting from a gain function with an im-
pulse response of the shorter length M . This is non-causal since the gain function
has zero-phase. This can be observed by the high level in the M = 32 samples at
the end of the averaged block.

Figure 7.13 presents the mean |sN | resulting from a gain function with an im-
pulse response of the full length N . This is non-causal since the gain function has
zero-phase. This can be observed by the high level in the samples at the end of the
averaged block. This case corresponds to the gain function for the conventional
spectral subtraction with respect to the phase and length. The full length gain
function is obtained by interpolating the noise and noisy speech periodograms as
opposed to the gain function.

Figure 7.14 presents the mean |sN | resulting from a minimum-phase gain func-
tion with an impulse response of the shorter lengthM . The minimum-phase applied
to the gain function makes this causal. The causality can be observed by the low
level in the samples at the end of the averaged block. The minimum phase filter
gives a maximum delay of M = 32 samples, which can be seen in the figure by the
slope from sample 160 to 192. The delay is minimal under the constraint that the
gain function should be causal.

Figure 7.15 presents the mean |sN | resulting from a gain function with an im-
pulse response of the full length N . This is constrained to have minimum-phase.
The constraint to minimum-phase gives a maximum delay of N = 256 samples.
The block can hold a maximum linear delay of 96 samples since the frame is 160
samples at the beginning of the full block of 256 samples. This can be observed
in the figure by the slope from sample 160 to 255, which does not reach zero.
Since the delay may be longer than 96 it results in a circular delay. In the case
of minimum-phase it is difficult to detect the delayed samples which overlay the
frame part of the block.

Figure 7.16 presents the mean |sN | resulting from a linear-phase gain function
with an impulse response of the shorter length M . The linear-phase applied to
the gain function makes this causal. This can be observed by the low level in the
samples at the end of the averaged block. The delay with the linear-phase gain
function is M/2 = 16 samples, as can be seen by the slope from sample 0 to 15
and 160 to 175.

Figure 7.17 presents the mean |sN | resulting from a gain function with an im-
pulse response of the full length N . This is constrained to have linear-phase. The
constrain to linear-phase gives a maximum delay of N/2 = 128 samples. The block
can hold a maximum linear delay of 96 samples since the frame is 160 samples at
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the beginning of the full block of 256 samples. The samples that are delayed longer
than 96 samples give rise to the circular delay illustrated.

The benefit of low sample values in the block corresponding to the overlap is
less interference between blocks, since the overlap will not introduce discontinuities.
When a full length impulse response is used, as in conventional spectral subtraction,
the delay introduced with linear-phase or minimum-phase exceeds the length of the
block. The resulting circular delay gives a wrap around of the delayed samples: the
output samples may thus be in the wrong order. This suggests that when a linear-
phase or minimum-phase gain function is used the shorter length of the impulse
response must be chosen. The introduction of the linear- or minimum-phase makes
the gain function causal.

When the sound quality of the output signal is the most important factor, the
linear phase filter should be used. When the delay is important, the non-causal zero
phase filter should be used, although speech quality is lost when compared with
the linear phase filter. A good compromise is the minimum phase filter, which
has a short delay and good speech quality, although the complexity is higher as
compared with the linear phase filter. The gain function corresponding to the
impulse response of the short length M should always be used to gain the best
sound quality.

7.3 Exponential Averaging of GM

The exponential averaging of the gain function provides lower variance when the
signal is stationary. The main advantage is the reduction of musical tones and
residual noise. The gain function with and without exponential averaging is pre-
sented in figures 7.18 and 7.19. As can be seen in the figures, the variability of
the signal is lower during noise periods and also for low energy speech periods,
when exponential averaging is employed. The lower variability of the gain function
results in less noticeable tonal artifacts in the output signal.
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Figure 7.1: Input clean speech.
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Figure 7.2: Input noise.
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Figure 7.3: Input noisy speech.

0 2 4 6 8 10
-1

-0.8

-0.6

-0.4

-0.2

0

0.2

0.4

0.6

0.8

1
magnitude

time (s)

Figure 7.4: Output speech when noise reduction is employed.
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Figure 7.5: Input clean speech.
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Figure 7.6: Input noisy speech.
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Figure 7.7: Output speech when noise reduction is employed.
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Figure 7.8: Input noisy speech.
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Figure 7.9: Output speech when noise reduction is employed.
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Figure 7.10: Input noisy speech.
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Figure 7.11: Output speech when noise reduction is employed.
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Figure 7.12: Mean absolute value output block, |sN |, when filtering with correct
convolution and a zero phase filter.
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Figure 7.13: Mean absolute value output block, |sN |, when filtering with periodic
circular convolution and a zero phase filter.
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Figure 7.14: Mean absolute value output block, |sN |, when filtering with correct
convolution and a minimum phase filter.
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Figure 7.15: Mean absolute value output block, |sN |, when filtering with periodic
circular convolution and a minimum phase filter.
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Figure 7.16: Mean absolute value output block, |sN |, when filtering with correct
convolution and a linear phase filter.
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Figure 7.17: Mean absolute value output block, |sN |, when filtering with periodic
circular convolution and a linear phase filter.
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Figure 7.18: Absolute value of the gain function, |ḠM↑N |, with the exponential
averaging ”on”.
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Figure 7.19: Absolute value of the gain function, |GM↑N |, with the exponential
averaging ”off”.
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Chapter 8

Conclusions

A novel spectral subtraction method has been presented. This method provides a
noise reduction which functions well with frame lengths not necessary a power of
2. This is an important property when the noise reduction method is integrated
with other speech enhancement methods and speech coders.

The method reduces the variability of the gain function -in this case a complex
function- in two ways. First, the variance of the current blocks spectrum estimate
is reduced using the Bartlett method by trading frequency resolution for variance
reduction. Second, an exponential averaging of the gain function is used which
is dependent on the discrepancy between the estimated noise spectrum and the
current input signal spectrum estimate. The low variability of the gain function
during stationary input signals gives an output with less tonal residual noise. The
lower resolution of the gain function is also utilized to perform a correct convolution
leading to improved sound quality. The sound quality will be further enhanced by
adding causal properties to the gain function.

As revealed in the results section, the quality improvement can be observed
in the output block. Sound quality improvement is due to the overlap part of
the output blocks have much reduced sample values. The blocks thus interfere less
when they are fitted with the overlap and add method. The output noise reduction
is 13-18 dB using the parameter choices derived in this report.
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