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Abstract
This report investigates the prospects  of using multi-agent systems for resource allocation in
computational markets and ecosystems. The intention is to get an overview of this emerging tield
by looking closer to some of the papers published so far. The report starts with a brief introduc-
tion to the resource allocation problem and a discussion  of the algorithmic and implementational
issues to consider when the resource allocation problem is applied  to networks of computational
agents. The frrst three papers share the tommon  idea of computational markets to handle  resource
allocation problems. The fourth paper gives a terminologital  framework  for communication and
interaction  between agents in a real-time enviromnent. The overall objective  of the investigation
is to acquire knowledge of the adequacy of using multi-agent system based approaches  to resource
allocation with a special aim for the future systems of automated electricity distribution.
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1. Introduction
This report is to be seen in the tontext of the cooperative research efforts of Societies of Computation
(SoC)  at the University of KarlskronaBomteby and EnerSearch, the research and development branch
of the Swedish energy Company Sydkraft, aiming at the study and development of computational
frameworks for complex distributed systems.

EnerSearch is employing a project  talled ISES (Information, Society, Energy, System), using
techniques allowing two-way communication on the power distribution network. The motivation is to
acquire knowledge conceming a future system for efftcient automated electricity distribution. An
example of how to increase the efftciency is to use demand load management implying that low
priority loads are temporarily disconnected in favor of higher prior@ loads. To optimize a demand
management scheme, which is basically  a resource allocation problem, is a very complex task. The
problem is further complicated by the intention to provide a power system based on tustomer
contracts giving the customers  the benet% of closing a deal with the power distributor concerning the
amount of power they wish to purchase at different hours.

However, the complexity of the problem makes it a highly interesting application for multi-agent
systems, an emerging research field with its roots in artilicial intelligente. Several papers describing
the use of multi-agent systems to solve various resource allocation problems have been published.

The purpose of this report is to give an account for the investigation of a selected number of such
papers with the objective to evaluate some of the attempts of using multi-agent systems to solve re-
source allocation problems. Thus, the sim of the investigation is not to find a solution but rather to
elucidate the question of whether the application  of new methods of this kind are appropriate also for
demand load management.

The report Will start with a brief introduction to the resource allocation problem and a discussion
concerning algorithmic design and implementation issues when the resource allocation problem is
applied to networks of computational agents.

2. Resource Allocation
Resource allocation  is the problem of determining a policy for the distribution of a limited resource to
a number of customers.  As such the resource allocation  problem takes many forms depending on the
conditions for its application.

2.1 Definition of the Resource Allocation Problem
The resource allocation problem is generally [5] formulated as follows:

minimize

n
subjett  to c xi = N ,

J=l

(1)

XJ 2 0, j = 1,2 ,..., n.

The variable x, in (1) represents the amount of resource allocated to tustomer  i. That is, given a
resource whose total amount is N, we want to allocate it to n customers  so that the objective value
function f(xr, x2, . . . . x J becomes as small as possible. The variable Xj in (1) represents the amount of
resource allocated to consumerj. If the resource is divisible, Xj is a continuous variable that can take
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any nonnegative real value. If the resource is not divisible the variable x1 is a discrete  variable that
takes nonnegative integer values. The value computed by f may be interpreted as the cost (or loss)
incurred by the actual allocation. The papers under investigation Will use a utility function to be
maximized rather than a cost function to be minimized.

Lower (4) bounds and upper (Uj) bounds are often imposed resulting in constraints such as

lJ 2 xj 5 uJ. j = 1,2 ,..., n

Another essential issues are whether the utility function f is separable, i.e. if it might be expressed as:

minimize jOl(x,, x,, . ., x,) = 2 $(x1), subjett to 2 ~1 = N
j=I j=l

2.2 Algorithmic Design Issues
There are a number of major design issues concerning the resource algorithm that must be considered
depending on the actual application.

Centrulized  versus distributed algorithms.

Globally versus locully informed algorithms.

Optimal versus suboptimal algorithrns.

Stutic  versus heuristic  algorithms.

Other issues may be relevant, but these are the most important. Let us briefly characterize each of
them in general terms:

A centralized algorithm contains all the code necessary to perform  the computation in one
place. A distributed algorithm may take advantage of a number of sites  cooperating  to make a
complete computation.

A globally informed algorithm takes into account all relevant data from the entire computa-
tional domain. A lotally  informed ulgorithm Will essentially use data orrly from the lotal do-
main.

An optimal algorithm is designed to find an optimal restut,  while a suboptimal algorithm Will
be tontent with finding an acceptable res& according to some measurement.

A stutic  ulgorithm Will use the available information as it is to compute a result on basis of an
computational process that is passive in relation to the data, e.g. an algorithm that is derived
from a mathematital formula is static  in this way. A heuristic  ulgorithm Will take a more active
attitude in relation to the information. It Will validate the information on basis of its tontents
and its quahty in relation to some heuristic  strategy and let the outcome infhrence the actual
processing. It may also try to improve the quality or amount  ofinformation.

2.3 Implementational Issues
The points raised in the previous section are theoretical issues concerning algorithm design. We Will
in this section take a look at some of the factors that are more related to the actual implementation of
resource allocation algorithms.

l Size - How many sites are involved in the allocation process?
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l Communication - Which sites can communicate with each other? What are the
communication costs? What are the communication delays?

l Reliabili@  - What is the probability of site failure or a communication failure?
l Information - What kind ofinformation is needed to determine the allocation fac-

tom? Is the needed information frequently changed? How is it obtained?

Apparent factors in favor of e.g. centralized, globally informed, optimal, deterministic resource
allocation algorithms are: limited number of allocation sites, low communication delays, low
possibility of central site break down and infrequent changes in relevant information conceming the
lotal sites.

In general, if there are no factors directly opposing the choice of a central resource allocation ap-
proach, this Will be the best choice in terms of optimal@.  However, there are a number of single fac-
tors that Will prevent, or make a central approach less feasible. First, an inherent drawback in a cen-
tralized system is that of reliability as the central site represents a critical point in the system. Setond,
the problem of maximizing the utility may in itself be a computationally complex  task that becomes
intractable when the number of sites and relevant information factors increases. Third, the communi-
cation delays may be intolerable. Especially,  if the allocation process depends on lotal information
that is subjett  to change then the result of a central allocation computation may be obsolete when it is
transmitted to the lotal sites.

At the other end of the spettrum we have the distributed, lotally informed, suboptimal, heuristic allo-
cation algorithms. This kind of algorithms are especially well suited when the actual implementation
involves factors such as: a very large number of allocation sites, good lotal communications combined
with high global communication costs or delays, demands  for a robust system, i.e. sites should be
allowed to close down or new sites should be allowed to enter the system and a large number of in-
formation elements that change frequently. A constellation of factors of this kind is what characterize
economic markets  in complex  societies. Accordingly, to get a better  understanding of how to manage
resource allocation systems with similar attributes the attention has been directed towards the mecha-
nisms controlling economic markets and stabilny criteria goveming their behavior. Resource alloca-
tion problems with these characteristics are usually referred to as computational markets.

The evaluation of the factors involved in the process of determining the degree of centralized or
distributed computation might be quite complicated depending on the problem. A minor change in the
conditions for the application problem involved may result  in a possibility of applying a different
algorithmic approach better suited for the centralized approach or vice versa.

The following section contains three examples of computational markets applied to resource allocation
problems. They all share the tommon idea of using an economic approach, with agents buying and
selling the resource, which is going to be distributed among the agents.

3. Computational Markets
The three papers that Will be investigated are:

1. Carl A. Waldspurger, Tad Hogg, Bernard0 A. Huberman, Jeffrey 0. Kephart, and W. Scott
Stometta, Spawn: A Distributed Computational Economy, IEEE Transactions on Sofs-
ware Engineering, Vol. 18 No. 2, pp. 103-117, Feb. 1992.

II. Scott H. Clearwater and Bernard0 Huberman, Thermal Markets for Controlling Building
Environments, Technical Report SPL-93-050, P93-00103,  Systems & Practices Laboratoty,
Palo Alto Research Center, Palo Alto, California, 1993.

III. James F. Kurose and Rahul Simha, A Microeconomic Approach to Optimal Resource
Allocation  in Distributed Computer Systems, IEEE Transactions on Computers, Vol. 38
No. 5, pp. 705-717, May 1989.
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3.1 1. Spawn: A Distributed Computational Economy [9]
Authors:  Carl A. Waldspurger, Tad Hogg, Bernardo A. Huberman,  Jeffrey 0. Kephart, and W. Scott

Stornetta.

Spawn is a research project  conducted at the Xerox Palo Alto Research Center (PARC). It was the
continuation of the joint PARC-Massachusetts Institute of Technology (MIT) Enterprise program.

The Spawn system is a market-based computational system, used to distribute idle processor time in a
network of heterogeneous workstations. In Spawn monetary funding acts as an abstract form of prior-
ity, while prices are useful tools for controlling the system. Spawn has also been used to study the
dynamits of computational markets.

3.1.1 System Description
Spawn is constructed as a market where the commodity is computer processor time. When a user is
not using his/her workstation at the moment, the Spawn system starts a set of processes, the system
processes,  which manage the selling of the idle processor time. Another user who wishes to perform a
computation, starts appfication processes, which buy processor time from the system. If one computa-
tion is more important than another, it can be given higher priority by increasing its fumling.

The systemprocesses  manage the selling of processor time slices and consists of two processes, the
auction manager and the resource manager.

The auction process collects bids, from application  tasks, for the next time slice on the machine
where the process is residing. A bid consists of the desired length of time, a quantity of funds and a
task description.  Each auction uses a strategy defined by the seller who started the process. This strat-
egy is parameterized by minimum and maximum allowed length of the time slices and, for example, a
relation between the price and the length of a time slice. Spawn is using sealed-bid, setond-price
auctions’ . The term setond-price means that the best bid gets the contract but the price paid is that of
the setond best bid. Note that if there is no setond best bid, the price is zero and the resource is free.

The other system process, the resource manager process, handles the execution of the application  task
that purchased the current time slice. If the application uses more resources than it has purchased, it is
terminated by the resource manager. The resource manager thus serves as an interface between the
applications  and the Spawn system.

The application  processes  are divided into application managers, which coordinate the distributed
application tasks, and application workers, which are the primary computational tasks of the applica-
tion.

When a user starts an application,  a special root application manager is created on the user’s work-
station. This application  manager may then, by communicating with resource managers, spawn child
application workers with their submanagers to other workstations. The submanagers may in tum,
decide to spawn further, distributing the application  over the network. The individual application
workers report partial results to their application managers which combine and send the results to the
next higher leve1 in the hierarchy. At the top the root application  manager presents the results to the
user.

The applications,  or actually all their subtasks, have to be sponsored in order to be able to buy proces-
sor time. All applications  are given an amount of money according to priority of the application.  The
individual application  managers then split the funds down the hierarchy. They may also decide to put
some of the money in a reservoir. A strategy for the an application manager could be, for example, be
to split the funds equally or perhaps to favor the most cost-effective child.

‘First-price auctions were also tested with approximately the same result but with much more comxnunication
required.
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3.1.2 Results of the experiments
The experiments performed on the Spawn system were based on asynchronous Monte Carlo applica-
tions. Some experiments were also done on a detailed Spawn simulator, for examining properties
when scaling to larger networks.

One factor  that was measured was thefairness of the system, i.e. the relation between the tiding of
applications and the allocation of processor time. If two applications, for example, have a funding
ratio of 2: 1, then the system is fair if the time allocated to the tasks is also approximately 2: 1. Ex-
periments were executed on different network interconnection topologies and showed a reasonably
good correlation between funding and time allocation (cf. p. 110).

Murket dynamits  were also studied, especially equilibrium, price differentials in heterogeneous sys-
tems and transients. When a fully connected network was used the prices reached an equilibrium with
quite small temporal fluctuations (cf. pp. 110-111 and fig. 7). With a less connected network, price
differentials appeared between the machines. The price differentials were eliminated by making the
application managers more adaptive, so that they were spending more money on the cheapest ma-
chines. In a heterogeneous network (with different types of workstations), price differentials occurred
between machines, which reflected the relative values of the machines to the applications. There were
also experiments to measure the transients when the system adapted to changes  in demand.  Two con-
current Monte Carlo tasks were started  and when they had reached equilibrium, a third task was in-
jected into the system and the transient was studied. After a few auction cycles the price had reached
the new equilibrium value (cf. fig. 9), indicating the adaptability of the system.

When the system was scaled to lurger nehvorks,  experiments showed that fairness and temporal price
dynamits were maintained. The spatial price dynamits,  however, were not so good and it is suggested
in the paper that the strategies of the managers have to be improved in order to avoid the price differ-
entials. The underlying cause of the spatial price differentials was believed to be that the network used
nearest-neighbor connections only. An improved interconnection topology was suggested to counter-
att the problem.

In tbis paper there is also a short study of the dynamital behavior of a single iterated sealed-bid, sec-
ond-price auction (cf. p. 114)

3.2 II. Thermal Markets for Controlling Building Environments [l]
Authors: Scott H. Cleanvater  and Bernardo  Huberman.

In this paper the distribution of thermal resources in a building is controlled by agents buying and
selling cold air. The auction process uses what is usually referred to as a double-blind aucfion,  where
agents leave sealed buy or sel1 bids to a central auctioneer. The auctioneer then realiocates the re-
source among the agents according to the outcome of the auction.

3.2.1 Experimental Setup
The experimental setup contains thirteen offices and two open areas each with a temperature sensor
and a VAV (a butterfly valve) controlling the airflow. In this system all the agents (and the auction-
eer) are located in a central computer rather than in the offLzes but there is, in principle ,nothing that
prevents them from being distributed in the building.

3.2.2 The Auction
During the auction the agents offer buy or sel1 bids on certain amounts of air without regard to the
value of the bids of the other agents. The auctioneer collects the bids and determines the auction price
P(u) (the auction price for auction number a) as the price where the supply meets the demand. All
buyers which bids are at or above P(u) and all the sellers which bids are at or below P(u)  Will be al-
lowed to trade their predetermined amount of cold air at the auction price. In the system described,
auctions take place once every minute throughout the day.



First all the agents calculate a number which decides whether the agent should buy or sel1 cold air:

Isetpr (T)T
” = T ’ (Tseipi

Here Ti is the temperature of the ith office and the setpt superscript denotes the setpoint temperature.
The brackets  are symbols for the average temperature of all offrces. This is a kind of tommon good
mechanism which prevents an agent from stop trading when its setpoint temperature is reached if
there are other agents which are not yet balanced. From t, we can get the trade volume Vand the rela-
tive trade volume v,,

and

where N is the number of agents (allowed to trade by the auctioneer) and a is a strength parameter for
the auction.

To convert the relative trade volume into the corresponding quantity of air, an empiritally determined
ftmction  is used, AVAV, = f(jI’OW~,V~,VA~), or if the flow is unknown AVAV = Vy can be
used. This is the amount by which the ith VAV is changed to the next auction.

The bids are computed by using the formula B, (a + 1) = u, (t / z , m) * P(a), i.e. the agents utility
function  multiplied with the previous auction price. The utility function is given by:

U(t /r,m)=[u, -(u, -~4,)e-~]I-~‘~

where t is the ti mentioned above, 7 is the setpoint temperature and m is the amount of money that the
agent has. This amount depends solely on the VAV position according to the formula

m;=JOO(2-VAVJ

expressing the amount of money for each agent prior to each auction, i.e. there is no accumulation of
money.

The constants  uj, u2 and 243 are empirmally determined. For most of the experiments described in the
paper they are set to the values 20, 200 and 2000, respectively.

Finally

3.2.3 Results
The claim of the paper is that this auction based system is shown to be better  at controlling the tem-
peratures than ordinary uncoordinated PI-controllers and with less VAV movements.

3.2.4 Discussion
The auction process isolated might be interesting, including the calculations of the bids. When the
number of agents increases the market Will have to be divided into smaller  overlapping submarkets to
prevent communication overloads in order to make the system less vulnerable. The overlap is neces-



sary to make the resource available to all agents. However, there are some questions that arises when
reading this paper:

Q: i) How does the amount of money that is given to the agents affect the system?

Q: ii) How does the entire auction process influence the control?

Q: iii) What is the reason for introducing the auction process?

Q: iv) Which are the theoretical foundations for the stabil@ of the system?

Q: v) Is it feasible to use real money instead of virtual money as is stated in the paper?

Q: vi) Are the results reproducable?

Q: vii) Why are the bids multiplied with the previous bids?

Q: viii) Which are the foundations for the utility function?

The answers found, by reading the article and using the parameter values given there, are quite remar-
kable.

A: i) By looking at the utility function with the maximal and minimal amount of
money (200 and 100 respectively) an extremely weak dependency is revealed. It looks
like the amount of money doesn’t really tiect the controlling of the temperatures. The
money might however set an upper limit on the prices.

A: ii) Using the formulas in the paper (using AVA 5 = v1 as suggested’)  gives that
the VAV movement can be expressed as

i.e. the individual VAV movement is onIy dependent of the temperatures, the setpoints
and the auction strength parameter. The auction process can be seen as an algorithm
deciding which of the agents that  are going to be controlled at a given point in time,
but the actual control is not injluenced  by the auctions!

A: iii) The auction process, despite its attractive appeal, seems to be somewhat super-
fluous. The performance of the system is just compared  to uncoordinated PI-control-
lers. It is not surprising that the agents, which are coordinated P-controllers are better!

A: iv) There is no investigation of the stability of the system in the paper. The ob-
served stability (under not too extreme conditions,  i.e. quite small temperature diEer-
entes) seems to be more a matter of luck.

A: v) No, the money spent is only reflecting the physical conditions  of the system, like
where in the cold air distribution system the offlce is situated, as much as the tomfort
requests of the staff,  i.e. the setpoint temperature.

A: vi) No, the information given in the paper is not sticient to reproduce the
computations in order to get a confirmation or rejection of the results. This is a

‘Probably  the empiritally determined functionfdescribed above gives a better perfonnance than just using v,, but
it’s hard to say how much better becausefis never given explicitly in the paper.
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requirement that normally is expected when an investigation is published in a
scientific paper.

A: vii) No explanation is given. However, the method might origin from [8], but, if so.
there should be a discussion whether this is adequate also for this application.

A: viii) No explanation is given. The utility ftmction might origin from [8] as well,
but, as in the previous answer, there should be a discussion whether the utility
function is adequate also for this application.

The conclusion must be that this paper describes an instance of misplaced use of an auction based
multi-agent system. The auction process ottly decides which of the agents to be selected for control
and the amount of money does not afFect the controlling of the temperatures. Furthermore, and more
grave, the paper is weak from a scientific point of view as indicated in point vi) to viii).

3.3 III. A Microeconomic Approach to Optimal Resource Allocation
in Distributed Computer Systems [63

Authors:  James F. Kurose and Rahul Simha.

In this paper decentralized algorithms for resource allocation in distributed computer systems are
described. The algorithms, which have their origin in the field of mathematital economics, maximize
the global utility by allocating a given resource among the nodes of the network. However, in this
paper the algorithms are used to solve a file allocation  problem. In this summary only the algorithms
themselves Will be covered.

3.3.1 Properties
The algorithms have the following properbes:

Decentralized - Almost all computations are made lotally in the network. The pair-
wise interaction algorithm is completely symmetric,  i.e. no agent is in charge or acts
as a supervisor.

Monotonicity - After an iteration, the allocation  is guaranteed to be better than or
equal to the preceding allocation.

Feasibility  - Evety new allocation is feasible if the initial allocation is feasible.

Simplicity - All algorithms are simple and easy to implement.

The two last properties make it possible to use the allocations  calculated while iterating instead of
waiting for the final allocation. This is an interesting feature in a real-time emirorrment.

3.3.2 Problem Deyription
Consider N nodes or agents connected3 to each other in a network. Each agent has a fraction X, of a
given resource, so that x1 + x2 + . . . + xN = 1. The total system utility is given by U = U(x,,x, ,..., xU,.~
The problem is to maximize the utility U, by reallocating the resource among the agents.

3Ho~  they should be connected to optimize  the performance of the algorithms  is an interesting issue. At this
point they are just connected in some undefmed way.

41n  many systems the utility U can be britten as U = Ul(x,) + V~(X$  + . . . + UN(XN),  which makes the algorithms
particularly  attractive.
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3.3.3 A First Derivative Algorithm
This algorithm, as well as the other algorithms described make reallocations by comparing the mar-
ginal utility,

/-J, = mx 1,“” XJ8 % ’
of the agents. The agents that  have a marginal utility that  exceeds the average of all agents get a
larger fraction of the resource. Here is the first  derivative algorithm as presented in the paper:

1. Initialization. An arbitrary feasible (x, + x2 + . . . + XN = 1) allocation Xi, i E N, is made.

2. Iteration.

DO
a) Each node i E N calculates u: evaluated at the current allocation and sends ul/ and Xi

to all nodesj, j f i, j E N or to the designated central agent.
b) Each node i E A (or the central agent) computes its change in allocation by

where CL is the stepsize parameter and A is the set of nodes described below.

c) Each node i E A, sets X, = Xi + AX,.

UNTIL[U,‘-Ui(c~, Vi,j E A .
The set A, which is used to prevent that the nodes get a fraction below zero, is defined in the following
way :

0 For all i, sort Ul.
ii) Set A ’ = {i 1 node i has largest Ul }.
iii) Do step iv) for eachj, j +Z A ’ in descending order of Ul.
iv) Ifj would receive a positive ailocation Xj as a result of the reallocation  defined in

the algorithm above with A = A ‘uli), then set A = A ‘uli).
9 SetA =A’.

3.3.4 A Setond Derivative Algorithm
In the flrst derivative algorithm, the change of the utility AU from a small reallocation, is approxi-
mated by making a tirst order expansion of AU. In the setond derivative algorithm this expansion is
made to the setond order and the agents thus have to calculate and communicate setond derivative
information.

Let
1

then the setond derivative algorithm looks like:

1. Initialization. An arbitrary feasible allocation x,, i EN, is made.

9



2. Iteration.

DO

a) Each node i E N calculates U1’ and the inverses of the setond partial derivatives
evaluated at the current allocation and sends u,‘, k, and x, to all nodesj, j f i, j E N
or to the designated central agent.

b) For each node i E .4 (where A is the same set as before except that the following
reallocation is used in step iv)) the change in its resource allocation is given by

c) The current allocation for each node i EA is updated, x, = x, + AX,.

The setond derivative algorithm gives a higher convergence speed and it is not as sensitive to the
choice of a as the first derivative algorithm.

3.3.5 A Pairwise Interaction Algorithm
In the pairwise interaction algorithm, all agents are ordered into pairs. Every pair makes a realloca-
tion based on both first and setond derivative information. Then new pairs are formed and a new
reallocation is executed. The procedure  of making the pairs must be done so that a piece of the re-
source at one agent eventually can end up at every other agent.

It can easily be shown that in order to maximize the change in utility by making a reallocation be-
tween two agents, the amount of resource that should be reallocated is (setond-order approximation)

Axi =a +$u;-UJ).
I 1

In the pairwise interaction algorithm there is no central agent or supervisor, i.e. the execution is really
decentralized. If the utility function can be written U = 17,(x,.) + U,(x,l + . . . + UN(xu),  then a mini-
mum of comrnunications is needed because the individual partial derivatives U’, and k, ottly depends
on the fraction of the resource located at the ifh agent. Every agent has the necessary information
needed to optimize. the global utility and it ottly has to communicate with its neighbors while making
the reallocation.

The stepsize parameter a can, if the behavior of the utility function is known, be given upper and
lower bounds theoretically that guarantees convergence. There is also a possibility that every pair
makes a search for a more effective a during the iterations to accelerate the convergence.

3.3.6 Discussion
The pairwise interaction algorithm is of course very interesting, because it is simple, convergence can
be guaranteed, partial results are feasible and always better  than earlier results. The algorithm is de-
centralized and agents ortly have to communicate with their neighbors.
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The following issues deal with possible further development of the pairwise interaction algorithm.

i) The algorithm as presented in the paper optimizes a static problem. By including time
derivatives, the algorithm can be made adaptable to changes in the utility function over
time.

ii) Different types of interconnection topologies should be examined. For example some
agents could have far reaching connections and thus acting as pipes transporting the re-
source between different areas of the network. A system where agents make random con-
nections could also be interesting.

iii) In the algorithm described in the paper every pair of agents has to make their realloca-
tion before any new pairing is done. Is this really necessary? The behavior of the algorithm
when agents contact each other asynchronously would be interesting, especially in a real-
time environment.

iv) Theoretical bounds of the stepsize parameter cx, that guarantees convergence, should be
calculated for usefid classes of utility functions.

v) Effective strategies for the agents to find optimal values of the stepsize parameter 01.

vi) Combining microeconomic algorithms with computational markets. For example, the
agents in a microeconomic algorithm could be equipped with some artificial  intelligente, to
make the system more versatile.

The paper points out the appropriateness of using methods developed within the field of microeco-
nomics in distributed computer systems. Especially, the paper examines distributed, gradient-based
approaches  to resource allocation.

4. Computational Ecosystems
A computational ecosystem is a large distributed system of autonomous agents which make their
choices asynchronously based on lotal and more or less uncertain and delayed information about the
state of the system. The computational ecosystem has a lot of similarities with human societies, mar-
ket economies and biologital ecosystems. A computational market, with agents buying and selling a
resource in order to reallocate it optimally, can also be thought of as a computational ecosystem.

4.1.1 Modeling  a Computational Ecosystem
An often used method for modeling a computational ecosystems is to assume that there are so many
agents that the number can be approximated with intinity. The ecosystem can then be described by a
system of differential equations. It is important, however, not to forget that there are just a finite mun-
ber of agents so the solutions have to be compared to results from e.g. computer simulations.

An example of a model of an ecosystem is given in [3], where a society of agents is sharing two re-
sources. The payoff for using one of the resources depends on the number of agents using it at the
moment. The agents get imperfect information about the Sate of the system, so the perceived payoff of
the agents differs  from the actual value. A time delay, r, is also introduced implying that the agents
get information conceming the system state at time t - r When the delays and the uncertainty grows,
the number of agents choosing one of the resources moves away from the optimal value and the sys-
tem starts to oscillate and, if the corruption ofinformation continues, falls into chaotic oscillations.

These problems are addressed in [3] by a rewarding mechanism which increases the number of agents
using an effective strategy at the expense of the others (in analogy with biologmal ecosystems and
market economies). The solutions to the differential equations describing the system then rapidly
converges into an equilibrium. When computer simulations were carried out this equilibrium showed
to be unstable with bursts of chaos occurring. The theory of those bursts is examined  in [lo].
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Other problems that can be found in computational ecosystems are described in [4], where social
dilemmas in computational ecosystems are detined and investigated.

5. Communication and Negotiation in Multi-Agent
Systems

IV. Vemon Lun and Ian M. MacLeod, Strategies for Real-Time Dialogue and Interaction in Multi-
agent Systems, IEEE Transactions on Systems, Man and Cybemetics, Val. 22, No. 4, pp. 671-
680, July/August 1992.

5.1 IV. Strategies for Real-Time Dialogue and Interaction in Multi-
agent Systems [7]

Authors:  Vernon Lun and Ian kf. MacLeod.

This paper gives a terminologital framework for communication between agents in a real-time envi-
romnent.  By using two different  types of bulletin boards which handle publit and private communica-
tion, a sophisticated bulletin naming system for coupling  agents and time tagged messages, a com-
plete concept for real-time communication among heterogeneous agents is presented.

5.1.1 Agent Classes
An agent is defined as a specialist computer program that has a welldefined role and a narrow set of
skills. Agents are also divided into 6 different classes:

Domain specialists - Agents that perform specialized tasks like sensor interpretation. They
may be expert systems, neural networks or numerically based programs.

Knowledge  managers - Agents that handle the problem solving. They create, terminate and
coordinate other agents and are responsible for the intelligent deployment of resources.

Knowledge fucilitutors  - Agents that facilitate problem solving by reconciling conflicting
information, merging disparate perspectives and resolving  uncertainty. These agents are
typically arbiters or voters.

Knowledge transformers - Agents that convert information from one agent to formats ac-
ceptable by other agents.

Knowledge monitors - Agents that monitor and analyze intelligent behavior and report on
system performance. Their reports are important for identitjing bottlenecks and inefficien-
ties.

Interface agents - Agents that are interfaces to the real-world and to other agent corpora-
tions.

5.1.2 Bulletin Boards
All communication between agents is handled with a bulletin board concept. Agents post bulletins,
with time tags that specify the validity time of the bulletins, to bulletin boards. A bulletin board con-
sists of a queue of bulletins. There are two classes  of bulletins in order to facilitate publit  and private
communication, the state bulletins and the event bulletins respectively.

Stute bulletins are used by one agent to reach many other agents (one-to-many communica-
tion). It can ortly be posted by its owner. Any agent that  knows the name (Will be defined
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later) of the state bulletin can read the current bulletin. The posted bulletins are placed in a
queue where the first bulletin represent the current state while the others represent future
states. When the validity of the current state has expired it is removed and the next bulletin
in the queue becomes the current one. Note that the bulletins are not consumed by the read-
ers, just read. The terminology for posting and reading state bulletins is updating and
scanning, respectively.

Event bulletins are used for one-to-one or many-to-one communication and can orrly be
read by the owner agent, which consumes the bulletin (i.e. the bulletin is being removed
from the queue) at the moment it is read. This is a form of private communication because
one sender and one receiver (the owner) is associated with every event bulletin. The termi-
nology used for posting and reading state bulletins is sending and receiving, respectively.

The coupling of the agents to each other is handled by a bulletin naming scheme. A bulletin name is
constructed by five name components: BulletinType.System.LogicalGroup.  Owner. Tag

A valid name is for example: ‘State.Computerl.AlarmMonitoring.Detectorl.TanklLow-Level’

The name components are used in the following way:

BulletinType  - Tells if the bulletin is a state or an event bulletin.

System - Usually associated with the physical name of the computer node where the bulletin
board resides.

LogicafGroup  - A user-defined  name indicating the area of application  of the bulletin.

Owner - The name of the agent that updates the state bulletin or receives the event bulletin.

Tag - The actual name of the data entity, for example Valvel or TempSA

Agents subscribe  to a collection of bulletins by specifying combinations of the five narne components.
Theses combinations creates an urea of interest  of the agent.

Data passed in a multi-agent system often has a limited temporal validity. To make it clear to other
agents when a piece ofinformation is valid every bulletin is equipped with three time tags. These are
the send time (ST), the start validity time (SVT) and the end validity time (EYT). All time tags in the
system are linked to a global physical time base, that is implemented by independent, approximately
synchronized clocks in each computer. It has been shown that such a global physical time base can be
established in practice. The time tags give all the agents reading a bulletin board a consistent view.
Without time tags the orrly time associated to information read by an agent would be the time when it
was read.

5.1.3 Dialogue and Interaction
In the paper a distinction is made between general information transfer that leads to greater knowl-
edge of other agents and imperative information that results in a commitment to an action by the
senders and the receivers. The terminology used for these two types of information transfer is agent
dialogue and agent interaction,  respectively.

Agent dialogue  is the process of sharing information between agents to enhance their knowledge of
one another. There are three types of agent dialogue, query, request and complain.

Query is used when an agent wants to elicit information from other agents. There are four
different forms of queries depending on whether the sender and the receiver use state or
event bulletins. If, for example, the agent making the query wants to mach more than one
agent it might use the state bulletin. The agents scanning the bulletin board reply, either
using state bulletins, i.e. if there is rapidly changing information, or by event bulletins.
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Request is used when an agent wants assistance from other agents (or wants to know where
it can get assistance) or when it wants other agents to petform some kind of action. In the
latter case it should be seen as a recommendation,  else it falls under agent interaction. An
example of such a request is when an agent recommends another agent to petform a self-di-
agnostic test because its behavior is abnormal. As with queries, requests can be transmitted
using both state and event bulletins, but the reply is normally sent as an event bulletin.

Complain is used by agents that are not satisfred with the performance or actions  of other
agents. A complaint consists of information about the fault and how it could be corrected.
The agent that receives the complaint does not have to reply, because the complaining agent
Will usually notice if the error has been corrected. If not, it just sends another complaint.

Agent interaction is communication between agents used to coordinate and synchronize agent action.
There are four types of agent interaction described in the paper, negotiation, arbitration, election  and
synchronization.

Negotiation is a process which is supposed to lead to a contract between agents. The proc-
ess starts when an agent (the negotiation manager) makes an announcement to other agents
specifying the task it wants another agent to do, criteria that must be satisfied by the poten-
tial bidders, how the bids should be constructed and a submission deadline for the bids. The
bidders respond by sending bids containing descriptions  of their capabilities and a motiva-
tion why they are suitable to perform the task. The negotiation manager evaluates the bids
and makes an award to the most suitable agent (the contractor). The contractor replies with
either an acceptunce  or a refusal message. Once the award is accepted the contruct is said
to have been concluded. Awards can be announced, i.e. a result of a negotiation process, or
directed. A directed award is sent to an agent without any prior negotiation. After a con-
tratt has been concluded reports are sent to the negotiation manager to show that partial or
complete results have been achieved. The negotiation manager may, if not satisfied with the
results, send a terminaljon message that halts the contractor. There is also a node availuble
message which is used by agents to indicate their availability.

Arbitration is used as a method to solve deadlocks. A deadlock  is when a group of agents
interacting can’t continue with their tasks due to the interaction. Considering the complex-
ity of multi-agent systems, deadlocks seem to be unavoidable. The idea of arbitration is to
use another agent (the arbiter) as an impartial referee to solve the deadlock. To make arbi-
tration successful the following rules have to be used:

Detection - The agents in the deadlock have to make a mutual  agreement that they
really are in a deadlock and are willing to use arbitration to solve it.

Arbitration - The arbiter must have information about both the lotal and the global
situation. It also has to be impartial and more informed than the agents in the dispute.

Action - These agents have to obey the arbiter  even though it is not to their individual
advantage.

The rules mentioned assumes that the agents have a suf&ient reasoning capability and that
there exists a competent arbiter. The process of axbitration starts with a deadlock  token that
is passed around the agents, using event bulletins, until consensus of a deadlock is reached.
Information about the nature of the deadlock, agent identities, agent resources and sugges-
tions of potential arbiters  is provided by all agents and passed with the token. If there’s a
known arbiter  it’s contacted using a direct award, else a negotiation process is used to find
one. The arbiter makes a judgment and either broadcasts (state bulletins) or sends (event
bulletins) the restuts to the agents depending on the nature of the settlement. The time tags
are very important to set up deadlines for the arbitration process.

Elections can be divided into distributed elections and centralized elections. In the latter
there’s a managing agent that collects votes periodically from other agents. These votes are
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used to select information from one agent or to use the data provided by all the voters. A
vote contains data from the voter, indications of the importante of the agent and the validity
time of the vote. Both state and event bulletins can be used for elections.

Synchronization is used to coordinate actions by different processes. A loose synchronization between
loosely coupled agents is proposed. In synchronization agents decide to meet at some point in time for
a certain purpose. The meeting participants  send event bulletins to a knowledge manager indicating
that they want to join a meeting. As soon as a quorum has been reached the manager notifies the other
agents. The end validity time of this bulletin is the time when the first leaving agent have to leave the
meeting. The synchronization can also be made without a knowledge manager, using state bulletins,
but this process is less efficient.

6. Summary
Compared to distributed computing the design and implementation of multi-agent systems deal with
the communication, coordination and stability aspects of problem solving, rather than with the low-
leve1 parallellization or synchronization problems that is the focus of distributed computing. Multi-
agent systems are suitable for application  to complex problems where it may be advantageous to deal
with the problem in terms of cooperating agents or agent groups. As such, the multi-agent approach is
basically  a way of handling the complexity in a way that is manageable in terms of conceptualization
and the application  of adequate techniques.

The setond of the papers in this investigation, II. Thermal Murkets of  Controlling Building Environ-
ments [l] shows the danger of applying an auction based multi-agent approach to a problem that is
better solved with conventional methods. On the other hand, the paper III. A Microeconomic
Approach to Optimal Resource Allocation  in Distributed Computer Systems [6]  shows that resource
allocation problems that are separable lend themselves very well to a multi-agent approach. The first
paper investigated, I. Spawn: A Distributed Computational Economy, applies a multi-agent approach
to a problem domain containing concurrent applications  and the execution  of independent tasks.
However, in this case the key issue is not to solve the problem as such but to gain knowledge of
applying a market-based computational system to a real problem where the dynamits  of the system
can be studied. The conclusion of this paper is that monetary funding can be used as an effective form
of prior@ management and that price information can be used to adaptively control the expansion
and contraction of process trees in the application.  The last paper, IV Strategies for Real-Time
Dia logue  and  Interaction  in Multiagent Systems, gives a terminologital  framework for
communication between agents in a real-time environments.  This paper takes a quite pragmatic
approach to the use of multi-agent systems by stressing the need for integrating heuristic and
qualitative reasoning with numerical computing.

The conclusion of this investigation is that the multi-agent approach has evident potentials in applica-
tions that are in accordance with the conceptual stnrcture of a multi-agent system, i.e. regarding dis-
tribution, lotal independence, connectivity etc. The key question, if a multi-agent based approach is
appropriate for efficient control of demand load management, can not be answered on basis on this
investigation only. The answer depends very much on how the demand load management problem is
conceived and formulated. However, the increasing use of automated lotal control systems works very
well with an multi-agent based approach as the behavior of such systems can be described in terms
that make them well suited for distributed control and prediction. The new tariff options and pricing
policies available also for single households Will further increase the complexity of the computations
involved. To sum things up, the rationale for using multi-agent based methods is motivated primarily
by the shortcoming of traditional methods, as a result of the distribution of information and
restrictions of communication in the system. The application  of distributed algorithms Will to some
extent be adequate for solving such problems, but there is still an obvious need for further research
and it is in this research the cross-over from market economic methods and ecosystem, as indicated in
the investigated papers, might serve as an important source of inspiration for the further  development
of multi-agent systems.
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