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Introduction
Recently, one can recognize an increased awareness in the object-oriented research community with respect to the
role of software architectures. Examples of this can, among others, be found in object-oriented frameworks and
design patterns. In the call for papers for the workshop, the following topics were identified where software
architecture, patterns and frameworks should be studied in more detail:

•

•
•
•
•

•

•

Building OO software architectures: How can design patterns, frameworks and components be included
in the traditional object-oriented analysis and design? How are architecture constraints processed to build
OO software architectures? Which techniques can help to build an OO architecture that supports reuse and
is scalable?
Language role in architecture: What is the role of a particular object-oriented language when designing
an architecture?
Architecture documentation: It has been suggested that design patterns can be used to document the
design and rationale of an object-oriented architecture. How well does this work in practice?
OO architectural styles: What is the relation between the architectural styles of Garlan and Shaw and OO
design?
Composition of architectures: Since object-oriented frameworks are an accepted technology within the
software industry, the composition of two or more frameworks in an application occurs increasingly often.
The composition may be far from trivial and the problems that may appear as well as solutions should be
investigated.
Component technologies and architectures: Components are becoming key elements of reusable
software development, and various technologies have emerged to support the specification of components
and their use in unpredictable combinations (e.g. Java Beans). What are the relations between componentoriented and framework-oriented architectures? How do different component communication mechanisms
affect the architecture?
Architecture evaluation: Even though object-oriented frameworks claim to promote reuse and decrease
development cost, there are no techniques available to evaluate a concrete framework to determine whether
it supports the functional and, especially, non-functional requirements for an application intended to be
built based on the framework.
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•

•

•

'Domain creep': Several examples of frameworks exist that, over time, are applied in domains differing
from the originally intended domain. The framework then needs to be adapted to include the new domain as
well, either as an integrated framework or as two versions. The problems associated with domain creep
need to be identified and solution strategies identified.
Experiences: Object-oriented software architectures are used out in industry and academia. However, often
no explicit evaluation is performed and experiences are not captured and described objectively. The
experiences, case studies and concrete systems and identify problems and weaknesses, but also successful
structures and approaches need to be described.
Tool support: A considerable need for architecture tool support exists. Examples are visualization, editing,
design, and documentation of architectures.

The goal of the OOSA'98 workshop was to study the aforementioned topics, define the research area and state-ofthe-art in more detail and to identify open problems. The call resulted in 15 papers accepted for the workshop. These
papers were divided over 5 sessions. Each session was divided in a presentation part, in which the authors briefly
presented their work, and a discussion part where the audience was able to discuss the presented and related ideas
with the authors and each other. In the remainder of this workshop summary, the results from each session are
presented.
Session 1: Experiences
Presentations in this session discussed practical experiences of developing OO software architectures from various
points of view. In the first paper Klaus Marius Hansen (University of Aarhus, Denmark) presented experiences
related to the architectural restructuring in the Dragon project (discussed also in a regular conference paper). The
project was carried out in the Mjolner/Beta environment and used an experimental methodology where a prototype
was developed and evolved into a final product. As very little was known about the problem domain in the early
phases of the project, a simple traditional MVC architecture was chosen as a starting point. During the project, the
architecture evolved and was restructured as knowledge about the problem domain was gained. The final
architecture is more complex and uses several independent controllers and has a less emphasized model part, with
the benefits of better suitability for component-based technologies, representativeness, and flexibility. It was noted
that in this kind of experimental development, tools for iterative analysis and design are needed, supporting both
forward and reverse engineering.
Bilhanan Silverajan (Tampere University of Technology, Finland) told about an experience in using an OO
framework (OVOPS) for protocol implementation. It was noted that design patterns are truly helpful, but that one
often has to modify or combine patterns presented in the literature. Domain creep was also identified as a problem;
to overcome this the core framework was kept as generic as possible. The composition of the framework with other
systems and frameworks (e.g. CORBA) was found problematic. An interrupt-driven approach was used to integrate
OVOPS with CORBA.
Rob van de Weg (University of Twente, Netherlands) discussed the design of an architecture for a production control
system. The approach emphasizes domain knowledge as the basis of high-level architectural decisions. In the
developed system, the architecture consists of four main layers: base objects controlling hardware devices,
relationship objects representing device relationships, coordination objects coordinating the behavior of hardware
devices in the production process, and external layer taking care of the user interface.
In the last talk of the session, Juha Savolainen (Helsinki University of Technology, Finland) discussed the use of
requirement analysis to capture the necessary common features of a product family. The idea is to classify the
requirements as common, partial, and unique (with respect to their relevance to different applications in the family).
Common requirements define the core framework. Design patterns are used to describe decisions, and Design
Decision Trees are used to organize them.
Session 2: Frameworks and Patterns
This session presented the importance of patterns and frameworks in the construction of software architectures.
Starting from the general consideration that frameworks are the reusable architectures used to improve development
2

processes, and patterns the solution constructs recurrent in many architectures or designs, discussions of session 2
articulated around combining the two, and highlighting the limits of the two in designing the software architecture of
need.
Markku Hakala et al. (University of Tampere, University of Helsinki, Finland) presented a tool and methodology for
building application frameworks using patterns. They argue that since design patterns capture solution elements for
design, implementation, and documentation of architectural constructs, they form suitable building blocks for new
frameworks and applications, thereby giving a systematic approach to the design and reuse of frameworks. Markku
presented the related methodology and the tool set FRED, a development environment for framework development
and specialization. FRED is a result from collaborations between the above mentioned Finnish universities and
several Finnish industrial partners. The approach advocates (i) better generation of implementation code than macro
expansion, thanks to the explicit representation of design patterns, thus better traceability between designs and their
implementations, and (ii) better aiding of framework users when instantiating any structure in FRED, by support
from construction wizards. The approach was compared to related pattern-based architecture models, e.g. cloneable
software fragments.
Tamar Richner (University of Berne, Switzerland) argued for the necessity of an architectural description of a
framework and then analyzed why design patterns on their own are insufficient for such a description. She claimed
that traditional artifacts of domain analysis and object-oriented design can better capture the architecture of a
framework by describing the solutions in the problem context, and proposed a variety of complementary forms of
documentation to address the requirement of an architectural description from a higher level granularity than of
design patterns. Tamar suggested to view software architecture as the different correlations between the what and
the how, close to Kruchten's 4+1 development views, or to aspect programming which advocates multiple views at
the programming language level. From a re-engineering perspective, the expected benefit is a better understanding
of software architecture decisions, thus better control of software evolution. Tamar suggested typical tools to help
program understanding from structure, and outlined her future works on understanding application architecture from
dynamic information of program execution.
On evolution of software architectures, Linda M. Seiter (Santa Clara University, California) discussed the generic
evolution patterns common among many design patterns, and the role of a language in supporting evolution of
various software architectures. Class-based models and languages require dynamic behavior to be implemented
through explicit delegation, using a technique similar to the state, strategy and visitor design patterns. The flaws
resulting from using explicit delegation to achieve dynamic implementation were discussed: (i) the relation between
interface and implementation is inadequately captured, (ii) additional virtual invocation is required for
implementation, and (iii) the host reference (this) is not properly maintained. Linda presented an improvement of the
modeling and implementation of dynamic behavior, through the use of implicit delegation, and proposed an
extension to UML class diagram notation to directly model the relation between an instanciable class interface and
its multiple implementations. She also investigated language mechanisms for supporting dynamic implementation
inheritance within the domain of static, type safe languages (multi-dispatch, predicate dispatching, reflection).
Session 3: Fundamentals of Architectures
The third session aimed at discussing the conceptual fundamentals of software architecture. The session consisted of
three papers. The first paper was presented by Jorge L. Ortega Arjona (University College London, U. K.) and
discussed the relation between software structure and software architecture. Many treat these concepts as
equivalent, whereas others define software architecture as everything but the structure of a software system. The
author's conclusion is that software structure is a part of software architecture and should be designed to keep
properties such as stability, composability and geometry.
Robb Nebbe (University of Berne, Switzerland) discusses semantic structure as the main characteristic for software
architecture. Not so much the level of abstraction, but rather the separation of semantic structure from other
information defines an architectural description. The author first distinguishes between domain architectures,
describing systems of classes, and situation architectures, describing systems of instances. These two are related
through instantiation and both are static and exclude all dynamic information. Finally, the aforementioned notions
are discussed in relation to some architectural styles, design patterns and frameworks.
3

Rakesh Agarwal (Infosys Technologies Ltd., India) presented the O3ML, a model and methodology for describing
object-oriented systems. O3ML allows the software engineer to define operational models of a software system and
to simulate the conceptual, functional and implementation aspects of the model. The author explicitly disthinguishes
between persistent and transient parts of software and suggests to explicitly model the persistent parts to guide
software evolution.
Session 4: Dynamic and Flexible Architectures
This session contained two papers discussing techniques supporting flexible architectures. Jesper Andersson
(Linköping University, Sweden) presented a technique for dynamically updating a class. Several ways to implement
this kind of facility in Java were discussed. The techniques are based on having an optional reference in a class
object to the next version of the class, if available. An object can be replaced by a new version either by modifying
the reference load operation (load-time substitution) or the dereference operation (dereference-time substitution) of
the virtual machine. The latter is more safe and efficient. In the discussion it was noted that prototype languages
might better support this kind of dynamic updating.
Frank Matthijs (University of Leuven, Belgium) presented the idea of reflection points as a means to achieve a
dynamically configured architecture. A reflection point is an "intelligent" connector that chooses the destination on
the basis of its observations of the environment. The idea is applied to construct a flexible architecture for a protocol
stack. For example, in a TCP/IP environment, the IP layer can be made flexible by letting reflection points choose
between different kinds of upper or lower layers. Hence the appropriate layer type combination can be dynamically
selected. If some choices are predetermined, the corresponding reflection points can be effaced, thus avoiding
unnecessary computation.
Session 5: Architectural issues in design
Session 5 contained three papers discussing architectural issues in design. The main issues identified during the
session were the importance and limits of architectural patterns, the difficulty to instantiate frameworks designed
through examples, and the difficulty to address architecture "ilities" (i.e., reliability, consistency, and other quality
issues) using existing patterns.
Sophie Cherki (Thomson-CSF Corporate Research Laboratory, Orsay, France) presented a view on how objectoriented methods and software architecture complement one another, by emphasizing an architecting phase and the
way it integrates into a traditional OO development cycle, and the use of OO techniques such as patterns to capture
solutions and enforce design by context analogy.
William van der Sterren (Philips Research Laboratories Eindhoven, the Netherlands) summarized the difficulties to
issue a system architecture and to address system "ilities" using actual OO techniques. The decomposition of the
system in hardware components and software components is a hard issue as many forces (cost, hardware
performance, distribution, standards, legacy) affect the decomposition. However, choosing hardware
implementations for some components has architectural consequences. Moreover, the pattern Master-Slave to
achieve reliability, is too generic to obtain the needed system uptime. Looking at existing broadcast systems it
appears that clustering technology offers a solution to increase the uptime in the presence of hardware, and
sometimes, software errors. However, patterns are needed that take into account architectural impact of clustering
technology.
Marcelo Campo (UNICEN, Buenos Aires, Argentina) discussed the use of architectural styles to guide the initial
steps of framework design, based on two experiences: luthier, a framework for analyzing programs, and baf, a
framework for building multi-agents systems. Three interesting points were issued from these experiences, namely
(i) the utility of Garlan & Shaw architectural styles, (ii) the importance of design patterns in the development of
frameworks, and (iii) the difficulty of instantiation of example-driven frameworks. The later problem could be
avoided if development is based on a pre-defined architecture, as confirmed by experimental developments of a
framework based systems.
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Exploiting Architecture in Experimental System Development1
Klaus Marius Hansen
E-mail: marius@daimi.aau.dk
Department of Computer Science, University of Aarhus, Building 540,
Ny Munkegade, DK-8000 Aarhus C, Denmark

Abstract
This position paper takes as outset experience obtained during development of an object-oriented prototype
for a global customer service system. The project involved a large shipping company and a university
research group. The nature of the system development process: many, short iterations, shifting
requirements, evolution over a long period of time, and many developers working in parallel, forced us to
constantly focus on software architecture.
By analysing the evolution of the prototype architecture we point to three characteristics of the
development process that make exploitation of software architectures crucial in rapid, experimental system
development, namely:
•
•
•

Evolution. The system should (possibly) evolve into the final product.
Experimentation and exploration. The system should be able to support experimentation and
exploration.
Parallel development. The system has to support a division of labour.

Insofar as the project was a success the problems were resolved in the project context. Nevertheless the
experiences point to the need for tools, techniques and methods for supporting architectural exploitation in
experimental system development.

Introduction
Just as software architectures are gaining increasing awareness in industry and academia, experimental
system development ([Ker94], [Sta95], [Grø97]) is gaining interest and importance. Using a mixture of
prototyping, object-orientation and active user involvement these approaches try to overcome limitations of
traditional, specification-oriented system development. Prototyping tries to overcome the problems of
traditional specification by embodying analysis and design in executable form in order to explore and
experiment with future possibilities ([Grø91]). Object-orientation secures a real-world reference throughout
the whole development process. Using concepts from the application domain ensures flexibility and
“correctness” in the context of actual use ([Mad93]). Active user involvement is used for two reasons: (1)
(End) users are domain experts and thus have invaluable input to the understanding of current practice and
the design of future practice and (2) designers have a moral or ethical responsibility towards (end) users
([Sch93]).
1
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The project – now known as the Dragon Project – that this position paper reflects upon involved using a
rapid, experimental system development approach ([Chr98a]). In this way the development approaches
employed in the project were
•
•

•

Evolutionary. The prototype has evolved both horizontally (covering still more work
processes) and vertically (covering functionality to a still greater extent)
Exploratory and experimental. As an ethnographer on the project provided input to
understanding of current customer service practice a user involvement expert and the
developers explored how the prototype could support future work through numerous
experiments.
Very rapid. Reviews were held often and strict deadlines encouraged and pressed developers
to rapid development.

This approach can be seen as a necessity in the concrete context of the project but is also general in the
sense that the constraints pertaining to the prototype apply to a wide range of other projects:
The prototype should complete the first major phase within 10 weeks, be highly vertical illustrating current
and future work practice, continuously live up to new requirements from prototyping sessions with users,
evolve for well over a year in order to contain still more functionality and allow for 6-7 developers working
intensively in parallel.
The concrete result of the project – achieved in a bit more than a year – includes a number of prototype
versions that have evolved into a rather large application. The current version consists of over 300 files –
containing over 100,000 lines of code, implementing over 15 individual, fully functional components – and
has well over 50 screens. The development platform has been Windows NT, and the main tools used were a
CASE tool, a GUI builder, a code editor, persistent stores, an RDB and a concurrent engineering tool. The
first four tools are part of the Mjølner System ([And93]; http://www.mjolner.com), the RDB used was DB2
([Ibm98]) and the sixth tool used was the concurrent versioning system CVS ([Gnu98]). The programming
language used was BETA ([Mad93]).
Given this setting – combining well-founded but diverse approaches – special demands were put on the
actual implementation activities of the project: The danger that code-and-hack prototypes would be the
result of the development effort was great. We claim that the focus on and adherence to well-defined
software architectures dramatically decreases this risk. In other words: The reconciliation of software
engineering qualities of mature systems and of experimental system development goes through an explicit
focus on software architecture. The remainder of this position paper is devoted to elaborating on this claim.
Further information about the software engineering experience gained throughout the Dragon Project may
be found in [Chr98b].

Software Architecture
It is commonly agreed that software architecture of a system is concerned with overall composition and
structure of computational elements and their relations. [Gar93] denotes the computational elements
components and their relations connectors. Using this as basis [Gar93] defines a set of commonly used
architectural organisations – architectural styles – providing among others a vocabulary and a topology.
[Bus96, p.404] lists among others the following important issues at the software architecture level:
•
•
•
•

Changeability
Interoperability
Reliability
Testability

If we extend this list with human factor properties as
•
•

Intelligibility of architectural design
Provision for division of labour

the list sums up the non-functional properties of software architecture that were recognised during the
Dragon Project. The concrete architecture solutions and their evolutions will make this explicit.

Architectures in the Dragon Project
Diagrams shown in the following are little more than “boxes and arrows” showing components and
dependencies/visibility. This minimal notation will nevertheless suffice for our purpose: Sketching
solutions and evolutions.

Initial Architecture
The initial architecture was structured around a traditional model-view-controller architecture ([Kra88]).
This was done in order to overcome uncertainties in the early prototyping phases: Nothing was known
about the problem domain, and a quick kick-off was found appropriate and necessary. A very central
element in the architecture was the object model. The object model served as a constant common frame of
reference between members of the developer group and to some extent also between developers and
members of the business.
View1

View2

Viewn

Control

Object Model

Functions

PS

Sketch of initial architecture.
As it turned out the initial architecture was in place within two weeks such that implementation could start
almost immediately. The architecture nevertheless succeeded in dividing labour among the developers
working on the prototype: It provided for parallel development of object model and views, which meant
that it was possible to a large extent to involve end users in the early development phases. CVS made it
possible to work simultaneously on the functions.
Although the architecture stayed as a basis for development for three months its shortcomings became
clear: It provided only a single (persistent store) storage abstraction, and the controller was centralised.
These insights combined with a broadened scope for the prototyping project involving e.g. investigations
into legacy systems and in-depth coverage of additional business areas demanded for an architectural
restructuring.

Intermediate Architecture
As the persistent store used in the project provided for transparent, orthogonal persistence it turned out to
be a relatively straightforward process to reengineer the database component of the system. This meant that
throughout the rest of the project a transparent, heterogeneous storage mechanism was available.
View’1

View’2

View’n

Control1

Control2

Controln

PS

Object Model
Database
Functions

SPS
RDB

Sketch of intermediate architecture.
The prototyping process had now run for over three months and a substantial amount of knowledge about
current and future work practice of the prospective end users had been gained. Therefore a further
refinement of the architecture with respect to the work practice was possible: The central controller was
divided into several independent controllers.
Due to the use of the syntax directed code editor from the Mjølner System with semantic browsing and
abstract presentation this restructuring was possible within relatively short time. The abstract presentation
provided overview and that the editor was syntax directed made syntactically valid transformations of
implementation code possible. Semantic “adjustments”, however, had to be done using the semantic
browsing facilities of the editor. Furthermore the transformation introduced a number of errors such that the
prototype needed renewed testing. The restructuring was thus problematic seen in the context of rapid,
experimental system development: A tool for reverse and forward engineering of the architecture or a more
direct incorporation of architectural support in the tools used would be very useful.
Our experience was though that this restructuring was well worth the effort: The architecture had become
more intelligible in terms of problem domain concepts and easier to test, change and “work within”. This
called for a demand for explicit restructuring phases in the development process – something that has
shown beneficial to have between major reviews.

Current Architecture
Although the above mentioned restructuring provided a major improvement later development showed the
need for yet another major restructuring. The nature of changes to functionality had shown that the
dependencies in the architecture were problematic. The knowledge of problem domain work processes and
related functionality now showed that making the architecture reflect the division of actual problem domain
work practice in such a way that components represented areas for important working processes would
provide for the needed flexibility and independence between components. Also a shift in strategy leading to
a component object development orientation facilitated this shift.

Although the architecture now has become somewhat more complex to handle, the representativeness of
component objects (view, control and functions below) has provided for a successful reconciliation of the
software architecture and the problem domain.
View’1

View’2

View’n

Control1

Control2

Controln

Functions1

Functions2

Functionsn

Object Model

Database

Sketch of current architecture.
In the style vocabulary of [Gar93] the current – and probably unfinished – architecture has been built
around an object-oriented organisation provided by the component objects, and the layered system of user
interface, translation and object model is partly based on implicit invocation.
The result of the short analysis is summarised in the table below:
Architecture
Initial
Intermediate

Current

Solution
Strengths
Weaknesses
Division of labour
Single database,
central controller
Transparent,
Unclear functions,
heterogeneous
problematic
storage, separate
dependencies
controllers
Component object
Complex
based,
representative,
flexible

Evolution
Enabling factor
Driving force
Uncertainty…
Prototyping process
Legacy systems,
broadened scope

New strategies,
component object
orientation

Orthogonal,
transparent
persistence and
knowledge of work
Problem domain
work processes

Summary of properties of architectures and evolution of architectures in the Dragon Project.
In our view this focus on software architecture throughout the experimental system development process
has made it possible to construct a prototype that embodies important principles such as extensibility,
maintainability and testability. This reconciliation combined with the rather long development period has
lead us to believe that if so desired the current system will be able to evolve into a final, global system.

Architectures for experimental system development?
In the Dragon Project we faced the following general issues pertaining to software architecture
•
•
•

Evolution. The prototype should (possibly) evolve into the final product
Experimentation and exploration. The prototype had to be flexible
Parallel development. The prototype had to support the division of labour

In order to reconcile these issues with a sound software engineering basis a focus on tools, techniques and
methods for supporting architectural exploitation in experimental system development are needed.
[Kaz96] states that in order for an architectural analysis and design tool to be useful it should be able to:
•
•
•
•
•
•

Describe any architecture
Determine conformance to interfaces
Analyse architectures with respect to metrics
Aid in design as a creative activity, and design as an analysis activity
Hold designs, design chunks, design rationales, and requirements, scenarios
Provide for the generation of code templates

However, in experimental system development architecture analysis and design is an ongoing activity.
Using specification-oriented approaches would lead the process to fall prey to the same problems that
introduced e.g. prototyping in the first place. Thus tools for (re)engineering, analysing and designing
software architectures as an iterative process are needed as well.
Is software architecture – the structuring of software systems – inherently specification oriented?
We also need to understand how to evolve sound, mature architectures experimentally. This could be done
by incorporating software architecture concerns into the promising experimental system development
approach described in [Grø97]. This raises an interesting question though: In what senses are “user
involvement” and “software architecture” compatible terms?
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Bilhanan Silverajan, Jarmo Harju
Dept. of Information Technology, Tampere University of Technology,
P.O. Box 553, FIN-33101 Tampere, Finland
Tel: +358-3-365 3906 Fax: +358-3-365 3808
email: {bilhanan | harju}@cs.tut.fi

Abstract: This paper attempts to describe and document the experiences gained in developing a distributed object
oriented Intelligent Network (IN) Service Creation Environment (SCE) to create and model, and subsequently

execute real-life services, using an event-based asynchronous OO framework called OVOPS. Although
OVOPS is largely used for the design, implementation and prototyping of protocols, its core is kept as
generic as possible, so that it could be supportive of any event-based domain. Enough parallels were
seen in frameworks for protocol engineering and IN services engineering with respect to event-based
finite state modeling, isolation of service provision from network aspects and support for distribution,
to imply that experiences gained from one area could prove to be extremely beneficial to the other.
During the analysis and design of the SCE, past experience well documented in the form of design
patterns were used throughout. The first part of this paper briefly describes the OVOPS framework, the
second part describes the developed SCE, while the last part provides an insight into the main issues
observed. The work described in this paper proves that with the right approach, the usage of design
patterns as well as CORBA technology combined with the ease of use and flexibility of OVOPS holds
great promise.

Keywords: Object Oriented Frameworks, Distributed Object-Oriented Systems, Design Patterns, CORBA,
Intelligent Network Service Creation

1. OVOPS – A Protocol Implementation Framework
In protocol engineering, work usually begins at the formal language definition level. Proceeding this,
the protocol engineer often has to design compilers and development and runtime environments. Whilst
itself not being an Formal Description Technique, the Object Virtual OPerations System (OVOPS)
provides such an environment suited to interfacing the various applications and protocols. It remains as
minimal and effective a system as possible while maintaining its practicality by employing a
methodology which reduces any protocol to be implemented into a set of interacting tasks, channels
and messages.

The OVOPS OO framework comprises a set of interacting class libraries and tools with which the
design, implementation and prototyping of protocols as well as distributed applications are supported.
It operates asynchronously using event and message based mechanisms. With OVOPS,
implementations can be made largely independent of the operating system so that they can be ported to
any supported operating system. The framework has been developed in C++ and is available on several
types of UNIX and Linux platforms.
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The basic services and tools as provided by OVOPS libraries encompass the following features [1]:
• scheduling of OVOPS tasks either with the default or user implemented scheduler
• asynchronous message passing between tasks through the usage of port classes
• I/O handler, interfaces to devices and other operating system services
• graphical and textual protocol tracers for message tracing and debugging
• hierarchical symbol interface to support user interactions in a symbolic form
• efficient, flexible and controllable memory management
• timers, frames and other useful classes.

In addition, the OVOPS Protocol Toolbox (PTB) supplies code generators to produce C++ code from a
set of Service Access Point (SAP), Protocol Data Unit (PDU) and State Machine specifications. The
PTB also provides a protocol support class library aimed at easing the programming of routine issues
related to the creation of protocol implementations. Of specific interest in understanding the design and
implementation of protocols are the PTask, StateMachine, IFace and PortMux classes. These classes
play an active role in helping automate many routine tasks a programmer would face in the event of
implementing a protocol.

OVOPS does not provide a kernel-like environment. An entire OVOPS application, which typically
incorporates various OVOPS task entities, a scheduler and an I/O Handler, is run as a single user-level
process. This has the advantage of having a significant performance gain when tasks are scheduled
within a single operating system process [1]. Distribution is achieved in OVOPS chiefly at the TCP/IP
level using socket based communication techniques. Therefore OVOPS by itself does not manage
concurrency and scheduling issues among the several processes which may comprise a distributed
application. Instead, the underlying operating system assumes the responsibility of handling the
scheduling and concurrency methods amongst these processes.

Several Finnish universities have also adopted the usage and advocacy of OVOPS in undergraduate and
postgraduate coursework to provide practical aspects into the areas such as protocol design and
implementation, as well as asynchronous communications in client-server architectures. OVOPS has
been successfully employed both in the industry and the academia to develop a large variety of medium
to complex protocols widely used in telecommunications and information technology. Such protocols
include the MTP [2], SCCP and TCAP protocols of the Signalling System 7 used as supporting
protocols for the Intelligent Network (IN) Service Control Point (SCP), the core elements of a GSM
Base Transceiver Station such as LAPD, LAPDm, RR and BTSM protocols [3], as well as TCP, IP and
HTTP protocols.

Work was also done in implementing an INAP multiplexer with OVOPS which handled the forwarding
of incoming INAP requests to proper Service Logic Programs (SLP) and multiplexing responses to use
the common underlying TCAP service. A Service Switching Point (SSP) simulator and the SLPs were
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provided as external elements, and the peer entities of INAP, TCAP and SCCP protocols at the SSP
simulator were provided by a non-OVOPS based commercial software.

2. Distributed IN Service Creation Using OVOPS
Although OVOPS is suited for a systematic approach to protocol implementation, such specialized
support is gleaned from its higher-level protocol support library. At its core, OVOPS remains an open
general-purpose framework which can be used to implement any type of architecture for asynchronous
event-based systems.

As a consequence of the large amount of work done with OVOPS in protocol implementation, within
the Intelligent Network field, there was a prevailing motivation in the industry and academia to
research and investigate the possibilities of designing an IN Service Creation Environment (SCE)
derived from the concepts and core elements of OVOPS to create and model, as well as execute reallife services. Enough inherent parallels were seen in such frameworks for protocol engineering and IN
services engineering with respect to event-based finite state modeling, isolation of service provision
from network aspects and support for distribution, to imply that experiences gained from one area
could prove to be of extremely beneficial aid to the other.

In addition to the support already provided by OVOPS, a few key principles were laid out during
analysis which aided in the evolution of the environment. A particular flow of service execution can be
broken down into a sequence of service independent building blocks (SIBs) which are standard
reusable networkwide components, each encompassing a complete monolithic activity, that can be
chained together in a variety of combinations to define a service. Such a component library of generic
SIBs will be needed.

Together with the support for the asynchronous models of communication using OVOPS, the
environment should also guarantee support for synchronous communication methods, the former for
protocol specific transmission, the latter for making object calls for service execution. CORBA will be
used throughout the architecture to enable this, and it also provides more versatility and simplicity for
distribution. The usage of CORBA technology also paves the way for a clear modularity and a clean
separation between an interface and its implementation.

Experience gained and subsequently documented as design patterns were carefully considered during
the analysis phase of the system. The envisaged and subsequently developed environment is illustrated
in Figure 1.
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Fig. 1. Service Creation and Execution Environment
(3-dimensional blocks represent CORBA enabled implementations)

The SIB Inventory is a library collection of SIBs that the service designer would be able to use. They
are used by the call instances or Service Logic Programs (SLPs) which have been derived from
OVOPS tasks.

The SLPFactories, derived from OVOPS tasks attempt to isolate the network specific information flow
from the service specific information flow. This will essentially mean that the services created would
become independent of the underlying protocol which is used to communicate with the other service
entities across the network, providing the advantage of being able to run the service over multiple
protocols. Also the architecture harnesses the multiplexing and multiple connection handling facilities
that OVOPS provides in the manner in which the OVOPS tasks representing individual call instances
are managed [4].

The CoreINAP Driver, Naming Service, and Database Driver all provide object implementations for
interfaces specified in IDL. These components of the architecture are supplied by a commercial third
party vendor. They run atop the HP-UX 10.20 platform while the service specific SLPFactories, their
associated call instance handling tasks as well as the SIB Inventory execute on the Solaris 2.5 platform.

3. Experiences Drawn and Conclusions
3.1 The usage of design patterns in software architectures

During the analysis and design of the Service Creation and Execution environment, past experience
well documented in the form of design patterns were used throughout. Examples include the OVOPS
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Memory Manager as well as ORB device manager, which had been designed using the Singleton [4]
pattern while the Scheduling and I/O Handler adopt a sequence of execution similar to the Reactor [5]
pattern. The Factory Method [4] Pattern allowed the definition of an interface for creating a device to
handle a specific ORB, but enables the deferment of class instantiation to subclasses. The SIBs had
been designed following the principles of design similar to the Flyweight [4] Pattern which is a
structural pattern that uses sharing to support a number of unique fine grained object instances
efficiently.

Two issues arose with the usage of design patterns during the project. Firstly, there seemed to be no
verifiable techniques available to properly and elegantly select design patterns during system analysis
as well as design, and one has to rely on one’s knowledge or experience of using design patterns in
order to effectively identify an area or portion of the project in which such design patterns could prove
useful. Because these are not designs people tend to generate initially, it can be a daunting task to
novice system designers to try and seek apt solutions. However, the GoF method of cataloguing as
Creational, Structural or Behavioural Patterns seems at the moment to be the most effective way of
allowing appropriate patterns for usage to be found.

Secondly, this project has also shown that in many cases, design patterns cannot be used “as is”, and
one needs the creativity and flexibility to combine or modify them to solve a particular problem. Such
was the case with the implementation of the SLP Factory which was achieved through a modified
Abstract Factory [4] Pattern to take into account the INAP specific and multiplexing nature of the
resultant factory. The resulting concrete factories are usually enforced with the Singleton pattern, since
every Service Logic Execution Environment typically needs only one instance of a concrete Service
Factory per service. Also since the SIBs (employing the Flyweight Pattern) will be unable to store any
extrinsic information, all data uniquely pertaining to the entire duration of a call, or to a temporally
specific moment within the call need to be held by the client, which in this case means the SLP.
However, the information which needs to be stored is a function of not only the state of the SLP, but
also the type of input it receives. The State Pattern [4] when modified appropriately, provides an easy
behavioural technique for managing this complexity, by storing the state*input combinations instead of
storing only the state. Then ,as with the State Pattern, classes can then be designed to implement the
specific combinatorial behaviour.

3.2 Addressing Domain Creep, Modularity and Reuse

In many instances, frameworks are also designed intended to be applicable to one area or domain, but
then extend to encompass or shift entirely into other domains. This “domain creep” problem remained
an issue throughout, even beginning at the onset of the development of OVOPS. The simple solution
used to counter this problem seemed to be the most uncomplicated as well as effective: the Core
Library of OVOPS was kept as generic as possible, so that it could be supportive of any event-based
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domain. Specialized support for protocol implementations and applications come from libraries such
as the OVOPS Protocol Support Library, the OVOPS Language Support Library and the OVOPS
Application Support Library. Thus it was easy to use OVOPS in this project to develop an environment
for Distributed IN Service Creation since only the Core Library was retained. Modifications are done
on the core level only if it was of benefit to more than a single application domain. Such a modular
approach was also adopted in the design of the Service Creation Environment, as it as highly effective
in terms of reusability, scalability and maintenance.

3.3 Composition of Multiple Architectures

One of the biggest challenges during implementation was the integration and composition of the
CORBA architecture with the OVOPS framework at the core level. For systems and servers based upon
the CORBA architecture, the general order of activities in the main routine are similar to those of an
OVOPS system which runs tasks and a scheduler and I/O handler within the same process. In both
cases, there is a fair amount of instantiations and initializations before the respective schedulers usually
enter an infinite event wait loop. Hence the key to successfully integrating OVOPS applications to
serve as CORBA server implementations is to provide support to interface to the ORB at the OVOPS
core itself. In order for OVOPS to interwork with existing ORBs, it will therefore be necessary for the
OVOPS event-handling system to monitor ORB-related events which take place outside the OVOPS
realm as well. Therefore in the case of any CORBA events occurring, the scheduler can pass execution
turns to the ORB for event processing.

The most elegant solution was to be able to create and manage ORB-related event device class
instances within OVOPS which will then work together with its I/O Handler. Since the OVOPS I/O
Handler is able to identify the occurrence of events solely by virtue of their file descriptors, this implies
that the ORB implementation should be able to provide a callback functionality which will inform the
OVOPS system whenever any I/O operations (such as opening and closing connections) occur. Orbix
is one of a few ORBs which provides exactly this functionality by invoking application specified
functions whenever any of these two events are encountered [6]. These application specific function
calls, could, for example, trigger a notification to the I/O Handler that there are CORBA specific events
waiting to be handled, and a subsequent request from the I/O Handler to the scheduler for an execution
turn to process the awaiting events using the Basic Object Adaptor’s (BOA’s) processEvents()
operation.

This interrupt-driven approach was far superior to that of polling for CORBA events by the OVOPS
scheduler because performance degradation and fluctuation would result from the static nature of
handling these events. The system would also behave unpredictably in cases of large as well as uneven
number of events to be handled in the OVOPS as well as CORBA systems.
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3.4 Work in Progress and Conclusion

Although the integration had been successfully achieved in a rather elegant manner, still open questions
remain over certain key issues. The most pressing issue is that seamless integration can possibly only
occur through a modified scheduling algorithm. This reduces the burden on the I/O Handler freeing it
to handle other kinds of events but retains a certain level of performance and reliability, provided a
suitably decent scheduling algorithm is used.

The design methodologies presented in this work, including the usage of the design patterns and their
modifications thereof, were also used to achieve the maximum portability possible for independence
from underlying operating systems. Design patterns are also constantly growing given the vast pool of
emerging experiences and the rapid acceptance of object-oriented methodologies. Currently, OVOPS is
aiming to incorporate real-time and concurrency issues as well as better support for CORBA
compliance. Within the CORBA community, there is active study being pursued in real-time support,
Intelligent Networks, as well as running GIOP over Signalling System Stack No 7.
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Possible questions to the workshop

It is a matter of common knowledge that with Object-Oriented designs, any object is able to
communicate, inherits from or can derive any other object. As the complexity of any object oriented
architecture or framework increases, such references proliferate. Consequently, if a new functionality
needs to be added, or if a bug is discovered and needs to be removed, the task could be an extremely
difficult one. The resulting stability can also become questionable. How can such situations be
controlled or avoided?
In certain frameworks, visual or textual tool support is provided in terms of code generators, such as
ASN.1 or SDL to C++ compilers. However, if there are errors during implementation resulting from
the generated code, the designer is forced to look through the generated code instead to rectify the
problem. What can be done to enhance better support for the designer?
In recent years, the usage of design patterns in building OO software and architectures has increased
aggressively and dramatically. The prevailing idea seems to be to use design patterns as much as
possible. What kind of problem areas can be identified with such usage with respect to performance
and creativity? How can modifications to design patterns be effectively controlled?
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Introduction

In this paper, we present domain-oriented architectural design heuristics for production
control software. Our approach is based upon the following premisses. First, software
design, like all other forms of design, consists of the reduction of uncertainty about a
final product by making design decisions. These decisions should as much as possible be
based upon information that is certain, either because they represent laws of nature or
because they represent previously made design decisions. An import class of information
concerns the domain of the software. The domain of control software is the part of the world
monitored and controlled by the software; it is the larger system into which the software is
embedded. The software engineer should exploit system-level domain knowledge in order
to make software design decisions.
Second, in the case of production control software, using system-level knowledge is not
only justified, it is also imposed on the software engineer by the necessity to cooperate with
hardware engineers. These represent their designs by means of Process and Instrumentation
Diagrams (PIDs) and Input-Output (IO) lists. They do not want to spend time, nor do
they see the need, to duplicate the information represented by these diagrams by means of
diagrams from software engineering methods. Such a duplication would be an occasion to
introduce errors of omission (information lost during the translation process) or commission
(misinterpretation, misguided but invisible design decisions made during the translation)
anyway. We think it is up to the software engineer to adapt his or her notations to those
of the system engineers he or she must work with.
Third, work in patterns and software architectures started from the programminglanguage level and is now moving towards the higher architectural and subsystem level.
At the programming-language level, one is able to define domain-independent patterns
such as adapter, facade and observer [3]. At higher levels, however, architectures get more
domain-specific and we need to relate software architectures to domain architectures. In
the case of production control, we should reflect the structure of the production process in
the architecture of the software.
In this working paper, we apply these principles to the definition of a coordination architecture for production control software. In section 2, we look at the information contained
in PIDs and IO lists for production systems and at the structure of a production process.
∗ Email
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Figure 1: PID for lime slurry plant.
In section 3, we define a coordination architecture for production control software based
upon the structure of production systems and processes, and in section 4 we illustrate the
use of simple statecharts to represent control behavior. Section 5 briefly mentions a few
architectural design heuristics for production control software and section 6 discusses how
PLC code can be generated from architectural models. Section 7 ends this short paper with
conclusions and a discussion. The results presented in this paper are based upon a cooperation with Moekotte B.V., Enschede, and have been validated in about a dozen commercial
projects done by Moekotte.
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Production Systems

Figure 1 gives an example of a PID for lime slurry plant production process in a paper
factory. Inputs to the production process are lime, water and a chemical compound that
causes lime to dissolve in water. Output is lime slurry, which is used in the paper production
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Figure 2: Hierarchical decomposition of the lime slurry production process.
process. The figure has been shrunk to a size where the text is barely readable, but the
layout of the production process can be discerned: At the top there is a mixing tank into
which lime is entered by conveyor belts on the left, water is entered from the top and a
chemical solution is entered from a tank at the right. The pipes contain valves and pumps, all
of which is represented by icons. The solution is stirred in the tank and then is transported
from the tank by means of a system of pipes, to be stored in storage tanks. These slowly
stir the solution during storage. The symbols in the PID are standardized icons known
by all production system hardware engineers. The diagram shows the components of the
production process and their physical relationships, i.e. which components are connected.
In addition to a PID, hardware engineers have an IO list containing the interfaces of the
devices. For example, the IO list for a valve consists of the actions open and close. Detailed
information about these actions is to be found in the technical documentation of the valve
devices.
The production system designers also have a mental model of the production process
that can be represented by a hierarchical diagram such as shown in figure 2. The vertical
dimension of the diagrams represents decomposition of production steps. The horizontal
dimension suggests the temporal ordering in the process. We return to this diagram when
we define the coordination architecture of the control software. Here, we remark that the
process diagram is an excellent means of communicating about the production process with
the hardware engineers.

3

Coordination Architecture

The coordination architecture we propose is a specialization of the basic layered architecture
found in many software systems [2]. We view production control as a coordination problem, because the software must coordinate the behavior of different devices so that they all
contribute to a single, coherent production process. Coordination software for production
control can be layered as follows (figure 3).
At the lowest level, base objects control hardware devices. These can be found in
the PID of the production system — this is the first important domain-based uncertainty
reduction. Base objects have interfaces consisting of atomic actions. These can be found
from the IO list that defines the interfaces of the controlled devices — the second important
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uncertainty reduction. The state of a base object is represented by attribute values. (We
require that there is an attribute that represents the status of the state machine of the
device.) Attributes contain the knowledge that base objects (and hence the control software)
has of the state of the controlled device. Attributes may be subject to integrity constraints.
If an action changes the state of a base object, the object is responsible for maintaining
its own integrity. Base objects are also responsible for dealing with exceptions that involve
only their controlled device. (We define an exception as an external event that may indicate
a failure in an external device.)
A PID contains information about physical relationships between devices in the production system. Relations can be represented in the software by means of relationship
objects. Where each base object has its own atomic identifier, a relationship object has an
identifier that consists of (the tuple of) the identifiers of its component base objects. This
relationship concept is borrowed from database modeling. Representing device relationships
by relationship software objects makes it possible to reuse the base object layer in different
production system layouts. Relationships must be represented if the software must support
the traceability of the finished product to the devices that cooperated in its production.
Traceability is needed to answer product liability questions. The definition of relationship
objects is the third domain-based design decision for control software. To keep the example
simple, we do not include relationship objects in our example architecture.
Two related base objects may share actions in such a way that a shared action is performed simultaneously by the participating base objects. For example, a conveyor belt may
drop items in a container, which can be modeled in the software by a shared action between
the controlling software objects. These shared actions are allocated to the relationship
object and not to the participating base objects. Only relationships can perform shared actions. The relationship layer represents a higher abstraction level than that of base objects,
because relationships are defined in terms of base objects but not vice versa. Relationships
can be made responsible for the global integrity of its component objects. Shared actions
must maintain this integrity.
At the coordination layer, we find coordination objects whose purpose it is to coordinate the behavior of hardware devices in the production process. Here we use the fact
that each production process can be decomposed into a number of steps, as represented in
figure 2. We now use the diagram to represent the coordination architecture of the software: Nodes represent software objects, edges represent communication channels between
software objects. For each coordination object, we define its scope as the set of objects
at the coordination layer itself or in one of the lower layers that it must coordinate. There
must be no loop in the subordination relationship. The coordination layer is thus itself
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partitioned into one or more sublayers. Coordination objects receive information about the
environment (hardware devices as represented by the PID) only indirectly, viz. by receiving
events from subordinate software objects all the way down to base objects. They respond
to these events by sending actions to subordinate objects in its scope. Doing this, they
trigger processes that consist of (possibly concurrent) actions of subordinate objects, which
ultimately leads to signals sent by base objects to the hardware devices they control, thus
enforcing coherent behavior on parts of the production process. Coordinator objects care
also responsible for exceptions that could not be dealt with at a lower level in the hierarchy.
At the highest layer of our architecture, we find the external layer, which is similar
to the view level in information systems. This level takes care of the interface with human
operators. It accepts commands from operators to start and stop a production process. In
many systems, it also contains functionality to report on errors and exceptions, produce
statistical reports, etc. We ignore this level in our small example.
The advantages of this kind of structure are similar to those for any layered architecture [2, pages 48–50], with some extra benefits thrown in because we are now dealing with
production control. The lower software layers can be reused in production control systems
with different coordination regimes, and the impact of changes in hardware devices can be
limited as much as possible to base objects. Exception-handling is simplified by pushing
the responsibility for dealing with exceptions as low as possible in the hierarchy. At the
same time, because the state machines structure belonging to this architecture (defined below) correspond closely to program structure for Programmable Logic Controllers (PLCs),
development time is reduced and the resulting software is quite efficient.

4

Coordination behavior

All software objects in our architecture are reactive, which means that at any moment, they
wait for an event and respond to this event in a way that depends upon their current state.
As usual, there are two types of events, temporal events (deadlines) and signals received
from hardware devices. Also, we distinguish active from passive states. In an active state,
the object waits for an activity in the hardware environment of the production control
software to be finished. In other words, the software objects knows that some hardware
device is active and waits for this activity to finish. Because only the base objects of the
software are connected to external devices, a higher-level object in an active state is waiting
to receive a signal from a lower-level object, and a base-level object in an active state is
waiting for an external device to terminate an activity.
In a passive state, an object is not waiting for an external device to terminate an
activity. An object in a passive state can receive a signal from higher-level objects, a
command from the operator, or a hardware failure event. A failure event always leads to a
special type of passive state, called a failure state.
We use a simple version of statecharts to represent object behavior (figure 4). We
use different state outlines to represent active, passive and failure states. Transitions in
our statecharts must have simple triggers consisting, for each transition, of a single event.
Statecharts allows the Moore convention of executing, upon entry of a state, an atomic
entry action. This may start an external activity that causes the object to leave its state
when it termninates. We will see below that by restricting oursel;ves to this simple use of
statecharts, the architecture model can be translated into PLC code in a simple manner.
Due to our distinction between active and passive states, we can offer the following
statechart design guidelines:
• Passive states may have atomic entry actions but have no activities.
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Figure 4: Simple statechart for the valve object of figure 2. We use different state outlines to
represent active, passive and failure states.
• Active states have no entry actions but always have an external activity.
• From each active state, a timeout transition must depart that deals with the case that
the external activity does not terminate in time. The timeout transition must enter
a failure state.
• For each state, there must be at least one outgoing transition that leads to a nonfailure state. This implies that there is no final state (production control software
must always be able to reach the initial, idle state) and that there is always a way to
leave a failure state.
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Architecture Design Heuristics

Arentsen [1] gives an overview of coordination architectures of control regimes for production
systems. The following architectures are in use.
• The central control architecture consists of just one coordinator object on top of
a number of base objects. The coordinator performs all control tasks.
• A proper hierarchy consists of a master-slave relationship between coordinator objects and subordinated coordinator or base objects.
• A modified hierarchy extends the proper hierarchy with communication channels
between coordinators at the same level.
• In heterarchical control, there is no control hierarchy, and all coordinator objects
can communicate directly. This is a further degeneration of the hierarchical model,
which is more difficult to manage and maintain.
• A holarchical architecture consists of holons. A holon is an autonomous, cooperative agent, that may consist of interacting subholons. Holons have goals and may
negotiate about shared goals. The holarchical architecture is hierarchic, because we
have a hierarchy of holons, but may involve complex communication patterns.
The last three architectures are used to improve the autonomy and the reactivity of the
production process, at the cost of a performance penalty. As part of our current research,
we are applying these architectures to case studies in order to analyze the costs and benefits
associated with each architecture.
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Implementation

Our proposed architecture is essential in the sense that it is defined only by reference
to the environment of the architecture; it makes no assumptions about the underlying
implementation platform [6, 8]. Nevertheless, the design translates in a simple manner in
very efficient code for Programmable Logic Controllers (PLCs). This is one of the reasons
our software designs are acceptable to the hardware engineers. A PLC is a microprocessor
specifically designed for reliable industrial control even in harsh environments. Input signals
are received from devices such as buttons, switches, and digital and analog sensors. Output
signals of a PLC are used to control the operation of motors, valves, starters, etc. More
sophisticated PLCs may include additional functionality such as a mathematics processor,
a network interface, and a graphics display.
A statement in a PLC programming language consists of a Boolean expression of input signals and a set of output signals to be generated at the moment that the Boolean
expression becomes true. Special purpose functions can be used in the evaluation of the
Boolean expression such as timers, counters, and arithmetical operations. A PLC can evaluate several statements at the same time. This language structure allowed us to define a
straightforward translation of our simple statecharts into programming code. Each state
in the statechart corresponds to one statement in a PLC program. Incoming transitions
of the state are translated into events and conditions that must evaluate to true. Output
signals are then used to set conditions in the program and to activate hardware objects.
The generation of PLC code from statecharts is done by means of a relatively simple program generator. This reduces errors in the resulting code, which is never touched by human
programmers.
The structure of the PLC code provides a concurrent implementation of software objects
concurrent. If all objects are implemented on one PLC, concurrency consists of interleaving
the processes of different objects. Sometimes, however, more than one PLC is used, which
then operate truly concurrently with respect to each other. We have used this possibility
to allocate software objects such that PLCs are operating in a hierarchy reflecting the
hierarchical coordination architecture [7].

7

Discussion and Conclusions

Software engineering for real-time, embedded and control software does not occur in isolation but takes place in close interaction with domain engineers. Software engineering is
but one part in a very much larger engineering process. It has been argued by Jackson and
Zave that domain analysis should be used to derive the software requirements [5, 4, 9]. We
take this line of reasoning one step further and argue that at least in the case of production
control software, the software architecture should be derived from the domain architecture.
In this view, the role of software engineering and its notations is subordinate to that of
system engineering.
We have shown that in the domain of production control, the structure of the domain
dictates the architecture of the software. The PID gives us the architecture of the base
objects and relationships, and the hierarchical decomposition of the production process
gives us the desired coordination architecture of the software. During development, this
approach facilitates communication with other engineers and it shortens development time.
In addition, the resulting control software is well-structured because it contains a minimal
degree of coupling between objects. It is therefore easier to maintain and it turns out to be
more efficient than other designs.
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1

INTRODUCTION

To compete on the global market companies have to address specific requirements of
different market segments. Products must offer a choice of functional features and capabilities
to satisfy a wide spectrum of customer requirements. National standards often impose
constraints on product functionality and implementation. Cultural differences and fashions add
variation to user interface design. Advances in technology require frequent migration of
products to new implementation and integration platforms and environments.
A company that produces a range of similar products has an opportunity to reduce the
development, maintenance, support, and marketing costs of each product by sharing some of
the effort and parts between different products. In order to manage such sharing, related
products are organized into families or product lines.
Product lines do not emerge by accident. A company has to design its products so that
their structure allow sharing and the development organization has to be structured to support
this. Many successful companies have based their product development on the abilities of
effective small teams and developed their products independently. Their success in the market
place has created a situation where they maintain and further develop a large number of
products that satisfy closely related requirements but do not share implementation at all. To
benefit from the similarities they have to redesign their product structure and base their product
offerings on a common platform.
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By analyzing the properties of existing products and the product domain it is possible to
see which properties and requirements are common to the product family. These common
requirements determine the nature of the product family and are the basis of the common
framework. Variation in product characteristics is equally important since it indicates how the
variance should be built into the framework. However it should be noted that most of the
variance in existing products is accidental. What we are looking for is intentional variance that
can be used for market segmentation – like products with different capacity.
The relationship between the structure of product family and the requirements for
different products in it is intuitively clear. However, it is not clear how to move from the
requirements analysis to the structure of the product family. In this position paper we argue
that the requirements analysis can be used to order decisions taken in designing the common
framework for the product family and that this ordering is actually the link between the
structure of the common framework and the requirements.

2

CLASSIFYING THE REQUIREMENTS

There is a common agreement that designing frameworks is complicated and hard. One
of the main reasons that make design so complicated is the fact that design process is highly
iterative. It requires that we make initial educated guess of the functionality needed for the
common framework and start building pilot applications using it and in the process gain insight
what kind of functionality framework should provide. This input will be used to decide changes
to the original framework, which causes changes to all applications using the framework. Wellstructured approach using iterative approach has been proposed by Roberts and Johnson [5].
Product families have been designed using quite similar approach where domain analysis
is used to find out commonality and variability of the product family domain. Good example of
this approach is commonality analysis method (FAST) by Ardis and Weiss [6]. FAST
method’s commonality analysis tries to gather all the assumptions true for all the family
members and on the other hand explore possible ways that members may vary.
Our approach is to use requirements for different products in the product family to
obtain clear and structured information how to design framework, a common platform, that
supports all the requirements and also allows us to implement variance needed to support all
the members to desired degree.
For the purpose of our analysis process we first gather all the relevant requirements for
all the products belonging to the same planned product family. Then we divide them in three
separate categories:
•
•

•

Common requirements
These are requirements that are the same for all the members of the product family.
There is no variance in requirements.
Partial requirements
This means that some requirements are common to only part of the product family.
Commonly requirement range is covered by two or more requirement clusters. There
is variance created by the requirement groups.
Unique requirements
When we decompose requirement enough we finally get requirements unique to
every single product family member. This defines variance of particular
requirements that our framework must support.

Suppose for now that we could present all the requirements in a requirement plane. Then
we might visualize product family members and map these separate requirements on a common
requirement plane as shown in Figure 1.

Figure 1.
Commonalties of
product
requirements
In Figure 2
we show how we
can find the different categories of requirements from this combined picture.

Figure 2.
Categories of
requirements

Common requirements
This
process
was
shown mainly to
Unique requirements
clarify
the
process,
in
practice it isn’t
possible to nicely map all the requirements on uniform plane. Instead we will process and
categorize the requirements one by one for all family members as demonstrated in the following
chapter.

Partial requirements

3

DEVELOPMENT OF THE COMMON FRAMEWORK

Common requirements define the core requirements for the common platform
framework. These requirements are common assumptions shared by all the product line
products, so we can start our development process of the framework to satisfy these common
requirements.
Consider a measurement collecting and processing equipment such as a weather station.
These systems run on various hardware and operating system platforms. They perform various
calculations and broadcast different kinds of summaries to different terminal by serial
communication or possibly via satellite link. Due the nature of weather observation domain
there are multiple products needed to cover the market place. Depending on the planned use,
there are different user demand and regulations, which must be included in the product
functionality. Some of the requirements for each member of the planned product family are
shown in table 1.

Product A
Product B
Product C
Product D

OS_INDEP
HIGH
HIGH
HIGH
HIGH

REMOTE_CONTROLSENSOR
YES
Passive
NO
Active
YES
Smart (Passive)
NO
Smart (Active)

Table 1. Four weather stations
Here we have four products (Products A-D), which have to be supported by the product
family framework. We have also three different requirements for these products. Operating
system independence (OS_INDEP) is crucial for all these systems; previously they have
experienced numerous operating system changes. This is an example of common requirement.
For those systems that are designed to operate in remote locations, there is an obvious
requirement for remote control of all operating parameters (REMOTE_CONTROL). Two of
the product family members (Products A and C) have this requirement and the other two do
not. This is an example of partial requirement, product cluster in two groups. Finally, we have
different requirements for sensors (SENSOR) that the framework has to support. Each of the
systems has traditionally used different kinds of sensors to collect data. Therefore, we have
unique requirements for each of the systems.

4

DESIGN DECISIONS AND DOCUMENTING DESIGN

Major problems in designing frameworks are to know what kind of functionality the
framework should provide, how flexibility is implemented in framework and in which order
should design decisions be made. Our approach allows us to solve most of the difficult
decisions by categorizing requirements.
We propose that design decisions should be made starting from common requirements,
making decisions in order that constrains the whole design least. Great care should be taken to
make sure that no such decision is made that doesn’t allow framework to provide support for
requested variability in respect of an other requirement. Then we will proceed to make
decisions for partial requirements and finally unique requirements.
We use design patterns to describe the decisions made. Design patterns are descriptions
of communicating objects and classes that are customized to solve a general design problem
in a particular context [2]. Patterns have been used to describe frameworks and make them
easier to design and evolve. In our approach, we use patterns to document essential design
decisions making it easier for designer to communicate and describe their ideas using a
common vocabulary.
We use Design Decision Trees (DDT) to incrementally document, refine, organize and
reuse knowledge for software design. Design Decision Trees is a partial ordering of design
decisions put in the context of incrementally specified problem requirements and the
constraints imposed by earlier decisions [3].
In our example, the common requirement was to provide insulation from operating
system changes. We use Layers pattern as described by Bushmann and colleagues [1]. We
create an application programmer interface (API) that act as a layer or wrapper around
operating system. This insulates the client from the possible changes by not allowing
programmer to make direct function calls, which would make the client dependent on particular
operating system. Partial requirement for systems (A&D) was to enable remote control of all
operating parameters. We can now use Interpreter pattern [2] that allows us to define a

language and a representation for its grammar and use the language to control the system e.g.
via satellite.
We have also many different sensors to provide data for our products. These unique
requirements create variance that our framework must provide. The main problem in this case
is to invent a way to allow user to connect active sensor, which sends the data periodically, and
passive sensor that provides us the data only when we poll the device. We have also some
smart sensors, which provide not only data but also e.g. calculation results, and possibly
request services from the main system. To provide all this variance we choose to implement
Active Bridge pattern that can handle communication flow in both directions. Figure 3 has
been adapted from Riehle [4].

Figure 3. Application of Active Bridge pattern
Here we use role diagrams to describe Active Bridge pattern, also operating system
wrapper and remote control interpreter is shown. We have completed our case study and
Wrapper

Client

Abstraction

Implementor

OS Core

Interpreter

Factory
Remote
Client

designed the framework solution. Even using such a limited case study our approach shows
how using requirements from existing products guides design decisions making framework
design much easier.

5

CONCLUSIONS

Analysis of existing products forms a solid basis for a new product family.
Requirements that are common to all products define the product family and as such are the
requirements for the common framework. Requirements that vary from product to product
define the dimensions of variance.
Ordering design decisions so that the common part is designed first seems to give
adequate stability to the design. Whole design can be seen as an ordering of design pattern
applications. Variance dimensions indicate which design patterns to select in each case. The
effectiveness of this approach is partially due to the fact that most of the design patterns are
intended to control the coupling between software entities.
This approach seems to lead to a structured and organized design, where independent
decisions are traceable and thus easier the design is easier to maintain and modify if needed.
We are currently validating this hypothesis in our project.
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XVLQJ WKH GRFXPHQWDWLRQ GHIDXOW LPSOHPHQWDWLRQ
DQG WRROV SURYLGHG E\ WKH WHPSODWH %\ GHIDXOW WKH
)5(' HQYLURQPHQW LQFOXGHV WRROV IRU FUHDWLQJ DQG
HGLWLQJ VWUXFWXUHV EXW WKH DUFKLWHFWXUH GHYHORSHU
PD\DOVRSURYLGHVSHFLDOL]HGGRPDLQVSHFLILFWRROV

$Q H[DPSOH DUFKLWHFWXUH LV VKRZQ LQ ILJXUH  ZLWK
ERWK JUDSK UHSUHVHQWDWLRQ DQG WKH FRUUHVSRQGLQJ
)5('QRWDWLRQ

7HPSODWHV
$OOVWUXFWXUHV PD\ EH FODVVLILHG DV LPSOHPHQWDWLRQV
RUWHPSODWHV
$Q LPSOHPHQWDWLRQ LV D VWUXF
WXUH WKDW LV DFWXDOO\ LPSOH
PHQWHGLQWKHDUFKLWHFWXUH,QD
FRQYHQWLRQDO DSSOLFDWLRQ DOO
VWUXFWXUHV DUH HVVHQWLDOO\ LP
SOHPHQWDWLRQV )URP WKH GH
YHORSHU V SRLQW RI D YLHZ DQ
LPSOHPHQWDWLRQ LV D QRUPDO
VWUXFWXUH LQ FRQWUDVW WR WKH
FRQFHSWRIWHPSODWH
$ WHPSODWH GHILQHV D VHW RI
SRVVLEOH LPSOHPHQWDWLRQV EXW
GRHV QRW VSHFLI\ WKH DFWXDO
LPSOHPHQWDWLRQ ,Q D ZD\ D

2QFH D VWUXFWXUH LV FUHDWHG WKH GHIDXOW WRRO RU WRROV
6RPH)UDPHZRUN

6RPH)UDPHZRUN

6RPH3DWWHUQ
6RPH3DWWHUQ

6RPH&ODVV

$QRWKHU3DWWHUQ

VRPH2S
VRPH)LHOG

$QRWKHU&ODVV

$QRWKHU&ODVV

6RPH&ODVV

RSHUDWLRQ
RSHUDWLRQ

VRPH2S

DQRWKHU2S

VRPH)LHOG

$QRWKHU3DWWHUQ
6RPH&ODVV
DQRWKHU2S

)LJXUH $QH[DPSOHDUFKLWHFWXUHDVDGLUHFWHGJUDSKDQGXVLQJ)5('WUHHOLNHQRWDWLRQ

VXJJHVWHGE\WKHWHPSODWHFDQEHXVHGWRPRGLI\WKH
VWUXFWXUH &RQVWUDLQWV DUH XVHG WR HQVXUH WKDW WKH
LQVWDQFH FRQIRUPV WR WKH WHPSODWH )RU H[DPSOH D
FRQVWUDLQW PD\ VWDWH KRZ PDQ\ WLPHV WKH WHPSODWH
PXVW EH LQVWDQWLDWHG ZLWK UHVSHFW WR LWV SDUHQW WHP
SODWH FDUGLQDOLW\ FRQVWUDLQW  6HH DSSHQGL[ $ IRU
PRUHH[DPSOHVRQFRQVWUDLQWV

SOHPHQWDWLRQV EHFRPHV VPDOOHU LQ HYHU\ LQVWDQWLD
WLRQ7KLVLPSOLHVNLQGRILQKHULWDQFHKLHUDUFKLHVIRU
IUDPHZRUNV DQG GHVLJQ SDWWHUQV /D\HUHG IUDPH
ZRUNVDUHGLVFXVVHGIRUH[DPSOHE\.RVNLPLHVDQG
0|VVHQE|FN>.R0@

$QDXWRPDWLFWHPSODWHLVDWHPSODWHWKDWLVLQVWDQWL
DWHG DXWRPDWLFDOO\ ZKHQHYHU LWV SDUHQW VWUXFWXUH LV
LQVWDQWLDWHG$WHPSODWHLVPDGHDXWRPDWLFH[SOLFLWO\
E\ WKH WHPSODWH FUHDWRU $ WHPSODWH WKDW FDQ DGMXVW
DXWRPDWLFDOO\ WR WKH LQVWDQWLDWLRQ HQYLURQPHQW DQG
FDQWKXVEHLQVWDQWLDWHGZLWKRXWDQ\XVHULQWHUDFWLRQ
LVDJRRGFKRLFHIRUDQDXWRPDWLFWHPSODWH,QVRPH
FDVHVLQVWDQWLDWLQJDQDXWRPDWLFWHPSODWHPD\KRZ
HYHU UHTXLUH XVHU LQWHUDFWLRQ HJ ZKHQ DOO WKH SD
UDPHWHUV RI WKH GHIDXOW LPSOHPHQWDWLRQ FDQQRW EH
UHVROYHG

7RLOOXVWUDWHKRZWKH)5('PRGHOZRUNVLQSUDFWLFH
DVLPSOHIUDPHZRUNLVLPSOHPHQWHGDQGDQDSSOLFD
WLRQLVGHULYHGIURPLW7KHH[DPSOHLVEDVHGRQWKH
VDPSOH IUDPHOHW SUHVHQWHG E\ 3UHH DQG .RVNLPLHV
>3U.@ ,Q WKHLU SDSHU WKH\ GHILQH IUDPHOHWV DV
VPDOODUFKLWHFWXUDOEXLOGLQJEORFNVWKDWFDQEHHDVLO\
XQGHUVWRRG PRGLILHG DQG FRPELQHG +HUH WKH H[
DPSOH IUDPHOHW DSSHDUV VRPHZKDW PRGLILHG 7KH
UHDGHUPD\FRQVXOWDSSHQGL[%ZKHQJRLQJWKURXJK
WKHIROORZLQJH[DPSOH

$XWRPDWLF DQG RWKHU WRROJHQHUDWHG VWUXFWXUHV DUH
XSGDWHG DFFRUGLQJ WR WKH PRGLILFDWLRQV LQ VXU
URXQGLQJ FRGH 7KH GHYHORSHU FDQQRW PRGLI\ WKH
DXWRPDWLFDOO\ PDLQWDLQHG FRGH IUDJPHQWV XQOHVV
H[SOLFLWO\UHTXHVWHG

3DWWHUQV8VLQJ7HPSODWHV
%\ WKH HDUOLHU GHILQLWLRQ D SDWWHUQ GHVFULEHV D UHOD
WLRQVKLSEHWZHHQSDUWLFLSDWLQJGDWDW\SHV,Q)5('D
SDWWHUQLVGHVFULEHGXVLQJWHPSODWHV
$ SDWWHUQ WHPSODWH FRXSOHV WRJHWKHU GDWD W\SH WHP
SODWHV DQG GDWD W\SH LPSOHPHQWDWLRQV 7KH FRQ
VWUDLQWV RI WKH FRQWDLQHG WHPSODWHV GHILQH WKH UH
TXLUHG UHODWLRQVKLSV EHWZHHQ FROODERUDWLQJ VWUXF
WXUHV 7KH GHIDXOW LPSOHPHQWDWLRQ PDNHV LW HDV\ WR
LQVWDQWLDWH D SDWWHUQ LQ D VRIWZDUH DUFKLWHFWXUH +\
SHUOLQNHG GRFXPHQWDWLRQ DWWDFKHG WR WKH WHPSODWHV
SURYLGHVWKHUHTXLUHGGRFXPHQWDWLRQIRUWKHSDWWHUQ
DQGLWV FROODERUDWLRQV,Q DGGLWLRQ VSHFLDOL]HG WRROV
PD\ EH SURYLGHG )RU H[DPSOH D WHPSODWH UHSUH
VHQWLQJ WKH ,QWHUSUHWHU GHVLJQ SDWWHUQ >*+-@ PD\
EHDFFRPSDQLHGZLWKDWRROWKDWWDNHVDJUDPPDUDV
LQSXW DQG SDUDPHWHUL]HV WKH GHIDXOW LPSOHPHQWDWLRQ
ZLWKLW
,QVWDQWLDWLQJ D GHVLJQ  SDWWHUQ
PHDQV ELQGLQJ WKH GRPDLQVSHFLILF
YRFDEXODU\ DQG LPSOHPHQWDWLRQ
)UDPHZRUNV XVXDOO\ SURYLGH RQO\
SDUWLDO LPSOHPHQWDWLRQV IRU GHVLJQ
SDWWHUQV DQG OHDYH VSHFLILF SDUWV WR
EH VXSSOHPHQWHG E\ WKH VSHFLDOL]HU
,Q )5(' WKLV PHDQV SURYLGLQJ WHP
SODWHV WKDW LQVWDQWLDWH WKH RULJLQDO
WHPSODWHVRIWKHSDWWHUQ7KLVLQVWDQ
WLDWLRQ FKDLQ PD\ EH DUELWUDU\ ORQJ
IRU DQ\ VWUXFWXUH &RQVWUDLQWV RI D
WHPSODWH DSSO\ WR DOO IROORZLQJ LQ
VWDQFHVLQWKHFKDLQ7KXVFRQVWUDLQWV
FXPXODWHDQGWKHVHWRISRVVLEOHLP

$%5,()(;$03/(

0DQ\ JUDSKLFDO DSSOLFDWLRQV SURYLGH OLVW ER[HV WR
JHWKHUZLWKEXWWRQVWRDGGLWHPVWRWKHOLVWER[DQG
WR PRGLI\ DQG UHPRYH WKHP 7\SLFDOO\ D VHSDUDWH
GLDORJLVXVHGWRDGGDQGPRGLI\LWHPV7KHDVVRFL
DWHG SURJUDPPLQJ WDVN FDQ EH SDFNHG LQWR D VPDOO
VHOIFRQWDLQHGIUDPHZRUNFDOOHG/LVW%R[)UDPHOHW
7KH IUDPHOHW FODVV GLDJUDP DQG XVHU LQWHUIDFH DUH
VKRZQLQILJXUH
7KHIUDPHOHWSURYLGHVDZLQGRZ /LVW%R[)UDPH WR
GLVSOD\DQGPDLQWDLQDOLVWRILWHPV$QDSSOLFDWLRQ
GHYHORSHU SURYLGHV LWHP DQG GLDORJ FODVVHV ,WHP
FODVVHV PXVW LPSOHPHQW WKH ,WHP LQWHUIDFH DQG GLD
ORJ FODVVHV PXVW H[WHQG WKH 'LVSOD\ EDVH FODVV
7UDQVIRUPHUFODVVLVXVHGLQWHUQDOO\E\WKHIUDPHOHW
WR PDQDJH WKH GDWD WUDQVIHU EHWZHHQ )LHOG$FFHVVRU
LQVWDQFHVQDPHO\LWHPVDQGGLVSOD\V

&UHDWLQJWKH)UDPHOHW
,Q )5(' /LVW %R[ )UDPHOHW PXVW EH SUHVHQWHG ZLWK
VWUXFWXUHV ,Q WKH IROORZLQJ H[DPSOH QDPHV RI
VWUXFWXUHV DUH SULQWHG ZLWK VDQV VHULI IRQW HJ /LVW
%R[)UDPHOHW 
$VDQDUFKLWHFWXUH/LVW%R[)UDPHOHWPXVWEHEDVHG
RQDQRWKHUDUFKLWHFWXUH)5('HQYLURQPHQWSURYLGHV

/LVW%R[)UDPH

7UDQVIRUPHU
IURP6UF7R'HVW

)LHOG$FFHVVRU
JHW/LVW2I)LHOGV
JHW9DO
VHW9DO

,WHP
FUHDWH'LVSOD\

XVHV

'LVSOD\
FUHDWHV

$SSOLFDWLRQVSHFLILF
GLDORJ 8VHU'LVSOD\

RSHQ
FORVH

)LJXUH&ODVVGLDJUDPDQGXVHULQWHUIDFHIRU/LVW%R[)UDPHOHW

D VSHFLDO DUFKLWHFWXUH FDOOHG 3DWWHUQ&DWDORJ ZKLFK
FROOHFWVDUELWUDU\GHVLJQSDWWHUQVE\VHYHUDODXWKRUV
3DWWHUQ&DWDORJ FDQ EH H[SDQGHG E\ LQGLYLGXDO GHYHO
RSHUV 7KH URRW VWUXFWXUH RI WKH IUDPHOHW DQ DUFKL
WHFWXUH FDOOHG /LVW%R[)UDPHOHW LV EDVHG RQ 3DWWHUQ&DWD
ORJ

XVHG KHUH 7KH GHYHORSHU FUHDWHV D QHZ 6LQJOHWRQ3DW
WHUQ LQVWDQFH FDOOHG 7UDQVIRUPHU3DWWHUQ DQG DVVRFLDWHV
WKH H[LVWLQJ 7UDQVIRUPHU FODVV DV DQ LQVWDQFH RI WKH
6LQJOHWRQWHPSODWH0HPEHUVUHTXLUHGE\WKH 6LQJOHWRQ
WHPSODWH PD\EHSRLQWHGRXWVLPLODUO\IURPWKH H[
LVWLQJFRGH7KHFUHDWHGVWUXFWXUHVDQGWKHLUUHODWLRQV
WRWKHLUPRGHOVDUHVKRZQLQILJXUH

$PRQJ RWKHU WKLQJV WKH FDWDORJ FRQWDLQV SDWWHUQV

$EVWUDFW)DFWRU\3DWWHUQ 6LQJOHWRQ3DWWHUQ DQG %HDQ&RPSRVL
WLRQ7KHILUVWWZRDUHUHSUHVHQWDWLRQVRI GHVLJQSDW

$IWHUFUHDWLQJPRVWRIWKHIUDPHOHWORJLFWKHGHYHO
RSHU EHJLQV WR LPSOHPHQW WKH XVHU LQWHUIDFH 7KLV
FDQEHGRQHE\LQVWDQWLDWLQJ %HDQ&RPSRVLWLRQ SDWWHUQ
ZKLFK LV HTXLSSHG ZLWK D )5(' -DYD %HDQV EXLOGHU
WRROWKDWJHQHUDWHVDSSURSULDWHFRGHIRUWKHXVHULQ
WHUIDFH

WHUQV$EVWUDFW)DFWRU\DQG6LQJOHWRQZKLFKDUHGLV
FXVVHGE\*DPPDHWDO>*+-@7KH %HDQ&RPSRVL
WLRQLQWXUQVWDQGVIRUWKH%HDQ&RPSRVLWLRQSDWWHUQ
ZKLFK UHSUHVHQWV D FRPSRVLWLRQ RI -DYD EHDQ FRP
SRQHQWV>6XQ@DQGLVGHYHORSHGZLWKLQ)5(' SURM
HFW

%HFDXVHWKHIUDPHOHWFRQWDLQVDWHPSODWH ,WHP3DWWHUQ
LWLVLWVHOIDWHPSODWHZKLFKFDQEHLQVWDQWLDWHG7KH
GHYHORSHUFKRRVHVWRPDNH ,WHP3DWWHUQDXWRPDWLFLP
SO\LQJ WKDW RQFH WKH IUDPHOHW LV LQVWDQWLDWHG WKH
,WHP3DWWHUQ WHPSODWH LV DOVR LQVWDQWLDWHG )LQDOO\ WKH
GHYHORSHU SURYLGHV JXLGDQFH IRU WKH IUDPHOHW VSH
FLDOL]DWLRQE\GRFXPHQWLQJWKHFRQWDLQHGWHPSODWHV

$IWHUEURZVLQJWKHGRFXPHQWDWLRQRIWKHFDWDORJWKH
GHYHORSHU FKRRVHV WR LQVWDQWLDWH $EVWUDFW)DFWRU\3DWWHUQ
WRLPSOHPHQWWKHIUDPHOHW VEHKDYLRU7KHGHYHORSHU
QDPHV WKH LQVWDQFH DV ,WHP3DWWHUQ 7R LPSOHPHQW WKH
FUHDWHGSDWWHUQDOORIWKHWHPSODWHVFRQWDLQHGLQWKH
PRGHOSDWWHUQPXVWEHLQVWDQWLDWHGDFFRUGLQJWRWKHLU
FDUGLQDOLW\ $EVWUDFW)DFWRU\3DWWHUQ FRQWDLQV GDWD W\SH
WHPSODWHV $EVWUDFW)DFWRU\ &RQFUHWH)DFWRU\ $EVWUDFW3URGXFW
DQG &RQFUHWH3URGXFW 7KH GHYHORSHU FUHDWHV WKH ,WHP
LQWHUIDFH DQG WKH 'LVSOD\ FODVV EDVHG RQ WKH $EVWUDFW
)DFWRU\ DQG $EVWUDFW3URGXFW WHPSODWHV ,PSOHPHQWDWLRQ
RI &RQFUHWH)DFWRU\ DQG &RQFUHWH3URGXFW WKH GHYHORSHU
ZDQWV WR OHDYH WR WKH VSHFLDOL]HU )RU WKLV SXUSRVH
WKHGHYHORSHUFUHDWHVWHPSODWHV 8VHU,WHPDQG 8VHU'LV
SOD\UHVSHFWLYHO\

6SHFLDOL]LQJWKH)UDPHOHW
$Q\ DUFKLWHFWXUH WKDW LV D WHPSODWH FDQ EH GHULYHG
IURPE\DQRWKHUDUFKLWHFWXUH(J/LVW%R[)UDPH
OHW FDQ EH XVHG WR FUHDWH DQ DSSOLFDWLRQ WR FUHDWH
PRGLI\ DQG UHPRYH FXVWRPHU FRQWDFW HQWULHV 7KH
&RQWDFW0DQDJHUDSSOLFDWLRQPD\EHEDVHGRQPXO
WLSOH DUFKLWHFWXUHV EXW IRU VLPSOLFLW\ RQO\ WKH /LVW
%R[)UDPHOHW±EDVHGSRUWLRQLVGLVFXVVHGKHUH
7KHGHYHORSHUQDPHVWKHURRWVWUXFWXUHRIWKHDSSOL
FDWLRQ DV &RQWDFW0DQDJHU $W ILUVW WKH DSSOLFDWLRQ GH
YHORSHU PDNHV LW DQ LQVWDQFH RI /LVW%R[)UDPHOHW $V
,WHP3DWWHUQLVDQDXWRPDWLFWHPSODWHWKHHQYLURQPHQW
DXWRPDWLFDOO\ FUHDWHV DQ LQVWDQFH RI LW 7KH GHYHO
RSHUFKDQJHVWKHQDPHRIWKHLQVWDQFHWR &RQWDFW3DW
WHUQ

$OO VWUXFWXUHV DUH DOVR EDVHG RQ WKH FRUUHVSRQGLQJ
PHWDWHPSODWHV 6LPLODUO\ ,WHP3DWWHUQ LV EDVHG RQ
PHWDSDWWHUQ )RU WKLV UHDVRQ WKH GHYHORSHU FDQ
DXJPHQW ,WHP3DWWHUQE\LQWURGXFLQJ )LHOG$FFHVVRULQWHU
IDFH E\ LQVWDQWLDWLQJ LW IURP PHWDGDWDW\SH /LNH
ZLVHDQXPEHURIPHWKRGVDQGILHOGVFDQEHFUHDWHG
WKDW DUH QRW EDVHG RQ PHWKRG DQG ILHOG WHPSODWHV
FRQWDLQHGLQ$EVWUDFW)DFWRU\3DWWHUQ

,WHP3DWWHUQ FRQWDLQV WHPSODWH FODVVHV 8VHU,WHP DQG
8VHU'LVSOD\7KHVHDUHQRW LQVWDQWLDWHGDXWRPDWLFDOO\
+HQFH WKH DSSOLFDWLRQ GHYHORSHU FUHDWHV WKH &RQWDFW
FODVV EDVHG RQ 8VHU,WHP DQG &RQWDFW'LVSOD\ EDVHG RQ
8VHU'LVSOD\6XEVWUXFWXUHV PHWKRGVDQGILHOGV RIWKH

'DWDW\SHVWKDWDUHQRWLQYROYHGLQDQ\VSHFLILFSDW
WHUQ DUH FRQWDLQHG LQ D VSHFLDO 2WKHU&ODVVHV SDWWHUQ
ZKLFKLVDXWRPDWLFDOO\JHQHUDWHGIRUDQDUFKLWHFWXUH
7KH GHYHORSHU FUHDWHV WKH 7UDQVIRUPHU FODVV LQ WKDW
SDWWHUQEXWVRRQUHDOL]HVWKDW 6LQJOHWRQ3DWWHUQPD\EH

0HWD$UFKLWHFWXUH
0HWD3DWWHUQ

>Q@

0HWD7\SH

>Q@

3DWWHUQ&DWDORJ

6LQJOHWRQ3DWWHUQ
FODVV

PHWD0HWKRG

>Q@

WHPSODWHV DUH LQVWDQWLDWHG VLPLODUO\ 7HPSODWH VSH
FLILFGRFXPHQWDWLRQDQGFRQVWUDLQWVJXLGHWKHGHYHO

/LVW%R[)UDPHOHW

7UDQVIRUPHU3DWWHUQ

>Q@

6LQJOHWRQ

7UDQVIRUPHU

FODVV

6LQJOHWRQ

SULYDWH

VWDWLF6LQJOHWRQ

SULYDWH

JHW8QLTXH,QVWDQFH

YRLG

PHWD)LHOG

>Q@

XQLTXH,QVWDQFH

SULYDWHVWDWLF6LQJOHWRQ

7UDQVIRUPHU

VWDWLF7UDQVIRUPHU



JHW,QVWDQFH

IURP6UF7R'HVW

SULYDWHVWDWLF7UDQVIRUPHU

)LHOG$FFHVVRU)LHOG$FFHVVRU

LQVWDQFH

)LJXUH7UDQVIRUPHU3DWWHUQLVEDVHGRQ6LQJOHWRQ3DWWHUQ$OOVWUXFWXUHVDUHEDVHGRQWKHFRUUHVSRQGLQJPHWDVWUXFWXUHV

RSHUGXULQJWKLVLQVWDQWLDWLRQSURFHVV
7R LPSOHPHQW WKH XVHU LQWHUIDFH WKH DSSOLFDWLRQ
GHYHORSHUPD\XVHWKH %HDQ&RPSRVLWLRQSDWWHUQ7RGR
WKLV WKH GHYHORSHUZLOO QHHG WRSRLQW RXW WKH DSSOL
FDWLRQDVDQLQVWDQFHRI 3DWWHUQ&DWDORJDQGLQVWDQWLDWH
WKHSDWWHUQ7KHGHYHORSHUXVHVWKHSDWWHUQWRFUHDWH
XVHU LQWHUIDFH IRU &RQWDFW'LVSOD\ )RU WKLV SXUSRVH
&RQWDFW'LVSOD\ LV PDGH DQ LQVWDQFH RI WKH &RPSRVLWLRQ
WHPSODWH 7KHUHDIWHU &RQWDFW'LVSOD\ LV DQ LQVWDQFH RI
WZR WHPSODWHV 7KH -DYD %HDQV EXLOGHU WRRO LV XVHG
WRJHQHUDWHWKHXVHULQWHUIDFH±VSHFLILFFRGHIRUWKH
&RQWDFW'LVSOD\FODVV
$V D UHVXOW WKH &RQWDFW FODVV UHSUHVHQWV D FRQWDFW
HQWU\DQGWKH &RQWDFW'LVSOD\GLDORJLVXVHGE\WKHIUD
PHOHWWRDGGDQGPRGLI\FRQWDFWV%HFDXVHWKHUHDUH
QRYLRODWHGFRQVWUDLQWVWKHGHYHORSHUFKRRVHVWRWHVW
&RQWDFW 0DQDJHU E\ LPSOHPHQWLQJ D FODVV ZLWK WKH
UHTXLUHG PDLQ PHWKRG 7KH GHYHORSHU FUHDWHV WKH
FODVVLQWKH2WKHU&ODVVHVSDWWHUQ

)5('7RRO
$OWKRXJKWKH)5(' PRGHOLVQRWWLHGWRDQ\VSHFLILF
WRRO WKH PRGHO UHTXLUHV D VRSKLVWLFDWHG XVHU LQWHU
IDFH LQ RUGHU WR OHVVHQ FRJQLWLYH ORDG RQ WKH GHYHO
RSHU7KHXVHULQWHUIDFHVKRXOGDGMXVWWRWKHOHYHORI
DEVWUDFWLRQRIWKHDUFKLWHFWXUHE\KLGLQJWKHLQWHUQDOV
RIWKHDUFKLWHFWXUHDQGXVLQJPRUHVSHFLILFYRFDEX
ODU\ ZKHQ QHFHVVDU\ )RU WKLV UHDVRQ )5(' LV DV
PXFK RI D XVHU LQWHUIDFH LVVXH DV LW LV D FRQFHSWXDO
PRGHO WKRXJK RQO\ WKH ODWWHU KDV EHHQ GLVFXVVHG
KHUH
+RZHYHUSDUWRIWKHXVHULQWHUIDFHIRU)5(' GHYHO
RSPHQWHQYLURQPHQWLVVKRZQLQILJXUH7KHZLQ
GRZ LV GLYLGHG LQWR WKUHH SDUWV +LHUDUFKLHV RQ WKH
OHIWDUHXVHGWREURZVHWKHDUFKLWHFWXUHIURPGLIIHU

HQW DVSHFWV 6WUXFWXUHV DUH PRGLILHG RQ WKH GHVNWRS
DUHDZLWKWKHWHPSODWHWRROVDQGWKHORZHUSDUWGLV
SOD\VGRFXPHQWDWLRQIRUWKHVHOHFWHGKLHUDUFK\LWHP
7KH VDPH HQYLURQPHQW FDQ EH XVHG LQ GHYHORSLQJ
DUFKLWHFWXUHV UDQJLQJ IURP DSSOLFDWLRQV WR IUDPH
ZRUNVDQGHYHQDEVWUDFWSDWWHUQFDWDORJV
,Q ILJXUH  WKH GHYHORSHU LV LPSOHPHQWLQJ WKH &RQ
WDFW0DQDJHU DUFKLWHFWXUH  7KH &RQWDFW'LVSOD\ FODVV KDV
EHHQ VHOHFWHG RQ WKH OHIW 0RGHOV RI WKH VHOHFWHG
VWUXFWXUHDUHOLVWHGEHORZZLWKWKHLUDVVRFLDWHGWDVNV
7DVNVDUHXVHULQWHUIDFHUHSUHVHQWDWLRQVRIXQLPSOH
PHQWHGWHPSODWHVDQGEURNHQFRQVWUDLQWV 8VHU'LVSOD\
LVOLVWHGDVDPRGHOEHFDXVH&RQWDFW'LVSOD\LVEDVHGRQ
LW 7KH DVVRFLDWHG WDVNV VWDWH WKDW WKH GHYHORSHU KDV
WRLQVWDQWLDWHWKHJHW9DODQGVHW9DOPHWKRGWHPSODWHV

&21&/86,21$1'5(/$7(':25.
0DQ\ GHVLJQ SDWWHUQ WRROV VHH HJ >%)9@
>$&/@ DQG >:LO@  XVH PDFUR H[SDQVLRQ
PHFKDQLVPV WR JHQHUDWH LPSOHPHQWDWLRQ FRGH 7KLV
LPSOLHV GHVLJQ ± LPSOHPHQWDWLRQ JDS >0'(@
FKDQJLQJ JHQHUDWHG FRGH EUHDNV WKH FRQQHFWLRQ EH
WZHHQ GHVLJQ SDWWHUQV DQG WKH LPSOHPHQWDWLRQ DQG
DQ\ FKDQJHV WKDW LQYROYH UHJHQHUDWLRQ RI FRGH ZLOO
IRUFH WKH XVHU WR PDQXDOO\ UHLQWHJUDWH WKH SDWWHUQ
FRGHWRWKHUHVWRIWKHV\VWHP:HWKLQNWKDWDEHWWHU
ZD\LVWRXVHH[SOLFLWUHSUHVHQWDWLRQRI GHVLJQ SDW
WHUQV WKDW VWD\V DW WKH EDFNJURXQG DOO WKH ZD\ IURP
GHVLJQWRLPSOHPHQWDWLRQ
)XUWKHUPRUHPHUHFRGHJHQHUDWLRQLVQRWHQRXJK,W
LV HVVHQWLDO WR EH DEOH WR FRPELQH PXOWLSOH SDWWHUQ
LQVWDQFHV DQG WR DQQRWDWH H[LVWLQJ FRGH ZLWK SDW
WHUQV2XULPSOHPHQWDWLRQRIWKLVUROHELQGLQJIXQF
WLRQDOLW\LVLQIOXHQFHGE\.LPDQG%HQQHU¶V3DWWHUQ
2ULHQWHG(QYLURQPHQW 32( ZKHUHRQHFDQPDQDJH
DQG YDOLGDWH SDWWHUQ LQ
VWDQFHV DQG WKHLU UROH PDS
SLQJV>.L%@
$QRWKHU VLPLODU WRRO LV UHS
UHVHQWHGE\)ORULMQ0HLMHUV
DQG YDQ :LQVHQ >)0:@
7KHLU PRGHO LV EDVHG RQ
FORQHDEOH IUDJPHQWV WKDW
UHSUHVHQW GHVLJQ HOHPHQWV
GHVLJQ SDWWHUQV FKDUWV 
LPSOHPHQWDWLRQ
HQWLWLHV
FODVVHV PHWKRGV  RU RWKHU
REMHFWV FRPPHQWV DUEL
WUDU\ WH[W  7KH V\VWHP EH
LQJGHYHORSHGLVUHSUHVHQWHG
DV D JUDSK RI LQWHUUHODWHG
IUDJPHQWVRIGLIIHUHQWW\SHV

)LJXUH7KHXVHULQWHUIDFHRIWKH)5('GHYHORSPHQWHQYLURQPHQWLQDFWLRQ

%HVLGHV VXSSRUWLQJ GHYHO
RSPHQW RI IUDPHZRUNV WKH
)5('HQYLURQPHQWDOVRDLGV
IUDPHZRUN XVHUV ,QVWDQWL
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Abstract

In this paper we argue for the necessity of an architectural description of a framework.
We then analyze why design patterns on their own are insucient for such a description and
propose that a variety of complementary forms of documentation are needed to address the
requirements of an architectural description. We claim that traditional artifacts of domain
analysis and object-oriented design can better capture the architecture of a framework by
describing the design solutions in the problem context at a higher level of granularity than
can design patterns.

1 Introduction
More than other software systems, frameworks are intended for extension and reuse; it is therefore
essential to describe and document them. Framework cookbooks are now accepted as a necessary
form of documentation which enables users to build applications using the framework without
requiring a thorough understanding of the framework itself. But what about describing framework
architectures: since nobody understands a framework until they have used it [Joh92], do we need
to describe them at all? There are several reasons why such a description is required.
`selling' the framework. Prospective users of the framework want a general understanding of
the framework in order to decide if it is appropriate for their needs. This kind of description
should show the overall design and the points of variability of the framework.
reuse of architecture. Transmitting a language-independent view of the architecture allows the
high-level design of the framework to be reused in implementing it in other languages, or in
modifying it for use in other domains.
integration of frameworks. In order to facilitate the construction of systems from several existing frameworks, the architectural assumptions of each framework should be made explicit
[GAO95][MB97].
evolution and re-engineering. Having an architectural description of a framework gives us a
reference against which we can measure the changes in subsequent versions of the framework.
In the same way, the ability to describe the architecture of an application allows us to form
hypotheses about the architecture which can be tested in the process of reverse engineering
[MN97].
An architectural description of a framework serves a dierent purpose than a cookbook
[Joh92] for framework users, or a detailed documentation of the source code to be used by developers and maintainers. But it is complementary to these and, ideally, can form the basis for
them. In this position paper we argue that design patterns by themselves are not sucient for
communicating an architectural view of a framework, and that indeed, no one vehicle can fulll
all the requirements for an architectural description outlined above.
1

2 Using Design Patterns to Describe Architectures

Design patterns [GHJV95] [BMR+ 96] are touted as a good vehicle for describing software architectures. Because each design pattern presents a solution to a specic design problem, describing
the design patterns in a framework can give readers an understanding of the problem that the
current design is intended to solve [BJ94].
There are, however, several problems with using design patterns to document software architectures. Consider gure 1, giving a schematic representation of some of the main classes in the
HotDraw framework [BJ94] [Joh92], and the design patterns in which these classes participate.
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Figure 1: (Some of the) Design Patterns in HotDraw
Such a diagram, where we omit for simplication information about the role each class plays
in the design pattern, illustrates the complexity of understanding a framework architecture as a
series of overlapping design patterns. Such a `covering' of a design with pattern instances [OQC97]
may be useful to developers and maintainers of the framework who are familiar with the code, but
it does not seem to be a useful description for the purposes listed in the introduction.

`selling' the framework. Design patterns do not tell us what we can do with the framework:
such a description doesn't show how we can tailor the framework to create a variety of
applications.
reuse of architecture. To reuse an architecture we want to understand the domain-specic architecture that the framework oers and so we must have an understanding of how it models
the problem domain, and what are the main components of the system and their relationships. We may choose to apply the same design patterns in our version of the framework, or
we may choose to use other techniques or language features to maintain these relationships.
A description using design patterns describes the software in too much detail: there may be
many design patterns in a framework, but some will be more essential to the architecture of
the framework than others.
In other words: for representing architecture, not all patterns are equal. There are two
reasons for this:(a) some kinds of GoF patterns are more architectural than others in the sense
that they describe a relationship between entities which could be seen as an infrastructure
for a complete application (e.g. Model-View-Controller pattern for GUIs), rather than a
relationship which is based solely on inheritance. GoF behavioral patterns are candidates
for this category. [BMR+ 96] makes a distinction between architectural patterns and general
purpose patterns. (b) the granularity at which a pattern is applied also determines if it is
essential or non-essential to the architecture of the framework. That is, components of the
architecture need not map one-to-one on the classes of the framework. So patterns which
involve classes which are invisible in the architecture are also superuous to the architectural
description.
integration of frameworks. If we want to combine several frameworks, certain assumptions
about the architecture of the framework must be understood. Many have to do with the
2

context in which the framework is expected to be used: what does it require as lower-level
infrastructure, and what kinds of applications can it serve the infrastructure for. Issues
such as the handling of control, concurrency, persistence and distribution are also critical
[GAO95]. Though design patterns can be used to document such aspects [MRB98], many of
these issues are overlooked in framework documentation.
evolution and re-engineering. Frameworks evolve continuously, and it is important to be able
to measure the extent of architectural drift of a framework. But is a change in design pattern
use a sign that the architecture has changed? Perhaps a dierent design pattern or some
other technique is now being used to maintain the same relationship. A notation which
allows to express the architectural style of the framework allows us to track the evolution
of the framework. It also allows us to test hypotheses about the way the framework is
structured.
Communicating a framework design through patterns is certainly preferable to documenting
each class and its responsibilities individually, and is an important view for developers. But it
suers from two main problems: its incompleteness - design patterns can not document all the
design decisions emanating from the requirements, and its ne-granularity - design patterns overly
describe the system, without revealing a more global view of the system.

3 Architecture: Design in Context
Software architecture has been dened as the decomposition of the software into the main design elements (the components) of the system and the interactions among these components (the
connectors), and the rules or conventions governing their assembly [SG96]. We subscribe to the
view that no one set of components and connectors can fully describe a software architecture:
the architecture of an application can be described by a set of dierent views, and the mappings
between these views. Each view will have a dierent denition of a component and a connector.
Kruchten [Kru95], for example, proposes four views: logical view, process view, physical view and
development view, which are elaborated through the use of scenarios, representing the important
variations of the systems functionality. A variety of strategies and techniques are used to map
views on each other. A similar approach is also taken in several object-oriented design methods
[Boo91]. Aspect-oriented programming also recognizes the need to reconcile dierent aspects of a
system, and proposes an approach for combining these at the programming language level. We
are more concerned with gaining an overall understanding of the system and making explicit the
assumptions and rules used in its construction.
What is often presented as the architecture of an application is the strategy used to solve the
foremost design problem. But other side-issues and the policies used to resolve them also form part
of the architecture and may document the hidden assumptions which come up in the integration
of frameworks. It is therefore unlikely that one notation or method can be used to express all
aspects of an application's architecture and to satisfy the four points outlined in the introduction.
A variety of complementary forms of documentation help an engineer to understand the architecture of the system. Both the what - the context: what is the application domain, what are its
main elements and their relationships, what problems must be tackled in building the framework
architecture - and the how - the solution: how have the framework designers chosen to tackle these
problems - must be addressed.
application domain model. This is a description of the main elements of the problem domain
and how they relate to each other. It is the result of a domain analysis and is usually a rst
step in object-oriented design: identifying domain concepts and making the relationship
between them explicit.
design space for the domain. Each problem in the domain can be solved using a variety of
approaches. In a design space each problem represents an axis along which are possible or
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recommended solutions [DMNS97]. A design space may also include some collected wisdom
about choosing solutions in the particular domain. Understanding the design space allows
us to situate the particular framework as a point in this space.
examples. This is particularly useful to illustrate what can be done with the framework: the
kinds of applications that can be created using it. Whereas a design space for the domain
helps to situate the framework with respect to other approaches and so documents the xed
elements of the framework, examples illustrate the variability in the framework.
architectural patterns. The strength of design patterns for program understanding is that they
tap into familiar metaphors - and so their names give us a handle on understanding them
before we delve into the details of their structure and collaborations. In describing architectures, the power of metaphor is evident - blackboard, pipe and lter, for example, are
architectural styles [SG96] for which we have an intuitive understanding. The kind of patterns that present us with a metaphor for a complete architectural view, or a large part
of one, are ones which could be most useful in describing framework architectures. Such
metaphors can succinctly describe components, the relationships between them, and at the
same time provide us with familiar scenarios for their behavior.
scenarios. Scenarios are instances of use-cases. In object-oriented design these are used to elucidate requirements and derive class responsibilities. They are invaluable in understanding an
architecture because they give a concrete illustration of the relationships of the components
to each other. Design patterns also describe abstract scenarios, but these are small scenarios
with only two or three objects as participants. More useful are scenarios which show how
several components (i.e. granularity greater than classes) interact to assure one variation of
the system's functionality.
These forms of description aim to give an understanding of the system at a coarse granularity and can complement more detailed forms of documentation such as design patterns and
class hierarchies. Whereas architectural patterns and scenarios address more the how - the design
solution - domain models and design spaces set up a context to describe the what. For `selling'
the framework, positioning the framework in a design space and showing examples of applications
are probably most useful. For the reuse of the architecture, domain models, design space description and architectural patterns are appropriate as a starting point. The question of integration
of frameworks is a dicult one, but a design space which is thorough should document also the
environment in which it is expected the framework will be used. Finally, all these forms of documentation are useful in forming concepts to be used in re-engineering and in tracking evolution,
though there are open questions as to how these descriptions can be integrated in a methodology.

4 Discussion and Future Work
We have argued for the need for an architectural description of frameworks and have discussed why
design patterns are insucient for such a description. We have proposed that more traditional
artifacts of domain analysis and object-oriented design are better vehicles for giving a global view
of a framework's architecture. This holds, of course, not only for frameworks, but also for other
software applications.
Our interest in nding good ways to describe software architecture stems from our work on
re-engineering and program understanding1. Documentation generated through domain analysis
and preliminary design helps engineers in forming concepts about the software architecture and
facilitates the task of more detailed understanding of the code. Though design patterns can also
help, just detecting the presence of certain design patterns, without having an understanding of
architectural structures is not of much help.
1 see FAMOOS project http://www.iam.unibe.ch/famoos/
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When architectural documentation is missing, any aid in regenerating it is of enormous help
to engineers confronted with legacy software. We are therefore investigating notations and tools
which help engineers to understand the structure of a software system and to extract dierent
views of its architecture. We believe that a good tool for program understanding should allow
an engineer to formulate hypotheses about the structure of the software and to conrm or reject
hypotheses based on evidence from the source code. One such tool is described in [MN97] - it
allows an engineer to compute a `reexion model' of a software system showing the divergence of
the hypothesis formulated from the actual structures found in the source code.
We are currently investigating how dynamic information from program execution can help
engineers in understanding an application's architecture. To this end we are developing a tool,
DynamEx [RDW], to help engineers in generating multiple architectural views of an application by
querying information about static structures of the source code and about events from executions.
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1 Workshop Contribution
A collection of design patterns was described by Gamma, Helm, Johnson,
and Vlissides in 1994[1]. Each pattern ensures that a certain architectural
aspect can vary over time, for example the operations that can be applied
to an object or the algorithm of a method. The patterns are described
by constructs such as the inheritance and reference relations, attempting
to emulate more dynamic relationships. As a result, the design patterns
demonstrate how awkward it is to program natural concepts of evolution
when using a traditional object-oriented language.
We investigate the generic evolution patterns common among many design patterns, and the role that language has in supporting evolution within
various software architectures. Class-based models and languages generally
require dynamic behavior to be implemented through explicit delegation,
using a technique similar to the state , strategy and visitor design patterns.
The use of explicit delegation to achieve dynamic implementation is awed
in two respects. From a design point of view, the relation between an object's interface and its implementation is not adequately captured. >From an
implementation point of view, additional virtual invocation is required, and
the host reference (this ) is not properly maintained. Java member classes
come close to providing the language construct necessary for clean implementation of the state design pattern, however they still require explicit
delegation, and they do not support delegation to an external object. Thus,
member classes do not support multiple object collaborations, such as those
1

described by the visitor pattern.
We propose the workshop discussion topic of architectural support of dynamic object extension and evolution. The existing UML (Uni ed Modeling
Language) object notation is not sucient to clearly represent the relation
between an object's static interface and its dynamic implementors. Existing languages like C++ and Java must be extended to cleanly implement
dynamic evolution and collaborations.

2 Dynamic Evolution
Objects are dynamic entities, changing their state and behavior throughout their existence. Oriented-oriented design models such as UML (Uni ed
Modeling Language) [2], provide several diagrams for capturing the static
and dynamic aspects of a particular domain. For example, UML provides
a static structure diagram to describe the stable aspects of classes, namely
their attributes, relations and operations (method signatures). While object
structure is often simple to model, object behavior is extremely complex
and requires numerous models to decompose the complexity. UML includes
several diagrams for capturing the dynamic aspects of behavior, including
statechart, activity, and interaction (sequence and collaboration) diagrams.
The interaction diagrams tend to be ow-oriented, depicting primarily interobject message ow (sequence diagrams) and data ow (collaboration diagrams). The statechart and activity diagrams focus on modeling intra-object
behavior, depicting the variations of behavior an object exhibits during its
life (statechart diagrams) and the internal operations of a particular class
method or operation (activity diagrams).
We strive to improve the modeling and implementation of dynamic object behavior, and have proposed extensions to the UML object model and
Java virtual machine to directly support dynamic evolution [5]. The delegation model that we propose generalizes to support both individual object
behavior as depicted in the statechart diagram, as well as collaborative object behavior as depicted in interaction diagrams.
While statecharts e ectively capture the dynamic aspects of an object,
their translation into a class-based implementation model loses the relation
between an object's static interface and its dynamic implementation. Classbased languages such as C++ and Java do not allow a class implementation
to dynamically vary [3]. Virtual methods support a speci c form of dynamic
binding, allowing a method invocation to be bound based on the class of the
host object, rather than the class of the invocation variable. However, the
2

host object's class is xed, thus its behavior is xed. A design technique
similar to the state design pattern must be used to dynamically vary object behavior [1]. The pattern relies on explicit delegation to a separate
implementation hierarchy.
Dynamic object behavior is a prominent aspect of most systems. Many
design patterns propose techniques for dynamically varying the implementation of a class method, often relying on explicit delegation. We strive
to improve the modeling and implementation of dynamic behavior, namely
through the use of implicit delegation, and investigate language mechanisms
for supporting dynamic implementation inheritance within the domain of
static, type-safe languages.

3 Dynamic Behavior Through Explicit Delegation
Numerous design patterns have been de ned to allow the binding between
an object and its implementation to vary [1]. The state pattern in particular allows an object to alter its behavior as its internal state changes, and
represents a class-based implementation of the dynamic model.
The runtime behavior that an object exhibits when it receives a particular message may depend on its state. While the interface remains stable,
its implementation varies. This is not easily modeled nor is it easily implemented in class-based languages such as Java. A class de nes a single
implementation for each method signature. Once instantiated, an object's
behavior is xed by its class implementation.
The state pattern describes a design technique for emulating dynamic
behavior, namely through the use of explicit delegation. A class will be
related through a reference relation to a separate implementation hierarchy
de ned to implement the dynamic variations of behavior. Each method
simply delegates the request to the state object. The abstract state class
provides default method implementations, while state subclasses de ne the
state-speci c implementations.
3.1

Issues With Explicit Delegation

There are several aws in implementing the dynamic model of a class using the state pattern design. When an object receives a message, it must
forward both the request and itself to its state reference, who provides the
appropriate state-speci c implementation. Thus, each method in the base
class must explicitly delegate to the state hierarchy, requiring two virtual
method invocations.
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A more interesting issue involves the scope of the methods implemented
in the state hierarchy. The methods de ned in the state hierarchy have a
very distinct purpose: they implement behavior for another object. Note
however that a Java implementation does not re ect this purpose. Rather,
the state methods simply appear to take an object reference as an argument. There does not exist a language construct to clearly document the
semantics of the implementations de ned within the state class. The UML
class diagram also fails to capture the relation between an object's static
interface and its dynamic implementors.
The recent introduction of Java inner (member) classes alleviates some of
the scoping problems of the state pattern implementation [3]. The base class
could be redesigned to nest the state hierarchy as member classes. A member
class de nition is nested inside a container class; thus it is accessible only
within the container class. Each member class constructor has an implicit
additional argument, a reference to the object that invokes the constructor.
Each member class instance therefore has an implicit reference to its creator,
an instance of the container class. This allows the member class methods
to implicitly access variables and methods of the container class.

4 Dynamic Behavior Through Implicit Delegation
While the use of member classes alleviates some of the implementation issues
involving scope, explicit delegation is still required. Another issue involves
sharing of implementors. A member class instance references a single container class instance. If multiple objects wished to delegate to the same
object, the state class must not be a member class.
A more signi cant issue is the inability of the language to clearly de ne
the relation between an object's interface and its multiple implementations.
The relation between the static interface of an instantiable class and its
dynamic implementors must be captured.
UML provides several design constructs for depicting an interface, an
implementation class, and their relation. An interface de nes a set of operations (method signatures), but does not possess state, attributes or implementation. Thus, an interface is not instantiable, it is an abstract class
de ning only a signature. UML de nes the realizes relation between an interface and its implementation class, depicted as a dashed generalization
relation. While many implementation classes may realize an interface, the
UML model restricts an object to having only one implementation class.
Every operation must be de ned in an implementation class, or the class is
4

not instantiable. However, as many of the design patterns point out, it is
necessary to support multiple implementations for a class operation. Thus
it is necessary to declare an operation in an instantiable class, while delaying
the binding of its implementation.
We have extended the UML class diagram notation to directly model the
relation between an instantiable class interface and its multiple implementations [5]. We are extending the Java Virtual Machine to directly support
implicit delegation and are experimenting with multidispatch based on tuples [7].

5 Related Work
Dynamic inheritance is found in prototype-based languages, allowing an
object to dynamically evolve by modifying its parent relation. If an object
does not directly implement a message it receives, the message is implicitly
forward to its parent. An object may dynamically change its parent, thus it
may portray di erent behavior. Object-based languages however introduce
other problems, namely type checking and performance.
Languages that use multi-dispatch mechanisms provide some exibility
in binding an implementation to an object. However, multi-dispatch generally requires the calling context to be made explicit. This is acceptable in
the visitor pattern, in which the collaboration is easily modelled as external
to a group of objects. However, the state and strategy patterns describe the
internal behavior of an object, thus multimethod dispatch is inappropriate
as it requires the client to invoke a method by explicitly passing both a base
object and its implementor object to bind to the appropriate implementation.
The predicate dispatching mechanism de ned in Cecil [4] supports dynamic inheritance by allowing the method implementation to be selected
from a wide variety of binding choices, including an object's class, state, and
relations. Predicate expressions are attached to implementations. A method
invocation will select the most appropriate implementation based on testing
the various predicates until a match is found. Predicate dispatching is more
general than the implicit delegation that we propose, it will support a wider
variety of delegation schemes. However, the implicit delegation technique
that we propose avoids the need for runtime predicate testing, by explicitly
de ning a reference to the implementation (the delegate).
Re ection has been widely recognized as a powerful mechanism to support dynamic adaptations [6]. The basic constructs of the programming
5

language are described at the meta-level and can be extended or rede ned.
With re ection, one can dynamically alter a class implementation, as well
as alter the class of an object. However, Java presently supports limited reection, allowing inquiry operations but not allowing update operations [3].

6 Conclusion
Evolution is a powerful force to contend with during software development.
We propose the Software Architecture Workshop investigate the impact language has on supporting evolution. We are investigating both design and
implementation support for dynamic implementation inheritance. The technique of implicit delegation allows the implementation of an object to vary,
based on its dynamic references. We also investigate the dynamic behavior found in collaborative situations, such as those described in interaction
diagrams and implemented with the visitor design pattern.
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during different phases of software design. Architectural patterns defined from the order of
provided data and required operations may help to design and construct the fundamental structure
of the software program. On the other hand, non-structural elements are developed with the
support of design patterns to design each subsystem in the program. At the final stage, idioms are
used to support the detailed implementation of different elements, transforming the design into
code.
Software patterns may also provide support for software evolution. The stability of change in a
building is based on an structure that change slowly over time. Software structure has the same
objective: to provide stability of change in a software program. Experience shows that difficult
problems arise when attempting to modify slow parts at a faster rate than it is allowed. Software
patterns can be used to capture information about this change rate of different elements, providing
stability through the lifetime of a software program.

5. Summary and comments.
This paper portrays some of the topics of an ongoing research, proposing an initial discussion about
the concept of software structure, and its objective during design and construction os a software
program. Software structure is proposed as an element of software architecture that can be defined
in general using software patterns, and in particular architectural patterns defined from the
characteristics of order of data and operations. Software structure is an integral part of a software
program, and should be designed aiming to keep properties such as stability, composability and
geometry.
Also, it should be recognised that software structure is an important but not the only element of
software architecture. Other not less important elements are required to compose a complete
picture of how to design, construct and maintain software programs.
As in any ongoing research, each one of the previous statements about software architecture and
software structure are open to be further analysed, improved and discussed. In fact, this is the
primary goal of this paper.
As a final remark, a statement found in building architecture: "Understand structures and building
systems, and you understand the science of architecture"[3]. The same statement can be applied to
software architecture.
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not an static entities. They are supposed to change as the result of the activities performed by
designers and programmers. However, different parts of a software program change at different
rates. Specifically, it would be proper that software structure evolves slowly, supporting all other
elements that tend to present a faster change. By understanding this, the design, construction,
maintenance and modification of software can be performed in a safer way. However, a first
difficulty seems to arise in how to recognize what parts of a software program represent structural
and non-structural members. In a software program, elements that compose a structure are not
defined as clearly as in a building. A possible solution may come from software patterns.
3.2.2. Composability
Another interesting property that we consider software structure should accomplish has been
addressed during the last few months by Coplien [6] when explaining the topic of sketch as a way
to describe structure. In this article, Coplien denotes that a sketch can be used to portray the basic
structure of software programs, and contrasts its use to design diagrams using standard notations:
"How are Alexander’s sketches different from OMT, UML, or Booch notation? My colleague
Joe Davidson has an interesting theory: He notes that OMT diagrams don’t easily compose,
whereas sketches do. (Try composing OMT diagrams for two patterns you use together)."[6]
Describing software structure in the way that it is possible to compose it from its basic elements as
a sketch seems to be a good option. The proposal is then a sketch that depicts the temporal relations
between the software structure components. Keeping key relations stable, and a structure in time
seems to arise. Furthermore, composability is an important property for piecemeal growth [6].
3.2.3. Geometry
The development of building architecture in the way we know it nowadays is mainly due to an
important relation between the development of geometry expressed in mathematical terms and its
applications to building structures. Precisely, this relation is based on the space order of physical
components in a building’s structure, and a mathematical geometric representation that allow
calculation and prediction of the behaviour of the structure.
Considering this point of view, we think that it is important to develop a kind of geometry applied
to software programs in the time domain. This geometry should depict the time order of components
and their interaction through time, allowing perhaps in the same fashion to calculate and predict
its behaviour. In summary, the relation between an abstract, mathematical geometric model and a
software program should be structural in time terms. Geometry explains a software program in
terms of order, facilitating to think about it and providing with a sense of software aesthetics.
Again, we are still trying to find and define such kind of description and geometric modelling.

4. Software Patterns and Software Structure
Software Patterns have been proposed as an important approach to support the development,
construction and evolution of high-quality software programs, complementing exiting techniques,
methods and processes of software architecture [5]. In this sense, they can help to identify, design
and construct the structural and non-structural elements needed to compose a software program.
The software patterns approach proposes a flexible design and construction order of elements of a
software program. This order can be observed as the answer to the following question:
"... at what point of development should patterns be used: during analysis, high- or low-level
design, or even during implementation? There is no single correct answer, but a rule of thumb
is that you should use the high-level architectural patterns earlier than medium-level design
patterns, which are themselves used before idioms" [5].
This statement expresses an order relation among pattern categories (architectural patterns,
design patterns and idioms) that are related with the structural and non-structural elements
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program through time. Software structure should be defined in a form that allows and supports
software evolution. Software appropriateness and software aesthetics represent and reflect the
changing properties that a software program experiments during software evolution. Dewayne
Perry addressed this dependence when stated "Architectural Evolution is the fundamental
challenge" [7].

3. Software Structure
3.1. Definition of Software Structure - the difference between Software Architecture and
Software Structure
Typically, the term architecture is used, overused, and some times even abused when trying to
define more precisely the structure of a software program. Even though "architecture of something
is its structure"[2], and many authors follow this definition, we consider that the use of such
definition may lead to unfortunate misunderstanding.
A software program has a structure. Software architecture helps to define a software structure for
a software program, but a software structure does not define either a complete software program,
or a software architecture. Many of the definitions found in [1] do not consider this subtle difference.
Probably, the previous statement could be clarified by appealing to the analogy. Consider a building
as the result of the building architecture. It posses a defined structure as some elements that serve
to hold it up, while other elements clad, decorate, subdivide, or enhance its use. In the same sense,
a software program should posses a structure in the form of some elements that serve wholly or in
part to hold up the program, while other nonstructural elements clad, decorate, subdivide, or in
some other way, enhance its use.
Simply defined, "the structure is something that consists of parts connected together in an ordered
way" [2]. Comparing this definition with those definitions of software architecture, it can be
observed that in general, what has been defined as software architecture is more precisely software
structure. The software structure, then, is more than only an enumeration of components and
connectors. A rationale about how they are ordered and organized is an important element of it.
From this perspective, almost any definition contained in [1] can be taken to define software
structure. Anyway, we propose a particular definition, according to our approach:
Software structure is the set of elements that serve wholly or in part to give form and hold up
a software program, and provides support for the logical reasoning about the order in which
data is operated on by operations.
3.2. Software Structure properties
As mentioned before, our basic consideration is that a software program is an entity of temporal
nature. From this perspective, software structure should share such a nature, that is, software
structure nature should also be related to time. Understanding and considering the properties in
time that a software structure should accomplish is an important step for software design and
construction. We are still studying these characteristics, but up to now, we had noticed some
principle properties that we expect that a software structure should present: stability,
composability and geometry.
3.2.1. Stability
A good conception about software structure is its reactive nature. Software structure should put
together and provide stability to its software program, just in the same way a building structure
keeps a building stable. However, this should be a time stability, that is, the software structure of
a program is related with those parts of the program that determine the main actions in the
program and tend to remain stable during execution and during the program’s life time. This does
not mean that the software structure is not expected to evolve and change. Software programs are
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programs is due to them being conceived as a set of transformations through time. Just as the work
of a building architect is organize the space, in which a building represents an organization of
tridimensional space, then the work of a software architect should be to organize time. A software
program represents the organization of the activity of processing elements through time.
2.1. Another definition
The concept of software architecture is difficult to deal with. It seems to be slippery. A large number
of definitions have been provided by a similar number of authors [1]. After reading and analysing
them, we propose a new one, based on the previously mentioned analogy.
Following the analogy that building architecture is defined as "the art of planning, designing and
constructing buildings"[2], we simply state:
Software architecture is the art of planning, designing and constructing software programs.
This definition may seem shallow, but this will be clarified when we introduce the concept of
software structure.
2.2. The role of software architecture - firmitas, utilitas and venustas
In order to introduce the definition and role of software structure, we should first define the role of
software architecture. Again, we support our approach with an analogy to building architecture,
specifically on a classical definition provided by Vitruvius, who when asked about the role of the
architect replied: "the architect is a technically skilled and sensitive man, who is capable of imbuing
a building with firmitas (firmness), utilitas (commodity), and venustas (delight)" [3]. Perhaps a
more useful modern translation that is possible to apply as well to software program construction
would be: structure, appropriateness and (why not?) aesthetics.
• Software structure. A software program first of all has to be structurally sound, keep out
the elements and keep its occupants comfortable. Software structure is precisely the object of
our analysis. We will expand this point further in a following section, introducing an intuitive
but more precise definition of software structure.
• Software appropriateness. A software program must be fit for the use for which it is
intended. Software appropriateness is represented in the form of a software program that
covers a set of functional and non-functional properties.
Functional properties denote aspects of the functionality of a software program, commonly
related to a specified functional requirement. A functional property is visible to users of the
software program by means of a particular functionality or aspects of its implementation.
Functional properties expose what the software program is capable and not capable of doing [5].
Non-functional properties deal with features of a software program that are not covered by its
functional description. Typically, a non-functional property addresses aspects related to the
reliability, compatibility, development effort, ease of use, maintenance, etc. of a software
program. In general, non-functional properties reflect how the software program performs.
These attributes are qualified, but difficult to quantify [5].
• Software aesthetics. A software program must be pleasing to the senses, otherwise it is not
a result of software architecture. However, aesthetics in terms of software is a difficult issue.
By definition, beauty is in the eye of the beholder. Software appearance is not something that
can be judged impartially. Often, criticism of software is directed by how it looks, instead of
how it works. What seems to be happening in the realm of aesthetics in general is that there
are as many ideas of what beauty is as there are critics.
A final remark that concerns the three characteristics is about the important matter of software
evolution. Software architecture should provide with elements to guide the evolution of a software
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Abstract
In this paper, we introduce and analyse the definition of software structure as a fundamental concept for
software design and construction. This has lead us to consider a more precise definition of software architecture,
which contrasts the difference between software architecture and software structure after reviewing other
definitions of software architecture provided by several authors. The goal is to define and clarify the concept of
software structure, and to discuss or at least promote discussion about its relation with software architecture
and software patterns for the design and construction of software programs.

1. Introduction
In order to define the concept of software structure, it is necessary to have a clear concept of
software architecture, by analysing previous definitions and approaches. From these approaches,
the more significant seems to be "The Foundation for the Study of Software Architecture" [4], in
which Perry and Wolf propose "a philosophical foundation for the model of software architecture,
developing an intuition about software architecture through analogies to existing disciplines"[4]. In
this paper, it is considered that the field of building architecture "provides some of the more
interesting insights for software architecture" [4]. Probably building architecture has been chosen
because it is the field of construction that may provide us with the necessary experience and insight
about how to structure and construct systems. Therefore, when we need to understand or explain
some concept more clearly, we will point to an analogy between building architecture and software
architecture to try to explain the concept.

2. Software Architecture
Criticism has arisen from the comparison between a building and a software program. Probably this
is because the comparisons have tried to consider a software program in exactly the same terms as
a building; that is, as an entity of space. However, it can be considered that a software program is
not an entity of space, but more precisely an entity of time. A software program can be conceived as
the organization of tasks through time, in contrast with the building, which is the organization of
activities though space. Building architecture is the making of space, involving the organization of
three dimensional space by the creation of a building to perform certain activities. In an analogous
way, software architecture is proposed as the making of time, in which the organization of tasks
through time is carried out by the creation of a software program that performs such tasks. This
particular approach obeys intuitively philosophical and practical experiences with programming
software programs.
The temporal nature of software has being expressed over and over in most of the software
architecture bibliography. An example of this is found in [4], when Perry and Wolf address the
process and data interdependence:
• "there are some properties that distinguish one state of data from another; and"
• "those properties are the result of some transformation produced by a processing element".
Considering both statements, intuitively it can be seen that the temporal nature of software
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programs is due to them being conceived as a set of transformations through time. Just as the work
of a building architect is organize the space, in which a building represents an organization of
tridimensional space, then the work of a software architect should be to organize time. A software
program represents the organization of the activity of processing elements through time.
2.1. Another definition
The concept of software architecture is difficult to deal with. It seems to be slippery. A large number
of definitions have been provided by a similar number of authors [1]. After reading and analysing
them, we propose a new one, based on the previously mentioned analogy.
Following the analogy that building architecture is defined as "the art of planning, designing and
constructing buildings"[2], we simply state:
Software architecture is the art of planning, designing and constructing software programs.
This definition may seem shallow, but this will be clarified when we introduce the concept of
software structure.
2.2. The role of software architecture - firmitas, utilitas and venustas
In order to introduce the definition and role of software structure, we should first define the role of
software architecture. Again, we support our approach with an analogy to building architecture,
specifically on a classical definition provided by Vitruvius, who when asked about the role of the
architect replied: "the architect is a technically skilled and sensitive man, who is capable of imbuing
a building with firmitas (firmness), utilitas (commodity), and venustas (delight)" [3]. Perhaps a
more useful modern translation that is possible to apply as well to software program construction
would be: structure, appropriateness and (why not?) aesthetics.
• Software structure. A software program first of all has to be structurally sound, keep out
the elements and keep its occupants comfortable. Software structure is precisely the object of
our analysis. We will expand this point further in a following section, introducing an intuitive
but more precise definition of software structure.
• Software appropriateness. A software program must be fit for the use for which it is
intended. Software appropriateness is represented in the form of a software program that
covers a set of functional and non-functional properties.
Functional properties denote aspects of the functionality of a software program, commonly
related to a specified functional requirement. A functional property is visible to users of the
software program by means of a particular functionality or aspects of its implementation.
Functional properties expose what the software program is capable and not capable of doing [5].
Non-functional properties deal with features of a software program that are not covered by its
functional description. Typically, a non-functional property addresses aspects related to the
reliability, compatibility, development effort, ease of use, maintenance, etc. of a software
program. In general, non-functional properties reflect how the software program performs.
These attributes are qualified, but difficult to quantify [5].
• Software aesthetics. A software program must be pleasing to the senses, otherwise it is not
a result of software architecture. However, aesthetics in terms of software is a difficult issue.
By definition, beauty is in the eye of the beholder. Software appearance is not something that
can be judged impartially. Often, criticism of software is directed by how it looks, instead of
how it works. What seems to be happening in the realm of aesthetics in general is that there
are as many ideas of what beauty is as there are critics.
A final remark that concerns the three characteristics is about the important matter of software
evolution. Software architecture should provide with elements to guide the evolution of a software

Page 2

program through time. Software structure should be defined in a form that allows and supports
software evolution. Software appropriateness and software aesthetics represent and reflect the
changing properties that a software program experiments during software evolution. Dewayne
Perry addressed this dependence when stated "Architectural Evolution is the fundamental
challenge" [7].

3. Software Structure
3.1. Definition of Software Structure - the difference between Software Architecture and
Software Structure
Typically, the term architecture is used, overused, and some times even abused when trying to
define more precisely the structure of a software program. Even though "architecture of something
is its structure"[2], and many authors follow this definition, we consider that the use of such
definition may lead to unfortunate misunderstanding.
A software program has a structure. Software architecture helps to define a software structure for
a software program, but a software structure does not define either a complete software program,
or a software architecture. Many of the definitions found in [1] do not consider this subtle difference.
Probably, the previous statement could be clarified by appealing to the analogy. Consider a building
as the result of the building architecture. It posses a defined structure as some elements that serve
to hold it up, while other elements clad, decorate, subdivide, or enhance its use. In the same sense,
a software program should posses a structure in the form of some elements that serve wholly or in
part to hold up the program, while other nonstructural elements clad, decorate, subdivide, or in
some other way, enhance its use.
Simply defined, "the structure is something that consists of parts connected together in an ordered
way" [2]. Comparing this definition with those definitions of software architecture, it can be
observed that in general, what has been defined as software architecture is more precisely software
structure. The software structure, then, is more than only an enumeration of components and
connectors. A rationale about how they are ordered and organized is an important element of it.
From this perspective, almost any definition contained in [1] can be taken to define software
structure. Anyway, we propose a particular definition, according to our approach:
Software structure is the set of elements that serve wholly or in part to give form and hold up
a software program, and provides support for the logical reasoning about the order in which
data is operated on by operations.
3.2. Software Structure properties
As mentioned before, our basic consideration is that a software program is an entity of temporal
nature. From this perspective, software structure should share such a nature, that is, software
structure nature should also be related to time. Understanding and considering the properties in
time that a software structure should accomplish is an important step for software design and
construction. We are still studying these characteristics, but up to now, we had noticed some
principle properties that we expect that a software structure should present: stability,
composability and geometry.
3.2.1. Stability
A good conception about software structure is its reactive nature. Software structure should put
together and provide stability to its software program, just in the same way a building structure
keeps a building stable. However, this should be a time stability, that is, the software structure of
a program is related with those parts of the program that determine the main actions in the
program and tend to remain stable during execution and during the program’s life time. This does
not mean that the software structure is not expected to evolve and change. Software programs are
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not an static entities. They are supposed to change as the result of the activities performed by
designers and programmers. However, different parts of a software program change at different
rates. Specifically, it would be proper that software structure evolves slowly, supporting all other
elements that tend to present a faster change. By understanding this, the design, construction,
maintenance and modification of software can be performed in a safer way. However, a first
difficulty seems to arise in how to recognize what parts of a software program represent structural
and non-structural members. In a software program, elements that compose a structure are not
defined as clearly as in a building. A possible solution may come from software patterns.
3.2.2. Composability
Another interesting property that we consider software structure should accomplish has been
addressed during the last few months by Coplien [6] when explaining the topic of sketch as a way
to describe structure. In this article, Coplien denotes that a sketch can be used to portray the basic
structure of software programs, and contrasts its use to design diagrams using standard notations:
"How are Alexander’s sketches different from OMT, UML, or Booch notation? My colleague
Joe Davidson has an interesting theory: He notes that OMT diagrams don’t easily compose,
whereas sketches do. (Try composing OMT diagrams for two patterns you use together)."[6]
Describing software structure in the way that it is possible to compose it from its basic elements as
a sketch seems to be a good option. The proposal is then a sketch that depicts the temporal relations
between the software structure components. Keeping key relations stable, and a structure in time
seems to arise. Furthermore, composability is an important property for piecemeal growth [6].
3.2.3. Geometry
The development of building architecture in the way we know it nowadays is mainly due to an
important relation between the development of geometry expressed in mathematical terms and its
applications to building structures. Precisely, this relation is based on the space order of physical
components in a building’s structure, and a mathematical geometric representation that allow
calculation and prediction of the behaviour of the structure.
Considering this point of view, we think that it is important to develop a kind of geometry applied
to software programs in the time domain. This geometry should depict the time order of components
and their interaction through time, allowing perhaps in the same fashion to calculate and predict
its behaviour. In summary, the relation between an abstract, mathematical geometric model and a
software program should be structural in time terms. Geometry explains a software program in
terms of order, facilitating to think about it and providing with a sense of software aesthetics.
Again, we are still trying to find and define such kind of description and geometric modelling.

4. Software Patterns and Software Structure
Software Patterns have been proposed as an important approach to support the development,
construction and evolution of high-quality software programs, complementing exiting techniques,
methods and processes of software architecture [5]. In this sense, they can help to identify, design
and construct the structural and non-structural elements needed to compose a software program.
The software patterns approach proposes a flexible design and construction order of elements of a
software program. This order can be observed as the answer to the following question:
"... at what point of development should patterns be used: during analysis, high- or low-level
design, or even during implementation? There is no single correct answer, but a rule of thumb
is that you should use the high-level architectural patterns earlier than medium-level design
patterns, which are themselves used before idioms" [5].
This statement expresses an order relation among pattern categories (architectural patterns,
design patterns and idioms) that are related with the structural and non-structural elements
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during different phases of software design. Architectural patterns defined from the order of
provided data and required operations may help to design and construct the fundamental structure
of the software program. On the other hand, non-structural elements are developed with the
support of design patterns to design each subsystem in the program. At the final stage, idioms are
used to support the detailed implementation of different elements, transforming the design into
code.
Software patterns may also provide support for software evolution. The stability of change in a
building is based on an structure that change slowly over time. Software structure has the same
objective: to provide stability of change in a software program. Experience shows that difficult
problems arise when attempting to modify slow parts at a faster rate than it is allowed. Software
patterns can be used to capture information about this change rate of different elements, providing
stability through the lifetime of a software program.

5. Summary and comments.
This paper portrays some of the topics of an ongoing research, proposing an initial discussion about
the concept of software structure, and its objective during design and construction os a software
program. Software structure is proposed as an element of software architecture that can be defined
in general using software patterns, and in particular architectural patterns defined from the
characteristics of order of data and operations. Software structure is an integral part of a software
program, and should be designed aiming to keep properties such as stability, composability and
geometry.
Also, it should be recognised that software structure is an important but not the only element of
software architecture. Other not less important elements are required to compose a complete
picture of how to design, construct and maintain software programs.
As in any ongoing research, each one of the previous statements about software architecture and
software structure are open to be further analysed, improved and discussed. In fact, this is the
primary goal of this paper.
As a final remark, a statement found in building architecture: "Understand structures and building
systems, and you understand the science of architecture"[3]. The same statement can be applied to
software architecture.
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Introduction
Software architecture plays an important role in
both the development and evolution of software
systems. Understanding this role require both
understanding how software systems are structured and more importantly what this structure
tells us. Just knowing the structure is of little value
unless we also understand its implications. It
would be analogous to receiving an important
message in a language we cannot read.
An architecture is based on a choice of components and connectors. This choice fundamentally
determines what the structure will be and what this
structure tells us about the system. Furthermore, I
restrict my use of the term architecture to the
semantic structure of an application, a static notion
of software architecture.
I believe there are many valid notions of software
architecture that exist at different levels of abstraction1. What is important is to understand how they
are related structurally and what the consequences
of this structure are on the software system. This
allows us to asses how well a particular notion of
software architecture is suited to answering our
questions about a software system. In this sense
the value of any notion of software architecture is
relative to what we want to know about the software system.
This introduces the idea of semantic relevance;
when we want to understand what a software system does or we wish to modify it to do something
else we are interested in its semantics. If the
choice of components and connectors is not
1. An architecture need not be at a higher level
of abstraction as suggested in [2]. It is sufficient that is separates the semantic structure
from other information.

closely related to some semantic concept then it
undermines the ability of such a structural notion
to help us understand the software system.
For example the module structure, in general, tells
us very little about what a system can do and how
it may evolve. Such is the case with packages in
Ada and source files in C++. What they do tell us
is how the compiler will search through the source
code but they have no guaranteed semantic relevance. A good programmer may adopt certain
conventions that communicate a higher-level view
of the software system but this is in no way guaranteed by the language.
I suggest that there is a lowest or base-level notion
of software architecture that reflects the semantic
structure of a software system. Other kinds of
structure exist in a software system but I do not
consider them architectural in nature. Furthermore, all notions of software architecture,
whatever their level of abstraction, must be understandable in relationship to such a base-level
architecture. This guarantees that they are stable
with respect to the semantics, i.e. if the semantics
of the software system does not change then
neither will the architecture.
I start by introducing my ideas on such a baselevel architecture. These are embodied in two
complementary notions: domain and situation
architectures; both of which are static. I then discuss several architectural styles as defined by
Shaw and Garlan [3] and their relationship to
domain and situation architectures. I then show
how domain and situation architecture help to
understand the structure of design patterns and
frameworks.
These notions have been applied in the context of
the FAMOOS Esprit project. Furthermore, they
are based in part on experience with the case stud-
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ies provided by the industrial partners. The other
influence is that of formalizing the semantics of
programs in terms of an algebra; this implies the
use of axiomatic semantics rather than the more
conventional operational semantics.

The naming relationship is just a convenience to
avoid having a set of methods such as first, second, third etc. The difference between an attribute
relationship and a component relationship is that
an attribute quantifies some property of the whole
while a component refers to a part of the whole.

1 Domain and Situation Architectures
The hypothesis behind these notions of software
architecture is that is a base-level architecture
below which we lose sight of the semantics.
Accordingly, the ideas behind a domain and situation architecture are based on the structure of an
algebra and a situation expressed in this algebra.
I propose two complementary notions of software
architecture1. They represent a separation of concerns relating to the distinct nature of the
information encompassed by each kind of architecture. Moreover, it is through an understanding
of their relationship that we understand what this
notion of architecture can tell us about the system.
The initial distinction is between classes and
instances. We will use the term domain when talking about systems of classes and situation when
talking about systems of instances.

A domain architecture consists of a set of
classes (components) that are connected by the
potential relationships (connectors) between
these classes as expressed by its set of
dependencies.

The term domain reflects the fact that this notion
of architecture tells you how the model of your
problem domain is structured.
Relationships appear in the parameter types of a
class’ methods. There are different kinds of relationships and a single relationship may show up
across several methods. For example the relationship of an array with the type used to index it is a
naming relationship. This is in contrast with the
items contained in an array (a component relationship) and the bounds or length of an array (an
attribute relationship).
1. remember that architectures are static

Relationship may also have different durations.
For example when transferring money from one
account to another sets up a temporary relationship between two accounts. In contrast opening a
new account at a bank creates a relationship that
will last longer than the method invocation that
accomplishes the action.
It is important to realize that there are different
kinds of relationships, that they do not correspond
directly to a particular method and that they may
have different lifetimes.
1.2 Situation Architectures
•

1.1 Domain Architectures
•

The same relationship may show up in several
methods. For example if a class has as a component an address then the type address should show
up in a constructor and in a method to access the
address.

A situation architecture consists of a set of
instances (components) that are connected by
the actual relationships (connectors) between
these instances.

The term situation architecture reflects the fact
that a situation architecture represents the structure of a particular concrete situation from the
problem domain as defined by a configuration of
instance and their actual relationships. This is in
contrast to a domain architecture, which represents potential relationships.
The relationships are given by the parameters of
the methods in contrast with the domain architecture where it is the types of the parameters that
tells us the relationship.
The kinds of relationship are the same as in a
domain architecture but their nature is different
than in a situation architecture. A relationship in a
situation architecture is an instance of a general
relationship from a domain architecture. The point
in time when an situation architecture has mean-
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ing is after the static set of instances has been
initialized but before execution begins. Only then
is it meaningful to talk about the actual set of relationships between these instances.
One issue worth pointing out is what to do with
singleton classes, i.e. classes with a single
instance. We consider the information to be much
more important for the situation architecture since
due to their nature (only one instance) they
embody information about actual relationships
within the software system as opposed to potential
relationships.
1.3 Their Relationship
The relationship between a domain and situation
architecture is one of instantiation. An situation
architecture is an instance of a domain architecture. The situation architecture’s components and
connectors are instances of the domain architecture’s components and connectors. This is
virtually identical to the relationship between a
database schema and an instance of the database
itself.

1.4 Why Dynamic Information is Excluded
A domain architecture is necessarily static since it
documents the complete set of potential relationships and all the possible ways in which they may
evolve. It captures the possible while excluding
the impossible and is the arbitrator of what can
and cannot happen in a software system.
In some cases we may dynamically load classes at
run time; however, these classes must be consistent with the existing system. In this case, from a
theoretical point of view, it is easiest to consider
them as always having been part of the domain
architecture. Consequently there is no advantage
to a dynamic concept of a domain architecture.

Although the two kinds of architecture are complementary —both are needed to understand the
structure of a software system— they are fundamentally different. One way of thinking of the
relationship is that the domain model defines what
can and can not happen while an situation model
defines, in conjunction with any input, what does
and does not happen.
The domain architecture circumscribes the possible relationships between the instances comprising
a situation architecture. In essence, a domain
architecture is a domain specific language for
describing situations. The situation architecture
describes a particular instance of its corresponding domain architecture, i.e. a configuration of
instances.
This emphasizes the difference between the two
kinds of architectures; a domain architecture is
general is the sense that it delimits what is possible while an situation architecture is specific
because it defines actual relationships between
instances.

Each represents a fundamentally different kind of
information and any structure in which they are
indiscriminately mixed is necessarily incoherent.
They are complementary and only together do
they allow a full understanding of the structure of
a software system as well as its flexibility and
potential for evolution.

In contrast, an situation architecture represents a
actual configuration of instances and their existing relationships. During execution this
configuration will evolve so a dynamic concept of
an situation architecture seems somewhat intuitive. Unfortunately it renders the term situation
architecture ambiguous in the sense that there will
be huge number of them.
We adopt a more restrictive definition of situation
architecture as the static instance structure, i.e. the
instance structure that is always present during
execution and thus characterizes all run-time configurations of instances. Furthermore, the situation
architecture determines which configurations are
reachable during execution. Consequently, a situation architecture constrains the possible run-time
configurations of the software system in much the
same way that the domain architecture constrains
the possible situation architectures.
Another reasons for restricting our notion of situation architecture to static information is that this
allows us to recover it from the source code.
Moreover, the role that it plays in constraining the
run-time evolution of a software system is essen-
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tial to building an understanding of the system’s
overall behavior.

suffice to note the differences. For example the situation architecture is based on the visible
relationships between instances and is thus closely
related to the axiomatic semantics of the software
system. In contrast method invocations clearly tie
the object-oriented architectural style to the operational semantics.

2 Related Notions of Structure
Here I will discuss various related notions of
architecture, including the pipe and filter, layered
and object-oriented architectural styles [2]. The
goal is to show to what extent related notions of
architecture coexist.
I will also related discuss other concepts that are at
least partially architectural in nature, in occurrence design patterns and frameworks. Here, the
goal is to relate what is considered as best practice
by the OO community with the concepts of a
domain and situation architecture.
The goal of the section as a whole is to show that
the notions of domain and situation architectures
can often be used as a reference to which other
notions can be compared.
2.1 Architectural Styles
Interestingly enough many of the architectural
styles are radically different in terms of their
choice of components and connectors; it is not just
a difference in what kinds of components and connectors exist but their very nature. In fact different
styles may simultaneously provide useful information about a software system.
I start with the object-oriented style since at first it
might seem to be the closest to my notion of a situation architecture but in fact is more of an
exception. The other two styles are actually much
more closely related to the concepts of domain and
situation architectures.
Object-Oriented Style: The object-oriented style
is based on instances (components) and method
invocations1 (connectors). The is quite different
from the previously defined notion of situation
architecture. The choice of components is the
same but the radically different choice of connectors leads to very different results.
The difference is fundamental making the two difficult to understand in terms of each other. It must
1. or perhaps more correctly on message sends

For example choosing to implement a stack with a
list is not reflected in a situation or domain architecture but it is if we consider method invocations.
Another example is the different kinds of relationships present in a situation architecture. An
individual relationship may appear across more
than one method. In contrast, method invocation
provides only a single kind of connector.
We will see that it is of a different nature than the
two following styles. This is because it is not
related to the semantic structure of an application
but to the algorithmic structure of a method. Under
the terminology used in this paper Shaw and Garlands object-oriented architectural style is not
architectural in nature.
Pipe and Filter Style: The pipe and filter style is
composed on filters (components) and pipes (connectors). This is a more abstract notion of software
architecture than ours because both the pipes and
filters correspond to components (instances) in a
situation architecture. The style itself corresponds
to a family of related domain architectures that
cover the design space of pipe and filter systems.
The pipe and filter style is thus more specific since
it only applies to systems for which interpreting
instances and either pipes or filters is advantageous. These advantages lay in the fact that the
interaction between pipes and filters is quite
straight forward. In turn the uniformity of the relationship allows us to easily abstract it away
providing a specialized style in which to understand such software systems.
An similar style would exist whenever there is a
small set of different kinds of instances that interact in a simple and straight forward manner.
Layered Style: The layered architectural style is
based on layers (components) and dependencies
between these layers (connectors). If we compare
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the style with the notion of a domain architecture
then we see that sets of classes are grouped into a
single component and if any class depends on a
class in another group then the layer depends on
the layer to which that class belongs.

the object-oriented style, are not even architectural in nature.

This is also a more abstract notion of architecture
since sets of components are mapped to a single
component and sets of connectors are mapped to a
single connector. The reason such a view is effective is that many systems consist of various
subsystem and there is a strict hierarchy where
subsystems only depend on other subsystems that
are lower in the hierarchy.

In general an architectural style is easy to map
back to the notions of a domain and situation
architecture. The exception to this rule is the
object-oriented style where the choice of basing
the connectors on method invocation is incompatible with the relationship based approach used to
define the notion of a situation architecture as well
as the other two styles used as examples.
2.3 Patterns and Frameworks

The advantage is that we know that an situation
architecture and thus an architecture corresponding to the layered style will posses the same
structure. That is, the instance will be separated
into layers and will depend only on layers composed of instances lower in the hierarchy.

Much of the early work on software architecture
came from outside the OO community where the
work on Frameworks and design patterns originates. Consequently the relationship between these
notions is often vague and ill defined. In fact Mellor and Johnson [2] go as far as to say that much of
what is written by one camp is nonsense unless
you understand their underlying assumptions.

The justification of such an approach is based on
the fact that there is more cohesion within a layer
than between layers. The advantage is that it views
a software system at a much larger granularity
than a situation architecture that allows a better
understanding of the system as a whole at the
expense of information about a particular layer.

Since FAMOOS has the stated goal of evolving
object-oriented legacy systems into frameworks
and we have concluded that many of the problems
uncovered in the case studies are architectural in
nature it is only natural to seek to reconcile these
different views.

2.2 Summary: Architectural Styles
The relationship between the different styles can
perhaps best be understood in terms of an example. If we consider an object-oriented
implementation of a pipe and filter system then the
domain architecture would be the set of classes
and a particular system would be represented as a
situation architecture. Simultaneously we could
understand the system in terms of the pipe and filter architectural style. If we wish to consider how
the pipes implement their communication then the
layered style may also be valuable.
Architecture styles are at different levels of
abstraction and also differ in their generality; a
layered style is more general that the pipe and filter style for example. In this sense architectural
styles are a somewhat eclectic mix of known ways
of understanding software systems. Some, such as

To help make these new concepts more intuitive as
well as to show both their applicability and utility
we will use them to explain the familiar concepts
of design patterns and frameworks.
Neither patterns nor frameworks are purely architectural; both describe interactions at the structural
and behavioral level. However, our interest is in
architecture so we intentionally limit our focus to
the structural relevant details of design patterns
and frameworks.
Design patterns [1] have a structure that enables a
set of desired interactions to take place. Typically,
they are motivated by an example, expressed in
terms of instances, and document a general class
structure supporting the desired interactions.
Structurally, the example used to motivate a
design pattern is a fragment of a situation architecture and the solution (the pattern itself) is a
fragment from a corresponding domain
architecture.
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Design patterns relate part of a desired situation
model, i.e. a concrete situation expressed in terms
of instances, to a corresponding domain architecture supporting the required behavior, i.e.
relationships and their evolution. Viewed from the
opposite perspective, design patterns document
substructures within domain architectures that
occur frequently because they solve situations
common to many software systems.
A design pattern is thus conceptually on a smaller
scale than an individual architecture and numerous design patterns may be found in a single
domain architecture. A design pattern is similar to
a domain model in the sense that they both provide general solutions to a class of a related
problems; however, the major difference is the a
pattern is generic and will occur across many otherwise unrelated domain architectures.
Frameworks are an approach to facilitating the
rapid development of families of related software
systems. A framework itself is close to the concept of a software system and thus consists of both
domain and situation architectures.
The difference between a conventional software
system and a framework is that a framework is
customizable. This is accomplished by identifying
locations in the different domain architectures,
called hot spots, where they may be easily
extended. Related software systems are created by
creating new configuration of instances, i.e. situation models after first extending the domain
architecture if necessary.
Extending a framework does not (ideally) involve
fundamentally altering the core domain architectures. This is because the key structure, possessing
the required flexibility, is already present in the
domain architecture in anticipation of the needs of
future software systems. Consequently, we can
view the family of related software systems as
sharing a common domain architecture.
In contrast changing the configuration of instances
can substantially alter a situation architecture. This
is explained by the fact that a domain architecture
is based on potential relationships while an situation architecture is based on actual relationships. It
is thus the situation architecture that is essentially

responsible for the individuality of each software
system.
A framework is a larger concept than an individual domain or situation architecture. A major
advantage of a good framework is that most if not
all of the implementation decisions about how different aspects will be implemented have already
been made. This greatly facilitating the production of similar applications.
2.4 Summary: Patterns and Frameworks
Once again, just to make it clear, neither design
patterns and frameworks are purely structural and
thus cannot be reduced to their relationship with
an architecture. However, understanding their relationship to a particular notion of software
architecture is important.
This relationship is mostly seen in their different
scopes; a design pattern has a smaller scope than
an architecture while a framework has a larger
scope than either a domain or situation architecture. Other notions of software architecture may
also be applicable in particular cases but in general it is not possible to relate general concepts
such as design patterns and frameworks to architectural styles for example.

Acknowledgments
This work has been funded by the Swiss Government under Project NFS-2000-46947.96 and
BBW-96.0015 as well as by the European Union
under the ESPRIT project 21975

References
[1] Erich Gamma, Richard Helm, Ralph Johnson
and John Vilissides. Design Patterns, Elements of
Reusable Object-Oriented Software, AddisonWesley, 1995
[2] Robert T. Monroe, Andrew Kompanek, Ralph
Melton and David Garlan, “Architectural Styles,
Design Patterns and Objects,” IEEE Software, January 1997, pp.43-52.
[3] Mary Shaw and David Garlan, Software Architecture: Perspectives on an Emerging Discipline,
Prentice Hall, 1996.

Page 6

Domain Specific Software Architecture
for modeling and simulating
Rakesh Agarwal
Infosys Technologies Ltd.,
Near Planetarium, N.H.5,
Bhubaneswar - 751013, India,
Email: rakesh_a@inf.com

Giorgio Bruno & M. Torchiano
Politecnico,
Dip. Automatica e Informatica,
10129 Torino, Italy
Email: bruno/torchiano@polito.it

Abstract

Object-oriented software evolve over time and it would be ideal if we
could capture persistent parts of the software early on and then derive the
transient versions of the software from the persistent part. In our view, the
Object-oriented software community is moving in this direction through
its work-on software architecture and patterns. Capturing the persistent
parts of a software allows us to maintain properly the integrity of the
program during evolution.
This paper argues that the overall structure of software systems ("software
architecture") can be modeled and designed by constructing operational
models. This is implemented by a methodology, called O3ML, that
supports the prototyping of complex software, providing: (a) a multidomain approach to capture architectural complexity of real-world
systems; and (b) a mechanism for simulation of the conceptual, functional
and implementation aspects of the design and requirements captured.

1. Introduction
While describing a computer software system, software engineers often talk about the
architecture of the system, where the architecture is generally considered to consist of
components and the connectors interacting between them. Although architectural
descriptions are playing an increasingly important role in the ability of software
engineers to describe and understand software systems, these abstract descriptions are
often informal. We essentially require a means to make the architectural component
operational to manage the components of complex systems.
Software architecture serves as a framework for understanding system components
and their interrelationships, especially those attributes that are consistent across time
and implementations. This understanding is necessary for the analysis of existing
systems and the synthesis of future systems. In support of analysis, architectures
capture domain knowledge and community consensus; facilitate evaluation of design
and implementation of components; and ease simulation and prototyping. In support
of synthesis, architectures provide a basis for establishing product lines and using
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domain knowledge to construct and maintain modules, subsystems, and systems in a
predictable manner.
Growing interest is being shown in operational models[1], i.e. models that can be
executed using a suitable support environment. Most operational models are graphical
and can be considered as high-level programs, which are developed using high-level
modeling languages.
An operational model can be modified and tuned until the behavioral traces it
generates match those expected. In this way, the model is a reference point for the
development of the system and, what is more, the purchaser feels confident that the
system, being developed according to the model, will behave properly.
Operational models often allow timing constraints to be expressed and, consequently,
a discrete-event simulation of the model can be performed. In this way, statistical
estimates of the system's parameters can be collected in order to support decisionmaking. This approach provides important benefits, such as:
• minimizing the risk of finding out that information is missing or inconsistent at
the time the system is brought into operation;
• maximizing the reuse of software modules (this is because their corresponding
models are reused and reusing models is much easier than reusing programs);
• improving productivity, because the final code can be generated from the model
automatically.
A pioneer operational language is Paisley, which was developed by Zave[2] in the
early eighties for embedded systems. It is a textual language based on functional
programming and on communicating concurrent processes and calls for a
considerable programming skill.
Graphical models have been used for a long time for specification and design
purposes: dataflows[3][4], extended data-flows for real-time systems[5][6], and
Entity-Relationship [7] are well-known formalisms.
A significant number of object-oriented methods (Rumbaugh[8], Booch[9],
ROOM[10], Shlaer & Mellor[11], Jacobson[12], Martin [13], Meyer[14], etc.) have
been introduced during the past several years. These methods claim that objectoriented approach creates highly reusable and robust software; although based on
sound semantics, they are not operational.
On the other hand, classical control models, such as those based on finite-state
automata, statecharts[15] and Petri nets[16], are, by their very nature, operational
models. In fact, such modeling languages have intrinsic execution mechanisms, but
they can only be used to represent the control aspects of a system; further, they do not
cope with complex architectural issues.
It was to overcome the limitations of the above-mentioned approaches and provide
advanced software architectural features that O3ML was devised for. Combining the
concepts of operational models and object orientation, we developed a modeling
language, which will be referred to as O3ML (Operational Object-Oriented Modeling
Language). Further details on the approach and on the language can be found in
[17][18].
O3ML offers the following major benefits.
• It clearly separates the structure (made up of classes and relationships) of a system
from its architecture (made up of instances, simple or composite).
• It supports the top-down partitioning of a complex system into manageable pieces
as well as bottom-up composition of reusable building blocks.
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•

It is mainly a graphical language. A textual language, C++, extended with specific
simulation primitives, is used for the implementation of methods and actions.
• It provides an integrated collection of modeling abstractions.
• It provides a number of mechanisms through which objects can interact with each
other: functional interaction, token-driven interaction and navigation.
• It yields models that can be simulated and animated at all levels of abstraction,
thus allowing early detection of requirements or design flaws.
• It is amenable to different kinds of execution. The possibility of using O3ML as
both a system modeling language and a software development tool is one of the
major goals of our work.
Next sections describe the major features of O3ML: the difference between structure
and architecture, token-driven behavior, token-driven interaction, inheritance,
functional interaction and navigation.

2. Structure and architecture
O3ML models draw on a number of inter-related notions, which are now introduced.
Since model is a generic term we distinguish between models of applications and
models of components. An application model represents the final system and, in
conformity to the principle of hierarchical decomposition, it can contain lower-level
application models. If, for the moment, we disregard hierarchical decomposition, we
consider a model to be made up of interacting building blocks (or components) as
exemplified in Figure 1. To be more precise, an application model contains actors and
connections between actors.

Application Class CS_AP1
C1, Client

S1, Server

Request_Service
Figure 1. An application model

Actor is the term we use to denote a building block and, to a certain extent, it can be
considered to be a synonymous of object. Actors are instances of classes and are
graphically depicted as squares; an actor has two labels, i.e. its name and the name of
its class.
The example in Figure 1 refers to a client-server system and contains a single client,
C1, which is connected to a single server, S1. The connection from C1 to S1 is called
Request_Service and its exact meaning will be explained later on.
The construction of a model implies that we know which classes can be used and how
their instances can be inter-connected. This knowledge concerns the structure of the
model and is given in terms of a Class-Relationship ([7]) diagram, which we call an
actor schema. An actor schema is made up of actor classes and relationships between
these classes. In O3ML an application model is bound to an actor schema, which acts
as a control schema because it determines what classes and relationships may appear
in the application model. In fact only instances of the classes shown in the control
schema can appear in the application model and only connections derived from the
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relationships that appear in the control schema can be drawn between these instances.
The actor schema for the client-server model is shown in Figure 2.
We call architecture the contents of a model meaning that an architecture is a
particular realization of a structure, which is defined in a schema.
We also divide the architecture of a model into two parts, the static part and the
dynamic one. The static architecture is made up of the actors that are graphically
defined in the model; they are assumed to exist as long as the model exists and, for
this reason, they will be referred to as static actors. As will be illustrated later on, it is
also possible to dynamically generate actors and such (dynamic) actors will form the
dynamic architecture of the model. Dynamic actors, however, have no graphical
representation, since they are generated by means of suitable primitives of the
language used to express the actions associated with the model. Connections, too, are
said to be static if they are graphically defined in the model or dynamic if they are
established during the execution of the model. Dynamic actors and dynamic
connections can be removed as well.
In general, in O3ML two actors may interact only if they are connected and a
connection between actors can be established only if in the actor schema there is a
relationship between their classes.
In order to illustrate the above-mentioned concepts we discuss the example of a
client-server system. In this system there may be several clients and servers. Clients
and servers are building blocks; they do not know of each other, thus a client will
request services only of the server it is connected to. This model will be simulated,
therefore durations are associated with activities. Durations are expressed in integer
time units.
The requirements of the system are as follows.
A client periodically requests a service of a server and waits for the reply. The
interval between the arrival of a reply and the issue of the next request is a parameter
(Rdelay) of the client. The client sends an integer value (given by parameter
Service_Info) to the server, which replies by adding a number (contained in its
parameter N). The time for performing a service is given by parameter Sdelay.

Client_Server_AS
Client

Server
Request_Service,(m,n)

Figure 2 The client-server application's control schema

A (sub)model can be part of a larger (composite) model and a composite model could
contain a number of similar sub-models, thus a model can be given the meaning of a
class. We call application class the class of an application model in order to
distinguish it from that of an actor; in fact, a model is only a container and has no
behavior. CS_AP1, shown in Figure 1, is then the application class related to the
above-mentioned example.
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Connections support the interactions between actors. We define two kinds of
interactions between actors: token-driven interaction and functional interaction.
Token-driven interaction takes place when an actor sends a token to another actor; we
can think of a token as a message. If an actor is to generate or receive a token, its
class must include a token-driven behavior as illustrated below. Functional
interaction takes place when an actor calls a service of another actor.
An actor class in O3ML can be described from three perspectives.
1. Interface. The interface of an actor is what the other actors need to know in order
to interact with it. It consists of services (or methods) and parameters (i.e. visible
attributes) as usual in the object-oriented paradigm and, further, of connectors.
Connectors are the means through which interactions between actors can take
place. As will be illustrated later on, a connection between actors is actually
established between a connector of one actor and a connector of the other.
2. Behavior. The term behavior denotes what an actor performs in order to achieve
what is implied in its interface. As for the interactions we define two kinds of
behaviors: token-driven behavior and functional behavior. Token-driven behavior
is expressed by means of a graphical formalism; in particular, we use high-level
nets[19][16], but hierarchical state machines[20] and statecharts [21] could be
used as well. Functional behavior is made up of services, those mentioned in the
interface and others, which are only used internally. To be more precise, while the
interface only includes the headings (or signatures) of services, i.e. their
parameters and return types, functional behavior includes their bodies as well.
3. Micro-architecture. It is quite common to deal with composite classes, i.e.
classes containing components of other classes. Static components are those
components that are activated as soon as the composite actor is activated and exist
as long as the composite actor exists. Such components can be defined graphically
in a view called the architectural view and they form the micro-architecture of the
class (a composite class) of the composite actor. A micro-architecture is very
similar to the contents of an application model. Just as an application class, a
composite actor class depends on a control schema, which shows the classes and
relationships whose instances may appear in the composite class; in this case, the
control schema defines the micro-structure of the composite class. Since
components can interact with their container, a micro-architecture can contain
connectors as well, such connectors being the means through which vertical
interactions (between container and components) will take place.
Actors can have parameters, i.e. named values that can influence their behavior. For
example, parameter Sdelay can be used to make the server slower or faster. In order
to study the performance of a system, several simulation runs are usually performed
with different values in critical parameters.
A parameter, as such, is defined in an actor class in terms of a name and type (e.g. an
integer number or a string), but its value is defined in a session, a session being a
collection of values, one for each parameter of the actors making up the application.
An application can have several sessions of parameters. An example of a session is
shown in Figure 3.
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Session S1 of CS_AP1
C1, Client

S1,Server

Request_Service

Rdelay = 20;
Service_Info = 100;

Sdelay = 5;
N = 30;

Figure 3 A parameter session for the client-server application

3. Simulation of models
Models could be validated on paper but this is affordable only for simple models;
when a thorough check is required, the technique of simulation[22] is much more
effective.
An O3ML model can be mapped to other execution environments; in reference [23]
the generation of concurrent distributed processes from actors is discussed.
There are a number of ways for organizing a simulation environment. O3ML clearly
separates the phases of modeling and simulation, as shown in Figure 4: in fact a frontend tool (including a graphical editor) provides the graphical user interface, while a
back-end tool performs the actual simulation. These tools communicate with each
other in a transparent way. The back-end tool is made up of two components: the
translator, which produces a set of C++ classes from an intermediate representation
provided by the front-end (STDL files), and the builder, which produces the
simulator, i.e. the executable, using standard C++ compilers and linkers. The
simulator is built from an actor schema, therefore all the applications based on the
same schema will use the same simulator.
Interaction
Simulator

Front-end

STDL

Builder

Translator

C++

Figure 4 The architecture of the simulation environment

All simulators feature a common architecture and use a set of library classes. The
class-relationship diagram describing the major classes of the simulator is presented
in Figure 5 using the Unified Method notation[24].
Class Scheduler is concrete and yields exactly one instance, i.e. the simulator
scheduler, which manages the advance of simulation time and make the actors of the
model execute the activities at the right time.
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controls

1

(singleton)
Scheduler

1

trigger

1

*

Monitor
abstract

1

inspects

Interacts_with
*

Actor
abstract *

Concrete actor classes
CMonitor
...

1
Creates

Figure 5 Class-relationship diagram of the simulator

Class Actor is abstract since it defines the interface and the mechanisms exhibited by
all actors; in particular, it defines the interaction protocol between actors and between
any actor and the scheduler.
Class Monitor, which is abstract, defines an interface and a set of mechanisms so as to
support the interaction between the simulator and the front-end; furthermore, it is able
to read the files containing the architecture of the model and the values of its
parameters and then to generate the corresponding simulation objects. Since the
classes to be instantiated depend on a schema, more information is needed: for this
reason the generation of simulation objects is actually performed by a concrete class,
CMonitor derived from Monitor.

4. Conclusions
This paper has presented in brief a language, O3ML, intended to support the
construction and execution of operational object-oriented models. O3ML provides a
number of features for handling very complex models[25[26].
O3ML provides a number of features for building operational models; navigational
constructs, direct access to an object given its pathname, dynamic generation of
objects and associations.
O3ML is supported by a Windows-based development environment, PrimeObjects,
which has been used in several industrial projects.
Current work is being devoted to the automatic generation of distributed applications
from O3ML models; in this case we adopted Java as the action-level language and
RMI as the underlying interaction mechanism for distributed objects.

1.
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Abstract

Dynamic reconguration of object-oriented architectures require support in the runtime system. This position paper describes an initial proposal for how to provide
support for dynamic replacement of loaded classes in the Java run-time system. We
propose a three level model for dierent classes of modications and describe how class
updates can be managed internally at run-time.

1 Introduction
The quality of an object-oriented design is judged not only by how well it meets the endusers requirements but also on how easy it is to understand and maintain. Several techniques intended to simplify the process of understanding and maintaining a object-oriented
system has been proposed. Domain specic frameworks, design patterns[2], and software
architectures[6] has been proposed as one way to achieve better designs and better support
the maintenance activities.
Software maintenance can be classied in three categories; corrective, adaptive and perfective. Corrective maintenance is concerned with xing errors in the system that have
resulted in system failures. Adaptive maintenance adapts the software to changes in the
execution environment (e.g. new hardware or a new OS). Perfective maintenance is mainly
concerned with introducing additional functionality to the system.
Maintenance of object-oriented systems can be categorized based on how local the impact
of the change is. A simple correction of the implementation of a method is local and will
require no other changes to the system, while adding a public method to a class can aect
several classes in the class hierarchy (e.g. adding a a new method to an abstract class).
Traditional maintenance will modify the system and test the changes. Then the executing
system will be brought down and replaced by a new instance. This approach is suitable for
most systems but for a certain class of systems the changes must be introduced at run-time
without taking the system down.
For systems with a high availability requirement the changes must be introduced dynamically without aecting the state or performance of the system. In a telephone switching
network most switches have a hot-stand-by. This solves the problem but is to expensive in
other domains, e.g. home-electronic devices.
 This material
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The update procedure is initiated by a system maintainer that sends update commands
to the system. The maintainer can specify exactly how the system should be recongured
or demand the system to recongure itself.
Another domain that uses update on demand is set-top boxes for digital TV. Here the
end-user requests a update of the software by pressing a button. The system will halt
and move into a update mode. The new software is periodically sent from the operator
via satellite and when the updated program is installed the set-top box will automatically
restart. The reason for the user-demanded updates is that if the updates were controlled by
the operator the system could halt while in use. A solution to this problem would be dynamic
reconguration that would not eect the system state. The changes could be introduced
irrespectively if the system is in use or halted.
At the Programming Environments Laboratory (PELAB) at Linköpings university we
are currently working on a Java based development environment for embedded real-time
systems. Within this project we also try to specify and implement run-time support for
dynamic architectural reconguration. The idea is to provide methods, tools, and direct
support in the run-time system for system manipulation at the architectural level without
changing the language specication[3].
Dynamic software reconguration is currently hand-coded into applications but we belive
that reconguration is a question that should be raised when designing the system architecture. Dynamic software architectures is a active area of research and dierent techniques
and tools supporting this activity have been presented[4, 5, 1]. When introducing dynamic
aspects to object-oriented architectures it introduces new problems and raise questions that
must be solved and answered.
Classes are the components in an object oriented architecture. In future componentbased systems most classes will be purchased or reused. New version of the classes will
appear independently and in some cases the new version must be introduced immediately. In
an object oriented architecture, the replacement of a class (component) can aect multiple
objects in the executing application. These objects must be migrated to the new class
representation in an controlled and eective manor. The run-time support should provide
the necessary support functionality to handle these kind of activities.
In this paper we will present our initial solution to support dynamic updates of Java
classes in the run-time system. Section 2 describes when and how Java classes will dynamically be updated. In Section 3 we present how objects are migrated when a new version of
a class is introduced, and nally in Section 4 we conclude discuss future work.

2 Dynamic Updates
When a new version of a class is introduced to the system, the objects of that class must be
updated. This can be done at dierent points of time, depending on the requirements of the
system. If a system can be frozen for a period of time, it is easiest to freeze it and update
all objects of the class. However, this can cause long interrupts which can be annoying even
in interactive applications. In systems which can be frozen, it might be even better to save
the state, shutdown the system, and restart it with new versions of the updated classes.
In interactive applications, interleaving the updates with the main execution is a better
solution. Either all objects can be converted as soon as they are accessed or they can be
updated as soon as the updates would make a dierence. To determine whether an updated
feature is accessed can be costly at run-time. Thus, as a rst approach we have chosen to
update objects as soon as they are accessed, as described below.

2.1 Class dependencies

As in any system, modifying one class can force other classes to be recompiled. When
updates are made during run-time this becomes more complicated. During run-time a
change in one class can also force rebuilding of internal representation of other classes.

Information on how classes are updated can be collected when building the updated
system. This makes it possible to minimize the overhead of the system update. We have
chosen a scheme of three levels of class updates, displayed in Figure 1.
Reload the class file

Rebuild the method
and attribut table

Rebuild the constant pool

Figure 1: Update schemas
At the highest level the class le is reloaded. This has to be done when the compilation
phase alters the class le. At the intermediate level the tables of methods and attributes
will be rebuilt. This is done when methods and/or attributes are added or removed from the
class, even if the attributes or methods are inherited from ancestors. At the lowest level only
the constant pool[7] of the class has to be modied. The constant pool stores information on,
among other things, where to nd attributes and methods in other classes. This information
may become invalid when other classes are updated. Therefore this information has to be
updated in classes which uses classes which are updated. An update of a higher level causes
the lower level updates to be performed automatically, e.g. if the class has to be reloaded,
the tables of methods and attributes, and the constant pool also has to be rebuilt.
To decide if and how a class should be updated at run-time could by time consuming.
Most of the work could be done o-line, i.e. when recompiling and testing the updated
system. If a class le is altered by the recompilation the class has to be reloaded by the
system. When the system is tested the internal representation of the old and new versions
of the classes are compared. Thus it could be decided how the classes should be updated.

3 Initial implementation
This section describes how objects can transparently be substituted for new versions when a
new version of the class becomes available. This is accomplished by some minor alterations
of the virtual machine[7]. It is assumed that there already exists some mechanism for
converting an object of the old version into an object of the new version of the class, given
references to the object, to the old version of the class, and the new version of the class.
This mechanism could for example be some method provided in the new version class. It is
only necessary to be able to convert an object of class version k to an object of class version
k +1, as the conversion could be applied iteratively if the class has been updated more than
once before the object is to be converted.
As the new version of an object can contain a completely dierent (and potentially much
larger) set of instance variables than the old version, it is generally not possible to do the
substitution in-place. Instead, we propose to allocate an instance of the new class from
the heap, initialize its state from the old object, and then let the garbage collector reclaim
the latter. This however means that a reference to the old object does not automatically
point to the new object after the substitution, but must be replaced with a new reference.

In particular, if there were multiple references to the old object, all these references must be
updated to contain a reference to the same substitute object.

3.1 Deferred update

One possible implementation of object substitution would be to stop the virtual machine as
soon as a new version of a class is available. All objects of the old version of the class on
the heap could then be located and substituted, and references to them updated. When all
objects that needs to be substituted have updated, the virtual machine could be restarted.
This solution could lead to very poor performance though, and would certainly be totally
unacceptable in a soft or hard read-time system. Therefore, the implementation presented
here uses a dierent approach. Objects are not substituted at once when a new version of
the class becomes available. Instead, objects are substituted when using a reference to an
object for which there is a new version of its class available.
Thus, objects of dierent versions of the same class can coexist. The class versions must
also exist simultaneously. In addition, it must be possible to locate the new version of a class
given an object of the old version of the class. For this purpose, a new eld substitute
is added to the class java.lang.Class, which contains a reference to the next available
version of the class, if any.
Old version of class

New version of class

Ck

Ck+1

substitute

substitute

Unsubstituted objects

Substituted objects

Figure 2: Coexisting objects of dierent versions
As stated earlier, when an object is substituted all references to the old object must
be replaced with references to the new object. Doing so for all references to a particular
object at once would yet again be a potential performance hit. However, it is possible to
defer these updates as well. We can replace only the reference that caused the substitution,
and leave all other references still pointing to the old object, if these other references are
automatically updated before (or at) the time the respective reference is next used. When
all references to the old object have been updated in this way, the old object will have no
more references, and it can be garbage-collected. After all objects of the old class version
have been collected in this way, the class object will have no more references and can be
collected as well.
If we are to defer updating of references to a later time, we must keep information around
that allows the update to be performed. We need to obtain an indication that a deferred
update is necessary, so that we don't mistakingly access the old object, and we need to be
able to locate the new object so that the update can be carried out.
The information that an update is necessary can be obtained indirectly via the Class
object. Given a specic object, its class object can easily be located using the internal
structures of the virtual machine. If the substitute eld of the class object is null, then
the object is of the latest available version of the class, and the reference can be used as

is. If the eld is not null, there exists a newer version of the class, and the object is thus
obsolete. In this case we need to locate the substitute object, if it has already been created,
and update our reference to refer to this substitute. If no substitute object has been created
yet, now is the time to do so.
To provide us with a means of locating the substitute object (if any) given an arbitrary
object, we add the special substitute eld to the class java.lang.Object. If this eld is
non-null, it points to the substitute object for this object. If it is null, then no substitute
exists for this object. A null in this eld does not necessarily mean that the object is of the
newest version of it's class though. As the objects are not touched when a new version of
a class is made available, an object can have a null substitute eld when its class objects
has a non-null substitute eld. In this case, the rst thread using a reference to the object
is responsible for creating a substitute object for it.
Old version of class

New version of class

Ck

Ck+1

substitute

substitute

subst

subst
subst

Unsubstituted objects

subst
subst
Substituted objects

Figure 3: Deferred update through the substitute eld
In order to prevent race conditions in which multiple threads create substitutes for the
same object, access to the substitute eld is guarded by a monitor. The implicit monitor
that resides in each Java object could probably be used for this purpose. Although there
is some overhead involved in entering a monitor, this is done at most once per reference to
the object. If there is no new version of the class, this can be noticed by looking at the
class object, and the object monitor need not be entered. If the monitor is entered, then
the reference will always be replaced with a reference to the new version of the object, and
that particular monitor need not be entered again for that reference.

3.2 Load-time substitution

There are basically two possible strategies for selecting a time to substitute an object. This
section discusses the load-time strategy, in which a reference undergoes scrutiny as soon as
it is loaded onto the virtual machine stack. The next section covers the alternative strategy,
in which checks are delayed until the objects is dereferenced.
The load-time strategy is based on the observation that in order to be dereferenced, an
object reference must rst be loaded on to the virtual machine run-time stack using one of
the instructions aload, aaload, or getfield. If these instructions are modied to check
for and perform substitutions, we can assert than only references to up-to-date objects are
pushed onto the run-time stack, and thus there is no need to do any further checks in the
instructions used to actually dereference the object.
The modied versions of the load instructions would have to perform the following operations:
1. Obtain the object reference (R) from the storage location (L), just like before.

2. If R is null, push it onto the stack and quit.
3. Otherwise, get the class object of R. If the substitute eld of the class object is
null, push R onto the stack and quit.
4. Enter the monitor of R, and obtain the value of the substitute eld of the object
(S ). If S is not null, store S in L, release the monitor lock, push S onto the stack, and
quit.
5. Generate a new substitute object S for R. Store S in the substitute eld of R, and
in L. Release the monitor lock and push S onto the stack.
0

0

0

3.3 Dereference-time substitution

There are some problems with the approach presented in the previous section. For one thing,
as references are not checked when actually referenced, there might be a slight possibility
of the object being substituted by another thread while the reference is on the stack. If
this can happen, and if so the probability of it actually happening, depends on the thread
implementation in the virtual machine.
Another issue is that of performance. The load-time strategy requires that we examine
an object for substitution each time a reference to it is placed on the stack. However, not
all references placed on the stack are actually used to dereference the object. They could be
sent as parameters to another method, or stored in a local variable for example.
Thus, if we wait until the object is actually dereferenced, we can reduce the number
of substitution checks, and also the time between the check and the use of the object. To
do this, we need to modify the virtual machine instructions that dereference objects, i.e.
getfield, putfield, invokevirtual, invokeinterface, to check that the object they pop
from the run-time stack is up to date before they use it, and substitute it if it's not.
It is of course not sucient to replace the reference on the virtual machine stack. The
object eld, array element, or local variable from whence the reference originated must be
located so that a more permanent substitution can be carried out. In order to nd this
origin location, the representation of object references on the virtual machine stack must be
extended to contain not only the reference itself, but also a pointer to the location from which
the reference was loaded. This is because only the virtual machine instruction that loaded
the reference knows of this location, whereas it is necessary for the instruction dereferencing
the reference to nd this location quickly. Depending on the implementation of the virtual
machine, this functionality might be dicult to incorporate.
Provided that stack references have been extended as described, and that the virtual
machine instructions pushing object references onto the stack have been updated to generate
such stack references, the following are the steps that the dereferencing instructions must
perform before doing their actual work:
1. Pop the reference (R) and its location (L) of the stack.
2. If R is null, throw a NullPointerException.
3. Otherwise, get the class object of R. If the substitute eld of the class object is
null, proceed to dereference R.
4. Enter the monitor of R, and obtain the value of the substitute eld of the object
(S ). If S is not null, store S in L, release the monitor lock, and proceed to dereference
S.
5. Generate a new substitute object S for R. Store S in the substitute eld of R, and
in L. Proceed to dereference S .
0

0

0

4 Conclusions and future work
We have presented our approach that implements partial support for dynamic reconguration of Java architectures. Dynamic architectures is an active area of research but there has
been a limited interest for support in a real implementation. This is mainly due to the fact
that the focus have been on distributed systems where support frameworks, such as CORBA
already have some support for dynamic reconguration.
We have another focus on our work and would like to support reconguration dynamically in any object-oriented architecture. The technique we have introduced will allow new
versions of classes to be dynamically introduced to a executing system.
There are still many topics that must be further investigated. How are the new versions
introduced? How can we make updates in a real-time system. How do we manage structural
reconguration eciently, e.g. mobile objects.
At the workshop we would like to discuss how to represent dynamic aspects in architecture description languages, support tools for architecture design, and run-time support.
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Abstract
In this position paper, we present a methodology for transforming an existing architecture into a
reflective one. The resulting architecture is more flexible in that components can be chosen at runtime, based on application specific information. This property is especially useful in system software,
which is designed to offer a general purpose service. By adapting the software architecture, the
generic components can be replaced by more specialised ones. A typical example is the protocol stack
system software, present in most modern operating systems. We use this example to illustrate the methodology.

1. Introduction
Developing complex software involves more than determining the data structures and algorithms to be used.
As the size of a system grows, the overall structure itself becomes an important issue. This structure is captured in
the system’s architecture. System software consists of many subsystems typically found in operating systems,
such as memory management systems, protocol stacks etc. These subsystems are typically large and complex,
emphasizing the need for a suitable software architecture.
Desirable properties for any architecture are adaptability, extensibility, performance and reusability. For system software, an additional property should be added to the list: customizability. Indeed, an operating system typically contains only one instance of the system software components, which forces these components to provide a
generic service for all applications. However, different applications clearly have different requirements with
regard to the behaviour of the system components. Customizable system components therefore will tend to perform better than general purpose ones.
A common technique which allows a system to behave according to run-time information, is employing a
reflective architecture. In reflective systems, a distinction is made between entities (objects) that form the normal
application logics (the base-level objects), and the objects that influence their execution (the meta-level objects).
The meta-level observes the base level and “reflects” on it.
In this paper we propose a methodology for transforming an existing architecture into a reflective one. The
methodology adheres to the principle of separation of concerns, ensuring that individual components remain
reusable. The resulting architecture is not only more flexible than the original one, but may also be more performant due to the potential for application-specific behaviour. Although we focus on system software, the methodology presented here may be applicable for a broader range of applications.
This position paper is structured as follows: Section 2 introduces the methodology, presenting each step of the
transformation in detail. An important concept in the methodology are reflection points. These are treated in section 3. The methodology will be illustrated in section 4 using protocol stacks as an example. Section 5 summarizes.

2. Crafting a reflective architecture
In this section we propose a methodology for remodelling an existing architecture into a reflective architecture
to accomodate e.g. application specific and dynamic behaviour of the system. The methodology tries to provide a
specific solution to the difficult problem of transforming architectures and as such does not exploit the full potential of completely reflective architectures. However, the resulting combined architecture does allow certain
choices to be made at run-time, based on application specific information.
In the rest of the paper, we will treat an architecture abstractly as a number of components connected by a
number of connectors, which represent a description of the interactions between the components. The architecture
can then be graphically represented by nodes (the components) connected by arcs (the connectors).
Using this convention, the different steps in the transformation process can be summarized as follows:
1. Identify the parts of the existing system that may benefit from more flexibility (hotspots).
2. Represent each hotspot by a separate component if necessary.
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3. Incorporate the hotspots in the architecture.
4. Introduce “reflection points” on each connector with that component.
5. Implement the reflection points.
In the rest of this section, we discuss each step in more detail.
Identify the parts that may benefit from more flexibility. In general, not all parts of an architecture need to be
customizable. It is clear that extra flexibility may lead to performance degradation, since it involves additional
processing (at least some checks to differentiate between different possibilities). Therefore, flexibility should be
added only at a small number of well-chosen spots. We call these the hotspots.
As an example, in a memory management subsystem, it may be a good idea to use different page replacement policies according to the type of the application whose memory is being managed. However, the objects that encapsulate the hardware memory management unit will probably not be a good candidate for selection in this step.
Represent those parts by a separate component. If the hotspots are not yet present as a separate entity in the
architecture, introduce components to represent them. This step ensures that hotspots are first class entities in the
architecture, which can be separately designed, manipulated, named, documented and connected to.
In our example, page replacement is a hotspot and thus becomes a separate component. Each different policy is
implemented by one instance of the component.
Incorporate the hotspots in the architecture. If the hotspot was not present in the architecture as a separate
component, incorporating it may involve a partial redesign of the architecture. The resulting architecture is
already more flexible that the original one, in that the hotspots have a documented interface and one instance can
easily be replaced with another as long as the interface is respected. This is a clear advantage since a hotspot is a
potential point of future changes anyway.
Introduce “reflection points” on each connector with these components. These will dynamically select the
correct instance of the component, based on information passed over the connector and possibly other application
specific information. The next section will cover reflection points in more detail.
For example, when the memory allocation component is connected to the page replacement component, introduce a reflection point there. This allows a specific replacement policy to be dynamically selected.
Implement the reflection points. Any system can be observed at different levels of abstraction. At each of these
levels, reflection points can be introduced. However, implementations of reflection points will be visible only at
the level of actual objects and their interactions. At that level, the system may have an architecture that is different
from the architecture where the reflection point was introduced. The implementation of the reflection point
depends on the lower level architecture, not on the higher level one.
If at all possible, the reflection points should be designed such that they can be implemented by reusable components which are inserted in the existing architecture.

3. Reflection points
A reflection point is a “dynamic connector” in the software architecture. In contrast to a normal connector, it
will observe whatever is passed through the connector and choose a destination component or a specific instance
of its destination component at run-time, based on its observations. One could say that the dynamic connector
reflects on the application behaviour.
As there are many different types of connectors, there are also many different types of reflection points. A
common property of all reflection points is that they include some form of interpretation of the information that is
passed through them and that they make a decision as to which destination component will receive the information. For this reason, introducing reflection points may adversely influence performance. However, if the reflection point chooses a component which is better suited for a specific situation than a general purpose component,
the end result may be a gain in performance. Also, various techniques such as partial evaluation can be used to
reduce the run-time overhead. Still, in general, the more hot spots there are, the more potential for performance
loss. Therefore the hot spots of an architecture have to be carefully chosen.
We now examine a number of representative types of connectors, based on the architectural styles described
by Garlan and Shaw [1]. We also examine whether the styles can appear at the implementation level, and if they
can, we give an indication on how a reflection point can be implemented if that style is used at the level of objects
and their interactions.
Pipes & Filters. In this kind of architecture, pipes are potential reflection points. A pipe is a connector that passes
information to one or more of its outputs. These outputs, the components, are called filters, because they process
their incoming information and pass the result to their outputs.
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In a normal Pipes & Filters architecture, there are different types of pipes, each with their own fixed algorithm
that decides the output(s) it will pass the incoming information to (for example, pass everything to all outputs, to
one selected output, etc.) A reflection point in this architectural style is a pipe that makes a choice of output, based
not only on its own type, but also on run-time application information that flows through the pipe.
The Pipes & Filters style can also occur at the object level. At that level, a reflection point can beimplemented
by a “dynamic pipe”. Note that this pipe is different from a normal pipe: normal pipes are essential for an application’s behaviour, whereas dynamic pipes implement reflection points, and as such are more related to the nonfunctional aspects of the application.
Abstract Data Types. In this architectural style, data and its associated behaviour are represented by one entity,
the Abstract Data Type. An abstract Data Type exposes an interface but hides its internals. It can be an object, but
also a complete module. The Abstract Data Types are the components of the architecture, their interactions are the
connectors.
This architectural style can evidently also occur at the level of objects and their interactions. At this level, the
interaction between objects is supported by an invocation system. A connector can be transformed into a reflection point by changing the invocation system to make more information available (reification). The extra information can then be interpreted and used for decision making. For example, an invocation can become a first class
object that can be manipulated and queried. The technique outlined here is very common in reflective systems
[2][3].
Implicit invocation. In an implicit invocation architecture, components interact not by explicitly invoking methods on other components, but by announcing events, which are received by components that have previously registered interest in these events. Thus, announcing an event implicitly causes invocations on certain objects, but the
originating component does not need to know explicitly which other components are the target of the invocations.
The connectors are the bindings between event announcements and method invocations.
An implicit invocation architecture can also occur at the level of objects and their interactions. In fact, when a
system is structured along the implicit invocation style, chances are high that it will also have this style at a lower
level of abstraction. Implementation of the reflection point occurs at that level, by making the binding between
event announcement and method invocation dependent on application specific information. This will involve
changes to an event dispatcher, so that it exposes more details about occurring events.
Layered. A layered architecture structures its components so that they are strictly grouped, where one group only
interacts with at most 2 other groups, providing services for one group and using services of another one. Each
group of components is a layer and is a component by itself. The protocols between the layers form the connectors.
At lower abstraction levels, a system will probably not have a layered architecture. Therefore, we don’t
describe an implementation of a reflection point between layers. Instead, we refer back to the previous styles
since a layered system can have all sorts of architectural styles at the level of objects. The architecture at that level
determines how the reflection points at the layered level should be implemented.
Repositories. In this architectural style, one component plays a central role, while the other components operate
on this one component. Examples of repositories are traditional databases and blackboards.
Since there are many different kinds of repositories, the interaction between the central repository and the
other components can vary enormously, depending on the architecture of the repository and the other components. Therefore, reflection points in a repository architecture are implemented using whatever technique is applicable for the architectural style of the level of abstraction where the components are objects.

4. Example: protocol stacks
To clarify the methodology presented earlier, we briefly apply it to a real-world system software example: the
architecture of a protocol stack. A protocol stack is perhaps the prototype of a layered system. It consists of various layers, such as the physical layer (e.g. Ethernet), the network layer (e.g. IP), the transport layer (e.g. TCP),
etc. Each layer uses the services of the layer below and provides services to the layer above. For example, a transport layer such as TCP provides end-to-end reliable connections with flow control and in-order delivery to the
upper layers (often applications) and relies on the host-to-host unreliable connectivity with possible out-of-order
delivery provided by the network layer (layer below the transport layer).
The simplified architecture of the system can thus be represented graphically as in figure1.
Each component is a layer that provides the send and receive operations to its upper layer. The layers in
figure 1 are the Application Layer (AL), the Transport Layer (TL), the Network Layer (NL), the Datalink Layer
(DL)and the Physical Layer (PL). In a conventional protocol stack, these layers (apart from the Application
Layer) are provided by the operating system and offer a general purpose networking service.
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Figure 1: Architecture of a protocol stack
Since different applications have different networking needs, an operating system typically offers a few specific instantiations of some layers, for example both TCP for connection oriented communication and UDP for
connection less communication. Users can choose one of these components to suit their needs.
However, the choices are often very limited, and only apply to the layer which is visible to the application,
namely the transport layer. Users cannot select a different flavour of the network layer, for example. This is logical in a purely layered system, since the underlying layers are not visible to the applications. However, it is also
very restrictive. Fortunately, we can make the system more flexible, by extending its architecture and making it
(partly) reflective.
Suppose we want to support (in a TCP/IP environment) both a multimedia application and an ftp server on the
same host. The multimedia application has no need for fragmentation (provided by the network layer, in this case
IP) and retransmissions/acknowledgements (provided by the transport layer, in this case TCP), but the ftp server
does. Therefore, we want to be able to select a different flavour of IP depending on the application that sends or
receives the data.
We apply step one of the methodology, and identify the part of the architecture that should become more flexible: the IP layer. Thus, in our example the IP layer is a hot spot.
Step two indicates that we should represent our hot spot as a separate component. Since this is already the
case, we don’t need to incorporate it in our architecture (it is already there), so we proceed to step four.
In step four we introduce reflection points at all connectors with the IP component. Since we have a layered
architecture, we focus at the level of objects and their interactions. We zoom in and identify the underlying architecture as being similar to Pipes & Filters (see figure 2). The upper part of figure 2 is the most abstract. The lower
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Figure 2: Lower level view of a protocol stack
part makes a distinction between various flavours of the components, for example a UDP and TCP transport component, and an Ethernet and ATM datalink component. We have merged the connectors in both directions for
clarity. Figure 2 clearly illustrates that the IP component is very general purpose and is used for all kinds of network traffic: there are two “pipelines”, and they both contain the same IP component.
Now that we have identified the component we want to target, we introduce reflection points at the connectors
to that component. These reflection points make a dynamic choice between two different flavours of the IP component, based on application specific information. This is illustrated in figure 3. The black circles represent the
reflection points. The reflection points essentially create two separate flows, each with their own customized flavour of IP. Multimedia application data uses IP2, while other data uses IP1. Figure 3 illustrates how the reflection
point to the left creates separate flows for outgoing data. The reflection point to the right creates the separate
flows for incoming data.
Step five consists of implementing the reflection points. As explained earlier, they can be implemented as
dynamic pipes.
Note that we presented a simple example here to illustrate the methodology. A fully customizable protocol
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Figure 3: Reflection points in action
stack will most likely contain a larger number of reflection points along the paths from and to the application, for
example between each layer. There is a wide range between a conventional protocol stack, where an application
programmer has essentially only two choices (using UDP/IP or TCP/IP), and the fully customizable stack. If the
choice made by a reflection point can be statically determined, it can be replaced by static connectors while keeping a flexible system.
For example, suppose a protocol stack offers a choice of components from RTP1, RTP2, TCP1, TCP2, IP1,
and IP2 (RTP is a protocol at a level above TCP). The most flexible stack contains a reflection point A between
the RTP and TCP (transport) layer, and a reflection point B between the TCP (transport) and IP layer. If B always
chooses IP2 for flows from the application passing through TCP1, and IP1 for flows from TCP2, we can define
new components by composing TCP1 and IP2 on one hand, and TCP2 and IP1 on the other hand. Doing so, we
have essentially removed one reflection point. The only dynamic choice left occurs in reflection point A, which
now basically chooses between the TCP1/IP2 component and the TCP2/IP1 component. This example illustrates
that in some cases reflection points can be optimized away, leading to a flexible and performant system.

5. Conclusion
In this position paper, we present a methodology for transforming an existing architecture into a reflective
one. The resulting architecture is more flexible in that choices can be made at run-time, based on application specific information. We illustrate the methodology using a protocol stack as an example, which is a layered system
with an underlying Pipes & Filters architecture.
While a reflective architecture with lots of reflection points supports very flexible systems, reflection points
will have to perform some computation to make their choice. The potential performance loss introduced by these
computations is often negated by the reflective architecture being more taylored for actual uses of the system.
Moreover, as illustrated above, techniques exist to reduce the number of reflection points.
We argue that extra flexibility, such as provided by our reflection points, is a necessary ingredient for tomorrow’s system software.
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Abstract

In the context of very large and complex systems, object-oriented methods alone do not supply designers
with sucient assets for development and maintenance. We believe that software architecture, providing rst
solutions to several important life-cycle concerns, should add the missing assets.
The aim of this paper is then to show how oriented-object methods and software architecture complement
one another and to present a rst large-grained solution for integration of both approaches. This includes
the integration of an architecting phase in traditional object-oriented development processes and the way
object-oriented techniques can be used and extended in order to design and represent software architectures.

1 Introduction
The industry of software-intensive systems is facing today both economical and technical challenges. On one
hand, shrinking budgets and sharp competition require to reduce signi cantly development and maintenance
costs, shorten time-to-market, and improve predictability in terms of cost and development time. On the other
hand, the size and complexity of systems have dramatically increased in the past few years. Software control is
replacing electronic control as the most exible means to meet market needs, and is enhancing noticeably systems
capabilities. Studies show that software size has thus been multiplied in average by 10 in the last ve years in
many companies specialized in software-intensive systems [1]. This has brought considerable problems in terms
of suitability, eciency, scalability and portability.
Recently, the development of software systems has been considerably improved by the emergence of the objectoriented technology. The object orientation, going from analysis to implementation, has brought better traceability during the development process, and has o ered new opportunities in terms of exibility and reusability.
It appears however that object technology is not sucient today to tackle the development of very large and
complex software systems. In such context, object-oriented methods alone do not allow an appropriate level of
reuse and do not guarantee easy evolution.
In order to handle large and complex software systems, people need rst to design and communicate in large
chunks in order to lay out the gross organization of the systems, that is the architecture. Starting the design
process at the architectural level permits designers to provide rst solutions to important life-cycle concerns like
suitability, scalability, reusability or portability. It sets adequate foundations for further developments at the
components level that can be based on object techniques. Software architecture is thus a new level of design that
needs its own methods and notations, and which purpose is not to replace object-oriented development process.
On the contrary, the architecting phase has to be integrated in traditional object-oriented approaches in order
to constitute a seamless development process.
The purpose of this paper is not to present a complete, validated development methodology integrating seamlessly
object-oriented methods and software architecture. Its goal is rather to show that the two approaches complement
each other and to provide rst large-grained solutions for integration. The paper is organized as follows. First,
the notion of software architecture are presented. Then, the integration of an architecting phase in traditional
object-oriented development processes is discussed. The fourth section focuses on the issues of designing and
representing software architectures. It appears there that object-oriented techniques can be used and extended
advantageously in order to deal with these problems.
1

2 Software architectures
Getting higher levels of abstraction has been a long lasting goal of computer science in order to master the
development of complex systems. In this context, software architecture is emerging as a signi cant and di erent
design level (cf. Figure 1 from [2]). Software architecture may then be basically de ned as a description of the
structural and dynamic properties of a system at a high level of abstraction. We will further present more re ned
de nitions.
Level of
Abstraction

Components and connectors
Classes and relations
Structured programming
Formula translator
Machine language

Figure 1: Software architecture is a description at a high level of abstraction.
Software architecture is not concerned with the design of algorithms and data structures. It is rather concerned
with issues such as the global control structure of a system, its main design elements and the way they share functionalities, the way design elements communicate (protocols for communication, synchronization, data access),
the physical distribution of design elements, scaling and performance.
Its main purpose is to organize coarse-grained objects (or modules) identi ed in the domain model, to explain
their relationships and properties, and to bring solutions for their implementation.

2.1 De nitions

Several de nitions of software architecture have been proposed so far. One of the earliest de nitions can be found
in [3]. In this paper, software architecture is modeled with elements, form and rationale. Elements are either
processing elements (e.g. procedures, lters, ), data elements (e.g. set of global variables, ), or connecting
elements (e.g. procedure calls, messages, ). A form is de ned by the constraints on the elements, that is their
own properties and the relationships between them. At last, the rationale captures the motivation for the choice
of elements, form and architectural style (cf. section 2.2).
:::

:::

:::

A more restrictive de nition of software architecture is given in [2]. This de nition only involves computational
components and a description of interactions between these components which respectively correspond to processing elements and connecting elements and some part of form as de ned in [3]. As it is noticed in [4], the
rationale found in [3] is missing.
A more practical de nition is the following: an abstract system speci cation consisting primarily of functional
components described in terms of their behaviors and interfaces and interactions between components [11].
A fourth de nition is extracted from [10] and synthesizes the previous ones: a software architecture is the structure
of the components of a program/system, their interrelationships, and principles and guidelines governing their
design and evolution over time.

2.2 Architectural styles

While a software architecture is de ned by a layout of architectural elements, an architectural style consists of a
set of shared assumptions and constraints across a family of software architectures [5]. The interest of a particular
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style is related to its ability to encapsulate important classes of design decisions and to emphasize important
constraints on architectural elements.
Several architectural styles have already been identi ed such as Pipe and Filter (cf. Figure 2), Layered, Distributed
Processes, Repositories, Event-Based, or Main/Subroutine [2].

Pipe 1

Filter 1

Pipe 2

Pipe 4

Filter 2

Pipe 3

Filter 4

Filter 3

Figure 2: Representation of the Pipe and Filter architectural style.
An architectural style x a set of properties. For example, the Pipe and Filter style includes the following
properties:
 The style structure includes pipes which are data connectors and lters which are processing components.
 The role of a lter is to read streams of data on its inputs, to process them, and to produce streams of data
on its outputs. Filters have no knowledge on preceding or following lters. They may produce outputs
before their inputs are fully consumed.
 The role of a pipe is to transmit outputs of one lter to inputs of another one.
 An example of software system using this style is a program written in Unix shell and using Unix pipes.
 This style is not suitable for database management systems.
 One advantage of this style with respect to reuse and maintenance is that lters may be viewed as black
boxes and be plugged easily just checking their inputs and outputs match expected ones.

2.3 Architectural views

The system stakeholders are characterized by di erent concerns [5]. For example, the customer expects schedule
and budget estimation of the system, the user is rather concerned with performance and reliability aspects and
the maintainer needs guidance on system modi cation.
The goal of a software architecture is to address each concern in order to satisfy all the expectations of the various
stakeholders involved. With respect to this goal, a software architecture incorporates many di erent views of the
system. These views are complementary and allow to improve the understanding of the system showing various
aspects of it.
A non-exhaustive list of the views which are more commonly developed can be found in [4]. Among them, one
can nd the following views:






structural/topological view: this view describes the components and the connections of the system and

the topology of the connected sets of components. Since this topology may evolve dynamically, this view
must show all the potential components and connectors.
behavioral view: this view describes the scheduling of system actions or system state transitions.
environmental view: this view describes how dynamic resources (cpu, memory, bandwidth) and static
ones (code size) of hardware and middleware platforms are used by the system.
growth view: this view describes maintainability, extensibility, adaptability, portability, scalability, and
product line applicability of a system.
3

3 The architecting phase
As indicated in gure 3, the architecting phase comes very early in the development process. Its purpose is to
de ne the gross organization of a system in order to provide rst solutions partially meeting the system requirements and reaching some non-functional qualities like reusability, adaptability or portability. If not prepared at
the architectural level, most requirements and non-functional qualities cannot be met at the code level. This
is why architectural decisions are most of the time hard to take and require deep expertise both in software
engineering and in the domain under consideration. Since they come very early, these structuring decisions also
have far-reaching e ects and are generally hard to change.
More precisely, the architecting stage involves the following tasks:
 Performing a rst domain analysis and understanding the requirements of the system under construction,
 Designing an architecture providing rst solutions meeting the system requirements and reaching targeted
qualities,
 Allocating requirements to components and connections,
 Representing the architecture,
 Analyzing and evaluating the architecture with regards to the requirements,
 Documenting and communicating the architecture.
The architecting phase in uences the development plan. It de nes components, models of communications and
allocates requirements which are not or only partially met at the architectural level to software components and
their connections. It is followed by a phase of implementation of the architecture, which is mainly concerned
with the implementation of the components. Components development can be performed using object-oriented
techniques for analysis and design, as long as architectural speci cations (in terms of interface essentially) are
respected.
An integration phase is dedicated to components composition. The purpose here is to verify the conformance of
the components with the architecture and to make sure that the implemented architecture meets the requirements
and provides the expected qualities. The integration phase is generally performed incrementally with partially
implemented components. Such approach leads to more robust and better suited components, and allows easier
feedback on the architecture that can be adapted if needed.
Software architecture
Requirements

Architecture analysis/validation

Domain analysis

Projection on computing environment

Requirements

OO Analysis

OO Design

Testing
Integration and
system validation

Traceability

Figure 3: Architecture in the development cycle
Most tasks of the architecting phase are insuciently supported by methods or tools. In fact, although it has
been de ned in the seventies, the software architecture eld is still in its infancy. Architectures are still described
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with informal, personal notations and are often the results of more or less chaotic development. Techniques for
validation of software architectures in early phases (that is before the implementation of components) are only
emerging.
Regarding architecture description, object-oriented modeling languages represent a very promising approach.
These languages actually de ne several complementary notations to represent the various aspects of objectoriented software, including for example static and dynamic aspects. Such aspects are also present in software
architectures and could be modeled with similar notations. However, although object-oriented modeling languages
are currently evolving in order to better model software architectures, they are not ready yet. For example, UML
(Uni ed Modeling Language) still presents important liabilities concerning the description of:
 Di erent levels of hierarchy in an architecture (the notion of package is not enough),
 Software components (lack of interface),
 Relationships with the computing environment,
 Architectural styles.
It is likely that UML-like languages will evolve in order to cope with these liabilities. However, an open question is
to know whether these modeling languages will be able to describe any style of architecture or only object-oriented
architectures.

4 Architectural design
Designing or selecting a software architecture for a given application is a complex and still open issue. A recent
trend in the software community consists in collecting design knowledge arising from experience in the form of
patterns. We believe that patterns can be used advantageously to drive architectural design.
A pattern is the comprehensive description of a well-proven solution for a particular recurring design problem in
a given context. Patterns have been rst introduced in the object-oriented eld [6] but are now used in many
other domains. Buschmann and his colleagues [7] categorized patterns according to their level of abstraction:
 Architectural patterns are concerned with the gross organization of systems. They can be used to describe
the architectural styles previously mentioned.
 Design patterns are concerned with smaller architectural units like subsystems or components. They are
generally language independent.
 Language-speci c patterns or idioms capture programming experience both in design and implementation.
An architectural pattern describes a set of components, the way they cooperate and the associated constraints,
the rationale of their association, and the software qualities it provides. It encapsulates important decisions and
de nes a vocabulary to name architectural elements. Although there is no standard formalism, most authors
agree that a good notation for a pattern should include the following aspects:
 An application context,
 A problem statement,
 A discussion on the con icting forces being part of the problem (for example, eciency vs. adaptability),
 An architectural solution proposing a tradeo resolving the previously mentioned forces,
 Hints for implementation,
 The advantages and liabilities of the solution.
We readily acknowledge that patterns do not generate complete architectures (which in addition are generally
heterogeneous). However, they provide valuable guidance to designers in their building of an architecture that
must obey a set of mandatory requirements. This is due to the fact that they express knowledge gathered by
experienced practitioners. They describe structures and organizations with well understood properties that can be
repeated with con dence; analogies can be drawn; pitfalls can be avoided based on recounted experiences. They
also improve communication between designers and developers by providing and naming shared backgrounds.
This speeds up the design process and permits easier confrontation of alternative solutions.
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Analogy has long been recognized as an important subject in the study of computational creativity, and on
computational creative design in particular [8]. Part of this importance undoubtedly arises because of the
prevalence of analogy in important creative acts by humans. We believe that patterns stimulate human creativity
by giving opportunity to draw analogies. In that sense they are invaluable for architectural design. This is also
the reason why they are di erent from design methods which provide notations and guidances to build a model
but which do not give a chance to draw analogies.

5 Conclusion
Working at the architectural level provides many advantages, including the following ones:








Presenting the system at a high level of abstraction and dealing with both constraints on system design
and rationale for architectural choices lead to a better understanding of the system.
Involving di erent views of the system, software architecture provides a common high-level communication
vehicle between the various stakeholders of the system.
Software architecture embodies the earliest set of design decisions about a system. These decisions are
the most dicult to get right and the hardest ones to change because they have the most far-reaching
downstream e ects. With respect to these issues, software architecture brings new possibilities for early
analysis and validation that reduce risk and cost.
Since software architecture comes very early in the life-cycle, it allows not only code reuse but also design
reuse.
Software architecture integrates the dimensions along which the system is expected to evolve thus increasing
predictability and overall quality.
The ability of software architecture to use existing assets and to establish a more e ective integration allows
to reduce time-to-market.

Then, the architecturing phase plays a major role in the design of large, complex software systems. By logically
and physically structuring the system into software components and de ning communication models, it provides
solutions to important life-cycle concerns. Design methods and software architecture complement each other:
architecture sets foundations for object-oriented developments at the components level.
However, the software architecture eld has received wide attention only recently, and many topics still need to
be investigated. This includes:
 the de nition of expressive notations for representing architectural designs,
 the use of formal techniques for early architectural validation,
 the development of design methods.
In these domains, works from the object-oriented community may have a signi cant impact. First, modeling
languages like UML constitute a very promising way to model architectures. Ongoing evolutions should provide
a remedy to the current liabilities of the approach. In addition to this, we believe that the notion of patterns
that has been originally de ned in the object eld could constitute the foundation of architectural design.
We are currently working on both items, that is the extension of object-oriented modeling languages to better
describe architectures and the constitution of a set of structured patterns, forming a system of patterns, to guide
the design of software architectures [9].
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1. Summary
The author is involved in the modification of one of Philips’s digital broadcast head-end
systems to accommodate data broadcast applications. The head-end system is a software
intensive system, and therefor the use of object-oriented techniques for analysis and
definition of the system’s architecture seemed attractive. Applying OO software
architecting techniques such as use cases and patterns proved advantageous, but did not
help us to deal with all system aspects. Especially, the problems of decomposing the
system in hardware- and software components, and achieving system ‘ilities’ such as
reliability and quality of service received little support from these techniques.

2. Problem description: data broadcasting head-end system
The digital (data) broadcast head-end system is a system that accepts content (either
files, multi-media files/streams, or IP packet streams) from multiple service providers,
encodes this content into MPEG2 multiple streams, and multiplexes all these streams
into one single outgoing transport stream (which might be transmitted via satellite).
Encryption may be applied to the content. The overall system is controlled by the
network provider. Multiplexing is done in dedicated (programmable) hardware.
The system allows service providers control over play out of their content within the
resources (time, bandwidth, processing capacity) allocated to the service provider.
Important ‘ilities’ of the system are reliability, quality of service, and scalability. The
system shall process large amounts of data (up to 45Mbit/s) while achieving low latency
for the transport of the data. Re-use of existing hardware (multiplexer) is important.
The figure below illustrates the data flow and processing steps.
Figure 1 The data broadcast head-end system
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3. OO architecting techniques applied
The following OO architecting techniques were used:
• use-cases
• OMT [Rumbaugh91]
• patterns [Edwards95], [Buschmann96], [Shaw96]

4. Results and experiences
Use-cases, object modelling and dynamic modelling proved very useful in discovering,
modelling and describing the detail functionality that is to be supported by the system
architecture.
[Rumbaugh91] turned out be very helpful: the book provides in the discussion of the
system design phase the “continuous transformation” architectural framework. This
framework is a good base to model the stream processing in the head-end.
[Shaw96] and [Buschmann96] present the pipes and filters style respectively pattern.
Representing the system as a combination of pipes (buffers) and filters improved our
understanding of the system’s performance and latency. Building the stream processing
part as pipes and filters helps us meeting the scalability requirements.
Stream processing is considered as a pattern in more detail in [Edwards95], which
proved useful as well.
Introducing layers [Buschmann96] helped us separating system management, application
management and transmission functionality.
The master-slave pattern [Buschmann96] helped us separating controlling - and
controlled components.
Thus, the use of OO architecting techniques, especially patterns, aided in coming up
with useful abstractions for the system at hand. Patterns helped us to some extent to
meet requirements, notably the performance - and scalability.
However, for the following some important system architecture aspects, we did not
receive much support:
• decomposition of the system in hardware components and software components.
We understand that this is an area that is hard to address, as so many forces (cost,
hardware performance, distribution, legacy systems, standards) affect the
decomposition.
For our system, we consider to perform encryption key generation in hardware, to
safeguard the encryption algorithm. The multiplexer is available as a hardware
solution. We also consider employing clustering hardware and redundant routers. As
expressed below, choosing hardware implementations for some these components
has architectural consequences.
• achieving the required reliability. The Master-Slave pattern is far to generic to help us
obtaining the required system uptime. From looking at existing broadcast systems,
we know that clustering technology offers solutions to increase the uptime of a
system in the presence of hardware- (and sometimes) software errors. The
application of clustering technology, however, does have impact on system
management, the components running in a cluster, and the components
communicating with the cluster. We have yet to learn about patterns that take into
account clustering technology.
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•

quality of service (QoS). Various QoS constraints apply to both the stream
traversing our system (e.g. bandwidth guarantees, ‘statistical multiplexing’), and the
communications in our system (no dropped packets).

5. Conclusion
We have found the application of OO software architecting techniques promising for
architecting our system. [Rechtin97] suggests that this need not be a coincidence: “Many
of the formalisms now used in systems engineering had their roots in software
engineering.”
However, we did come across several system aspects where (OO) software architecting
techniques currently fail to offer support.
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1. Introduction
Among the different reuse technologies software
architectures and frameworks are two highly related
concepts that have been separately studied. The
architecture of a software system refers to the division
of such systems into gross-grained components (i.e.
modules, subsystems) and the patterns that guide the
interaction among them. A domain-specific software
architecture defines a set of components and their
relationships that characterize a specific application
domain.
Shaw & Garlan coined the term architectural styles
to name common architectural organizations found in
different systems (pipe-and-filters, layers, etc.) [Shaw
96]. These styles can greatly help in the design of new
applications, by providing a formal basis to prove
important properties that the architecture should fulfill.
In the object-oriented paradigm, the concept of
domain-specific architecture can be assimilated with
the concept of framework. A framework represents a
partial implementation of the generic control flow of a
given domain. The implementation is partial because it
leaves some application-dependent operations to be
implemented for every specific application.
The design of true reusable frameworks is not a
simple task. In this sense, research on design patterns
is intended to help to produce design catalogues to aid
a designer to produce a more flexible design requiring
less iterations to obtain a more reusable framework.
In this paper, we outline some preliminary
conclusions related to the use of architectural styles to
guide the initial steps of framework design.
2. Architectural Materialization
Garlan & Shaw identified and formalized several
architectural styles [Shaw 96]. These styles provide
organizational patterns that permit to define and
transmit the main aspects of common global software
structures. Under this view, object orientation is
considered as a particular architectural style. This style
only indicates the use of objects as the architectural
components and messages as connectors.
This view, however, does not recognize the fact
that object orientation is a very convenient technology
to implement, or materialize, different architectural
styles. Taking into account this aspect, our proposed
approach, is based on the notion of object-oriented

materialization of domain-specific architectures
derived from domain models.
In our approach, the architecture prescribes a
computational solution for abstract concepts defined in
a domain model. This architecture is further
materialized in an object-oriented programming
language, leading to a first version of the framework.
The proposed approach to framework development
is depicted in Figure 1. Starting from an abstract
domain model and one or more architectural styles
(i.e. pipeline, blackboard, hierarchical layers, etc.)
adequate for the domain we obtain a first architectural
materialization of such domain. This materialization is
driven, essentially, by non-functional requirements
that predominate in the domain.
The right
formalization of this architecture brings the possibility
of early verification of essential properties that the
architecture is supposed to satisfy. After that, the
process should continue by translating and refining
that organization to an object orientation world. In
such activity, design patterns may be applied to obtain
a flexible design appropriate for a framework.
Simultaneously, specific methods must be defined for
representing the control flow of the application
domain. In such process, some points that can not be
generalized must be traduced in abstract and hooks
methods.

Figure 1 - Materialization approach to framework
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Our experiences have shown that for developing a
framework for a given domain, the previous definition

of a specific architecture for such domain permits to
achieve the following advantages:
• the main classes of the framework are defined
by the architecture
• those classes are responsible for coding the
abstract control flow of the domain applications
and that flow is defined in the architecture
• changes to the control structure of frameworks
that usually are made during their use, have
been reduced to simple alterations in the
classification between base and hook methods.
The next sections present these experiences in
developing two frameworks, from which these ideas
are being studied.
3. Developed Frameworks
A framework for analyzing programs named
luthier [Campo 97][Campo 98] and a framework for
building multi-agent systems named baf [Amandi 97]
have been developed.
Luthier is a framework designed to provide a
flexible support for the construction of tools for
object-oriented framework analysis and visualization,
through reflective techniques based on meta-objects.
Luthier is based on a four-layer architecture, each one
materialized by a framework. These frameworks
provide adaptable support to the four essential tasks
that characterize both reverse engineering tools and
visualization systems, that is, information gathering,
information storing and structuring, abstraction
analysis and recovery, and visualization and
exploration.
Luthier was built using specific applications as its
basis. After the development of examples during two
years, the framework showed its evolution by a
decreasing amount of changes needed in the abstract
control flow. During these two years, the
understanding of this framework was a hard task. In
addition, each evolution step involved lots of
adaptations of old applications that were considered as
convenient instantiation examples.
One important lesson learned from the design was
that a clear layered architecture evolved due to new
flexibility requirements imposed during the
development of applications. This led us to adopt the
proposed strategy in the development of the BAF
framework for multi-agent systems.
For developing multi-agent systems, it is necessary
to design and implement different types of agents
using several decision mechanisms and several
interaction forms. The knowledge of the existence of a
big variety of agents leads to the decision of
developing a framework for reusing previous efforts in
this area. In this way, agent application domain was

deeply studied and specific domain architecture, called
Brainstorm, was developed.
Through Brainstorm, a multi-agent system is
defined as a reflective system, which is causally
connected to the system defined in the base level. The
causal connection is established when an object
receives a message: the message is intercepted by the
meta-level, which decides what to do with it. For
example, an agent can decide to deny a request of
another agent.
The architecture was built using a meta-object
approach. An object and a set of meta-objects define
an agent. Each meta-object incorporates agent
capabilities to simple objects. The capabilities that can
be added to objects are: perception of environment
changes,
communication
using
a
limited
conversational language, managing of mental attitudes,
reaction a given situation, and deliberation for
deciding what to do next.
Figure 2 shows the Brainstorm architecture. We
can observe that each object-agent has several metaobjects in different levels. In the first level, three types
of meta-objects of the base object can be defined:
perception, communication and knowledge metaobjects. In the second level, two types of meta-objects
of the situation manager can be defined: reactor and
deliberator meta-objects.
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Figure 2 - The Brainstorm architecture
The first meta-level of the architecture works on
messages received by the base level, and the second
meta-level works on communication processed by the
communication meta-object and on interesting
situations discovered by the situation manager. Each
meta-object of a layer interferes in tasks executed by
meta-object of the lower layer, changing thus the
results of these tasks.
The transformation of a typical object in an agent
is done by defining one knowledge meta-object, one
communication meta-object, a set of perception meta-

objects (possibly empty), and one reactor and/or a
deliberator meta-object.
The architecture was formally specified using the Z
language and then seven properties were proved.
Several defects were discovered and corrected because
of this formal specification.
For example, the
specification of the structure of a deliberative agent is
shown below. As can be seen, the architecture is
specified in terms of layers and special connectors,
which describes the reflective behavior.
DeliberativeAgent
base: Object
primaryLevel: PrimaryLevel
behavioralLevel: BehavioralLevel
predictiveLevel: PredictiveLevel
reflectionConnections: ¿ ReflectionConnectionSet
knowledgeConnections: ¿ KnowledgeConnectionSet
________________________________________
metaAgentOf(objectClass(base)) = true
# behavioralLevel.mr = 0
# behavioralLevel.md > 0
c c y knowledgeConnections c.origin = base
c c y reflectionConnections
(c.baseComponent = base  c.metacomponent =
primaryLevel.mk)
c c y reflectionConnections
(c.baseComponent = base  c.metacomponent =
primaryLevel.mc)
c c y reflectionConnections
(c.baseComponent = primaryLevel.sm 
c.metacomponent = behavioralLevel.md)
c c y reflectionConnections
(c.baseComponent = primaryLevel.mc 
c.metacomponent = behavioralLevel.md)
mo mo y predictiveLevel.ml
( c c y reflectionConnections
(c.baseComponent = behavioralLevel.md 
c.metacomponent = mo))
____________________________________________
As a second step, the framework BAF was
developed from Brainstorm. This materialization
involved the use of the LuthierMOPs sub-framework
of Luthier, which provides the concept of meta-object
managers to implement specialized meta-object
protocols as the prescribed by Brainstorm. This
development process involved thirteen months without
any direct collaboration of domain experts. Using that
architecture, the framework baf was developed in little

time. Three moths later, the first applications started
their implementation using the framework.
4. Discussion
The experiences briefly described above allowed
us to conclude three interesting points. The first one is
related to the utility of Garlan & Shaw's architectural
styles, the second about the use of design patterns in
the development of frameworks and the third about the
necessity of important changes on the framework
during the instantiation process.
Design patterns are frequently present in the design
of several frameworks. Our experiences have shown
that:
Using an example driven approach (luthier case),
some design patterns were discovered in last steps on
the framework design and others were applied when
new instantiations showed a new difference.
Using an architecture-driven approach based on
architectural models or styles (baf case), several
design patterns were implicitly applied, and, the
formalization of high-level architectural components
and connectors helped to a better definition of the right
levels of abstraction and component interfaces.
Regarding the necessity of changes on the
framework, the development based on examples
involved more alterations than the development based
on a previously defined architecture. The important
point here is that changes in the architecture-based
experience were limited to alter the classification
between base and hook methods. Software
architectures are considerably stable and therefore
their use avoids the introduction of radical changes
during the framework development.
Currently, several new experimental developments
are in course, which are confirming our assumptions.
For example, a framework for simulation of fluidbased systems is in its final stage of development. This
framework was designed as an object-oriented
materialization of a closed control-loop style. This led
our students to quickly converge to a framework, with
a very different structure from the one that could surge
if a conventional approach of differential equations
resolution were been taken (i.e., the normal approach
to solve this kind of problems). This structure can be
used now not only to simulate the behavior of the
system, but also as a model for controlling or
supervising such systems without essential changes.
In summary, software architectures define the main
components and the flow of control of an application
domain at a very abstract level. Frameworks
materialize the software architecture in a specific
programming language, refining the abstract design. In
this refinement, template, abstract, hook and base
methods must be detected, allowing thus the
construction of applications by the implementation of
specific hot spots.

Our experiences have shown an improvement from
using an architecture-driven approach for developing
frameworks. This gain justifies the effort in
architectural development and formalization.
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