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Abstract

Today it is more a rule than an exception that software systems have a
lifecycle of more than several years. Hence, software evolution is inevita-
ble. During the life span of a software system the domain in which the
system is working evolves and changes. This causes changes to the soft-
ware system, and the software system may also be evolved to satisfy new
markets. The ability to evolve gracefully, and thus the long-term success
of a software system, is to a large extent governed by its software archi-
tecture and the ability of the software architecture to fulfil requirements
on quality attributes and to adapt to evolving requirements.

In this thesis we study evolution of software architectures and what can
be done to support this evolution. We focus on three particular aspects of
evolution support: how to ensure that the correct blend of quality
attributes is met (architecture selection), the technical means available for
supporting changes in the software system (variability), and what types of
changes that are likely to occur during evolution (categories of evolution).

We introduce a method for architecture evaluation and selection that
focus on ensuring that the selected software architecture is the architec-
ture candidate with the most potential for fulfilling a particular blend of
quality attributes. The method is based on quantification of expert opin-
ions and focused discussions where these expert opinions differ. The
architecture evaluation and selection method is studied in both an aca-
demic and in an industry setting.

We also introduce a taxonomy of techniques for realising variability in a
software system and study how the techniques in this taxonomy are
applied in different evolution situations. The taxonomy is based on sev-
eral industry case studies. Two industry cases are studied in further detail
and the evolution of these systems are followed over a number of releases
and generations. During this evolution it is shown how variability mecha-
nisms are used to also support evolution, and that there are typical cases
of evolution that a software system can be prepared to cope with.

The contribution of this thesis is that it increases the understanding of
how evolution occurs in a software system, how to create software that is
flexible enough to support evolution and how to evaluate and select a
software architecture that meets a particular blend of quality attributes.
Together this ensures that a software system is based on a software archi-
tecture that fits the current quality requirements and that is flexible in the
right places so that it is able to evolve gracefully.
i
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CHAPTER 1 Introduction

The long-term success of a software system is ultimately governed by its ability
to fulfil requirements on quality attributes [Bass et al. 1998b][Bosch
2000][Hofmeister et al. 2000][Bengtsson 2002]. Quality attributes include opera-
tional aspects such as performance and reliability, as well as structural aspects
such as ease of maintenance and flexibility, but also development aspects such as
cost and lead time.

We perceive that there is a strong connection between many quality attributes
and the software architecture of the software system. The software architecture
describes the overall layout of the system, i.e. which components there are and
the interaction between components. The architecture defines the overall poten-
tial that a software system possesses to fulfil certain quality attributes (see e.g.
[Bosch & Molin 1999][Dobrica & Niemelä 2002]). As [Bengtsson 2002] states,
this potential can easily be lost during subsequent design and implementation
phases through ill-advised design decisions or a bad implementation. It is, how-
ever, still possible to assess the potential of a software architecture. This fact is
used in some architecture evaluation methods and architecture design methods
(e.g. ATAM [Clements et al. 2002], ADD [Bass et al. 2002] and QASAR [Bosch
2000]). For example, consider the architectures in Figure 1. In this example we
see two architecture patterns [Buschmann et al. 1996], i.e. (a) a pipes and filters
architecture and (b) a microkernel architecture. In the pipes-and-filter architec-
ture data are passed directly from one component to the next in a chain. In the
microkernel architecture the data are passed via a mediating component that
relays the data to the next component in line. Using these two architectures to
solve the same task generates different support for different quality attributes,
both runtime and structural quality attributes. Performance, to begin with, is
likely to be better in the pipes and filters case as there is no mediating compo-
nent, i.e. the data shortcuts to the next component in line. Reliability, on the
other hand, is likely to be better in the microkernel case since if a single compo-
nent breaks down in the pipes and filters case, the entire chain breaks down.
Moreover, maintainability, portability and reusability are likely to be better in the
microkernel architecture, as there are fewer dependencies between the compo-
nents.

Typically a software system is maintained and evolved during a number of
releases. Software maintenance literature often cite large percentages (80% and

Figure 1. Software Architectures focused 
on different Quality Attributes

(a) Pipes and Filters (b) Microkernel
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above) for maintenance cost in relation to total software life-cycle costs [Pigoski
1997]. Much of these costs can be attributed to evolution of the software system
(according to [Lientz & Swanson 1980], the sum of adaptive and perfective main-
tenance is as much as 45% of the maintenance costs), the surrounding environ-
ment and the problem domain of the software system. Requirements are added,
changed or deleted, and the software system undergoes maintenance to correct
errors, adapt to changes in the domain and improve the functionality [Swanson
1976].

The long-term success of a software system is thus not determined after a sin-
gle release. Instead, the success is determined by the ease by which the software
system is able to evolve and continue to address the needs of an also evolving
market. It is not only the functional requirements that evolve. The quality
attributes also change during different phases of a system’s lifecycle, which is
elaborated on by e.g. [McCall 1994].

For example, early in a software system’s lifecycle quality attributes such as
extensibility and adaptability may be important in order to increase the number
of supported features. Later, as a balance of which features are included in the
particular type of product is achieved, other quality attributes such as reliability
and performance become increasingly important. At this stage the product com-
petes with similar products with a similar set of features, and hence the quality of
the features provide a competitive advantage. Eventually the product is phased
out in favour of newer products. At this stage, the product is stable in terms of
the number of features and the quality of these features. Instead, quality
attributes such as production cost begin to influence the development. If, for
example, the product is an embedded product, the cost for the hardware plat-
form influences and constrains the software development - it is not viable to at
this stage add more memory or a faster processor to the hardware platform.

Another perspective on the evolution of a software system is that of software
aging [Parnas 1994], of which architecture erosion [Johansson & Höst 2002][Perry &
Wolf 1992][Jaktman et al. 1999][van Gurp & Bosch 2002] is one part, the other
part being domain drift [Parnas 1994]. Architecture erosion means that as changes
are made to the software system the architecture degrades. This manifests itself
in that the architecture becomes brittle and new changes are not as easy to intro-
duce anymore. Domain drift implies that the domain of the software system, and
hence the requirements on the software system itself, changes in an evolving
market.

Part of the solution to both of these problems, i.e. domain drift and architec-
ture erosion, may be found in having and maintaining a clear and updated soft-
ware architecture for a software system. As is also described in [Parnas 1994],
having an architecture that all changes must be related to will help to prevent the
software system from aging prematurely.

An important aspect in order to avoid or at least delay architecture erosion is
to understand software evolution. By understanding software evolution, common
traps may be avoided, which thus extends the life span of the software system. In
other words, rather than evolving the software architecture as each new change
occurs, the original architecture is appropriately instrumented to be able to man-
age the more common types of evolution. Thus, fewer changes are necessary to
the architecture and hence the system’s life span is extended. In this thesis, we
2 Introduction



study evolution to enable the creation of durable software architectures that are
able to withstand common evolution types.

When instrumenting a software product for future changes, mechanisms are
needed that enable the architecture to be flexible in the right places to support
foreseen future changes. Deciding how to implement this flexibility, or variability,
is not a trivial task. We present, in this thesis, criteria that need to be considered
when implementing variability and a taxonomy of variability realisation tech-
niques.

Once we create a software architecture that is safeguarded against common
evolution problems, we need to ensure that it is the most suitable for the blend of
quality attributes for the system. If this is not done, quality aspects need to be
worked into the architecture as an afterthought, which almost always lead to brit-
tle systems, i.e. the architecture is prematurely eroded. Moreover, we need to
reevaluate the architecture at regular intervals to ensure that (a) the architecture
vision is still available and represented in the software system and (b) the archi-
tecture vision still strikes a satisfactory balance between the quality aspects for
the system.

Although attempts exist to calculate absolute values for quality attributes
based on software architectures (e.g. [Klein & Kazman 1999][Clements et al.
2002]), this is notoriously difficult. Such methods tend to develop measures and
formulae for a small set of quality attributes where relevant measures are easily
identified (although not always easily measured), for example performance, mod-
ifiability and availability. Few methods of this type take into account that there is
a balance of several quality attributes that needs to be considered for a software
system. Other evaluation methods focus on providing qualitative descriptions of
the benefits and liabilities of a single software architecture (e.g. ATAM [Clements
et al. 2002], ADD [Bass et al. 2002], Global Analysis [Hofmeister et al. 2000] and
QASAR [Bosch 2000]).

What these methods lack is the ability to quantitatively compare different soft-
ware architectures with each other using a set of quality attributes instead of just
a single quality attribute. We argue that this is important to be able to ensure that
the best possible architecture is selected when the software system is created and
to be able to reevaluate the architecture decision. Furthermore, it should be pos-
sible to make this comparison regardless of the quality attribute, not just limiting
the evaluation to a small set of quality attributes that are easy to find measures
for. In this thesis we present and evaluate a method for quantitatively evaluating,
comparing and selecting between different software architecture candidates
based on an arbitrary set of quality attributes.

There are several requirements on a method for reevaluating a software archi-
tecture decision, in addition to the requirements on a standard architecture evalu-
ation method. First, it is necessary to update the blend of quality attributes to fit
the product’s current requirements. Second, we need to evaluate to what extent
the current instantiation of the software architecture conforms to the updated
blend of quality attributes. Third, it is necessary to evaluate whether the current
software architecture is the most suitable or whether there are other, newly cre-
ated software architectures that are more suitable for the product at this stage of
the product’s lifecycle. It is thus necessary that the method not only provides
quantitative answers to the support provided for different quality attributes, it
must also enable comparisons between different software architectures.
Introduction 3



Although not studied in this thesis, it may also be possible to compare the cur-
rent instantiation of the software architecture with the original software architec-
ture to determine the amount of architecture decay.

1 Outline of Thesis

This thesis consists of two parts focusing on different aspects of creating a dura-
ble software architecture. In Part I, we present a method for a quantitative evalu-
ation, comparison, analysis and selection between different software architecture
candidates based on an arbitrary set of quality attributes. This method facilitates
the creation of a durable architecture by ensuring that quality attributes are sup-
ported to a sufficient degree at an early stage during product development, and
by enabling reevaluation of the software architecture during later stages of a
product’s lifecycle. In Part II, we study software evolution and technical means
for supporting this evolution, i.e. variability. The contribution of this is that by
knowing what types of evolution that are likely to occur, a software architecture
can be designed accordingly. A software system can also be implemented using
certain technical means that allow for these known types of evolution. If this is
done properly, the architecture is likely to be more durable.

In Part I we present how the architecture selection method enables identifica-
tion of which software architecture candidate from a set of architecture candi-
dates that has the best potential for fulfilling a particular mix of quality attributes.
We describe how the method can be used to hold focused discussions about the
software architectures with the purpose of reaching a consensus view, or at least a
joint decision. We study in further detail how the data sets used in the method are
created, how these data sets can be used to identify differing opinions and inves-
tigate how this can be used to determine which persons should participate in dis-
cussion meetings to hear as many views as possible with a minimal number of
participants. We also present two studies where the method is applied, one in an
academic setting and one in an industrial setting.

In Part II of this thesis we study the technical means available for coping with
evolution, i.e. techniques for implementing variability. We study how these are
used in a number of releases of two software systems. These two software sys-
tems are then analysed with respect to the evolution they have undergone, identi-
fying typical changes occurring during the evolution of the two systems. These
evolution categories are presented, together with the techniques for realising
variability that are available for supporting each particular type of evolution.

In the remainder of this chapter we present the research approach used during
our studies in Section 2. In Section 3 we present concepts used in this thesis,
together with related work on these concepts.

2 Research Approach

In this section we describe the research approach for this thesis. We present the
underlying research questions, the research methods and research instruments
used and the research results. We also present a list of the publications that this
thesis is based upon.
4 Introduction



2.1 Research Questions
In this thesis we study the evolution of software architectures. We study how
evolution occurs, and what can be done to support the evolution. With respect to
evolution support we focus on three particular aspects, namely how to ensure
that the correct blend of quality attributes is met, the technical means available
for supporting changes in the software system and what types of changes that are
likely to occur during evolution.

The questions that underlie the research in this thesis are:
1. How do we know whether a particular software architecture is the best avail-

able architecture for a software system?
2. How can a software system be prepared to cope with evolution?
Question one is investigated in Part I of this thesis. In this part we present a
method for evaluating, selecting between and discussing software architectures
with respect to quality attributes. The purpose of this method is to ensure that
the architecture with the most potential for fulfilling a particular blend of quality
attributes is selected before software development ensues. Another use of the
method is to reevaluate the architecture decision regularly. By regularly reevaluat-
ing the architecture decision it is ensured that the software architecture reflects
changes in the domain and requirements caused by evolution.

Question two is investigated in Part II of this thesis. In this part we investigate
the phenomenon of variability and study patterns of evolution. By knowing what
types of evolution that are likely to occur a software architecture can be instru-
mented, e.g. with the help of variability realisation techniques, to cope with this
evolution. We thus need knowledge of evolution categories, available variability
realisation techniques and how to select between these.

2.2 Research Methods
The research in this thesis is conducted with two different purposes. In Part I of
this thesis, the purpose is to develop and evaluate a specific method, for which a
certain research method is applicable as described in Section 2.2.1. In Part II the
purpose is to understand and describe a phenomenon, for which a different
research method, described in Section 2.2.2, is more applicable.

2.2.1 Research Method Used in Part I
For the research in Part I of this thesis we use a technology transfer process con-
sisting of innovation, evaluation and application. This process is illustrated in Figure 2.

Figure 2. Technology Transfer Process

Innovation Evaluation Application
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Innovation is the first step, where an idea is born and developed to a “product”.
The next step is to test, or evaluate, the method. This is preferably done in a lab
environment, where more parameters can be controlled and where the cost for
making mistakes is relatively low. Based on what is learnt here one can either
move back to the innovation phase to further understand the phenomenon and
evolve the idea or move on to the application phase where the idea or hypothesis
is tested in real life settings. The application phase is thus the last step. In this
step the idea has been tested in a lab environment and is proven to be useful.
Moreover, many of the teething problems that any innovation suffers from have
been ironed out. In other words, the idea is developed to such a level that it is
ready to be tested in a live environment, where not all parameters can be con-
trolled. It is possible to go back to the previous steps also from the application
step, if issues are found that need to be further investigated or tested. Otherwise,
the now fully developed product remains in the application phase, where it is
used in live settings. At this stage it may also be economically viable to develop
tool support for the idea.

Below, we describe in further detail how we apply these three phases to the
research presented in Part I.

Innovation. The research that resulted in Part I of the thesis started out with the
idea that it should be possible to quantitatively compare different architecture
candidates with respect to their support for different quality attributes. To do this
we borrowed a method from management science [Anderson et al. 2000] and
developed a method around this for quantifying quality attributes in software
architectures. The method for quantifying quality attributes is described in Chap-
ter 3. Knowing the problems with creating a method that provides absolute num-
bers for each quality attribute (see e.g. [Klein & Kazman 1999]), we settled for a
method that allows for a relative comparison instead. I.e., rather than calculating
the exact and absolute support provided for a quality attribute by a software
architecture, the method states whether it is better or worse than a set of compet-
ing software architecture candidates.

While developing this method we realised that the main value of this or indeed
any decision support method is not the ability to produce a number that seems
more or less magic once calculated. Instead, the value lies in the analysis per-
formed of the produced numbers, and how the numbers are presented back to
the development project. Hence, we developed these parts of the method further
by examining how the produced data could be used to drive discussions and
identify where there is discord or where further investigations are necessary. This
part of the method is further described in Chapter 4.

Evaluation. In Chapter 5 we present a study where we apply the method in an
academic setting. This goes well with the thoughts that evaluation should be
done in a lab environment. This first test of the method is driven by the question
whether the method is useful or not, i.e. whether it is at all possible to discern
between different architecture candidates in the proposed way.

This study instigated two paths of further investigations. The first is already
mentioned where the discussion driving aspects of the method are further devel-
oped in Chapter 4. The second path is partly an extension of this, but also serves
as an extra validation of the academic study. This second path is presented in
Chapter 6. In this chapter we present how we use literature descriptions of the
6 Introduction



architecture candidates together with the evaluations performed in Chapter 5 in a
form of triangulation.

This has several values. From the point of view of the method this is another
way of analysing the architecture candidates to learn where further investigations
may be necessary. From the point of view of the software architecture commu-
nity this is an extra point of triangulation and allows us to make statements about
the involved architecture candidates with slightly more confidence. From the
point of view of the method used in this thesis this has the benefit of serving as a
validation that there is conformance between the results from the method and
the generally held views as represented by literature.

Application. The studies performed hitherto are convincing enough to continue
with the studies by evaluating the method in its completeness in an industrial set-
ting. In Chapter 7 we report from a study where this is done. In this study we
evaluate the method in its completeness, i.e. including and with emphasis on the
discussion parts.

The data from this study invited to a follow-up study where the roles of each
participant and the influence of the roles on the results are investigated. This
study is presented in Chapter 8. This study is partly a step back to the innovation
phase, as it can be seen as an attempt to refine the method by studying which
persons are most suited to participate in an architecture evaluation. However,
because of its close relation to the study in Chapter 7 we present these two inves-
tigations together.

2.2.2 Research Method Used in Part II

For Part II of this thesis we use a simple cycle of observation-description-confirmation,
as illustrated in Figure 3. This cycle starts by observing a phenomenon, after
which it is described. The next step is to confirm the description of the observed
phenomenon, by studying whether it can be found in other cases in addition to
the ones already observed. During this confirmation, new aspects of the phe-
nomenon may arise, thus giving cause for another round of observations. We use
the observation-description-confirmation research cycle in the following way:

Observation. The research that leads up to this part of the thesis started out
with a general curiosity as to how software product lines work, and in particular
how they evolve over time. This led to the first case study, which was an explor-

Figure 3. Research Cycle for Understanding a Phenomenon

O bserva tion D escrip tion

C onfirm ation
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atory case study conducted at Axis Communications by interviewing key person-
nel and browsing through development documentation.

Description. Based on this study a characterisation of the evolution that had
occurred to the studied system was created. This characterisation and the results
from the case study are reported in parts of Chapter 12 and Chapter 13.

Confirmation. This initial case study led directly to the second case study, con-
ducted at Ericsson AB in the form of interviews with a small number of key per-
sons. The purpose of this study is to seek confirmation to the findings from the
previous study.

This case study is reported in Chapter 12 and Chapter 13 together with the
previous case study. The characterisation of evolution was refined slightly to
incorporate the types of changes from this case as well.

Observation. After these two studies, it became clear that one of the major
issues regarding software product line development, whether it is development
of a new product line or evolution of an existing one, is how the differences
between products are managed (i.e. variability). With the experience gained from
the two previous case studies, together with additionally acquired material (com-
munication with developers and further reading of development documentation),
we first studied abstract techniques for managing variability in [Svahnberg &
Bosch 2000].

Description. From the abstract techniques presented in [Svahnberg & Bosch
2000] it was a natural step to investigate variability techniques on a lower level.
This involves studying characteristica that determines how to implement and
manage variability. We also study what variability realisation techniques that are
available, and how these relate to the identified characteristica.

To this end, two more cases were studied, namely UIQ Technology AB1 and
the Mozilla application. At UIQ, informal interviews were conducted, and for
the Mozilla application, publicly accessible documentation was read.

The results from this study, i.e. the identified characteristica and a taxonomy of
variability realisation techniques, are presented in Chapter 11. This, together with
Chapter 12 and Chapter 13, forms a basis for answering the second question
listed in Section 2.1, i.e. how to prepare a software system to cope with evolution.

Confirmation. The confirmation of the taxonomy of variability realisation tech-
niques consists of expanding the list of studied cases to a larger set. This is
reported on in Chapter 11. Moreover, in Chapter 13 we describe which variability
realisation techniques are most likely to be useful for the different types of evolu-
tion. This is a measure of the applicability of the taxonomy. However, it may be
considered a cyclic validation as the evolution patterns stem from the same cases
as the taxonomy of variability realisation techniques.

2.3 Research Instruments

For Part I of the thesis we use a particular method from management science
[Anderson et al. 2000], i.e. Analytic Hierarchy Process (AHP)[Saaty 1980][Saaty
& Vargas 2001], as a part of a our method framework. We use AHP to obtain

1. At the time of our studies, UIQ were named Symbian AB.
8 Introduction



data from each participating individual in the architecture evaluation and selec-
tion method, after which the data thus obtained are used as input to several other
steps. The architecture evaluation and selection method is further described in
Chapter 3.

Analytic Hierarchy Process [Saaty 1980][Saaty & Vargas 2001] or AHP for short,
is a method that enables quantification of subjective judgements. The purpose of
AHP is to make relative assessments, i.e. relatively comparing all involved ele-
ments. The rationale for this is that it is often easier to make a comparative state-
ment than generating an absolute number. For example, it is easier to state
whether a person is shorter, taller or much taller than another person than to
state exactly how tall the person is.

We found AHP to be useful for our needs, i.e. the evaluation of software archi-
tectures, as it is an accepted method from management science that enables a
quantification of subjective judgements that can be hard to otherwise capture.
Moreover, since it provides a consistency ratio we are able to determine how
much trust we can put in each individual’s answers. The Analytic Hierarchy Pro-
cess has previously been described, evaluated and successfully used in similar set-
tings and in other areas of software engineering (e.g. [Karlsson & Ryan
1997][Karlsson et al. 1998][Shepperd et al. 1999]), which further stengthens our
trust in that the method is applicable.

However, it should be kept in mind that AHP only collects and summarises
subjective judgements. As such, the results are vulnerable to the usual problems
of subjectivity, in that the participants form their own interpretations of the fac-
tors and the evaluation scale. Our approach to address this when using AHP in
our research is to use several subjects and then use the mean or median value of
these during subsequent phases of the architecture evaluation and selection
method. This is, according to [Helmer & Rescher 1959], one way to cope with
subjectivity, along with a structured way of obtaining information (e.g. using
AHP). [Helmer & Rescher 1959] increase our confidence in using AHP further
by stating and explaining why subjective judgements from experts can be allowed
in sciences where no exact measurements are available. If done properly, the
results can even be considered to be objective. In addition, one subsequent step
of the architecture evaluation and selection method is particularly helpful to
address the issue of subjectivity, namely the consensus discussion meeting
(described in Chapter 4). During this meeting different interpretations and views
are explored with the purpose of obtaining a joint view and a shared understand-
ing of the involved architecture candidates.

AHP consists of four basic substeps and an added fifth substep to analyse the
consistency in the results.

Substep 1. Create an  matrix (denoted N), where n is the variables to be
compared, for example quality attributes. In the diagonal in the matrix the value
“1” is inserted. The matrix is referred to as the comparison matrix. Element nij,
when i is not equal to j, records the relative importance of variable i versus vari-
able j.

Substep 2. Perform a pairwise comparison of the variables with respect to the
importance. The scale for comparing the variables pairwise is illustrated in Figure
4. Each pairwise comparison means that it is necessary to determine which of
two variables is most important and how much more important it is. For exam-

n n×
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ple, a marking to the left on the scale means that variable i is more important
than variable j. The interpretation of the values is shown in Table 1.

The pairwise comparison is conducted for all pairs, i.e.  com-
parisons. The relative importance values are put into the matrix created in the
first step and the reciprocal for each pair is determined and also put into the
matrix. This results in a complete  matrix.

The questionnaire for an AHP session is thus fairly simple, as the extract from
an AHP questionnaire in Figure 5 illustrates. In this figure, the five quality
attributes QA1 to QA5 are compared for architecture candidate AS3. The figure
also illustrates how to complete the questionnaire by circling the desired alterna-
tive for each comparison.

Substep 3. Compute the eigenvector of the  matrix. A simple method is
proposed by [Saaty 1980] [Saaty & Vargas 2001] to do this; the method is known
as averaging over normalised columns, and the procedure is as follows:

i j
9 7 5 3 1 3 5 7 9

Figure 4. The scale for the AHP comparison.

Table 1. Scale for pairwise comparison using AHP [Saaty 1980] [Saaty & Vargas 2001].

Relative 
intensity

Definition Explanation

1 Of equal importance The two variables (i and j) are of equal importance.
3 Slightly more important One variable is slightly more important than the other.
5 Highly more important One variable is highly more important than the other.
7 Very highly more important One variable is very highly more important than the 

other.
9 Extremely more important One variable is extremely more important than the 

other.
2, 4, 6, 8 Intermediate values Used when compromising between the other numbers.
Reciprocal If variable i has one of the above numbers assigned to it when compared with variable 

j, then j has the value 1/number assigned to it when compared with i. More formally if 
nij = x then nji = 1/x.

n n 1–( )× 2⁄

n n×

Please decide which of the quality attributes AS3 is best at, and how much better it is:
QA4 9-+-7-+-5-+-3-+-(1)-+-3-+-5-+-7-+-9 QA5
QA2 9-+-7-+-5-+-3-+-(1)-+-3-+-5-+-7-+-9 QA1
QA4 9-+-7-+-5-+-3-+-(1)-+-3-+-5-+-7-+-9 QA3
QA5 9-+-7-+-5-+-3-+-(1)-+-3-+-5-+-7-+-9 QA2
QA3 9-+-7-+-5-+-3-+-(1)-+-3-+-5-+-7-+-9 QA1
QA3 9-+-7-+-5-+-3-+-(1)-+-3-+-5-+-7-+-9 QA5Figure 5. An Example of an AHP Questionnaire

n n×
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• Calculate the sum of the columns in the matrix, .

• Each element in a column is divided by the sum of the column,
. This results in a new matrix, denoted M, with elements mij.

• The sum of each row in the new matrix is calculated, .

• The sums of the rows are normalised by dividing by the number of variables
(i.e. divide by n), . This results in an estimation of the eigenval-

ues of the matrix, and it is referred to as the priority vector. The vector is
denoted P with elements Pi for i = 1…n.

Substep 4. Assign a relative importance to the variables. The first variable is
assigned the first element in the priority vector. It is said that the first variable
accounts for P1 percent of the importance of the variables. The second variable is
assigned the second element in the priority vector and so on. Let P1 to Pn be the
percentage values for the importance of variables 1 to n.

Substep 5. Because AHP conducts more comparisons than minimally necessary,
it is possible to evaluate the consistency of the ranking. This consistency ratio
captures how consistently the pairwise comparison has been conducted. The
consistency check is particularly important when a large number of pairwise
comparisons are necessary, making it easier to make errors and hence become
inconsistent. 

The consistency ratio is computed in two steps.
• First, a consistency index (CI) is computed as ,

where  is the maximum principal eigen value of the  matrix.
The closer  is to n the smaller the error is in the comparison. 
is calculated by first multiplying the comparison matrix, i.e. matrix N, with
the priority vector. Let the resulting vector be denoted R with elements Ri,

. For the resulting vector, each element in the vector is divided
by the corresponding element in the priority vector, .  is

now computed as the average of the elements in the resulting vector,

. CI can now be calculated.

• The consistency ratio (CR) is determined by dividing the consistency index
(CI) by a random index (RI). The random index has been generated to take
into account randomness and it is used to normalise the consistency index.
Thus, , where RI is determined from Table 2, where the
first row shows the order of the matrix (i.e. the value of n) and the second

nj nij
i 1=

n

∑=

mij nij nj⁄=

mi mij
j 1=

n

∑=

Pi mi n⁄=

CI λmax n–( ) n 1–( )⁄=
λmax n n×

λmax λmax

R N P×=
λi Ri Pi⁄= λmax

λmax λi
i 1=

n

∑
 
 
 
 

n⁄=

CR CI( ) RI( )⁄=
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row shows the corresponding RI value. The smaller CR, the more consistent
is the comparison.

According to [Saaty 1980] [Saaty & Vargas 2001], a consistency ratio of 0.10 or
less is considered acceptable. It is, however, pointed out in the literature that in
practice higher values are often obtained. This indicates that 0.10 may be too
hard, but it indicates an approximate size of the expected consistency ratio.

2.4 Research Results

The contribution of this thesis is that we introduce and study techniques and
methods for supporting the development and evolution of software architectures
with respect to quality attributes. In relation to the research questions in Section
2.1, we make the following contributions:
• A method for evaluating and selecting a software architecture.

This method focuses on selecting and discussing whether a software archi-
tecture fulfils the quality attribute requirements for a software system. If the
quality attributes are not supported to a satisfactory degree by the software
architecture it will be difficult to implement them afterwards [Bass et al.
1998b]. Attempting to add quality post facto is likely to lead to a brittle system
that is unfit for future evolution challenges.

• A taxonomy of variability realisation techniques.
There are different techniques available for implementing support for
changes. These techniques have different qualities, different benefits and lia-
bilities. We present a taxonomy of techniques for implementing support for
variability. Variability is, as described further in Section 3, the ability to sup-
port different sets of behaviour for different situations, e.g. to support prod-
uct branches or to support an evolving software product. The presented
taxonomy of variability realisation techniques is organised around those fac-
tors that should influence the decision of which technique to use for any
given situation.

• A classification of typical changes stemming from evolution.
Knowing how evolution may occur, and what changes that are likely to be
required of a software system enables us to at an early stage instrument the
software architecture with support for these types of evolution. Rather than
“shooting in the dark” and adding support for all possible changes that
might someday be required, knowledge of typical evolution enables us to
focus our efforts and add support only for the more likely types of changes.
Supporting typical changes stemming from evolution may very well be the
factor that determines the success or failure of a software architecture and a
software system.

We also make the following contributions:
• Empirical studies in academic lab-environments and real life industry settings.

The research in this thesis is based on perceived problems in industry. The
research is conducted through empirical evaluations in an academic lab-envi-

Table 2. Matrix order and corresponding RI value [Saaty 1980] [Saaty & Vargas 2001].

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

0.00 0.00 0.58 0.90 1.12 1.24 1.32 1.41 1.45 1.45 1.51 1.48 1.56 1.57 1.59
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ronment as well as in real life industry situations. We also conduct empirical
studies in industry to further understand particular problems and solutions

• Studies on the consensus building aspects of architecture evaluation.
We study how the results from the architecture selection method is used to
hold focused discussions of the benefits and liabilities of the different soft-
ware architecture candidates. Such discussions are useful to learn from each
other, to identify problematic issues that need further investigation and to
ensure a joint understanding of the selected software architecture. The latter
is important to avoid problems stemming from differing interpretations dur-
ing subsequent stages of software development. We also present a method
for identifying which persons have similar opinions. Knowing this enables
us to include during consensus discussions only those that have differing
views. We are thus able to elicit as many views as possible with a minimum
of participants.

• Supporting typical evolution through particular variability realisation techniques
As stated, different variability realisation techniques have different qualities.
Some techniques are thus more suitable than others to use for different
types of typical evolution. We present, for each of the typical evolutions,
which variability realisation techniques that are suitable to use for support-
ing a particular type of evolution.

2.5 List of Publications
This thesis is based on a number of refereed research articles authored or co-
authored by the author of this thesis. The co-authors have in general contributed
with input during discussions and acted as sounding boards. Where more specific
contributions have been made, this is stated below. The publications are listed in
an order that is similar to where in the chapters they are used.

 Paper I A Quality-Driven Decision-Support Method for Identifying Software 
Architecture Candidates
Mikael Svahnberg, Claes Wohlin, Lars Lundberg and Michael Mattsson
Accepted for publication in the International Journal of Software Engineering and
Knowledge Engineering, 2003.

This paper is the basis for Chapter 3 in this thesis, and introduces an archi-
tecture evaluation and selection method that is based on quantified data.
The paper is an extended version of Paper IX, including general improve-
ments and clarifications and a new example using real data from another
study (presented in Paper V). As in Paper IX, Lars Lundberg specifically
contributed section 2.2.3, section 2.2.4, section 2.4 and section 2.5 of this
paper (corresponding to Section 3.2.3, Section 3.2.4, Section 3.4 and Section
3.5 in Chapter 3). In these sections, it is explained why and how two tables
can be combined into a single view, how to use this combined table to sug-
gest a software architecture candidate and how to determine the uncertainty
in this suggestion.
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 Paper II Consensus Building when Comparing Software Architectures
Mikael Svahnberg and Claes Wohlin
Proceedings of the 4th International Conference on Product Focused Software Process Improve-
ment (PROFES 2002), Lecture Notes in Computer Science (LNCS 2559),
Springer Verlag, Berlin Germany, 2002.

This paper is the basis for Chapter 4. This paper focuses on the consensus
building aspects of the architecture evaluation and selection method pro-
posed in the previous paper.

 Paper III An Investigation of a Method for Evaluating Software Architectures with 
Respect to Quality Attributes
Mikael Svahnberg and Claes Wohlin
Submitted to Empirical Software Engineering - An International Journal, 2003.

This paper is the basis for Chapter 5, and is a study of whether it is possible
to discern between different software architectures based on quality
attributes.

 Paper IV A Comparative Study of Quantitative and Qualitative Views of Software 
Architectures
Mikael Svahnberg and Claes Wohlin
Proceedings of the 7th International Conference on Empirical Assessment in Software Engi-
neering (EASE 2003), 2003.

This paper is the basis for Chapter 6, comparing the results from Paper III
with the views represented in literature. This paper serves as an analysis and
a confirmation of the results and the method from Paper III.

 Paper V An Industrial Study on Building Consensus around Software Architec-
tures and Quality Attributes
Mikael Svahnberg
Submitted to the journal of Information and Software Technology, 2003.

This paper is the basis for Chapter 7. This paper presents an industry appli-
cation of the architecture evaluation and selection method, focusing on the
consensus building aspects.

 Paper VI A Study on Agreement Between Participants in an Architecture Assess-
ment
Mikael Svahnberg
Accepted for the International Symposium on Empirical Software Engineering (ISESE),
2003.

This paper is the basis for Chapter 8. The paper is a study of whether the
roles of participants in an architecture evaluation have any influence on how
the participants answer. A possible use of this is as a decision support of
whom to include when composing an architecture evaluation team. This
study is conducted based on data from Paper V.
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 Paper VII A Taxonomy of Variability Realization Techniques
Mikael Svahnberg, Jilles van Gurp and Jan Bosch
Submitted to the journal ACM Computing Surveys, 2003.

This paper is the basis for Chapter 11. The paper presents characteristica for
determining how to implement and support variability, a taxonomy of vari-
ability realisation techniques and a number of case studies where the vari-
ability realisation techniques have been observed. This paper is written in
close cooperation with Jilles van Gurp. Jilles and myself contribute equally
much to the paper.

 Paper VIII Evolution in Software Product Lines: Two Cases
Mikael Svahnberg and Jan Bosch
Journal of Software Maintenance - Research and Practice 11(6):391-422, 1999.

This paper is the basis for Chapter 12 and Chapter 13. The paper presents
the evolution of two software product lines and evolution patterns found in
these two cases. Paper X, that presents one of the two cases, is included as a
part (comprising approximately 40%) of this paper.

2.5.1 Other Publications
Related but not included in this thesis are:

 Paper IX A Method for Understanding Quality Attributes in Software Architecture 
Structures
Mikael Svahnberg, Claes Wohlin, Lars Lundberg and Michael Mattsson
Proceedings of the 14th International Conference on Software Engineering and Knowledge
Engineering (SEKE 2002), ACM Press, New York NY, pp. 819-826, 2002.

This paper is part of Paper I and introduces an architecture evaluation and
selection method that is based on quantified data.

 Paper X Characterizing Evolution in Product Line Architectures
Mikael Svahnberg and Jan Bosch
Proceedings of the 3rd annual IASTED International Conference on Software Engineering
and Applications, IASTED/Acta Press, Anaheim, CA, pp. 92-97, 1999.

This paper is a part of Paper VIII, presenting one of the two case studies.

 Paper XI Issues Concerning Variability in Software Product Lines
Mikael Svahnberg and Jan Bosch
Proceedings of the Third International Workshop on Software Architectures for Product Fami-
lies, Lecture Notes in Computer Science (LNCS 1951), Springer Verlag, Berlin
Germany, 2000.

This paper presents some early studies of variability, and the abstract means
that are available for achieving variability. Paper VII presents a more detailed
and comprehensive view on the matter.
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 Paper XII On the Notion of Variability in Software Product Lines
Jilles van Gurp, Jan Bosch and Mikael Svahnberg
Proceedings of the Working IEEE/IFIP Conference on Software Architecture (WICSA
2001), pp. 45-55, 2001.

This paper is related to Paper VII, taking a top-down approach to identify-
ing variability, whereas Paper VII presents a bottom-up approach to support
the implementation and management of variability.

 Paper XIII Conditions and Restrictions for Product Line Generation Migration
Mikael Svahnberg and Michael Mattsson
Proceedings of the 4th International Workshop on Product Family Engineering, F. v.d. Lin-
den (ed), Lecture Notes in Computer Science (LNCS 2290), Springer Verlag,
Berlin Germany, 2002.

This paper is a study of an evolving software product line and the challenges
that the company faces when migrating the system to a new generation of
the software product line. This paper is written in close cooperation with
Michael Mattsson. Both authors have contributed equally to the paper.

2.6 Summary of Research Approach
In this section we describe the research approach used in this thesis. We present
two underlying research questions that are mapped to the two parts of this thesis.
The answers to these research questions are reached using two different research
methods, one for each part of this thesis. We introduce a research instrument, i.e.
AHP, that is used as a part of the architecture evaluation and selection method
presented in Part I of this thesis. Moreover, we present a summary of the
research results that relate to the posed research questions. We also present a list
of publications that are used as a foundation for this thesis.

3 Concepts and Related Work

We base the research in this thesis on a number of concepts. These concepts are
organised around the three main concepts software architectures (Section 3.1), archi-
tecture evaluation (Section 3.2) and variability (Section 3.3).

Software architectures are an integral part of this entire thesis. Within software
architectures we introduce the concepts quality attributes (Section 3.1.1), software
evolution (Section 3.1.2), architecture erosion (Section 3.1.3) and software reuse (Section
3.1.4).

For Part I of this thesis, architecture evaluations and software engineering decision
support (Section 3.2.1) play an important role, as we are introducing an architec-
ture evaluation and selection method that acts as input to architecture design
decisions.

Variability, and variability as a support for evolution, is a key concept for Part
II of this thesis. Variability is of special importance in software product lines (Section
3.3.1) and for software components and frameworks (Section 3.3.3). In addition, a con-
cept that is helpful for modelling and discussing variability is features (Section
3.3.2).

These concepts are related as follows. To support software architecture evolu-
tion and to avoid architecture erosion it is necessary to support quality attributes.
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If this is not done, the software needs to be modified at an early stage to meet the
requirements on quality attributes. Since support for quality attributes is in gen-
eral not localised to a single place in the software but is governed by the software
architecture and permeates the entire software system, there is a large risk that
such a modification leads to erosion.

One way to ensure at an early stage that a software architecture supports the
desired blend of quality attributes is through architecture evaluations that act as a
decision support when designing a software system.

To be able to cope with changes throughout a system’s lifecycle it is also nec-
essary to produce a flexible architecture that is able to adapt to changing require-
ments. This is done by instrumenting the software system with variability
realisation techniques where flexibility is needed. One way to identify where vari-
ability is needed and what software artefacts it affects is through the concept of
features. Features also map to software components and frameworks, which rep-
resent two ways to implement the software artefacts that build a system. These
software artefacts can then be manipulated using variability realisation tech-
niques, thus supporting the flexibility required to evolve gracefully.

As a software system evolves, it is not uncommon to introduce product
branches, i.e. develop in a software product line. This, together with careful soft-
ware reuse and flexibility (i.e. variability), ensures that a software system is able to
evolve not only in one direction and for one specific market, but is able to simul-
taneously evolve into other markets as well.

Below, we go through each of the aforementioned concepts in further detail,
together with related work.

3.1 Software Architectures

As the sizes of software systems grow larger, it becomes increasingly important
to plan and structure the software systems. This was identified as early as the late
1960’s and early 1970’s (e.g. [McIlroy 1969][Parnas 1972]). However, it was not
until the 1990’s that the trend really started e.g. with Shaw & Garlan’s book on
software architectures [Shaw & Garlan 1996]. In this work, it is stated that the
design of software systems has gone beyond the specification of which algo-
rithms to use, and that the overall system structure is becoming increasingly
more important. This structure involves the issues of organising the system and
the parts of the system, control structures, communication protocols, physical
distribution and selection among design alternatives. Together, these issues com-
prise architecture design.

Many texts on software architectures tend to focus on the process of creating
an architecture and do not discuss the definition of what a software architecture
actually is. [Perry & Wolf 1992] presents software architectures as being a triplet
of elements, form and rationale. Elements are the entities in the software system, the
form consists of rules of how the elements may be related and the rationale
motivates the choice of elements and form. Other authors (e.g. [Shaw & Garlan
1996][Bass et al. 1998b]) define a software architecture as only consisting of com-
ponents and connectors (i.e. the two first parts of the triplet proposed by [Perry &
Wolf 1992]).

In this thesis we assume the definition of [Bass et al. 1998b], i.e. that a soft-
ware architecture consists of components, connectors and additional constraints:
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The software architecture of a program or computing system is the structure or structures of
the system, which comprise software components, the externally visible properties of those
components, and the relationships among them. [Bass et al. 1998b]

The components and connectors of a software architecture can, and we argue
should, be described using different views, so that a full picture of relevant
aspects can be obtained. For example, the 4+1 view model [Kruchten 1995] lists
the following five views:
• The Logical view, which roughly translates to a description of the compo-

nents and connectors.
• The Process view describes concurrency and synchronisation aspects.
• The Physical view describes the mapping between software and hardware.
• The Development view describes the static organisation of the system, i.e. the

implementation artefacts.
• Scenarios describe how to use the software system and are used to drive the

architecture creation process.

Software Architecture Design. Software architecture design is an activity per-
formed early during a product’s development. The purpose is to ensure that the
overall structure of the software system is planned before design on a lower level
commences. The software architecture gives an overview of the system that is
useful when:
• Planning where and how to design and implement functional requirements.
• Planning the development, e.g. time estimations and resource allocation.
• Assessing and controlling to what extent quality attributes can be achieved.
This, and more, is typically part of modern software architecture design methods
(e.g. [Bosch 2000][Hofmeister et al. 2000]).

QASAR [Bosch 2000] emphasise the quality attribute aspects of software
architecture design. This design method consists of an iterative cycle where the
software architecture is evaluated against the requirements on quality attributes
and then transformed to a new architecture with the same functionality but with
different quality properties. This new architecture is then evaluated and trans-
formed until all quality attribute requirements are met to a satisfactory degree.

[Hofmeister et al. 2000] uses a different approach, based on the 4+1 views
[Kruchten 1995]. In this method, organisational, technological and product fac-
tors are used as input for creating the four views conceptual, module, code and execu-
tion view. A recurring activity is global analysis, during which factors are identified
that have an architectural impact, and in particular those factors that impact the
view currently under consideration.

As [Shaw & Garlan 1996] presents, there are different patterns, or architectural
styles, that can be used to facilitate the software architecture design. These are
solutions to various problems that have been used earlier, and have been proven
to be generalisable to a larger set of systems. A large selection of architecture pat-
terns can be found in [Buschmann et al. 1996]. Design Patterns [Gamma et al.
1995] may also be usable even if these are generally on a lower level, i.e. classes
and lines of code rather than components and frameworks.

3.1.1 Quality Attributes

To a large extent, the software architecture determines the quality attributes of a
software system. Quality attributes are aspects of the software system not directly
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concerned with the functionality (even if the ability to support the required func-
tionality is considered a quality attribute in e.g. [ISO 9126]). As stated in [Bass et
al. 1998b], the success of a software system is often governed by its ability to
meet expectations of different quality attributes.

There exist many classifications of quality attributes. In [McCall 1994] a large
number of different classifications are listed. In addition, the following classifica-
tion is presented:
• Correctness. The extent to which a program fulfills its specifications.
• Reliability. The extent to which a program can be expected to fulfil its

intended function.
• Efficiency. The amount of computing resources required by a program to

execute a function.
• Integrity. The extent to which unauthorised access can be controlled.
• Usability. The effort required to learn, operate, prepare input and interpret

output of a program.
• Maintainability. The effort required to locate and correct an error.
• Testability. The effort required to ensure that a program fulfills its intended

functions.
• Flexibility. The effort required to modify a program.
• Portability. The effort required to transfer a program between different

hardware platforms and/or software system environments.
• Reusability. The extent to which a program can be used in other applica-

tions.
• Interoperability. The effort needed to connect one system with another.
McCall refers to the elements of this classification as quality factors. These should
be seen as top-level nodes of a tree, as illustrated in Figure 6. In this figure we see
a tree-structure consisting of three levels. The root node is a quality factor, e.g.
from the list above. Under this a set of quality criteria are listed. These are the
attributes that a software system exhibits with respect to the quality factor, for
example traceability, consistency, execution efficiency, modularity etc. The leaf
nodes consist of metrics that enables us to measure each of the quality criteria of
the middle level.

Another and later classification of quality attributes is the ISO standard [ISO
9126] that classifies quality attributes in six main categories:
• Functionality includes the attributes suitability, accuracy, interoperability,

security and functionality compliance.

Figure 6. Software Quality Framework [McCall 1994]
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• Reliability includes the attributes maturity, fault tolerance, recoverability
and reliability compliance.

• Usability includes the attributes understandability, learnability, operability,
attractiveness and usability compliance.

• Efficiency includes the attributes time behaviour, resource utilisation and
efficiency compliance.

• Maintainability includes the attributes analysability, changeability, stability,
testability and maintainability compliance.

• Portability includes the attributes adaptability, installability, co-existence,
replaceability and portability compliance.

A slightly different approach is taken by [Bass et al. 1998b] that divides quality
attributes into those observable during runtime and those not observable during runtime.

Quality attributes observable during runtime include those aspects that are
more concerned with how tasks are performed rather than what tasks are per-
formed. This involves e.g. a system’s ability to respond within given time parame-
ters, its ability to withstand different forms of malicious attacks, its ability to
remain responsive for longer periods of time, the ability to perform the work for
which the system was intended and the ease by which the system can be used.

Quality attributes not observable during runtime chiefly involve how the sys-
tem is structured. This involves e.g. the ease by which the system can be modi-
fied, the ability to run under different computing environments, the ability to
reuse parts of the system or the system’s structure, and the ability to individually
test parts of the system.

Another approach is taken by [Chung et al. 2000], where a very long list of
quality attributes is presented to show the futility of making a general classifica-
tion of quality attributes. Instead, [Chung et al. 2000] argues, it should be decided
on a system-to-system basis which quality attributes are relevant. We agree, and
suggest that the categorisations are used more as a starting point, a guide of what
to look for when eliciting the requirements on quality attributes for a specific
software system.

Implied in many classifications is that those quality attributes that concern the
runtime aspects of a software system cannot be evaluated unless there is a run-
ning system on which to measure them. We argue that this is not entirely true. We
agree that there are some quality attributes that cannot be evaluated in a software
architecture. We also agree that no runtime quality attributes can be measured in
absolute numbers by examining the software architecture. [Bengtsson 2002]
explains why:

a brilliant team of software engineers may still be able to do a good job with a poor soft-
ware architecture. On the other hand, a perfect software architecture may lead to unaccept-
able results in the hands of inexperienced software engineers that fail to understand the
rationale behind the software architecture. [Bengtsson 2002]

However, this does not mean that we are unable to evaluate this type of quality
attributes. We can just not do it by measuring some simple aspects of the soft-
ware architecture. What we can do is to assess the inherent potential of the soft-
ware architecture to satisfy a particular quality attribute to a certain degree.

Of particular interest for this thesis are those quality attributes that enable a
software architecture to withstand the test of time and adapt to a changing envi-
ronment. However, a successful and durable software architecture is not created
by achieving a particular quality attribute. Instead, it is the ability to strike the cor-
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rect balance between different quality attributes that determines the long term
success of a software architecture.

3.1.2 Software Evolution
The long term success of a software architecture is determined by its ability to
survive as the software system evolves. As [Parnas 1994] states, the domain of a
software system is rarely stable, thus imposing new and changed requirements on
the software system. From a maintainability perspective [Swanson 1976] outlines
three types of changes that occur during maintainability: corrective, adaptive and
perfective changes (i.e. fixing errors, adapt to changes in the domain and increase
the functionality of the system, respectively). In response to the changing
requirements and the maintenance work performed on a software system new
releases of the system are made available, and through these the software system
evolves.

The evolution process can thus be illustrated as in Figure 7. In this figure we
see how a software system is released to a market. The market responds by pro-
viding new and changed requirements that are incorporated during subsequent
release cycles. Not shown in this figure is that the market also receives other
products and inputs which create a domain drift, visible in the new and changed
requirements.

Perhaps the most prominent work on software evolution is of course [Lehman
1980] and the laws of evolution. The laws are:
• Continuing Change. As a response to a changing environment [Parnas

1994], a software system must either change or become progressively less
useful. This change continues until it is deemed more cost-efficient to
replace the system altogether.

• Increasing Complexity. As changes are made the structure of a software
system continually deteriorates, and hence the complexity increase. Many
factors can be ascribed for this, e.g. that changes are implemented in a care-
less manner [Parnas 1994]. This is related to architecture erosion, which is
described further in Section 3.1.3.

• The Fundamental Law. We interpret this law to mean that large software
systems possess statistically determinable trends and invariances in the
development process that enables us to further understand the software cre-
ation and maintenance process so that realistic work targets can be planned.

Figure 7. Evolution Process
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• Conservation of Organisation Stability. When maintaining an evolving
software system, the activity rate per time unit is statistically invariant.

• Conservation of Familiarity. The growth of a program per release remains
statistically invariant over a number of releases.

The two laws concerning continuing change and increasing complexity are of
particular interest for this thesis. Since change is, according to the first law, inevi-
table it seems like a viable strategy to seek methods for predicting the changes
that are likely to occur. We study this in Part II of this thesis. That changes imply
increasing complexity, as the second law states, can be ascribed to a number of
causes, as described in Section 3.1.3. However, [Lehman 1980] also states that
proper maintenance work can avoid or at least postpone the decay. A comple-
mentary approach, we argue, is to establish a software architecture that is flexible
in the right places so that what maintenance work that can be predicted is facili-
tated. Ergo, we suggest a reduction of the changes required to adapt the software
system to its changing environment.

Another approach to evolution is represented by some agile software develop-
ment methods such as extreme programming [Beck 2000]. These methods advo-
cate that one should only develop for current requirements as it is impossible to
predict what may be required of a software system three years or more from now
[Beck & Fowler 2001].

[Mattsson & Bosch 1998] presents another approach to categorising evolu-
tion. This publication describes how frameworks evolve and the types of changes
that a framework can become subject to. It is stated that a framework can
undergo (a) internal reorganisation, (b) change in functionality, (c) extension of
functionality, and (d) reduction of functionality. These categories of change are
also found and confirmed in our studies.

3.1.3 Architecture Erosion
Many studies suggest that as software systems evolve, their architectures decay
(see e.g. [Lehman 1980][Perry & Wolf 1992][Parnas 1994][Jaktman et al.
1999][van Gurp & Bosch 2002][Johansson & Höst 2002]). What this means is
that as changes are made to a software system, the original crispness of the archi-
tecture is lost, and the software becomes increasingly entangled in itself. The
effort required to understand how to implement a change becomes an increas-
ingly large part of the maintenance effort as the complexity of the software sys-
tem increases. Erosion is caused by a number of problems, e.g. those presented in
[van Gurp & Bosch 2002]:
• Traceability of Design Decisions. The notations used are often inade-

quate, which makes it hard to reconstruct design decisions.
• Increasing Maintenance Costs. The complexity of the system grows,

which makes it more time and effort consuming to perform maintenance
according to the (possibly no longer remembered) design principles.

• Accumulation of Design Decisions. New design decisions are made for
practically every release, which interact with previous design decisions,
which makes it a quagmire to understand exactly what the current situation
is.

• Iterative Methods. There is a conflict between designing for all future
changes and the iterative development model where new, possibly unfore-
seen, features are added during each development cycle.
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As a software system erodes, it exhibits a number of characteristica, or symptoms
of the erosion. For example, [Jaktman et al. 1999] lists erosion characteristica as:
• Complexity of architecture has increased from a previous release.
• The impact of a software modification results in an unpredictable behaviour

(i.e. ripple effects)
• The architecture is not documented or its structure is not explicitly known.
• The relationship between architecture representation and code is not clear.
• There is a continual increase in the defect rate which is disproportionate to

the amount or type of maintenance work performed.
• More resources are required to understand, code and test a modification.
• Previous experience with the software becomes crucial to effectively imple-

ment a change.
• Certain software changes are avoided as they are deemed too risky or costly

to implement.
• Design principles are violated when implementing product variants.
• The system becomes brittle and resistant to change.
Many of these characteristica of architecture erosion and drift can be ascribed to
the same causes, which are related to the definitions by [Perry & Wolf 1992]. In
this study a distinction is made between architecture erosion and architecture
drift. Whereas architecture erosion is described as violations to the architecture,
architecture drift is described as “insensitivity about the architecture” which leads
to a creeping loss of focus and clarity in the architecture. This in turn makes it
even easier to violate the architecture, as the description is now already lacking in
clarity of vision.

The characteristic that is the root of all of this is that the documentation of the
software architecture is not kept up-to-date with the software system. This natu-
rally leads to an architecture drift, as there is no architecture to relate the changes
to. Architecture drift in turn leads to architecture erosion, and the bottom line is
that only a selected few that have worked with the system for a long time are
aware of the accumulated quirks of the architecture. The original idea and the
original knowledge of the strengths and weaknesses of the architecture are lost,
which makes it impossible to make any decisions about the software architecture
with any degree of certainty. As a consequence, architecture changes are made in
a seemingly ad-hoc manner.

To avoid this, a number of actions can be taken. First, an architecture vision
should be maintained and kept up to date (see e.g. [Parnas 1994]). This architec-
ture vision need not actually be implemented, but can rather act as a blueprint for
the software architecture used in the software system. This ensures stability of
the architecture vision, as it need not reflect every change made to the software
system during evolution, whereas the software system should be related to the
architecture vision every time a new release is planned and designed. Hence, the
architecture vision will slowly permeate into the system, thus fortifying the
implemented software architecture and working against architecture erosion.

Second, the architecture vision and the implemented software architecture
should be regularly reevaluated, to ensure that the architecture vision always
reflects the current needs of the software system and that the implemented archi-
tecture does not deviate too much from the vision. If this is detected early, an
effort can be made to bring the architecture vision and the implemented architec-
ture closer together.
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Third, the quality attributes of the software architecture should be determined
at an early stage. Instead of attempting to satisfy the quality attribute require-
ments during the implementation phase, it should be ensured that the architec-
ture has enough potential even before the implementation phase. Otherwise, the
implemented software system will become brittle and more complex from the
start, and hence less prone to survive evolution gracefully.

3.1.4 Software Reuse
Reuse has been a long standing goal in software development, ever since [McIl-
roy 1969] held his famous speech to the NATO conference on software engi-
neering in Garmisch, where the term software components (see Section 3.3.3) was
first introduced. The software components McIlroy envisioned were similar to
hardware components, in that they could be used and reused in new software
systems as need arose.

Later, [Parnas 1976] presents the notion of program families, and, implicitly,
presents how software modules are reused between products. He also presents
how some decisions in these software modules are delayed, thus implicitly intro-
ducing the notion of variation points as well.

In modern time, [Roberts & Johnson 1996] presents how to design software
frameworks, where the main idea is to reuse the framework and much of the
comprising code between applications. They too discuss so called “hot spots” in
the framework, where application specific code is to be inserted, i.e. what we call
variation points today.

[Jacobson et al. 1997] addresses many issues regarding reuse, but in particular
discusses application family engineering, component system engineering and
application system engineering. This book covers requirements elicitation from
use-cases [Rumbaugh et al. 1999], robustness analysis, design and implementa-
tion, and also testing of an application family. However, the evolution of an archi-
tecture and components is addressed only marginally. Reuse is assumed to be
out-of-box, and the particular problems that arise when other products depend
on the evolution of a common asset are not covered.

Reuse occurs over two dimensions, i.e. between products and between releases
of products. In this thesis we focus mainly on the second dimension, i.e. reuse
between releases. However, we argue that the mechanisms used to support this
type of reuse are similar to those used for reuse between products.

3.2 Architecture Evaluation
Two types of architecture evaluations can be identified [Lindvall et al. 2003],
namely early architecture evaluation and late architecture evaluation. Early architecture
evaluation is concerned with deciding at an early stage during the software devel-
opment process what qualities a software architecture has a potential for exhibit-
ing. Late architecture evaluation is conducted during later stages of the software
development process when there is a software system or at least a detailed design
available on which more concrete metrics can be collected. [Lindvall et al. 2003]
is an example of this.

The benefits and intentions of early vs. late architecture evaluation differ. Early
architecture evaluation is done to increase the understanding of the software
architecture, verify that all requirements are accounted for, get an early indication
24 Introduction



that quality attribute requirements will be met and an early indication of prob-
lems in the architecture [Lindvall et al. 2003]. Late architecture evaluation, e.g. of
the architecture of a previous version of a system, enables a further understand-
ing of the actual rather than the preconceived characteristica of a software system
and application domain. This is useful e.g. when adapting a software architecture
for a coming release.

Another distinction one can make is between the techniques used by different
architecture assessment methods. [Bengtsson 2002] distinguishes between sce-
narios, simulation, mathematical models and experiences and logical reasoning as
the main techniques used. We go through these different techniques and give
examples of representative methods below.

Scenarios. This is possibly the most commonly used evaluation technique. It
consists of defining scenarios, i.e. short descriptions of a particular usage situa-
tion, that capture the essence of each quality requirement, and then the architec-
ture is evaluated against the scenarios.

Although many methods spend much attention on scenarios, it is our opinion
that the scenarios are a starting point, i.e. a way to structure what to look for and
then use other techniques (e.g. logical reasoning) to perform the actual evalua-
tion.

Examples of evaluation methods focused on early evaluation and using sce-
narios are the Software Architecture Analysis Method (SAAM) [Bass et al. 1998b]
which is solely based on the use of scenarios, its successor the Architecture
Tradeoff Analysis Method (ATAM) [Clements et al. 2002] which is more flexible
in the possible evaluation techniques, and various methods focusing on specific
quality attributes such as modifiability [Bengtsson 2002]. Part of the evaluation in
ATAM may be done by using Attribute Based Architectural Styles (ABAS),
which is basically a description of a particular architecture style aimed at a partic-
ular quality attribute. Hence, an ABAS includes a certain architecture style and a
specific method for evaluating architectures based on this style with respect to a
certain quality attribute.

SAAM involves the stakeholders of a software architecture, and the purpose
of the evaluation is to ensure that all stakeholders’ interests are accounted for in
the architecture. SAAM consists of six steps [Bass et al. 1998b]:
1. Develop scenarios. Capture all important usages and activities of the sys-

tem as scenarios.
2. Describe the candidate architecture in a notation that is well understood

by all parties involved in the analysis.
3. Classify scenarios into direct and indirect. A direct scenario is a scenario that

is directly and without modification supported by the architecture, whereas
an indirect scenario requires modification to the architecture before it is sup-
ported.

4. Perform scenario evaluations. List the changes required to support each
of the indirect scenarios and estimate the costs.

5. Reveal scenario interaction. Identify those indirect scenarios that require
changes in the same component in the system. Interacting scenarios is an
indication that a component may perform more tasks than it should be
doing, i.e. the architecture exhibits a bad separation of concerns.
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6. Overall evaluation. Assign weights to all scenarios, so that an architecture
candidate can be compared to other software architecture candidates. The
assignment of weights is, in SAAM, done subjectively.

ATAM, on the other hand, consists of nine steps, and is more focused on assess-
ing the consequences of architecture decisions with respect to quality attribute
requirements. ATAM does not emphasise a single quality attribute. Instead, it
focuses on identifying the necessary trade-offs between quality attributes. The
steps of ATAM are [Clements et al. 2002]:
1. Present the ATAM to the stakeholders.
2. Present business drivers so that all stakeholders and the assessment team

understand the context for the system and the primary business drivers
motivating its development.

3. Present the architecture. The lead architect presents the architecture at an
appropriate level of detail, so that it is understood by all participants.

4. Identify architectural approaches. The architect is asked to go through
the architecture and present architectural approaches, e.g. architectural
styles, used in its creation.

5. Generate a quality attribute utility tree. Generate a three-level hierarchy
of quality attributes. At the top level are the quality factors, at the second
level the quality criteria are listed and at the last level measurable require-
ments, in the form of scenarios, are listed. This is similar to the software
quality framework presented by [McCall 1994], with the addition that the
leaf nodes are also assigned priorities.

6. Analyse the architectural approaches. Using the quality attribute utility
tree, the architecture is probed to ascertain that the software architecture
satisfies the quality attribute requirements. This is done by identifying which
architectural approaches that are relevant to each of the highly prioritized
utility tree scenarios.

7. Brainstorm and prioritize scenarios. This step and the next are a flirt
back to the SAAM method, in that they allow for an assessment of the archi-
tecture with respect to the more general stakeholders’ requirements. I.e.,
these two steps analyse the architecture from other perspectives than from a
quality attribute perspective.

8. Analyse architectural approaches with respect to the scenarios elicited in
the previous step.

9. Present results.
Another method that uses scenarios is Global Analysis [Hofmeister et al. 2000].
In Global Analysis, scenarios are used to drive the design of the software archi-
tecture forward through different perspectives. Global Analysis is primarily
aimed towards the creation of a software architecture rather than evaluation of
software architectures, but this is done through continuously evaluating what has
been done before.

Global analysis has two main tasks: analyse factors and develop strategies. Analysing
factors consists of identifying those organisational, technological and product
factors that have a significant global influence, those that could change during
development, those that are difficult to satisfy and those with which the com-
pany has little experience. For each factor the flexibility is characterised so that it
can be decided what is negotiable with the factor. Lastly, the impact of the factors
on the architecture is analysed.
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The second task of Global Analysis is to develop strategies for how to imple-
ment the identified factors in the software architecture. This is done through
identifying design issues and which factors that influence each issue. After this,
solutions and strategies are identified for each of the design issues, and related
strategies are identified.

Experiences and Logical Reasoning. In this technique the architecture is
analysed based on the experiences of (senior) software designers. In its most
basic form the analysis consists of identifying weak areas based on previous
experience and then use logical reasoning to see whether the architecture at hand
satisfies the stated quality attributes.

As argued above, many methods use this technique after having pinpointed
what to look for, e.g. with the help of scenarios. Thus, these methods provide a
more structured approach to identifying where to look for flaws.

A special case of this technique is the use of “comparative evaluation”. In this
type of evaluation the architecture is compared with other, possibly previously
used architectures. An example of this is [Morisio et al. 2002], where software
artefacts are compared against predefined ideal artefacts.

Simulation. In a simulation the software architecture or parts of the software
architecture is implemented and then executed according to a set of scenarios
with the purpose of collecting measurements of how the architecture behaves.
The architecture can either be implemented in a flow-based simulation tool or by
partially implementing the software system.

Simulations of software architectures usually start with describing the architec-
ture in an architecture description language (ADL). There exist a veritable pleth-
ora of ADL’s. For example, [Medvidovic & Taylor 2000] lists and evaluates
twelve ADL’s: Aesop, ArTek, C2, Darwin, LILEANNA, MetaH, Rapide, SADL,
UniCon, Weaves, Wright and ACME. One of the earlier examples of an ADL is
Rapide [Luckham et al. 1995], that can also be used to simulate an architecture.
In Rapide, this is done by implementing the main components of the architecture
and simulating the rest. A more recent example of a study using an ADL to sim-
ulate a software architecture and its quality attributes is presented in [Gannod &
Lutz 2000]. In this study, a product line architecture is evaluated both using
SAAM [Bass et al. 1998b] and by describing and simulating the architecture using
the ACME [Garlan et al. 1997] ADL.

Mathematical Models. This technique is often used for specific quality
attributes where it is possible to specify either mathematical models or metrics to
evaluate quality attributes, in particular operation related quality attributes. The
idea is to based on the software architecture calculate in absolute numbers the
support a software architecture provides for a particular quality attribute.

Apart from domain-specific examples of mathematical models (e.g. for high-
performance computing, reliability or real-time systems), the work done at the
Software Engineering Institute (SEI) holds a prominent place among mathemat-
ical models. Under their architecture tradeoff analysis initiative SEI has devel-
oped the Attribute-Based Architectural Styles (ABAS) [Clements et al.
2002][Klein & Kazman 1999]. ABAS lists architectural styles together with evalu-
ation methods that in some cases consist of a mathematical model for calculating
the support for a particular quality attribute.
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Other Methods and Techniques. Not mentioned above are methods such as
inspections [Gilb et al. 1993], reviews and techniques such as questionnaires and
checklists. These methods can be seen as more or less structured approaches to
conducting evaluations based on experiences and logical reasoning, as discussed
above.

3.2.1 Software Engineering Decision Support
Architecture evaluation is one aspect among many in ensuring that a produced
software system becomes successful. The results from an architecture evaluation
form a basis for making a decision on whether to continue with the developed
software architecture or not. Such decisions are frequent in all phases and aspects
of a software product’s development, for example requirements elicitation and
selection, architecture and design creation and evaluation, maintenance planning,
project planning and control, and verification and validation. In all of these
phases several tools and methods are available that facilitate the decision process.
In recent years, the term software engineering decision support has emerged as a collec-
tive name for such tools and methods.

Software engineering decision support is a complement to reusing experiences
in a development organisation. The focus of methods for decision support is to
structure experiences to form a clearer picture so that a well-informed decision
can be taken. The rationale for decision support is thus [Ruhe 2003]:
• Decision problems are often poorly understood and/or described.
• Decisions are done at the last moment and/or under time pressure.
• Decisions are not relying on empirically evaluated models, best knowledge

and experience and a sound methodology.
• Decisions are made without considering the perspectives of all the involved

stakeholders.
• Decisions are not explained or made transparent to those involved.
Two types of decision support systems can be discerned: those that gather and
structures qualitative data and those that produce quantitative data. Examples of
methods in the first category are (examples from [Anderson et al. 2000]) expert
judgement, scenario writing, intuitive approaches and the Delphi technique. The
latter category, i.e. quantitative decision support methods, includes methods such
as (examples from [Anderson et al. 2000]) linear programming, network models,
simulation, decision trees, goal programming, the analytic hierarchy process and
Markov processes.

In addition to this type of general methods, there are also methods focused on
specific problem domains [Ruhe 2003], e.g. requirements management, architec-
ture evaluation, support for conducting inspections, verification and validation
and project planning.

The Delphi technique (see e.g. [Linstone et al. 1975]) is an example of a quali-
tative method for reaching a consensus. The idea of the technique is to structure
the information flow. This is done through the following steps:
1. A panel of experts in the area to investigate is selected.
2. A questionnaire is distributed.
3. Answers are gathered and analysed.
4. All answers are redistributed to the panel, along with a questionnaire for the

next iteration.
5. Iterate steps three to five as long as desired or until the results are stable.
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As can be seen, these steps are quite general and can be applied to almost any
problem and context. In particular, Delphi is associated with forecasting. More-
over, although maybe not always stated, these steps are the foundation of many
models and methods in software engineering, e.g. WinWin requirements elicita-
tion [Boehm et al. 1998], Inspections [Gilb et al. 1993] and the spiral model of
software development [Boehm 1988].

The analytic hierarchy process [Saaty 1980][Saaty & Vargas 2001] is a method
for quantifying subjective judgements. We describe this method in further detail
in Section 2.3. The analytic hierarchy process has previously been successfully
used in different areas of software engineering (e.g. [Karlsson & Ryan
1997][Karlsson et al. 1998][Shepperd et al. 1999][Ruhe et al. 2002]).

Finally, two things should be stressed about using decision support methods:
• Quantitative methods should always be complemented with a qualitative

assessment.
• The reason for this is partly that, as [Boehm et al. 1998] states, the most

important outcome is not the evaluation per se but that all involved stake-
holders get a shared vision and enough trust in the decision to be able to
work effectively.

3.3 Variability in Software Product Lines
Over the last decades, the software systems that we use and build require and
exhibit increasing variability, i.e. the ability of a software artefact to vary its
behaviour at some point in its lifecycle. We can identify two underlying forces
that drive this development. First, we see that variability in systems is moved
from mechanics and hardware to the software. Second, because of the cost of
reversing design decisions once these are taken, software engineers typically try
to delay such decisions to the latest phase in the lifecycle that is economically
defendable (see e.g. [Van de Hamer et al. 1998]). An example of the first trend is
car engine controllers. Most car manufacturers now offer engines with different
characteristica for a particular car model. A new development is that frequently
these engines are the same from a mechanical perspective and differ only in the
software of the car engine controller. Thus, earlier the variation between different
engine models was first incorporated through the mechanics and hardware.
However, due to economies of scale that exist for these artefacts, car developers
have moved the variation to the software.

The second trend, i.e. delayed design decisions, can be illustrated through soft-
ware product families [Weiss & Lai 1999][Jazayeri et al. 2000][Clements &
Northrop 2002] (software product families and software product lines are pre-
sented further in Section 3.3.1) and the increasing configurability of software
products. Over the last decade many organisations have identified a conflict in
their software development. On one hand the amount of software necessary for
individual products is constantly increasing. On the other hand there is a con-
stant pressure to increase the number of software products put out on the mar-
ket in order to better service the various market segments. For many
organisations the only feasible way forward has been to exploit the commonality
between different products and to implement the differences between the prod-
ucts as variability in the software artefacts. The product family architecture and
shared product family components must be designed in such a way that the dif-
ferent products can be supported, whether the products require replaced compo-
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nents, extensions to the architecture or particular configurations of the software
components. Additionally, a software product family must also incorporate vari-
ability to support likely future changes in requirements and future generations of
products.

Variability is the ability to change or customise a system. Improving variability
in a system implies making it easier to perform certain kinds of changes. It is pos-
sible to anticipate some types of variability and construct a system in such a way
that it facilitates these types of variability. Unfortunately there is always a certain
amount of variability that cannot be anticipated.

Essentially, by supporting variability, design decisions are pushed to a later
stage in the development. Rather than making specific design choices, the more
generic design choice is made to allow for variability at a later stage. For example,
by allowing users to choose between different plugins for a media player, the
media player designers can avoid hard wiring the playback feature to a particular
playback functionality. Thus the designers can support new file formats after the
media player has been shipped to the end user.

Many factors influence the choices of how design decisions can be delayed.
Influencing factors include for example the type of the software entity for which
variability is required, how long the design decision can be delayed, the cost of
delaying a design decision and the intended runtime environment. In Part II of
this thesis we investigate these influencing factors further. Another consideration
is that variability does not need to be represented only in the architecture or the
source code of a system. It can also be represented as procedures in the develop-
ment process, making use of various tools outside of the actual system being
built.

Figure 8 (also presented in [van Gurp et al. 2001]) outlines the different trans-
formations a system goes through during development. During each of these
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transformations, variability can be applied on the representation subject to the
transformation.

Rather than an iterative process this is a continuing process (i.e. each of the
representations is subject to evolution which triggers new transformations). A
software product does not stop developing until it is obsolete (and is not used for
new products anymore) [Lehman 1980]. Until that time, new requirements are
added and consequently designed and implemented into the software product.

For example, early in the development of a software product line all possible
systems can be built. Each step in the development constrains the set of possible
products until finally at runtime there is exactly one system. Variation points (i.e.
places in the software architecture and the implementation of the software sys-
tem that allow for different variants to be plugged in) help delay this constrain-
ment. This makes it possible to have greater variability during the later stages of
development. Variability can be introduced at various levels of abstraction. [van
Gurp et al. 2001] distinguishes the following three states for a variation point in a
system:
• Implicit. If variability is introduced at a particular level of abstraction then

this means that at higher levels of abstraction this variability is also present.
We call this implicit variability.

• Designed. As soon as a variation point is made explicit it is denoted as
designed. Variation points can be designed as early as during architecture
design. During architecture design, the first artefact depicting the software is
created. In all previous phases (such as the requirements specification), the
variation point can be identified, but it is still implicit as the design for the
variation point is not decided yet.

• Bound. The purpose of introducing a variation point is to be able to later
connect a particular variant from a set of variants to this variation point.
When this happens the variation point is said to be bound.

[van Gurp et al. 2001] also introduce the terms open and closed variability points.
An open variation point means that it is still possible to add new variants to the
system and the specific variation point. A closed variation point on the other
hand means that it is no longer possible to add variants. Note that the actual
selection of which variant to use need not be performed at this stage. This can be
deferred until a later point in time, for example until during runtime.

Related work on variability consists of studies of variability itself, and studies
of techniques that are used for achieving variability. Below, we list some of the
more influential publications on variability.

One early work is [Jacobson et al. 1997], where six ways to implement variabil-
ity are presented, namely:
• Inheritance. The standard object-oriented way of creating subclasses or

subtypes of abstract classes or types, and override the functionality. In other
words, virtual operations are variation points.

• Uses. This is a use case (UML [Rumbaugh et al. 1999]) inheritance mecha-
nism.

• Extensions and extension points. Small type-like attachments such that
each expresses a single variant. These are attached at variation points in use
cases and object components.
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• Parameterisation. This involves e.g. templates or macros, such as C++
Templates and C++ #defines. During compilation these are then expanded
into the actual variants to use.

• Configuration and module-interconnection languages. These are used
to select, combine and connect optional or alternative components and vari-
ants into a complete configuration.

• Generation of derived components and various relationships. Given a set
of parameters, a component or a connector is automatically generated to
implement a particular variant.

Interesting to note is that these mechanisms cover a large spectrum of software
entities of different sizes (e.g. files, components, classes or lines of code) during
several different development phases. The development phases range from the
checking out of a product from a source code repository all the way to compila-
tion.

Slightly more constrained in this aspect is [Keepence & Mannion 1999], that
focuses on variability realisation techniques working with object-oriented classes.
What is interesting in this work is that rather than starting from the source code
and what is available there, [Keepence & Mannion 1999] considers what types of
variations one can expect. Starting with features (features are described in further
detail in Section 3.3.2), those types of features that separate one product from
another are identified. These features are called discriminants, and are of the types
single discriminants, multiple discriminants and optional discriminants. [Keep-
ence & Mannion 1999] then continues by listing design patterns that support
these different types of discriminants.

Two major techniques for realising variability are configuration management
and design patterns. Configuration management is dealt with extensively in [Con-
radi & Westfechtel 1998], presenting the common configuration management
tools of today with their benefits and drawbacks. Design patterns are discussed in
detail in [Gamma et al. 1995] and [Buschmann et al. 1996], where many of the
most commonly used design patterns are presented.

Configuration management is also identified as a variability realisation tech-
nique in [Bachmann & Bass 2001]. This paper primarily focuses on how to
model variability in terms of software modules. It does, however, also include a
section on how to realise variability in a software product family, which includes
techniques such as generators, compilation, adaptation during start-up and dur-
ing runtime, and also configuration management.

Another technique for variability, seen more and more often these days, is to
use some form of infrastructure-centered architecture. Typically these infrastruc-
tures involve some form of component platform, e.g. CORBA, COM/DCOM
or JavaBeans [Szyperski 1997].

During recent years, code fragment superimposition techniques have received
increasing attention. Examples of such techniques are Aspect-, Feature- and Sub-
ject-oriented programming. In Aspect-oriented programming, features are
weaved into the product code [Kiczalez et al.1997]. These features are in the
magnitude of a few lines of source code. Feature-oriented programming extends
this concept by weaving together entire classes of additional functionality [Pre-
hofer 1997]. Subject-oriented programming [Kaplan et al. 1996] is concerned
with merging classes developed in parallel to achieve a combination of the
merged classes.
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3.3.1 Software Product Lines

Variability becomes of particular interest when several products are developed in
a software product line. A software product line, or a software product family as it is also
called, is a way to organise the products into a structure where functionality and
domain knowledge is reused between applications. Typical for a software product
line is that the products share a similar architecture, the so called product line archi-
tecture, and that the products all cover parts of the same product domain.

Empirical research such as [Rine & Sonnemann 1998] suggests that a software
product line approach stimulates reuse in organisations. In addition, a follow up
paper by [Rine & Nada 2000] provides empirical evidence for the hypothesis that
organisations get the greatest reuse benefits during the early phases of develop-
ment. Hence it is worthwhile for software product line developing companies to
invest time and money in more structured approaches towards product line
development. This includes considering the reuse potential of parts of a software
system at an early stage, and considering the evolution of the software product
line architecture so that it is designed to gracefully cope with foreseen evolution.

Software product families were introduced as early as 1976 by [Parnas 1976].
In this paper program families are described as a means for reusing commonali-
ties between products. Moreover, the idea of delayed design decisions (i.e. vari-
ability) is introduced. While introduced in the 1970’s, it was not until the 1990’s
that software engineering practices had matured enough to make development of
and research on software product families practically possible.

[Bosch 2000] describes a software product line along three dimensions, i.e. (1)
architecture, component and system, (2) business, organisation, process and
technology, and (3) development, deployment and evolution. In the first dimen-
sion we find the primary assets of a software product line. [Bosch 2000] lists:
• Architecture. The architecture should support all of the products in the

product line. The product line architecture may sometimes need to be
instantiated into a product specific architecture either by extending it with
product specific behaviour, or by pruning from it the parts not applicable to
the particular product.

• Component. These are larger blocks of functionality that fit into the soft-
ware architecture. The components are either common for all products in
the product line, or are specific for a particular product.

• System. This asset consists of the systems constructed from the product
line.

The second dimension includes the organisational aspects:
• Business. Usually, an up-front investment is necessary in terms of creating

the software product line architecture and the set of reusable components,
before benefits can be reaped.

• Organisation. A software product line implies reuse. The organisation
must be adapted to support the reusable assets at the same time as new
products are developed and maintained.

• Process. In a reuse-centered organisation, development procedures also
change to reflect this focus on reuse.

• Technology. This concerns e.g. the choices of how to implement a system,
how to evaluate systems, tools for supporting the systems, etc.

The third dimension, finally, includes a lifecycle perspective of each of the assets
in the organisation:
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• Development. This includes how each of the main assets are developed,
e.g. whether they are developed from scratch or based on legacy code. This
also concerns whether components and products are developed sequentially
or in parallel.

• Deployment. This aspect includes the need to adapt the product line archi-
tecture and components before they can be used, i.e. deployed, in a particu-
lar product.

• Evolution. This third aspect reflects that all products in a product line
evolve and new requirements are added and implemented in the reusable
assets. This introduces concerns about e.g. how to incorporate assets
evolved for one product into another product.

[Bass et al. 1998b] describes the idea of reusable assets in a software product line
further, and lists the following assets:
• The software architecture. A single architecture is reused over a set of

products in a software product line.
• Components. The functionality common to several products in a product

line is localised into components, that are reused in all of the products. This
is a reuse not only of the source code, but also of e.g. the design work, docu-
mentation and test plans.

• Personnel. People can be moved between products, as their expertise is
applicable to all products in a product line.

• Defect elimination. If a problem is found in a component, all products
that use this component benefits when the problem is corrected.

• Project planning. Previous experiences with other products in the product
line serves as a good indicator for budgeting and scheduling new products.
The planning process thus becomes more predictable.

• Performance issues. E.g. performance models, schedulability analysis, dis-
tributed system issues etc. can be used in all of the products in a product
line.

• Processes methods and tools. All of the infrastructure, e.g. configuration
management, documentation plans, development tools, coding standards
etc., can be reused from product to product.

• Exemplar systems. The previously developed products in a product line
serve as engineering and demonstration prototypes, thus reducing the risk
when developing a new product.

[Bass et al. 1998b] also mentions that there are organisational implications of
using a software product line approach. [Bosch 2000] goes through possible sce-
narios in further detail. This involves both the organisation of the actual product
line and of the development organisation that supports the software product line.
[Bosch 2000] lists four types of software product line development organisations:
development department, business units, a domain engineering unit and hierar-
chical domain engineering units. These represent a scale of increasing complexity.
In the simplest case we have the traditional development department where all
products are developed by the same set of developers. The most complex case is
a large organisation where reusable assets are developed by a domain engineering
unit and where these reusable assets are in turn reused by a hierarchy of domain
engineering units. Only at the lowest level in this hierarchy are the assets actually
used in products.
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[Clements & Northrop 2002] presents a comprehensive summary of the
research and practices identified hitherto in software product line engineering.
They list a large number of practice areas and patterns to consider when develop-
ing with a software product line approach. These are organised into software
engineering practice areas, technical management practice areas and organisa-
tional management practice areas.

There are many challenges in software product line development. All of the
aforementioned assets and dimensions need to be managed for a software prod-
uct line to be successful. Of particular interest for this thesis is the management
of evolution and variability.

A software product line, as any piece of software, evolves over time. The dif-
ference compared to the evolution of a single software product lies in the depen-
dencies between products. When developing a stand-alone product, software
updates in response to new or changed requirements can be rather freely made.
In a software product line, however, changes must be introduced with more care
as changes made for the evolution of one product may break other products.
Hence, this imposes challenges for configuration management, clarity of archi-
tecture vision and of communication.

To cope with the differences between products and to allow for the evolution
of each individual product, management of variability is extremely important. By
instrumenting a product line architecture with appropriate variation points, dif-
ferent product specific architectures can be instantiated and product specific
components inserted. Variability thus provides the flexibility necessary to imple-
ment a reuse-oriented software product line. Moreover, when a certain product
needs to evolve in a particular way that the rest of the products in the product
line do not benefit from, variability enables the particular product to diverge
from the common assets in the product line. Of course, this should not be done
callously. There should still be substantial reuse of assets between all products in
the product line.

Influential work in the area of software product families or software product
lines includes several recent books (e.g. [Bass et al. 1998b][Bosch 2000][Clements
& Northrop 2002][Jazayeri et al. 2000][Weiss & Lai 1999]), and of course Parnas’
early paper where the need for organising software into product families was
hinted at [Parnas 1976]. In addition to these, two publications (i.e. [Dikel et al.
1997] and [Macala et al. 1997]) stand out, along with a number of initiatives
(SEI’s product line practise initiative [@Product Line Practice Initiative] and the
workshops and conferences that emanates from this, and the ARES [Linden
1998] workshops are examples of such initiatives.).

In 1997, Dikel et al. conducted a study at Nortel [Dikel et al. 1997], examining
the success factors for Nortel’s newly created product line architecture. They
identified six factors which they considered critical and evaluated the product
line architecture with respect to these six factors. The six factors are: focusing on
simplification, adapting to future needs, establishing an architectural rhythm,
partnering with stakeholders, maintaining a vision and managing risk and oppor-
tunities. For each of these, a rationale is presented, and an example of how the
company of the study works with respect to that factor. The focus of the Nortel
study differs from the studies presented in this thesis, thus complementing each
other. The Nortel study focuses on a management perspective, whereas our stud-
ies have a more technical perspective.
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[Macala et al. 1997] reports on product line development in the domain of air
vehicle training systems. In this project, four key elements were enforced: the
process, the domain-specificness, technology support, and the architecture. From
the experiences gained, 7 lessons learned and 13 recommendations are given,
which are mostly concerned with project management. Most of these lessons and
recommendations are not specific for software product-line thinking, and there is
little emphasis in the paper about the actual software product line. This study
presents guidelines for the micro-processes whereas [Dikel et al. 1997] presents
more top-level management advice. Similar to the Dikel-case, this study is not
focused on predicting or managing changes, other than that they recommend to
have at least a five-year plan over the products to release from the product line.

The Product Line Practice initiative [@Product Line Practice Initiative] from
the Software Engineering Institute resulted in a number of workshops on the
topic of product line architectures and the development of these. The reports
from these workshops provide much insight in the state of the art regarding
product lines. The first workshop [Bass et al. 1997] focused very much on chart-
ing the situation; how the participants of the workshop worked with their prod-
uct line with regards to a number of topics. The second workshop [Bass et al.
1998a] focused more on giving general insight on some topics, in effect the same
as the previous workshop covered. Both of these reports are very broad, and do
not provide any in-depth study of the topics.

These two workshops set the ball rolling, and have henceforward resulted in
several more workshops and conferences.

A similar initiative is ARES, which is focused on methods, techniques, and
tools to support the development of software for embedded systems in product
families. The end goal is to find ways to design software for software product
lines to help design reliable systems with various quality attributes that also
evolves gracefully. See [Linden 1998] for further information on this ESPRIT
project.

3.3.2 Features
When discussing a software system, and in particular a group of software systems
as in the case of a software product line, it soon becomes impractical to talk
about individual requirements. Nor is it feasible to talk about an abstract notion
such as “functionality”. Instead, it is convenient to group the requirements, and
hence the functionality, into features.

Features alleviate discussions about:
• A software product line.
• The products in a software product line.
• The commonalities and differences between products in a product line.
• The commonalities and differences between releases of a single product.
The Webster dictionary [Webster 1996] provides us with the following definition
of a feature: “3 a: a prominent part or characteristic b: any of the properties (as voice or gen-
der) that are characteristic of a grammatical element (as a phoneme or morpheme); especially:
one that is distinctive”. In [Bosch 2000], this definition is specialised for software
systems: “a logical unit of behavior that is specified by a set of functional and quality require-
ments“. The point of view taken in the book is that a feature is a construct used to
group related requirements (“there should at least be an order of magnitude difference
between the number of features and the number of requirements for a product line member“).
36 Introduction



In other words, features are an abstraction from requirements. In our view,
constructing a feature set is the first step of interpreting and ordering the require-
ments. In the process of constructing a feature set, the first design decisions
about the future system are already taken. It is important to realise that there is
an n-to-m relation between features and requirements. This means that a particu-
lar requirement (e.g. a performance requirement) may apply to several features
and that a particular feature typically meets more than one requirement.

Over time, various feature diagram notations have been proposed, for exam-
ple: FODA (Feature Oriented Domain Analysis) [Kang et al. 1990][Kang 1998],
RSEB (Reuse-driven Software Engineering Business) [Jacobson et al. 1997] and
FeatureRSEB [Griss et al 1998]. The feature graphs in [Griss et al 1998] are based
on FODA [Kang et al. 1990], which is a method for domain analysis. Part of
FODA is concerned with constructing graphs of features, in order to spot com-
monalities and benefit from these commonalities when planning reuse and add-
ing new features. Much effort is put into the analysis model, to foresee future
enhancements on the features or components. The feature graphs in [Griss et al
1998] (FeatureRSEB) extends the use-case modeling of RSEB [Jacobson et al.
1997] with the feature model of FODA. In addition, [van Gurp et al. 2001] pre-
sents a notation derived from FeatureRSEB. An example of this notation is pro-
vided in Figure 9. This example models some of the features of an e-mail client
application.

Each of the aforementioned notations makes a distinction between:
• Mandatory features. These are the features that identify a product. For

example, the ability to type in a message and send it to a mail server is essen-
tial for an e-mail client application.

• Variant features. A variant feature is an abstraction for a set of related fea-
tures (optional or mandatory). An example of a variant feature for the e-mail
client might be the editor used for typing in messages. Some e-mail clients,
for example, offer the feature of having a user configurable editor. We make
a distinction between XOR (only one of the variants can be selected) and
OR (more than one of the variants may be selected) variation.

• Optional features. These are features that, when enabled, add some value
to the core features of a product. A good example of an optional feature for
an e-mail client is the ability to add a signature to each message. It is in no
way an essential feature and not all users will use it but it is nice to have it in

Figure 9. Example Feature Graph
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the product. Optional features can be seen as a special case of variant fea-
tures.

The notation in [van Gurp et al. 2001] adds a fourth category:
• External features. These are features offered by the target platform of the

system. While not directly part of the system, they are important because the
system uses them and depends on them. For example, in an e-mail client the
ability to make TCP connections (network connections) to another com-
puter is essential but not part of the client. Instead the functionality for TCP
connections is typically part of the operating system on which the client
runs. Differences in external features may motivate inclusion of parts in the
software to manage such variability. Requirements with respect to deploy-
ment platform thus have consequences for the amount and type of the avail-
able external features. Similarly, dependence on certain external features
limits the amount of deployment platforms. Organising external features
under variant/optional features may therefore help improve platform inde-
pendence. In any case, the decision on how to handle external features
requires an informed approach. The choice of introducing external features
is further motivated by [Zave & Jackson 1997]. In this work it is argued that
requirements should not reflect on implementation details (such as platform
specific features). Since features are abstractions from requirements, we
need external features so that requirements that can be met by using func-
tionality external to the system can be mapped to features.

The main difference between the notation in [van Gurp et al. 2001] and the other
notations is this notion of an external feature and that it communicates the
notion that the relation between a variant feature and its variants is a specialisa-
tion relation. Consequently, [van Gurp et al. 2001] has adopted a UML like nota-
tion.

In Figure 9 we provide an example of how this notation can be used to model
a fictive e-mail client. Even in this high level description it is relatively easy to see
how to construct the system from smaller parts, and where the system needs to
manage several “competing” components, such as different editors. We also get
information as to where this management should be done; in Figure 9 this is
illustrated with the “runtime” note.

A notation like the one presented above is useful for modeling the functional
decomposition of a system and benefits reuse between products by clearly identi-
fying what different products have in common and what differs between prod-
ucts. Not only are the similarities between products more obvious if feature
graphs are drawn for the products in a software product line, any interactions
between features which could otherwise be cumbersome to keep track of also
become obvious. It should be noted that for the purpose of identifying variant
features, either of the presented feature notations is adequate.

3.3.3 Software Components and Frameworks
Large scale software reuse requires that software entities of sufficient sizes can be
reused. When constructing a large software system it is impractical if the only
reusable entity is lines of code. Hence, lines of code were early divided into sepa-
rate files. Later, each file was organised with a specific interface (e.g. units in Pas-
cal). Object-orientation also promises reuse benefits on a scale larger than lines
of code.
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[Roberts & Johnson 1996] describes how object-oriented software programs
evolve into frameworks. This is a process in which one moves from simply devel-
oping similar applications into reusing the structure, represented by abstract
classes, and later the implementations of these classes are reused as well.

We perceive an object-oriented framework to consist of a framework architec-
ture and one or more concrete framework implementations. The framework
architecture is represented as a set of abstract classes. The framework implemen-
tations are then created by inheriting from these abstract classes and implement-
ing the behaviour specific for each framework implementation. A framework
typically covers a particular domain, e.g. file systems, networks, user interfaces or
a platform for distributed systems. A framework implementation thus provides
support for one instance of the domain covered by the framework. For example,
a network framework would consist of an abstract framework where packages,
queues and such network concepts are defined. Moreover, it would consist of a
set of framework implementations for different network protocols, e.g. TCP/IP,
IPX, and Netware. Each of these framework implementations would implement
the concepts of the abstract framework in a specific way. With this definition of
frameworks, each of the framework implementations can become quite large. We
have, during our studies, observed framework implementations ranging in size
from 10 KLOC (thousand lines of code) to several hundred KLOCs.

In our experience, industry often stops at this level. A framework provides
means for implementing differing behaviour under a common abstract interface
(i.e. the abstract framework), and this is perceived as sufficient for many compa-
nies. The next step up is to consider software components. Frameworks can be seen
as a primitive type of components, without e.g. infrastructure support. However,
the concept of components can be further expanded upon.

Software components were first mentioned in [McIlroy 1969]. The idea was
that it should be possible to create software components according to a specifica-
tion and then construct a software program by putting together components,
much in the same way as is done in e.g. electrical engineering. [Szyperski 1997]
defines a software component as:

A unit of composition with contractually specified interfaces and explicit context dependen-
cies only. A software component can be deployed independently and is subject to composi-
tion by third parties. [Szyperski 1997]

Software components can be supported by a component platform, e.g. Microsoft
COM, JavaBeans or CORBA. These platforms provide support for connecting
components. This means that (a) when changes are needed it is more likely that
only the component platform and a small number of components needs to be
changed and (b) the components need not bother with maintaining connections
with other components and can thus focus on the problem that they are intended
to solve, i.e. the complexity of the components is reduced. Of particular interest
are component platforms when “black-box” components are used, e.g. COTS
(Components Off The Shelf). These are components where the source code is
not available, and hence only the specified interfaces are available for connecting
and using the components. In such cases a component platform is necessary in
order to connect the components with each other.

In recent years it has been identified that to develop with and for software
components requires different support and practices compared to traditional
software development. Hence, the area of component based software engineering has
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gained ground as a research discipline (see e.g. [Crnkovic 2002] for an outline of
this discipline). This involves aspects such as component specification and com-
position, but also aspects of the entire component lifecycle, e.g. organisation,
marketing, legal aspects, etc. Moreover, many software engineering practices
need to be adapted for component based software engineering [Crnkovic 2002].

3.4 Summary
A number of concepts centered around the three main concepts software archi-
tectures, architecture evolution and variability in software product lines are used
in this thesis. These are introduced in this section together with related work.

Concepts in focus for the entire thesis are software architectures, software
evolution and architecture erosion, as these concepts represent the scope and
goal of this thesis, i.e. to create, evaluate and select between software architec-
tures that are able to evolve gracefully and be resilient to architecture erosion.

For Part I of the thesis the concepts quality attributes, architecture evaluation
and software engineering decision support are of special importance. In Part I of
this thesis we introduce an architecture evaluation and selection method that acts
as a decision support when designing or reevaluating a software architecture.
This architecture evaluation and selection method focuses primarily on the
potential a set of architecture candidates have for supporting a particular blend
of quality attributes.

In Part II, the concepts in focus are variability, software reuse, features, soft-
ware product lines, and software components and frameworks. Software reuse is
an integral part of software evolution, especially organised software reuse in the
form of a software product line. To facilitate identification of reusable software
entities (eventually implemented as e.g. components or frameworks) and deter-
mining where flexibility is necessary we use the notion of features. With the
intention of supporting the creation of a software architecture that is able to
evolve gracefully and to facilitate reuse of software artefacts between products
and releases of products, we study how to identify, implement and manage vari-
ability. We also study how variability is used in different evolution situations.

To create a durable software system that is able to evolve gracefully and to
support evolution of the system and the system’s architecture, it is necessary to
understand all of these concepts and how they are related to each other and other
areas of software development.
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CHAPTER 2 A Software Architecture Vision

[Parnas 1994] describes the phenomenon of software aging. He ascribes this to
two causes: (1) the domain changes around the software and (2) changes to the
system are introduced in a careless manner, which degrades the system, some-
thing which is also confirmed by e.g. [Johansson & Höst 2002].

The first cause is concerned with evolution. In response to changes in how the
market perceives a domain and as expectations of products in the domain
changes, new requirements arise and other requirements change. Products also
change within a domain, as they enter different lifecycle phases. Furthermore,
requirements and quality attributes that are relevant in the early stages of a prod-
uct’s lifecycle may not be as important during subsequent stages. Instead, other
requirements and quality attributes may be more important [McCall 1994].

The second cause mentioned by [Parnas 1994] concerns that the software sys-
tem is degraded when changes are made without proper understanding of the
original design goals. This degradation manifests itself throughout the software
system, in areas such as reliability and performance but also in the effort required
to add, change or remove various features of the system.

Part of the solution to both of these problems may be found in having and
maintaining a clear and updated software architecture for a software system. For
the problem with evolution, this allows us to relate changes and easily see what
needs to be done. It also enables us to reevaluate the architecture regularly to see
whether it still represents the current requirements on quality attributes as the
system enters different stages of its lifecycle. For the problem with careless
changes, having an architecture that all changes must be related to help to pre-
vent the second form of decay [Parnas 1994].

The purpose of having a clear manifestation of the architecture is thus to pre-
vent the software system from aging prematurely. However, the architecture need
not ever be actually implemented, but can be an ideal architecture that only
defines a goal to aspire for. Since this architecture vision is never muddled by
implementation details or careless changes the structure and rationale can be
maintained and kept unblurred. Because of this, the architecture vision has a
longer life expectancy than any instantiation into a specific software architecture,
thus ensuring a durable software architecture.

Domain changes and careless changes notwithstanding, to ensure the longev-
ity of a software architecture it is of vital importance to ensure that the software
architecture meets requirements on quality attributes [Bass et al. 1998b]. There-
fore, there is a need to evaluate software architectures with respect to quality
attributes. This way, it can be ascertained before software development com-
mence that the quality attribute requirements stand a reasonable chance of being
fulfilled. An architecture evaluation also serves the purpose of establishing a
shared view of the software architecture. A view of the software architecture
shared by all engineers and stakeholders reduces the risk that design decisions are
taken during later stages that conflict with each other. Hence, an architecture
evaluation serves several purposes: it ensures a certain quality level, it helps in
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creating a shared view and eventually it facilitates in establishing an architecture
vision.

Thus, a clear architecture vision leaves fewer issues open for interpretation. It
is likely, and even desirable, that stakeholders, e.g. customers, managers and
developers of a software system, have different backgrounds with different expe-
riences of what may work or not, and how it may work. This is a valuable source
when creating a software system and ultimately ensures a product of higher qual-
ity. However, once the software development begins, it is important that all dif-
ferent views are unified into a single view of how things are intended to work. If
developers are allowed to make their own interpretations this is likely to cause
problems during the development when, for example, different and incompatible
assumptions are made for different subsystems.

There is also a need to reevaluate software architectures at regular intervals. As
software enters new stages of its lifecycle and the priorities for the quality
attributes change, it is important to ensure that the current software architecture
still represents the best possible mix between the quality attributes. If this is not
the case, one should consider changing or even replacing the architecture vision
and dedicate resources to change the implementation of the software system
towards this architecture vision during a series of releases.

In this part of the thesis we present a method for evaluating and selecting
between software architectures with respect to quality attributes. We study how
this method is used to pinpoint which architecture candidate among a set of
architecture candidates that has the most potential for fulfilling a certain mix of
quality attributes for a particular system. We also study how the method is used
to identify where different participants in an architecture evaluation have differ-
ent opinions, and how to use this to hold focused discussions. Results from using
the method and holding the focused consensus discussions are that issues are
identified where further studies of the architecture candidates and the forces that
drive these are needed, confidence is increased that the right decisions are taken,
different views are unified into a single consensus view and younger software
developers learn from the experiences of the senior software developers. How-
ever, it is not cost-effective to include all involved parties in all stages. In this
respect, it is better if only those that have differing views are included in e.g dis-
cussions of different views. Thus, we also present a study of how to identify par-
ticipants with similar views in this part of the thesis.

We argue that the ability to hold focused consensus discussions, e.g. with the
help of the architecture evaluation and selection method proposed in this thesis,
is of vital importance in the work of creating a shared view and establishing an
architecture vision.

The remainder of this chapter is organised as follows. In Section 1 we present
the contribution of Part I of this thesis. In Section 2 we present an outline of the
chapters in this part of the thesis. In Section 3 we further present the area of
architecture evaluation and selection.

1 Contribution of Part I

In this part of the thesis we present a method for evaluating software architec-
tures with respect to quality attributes and for selecting the most suitable soft-
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ware architecture, among a set of architecture candidates, for a software system.
The usage of this method is either when a system is designed from scratch or
when an architecture is reevaluated as a consequence of domain evolution. In the
first case, i.e. a design from scratch, the method constitutes one important input
to decision-makers, along with other inputs from other methods, and acts as an
early indicator of whether there are issues that need to be examined further or
not. In the second case, i.e. reevaluations, the method provides a means for com-
paring between different architecture candidates, including the current architec-
ture of the system, and hence allows for an early indication of whether it is worth
the effort to reengineer a system with a new architecture.

We also study other aspects of the architecture decision and architecture evalu-
ation process, such as how to compare the evaluation with literature, which per-
sons to include in an architecture evaluation, and the importance of holding
focused discussions to reach a consensus of the different architecture candidates.

2 Outline of Part I

The chapters in this part of the thesis are presented following the research
method used for this part. As stated in Chapter 1, this follows a technology
transfer process consisting of innovation, evaluation and application. Accord-
ingly, the chapters are organised as follows:

In Chapter 3 we present an architecture evaluation and selection method. We
present and motivate each step of the method, including the mathematics that
are used to process data created as a part of the method. We also present how the
processed data is used to select between architecture candidates. As an illustra-
tion we also present an example of using the method. This example is a step-by-
step presentation of how the method is used in an industry study. This industry
study is presented in detail in Chapter 7. However, the focus of Chapter 7 is not
on presenting the entire method, but rather a specific part of the method. There-
fore, it may be hard to follow the application of the method in its entirety in
Chapter 7, which is an additional reason for the step-by-step presentation in
Chapter 3.

In Chapter 4 we present one aspect of the method further, namely the con-
sensus building aspects. During our work with the method we have come to rea-
lise that the most important contribution of the method is the ability to
understand where people have different views, which can be used to hold
focused discussions, further understand the architecture candidates and reach a
consensus of the benefits and liabilities of the different architecture candidates
and most importantly a consensus on what the next step should be.

Consensus building is briefly mentioned in Chapter 3, but is further investi-
gated and elaborated on in Chapter 4. Also in this chapter an example is pro-
vided. This example presents a stand-alone study which was conducted of the
consensus building aspects. This study was performed as a follow-up study to the
academic evaluation conducted in Chapter 5.

In Chapter 5 we present a study of one very important aspect of the evalua-
tion and selection method, namely whether it is possible to discern between dif-
ferent architecture candidates based on quality attributes. We have thus left the
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innovation phase and moved on into the evaluation phase. This evaluation was
conducted in an academic setting.

In Chapter 6 we continue the evaluation by studying if the results produced
by the method, and in particular in the academic study presented in Chapter 5,
are comparable to the views presented in state-of-the-art literature. This chapter
is also a step back to the innovation phase with the idea that by comparing the
architecture evaluation results with literature issues may be found where further
investigations are necessary. In other words, we suggest that the results from an
architecture evaluation are “triangulated” with other views to enable a learning
effect and increase confidence that the right decision is taken.

In Chapter 7 we move into the application phase by applying the evaluation
and selection method in an industrial setting. In this study we mainly focus on
the consensus building aspects of the method, even if an additional purpose is to
test the method in its entirety in an industry setting.

In Chapter 8 we continue the analysis of the industrial study by investigating
whether there are combinations of people that are more beneficial to include in
an architecture evaluation than others. The goal is to provide support for select-
ing a team of participants that is likely to generate as many different views and
perspectives as possible, while keeping the team as small as possible.

Chapter 9 concludes Part I of this thesis, and presents some directions for
future work.

3 Architecture Evaluation and Selection

Quality, and the attributes we value within quality, is an integral part of a software
architecture. Different software architectures have a potential for yielding differ-
ent quality attributes, provided that the lower level design and implementation do
not disrupt the inherent potential of the software architecture.

It is thus possible to destroy the potential of the software architecture by a
careless implementation, but the reverse is not viable. While it is certainly possi-
ble to improve on a quality attribute through various tricks during implementa-
tion, this type of tweaking of the software architecture is likely to result in a
brittle system where other quality attributes may suffer.

To avoid making these unnecessary trade-offs between quality attributes, a
software architecture should be identified at an early stage where the desired
quality attributes are supported to a satisfactory degree. I.e. an early architecture
evaluation [Lindvall et al. 2003] is desirable.

To ensure satisfactory support for quality attributes is the focus of many archi-
tecture evaluation methods, but we see several problems in how this is generally
done. For example, scenario-based evaluation methods usually result in a set of
issues where an architecture is lacking. There is no answer as to whether a quality
attribute is sufficiently supported, only what can be done to improve it further.
This may result in a situation where effort and resources are spent on improving
a quality attribute when it was already sufficiently supported.

Mathematical models and simulations may provide this absolute answer, but
are at present time rather time-consuming to perform and limited to a small set
of quality attributes. They also tend to focus on one quality attribute at the time,
rather than the blend of quality attributes that a software system requires.
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Another concern with most of the architecture evaluation methods described
in Chapter 1 is that they are “introvert”. They focus on identifying improvement
issues or ensuring the quality level within a single software architecture. There is
no way to ascertain whether the software architecture is good or even sufficient,
the only thing the evaluation methods do is to ensure that we get the most out of
the software architecture. Consider the example in Figure 1. In this figure we
position two software architectures on a quality scale (the black dots). Assume
that the position on the quality scale of each architecture is calculated through a
formula combining all levels obtained for all quality attributes. Even after
improving architecture B according to identified issues in an architecture evalua-
tion (the shaded dot) we see that it is still not better than architecture A.

What is needed is thus an evaluation method that is able to compare architec-
ture A with architecture B at an early stage, after which a more in-depth architec-
ture evaluation can focus on the architecture with the most potential. With such a
method, a set of architecture candidates can be compared and the architecture
candidate with the most potential chosen.

For reevaluation of the architecture decision on a regular basis, it is not only
necessary to examine a single software architecture, it is also necessary to com-
pare between the currently implemented architecture, the current architecture
vision and whatever other architecture candidates that are available. Here too
conventional methods fall short, because of them being introvert and not allow-
ing for comparisons between different architecture candidates.

In this part of the thesis we present a method for quantitatively pinpointing
which architecture, among a set of architecture candidates, that has the most
potential for fulfilling a particular blend of quality attributes. Accordingly, the
architecture selection and evaluation method presented in this part of the thesis
does not produce any absolute measures on the architecture candidates. Rather, it
produces judgements relative to the other architecture candidates on how good
or bad the architecture candidates are with respect to a particular quality
attribute, much in the same way as [Morisio et al. 2002] compares software arte-
facts with predefined ideal artefacts.

The major contribution of this architecture evaluation and selection method is
its ability to act as a decision support. With the help of the method focused dis-
cussions can be held, with the purpose of creating a shared decision of the evalu-
ated software architectures, and ultimately establish an architecture vision that is
able to evolve gracefully.

Figure 1. Comparing Quality Level in Two Architectures

Quality
Level

Architecture A Architecture B

Architecture B after imple-
menting improvement issues.
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CHAPTER 3 Architecture Evaluation and 
Selection

As stated in the previous chapter, architecture evaluation is an important task in
modern software development. By conducting early architecture evaluations it is
ensured that the software system meets the current demands. By regularly reeval-
uating the architecture, it is ensured that the architecture match changes in
requirements imposed by changes in the domain [Parnas 1994].

Many architecture evaluation methods evaluate the architecture with the pur-
pose of achieving all quality attributes to the best possible capacity of the archi-
tecture. This approach has several shortcomings. First, the best possible capacity
of an architecture may not be enough, as discussed in the previous chapter. Sec-
ond, there is a priority among the requirements on quality attributes, and it may
not be necessary to achieve each quality attribute to the highest possible degree.
Achieving every quality attribute to its maximum may be an unnecessary effort.
Some quality attributes may have a minor significance, thus rendering the effort
of achieving them to the best possible degree an inefficient use of resources.
Third, conflicts between quality attributes may make it impossible to achieve all
quality attributes to their highest possible degree at the same time. Instead, it is
more beneficial to achieve the mixture of quality attributes as close to the require-
ments and the priorities of these as possible and to compare several architecture
candidates to see which of the architectures is best at fulfilling the mixture of
quality attributes.

To be able to compare different architecture candidates and to measure the
degree of support provided for different quality attributes we need a structured
and quantifiable way to understand the benefits and liabilities of different archi-
tecture candidates. In this chapter we propose such an architecture evaluation
method.

The main intention of this method is, however, not the evaluation per se.
Rather, the purpose is to quantitatively compare different architecture candidates
and identify which of the candidates that best fulfil a particular mixture of quality
attributes. Moreover, the method allows for a quantitative analysis of each of the
architecture candidates and facilitates focused discussions about the architecture
candidates.

The latter is an important characteristic of many architecture evaluation meth-
ods, i.e. to identify problematic issues in an architecture and enable discussions
and further investigations to create a deeper understanding and provide a solu-
tion to these issues. The architecture evaluation and selection method presented
in this thesis is no exception. In Chapter 4 we present this aspect of the method
further and elaborate on how these discussions should be conducted. Also
related is Chapter 8, where we investigate which participants that are likely to
provide the best input for the discussions.

The remainder of the chapter is organised as follows. In Section 1 we present
the scope and goal of this chapter. In Section 2 we present the context of the
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method, i.e. when and where the method should be used. In Section 3 we present
the architecture evaluation and selection method. In Section 4 we present a case
study conducted using the method, to exemplify the method. The method is dis-
cussed in Section 5, and the chapter is summarised in Section 6.

1 Scope and Goal of Chapter

In this chapter, we address the following problem:
Given a set of requirements on quality attributes for a system and a set of
architecture candidates, which architecture candidate is the most appropri-
ate, i.e. fulfils the requirements on quality attributes on the system best?

This problem is also illustrated in Figure 1. 
If a structured way to understand the benefits and liabilities of different archi-

tecture candidates is found and used this may increase the confidence in the deci-
sions taken, and hence the software systems developed are not forced into a
mould which may not be entirely suitable for the problem at hand. Moreover, by
reevaluating the architecture decisions regularly it is ensured that the architecture
always reflects the current requirements on quality attributes, or that an effort
can be made to strive in the right direction.

As shown by [Johansson et al. 2001], different stakeholders tend to have dif-
ferent views of the importance of various quality attributes for a system, and the
differing experiences of the software developers may also lead to a different
interpretation of the strengths and weaknesses of different architectures. A struc-
tured method facilitates in this situation because it enables us to identify where
stakeholders and developers have differing opinions.

We use a number of acronyms to refer to different sets of data in the architec-
ture evaluation and selection method. These acronyms are presented in Table 1.

2 Context of Method

The objective of the method proposed in this chapter is to enable a quantified
understanding of different architecture candidates for a software system. We
assume, for the sake of this method, that a small set of architecture candidates
are identified, after which the proposed method provides support for pinpoint-
ing and discussing which of the architecture candidates is best suited to meet the
requirements on quality attributes for the software system. This architecture may
either be the architecture that the system is designed according to, or an architec-
ture to strive towards when evolving the system. As is indicated in e.g. [Johans-
son & Höst 2002], architectures degrade over time unless something is made to

Figure 1. Illustration of Problem
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prevent this. One way may be to have a clear architecture to relate changes to
[Parnas 1994].

It is not our intention that the proposed method should be used as the only
method when designing a software architecture. Rather, we suggest that the
method is used in conjunction with other methods, possibly more qualitative in
nature, or focusing on other aspects of the software development such as the
functional requirements. Examples of such methods are the design method pro-
posed by Hofmeister et al. [Hofmeister et al. 2000], the Rational Unified Process
[Jacobson et al. 1999] and the QASAR design method [Bosch 2000]. The way we
see it these methods are used to create software architectures which constitute
candidate designs for a system, after which the method proposed in this chapter
is used to further understand and discern between the strengths and weaknesses
of the different architecture candidates. This may possibly involve a comparison
with the current architecture of the system.

The context of the method is thus a specific situation within a particular com-
pany, where either the initial architecture of a system is designed, or the current
architecture of a system is evaluated against newer architecture suggestions. The
architecture candidates are identified within this context, and they are also evalu-
ated within this context. Similarly, the quality attributes are only the ones that are
relevant for the domain in question and for the business model of the company.

In Chapter 1 we present a number of approaches for architecture evaluations.
The method in this chapter would be positioned as an early evaluation technique,
based on experiences and logical reasoning. Comparing this method with other
well known early evaluation methods (e.g. SAAM [Bass et al. 1998b], ATAM
[Clements et al. 2002], Global Analysis [Hofmeister et al. 2000] and the method
in [Morisio et al. 2002]), these methods tend to be performed as a group activity,
whereas the method presented in this chapter allows each participant to first

Table 1. Acronyms used in the Architecture Evaluation and Selection Method

Acronym Description

FQA Framework for Quality Attributes. A set of vectors where architecture structures are 
ranked according to their ability to meet particular quality attributes.

FAS Framework for Architecture Structures. A set of vectors where the support for dif-
ferent quality attributes are ranked for each architecture structure.

Individual FQA Contains the same as FQA, but from the perspective of only one individual. The 
individual FQA’s are combined into the FQA.

Individual FAS Contains the same as FAS, but from the perspective of only one individual. The indi-
vidual FAS’s are combined into the FAS.

FVC Framework for Variance Calculation. A vector of variance indicators for a FQA vec-
tor set.

PQA Prioritized list of Quality Attributes. A list of quality attributes prioritized for a sys-
tem to design.

FQA’ An intermediate result during the process of generating the FQAr.
FQAr A refined version of the FQA, where the values of FAS have been used to increase 

the accuracy.
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form his or her own opinion and then the method facilitates in focusing discus-
sions around those issues where the involved parties have different opinions.
This means, of course, that issues that all participants agree on are not covered
and that the outcome is an increased joint understanding of what needs to be
done.

Moreover, the methods above are focused on evaluating a single architecture
to find out if and where there may be problems in it. The method in this chapter
is more aimed towards finding out which architecture candidate, of a set of archi-
tecture candidates, has the most potential to support the mix of quality attributes
for a particular system to build. Accordingly, the method presented in this chap-
ter does not produce any absolute measures on the architecture candidates.
Rather, it produces judgements relative to the other architecture candidates on
how good or bad the architecture candidates are with respect to a particular qual-
ity attribute, much in the same way as [Morisio et al. 2002] compares software
artefacts with predefined ideal artefacts. On the other hand, the method in this
chapter does produce a quantitative result (albeit relative instead of absolute),
which also sets it apart compared to the scenario-based evaluation methods.

A final difference is that the method in this chapter is not based on scenarios
as the aforementioned methods are (except for [Morisio et al. 2002]). This may,
however, be a possible and interesting future extension.

3 Architecture Evaluation and Selection

The architecture evaluation and selection method presented in this chapter is
broken down into a number of concrete steps:
1. Identify potential software architecture candidates and key quality attributes.
2. Create method framework.
3. Prioritize the quality attributes for the software system to be developed.
4. Identify which software architecture candidate best fits the list of prioritized

quality attributes.
5. Determine the uncertainty in the identification.
6. Discuss the individual frameworks, the synthesized prioritized list of quality

attributes and the recommended software architecture candidate to reach a
consensus. This step is further elaborated on in Chapter 4.

These steps are illustrated in Figure 2. As can be seen, the first step is performed
before the actual analysis process begins, but we include it nevertheless as it is a
vital part of any architecture design process to identify potential candidates.
Moreover, the FAS, FQA, individual FAS and FQA, FVC and PQA referred to
are outcomes of steps 2 and 3, and are further discussed in Section 3.2 and Sec-
tion 3.3. Each of the steps in Figure 2 corresponds to a subsection below, where
the steps are described in further detail.

3.1 Step 1: Identify Candidates
This step is fairly simple to describe, although not trivial in a development situa-
tion. The intention is that possible software architecture candidates are created,
listed and described so that people understand the differences and similarities
between them. Further, the key quality attributes for the system to be developed
are identified, listed and described.
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It is outside the scope of this chapter to describe how the architecture candi-
dates are created, but as mentioned earlier various design methods (e.g. [Bosch
2000][Hofmeister et al. 2000][Jacobson et al. 1999]) can be used to create the
architecture candidates and standard requirements engineering methods (e.g.
[Chung et al. 2000][Kotonya & Sommerville 1998]) can be used to obtain the
quality attributes.

The outcome of this step is two lists containing the relevant software architec-
ture candidates and quality attributes respectively. As mentioned in Section 2, the
actual candidates and attributes on the lists are dependent on the application
domain and the situation in which the software is developed.

We would again like to stress the fact that the architecture candidates used can
be on any level of granularity on any level of the system (e.g. product, module,
subsystem or component). Similarly, we do not put any constraints on the level
of granularity for the quality attributes. However, in our experience it is benefi-
cial if all quality attributes are on the same level of granularity, as this facilitates
comparison between the quality attributes. Otherwise there is a risk that a more
complex quality attribute may dominate the simpler quality attributes. Moreover
it may be easier if the specific quality attributes are grouped into categories to
facilitate the prioritization process. The reason why this is easier is simply that
the number of inputs to the creation of the framework decreases, which reduces
the number of comparisons that need to be made.

This step produces the inputs to the rest of the decision process in Figure 1, in
that it generates a set of n architecture candidates and a set of k quality attributes.

3.2 Step 2: Create Framework
In step two of the method, the method framework consisting of two tables is
created and refined. In this section we describe further how this is done.

In Section 3.2.1 we discuss how the data is obtained that is used to create the
framework. In Section 3.2.2 we describe how the data obtained from each indi-
vidual is combined into two tables with a set of vectors in each (we call these vec-
tor sets Framework for Quality Attributes (FQA) and Framework for Architecture
Structures (FAS), respectively). In Section 3.2.3 we discuss how these two tables
are related to each other and how the FAS can be used to improve the accuracy
of FQA. As a result from this step a refined vector set (called the FQAr) is gener-

Figure 2. Illustration of Architecture Evaluation and Selection Method
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ated. A final outcome of correlating FQA and FAS is that we get an indication of
the variance in the data (represented in the vector FVC). How this is obtained is
presented in Section 3.2.4.

These sub-steps within step two and the different vector sets created during
the process are illustrated in Figure 3. In this figure we see that a number of
intermediate results are produced (such as the FAS and the individual FAS and
FQA). These are later used in step 6, where the framework is discussed.

Putting what is done in step two into the context of the rest of the method,
there is a minor change to the solution outlined in Figure 2, as illustrated in Fig-
ure 4 (for clarity, we have left out processes and data sets not involved in the
refined view).

3.2.1 Obtaining Individual Data for Framework

The basic idea of our method is that it is possible to understand how good cer-
tain software architecture candidates are for different quality attributes. This
implies that we can determine two things:
• A comparison of different software architecture candidates for a specific

software quality attribute.
• A comparison of different quality attributes for a specific software architec-

ture candidate.
To succeed in this a method for ranking software architecture candidates and
quality attributes is needed. Such methods are available from management sci-
ence literature, for example [Anderson et al. 2000]. The methods are often
denoted multi-criteria decision processes. One such method is the analytic hier-
archy process (AHP is described in further detail in Chapter 1), which was origi-
nally proposed by [Saaty 1980]. In Chapter 5 we present how AHP is used to
obtain the two aforementioned comparisons.

Figure 3. Illustration of step two of solution
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Applying a method such as the analytic hierarchy process in our context
means that two sets of vectors are created. The first set of vectors is connected
to prioritizing the software architecture candidates with respect to a certain qual-
ity attribute. This means that it is possible to determine the order in which differ-
ent software architecture candidates are believed to support a specific quality
attribute. Moreover, it is possible to get a relative weight using the analytic hierar-
chy process. The latter means that it is possible to determine how much better a
specific candidate is with respect to a quality attribute. The outcome of such a
comparison is discussed in Section 4.

In this step of our proposed method, we use the AHP method to create vec-
tors signifying the relative support for different quality attributes within architec-
ture candidates (FAS) and the relative ranking of how well different architecture
candidates support different quality attributes (FQA). Each participant in the
architecture design decision creates an individual set of data (corresponding to
step 2.1 in Figure 3), i.e. an individual FAS and an individual FQA. These are then
synthesized into a combined view, as described in Section 3.2.2.

3.2.2 Synthesize Data

In this step the individual FAS and FQA created in the previous section are syn-
thesized into a combined view of all of the participants. We have found that the
easiest way to do this is by taking the median values of all of the participants.

Examples of the FQA and the FAS - be they individual or synthesized can be
found in Table 2 and Table 3, respectively.

In Table 2, we see four different architecture candidates, numbered from one
to four, and four different quality attributes, equally numbered from one to four.
For each of the quality attributes, the architecture candidates’ relative support for
the quality attribute in question is shown. The values, denoted FQAi,j in this
example, are normalised so that each row sums up to 1.

The second set of vectors is obtained in the same way, but here the different
quality attributes are prioritized for a specific software architecture candidate.
This means that the relative support for a quality attribute of a candidate can be
determined. This set of vectors is shown in Table 3 with values FASi,j in the cells.

It should be noted that both FQA1,1 and FAS1,1 (for example) are measures of
support for QA 1 by AC 1, although from different perspectives. This fact is
used as part of the method to determine the uncertainty in the identification of

Table 2. Example FQA - Row normalised 
vector set

AC 1 AC 2 AC 3 AC 4 Sum

QA 1 FQA1,1 FQA1,2 FQA1,3 FQA1,4 1

QA 2 FQA2,1 FQA2,2 FQA2,3 FQA2,4 1

QA 3 FQA3,1 FQA3,2 FQA3,3 FQA3,4 1

QA 4 FQA4,1 FQA4,2 FQA4,3 FQA4,4 1

Table 3. Example FAS - Column normalised 
vector set

AC 1 AC 2 AC 3 AC 4

QA 1 FAS1,1 FAS1,2 FAS1,3 FAS1,4

QA 2 FAS2,1 FAS2,2 FAS2,3 FAS2,4

QA 3 FAS3,1 FAS3,2 FAS3,3 FAS3,4

QA 4 FAS4,1 FAS4,2 FAS4,3 FAS4,4

Sum 1 1 1 1
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an appropriate software architecture candidate. This is further elaborated in Sec-
tion 3.2.3 and Section 3.2.4.

These two sets of vectors provide a framework for working with the software
architectures with respect to quality attributes. The main usage of the synthesized
FAS and FQA is to indicate a suitable software architecture candidate for a sys-
tem to design.

3.2.3 Adjusting the FQA

In this section we study how the FQA and FAS express two different perspec-
tives of the architecture candidates and the quality attributes and present a way to
take advantage of this, thus increasing the quality of the framework and hence
the accuracy of the architecture candidate identification.

The fact that we are able to do both row-wise comparisons (FQA) and col-
umn-wise comparisons (FAS) opens up some possibilities to increase the quality
of our estimations and at the same time determining the uncertainty in our pre-
dictions. The nature of these new possibilities can be understood by considering
the following very small example.

Consider a situation with two architecture candidates, i.e., n = 2, and two
quality attributes, i.e. k = 2, and assume that we have obtained the FQA and
FAS in Table 4 and Table 5.
Let s1,1 denote the support provided by Architecture 1 for QA 1 and s2,1
denote the support provided by Architecture 1 for QA 2. Furthermore, let
s1,2 denote the support provided by Architecture 2 for QA 1 and s2,2 denote
the support provided by Architecture 2 for QA 2. From column one in the
FAS we see that s1,1 = s2,1. Furthermore from the FQA we get the relations:
s1,1 =3s1,2/2 and s2,1 = 3s2,2/7. From these three equations we get: 7s1,2 =
2s2,2. This is, however, inconsistent with the relation obtained by looking at
column two in the FAS, i.e., the relation obtained by this column is s1,2 =
3s2,2/2. Consequently, the two vector sets are incompatible, which of course
is possible (and also highly likely) since the values in the vector sets are
obtained from (expert) opinions and experiences.

The fact that the information in the FQA and FAS is incompatible can be used in
(at least) two ways: first we can use the information in the FAS for adjusting the
values in the FQA, which is our main concern; second, we can calculate a vari-
ance value (or some other uncertainty indicator) based on the degree of inconsis-
tency between the two vector sets. In this section we discuss some simple
techniques for doing this. The purpose is, as mentioned, to increase the accuracy
and the quality of the decision support framework by integrating the two per-
spectives that the FQA and FAS represents.

The calculation in this section is based on the assumption that the values in
the FQA and FAS are of equal quality. Using the AHP method, this can be ascer-

Table 4. FQA vector set

AC 1 AC 2

QA 1 0.6 0.4
QA 2 0.3 0.7

Table 5. FAS vector set

AC 1 AC 2

QA 1 0.5 0.6
QA 2 0.5 0.4
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tained as AHP generates a consistency index rating how consistent the answers
are with each other. The basic strategy is then to calculate k FQA’-vector sets,
such that each FQA’ is compatible with the FAS and one row in the FQA. Hav-
ing obtained these k vector sets, we adjust the FQA by simply taking the average
of these k FQA’-vector sets and k copies of the FQA thus obtaining the FQAr
which we can then use for identifying an appropriate architecture candidate (see
Section 3.4). The FQA’ vector sets stem from the FAS and by taking the average
between the k FQA’-vector sets and k copies of the FQA, the FQA and FAS will
contribute equally to the FQAr.

From the discussion above we see that based on the FAS and row one in the
FQA it is possible to calculate another row (i) in the new FQA’-vector set in the

following way: .

In order not to complicate the presentation we assume that all involved values
are larger than zero.

Similarly, based on the FAS and row two in the FQA it is possible to calculate
another row (i) in the new FQA’-vector set in the following way:

.

If we consider the small 2x2-vector sets in Table 4 and Table 5, we get the two
FQA’ vector sets in Table 6 and Table 7.

We see that the row sums in the two FQA’ vector sets are no longer norma-
lised to one. It is not obvious how one should handle this, but we suggest that we
add an additional step where the sum of each row is normalised to one, so that
the values in the FQA’ tables are of the same magnitude as the already norma-
lised FQA table. The normalised FQA’ vector sets will thus be as presented in
Table 8 and Table 9.

By taking the average of these two vector sets and two copies of the FQA we
get the FQAr in Table 10 which was our goal.

3.2.4 Variance Calculation
Since each value in the FQAr is the average of 2k values (k times the value in the
FQA and the values in the k normalised FQA’-vector sets) we can calculate the

FQA'i j,
FQA1 j, FASi j,

FAS1 j,
--------------------------------------=

FQA'i j,
FQA2 j, FASi j,

FAS2 j,
--------------------------------------=

Table 6. FQA’ based on row one

AC 1 AC 2

QA 1 0.6 0.4
QA 2 0.6 0.27

Table 7. FQA’ based on row two

AC 1 AC 2

QA 1 0.3 1.05
QA 2 0.3 0.7

Table 8. Normalised FQA’ based 
on row one

AC 1 AC 2 Sum

QA 1 0.6 0.4 1
QA 2 0.69 0.31 1

Table 9. Normalised FQA’ based 
on row two

AC 1 AC 2 Sum

QA 1 0.22 0.78 1
QA 2 0.3 0.7 1
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variance in the ordinary way. We will thus obtain a variance vector set - the FVC-
vector set. For the small example above we would get the FVC in Table 11.

This variance measurement is used in later stages to determine by what level of
certainty the framework can be used as a support when deciding what architec-
ture to use. We elaborate further on this in Section 3.5 and in Chapter 4.

3.3 Step 3: Prioritize Quality Attributes

The next step of the method is to conduct a prioritization of the quality
attributes for the software system in question. Different methods may be applied
for prioritization [Karlsson et al. 1998]. This includes subjective judgement with
or without consensus building and methods such as providing a total sum of
points to be divided between the items or aspects you would like to prioritize.
However, most methods have weaknesses and it is mostly hard to judge the
goodness of the prioritization.

The analytic hierarchy process (AHP) addresses some of these problems
[Saaty 1980][Saaty & Vargas 2001], since it allows for a calculation of a consis-
tency index for the prioritization. This opportunity arises from the fact that AHP
is based on all pair-wise comparisons of whatever we would like to prioritize. In
our example (Table 2 and Table 3), we need to perform six comparisons for the
quality attributes, since we have four quality attributes (The number of necessary
comparisons in AHP is ).

The outcome of the prioritization process is one vector per participant with
relative weights on the importance of the different quality attributes for the soft-
ware system in question. The median value of these individual vectors is then
used to create a single vector, called PQA. An example of a PQA can be seen in
Table 12, where the different priorities are denoted PQAi.

There is a price to pay when using a method such as AHP: the number of
comparisons grows fairly quickly. On the other hand, it is not likely that there is a

Table 10. FQAr

AC 1 AC 2 Sum

QA 1 0.5 0.5 1
QA 2 0.4 0.6 1

Table 11. FVC

AC 1 AC 2

QA 1 0.036 0.036
QA 2 0.038 0.038

n n 1–( )× 2⁄

Table 12. Prioritized 
quality attributes for 
system to develop.

Attribute Priority

QA 1 PQA1

QA 2 PQA2

QA 3 PQA3

QA 4 PQA4

Sum 1

Table 13. Example 
FAS

AC 1 AC 2

QA 1 0.4 0.25
QA 2 0.3 0.25
QA 3 0.2 0.25
QA 4 0.1 0.25

Table 14. Example 
FQA

AC 1 AC 2

QA 1 0.5 0.5
QA 2 0.38 0.62
QA 3 0.25 0.75
QA 4 0.12 0.88

Table 15. PQA-vector

Attribute Priority

QA 1 0.4
QA 2 0.3
QA 3 0.2
QA 4 0.1
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huge number of architecture candidates or quality attributes to prioritize (either
for the framework or for the prioritization of quality attributes of the software
system to develop). The number of architecture candidates is limited by the
amount of time and effort it takes to develop them, so in a practical setting there
will most likely not be more than a few architecture candidates developed. The
number of quality attributes may be larger, but this number can be reduced by
grouping the quality attributes into categories, each representing some aspect of
the system’s requirements. The number of quality attributes can also be reduced
by selecting a smaller set of quality attributes to focus on. In our experience, for
most software systems there is a small set of easily identified quality attributes
that are more relevant to consider, and these are the ones that should be used for
the framework and the PQA.

Further, it should be noted that each comparison is conducted very quickly.
This is based on experience from conducting this type of studies in another area
[Karlsson et al. 1998]. We have also conducted a related study (described in
Chapter 5), in which we use five architectures and six quality attributes. This
results in 135 questions being asked to each participant to create the framework
(the FAS and FQA). This took the participants approximately one hour of con-
centrated work to complete. (The first result came in after 45 minutes and the
last came in after 70 minutes.)

The outcome of this step is a vector with the different quality attributes prior-
itized, and with a relative weight of their importance. This vector is used in the
next step where the data is used to determine the most appropriate software
architecture candidate for the given situation.

3.4 Step 4: Suggest Architecture Candidate

As discussed above, we can obtain two kinds of vector sets: the FQA and the
FAS (plus the derived FQAr). Based on these vector sets and the PQA-vector we
intend to identify an appropriate architecture candidate. It may at first glance be
tempting to try to correlate the PQA-vector with the columns in the FAS, and
select the architecture candidate which has the most similar profile. Consider for
example the following small example with a FAS in Table 13 and a PQA-vector
in Table 15.

Without going into details about how we define the correlation, it is clear that
the profile of Architecture 1 is closer to the PQA-vector than the profile of
Architecture 2. The obvious conclusion would thus be to select Architecture 1 in
this case. However, assume that the FAS corresponds to the FQA shown in
Table 14.

From the FQA we see that Architectures 1 and 2 are equally good for QA 1,
and that Architecture 2 is better for all other quality attributes, i.e., we should in
fact select Architecture 2. The example above is somewhat naive since Architec-
ture 2 is consistently better than Architecture 1. However, the example illustrates
that a good correlation between a column in the FAS and the PQA-vector is not
a good criterion for identifying an architecture candidate. Instead we suggest that
the FQA or the derived FQAr should be used for pinpointing a suitable architec-
ture.
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We therefore suggest a very direct method in accordance with the AHP
method [Saaty 1980][Saaty & Vargas 2001] which is: Suggest architecture can-

didate i such that  is as large as possible.

3.5 Step 5: Determine Uncertainty
In order to obtain the uncertainty in our suggestion we can calculate the variance
for each architecture i given the PQA-vector and the FVC. From the rules of
variance propagation we know that the variance for architecture candidate i is

obtained in the following way: .

Thus, we are able to determine the uncertainty in our suggestion. If there is
high uncertainty, this may indicate that the architecture candidates and quality
attributes are not so well understood, and that further investigations are neces-
sary before the final architecture decision is taken.

This uncertainty indicator adds a measure of tolerance to the values for each
architecture candidate calculated with the formula in the previous section. The
formula in the previous section provides a measure of how well each architecture
candidate fits the desired blend of quality attributes, and the formula in this sec-
tion provides an interval around this measure of fitness that determines the
amount of trust we can put in the fitness measure. This means that if the inter-
vals of two or more architecture candidates overlap we cannot directly say which
of the overlapping architecture candidates that is the most suitable for the system
to build. In such cases the overlapping architecture candidates need to be studied
further to decide between them.

3.6 Step 6: Consensus Discussion
In this step we use the individual FQA and FAS, the PQA and the suggested
software architecture as a foundation for a discussion about the different archi-
tecture alternatives, the quality attributes and their relation.

The basic idea is that by studying the differences among the individual FQA’s
and FAS’s we are able to, with relatively easy measures, pinpoint where the par-
ticipants are in disagreement. The areas where there are disagreements are then
used to kindle discussions, to find out why there is a difference. Reasons can be
e.g. that the participants represent different development units, have contact
with different customers, have different experiences or have different interpreta-
tions of the architecture candidates or quality attributes. Some of these reasons
are also described in [Johansson et al. 2001].

If participants disagree on the meaning of a certain quality attribute, or of a
certain architecture candidate, this is a disagreement that would manifest itself
later during the development process and in a worst case be the source of flaws
in the delivered product. By instead venting the different opinions at an early
stage, some of these problems may be avoided.

The most tangible output from the consensus discussion meeting is a list of
issues where the discussions have shown that it is necessary to conduct further
investigations, or issues that must be taken care of in a particular way for the
project to succeed. Among the less tangible outputs is the increased confidence
that all are striving in the same direction and that the architecture decision is the

PQAjFQArj i,j 1=
k∑

PQAj
2FVCj i,j 1=

k∑
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correct decision, and the knowledge that participants will have gained from each
others’ experiences and opinions.

This step, i.e. the preparations before conducting the consensus discussion
meeting, the actual consensus discussion meeting and the analysis after a consen-
sus discussion meeting is quite extensive. Therefore we do not describe it in
detail in this chapter, preferring to provide a full presentation of all the different
sub-steps in Chapter 4 instead.

3.7 Summary
In Section 3.1 architecture candidates are created and quality attributes are identi-
fied, upon which the FQA, FAS and the FQAr vector sets created in Section 3.2
are based. These are then used to suggest an architecture candidate in Section
3.4.

Parallel to this, a variance vector set, FVC, is created in Section 3.2, which is
used in Section 3.5 to generate indications of the uncertainty in the identification
of the architecture candidate.

The outcome is thus an architecture candidate, how much better suited this
candidate is to the problem than its competitors, and how certain we are of the
results.

All of the above is then used in the last step, described in Section 3.6 and in
further detail in Chapter 4, where differences between the participants opinions
and their opinions of the suggested architecture candidate are discussed. This
creates a better joint understanding and an increased confidence in that the right
decision is ultimately taken.

4 A Case Study Using the Method

In order to illustrate the method described in this chapter we present a summary
of a study conducted using the method. This is done to give a more comprehen-
sive presentation of how the method can be used. A full description of this study,
though focusing on other aspects of the architecture evaluation and selection
method, can be found in Chapter 7.

The investigation is conducted in an industry setting, with experienced practi-
tioners of software engineering. Specifically, we conduct the study together with
Danaher Motion Särö AB [@Danaher], a Swedish company that develops soft-
ware for automatic guided vehicles (AGVs) which are, for example, used to auto-
matically haul goods on factory floors.

Within this setting we are studying a particular situation where a redesign of
the existing system allows the company to question the previous architectures
(logical as well as physical architectures), in order to possibly obtain an architec-
ture that better suit the requirements on quality attributes. We focus on a single
software system from the product line of systems developed by the company, of
which most are necessary to get an AGV system operational.

Below, we describe how each step of the method is applied in the study.

4.1 Step 1: Identify Candidates
Below, we describe the software architecture candidates that the company has
developed, and the identified quality attributes.
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Architectures. Three architecture candidates were developed for the subsystem
in focus of our study. For reasons of confidentiality we are unable to give the full
picture of the architecture candidates, but the architecture candidates describe
three variations of how to physically distribute the logic among a set of hardware
components. Specifically, the architectures involve:
• A one-CPU solution, where the entire system in question is gathered on a

single CPU board. We refer to this as Architecture A.
• A two-CPU solution, where parts of the system have been placed on a sepa-

rate CPU and communication is done over a generic communications bus.
We refer to this as Architecture B.

• A centralised solution, where the first CPU has been replaced with execu-
tion cycles in a central computer, shared over all vehicles. We refer to this as
Architecture C.

These architectures were developed by a person from the company, and
described in diagrams and text together with a description of the functional
scope of the system, also described with diagrams and text. The description of
each architecture consists of two pages: one with a UML diagram and one with
an explanatory text.

Quality Attributes. After the architectures were developed, five quality attributes
relevant for this system were identified and described. We waited with this until
the architectures were developed to be sure that the quality attributes were
indeed relevant.

The quality attributes identified and the descriptions of them that was distrib-
uted to the participants are:
• Cost. This quality attribute involves aspects such as development cost,

maintenance costs and production cost, but also indirectly time-to-market.
Furthermore, the ability to understand the system and the ability to allocate
resources with the right competence is also indirectly included in this
attribute.

• Functional Flexibility. With this we mean the ability to configure and
deliver with different subsets of functionality, but also the ability to add new
functionality and remove or replace old functionality. To deliver with differ-
ent subsets of functionality mainly means adding different sets of function-
ality on top of a common core, but it may also mean that the components
(both hardware and software) of the common core may need to be extended
or replaced to accommodate parts of the desired functionality.

• Performance Flexibility. This quality attribute concerns the ability to con-
figure different soft- and hardware solutions that supports different maxi-
mum speeds. This may have impact on the hardware (e.g. faster CPUs), but
may also influence the rate at which software components must communi-
cate, or even the algorithm by which the software controls the vehicle.

• Security Flexibility. With this we mean the ability to configure and deliver
solutions with varying degrees of security and safety. This can, for example,
be done by adding redundant hardware and software, which means that the
architecture must support redundant components, both in the software and
in the hardware.

• Testability. Testability involves the ability to test and debug the parts of the
system individually and/or as a group, the ability to extract test data from
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the system and the ability to add data measurement points when needed, but
also the ease by which these things can be done.

The objective is to identify the architecture candidate that is best at supporting
the required blend of these quality attributes. This is done using the proposed
method, which recommend an architecture candidate based on quality attributes.

4.2 Step 2: Create Framework
Using AHP [Saaty 1980][Saaty & Vargas 2001] the 13 participants each complete
a questionnaire to create an individual FAS and FQA. These are then synthesized
into a unified FAS and FQA by taking the median values of all of the individual
FAS and FQA tables. These are presented in Table 16 and Table 17 respectively.

Although the values are created using subjective assessments of the qualities
of software architecture candidates, we argue that the subjective judgements of a
set of professional software developers is an accurate representation of the actual
qualities that said architecture candidates have a potential for exhibiting.

Using these two tables and the process described in Section 3.2.3, the FQAr is
created as presented in Table 18. This is the table that is used in later stages.

Furthermore, a variance vector set FVC is created according to Section 3.2.4,
presented in Table 19.

4.3 Step 3: Prioritize Quality Attributes
Next, the participants prioritize the quality attributes for the product to build.
The resulting vectors are synthesized into the PQA-vector introduced in Section
3.3. The PQA is presented in Table 20. This vector is created using the same
multi-criteria decision process as was used to create the FQA and FAS.

Table 16. FAS

Arch. A Arch. B Arch. C

Cost 0.248 0.120 0.315
Functional Flexibility 0.270 0.286 0.253
Performance Flexibility 0.205 0.286 0.162
Security Flexibility 0.099 0.135 0.097
Testability 0.177 0.173 0.173

Table 17. FQA

A
rc

h
. A

A
rc

h
. B

A
rc

h
. C

Cost 0.143 0.429 0.429
Functional Flexibility 0.160 0.431 0.408
Performance Flexibility 0.155 0.689 0.155
Security Flexibility 0.267 0.589 0.144
Testability 0.212 0.345 0.443

Table 18. FQAr

A
rc

h
. A

A
rc

h
. B

A
rc

h
. C

Cost 0.190 0.365 0.445
Functional Flexibility 0.177 0.477 0.347
Performance Flexibility 0.164 0.649 0.187
Security Flexibility 0.217 0.582 0.201
Testability 0.205 0.421 0.374
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4.4 Step 4: Suggest Architecture Candidate
Using the formula in Section 3.4, a value for each architecture candidate is
obtained as presented in Table 21. The architecture candidate named Architec-
ture B has the highest value, and is hence identified as the architecture candidate
upon which to base the product. That Architecture B “wins” is not surprising as
it is consistently, with one exception, better than all of the other architectures, as
can be seen in the FQAr (Table 18).

4.5 Step 5: Determine Uncertainty
The variance is calculated according to Section 3.5 (the values are presented in
Table 21). Since no intervals overlap this increases the confidence in that the sug-
gested architecture candidate is indeed the best possible fit. Moreover, the vari-
ance is not unreasonably high compared to the values for the architecture
candidates (the largest variance constitute 14% of its corresponding architecture
candidate value), which increase the confidence in that the architecture candi-
dates and quality attributes are reasonably well understood.

4.6 Step 6: Consensus Discussion
This step and the preparations before it is further presented in the next chapter.
We include it in this example to give a full picture of the architecture evaluation
and selection method in its entirety.

During the consensus discussion, the individual views for each of the architec-
tures and quality attributes were presented, and a total of 20 issues for discus-
sions where there was a large spread among the answers were discussed. Some of
these issues triggered a deeper discussion, whereas others rendered a simple
comment and nothing more.

Table 19. FVC

Arch. A Arch. B Arch. C

Cost 0.0070 0.0093 0.0091
Functional Flex. 0.0029 0.0090 0.0106
Performance Flex. 0.0022 0.0078 0.0058
Security Flex. 0.0049 0.0066 0.0095
Testability 0.0028 0.0132 0.0121

Table 20. PQA

Quality Attribute Priority

Cost 0.246
Functional Flex. 0.324
Performance Flex. 0.145
Security Flex. 0.104
Testability 0.181

Table 21. Match of Architectures 
and Priorities of Quality Attributes

Value Uncertainty

Arch. A 0.187 0.0303
Arch. B 0.475 0.0467
Arch. C 0.338 0.0479
64 Architecture Evaluation and Selection



All of the participants in the study also participated during the consensus dis-
cussion meeting. Moreover, all persons took an active part in the discussions.
The discussions were such that they allowed the younger participants to learn
from the older and, to some extent, vice versa. The discussion of some issues led
to very specific questions directed to the software and hardware developers
among the participants. Several issues were also noted where it was decided to
conduct further investigations.

Half of the 20 issues for discussions had been identified using a simple for-
mula measuring the spread among the answers. These issues rendered more dis-
cussions than the remaining that had been identified by examining graphs of all
participants’ answers. The reason for this is simple: for the first 10 issues (identi-
fied through the formula) there was a significant spread among the answers,
requiring longer discussions before a consensus could be reached. For the
remaining 10 issues there was usually only one or two persons that had an opin-
ion that differed from the majority, often rendering a mere comment from the
participants with a different opinion.

One surprise was that Architecture C scored so well compared to the others.
This led to some discussions on the merits of this architecture candidate and the
possibilities of combining parts of this candidate with Architecture B.

An interview conducted with the participants after this consensus discussion
meeting gave that their confidence in that the correct decision is taken increased
as a consequence of the meeting. The general view was that the method helped
focusing the discussions onto the areas where most needed, which made for an
efficient use of the meeting time.

4.7 Summary
The case study presented above is a abbreviated version of a study conducted
using the method in this chapter (described in further detail in Chapter 7). This
experiment is conducted together with an industry partner, and in the context of
a design decision they are facing within this company. The data presented above
are thus real, live data.

The cost of applying the method is relatively low: completing the question-
naires to create the individual frameworks took, in the case above, about one
hour per participant and the consensus discussion took three hours more, total-
ling four hours per participant. 

The participants were pleased with the method. Even if it would have been
even more useful with more concrete architecture candidates and quality
attributes, it was still considered useful as the amount of uncertainty reflects the
confusion generally present at early stages of a project. 75% were willing to try
the method again in a later stage of the project, when the architecture candidates
were clearer and the quality attributes more well defined.

More evolved architecture candidates and quality requirements would most
likely increase the accuracy of the values in the FAS and FQA, although not nec-
essarily change which architecture candidate that is proposed. The benefits of the
proposed architecture evaluation and selection method lies mainly in that it
enables an evaluation at an early stage when there is not so much detail available,
and the relatively low cost of conducting an evaluation. Creating several very
elaborate architecture candidates would only increase the cost of applying the
method prohibitively. While thrilled at the participants’ enthusiasm, we would
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thus suggest that other architecture evaluation methods, e.g. SAAM [Bass et al.
1998b] or ATAM [Clements et al. 2002], are used during later stages when the
architecture candidate identified by the method in this chapter has been devel-
oped further. At this stage, the use of the proposed architecture evaluation and
selection method in this thesis has already ensured that the chosen architecture
candidate has a potential for fulfilling the blend of required quality attributes, and
the purpose of a subsequent architecture evaluation is to ensure that this poten-
tial is indeed fulfilled.

5 Discussion

A key element of the method in this chapter is the framework, as the method
depends on whether it is at all possible to create this framework. This is studied
in Chapter 5, where a framework for a particular set of software architectures
and a particular set of quality attributes is used. In this study we use five of the
architecture patterns in Buschmann et al. 1996 [Buschmann et al. 1996] and the
quality attributes in ISO 9126 [ISO 9126], together with the AHP method [Saaty
1980][Saaty & Vargas 2001].

The consensus building aspects of the method are further investigated in
Chapter 4 and in Chapter 8. In Chapter 4, the way the method helps focusing
discussions to those issues where the participants have disagreements and the
way this allows for knowledge transfer is investigated. In Chapter 8 it is investi-
gated how different participants share similar views, and how this can be used as
a decision support when composing an architecture evaluation team.

The method can be used as a tool for supporting evolution of software sys-
tems. It can be used as a first step to ensure that the architecture fits the current
blend of quality attribute requirements. It can also be used to reevaluate the
architecture at regular intervals to ensure that the architecture reflects changes in
the domain and the priorities of the quality attributes. Ultimately, the purpose of
the method is to create a shared view of the involved software architectures and
facilitate during the process of establishing an architecture vision.

6 Summary and Conclusions

In this chapter we present a method to increase the understanding of the benefits
and liabilities of different software architectures with respect to quality attributes.
Moreover, the method can be used to indicate which of the architecture candi-
dates that best suits the requirements on quality attributes of a given software
system. This can then be used to hold focused discussions on areas where there
are disagreements to increase the confidence that the correct decision is taken.

The method takes as input a set of quality attributes for a software system, and
a set of architecture candidates. During the process two sets of vectors, contain-
ing (a) a comparison of different architecture candidates with respect to different
quality attributes, and (b) a comparison of different quality attributes with respect
to different architecture candidates, are created and further refined.

The use of the method produces a list of values for the different candidate
architecture candidates, of which the one obtaining the highest value indicates
the most suitable for the system to construct.
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The sets of vectors and the recommended architecture is used as input to a
consensus discussion, during which issues where the participants disagree with
each other are discussed to further understand the reasons for this disagreement.
The purpose of this discussion meeting is to further increase the understanding
of the architecture candidates and quality attributes, identify where further stud-
ies are necessary and to allow the software developers to learn from each other.

The method, and our use of AHP to obtain the initial values, is a way to sys-
tematically quantify the experience of software engineers, as it is the subjective
judgements of the participants that are asked for in step two (create method
framework) and three (prioritize quality attributes) of the method. Two of the
major benefits of the method are that it forces the participants to systematically
consider all possible combinations and that it clearly indicates where there are
disagreements. These disagreements will lead to focused discussions and, eventu-
ally, a better understanding of the problem and hopefully an agreement among
the involved stakeholders.

We would also like to stress that albeit the framework is constructed by cap-
turing the perception of architecture structures and quality attributes from profes-
sionals, we argue that the perception professionals have about architecture
structures are also represented as actual qualities of the architecture structures
themselves. Nevertheless the framework is only indirectly based on the actual
qualities of the architecture structures. However, as the usage of the framework
is mostly as a decision support and an aid to identify where there are differing
opinions (as described in the next chapter) it is in fact the individuals’ percep-
tions that are sought, so this may not necessarily be a drawback of the method.

Furthermore, the framework can be constructed for any set of architecture
structures and quality attributes, which means that companies can perform their
own analysis for architecture structures and quality attributes related to their
business and the domain of their systems. Hence, companies are not bound to
the selection of architecture structures and the descriptions of these that can be
found in e.g. mainstream literature.

To summarise, the proposed method enables software designers to take into
account relevant quality attributes for a system and evaluate these against all soft-
ware architecture candidates for the system. The architecture candidate recom-
mended by the method is the one that, according to the software engineers, best
meet the quality attribute requirements for the system. This architecture candi-
date can then either be used to actually create the software system or to direct
evolution work to aspire towards the nominated architecture, as an architecture
vision.
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CHAPTER 4 Consensus Discussion and 
Analysis

In the previous chapter we describe a method for evaluating software architec-
ture candidates with respect to quality attributes and for identifying which archi-
tecture candidate that have the best potential for fulfilling a particular blend of
quality attributes. We also discuss how one of the most important contributions
of the evaluation method - and any evaluation method - is to facilitate discus-
sions of the benefits and liabilities of the involved software architectures. Differ-
ent software engineers may have different experiences with similar software
systems and similar quality attributes, and it is important that these differing
views are heard before a decision is taken. One purpose of architecture evalua-
tion methods is thus to facilitate the process of establishing a shared view of the
involved architecture candidates.

To alleviate the identification of differing opinions and to base architecture
design decisions on a firmer ground than mere intuition it is important to struc-
ture the decision process and to compare software architecture structures based
on quantified data. If this is not done, there will always be subjective judgements
involved when selecting between software architecture candidates.

What is even more important is that everyone involved in designing a software
architecture share the same view of what benefits and drawbacks different archi-
tecture structures have. To do this it is important that the views of different per-
sons are extracted in a quantified way that enables comparisons between the
views and a synthesis of the different views into a unified consensus view or at
least a joint decision. If this is not done misunderstandings caused by the differ-
ing views are likely to emerge later during development and may introduce severe
problems.

We propose that the understanding of architectures starts with eliciting the
knowledge of individuals and that structured discussions should be held to reach
a further understanding and learn from others during the process of building
consensus around the benefits and liabilities of different architecture candidates.
After this is done, the senior software architect is able to make a more informed
decision based on the collective experiences from the entire software design
team.

The remainder of this chapter is organised as follows. The scope and goal of
the chapter is presented in Section 1. In Section 2 we present how to create indi-
vidual views. We present how these individual views are discussed in Section 3. In
Section 4 we present how the views are combined to a unified framework. In
Section 5 we present how to evaluate this unified framework, and in Section 6 we
present how to analyse it. Finally, the chapter is concluded in Section 7.
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1 Scope and Goal of Chapter

In this chapter we describe how the individual frameworks described in the pre-
vious chapter are combined into a unified framework that enables analysis of and
comparison between software architectures with respect to quality attributes. In
the process of synthesizing this framework, the views of the individuals partici-
pating in the process are extracted and presented in a way that enables and facili-
tates focused discussion where the participants are in disagreement. The purpose
of these discussions is to create a joint understanding of the benefits and liabili-
ties of the different software architectures.

Illustration. Throughout this chapter we illustrate each step with data and expe-
riences from conducting the step with the participation of colleagues, who also
participated in the study in Chapter 5, where the individual frameworks that form
a basis for the discussions in this chapter are created. The data (i.e. the individual
frameworks) are available in Appendix I. The illustration used in this chapter is a
stand-alone follow up study of the investigation in Chapter 5. We are thus not
adhering strictly to the chronological order of the studies by presenting this chap-
ter first. However, as the chapter is a step back to the innovation phase and
hence contributing more to the method itself than an evaluation of the method,
it makes more sense to present it in close connection to where the architecture
evaluation and selection method is first introduced.

We would like to stress the fact that even if we in this study use generic archi-
tecture structures and quality attributes one would, if using the method in a com-
pany, develop architecture candidates and elicit quality attributes for a particular
system rather than using generic architectures and quality attributes. The method
would thus operate on architectures that can be used in the particular system.
Likewise, the quality attributes used would be elicited for the particular system,
and would hence be expressed in terms pertinent to the system’s problem
domain.

Moreover, the focus of this chapter is mainly on the process described and the
discussion of this rather than on the example, which is mostly included to illus-
trate the different steps.

1.1 Outline of Process
The process we describe in this chapter consists of a number of steps as illus-
trated in Figure 1. This figure should be seen as an expansion of step six in the
method proposed in the previous chapter (illustrated by Figure 2 in Chapter 3).
The first part, i.e. Create individual frameworks, is done primarily during step two of
the architecture evaluation and selection method, although some of the data sets
used in this chapter are derivatives of the individual frameworks, generated in
other steps of the method.

We expand step six of the architecture evaluation and selection method to the
following sub-steps:
1. Discuss the individual frameworks and decide upon a strategy for com-

bining them into a unified consensus framework. We go through this in Sec-
tion 3.

2. Create a unified framework as presented in Section 4.
3. Evaluate framework, as presented in Section 5.
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4. Analyse framework. This step is described in Section 6. An additional way
to analyse the framework is presented in Chapter 6, where a comparison is
made with literature. This enables a triangulation between the common view
as represented by literature and the specific view as represented by the
framework.

As presented by Johansson et al. [Johansson et al. 2001], it is expected that stake-
holders have different views of the importance of different quality attributes, and
we also expect software engineers with different backgrounds to have different
views of different architecture structures. The purpose of steps 1 and 2 of the
process in this chapter is hence to elicit the views of different stakeholders and
use these as a basis for further discussions where the causes for the different
views are investigated.

These discussions serve as one important input to the architecture design pro-
cess and the development process, but it is also important to analyse the frame-
work to understand the benefits of different architecture structures. This is not
only useful if the architectures represent initial designs for a system, but is even
more important if the purpose of the evaluation is to see whether the current
architecture of an evolving system is still the most appropriate alternative given
the (potentially also evolved) domain and quality attributes of the software sys-
tem. By regularly reevaluating the choice of software architecture phenomena
such as software aging [Parnas 1994] may be if not stopped so at least slowed
down. The analysis consists of steps 6.3 and 6.4 in Figure 1, where the frame-
work is first evaluated to measure the amount of uncertainty it contains (step 6.4)
and then each architecture candidate is analysed in further detail compared to the
other architecture candidates (step 6.4).

Figure 1. Illustration of Process

Create Individual Frameworks

Step 6.1: Discuss
Individual Frame-
works

Step 6.2: Create
Unified Framework

Step 6.3: Evaluate
Framework

Step 6.4: Analyse
Framework
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2 Create Individual Frameworks

The first step after the architecture structures are created is to understand how
different individuals, potentially with different backgrounds, perceive the
strengths and weaknesses of the architecture structures with respect to a set of
quality attributes.

As described in the previous chapter, the framework produced by the method
consists of two tables, which we refer to as the FQA (Framework for Quality
Attributes) and the FAS (Framework for Architecture Structures). These two tables
consist of a set of vectors, normalised so that the values in each vector sum up to
1, and the tables describe the architecture structures with respect to quality
attributes in two ways: the FQA describes a ranking of architecture structures
with respect to a certain quality attribute, and the FAS describe the ranking of
different quality attributes within a particular architecture structure.

We create these two tables by first acquiring the individual views of a number
of participants, as described in Chapter 3. One can choose whether to elicit the
views, in terms of the FAS and FQA, of each individual or whether to obtain a
collective framework in a group meeting. If the participants create the framework
collectively there is a risk that opinions are suppressed, wherefore we suggest
that it is better if each participant creates an individual framework that becomes
the basis for discussions, e.g. as presented in Section 3. Each of these individual
frameworks should then describe the strengths and weaknesses of the architec-
ture structures in a comparable way, so that differences between participants can
be identified and discussed.

The individual frameworks can be studied separately, but the real use comes if
they can be combined into a single, comparable view of the architecture struc-
tures and quality attributes, e.g. as described in the next sections.

Illustration of Creating Individual Frameworks. In Chapter 5 we present a
study where we use AHP [Saaty 1980][Saaty & Vargas 2001] to rate architecture
candidates and quality attributes using the architecture evaluation and selection
method presented in Chapter 3. We use the participants and the data from this
study as a starting point for the illustration of a consensus discussion meeting in
this chapter.

The outcome of the study in Chapter 5 is a series of vectors for each partici-
pant in the study. In the study each of the eight participant produce six vectors
ranking architectural structures for each quality attribute and five vectors ranking
the quality attribute potential within each architecture structure. These vectors
are grouped into two tables per participant, corresponding to the FAS and the
FQA as described above.

The quality attributes used are those from the ISO 9126 standard [ISO 9126],
namely: Efficiency, Functionality, Usability, Reliability, Maintainability and Porta-
bility, and the architecture structures used were a selection from Buschmann et
al. [Buschmann et al. 1996], namely: Microkernel, Blackboard, Layered, Model-
View-Controller and Pipes and Filters. It should however be noted that the
method is not bound to these attributes and structures in particular. Any other
set will work just as well.
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3 Discuss Individual Frameworks

The purpose of discussing and comparing the individual frameworks is to create
a further understanding of where the software engineers disagree in their judge-
ments of the architecture candidates, and to elicit the reasons why this disagree-
ment occurs. We expect to find disagreements, as it is rare that all software
engineers have the exact same background and experience, and these differences
will be manifested in the individual frameworks created in the previous step.

In order to identify the discrepancies that are most relevant to discuss, we pro-
pose to use the sum of the squared distance to the mean value, described by the

following formula: , where n is the number of participants.

This formula is applied over all participants for each vector in the FAS and FQA
(in effect, for each quality attribute and each architecture structure), and hence
produces a value for each vector that describes the amount of disagreement
between the participants. After this, a suitable threshold value is selected to dis-
cern which of the vectors are worthy of further examination.

Although it is up to the user of our method to set a suitable threshold value
and this value is depending on the number of discussion points one wishes to
identify, we suggest that the threshold value is set to the 75th percentile, thus pin-
pointing the upper 25% of the data set. However, this also needs to be
augmented by visually inspecting graphs of the individual answers and identifying
places where there are interesting outliers even though the spread of the answers
do not exceed the threshold value. The group can then during the consensus dis-
cussion meeting decide upon an appropriate action for these data points contain-
ing outliers.

During a meeting, each of the identified data points are discussed, and partici-
pants with a differing opinion from the rest get a chance to explain why their val-
ues differ.

Embracing Disagreement. That different persons have different backgrounds
is not an uncommon situation, neither in academia nor in industry. Thus, any
formed group will consist of persons with different backgrounds, which is partly
what makes a group successful. As all group members form their interpretations
of the situation at hand based on their background, one cannot expect all partici-
pants to have the same interpretation. We argue that the key to success is to
acknowledge this and to find ways to cope with the differing interpretations.

If participants disagree on the meaning of a certain quality attribute or of a cer-
tain architecture structure, this is a disagreement that would manifest itself later
during the development process and, in a worst case, be the source of flaws in
the delivered product.

The major contribution of the meeting presented in this section is that the par-
ticipants get to present their rationale, and this creates a better joint understand-
ing of how to interpret the quality attributes and architecture structures.

Another goal of the discussions is that the individual vectors should be com-
bined into vectors that everyone can agree upon. There are several ways to com-
bine the vectors, e.g.:
• Use the mean value.
• Remove outliers and use the mean value.

xi x–( )2
i=1
n∑
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• Use the median value.
• Let the participants, with the gained knowledge from the discussion, redo

the AHP questionnaire for the vector in question and hold a second meeting
to discuss the new vector.

• Let the participants jointly complete an AHP questionnaire for the vector in
question.

Which method to use can be decided during the meeting for every vector, but we
suggest that in most cases using the median value is sufficient. It is less time-con-
suming than the other choices, while still giving a more accurate image than just
using the mean value. The mean value would be unduly influenced by extreme
values, whereas the median value indicates where the bulk of the participants are
located without biasing towards outliers.

Illustration of a Consensus Discussion Meeting. With the goal of creating a
unified view of the eight different opinions (stemming from the eight different
participants in the study), a consensus discussion meeting was conducted after
the initial creation of the individual framework. During this meeting, the 11 cal-
culated vectors (one vector for each architecture structure and quality attribute
used: 5 architecture structures + 6 quality attributes) per participant stemming
from the study in Chapter 5 was presented and then discussed from the perspec-
tive of a smaller set of data points which was deemed worthy of further examina-
tion. These data points include those where there is a large spread among the
answers of the participants, and those where the participants’ opinions form two
or in some cases three distinct groups.

As a guideline for finding these data points the sum over all participants of the
squared distance to the mean value was used, with a threshold value of 0.10,
which roughly corresponds to the 70th percentile. Hence, any data point where
the sum over all participants of the squared distance to the mean value is larger
than 0.10 was deemed interesting enough to warrant further discussion.

Using this simple technique 20 data points out of 60 (Five architecture struc-
ture vectors with 6 values each, and six quality attribute vectors with 5 values
each equals 60 data points per participant, and we are looking across all of the
participants) were identified that warranted discussion. Of these, 6 data points
were only marginally over the threshold value and were not discussed in as great
a detail. Even though the set threshold value roughly corresponds to the 70th
percentile, we thus only held detailed discussions about the data points above the
75th percentile.

In addition to the data points identified by the threshold value described above
we also noticed while studying graphs of the data sets that in some cases one or
two participants disagreed largely with the rest of the group. We included these
data points as discussion points as well, as it is important that all arguments are
heard, and the disagreeing person or persons may have very compelling reasons
for disagreeing with the rest of the participants.

As stated, the intention of the discussion meeting is to find out the specific
reasons for why the participants may have differing opinions in the identified
data points. In our case, it soon became apparent that all disagreements could be
put down to the same factor, namely that the interpretation and application of
architecture structures are dependent on the background of the participants. This
led people with different backgrounds from different disciplines to interpret the
architecture structures differently. As the architecture structures in themselves
74 Consensus Discussion and Analysis



are rather abstract, many of the participants envisioned a typical system in which
the architecture is used, to put a context to the question. These envisioned sys-
tems differed depending on the background of the participants.

If the framework were created and the discussions were held in an industry
case this would, however, not be an issue, as the context in that case is given by
the software system in focus, and the architecture structures and quality
attributes directly relatable to this system. Moreover, this difference in the sys-
tems envisioned is of minor importance to this chapter, as the focus is on the
presented process for eliciting and analysing people’s opinions of different archi-
tecture candidates, and to study the problems surrounding the creation of a con-
sensus view of the strengths and weaknesses of the different alternatives.

4 Create a Unified Framework

After conducting the meeting described above, where the disagreements are dis-
cussed, a unified Framework for Architecture Structures (FAS) and a unified
Framework for Quality Attributes (FQA) is constructed of the participants’
views using the method decided upon to unite the individual views. Most often
the median value will be sufficient, unless arguments are brought forward to use
another method (e.g. the ones mentioned in the previous section) for uniting the
individual frameworks.

Using the median value means that the unified frameworks are no longer nor-
malised as the individual tables were, i.e. the columns in the FAS and the rows in
the FQA no longer sum up to 1. Because of this, a step is added where the data is
renormalised so that the columns in the FAS and the rows in the FQA sum up to
1.

Illustration of Unified Framework. The FAS and FQA constructed from our
study after the consensus discussion meeting are presented in Table 1 and Table
2 (also available in Appendix I).

The FAS (Table 1) presents the ranking of quality attributes for each architec-
ture structure. This table should be read column-wise. For example, it ranks
microkernel as being best at portability (0.309), followed by maintainability
(0.183), efficiency (0.161), reliability (0.122), functionality (0.119) and usability
(0.106), in that order. Moreover, the figures indicate that for example microker-
nel is almost twice as good at portability as it is at efficiency (the value for micro-
kernel is 0.309 compared to the value for efficiency which is 0.161).

The FQA (Table 2) presents the ranking of architecture structures for each
quality attribute, and should be read row-wise. For example, the FQA ranks pipes
and filters as the best choice for efficiency (0.360), followed by microkernel
(0.264), blackboard (0.175), model-view-controller (0.113) and layered (0.0868),
in that order. As with the FAS, the figures indicate how much better a choice for
example pipes and filters is compared to the other architecture structures. It is,
for example, twice as good a choice as blackboard (with a value of 0.360 com-
pared to the 0.175 that blackboard scores).
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5 Evaluation of Unified Framework

Previously we discussed the importance of embracing disagreement. This is not
only done by venting people’s opinions in a meeting, as earlier described. For
each value in the FAS and FQA, a value can be added to indicate the amount of
disagreement between the participants. Such disagreement indicators can be used
to judge the accuracy of decisions or statements based on data from the frame-
work.

Disagreement indicators can be constructed in a number of ways, but we sug-
gest that the same measure as earlier is used, i.e. the squared distance to the
mean, and count the number of participants with a larger value than a certain
threshold.

As before, the idea is to set the threshold such that it identifies where the par-
ticipants actually are in disagreement, which means that if the threshold is too
high too much disagreement is allowed, and if it is too low there is too little toler-
ance for variations in the answers.

However, it is not feasible to set the threshold value to identify a particular
percentile as we did to identify data points that warrants discussion. Instead, we
need a value that correctly depicts the amount of disagreement found and not a
value that identifies a particular group of data points. To this end, we recommend
that points where the squared distance to the mean is larger than two standard
deviations (of all the squared distances to the mean) are deemed to be in dis-
agreement with the rest of the participants. As before, what value to use as a
threshold value is up to the user of the method, but we find that two standard
deviations gives a fair picture of the amount of disagreement.

This measure of disagreement is only one in a series of uncertainty indicators.
For every step of the way, we have indicators of uncertainty, and these should be

Table 1. Framework for Architecture Structures (FAS)

Microkernel Blackboard Layered
Model-View-

Controller
Pipes and 

Filters

Efficiency 0.161 0.145 0.0565 0.0557 0.218
Functionality 0.119 0.321 0.237 0.115 0.151
Usability 0.106 0.127 0.255 0.104 0.0818
Reliability 0.122 0.0732 0.0930 0.105 0.144
Maintainability 0.183 0.273 0.221 0.300 0.271
Portability 0.309 0.0597 0.138 0.320 0.135

Table 2. Framework for Quality Attributes (FQA)

Microkernel Blackboard Layered
Model-View-

Controller
Pipes and 

Filters

Efficiency 0.264 0.175 0.0868 0.113 0.360
Functionality 0.205 0.252 0.199 0.206 0.139
Usability 0.0914 0.113 0.250 0.408 0.137
Reliability 0.126 0.142 0.318 0.190 0.224
Maintainability 0.191 0.0921 0.285 0.239 0.193
Portability 0.112 0.0689 0.426 0.139 0.255
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considered so that, if the uncertainty becomes too large, it should be possible to
backtrack and redo steps to get more certainty in the data sets and hence in the
accuracy and usability of the framework:

The uncertainty indicators available hitherto are:
1. Individual consistency ratio for each of the produced vectors. If a method

such as AHP [Saaty 1980][Saaty & Vargas 2001] is used, this is obtained as
part of the results from the method, otherwise these may need to be calcu-
lated separately.

2. Differences between individuals, as discussed in Section 3 and using the
measure introduced there.

3. Differences between the unified FAS and FQA. In Chapter 3 we describe a
way to measure and compensate for these differences. Briefly, we compen-
sate for inconsistencies between the FAS and FQA by using one of the
frameworks to improve the quality of the other, which is then used in subse-
quent steps of the method.

In every step of the way, the goal has been to quantify the knowledge about
architecture structures, while still retaining a qualitative rationale. Every step of
the way helps in removing ambiguity and increasing the clarity and the under-
standing of the architecture structures. This will, in a development process,
ensure that architecture design decisions can be taken with more certainty.

The uncertainty indicators on all levels and during all steps while creating the
framework can be used to ascertain that the uncertainty, and hence the risk
involved, is reasonably low, but also to identify factors upon which people have
different opinions and where further discussions are needed to avoid problems
further on in the development process.

Illustration of Disagreement Measure. In our example, the standard devia-
tion of all squared distances to the mean is 0.0166, and hence the threshold value
is set to the double, i.e. 0.0332. By confirming against a plotting of all the partici-
pants and their values we are able to determine that this threshold value gives a
fair representation of where participants disagree with the majority.

Counting the occurrences where the participants in the study diverge more
than this threshold number, we find that there are 43 places where participants
disagree, out of the total 480 data points (6 vectors with 5 values plus 5 vectors
with 6 values, and all this times 8 participants). The persons in disagreement are
distributed over the different vectors as shown in Table 3 and Table 4.

In these tables, we see for example in Table 3 that for Microkernel one person
has a different opinion to that of the majority regarding its efficiency value, one
person regarding its usability value and as many as four persons disagree on
Microkernel’s abilities regarding portability. Studying a graph with all the partici-
pants’ individual frameworks, it becomes clear that the participants form two dis-
tinct groups with respect to this issue (although the points identified by the
disagreement measure come from both of these two groups).

Moreover, we see that in general the architecture structures Microkernel and
Blackboard contribute with more than half of the disagreement issues, which
indicates that for these two architecture structures much discussion is needed in
order to fully understand them and the consequences of using them in a software
system.

In Table 3 and Table 4, we see that there are a total of eight places where two
or more participants disagree with the majority. While these places certainly need
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further discussions to elicit the reasons for the disagreement, we can also con-
clude that the unified framework seems to be constructed by persons who are
mostly in agreement, and the framework can thus be used with reasonable accu-
racy.

6 Analysis of Framework

In this section we describe the logical next step after the framework is evaluated
for consistency, which is to analyse the framework internally. I.e. we discern how
the different architecture structures relate to each other and how each of the
architecture structures supports different quality attributes.

This is important in order to really understand the relations between the archi-
tecture structures and the quality attributes. Moreover, to analyse the framework
instead of simply using it creates a learning effect, in that by understanding the
qualities of one software architecture it may be easier to understand the qualities
of the next architecture, i.e. the next time software architectures are designed and
when evolving the software architectures the designers will have an increased
understanding from the start of the strengths and weaknesses of different design
alternatives.

Furthermore, if the purpose of creating the framework is to reevaluate the
architecture of an existing software product, it is even more vital to analyse the
architecture alternatives in the created framework to understand for which qual-
ity attributes there is an improvement potential in the current software architec-
ture of the system.

Table 3. Disagreement in FAS

Microkernel Blackboard Layered
Model-View-

Controller
Pipes and 

Filters

Efficiency 1 1 1
Functionality 1
Usability 1
Reliability 1
Maintainability 1 1 1
Portability 4 1 1

Table 4. Disagreement in FQA

Microkernel Blackboard Layered
Model-View-

Controller
Pipes and 

Filters

Efficiency 2 2
Functionality 1 4 1
Usability 1 1 2
Reliability 1 2 1 1
Maintainability 1 4 1 1
Portability 2
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The analysis is based on the two tables, i.e. the FAS and the FQA. We have
attempted several ways to integrate these two tables into a single table, but have
come to the conclusion that it is better to keep the two tables separate.

There are two dimensions to the analysis: (a) a comparison between different
architecture structures, for which the FQA is used, and (b) a comparison of the
software qualities within a particular architecture structure, for which the FAS is
used. As before, the FQA is read row-wise, and the FAS is read column-wise.

We find the data easier to analyse if the data are plotted into graps, rather than
studying the mere numbers. Examples of such graphs, based on the FAS in Table
1 and the FQA in Table 2, can be found in Figure 2 and in Figure 3.

The graph in Figure 2 is read column-wise, i.e. one column in the FAS corre-
spond to one column, or rather a vertical line, of dots. Figure 3 corresponds to
the FQA. The FQA is read row-wise, but as there is no meaningful interpretation
of comparing the quality attributes with each other in this table, we choose to
plot this table so that its graph is also read column-wise.
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6.1 Analysis of Architecture Structures (FAS)

This part of the analysis is concerned with understanding the qualities of each
architecture structure. To this end we use the FAS and a plot of it, as the example
in Figure 2.

When studying the FAS, it becomes apparent that an architecture structure can
be of two different kinds, depending on how the quality attributes are spread. If
the architecture ranks a few quality attributes highly compared to the others, this
implies that the architecture is specialised for these purposes. On the other hand,
if all of the quality attributes are ranked closely together, the architecture is gener-
alised, and can better suit any mixture of desired quality attributes.

Another thing to look for is whether some quality attributes are always, or in
most cases, ranked high or low. For example, if a quality attribute is ranked high
for all architecture structures, there is no further need to study this attribute as
one can be certain to fulfil it in any case. If it is consistently ranked low, this indi-
cates that new architecture structures may be needed that focus on this quality
attribute.

The purpose of this analysis is to understand the strengths and weaknesses of
each architecture structure, which may help the next time an architecture is to be
designed. As stated, it may also help in pointing out the need for new architecture
structures that either favours a particular quality attribute, or is equally good at a
number of quality attributes.

Illustration. In Table 1 (and in Figure 2) all of the architecture structures, except
for possibly the pipes and filters structure, are specialised for certain purposes.
For example, microkernel is specialised for portability. Portability scores a value
of 0.309 compared to the second largest, which is maintainability with 0.183. The
relative distance between portability and maintainability is thus 0.126, whereas
the relative distance between maintainability and the quality attribute with the
lowest score is 0.0770, which is considerably smaller than between portability and
maintainability. Another example of a specialised architecture structure is model-
view-controller which is specialised on portability and maintainability, with values
of 0.320 and 0.300, respectively. The distance to the third best quality attribute is
more than 0.185, as compared to the distance between the third best and the last
quality attribute, which is 0.0593.

Another thing that the FAS from our experiment seems to indicate is that
there are some quality attributes that no architecture structure is really good at.
For example, all architecture structures except for pipes and filters have a fairly
low value on efficiency. What this implies is that there is room for specialised
architecture structures with emphasis on this quality attribute.

Similar situations can be found with usability, where only the layered architec-
ture structure ranks it highly, and reliability, which no architecture structure in
our study seems to focus on, or is capable of.

Since no architecture structures in our study focus on reliability, one can ask
the question whether reliability is at all a quality attribute that affects the software
architecture or whether it is an attribute that mainly manifests itself in the soft-
ware development process. This, in turn, may be depending on the interpretation
of reliability.

Maintainability, on the other hand, seems to be a quality attribute that most, if
not all, architecture structures seem to focus on. This manifests itself in the rela-
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tively high values for maintainability compared to the other quality attributes for
all architecture structures.

6.2 Analysis of Ranking per Quality Attribute (FQA)
The other part of the analysis is to compare architecture structures with each
other. To this end we use the FQA and a plot thereof, as is exemplified in Figure
3.

Patterns one can discern here are whether a particular architecture structure
always gets better values than another, which of course would mean that this
structure is always to prefer over the other. One can also see if there are certain
quality attributes that favour the selection of a particular architecture structure.
This may, in time, create an increased understanding of what traits of a software
architecture it is that benefits a particular quality attribute.

Illustration. In the FQA in Table 2 (and the corresponding plot in Figure 3), the
layered architecture is considerably better at most quality attributes than the
other architecture structures, except for efficiency and functionality (and usabil-
ity, where model-view-controller is extremely better than the rest of the architec-
tures). Likewise, we see that blackboard is in general a bad choice, except when
functionality is a desired quality. If a situation like this occurs when comparing
architecture structure candidates for a system, this would indicate that the evalu-
ation can be aborted and the high-ranking architecture (in our example the lay-
ered architecture structure) can be chosen directly, unless efficiency is a desired
quality.

7 Summary and Conclusions

In this chapter we present an approach to building consensus around the benefits
and liabilities of software architecture structures through the process of creating
a unified, quantified and comparable view of architecture structures with respect
to quality attributes.

Instead of just reading about the architecture structures in a book, we argue
that the process of expressing one’s own knowledge and experience of different
architecture structures in a structured way creates a further understanding of
how the architecture structures will work in the specific situation. When this is
compared to other people’s opinions, this creates a learning effect and allows dif-
ferences of opinions to be identified and discussed to form a consensus before
the development process continues.

Without this consensus there is a risk that the differences of opinion will
appear later during the development and take the form of inconsistencies in the
developed system as well as an increase in development time.

The focus of this chapter is on the different steps that assist in the process of
building consensus among the participants while ensuring that all, or at least as
many as possible, relevant aspects are covered before more time and effort is
spent on further developing the software system at hand. We illustrate these
steps by reporting from a case study conducted according to the steps in this
chapter. We would again like to stress that the framework we present in the illus-
trations is only one example of using the proposed process. The created frame-
work and the steps to discuss, evaluate and analyse it can be used on any set of
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architecture structures and quality attributes. Which sets to use is primarily deter-
mined by the context and the domain in which the process is being applied.

The process for consensus building in this chapter has the following benefits:
• It can be used to create a better understanding of different architecture

structures.
• It can be used to kindle a dialogue between software developers to iron out

and understand discrepancies in interpretations of architecture structures.
• It can be used to identify the need for architecture structures specialised on

certain quality attributes.
• It can be used as a sub-step in methods for comparing different architecture

structures when selecting which architecture to use in a system to design, as
in the previous chapter.

• It can be used to evaluate architectures against a “baseline” of common
architecture structures.

• It can be used as a learning tool to allow software developers to share their
experiences with each other in a structured way.

• It facilitates the creation of a shared view of the involved software architec-
tures.

• It can be used in the process of establishing an architecture vision that is
understood by all stakeholders and software developers.

• It can be used to confirm or confute “myths” regarding software architec-
tures. For example if all architecture structures rank performance and main-
tainability highly, this indicates that it is at least possible to create
architecture structures where these are not in conflict, thus refuting the
myth that this, in general, is not possible. 

To summarise, the contribution of this chapter and the previous is that we
present a method for architecture evaluation and selection based on quantitative
data. This method can be used to hold focused discussions to find out if and why
there are disagreements in a group of software developers and between their per-
ceptions of the benefits and liabilities of different architecture candidates. Such
discussions are vital to create a joint understanding of the architecture candidates
for a system to design. Our advice is to acknowledge that there will be disagree-
ment, and to use this disagreement to power discussions to create a better under-
standing of the architecture structures and quality attributes involved.
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CHAPTER 5 Study 1: Academic Evaluation

Architecture evaluations, especially evaluations that rely on assessments, require a
structured way to collect and compile statements from individuals about the
involved architectures. These statements can be of many forms, e.g. qualitative
statements of the benefits, liabilities and improvement areas for an architecture
or a quantitative estimate of some aspect (e.g. a quality attribute) of an architec-
ture. The architecture evaluation and selection method presented in Chapter 3 is
no exception. This method requires that statements in the form of prioritized
lists of quality attributes and architecture candidates are gathered from a set of
stakeholders participating in an architecture evaluation. In this chapter we
present an academic study of one way through which these prioritized lists can
be collected. We study whether the use of AHP [Saaty 1980][Saaty & Vargas
2001] for this purpose provides relevant results, eventually concluding that it
does. We also analyse the results and outline some of the consequences of the
architecture evaluation.

The investigation illustrates how different individuals understand and judge
the support of quality attributes in a selection of software architectures. The
investigated method provides one important input to decision-makers when
selecting a suitable system architecture, together with other considerations. These
other considerations involve all aspects of software development that are not
measurable on the software architecture or indeed the developed software sys-
tem, for example the development organisation.

This chapter is organised as follows. Section 1 presents the scope and goal of
this chapter and the research questions related to the problem studied in this
chapter. In Section 2, the study design is presented to set the foundation for the
results obtained. The operation of the study is described in Section 3. The results
of the investigation and an interpretation of the results are provided in Section 4.
Finally, a summary and some conclusions are presented in Section 5.

1 Scope and Goal of Chapter

In Chapter 3 we present a method for pinpointing a suitable software architec-
ture for a system among a number of architecture candidates. The method pro-
vides a structured and formalised way to identify the most suitable software
architecture candidate by using a prioritized list of quality attributes for the sys-
tem. The study in this chapter focuses on step two of the method, i.e. the cre-
ation of the frameworks that are elicited from the participants and used in the
identification process. In this chapter we study whether there are perceivable dif-
ferences between software architectures, and whether we are able to detect these
using the architecture evaluation and selection method presented in Chapter 3.
We investigate whether it is possible to obtain the frameworks using a specific
method, i.e. AHP. A positive result indicates that it is possible to quantify differ-
ences between different architecture candidates, i.e. that step two of the architec-
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ture evaluation and selection method produce relevant results that can be used in
the rest of the method. The investigation in this chapter consists of two parts:
1. It is generally held that some architectures are better at certain tasks than

others. For example, the Layered [Buschmann et al. 1996] architecture is
considered to be bad at performance but good at modifiability. Our first task
is to find out if these generally held opinions in fact are so generally held, i.e.
whether people will agree on the strengths and weaknesses of different
architectures.

2. The second task is to find out whether there actually are any grounds to use
a particular architecture in favour of another, or whether all architectures are
in fact perceived equal and that the quality attributes a system presents are
the results of an engineering effort.

The overall goal of the study in this chapter is thus to investigate a specific
approach for creating the individual frameworks in the architecture evaluation
and selection method. This approach should elicit the understanding of different
software architecture candidates with respect to a set of quality attributes.
Together the two parts of the investigation, as presented above, provide an
answer to whether it is possible to obtain frameworks that enable comparison of
the involved architecture candidates, and whether people will be in reasonable
agreement concerning the benefits and liabilities of the architecture candidates.
These two aspects are cornerstones in determining the usefulness of the architec-
ture evaluation and selection method presented in this thesis.

1.1 Research Questions

The research questions addressed in this chapter are the following:

Q11. Is the perception of the strengths and weaknesses of different architecture
candidates with respect to different quality attributes the same among a set of
subjects?

Q12. Is the perception of which architecture candidates that best fulfil different
quality attributes the same among a set of subjects?

These two questions correspond to the first task set out in Section 1, to seek
an answer to whether it is at all possible to create an agreement among persons
with different backgrounds. The answers to these two questions determine how
accurate the answers to the following questions will be:

Q21. Is the perceived influence of different quality attributes ranked differently
for different software architectures?

Q22. Are software architecture perceived as supporting different quality
attributes differently?

Q21 and Q22 correspond to the second task in Section 1, to find out whether
stakeholders perceive large enough differences between different architecture
candidates in terms of support for different quality attributes to motivate the
choice of a particular architecture candidate over the others. The purpose of
these two questions is thus to find out if we are able to quantify the perceived dif-
ferences between architecture candidates. A positive result would indicate that
the process used in this chapter is viable to use for obtaining the data sets in step
two of the architecture evaluation and selection method presented in Chapter 3.
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The reason to divide each question (Q1x and Q2x) into two separate questions
can be explained by examining the situation in Figure 1. In this figure, two archi-
tectures are rated compared to each other with respect to quality attribute C.
Moreover, within each architecture three quality attributes are rated. Just looking
at the ranking of the quality attributes within each architecture one can be lead to
believe that architecture B is better than architecture A with respect to quality
attribute C. However, when ranking the two architectures from the other per-
spective, i.e. with respect a certain quality attribute (attribute C in the figure), it
may be the case that even though quality attribute C is architecture B’s best qual-
ity it is still completely surpassed by architecture A (illustrated by the architec-
tures’ respective position on the y-axis in the figure). Hence, comparisons from
both perspectives are necessary to get a complete picture. This is also the reason
why we in Chapter 3 introduce two frameworks, i.e. the FAS and the FQA. Each
of these two frameworks corresponds to one of the two perspectives covered by
the question pairs (Q11 and Q21 is one perspective and Q12 and Q22 is the
other) in this chapter.

2 Study Design

In this section, we describe the planning and design of the study conducted to
gather data to answer the questions posed in Section 1.1. 

2.1 Context
The investigation is conducted in a university setting with academic people with a
good knowledge of software architectures and software quality. In many empiri-
cal studies the university setting would be regarded as a validity threat. We prefer
to see it as a step along the way. As outlined in Chapter 1, we follow a research
process of innovation, evaluation and application in this part of the thesis. The
contribution of this study is thus in the evaluation phase, which preferably is per-
formed in a lab environment. Based on what is learnt here, one can either move
back to the innovation phase to further understand the phenomenon and evolve
the underlying idea or ideas or move on to the application phase where the idea
or ideas are tested in real life settings.

2.2 Variables
Two sets of variables are used in the study. The first set is related to which quality
attributes to include in the study, and the other concerns which software archi-
tecture candidates to use. From the perspective of the method any quality
attributes and architecture candidates can be used. For example, in an industrial

• Quality Attribute C
• Quality Attribute B
• Quality Attribute A

• Quality Attribute A
• Quality Attribute B
• Quality Attribute C

Figure 1. Ranking of two Architectures

Architecture A

Architecture B
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setting the architecture candidates would be suggestions for a system to design or
reevaluate and the quality attributes would be those relevant for this particular
system and for the company as a whole. Below, we present the quality attributes
and architecture candidates we have chosen for the study in this chapter.

Quality Attributes. There exist a number of different categorisations of quality
attributes, many of which are presented in [McCall 1994], who also presents his
own categorisation. These different categorisations are useful in many situations,
but more importantly the set of quality attributes to use is decided by the specific
situation in which the method in this chapter is applied.

For this study, as we did it in an academic context with the purpose of evaluat-
ing the method’s potential, we choose to use the generic quality attributes defined
by the ISO 9126 standard [ISO 9126], categorised into the following main cate-
gories:
• Functionality
• Reliability
• Usability
• Efficiency
• Maintainability
• Portability
We choose these quality attributes because they are defined as a standard. The set
of quality attributes used in the study can easily be replaced with another set,
should there be any objections to the ones defined in this ISO standard. The
intention is to select a well known set of quality attributes and then it is more
important to study the research questions based on these, than to ponder
whether these are an optimal selection.

There are many quality attributes, and parts of some of the chosen quality
attributes, that are not represented in the software architecture. Such quality
attributes may have impact on development lead time, organisation structure,
cost and so on. In this chapter and in the architecture evaluation and selection
method in Chapter 3 we only focus on those aspects that are discernible by
examining the software architectures, leaving other aspects to other methods.
Hence, this method provides only one aspect necessary to make an informed
decision, and it should be used together with other methods to create a full pic-
ture before a decision is taken.

Architecture Candidates. For this study we choose the following five architec-
ture patterns of the eight patterns presented by [Buschmann et al. 1996], namely:
• Layered
• Pipes and Filters
• Blackboard
• Model-View-Controller
• Microkernel
We choose to exclude the patterns Reflection, because of its relative high com-
plexity in comparison to the other patterns, Presentation-Abstraction-Controller,
as it can be seen as merely a higher-level usage of the Model-View-Controller
pattern, and Broker, as it is just a solution to a distributed problem that would if
the problem was not distributed be represented as lower level design patterns
[Gamma et al. 1995] and not as a system structure.
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The benefit of choosing the architecture patterns above is that they are famil-
iar to most software engineers. They also represent the same level of abstraction,
i.e. system or subsystem level. Being on this level of abstraction also ensures that
it is possible to reason about quality attributes for each of the architecture pat-
terns.

As with the quality attributes chosen, these architecture patterns can also be
replaced with other styles, e.g. those presented in [Shaw & Garlan 1996].
Although we find it difficult to reason about quality attributes on the level of
abstraction used in [Gamma et al. 1995] these are also a possible alternative for
the patterns used. As mentioned earlier, the main intention of the architecture
evaluation and selection method is to use concrete architecture candidates for a
system to build and reevaluate.

We set no restrictions on the size of the software entity in which the software
architectures are used. The software entity may be an entire product, but may
also be a module, a subsystem or a component within a software system. The
same goes for the selected quality attributes: in this study we have chosen the
very top-level categories of quality attributes, but there are no restrictions in
applying our method to lower-level, more concrete, quality attributes.

2.3 Subjects
We choose to use a small board of experts in the field for the study, i.e. people
from academia. More particularly we use our colleagues and ourselves, which
amounts to eight participants. Most of these participants have considerable
industrial experience as well and some are even part time employed by industry,
which ensures that the knowledge of the participants is not only based on theory,
but also grounded in practice. Table 1 lists a brief description of the experiences
of each participant. Please note that the names are not the real names of the par-
ticipants.

None of these participants have anything invested in the results of this study,
not even ourselves, because of which an objective result can be expected.

2.4 Decision Method
When creating the individual frameworks we need a decision method that
enables a quantitative comparison between different quality attributes and archi-
tecture structures. One such decision method is the Analytic Hierarchy Process
(AHP) [Saaty 1980][Saaty & Vargas 2001], used in multi-criteria decision making
and management science [Anderson et al. 2000]. We present AHP further in
Chapter 1. 

AHP does not measure any absolute qualities of the software architectures.
Instead, it structures the experiences and knowledge of individuals with respect
to the effect different architecture solutions have on different quality attributes.
For the intended usages of the method in this thesis, i.e. to identify which archi-
tecture candidate is most suited for a system being constructed and to identify
where there are differences of opinion that need to be further discussed, we
argue this relative assessment is ample. According to [Helmer & Rescher 1959],
using AHP need not even be a breech of objectivity. This may, however, be of
lesser importance when considering the use to which the created data sets are
put. As we use the data sets to drive discussions with the purpose of eliciting any
Study 1: Academic Evaluation 87



problematic or misinterpreted issues, subjectivity in the form of personal experi-
ences and background is in fact an almost desired quality.

2.5 Instrumentation
Each participant gets a different questionnaire, where the order of the questions
is randomized according to three simple principles:
• One half of the subjects start with questions related to Q11 and Q21. The

other half start with questions related to Q12 and Q22.

Table 1. Experiences of Subjects

Name Title Experience

Bob Ph.D.
Student

Have done research on software development together with industry partners.
Have participated in several large development projects.

Larry Professor Some industry practise.
Have done research on conflicts between quality attributes in software systems 
together with industry partners.
Have done research on several large industry applications, involving their soft-
ware architecture.

Edward Ph.D. Have done research related to specific quality attributes.
Have experience supervising development projects.
Have been teaching object-oriented design methods and quality attributes in 
object-oriented design.

Kenneth Ph.D. Have done research on software architectures together with industry partners.
Have done research on software product-line architectures together with industry 
partners.
Have done research on object-oriented frameworks together with industry part-
ners.

Ivan Ph.D. Several years of industry practise.
Part-time industry employed.
Have done research on conflicts between quality attributes in software systems 
together with industry partners.

Nathan Ph.D.
Student

Ph.D. studies specialised in software architectures and architecture evaluation, 
conducted together with industry partners.
Have participated in several large development projects.
Have conducted numerous software architecture evaluations together with indus-
try partners.

George Professor Several years of industry practise.
Have done research on software evaluations and software architecture evaluation 
together with industry partners.

Eric Ph.D. Several years of industry practise.
Have done research on software architecture evaluation.
Have done research on software architectures together with industry partners.
Have participated in several large development projects.
Have conducted numerous software architecture evaluations together with indus-
try partners.
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• For each of the two main questions (Q11+Q21 and Q12+Q22, respec-
tively), the order of the architecture candidates and quality attributes is ran-
domized.

• Finally, the questions (i.e. the pair-wise AHP comparisons) for each archi-
tecture candidate and quality attribute are asked in a random order.

Using these simple principles the questions are answered in a random order. The
main reason of course being that the results should be independent of the order
on the forms.

2.6 Validity Evaluation

In this section, the threats to the investigation are discussed. For a thorough
description of possible threats to studies, see [Wohlin et al. 2000].

Conclusion Validity. As the answer to each question in the form is a subjective
judgement, the answers will not be exactly the same for all participants. Indeed, it
is not even certain that a participant will answer exactly the same, should the
study be repeated. The reliability of each person’s individual measures is thus not
as high as one would hope. However, the consistency index within the AHP
method helps to check the consistency of the individuals. Hence, as it is part of
the study to measure the amount by which different participants disagree, as long
as each participant is internally consistent this is not a problem.

The questions to answer are of such a character that the answer to each ques-
tion is independent of when the previous questions were answered. Because of
this we see no troubles if the exercise is interrupted for shorter time intervals, e.g.
by e.g. phone calls, coffee breaks or fire drills. If, however, the breaks are longer,
e.g. overnight, this may influence the consistency of the answers. This because it
is possible to mature while completing the study, and one may sometimes wish
to go back and correct some earlier answers, provided these are still fresh in
memory.

If, during coffee breaks the participants discuss their answers, this may lead to
participants changing their opinion on some questions. However, as a subse-
quent step (step six) in the architecture evaluation and selection method is to
hold a consensus meeting at a later stage to create a collective result (discussed in
Chapter 4), the only result of this would be to facilitate the process of reaching
consensus.

Internal Validity. As the participants answer more and more questions, we
expect them to become more acquainted with the AHP method, and possibly
grow bolder in their answers, spreading them more from the centre value. To
counter this effect, the forms are constructed in a random way, as described in
Section 2.4. This ensures that questions asked last for one participant, i.e. when
the participant has matured, are potentially asked first for another participant,
when this person is still unmatured.

Construct Validity. We see no threat if the participants are aware of the
hypothesis we try to prove, and hence make no secret of it. As we have no inter-
est in favouring any particular architecture candidate or quality attribute, but
rather to get a collective view of all the architecture candidates and quality
attributes, there is no way in which the participants can tweak their answers to
satisfy any hidden hypothesis we may have.
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We are aware that the method used in this study can also be used to evaluate
persons, e.g. to see how close to some company norm their answers fall, and that
some persons may perform differently as a result of knowing that they are being
evaluated. However, we do not expect this to be a problem for the study in this
chapter. The participants are aware that this is not a personal evaluation, and are
all professional researchers, aware of the intended usage of their answers.

External Validity. The construction of the study is such that it should work just
as well at another place with a different set of participants with different back-
grounds, a different set of quality attributes and a different set of architecture
candidates.

3 Operation

In this section we describe the execution of the study, starting with the prepara-
tion and continuing with the actual execution.

3.1 Preparation
Before the meeting, information was handed out to the participants concerning
quality attributes and architecture candidates. This was handed out to ensure that
people had approximately the same view on the architecture candidates and qual-
ity attributes, although we knew that most of the researchers were familiar with
both the architectures and quality attributes anyway.

Specifically, pages 7 to 11 of ISO 9126 [ISO 9126] was handed out as informa-
tion regarding quality attributes, and a selection of the pages describing the pat-
terns used in [Buschmann et al. 1996].

The full text for the patterns is 100 pages, which would introduce a threat that
the material has not been read before the meeting. Instead, the first pages of each
pattern were used, presenting an abstract of the pattern, an example, the context,
the problem, solution and structure of the patterns. We considered including the
consequences-section for each pattern, where the benefits and liabilities of using
a particular pattern is presented, but opted not to as this may introduce a threat
that it is not the participants’ judgements of the patterns that emerge during the
study but that of the authors of the patterns book.

Moreover, material presenting the decision method used, i.e. AHP, and a short
introduction to the study was handed out. The brief description of AHP is to be
seen more as background reading.

If the full method is applied, the preparations would also consist of creating
the architecture candidates and describing the quality attributes used, before
sending this out to the participants to study.

3.2 Execution
Based on previous experiences with AHP [Karlsson et al. 1998] we estimated
that it would take approximately 20 seconds per question. Assuming six quality
attributes there will be 15 (n*(n-1)/2) questions asked for each architecture can-
didate. With five architecture candidates we have 75 questions. Moreover, as we
wish to consider both the comparison of quality attributes per architecture candi-
date (Q2) as well as the comparison of architecture candidates with respect to
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each quality attribute (Q1) the number of questions is increased by another 60
questions ((5*(5-1)/2)*6), totalling 135 questions. This results in approximately
1½ hours of concentrated work for the participants.

As it turned out, the participants preferred to fill in the forms in their own
offices, so after the introduction most of the participants left the meeting room
and came back with the filled in form later. All participants had handed in the
form after 1 ½ hour, which indicates that they worked relatively undisturbed.
Hence, the risk that this introduced an extra threat to the study is minimal.

Moreover, during the introduction the following questions were defined as
being the ones to answer:
• Which Quality Attribute, A or B, is most supported by the Architecture

Candidate, and how much more supported is it?
• Which Architecture Candidate, A or B, is most fulfilling the Quality

Attribute, and how much more does it fulfil it?
The texts on AHP present the different answers as different grades of impor-
tance, e.g. “more important”, “highly more important” or “extremely more
important”. In our study we defined the answers to be “more supported”,
“highly more supported” and “extremely more supported”.

3.3 Data Validation

As one of the research questions is to find out whether people agree or not, it
seems unreasonable to disqualify some participants because their answers are not
in conformance to the others.

However, as mentioned in Section 2.4 AHP provides a consistency ratio. This
ratio can be used to determine whether the participants have answered consis-
tently, i.e. in agreement with themselves.

Studying the consistency ratios, the participants were surprisingly consistent.
Not one exceeded a ratio of 0.13, only one exceeded 0.12, most participants
achieved a ratio of around 0.11 and one even scored a ratio of 0.03. These are
very good values and indicate that the participants have indeed been consistent
while completing the forms.

4 Analysis and Interpretation

The data from the forms are, in accordance with the AHP method, reformatted
into 11 vectors (one for each architecture candidate and one for each quality
attribute) per participant. These 11 vectors, presented in Appendix I, are used as
input to the analysis phase.

4.1 Analysis for Q11 and Q12

Comparing each vector set for all participants, the following four scenarios are
possible:
1. All participants agree.
2. Most participants agree.
3. The participants form separate groups.
4. The participants disagree and form no groups.
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Rather than setting some arbitrary thresholds as to what would constitute a
group or not, we chose to use principal component analysis (PCA) [Kachigan
1986] to find groups among how the participants have answered.

For the 11 vectors this technique arranges the participants into groups in all
cases, resulting in the values in Table 2. This table displays the number of groups
of agreeing people and the sizes of these groups for each architecture candidate
and quality attribute. For example, for Model-View-Controller and Usability five
of the participants were in agreement, two more agreed with each other, and a
single person did not agree with anyone else. Based on these values it would be
possible to conclude that cases 1 and 4 never occurred: never did all participants
agree or disagree.

However, PCA does not take into account how small the differences between
groups are. If all participants mostly agree, the technique simply becomes that
more sensitive to smaller discrepancies.

For example, the Layered architecture was expected to result in one, or at most
two groups. The grounds for this assumption can be found by visually examining
the values of the participants plotted into a graph. This graph is presented in Fig-
ure 2. As can be seen, there is a large consensus that Maintainability and Portabil-
ity should score high, whereas the remaining quality attributes only have a minor
role to play in the Layered architecture.

To come to terms with that PCA sometimes finds too many groups, we need a
number on how far away from each other the participants really are. For this we
use the sum of the square of the distance to the mean value, according to the fol-
lowing formula:

Where attributes are the 5 architecture candidates or the 6 quality attributes that
are compared within one vector set. These sums are presented in Table 3.

We had hoped that these two measures would together give an indication of
how well the participants agreed. However, much to our dismay many of the vec-
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tor sets which we by examining the graphs would judge as being in agreement
scored high values. By examining the graphs further, identifying the groups indi-
cated by the PCA, we come to the conclusion that many high values can be
explained by a few outliers or groups of people with extremely different opinions
than the others. This is the case with for example the Microkernel architecture
(Figure 3) and the quality attribute Usability (Figure 4).

The values for Microkernel are presented in the graph in Figure 3. In this case,
we see that the largest discrepancy, which is also the likely basis for the PCA to
divide the participants into two relatively large groups is that there are two dis-
parate opinions regarding Maintainability and Portability.

For Usability, there is almost complete agreement, which is also indicated by
the PCA and can be visually confirmed in the graph in Figure 4. Two persons,
Edward and Kenneth are outliers, albeit in accord with each other.

Taking these outliers into account, there is mostly agreement between the par-
ticipants on six of the eleven vector sets (i.e. Layered, Model-View-Controller,
Pipes and Filters, Efficiency, Portability and Usability), and on three more (i.e.
Blackboard, Microkernel and Functionality) the participants are reasonably in

Figure 2. Layered Architecture
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Table 3. Sum of Squared Distance to the Mean

Vector sum of squared distance to mean

Blackboard 0.505
Layered 0.150
Microkernel 0.693
Model-View-Controller 0.373
Pipes and Filters 0.385
Efficiency 0.453
Functionality 0.495
Maintainability 0.519
Portability 0.435
Reliability 0.592
Usability 0.468
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agreement, albeit forming separate groups. Only in two cases (Maintainability
and Reliability) is there enough spread between the answers to claim that there is
mostly disagreement among the participants. The data from each participant are
available in Appendix I.

In particular, this means that there is a good joint understanding of several of
the software architectures and quality attributes. One major result here is that we
are able to pinpoint (in a quantifiable way) where people agree and disagree,
which we hope will spark discussions to resolve the disagreements.

Although not as important as the general agreement or disagreement, we
wanted to study whether certain individuals often had the same opinion. Thus,
the next step in this analysis is to see how often different people agree. To this
end we count the number of times two persons appear in the same group (i.e.
agree on a vector set) for all 28 possible combinations of the eight participants.
This count is found in Table 4.

We consider any group appearing five times or more to be in relative agree-
ment. There are seven such groups, whereas a rough calculation yields that statis-
tically a completely random ordering of persons into the same types of groups
that PCA renders would give eight groups appearing five times or more. Hence,
this may be a statistical artefact. On the other hand, it may not be that important
whether certain individuals have the same opinion; it is most likely more impor-
tant to understand where there seem to be a general agreement and where there
is not.

Figure 3. Microkernel Architecture
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4.1.1 Summary
Q11 and Q12 concerns whether it is possible to create an agreement between
subjects with different backgrounds. Using PCA we study how different people
are grouped together and how many persons there are in each group. To come to
terms with that PCA becomes more sensitive when there are smaller differences,
we also study how far from the mean value the participants are.

After accounting for outliers, we conclude that there is an agreement for most
of the architecture candidates and quality attributes.

4.2 Analysis of Q21 and Q22
As the outcome of the analysis of Q11 and Q12 is mostly positive, it is meaning-
ful to continue with an analysis of Q21 and Q22, which is done below. We would
however like to again point out that analysing different architecture patterns and
abstract quality attributes is not the main intended usage of the architecture eval-
uation and selection method in this thesis. Rather, in an industrial setting, the ele-
ments to analyse would be concrete architecture candidates for a particular
software system and the relevant quality attributes for this system. The analysis
below should hence be seen more as an example of how to analyse the collected
data, and the discussions held are examples of conclusions one can draw from
the analysed data. Moreover, the purpose of the analysis is to understand whether
there are any perceivable differences between different architecture candidates.

For the analysis of Q21 and Q22, the mean values of the participants’ results
are used to create a conceded view of the 11 vectors.

4.2.1 Analysis of Q21
For this analysis we calculate the correlation between the different architecture
candidates, as it is simpler to calculate than PCA while still providing sufficient
information.

We use a standard Pearson correlation, and the numbers that would indicate
that there is a similarity between the ranking of quality attributes for an architec-
ture candidate are large numbers, positive or negative. Large positive numbers
indicate a similarity between architecture candidates, whereas negative numbers
would indicate that two architecture candidates have tendencies to be mutually
exclusive with respect to the quality attributes they support.

The correlations between the software architecture vector sets are presented in
Table 5. Based on this data (visually confirmed in graphs), we see that the Micro-

Table 4. Number of Groups that Occur a Number of Times

Number of times Number of groups

One time 1
Two times 9
Three times 6
Four times 5
Five times 2
Six times 4
Seven times 1
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kernel, Layered and Pipes and Filters architectures are considered to have similar
pros and cons with respect to quality attributes. Slightly similar is also the Black-
board architecture.

One possible conclusion from this would be that one or more of these soft-
ware architectures are not necessary: other architectures support almost the same
mixture of quality attributes, and can hence be used instead. More specifically, the
data seems to indicate that the Microkernel architecture can in most cases be
replaced with the Layered architecture (or vice versa, whichever is ranked the
highest in the tables generated for Q22). The likeness between these two archi-
tectures is an indication that other aspects need to be considered to decide
between Microkernel and Layered.

Moreover, there are very few negative relationships in Table 5. This may indi-
cate that new software architecture patterns are needed that support an inverted
mix of quality attributes as compared to the software architectures used in this
study.

4.2.2 Analysis of Q22
This analysis is done in a similar way as for Q21 but with the six vectors of qual-
ity attributes, ranking the architecture candidates for each of the quality
attributes. The correlations between the rankings are presented in Table 6. As can
be seen, Efficiency and Functionality separates themselves nicely from all other
quality attributes, indicating that the ranking of the architecture candidates for
these are truly different than for other quality attributes. What this means is that
it will be difficult to select an optimal architecture among the software architec-
tures included in this study for systems where any of the quality attributes usabil-
ity, reliability, maintainability and portability are ranked as very important
together with high demands on efficiency or functionality.

For the other quality attributes (except for efficiency and functionality), we see
that there is a high correlation between most of them, and this is visually con-
firmed when plotting them together in a graph. This may indicate that these
quality attributes are in fact related to each other, or simply recessive when com-
pared to efficiency and functionality.

The mostly high correlations between Usability, Reliability, Maintainability and
Portability indicate that by selecting one of the architecture candidates that per-

Table 5. Correlations Between Software Architectures

Comparison Correlation

Microkernel vs. Blackboard -0.0744
Microkernel vs. Layered 0.650
Microkernel vs. Model-View-Controller -0.423
Microkernel vs. Pipes and Filters 0.565
Blackboard vs. Layered -0.0168
Blackboard vs. Model-View-Controller 0.368
Blackboard vs. Pipes and Filters 0.528
Layered vs. Model-View-Controller 0.364
Layered vs. Pipes and Filters 0.351
Model-View-Controller vs. Pipes and Filters 0.145
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forms well on one of these quality attributes, the others will also perform reason-
ably well.

4.2.3 Summary
Q21 and Q22 concerns whether there is any perceived difference between differ-
ent architecture candidates with respect to a set of quality attributes. To this end
we study the correlation between the values given for the different architecture
candidates and quality attributes.

For Q21, we conclude that there are indeed perceived differences between the
architecture candidates even if some are similar with respect to the support pro-
vided for the evaluated quality attributes.

For Q22, we conclude that for two of the quality attributes, i.e. efficiency and
functionality, the sets of supporting architecture candidates are very dissimilar.
For the other quality attributes, the ranking of the architecture candidates seems
to be fairly similar.

In summary, we conclude that the architecture candidates are indeed different
enough to warrant the choice of one candidate over another, given a particular
set of quality attributes. However, except in some cases, the differences are not
very large. This signifies that there are more factors that influence the success or
failure of a software system than the choice of which architecture to use.

5 Summary and Conclusions

The architecture evaluation and selection method presented in Chapter 3
depends on that it is possible to quantitatively compare software architectures.
Specifically, this is done in step two of the method. In this chapter we evaluate
this step of the architecture evaluation and selection method. The main objective

Table 6. Correlations Between Quality Attributes

Comparison Correlation

Efficiency vs. Functionality -0.124
Efficiency vs. Usability -0.812
Efficiency vs. Reliability -0.421
Efficiency vs. Maintainability -0.462
Efficiency vs. Portability -0.251
Functionality vs. Usability -0.404
Functionality vs. Reliability -0.566
Functionality vs. Maintainability -0.653
Functionality vs. Portability -0.575
Usability vs. Reliability 0.721
Usability vs. Maintainability 0.588
Usability vs. Portability 0.404
Reliability vs. Maintainability 0.495
Reliability vs. Portability 0.805
Maintainability vs. Portability 0.719
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of the study in this chapter is to show that it is possible to measure software
architectures and quality attributes in the proposed way. To this end we set up a
number of research questions and conduct an empirical study. Based on the data
analysis in Section 4 we draw the following conclusions regarding the research
questions:

The first two questions, Q11 and Q12, seek an answer to whether it is possible
to create an agreement among subjects with different backgrounds with respect
to the strengths and weaknesses of a set of software architectures and the ranking
of software architectures for different quality attributes. It is our belief that we
make a strong argument that it is indeed possible to obtain a shared perception
about the strengths and weaknesses of different software architectures and their
relative ranking for different quality attributes. However, there are discrepancies,
and there is not as strong an agreement as could be expected, considering the
ubiquity of the architecture candidates and quality attributes used.

The next question, Q21, concerns whether there is a perceived difference in
the influence of different quality attributes between a set of architecture candi-
dates. With a few exceptions (Microkernel, Layered and Pipes and Filters), the
answer to this question is: yes, different software architectures are perceived to
have disparate qualities, i.e. they fulfil different quality attributes differently well.
Moreover, there seems to be plenty of combinations of quality attributes that no
architecture candidate in our study supports very well, which means that there is
room for new software architectures that meet these combinations of quality
attributes.

Lastly, for Q22, concerning whether software architectures support different
quality attributes differently, the data clearly indicates that there is a considerable
difference in the ranking of architecture candidates, in particular between Effi-
ciency and the others and Functionality and the others. For the other quality
attributes, however, the ranking of the architecture candidates is not so signifi-
cant, being in some cases almost the same. The conclusion of this is that, except
for when Efficiency or Functionality is required, some of the software architec-
tures used in our study score high regardless of the quality attribute most wanted,
whereas other software architectures are bad at all quality attributes except for
Efficiency or Functionality. The answer to Q22 is thus: yes regarding Efficiency
and Functionality different software architectures support these differently well,
and no regarding the other quality attributes there is no major difference in the
support provided by the different software architectures in our study.

5.1 Architecture Evaluation and Selection Method
To summarise the answers to the research questions, it is possible to produce
quantitative evaluations of the involved architecture candidates, it is possible to
differentiate between the architecture candidates and there is reasonable consen-
sus between the participants. Thus, the answers to our research questions are
such that we can conclude that it is indeed possible to use the architecture evalu-
ation and selection method presented in Chapter 3 together with the use of AHP
as presented in this chapter to measure the differences between software archi-
tecture candidates and quality attributes for a system to build or reevaluate.

Difficulties we have experienced while evaluating this method stem mainly
from our choice of architecture candidates and quality attributes, in that we chose
to use generic architecture patterns and generic ISO 9126 quality attributes.
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Many of these difficulties would not arise if we applied the method in a company
setting, letting developers in the company select between different architecture
proposals for a software system. In Chapter 7 we present such an industrial appli-
cation of the method.

5.2 Implications
As a result of this study, we see the following implications:
• There is not as much agreement as is generally held to be true regarding the

support for quality attributes that different software architectures provide.
• There are several combinations of quality attributes that are not met by any

of the well-known software architecture patterns used in this study.
• Some software architecture patterns support such a similar mix of quality

attributes that one begins to question the necessity of all of them. If the
same mix of quality attributes is supported, it is always more beneficial to
select the one ranked highest (cf. Figure 1 in this chapter).

• With the exception of Efficiency and Functionality, our data indicates that
quality attributes are, in general, not as mutually exclusive as is normally
believed. This is also in accord with results presented in e.g. [Lundberg et al.
1999].

The results of this study represent one view and one interpretation of the
involved architecture patterns. Other views of the patterns can be found in litera-
ture (e.g. [Bosch 2000][Buschmann et al. 1996][Shaw & Garlan 1996]). A combi-
nation of several sources and views would act as a triangulation of the
architecture patterns, increasing confidence in some areas and identify the need
for further studies in other areas. In the next chapter we present a comparison
between a quantitative view as represented by the frameworks created in this
chapter and a qualitative view as represented by literature.
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CHAPTER 6 Evaluation using Multiple Sources

There are many approaches to designing a software system. Common for many
of these approaches is the desire to fulfil both functional requirements and
requirements on quality attributes. This can be done by starting architecture
design from scratch, e.g. using methods like QASAR [Bosch 2000], RUP [Rum-
baugh et al. 1999] or Global Analysis [Hofmeister et al. 2000], or by starting with
a particular architecture style (see e.g. [Buschmann et al. 1996][Shaw & Garlan
1996]). An advantage of architectural styles is that they typically have certain doc-
umented qualities, both positive and negative. 

However, it is still a non-trivial task to discern between the architectures as
described in literature today (e.g. [Buschmann et al. 1996]). Although there are
benefits and liabilities listed, there is no order between them or any measure of
how good or bad the architectures are for each of the quality attributes. This
makes it difficult to compare the benefits and liabilities of different architectures.
Moreover, the documented benefits and liabilities of the software architectures
may not be relevant or have the same priority for the domain of the software sys-
tem in question, i.e. the context may differ from where the application is
intended to run. This means that the architectures need to be augmented with
the experience of the software developers, and hence decisions about which soft-
ware architecture style to use or strive for are often taken based on the intuition
of senior software developers.

The architecture evaluation and selection method presented in this thesis facil-
itates in this respect, in that it provides a structured way for quantifying the expe-
rience-based opinions of stakeholders and software engineers so that it is
possible to compare different architecture candidates. These experience-based
opinions are as valuable as the views expressed in literature about software archi-
tectures (e.g. [Bosch 2000][Rumbaugh et al. 1999][Hofmeister et al. 2000][Shaw
& Garlan 1996][Buschmann et al. 1996]) are. We suggest that the literature view
should be augmented with an experienced-based view, to fully understand a soft-
ware system being designed and the domain for which it is intended. This serves
as a form of triangulation of the different architecture candidates from different
views based on different sets of experiences. Relating back to the sub-steps of
step six of the method (i.e. the consensus discussion) as illustrated in Figure 1 in
Chapter 4, this triangulation is part of the analysis of the framework and of the
architecture candidates (step 6.4). Analysis should be done from as many per-
spectives as possible. In Chapter 4 the perspective is to compare with other archi-
tecture candidates within the same evaluation and in this chapter the perspective
is to compare with the opinions expressed in literature. The study in this chapter
is a follow-up study of the one presented in Chapter 5, and hence also serves as a
validation of the results from that study.

The remainder of this chapter is organised as follows. In Section 1 we present
the scope and goal of this chapter. In Section 2 we compare a qualitative view of
software architectures and their quality attributes with a quantitative view. The
comparison is analysed in Section 3 and the chapter is concluded in Section 4.
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1 Scope and Goal of Chapter

Our hypothesis is that there are different views of the benefits and liabilities of
different software architecture candidates. Based on their respective background
and experiences, participants will come to different conclusions of the benefits
and liabilities of software architectures, and these conclusions may not concur
with e.g. the predominant literature view. To study these differences enables a
further understanding of the involved architecture candidates and the domain in
which they are intended to be used.

To study this we present, in this chapter, a comparison of two different
descriptions of software architecture styles, one based on quantitative data based
on subjective judgements and relative comparisons and one based on a qualita-
tive description as typically found in literature. This comparison is performed to
provide a new perspective on the qualitative descriptions usually found in litera-
ture using another data source with a unique background and set of experiences.
The results from this comparison may be such that they increase the confidence
when using either or both of the descriptions, or they may indicate where there is
a need to increase the understanding of the strengths and weaknesses of different
software architectures with respect to quality attributes.

In this chapter we use the outcome from the previous chapter, summarised
into two tables. These two tables correspond to the FAS and FQA introduced in
Chapter 3.

Table 1 and Table 2 present the FAS and FQA from the academic study in the
previous chapter. These two tables have previously been presented in Chapter 4,

Table 1. Framework for Architecture Structures (FAS)

Microkernel Blackboard Layered
Model-View-

Controller
Pipes and 

Filters

Efficiency 0.161 0.145 0.0565 0.0557 0.218
Functionality 0.119 0.321 0.237 0.115 0.151
Usability 0.106 0.127 0.255 0.104 0.0818
Reliability 0.122 0.0732 0.0930 0.105 0.144
Maintainability 0.183 0.273 0.221 0.300 0.271
Portability 0.309 0.0597 0.138 0.320 0.135

Table 2. Framework for Quality Attributes (FQA)

Microkernel Blackboard Layered
Model-View-

Controller
Pipes and 

Filters

Efficiency 0.264 0.175 0.0868 0.113 0.360
Functionality 0.205 0.252 0.199 0.206 0.139
Usability 0.0914 0.113 0.250 0.408 0.137
Reliability 0.126 0.142 0.318 0.190 0.224
Maintainability 0.191 0.0921 0.285 0.239 0.193
Portability 0.112 0.0689 0.426 0.139 0.255
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and are also presented in Appendix I, but are included here as well to facilitate
reading.

It is worth noting with Table 1 and Table 2 that they are normalised so that the
columns in Table 1 and the rows in Table 2 sum up to one. Hence, the values are
relative comparisons, which means that what can be extracted from the frameworks
is a ratio of how much better one architecture is than another for a particular
quality attribute. What cannot be extracted is an absolute number of how good
an architecture is. For example, portability scores 0.309 for Microkernel in Table
1. This means that it is the quality attribute that Microkernel supports best of all
the studied attributes, e.g. almost thrice as well as usability, functionality and reli-
ability (scoring 0.106, 0.119 and 0.122, respectively). On the other hand, in Table
2 Microkernel only gets a value of 0.112 for portability, which means that three
other architectures (i.e. Layered, Pipes and Filters and Model-View-Controller)
are better at portability than Mircokernel. In fact, the score for Microkernel is
only better than that of Blackboard. Moreover, we see that Layered (with a score
of 0.426) is perceived as almost four times as good at supporting portability than
Microkernel.

2 Comparing Two Views

In this section we present a comparison of two views of software architectures,
i.e. a literature view and a quantitative view. There are a number of factors to
consider when comparing different approaches to describing software architec-
tures.

First and foremost is the fact that several different formats for describing the
architectures can be used (as is the case in the comparison in this chapter), and to
make a comparison one has to make interpretations and translations between
these descriptions.

Another factor to consider is that the focus of the descriptions may be differ-
ent. The literature view used in this study, for example, provides alerts and issues
to consider when using a particular software architecture (see e.g. [Buschmann et
al. 1996] and [Bosch 2000]), whereas the quantitative description used provides a
means for comparing how well different quality attributes are met, i.e. how
important the benefits and liabilities described by the literature really are.

Moreover, the quantitative framework in this study is constructed in a way that
allows for comparing different architecture candidates based on different sets of
desired quality attributes. This comparison is usually harder to find in literature,
which typically only enables a qualitative comparison of the quality attributes
within a certain software architecture, and not between architecture candidates.

The comparison in this section is conducted by comparing the FAS and FQA
presented in Table 1 and Table 2, which constitute a combination of the opinions
of eight domain experts from academia, with what pertinent literature identifies
as strengths and weaknesses of the involved architecture candidates.

The quantitative view is hence represented by the FAS and FQA, and the qual-
itative view is represented by the literature. The literature view focus on [Bus-
chmann et al. 1996] and [Bosch 2000]. We use [Buschmann et al. 1996] since the
architectures in the quantitative study are those presented in this book, and
[Bosch 2000] because of an in our opinion relatively good section on the
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strengths and weaknesses of different software architectures. Moreover, both of
these books are relatively well known and have had an impact on the software
architecture community.

The purpose of this study is to investigate whether there are differences
between different views of software architectures. To show this it is not neces-
sary to conduct an exhaustive comparison between all views known to date of
different software architectures. Instead, we focus on the two aforementioned
sources in contrast to the study we have performed ourselves.

The FAS and FQA are created using subjective judgements. Together with the
fact that the architectures used in the quantitative study are the same as those in
[Buschmann et al. 1996] this introduces a risk that the subjects participating in
the study may have gained their knowledge of the architectures from the very
same literature. This would mean that the two data sources are not, in fact, inde-
pendent. In Table 1 in Chapter 5 we present the experiences of the participants
in the quantitative study to allay this threat. As can be seen in this table, all partic-
ipants have experiences that extend beyond those of just reading the literature in
this study. This, of course, does not rule out that they have been influenced by
what can be found in [Buschmann et al. 1996] and [Bosch 2000] - it just ensures
that their experiences include more than those two sources and that they have
practical experience with the architectures as well as theoretical knowledge.

It should be noted that neither [Buschmann et al. 1996] nor [Bosch 2000] use
the same categorisation of quality attributes as in our study (i.e. [ISO 9126]),
wherefore a certain amount of translation has been made. Moreover, [Bosch
2000] does not present all of the architectures used in our study.

As the framework, quantitative in nature, is meant to complement the qualita-
tive information found in [Buschmann et al. 1996] and [Bosch 2000], we are
forced to use subjective interpretations of the literature in order to make a com-
parison. Therefore, it should be noted that the comparison below, and indeed
any comparison between quantitative frameworks and qualitative literature (at
least the literature used in this study), is done using a subjective interpretation of
the information extracted from literature.

There are cases where the literature does not mention a particular quality
attribute, neither as a benefit nor as a liability for a certain architecture. In these
cases, we have interpreted this to mean that the literature sees nothing extraordi-
nary with the architecture with respect to the not mentioned quality attribute, i.e.
it is neither a benefit nor a liability. The quantitative framework should hence in
these situations list the quality attribute in a similar fashion, i.e. neither with very
high nor with very low values. Another issue is when the literature mentions
both benefits and liabilities of an architecture with respect to a particular quality
attribute. This may either indicate that the quality attribute is specified on too
high a level of abstraction and needs to be broken down into sub-factors instead,
or that it depends on the context where the architecture is used whether it will
perform good or bad with respect to the specific quality attribute.

Below, we go through the different architectures in our study and discuss for
each quality attribute in our study whether the literature lists this quality attribute
as a benefit or a liability. We also provide a brief summary for each architecture
with pointers to the areas where more discussion is needed.
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2.1 Microkernel

Efficiency. The quantitative study suggests that microkernel is fairly good at
efficiency, especially compared to other architectures (in the FQA), whereas Bus-
chmann suggests that because of the indirect method calls performance is a lia-
bility but that this can be overcome if designed properly.

Usability. Discussions with participants reveal that the interpretation of this
quality attribute has been ease of applying and using the architecture in question.
Microkernel scores low on usability in the quantitative study, and this is in con-
formance with Buschmann which lists complexity of design and implementation
as a liability.

Reliability. Listed as a benefit by Buschmann, whereas the quantitative frame-
work suggests that there is nothing extraordinary about microkernel with respect
to reliability.

Maintainability. Mentioned among the benefits of microkernel by Buschmann.
The quantitative study suggests that it is fairly good at maintainability, but not
when compared to the other architectures.

Portability. Listed as a benefit by Buschmann, which conforms partly to the
quantitative study which scores microkernel high on portability, albeit not when
comparing with the other architectures.

Summary. Summarising microkernel, we have one point where the quantitative
framework and literature strongly agree, i.e. usability, and two more just in agree-
ment, i.e. portability and maintainability. However, we also have two points
where the quantitative framework and literature disagree, i.e. reliability and effi-
ciency.

It is important to seek an answer to why the opinion of reliability and effi-
ciency differs between the quantitative and qualitative view. For efficiency, the
participants in the quantitative study may have made the interpretation that the
impact of indirect method calls is not as severe as Buschmann implies. For reli-
ability, there can be several explanations to why the quantitative framework dif-
fers compared to literature. For example, the benefit may not be very large
compared to the other traits of microkernel.

In summary, the comparison shows that there is a need to increase the under-
standing of the microkernel with respect to some quality attributes.

2.2 Blackboard

Efficiency. Listed as a liability by both Buschmann and Bosch, which conforms
with the quantitative study.

Usability. Not mentioned by literature, and the FAS places usability rather in
the middle, i.e. not extremely high nor extremely low. The FQA, however, places
blackboard fairly low on usability, but the number is still pretty high, i.e. black-
board is not extremely bad compared to the other architectures. Hence, one can
interpret this to imply that the quantitative and qualitative views are in reasonable
agreement.
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Reliability. Fault tolerance and robustness are listed as benefits by Buschmann,
whereas the quantitative study suggests that the reliability of blackboard is not
very impressive. Both of these views are confirmed by Bosch.

Maintainability. Listed as a benefit by Buschmann and Bosch, and the quantita-
tive study suggests that it is the second most fulfilled quality of blackboard. How-
ever, when compared to the maintainability of other architectures, it scores fairly
low.

Portability. Not mentioned by literature, whereas the quantitative study suggests
that blackboard is very bad at portability. That literature does not mention porta-
bility can be interpreted as that the authors view blackboard as being pretty aver-
age on portability.

Summary. There is one point where the quantitative framework and literature
strongly agree, i.e. efficiency, and two points in agreement, i.e. maintainability
and usability. There is one point where the framework and literature disagree, i.e.
reliability. There is also one point where there is a strong disagreement, namely
portability.

For portability, the interpretation is of course skewed as it is not mentioned at
all by literature, but it is important to find out why it is not mentioned, and
whether it matches the quantitative view of portability. For reliability, we see that
there are two views, although both of these views are confirmed by one of the
qualitative sources. One possible explanation is that the participants of the quan-
titative study and Buschmann have focused on one of the two views, neglecting
the other view.

It is clear from the study that there are some quality attributes that are not fully
understood for the blackboard.

2.3 Layered
Efficiency. Listed as a liability by Buschmann, Bosch and the quantitative study.

Usability. Most of the benefits listed by Buschmann are related to the ease of
using the layered style, but there are also two points listed as liabilities pertaining
to the usability of layered. The quantitative study suggests that layered is good at
usability, also when compared to the other architectures.

Reliability. Bosch presents a negative view of the reliability of layered, but also a
positive view of the added possibilities for data checking at many layers. The
quantitative study suggests that layered is not very good at reliability, but that it
nevertheless is better at it than all other architectures in our study.

Maintainability. Both Buschmann and Bosch are fairly positive about the main-
tainability of layered, which conforms with the quantitative study.

Portability. Listed as a benefit by Buschmann, which the quantitative study also
suggests, especially when comparing with the other architectures (in the FQA).

Summary. Layered seems to be a very well understood software architecture.
The quantitative framework agrees with the literature in all cases. There is one
point in agreement, i.e. reliability, and four points strongly in agreement, i.e. effi-
ciency, usability, maintainability and portability.
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2.4 Model-View-Controller

Efficiency. Two of the liabilities mentioned by Buschmann are concerned with
efficiency, which conforms to the data from the quantitative study, which ranks
model-view-controller low in both the FQA and the FAS.

Usability. Buschmann lists mostly benefits regarding usability, which conforms
to the quantitative study where model-view-controller is ranked highest on
usability compared to other architectures. However, Buschmann also lists some
negative aspects regarding usability. This is indicated in the quantitative study by
the fairly low score on usability in the FAS.

Reliability. Not mentioned by literature, and the quantitative study implies that
it is neither the strong nor the weak spot for model-view-controller. Hence, the
quantitative study and literature seems to be in accord.

Maintainability. For maintainability Buschmann lists a number of issues as ben-
efits, but also a number of issues as liabilities. It is our opinion that the liabilities
outweigh the benefits, which goes against the quantitative study where maintain-
ability is ranked highly in both tables. However, as Buschmann also lists positive
aspects this disagreement does not seem very large.

Portability. As with maintainability, Buschmann lists both benefits and liabilities
with respect to portability. Again, we feel that the liabilities are more severe than
the potential benefits, which again goes against the quantitative study. As with
maintainability, the severity is lessened by the fact that Buschmann also lists pos-
itive aspects.

Summary. For model-view-controller, there are three points where the quantita-
tive framework and the qualitative literature strongly agree, i.e. efficiency, usabil-
ity and reliability, and two points where they disagree, i.e. maintainability and
portability.

The participants in the quantitative study may have made different interpreta-
tions of the implications of the benefits and liabilities of maintainability and port-
ability than we have done, which may explain these two disagreements. In
summary, there are some quality attributes that need to be better understood for
the Model-View-Controller.

2.5 Pipes and Filters

Efficiency. Efficiency is listed as a benefit by Buschmann, even if a number of
concerns are listed as liabilities as well. More or less the same benefits and liabili-
ties are also presented by Bosch. The quantitative study presents pipes and filters
as good at efficiency, both compared to other quality attributes (FAS) and com-
pared to other architectures (FQA).

Usability. Not mentioned in literature. The FAS lists usability as the weakest
point of pipes and filters, whereas the FQA lists pipes and filters to be between
bad to medium on usability.

Reliability. Listed as a liability by both Buschmann and Bosch, whereas the
quantitative study reports pipes and filters as being fairly good at reliability com-
pared to the other architectures. However, compared with other quality
attributes, reliability is not this architecture’s strong side.
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Maintainability. Maintainability issues are listed as benefits by Buschmann, and
Bosch agrees. However, Bosch argues that there are liabilities with maintainabil-
ity as well. The quantitative study indicates that maintainability is the best sup-
ported quality attribute, but that the architecture is only moderately good at
maintainability compared to the other architectures.

Portability. Not mentioned in literature. The FAS lists portability as a fairly
weak point, although not as bad as usability. In the FQA, however, pipes and fil-
ters scores very high and is, in fact, the second best architecture in our study with
respect to portability.

Summary. For pipes and filters, there is one point where the quantitative frame-
work and literature agree, i.e. maintainability, and another point strongly in agree-
ment, i.e. efficiency. There are two points where the quantitative framework and
literature disagree, i.e. usability and reliability, and one point strongly in disagree-
ment, i.e. portability.

The comparison for usability and portability may be an interpretation con-
struct, as these are not mentioned by literature. If this is the case, however, it is
interesting to note that the literature fails to mention what the participants in the
quantitative study considered to be two of the more important characteristica of
pipes and filters.

For reliability, it is possible that the difference between the quantitative and
qualitative view comes from that the qualitative view does not compare the archi-
tectures with each other, but only look within one architecture and compare the
quality attributes. If this is so, the quantitative and qualitative view agrees with
each other. Pipes and Filters is a well-known software architecture. However,
there is still need for investigating its support for some quality attributes.

3 Analysis and Interpretation

There are basically two outcomes of the comparison between literature and the
quantitative study. Either there is a reasonable match between literature and the
framework, or there is a mismatch.

If there is a match, this means that we can trust the quantitative framework
more and may use it to compare between architecture candidates. This enables us
to find out e.g. which architecture candidate is most suitable for a particular mix
of quality requirements. In this study it also means that the views in literature
have been confirmed, thus increasing the confidence in this view.

If the framework and literature do not match, we need to determine whether
the perceptions of the creators of the quantitative framework are wrong or if it is
the view presented in the literature that is not applicable for the domains envi-
sioned by the participants in the quantitative study. In either case, the under-
standing of the architecture candidates increases.

In the literature comparison in this chapter we get the results presented in
Table 3. In this table we present for each architecture for which quality attributes
there is a strong agreement, an agreement, a disagreement or a strong disagree-
ment between literature and the framework used.

We see that while there are many points where the framework concurs with lit-
erature, there are also several places where the framework contradicts the litera-
ture (Albeit sometimes indirectly, as the quality attributes are in many cases not
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mentioned by the literature. We list these within parentheses in the table.). In
these cases it is important to seek an answer to why there is a contradiction. If
answers are not found important aspects may be overlooked, which may cause
problems as the architectures and the descriptions of them (both the qualitative
and quantitative) are used during development of a software system.

The literature is used as an additional source to complement the views
expressed quantitatively in the framework and to identify where there is disagree-
ment between literature and the framework or where the framework and litera-
ture do not overlap completely, i.e. where there are aspects covered by one of the
two and not by the other. Examining these areas further enables us to seek a
deeper understanding of the architectures and quality attributes involved in the
literature and the quantitative framework. To seek explanations for the disagree-
ments between the two views, and to extend the comparison to other views as
well, would be an interesting future study, albeit a rather massive undertaking.

Connecting back to our hypothesis in Section 1, we see that the difference
between the view represented by literature and the view based on the personal
experiences and backgrounds of a set of researchers is large enough to motivate
this study. It is not the case that a singe source presents an absolute, objective and
unambiguous view. Context, background and previous experiences do play a part
when assessing the usefulness of different software architecture candidates.

4 Summary and Conclusions

As stated earlier, software quality is never added as an afterthought. Instead, it is
the early design work that ultimately determines what potential a software system
will have for fulfilling its quality requirements. Hence, the choice of which soft-
ware architecture to use is too important to allow for important aspects to be
forgotten, or to use architecture styles that are not suitable for the application
domain.

In order to determine between a set of architecture candidates it is not enough
to use qualitative descriptions of the benefits and liabilities of each candidate. It

Table 3. Conformance Between the Example Framework and Literature

Microkernel Blackboard Layered
Model-View-

Controller
Pipes and 

Filters

Points Strongly in 
Agreement

Usability Efficiency Efficiency 
Usability 
Maintainability
Portability

Efficiency
Usability
(Reliability)

Efficiency

Points in 
Agreement

Portability
Maintainability

Maintainability
(Usability)

Reliability Maintainability

Points in 
Disagreement

Reliability
Efficiency

Reliability Maintainability
Portability

Reliability
(Usability)

Points Strongly in 
Disagreement

(Portability) (Portability)
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is also necessary to get a quantitative overview of the different candidates and
then relate this to the qualitative descriptions. This ensures that the decision of
which architecture candidate to base a software system on is taken based on the
best available information, covering as many perspectives as possible.

In this chapter we present a comparison between a quantitative view and a
qualitative view of software architectures and quality attributes. This comparison
allows us to identify where the different views (i.e. the quantitative and qualita-
tive views) have different opinions of the benefits and liabilities of software
architectures. If this is not done there is a risk that important aspects are over-
looked or ignored and hence that software projects using these descriptions will
fail in their goals.

The quantitative framework used in this study has a number of benefits over a
qualitative description:
• It allows for a comparison of different architecture candidates.
• It enables the architectures to be assessed with respect to the support given

for different quality attributes.
• A new framework can easily be created for use in a particular domain, where

other software architectures and quality attributes are relevant.
The comparative study shows that there is still some way to go before a well-
established understanding of different software architectures and their respective
support or lack of support for different quality attributes exists. Further work is
needed with respect to quality attributes and how they are supported by different
software architectures, as the study in this chapter indicates a lack of understand-
ing in this respect. One path forward is to study comparisons between different
sources of architecture descriptions and different studies (such as the quantita-
tive study used in this chapter) and seek explanations for areas where these dif-
ferent sources have different views of the benefits and liabilities of different
software architectures.

In terms of a validation of the results from the study in Chapter 5 we see that
while there are differences between the two views, there are also many places
where the different views confirm each other. This further increases our confi-
dence that the architecture evaluation and selection method produces relevant
results. It is, however, important to investigate the areas where the two views dis-
agree in order to fully understand the architecture candidates and under which
conditions and which context they support quality attributes to a certain degree.

In terms of the research cycle of innovation, evaluation and application that
this part of the thesis is based on, the results from the evaluation in Chapter 5
and the validation in this chapter are such that we can confidently move on to the
next step, i.e. application of the method. In the next chapter we present an indus-
try application of the architecture evaluation and selection method.
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CHAPTER 7 Study 2: Industrial Application

As previously mentioned, one of the more important benefits of architecture
evaluations is that they facilitate discussions between stakeholders and develop-
ers. This is important to establish a shared view of the software architectures, in
order to avoid different interpretations during later stages of development. In
previous chapters we have introduced and evaluated a method for architecture
evaluation and selection. We argue that a major benefit of this method is its abil-
ity to provide a basis for holding structured consensus discussions. An additional
benefit of holding structured discussions is that these increase the confidence
that correct decisions are ultimately taken. In this chapter we present a study
conducted together with an industry partner (Danaher Motion Särö AB [@Dan-
aher]), where the architecture evaluation and selection method introduced in pre-
vious chapters is applied (i.e. in line with the innovation-evaluation-application
process described in Chapter 1). We focus our studies of this application of the
method to the consensus and confidence building aspects, although the company
conducted the method in its entirety. A brief description of how the company
conducted the different steps of the method can be found in Chapter 3, where it
is used as an illustration of the architecture evaluation and selection method.

Thus, this chapter presents a study of a company facing the task of identifying
which among a set of architecture candidates that have the most potential for ful-
filling the quality requirements of a real life system to build. The company also
desires an understanding shared by everyone involved of the architecture candi-
date ultimately chosen, in order to avoid problems later on during the develop-
ment process. To this end the company is using the architecture evaluation and
selection method described in Chapter 3 to extract and quantify the opinions of
the people involved in the software architecture decision process. The outcome
of this is then used to hold focused discussions as described in Chapter 4 to
reach a consensus view of the benefits and liabilities of each architecture candi-
date, and to identify where further investigations are necessary. This in turn
increases the confidence that a well-informed and correct architecture decision is
taken.

The remainder of this chapter is organised as follows. In Section 1 we describe
the scope and goal for this chapter, as well as the context, the research problem
and the specific research questions that we focus on in this chapter. In Section 2
the planning of the study is presented, to set the foundation for the results
obtained. The operation of the study is described in Section 3. We provide the
results of the study and an analysis to provide answers to the research questions
in Section 4. Finally, a summary and conclusions are presented in Section 5.

1 Scope and Goal of Chapter

In Chapter 5 we evaluate certain aspects of the architecture evaluation and selec-
tion method and come to the conclusion that it is possible to discern between
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architecture candidates using the method. One of the lessons learned from this
study is that if generic architecture styles are used, the participants will envision a
target system and assess the architecture candidates according to this target sys-
tem. Hence, in order to understand the influence of having a known target sys-
tem it is necessary to use the method in a setting where there is a known target
system and a real problem to address, and compare this with using the method
where there is an unknown target system.

The study in this chapter focuses on the consensus building aspects of the
method (i.e. step six, as previously described in Chapter 4), and study whether
the focused consensus discussions actually increase confidence in the decisions
taken.

Moreover, having evaluated the architecture evaluation and selection method
in academia (as presented in Chapter 5) and found it working, this chapter takes a
step into the application phase, in line with the research cycle outlined in Chapter
1 (i.e. innovation-evaluation-application). We thus apply the architecture evalua-
tion and selection method in an industrial setting.

In summary, we focus the study on the consensus building aspects and study
the influence of having a known target system and a real problem to address.

1.1 Problem Statement
In this chapter we describe how a company evaluates the benefits and liabilities
of a number of software architecture candidates. The method used (described in
Chapter 3) structures the experiences of software developers into a quantifiable
form. The purpose of this is to aid in focusing discussions and create an under-
standing shared by all involved parties of the architecture candidates.

We investigate whether having a structured method, such as the aforemen-
tioned, strengthens the confidence in that the right decision is taken with respect
to which software architecture to use for a software system to build.

We also investigate whether there is more or less agreement among the partic-
ipants in this industry setting where the target system is known, compared to the
academic setting in Chapter 5 where the target system is unknown. We expect
this to be true, as there is a specific problem to solve and the participants have
roughly the same target system in mind when evaluating the architecture candi-
dates.

1.2 Research Questions
The research questions addressed, in addition to providing results to the com-
pany, are the following:

Q1. Are decisions strengthened by executing a structured comparison method
that generates quantifiable data with respect to which software architecture to
use for a system to build?

We use the architecture evaluation and selection method described in Chapter
3, and the evaluation of this question consists of two parts: (a) whether the
method produces relevant results, and (b) whether the use of the method affects
the confidence of the participants in taking the right decision.

Q2. Is there a significant difference in the spread of the answers if the target sys-
tem is known beforehand?
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This question is interesting because it would give a partial answer to whether
one can create generic decision frameworks based on architecture styles without
considering a particular target system. This might be possible if there is an equal
spread among the answers regardless of whether the target system is known
beforehand or not, whereas if the answers are less spread if the target system is
known there would be more uncertainty in any statement about generic architec-
ture styles.

2 Planning

In this section we describe the planning and design for the application of the
architecture evaluation method and our study of this application.

2.1 Context
The study is conducted in an industry setting, with experienced practitioners of
software engineering. Specifically, we conduct the experiment together with Dan-
aher Motion Särö AB [@Danaher], a Swedish company that develops software
for automatic guided vehicles (AGVs) which are, for example, used to automati-
cally haul goods on factory floors.

Danaher Motion Särö AB employs approximately 20-25 software engineers
who have all been working in the company for more than five years. Today, there
are more than 1000 installations of their system worldwide.

Within this setting we are studying a particular situation where a redesign of
the existing system allows the company to question the previous architectures
(logical as well as physical architectures), in order to possibly obtain an architec-
ture that better suit the quality requirements. We focus on a single software sys-
tem from the product line of systems developed by the company, of which most
are necessary to get an AGV system operational.

2.2 Hypotheses
In this section the questions posed in Section 1.2 are stated more specifically as
research hypotheses. For Q1 we construct the following hypothesis:
• The participants perceive an increase in confidence that the identified archi-

tecture is the best available choice after executing a structured method for
comparing the different architecture candidates.

We measure this by interviewing the participants after the execution of the
method and the consensus discussions. We could have reduced the measurement
to a simple question with an answer on an ordinal scale, but we decided that it is
more beneficial to use a qualitative interview with open questions in order to
elicit more of the rationale as to why the decision is made with more, less or the
same confidence.

We also wish to ascertain that the structured method we use provide relevant
results. To this end we compare the architecture recommended by the method
with what architecture the participants would prefer to use if they decide based
on their experience and with no extra knowledge. If these match, we know that
the discrepancies found between participants and the discussions held are in line
with the participants’ intuitive sense of what is good and bad with the different
architecture candidates.
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For Q2 we construct the following hypothesis:
• There is a significant difference among the answers such that there is less

spread among the answers when the target system is known.
We measure this by calculating the squared distance to the mean for each partici-

pant and data point according to the following formula:  and then

compare the values obtained from this study and the values obtained from the
academic study presented in Chapter 5 where the target system was not known.

2.3 Variables
The architecture evaluation and selection method uses two sets of variables,
namely which architectures and which quality attributes to include in the study.
Below, we describe these further.

Architecture candidates. Three architecture candidates were developed for the
subsystem in focus of our study. For reasons of confidentiality we are unable to
give the full picture of the architecture candidates, but the architecture candidates
describe three variations of how to physically distribute the functionality among a
set of hardware components. Specifically, the architectures involve:
• A one-CPU solution, where the entire system in question is gathered on a

single CPU board. We refer to this as Architecture A.
• A two-CPU solution, where parts of the system have been placed on a sepa-

rate CPU and communication is done over a generic communications bus.
We refer to this as Architecture B.

• A centralised solution, where the first CPU has been replaced with execu-
tion cycles in a central computer, shared over all vehicles. We refer to this as
Architecture C.

These architectures were developed by a person from the company, and
described in diagrams and text together with a description of the functional
scope of the system, also described with diagrams and text. The description of
each architecture consists of two pages: one with a UML diagram and one with
an explanatory text.

The architectures were deliberately described on a rather high level. One rea-
son for this is that for the method to be useful it has to be able to work with early
sketches of architectures created with a small effort. If too much work is needed
on the architectures for the evaluation it will simply be too expensive to develop
more than one architecture candidate. Moreover, a more detailed description
introduces a risk that the creator of the architecture candidates may have an
undue influence on the possible interpretation of the architectures. By having
less detailed descriptions we give more room for the participants to make their
own interpretations of the architecture candidates.

Naturally there is a limit to how high a level the architectures can be described
on, but since the problem domain and the system’s domain is known to the
involved participants, we argue that the architectures can be described on a rela-
tively high level.

Quality Attributes. After the architecture candidates were developed, five qual-
ity attributes relevant for this system were identified and described. We waited
with this until the architectures were developed to be sure that the quality
attributes were indeed relevant.

xi x–( )2
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The quality attributes identified, and the descriptions of them that were dis-
tributed to the participants, are:
• Cost. This quality attribute involves aspects such as development cost,

maintenance costs and production cost, but also indirectly time-to-market.
Furthermore, the ability to understand the system and the ability to allocate
resources with the right competence is also indirectly included in this
attribute.

• Functional Flexibility. With this we mean the ability to configure and
deliver with different subsets of functionality, but also the ability to add new
functionality and remove or replace old functionality. To deliver with differ-
ent subsets of functionality mainly means adding different sets of function-
ality on top of a common core, but it may also mean that the components
(both hardware and software) of the common core may need to be extended
or replaced to accommodate parts of the desired functionality.

• Performance Flexibility. This quality attribute concerns the ability to con-
figure different soft- and hardware solutions that supports different maxi-
mum speeds. This may have impact on the hardware (e.g. faster CPUs), but
may also influence the rate at which software components must communi-
cate, or even the algorithm by which the software controls the vehicle.

• Security Flexibility. With this we mean the ability to configure and deliver
solutions with varying degrees of security and safety. This can, for example,
be done by adding redundant hardware and software, which means that the
architecture must support redundant components, both in the software and
in the hardware.

• Testability. Testability involves the ability to test and debug the parts of the
system individually and/or as a group, the ability to extract test data from
the system and the ability to add data measurement points when needed, but
also the ease by which these things can be done.

2.4 Subjects
14 subjects at the company were involved to various degrees in the project we
studied. Specifically, we invited:

• four of the software engineers in the project,

• one hardware engineer,

• the project leader,

• three product managers who are in charge of the technical planning for the
different products in the product line,

• three members of the system group whose responsibility it is to ensure that
the different products work together as a system,

• the development manager.

Although two or three of these have more of a management function, their back-
ground and expertise is still such that they are able to assess the different archi-
tecture candidates from a technical perspective. We study the roles of the
participants in this study and the influence this has on their assessments of the
involved architecture candidates further in Chapter 8.
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2.5 Study Design
The study consists of two parts. In the first part we gather data by letting the par-
ticipants fill in a questionnaire and in the second part the results from this ques-
tionnaire are discussed to reach a consensus of the architecture candidates’
benefits and liabilities. In this section we describe these two parts, i.e. the design
of the questionnaires and the design of the consensus discussion meeting.

2.5.1 Data Gathering
The participants are requested to fill in a questionnaire which mainly consists of
pair-wise comparisons of the different architectures and quality attributes (which
were described to the participants before the questionnaire was distributed). This
questionnaire is constructed using the Analytic Hierarchy Process [Saaty
1980][Saaty & Vargas 2001]. The questionnaires consist of four parts:
• Part A. Generic questions, such as the name of the participant, and also

what architecture he or she would prefer based on experience alone. More-
over, we ask some questions whether there are any architectures or quality
attributes missing that they think should have been part of the study.

• Part B. Questions to obtain a prioritized list of quality attributes.
• Part C. Questions to rate the support given for the quality attributes within

each architecture candidate.
• Part D. Questions to rate which architecture is best at each quality attribute.
These are organised as follows for each of the different participants: Part A is
always first. Part B is either asked directly after part A or at the very end. Part C
and D are alternated so that for half of the forms part C comes first and for the
other half part D comes first.

The order of the sections is further illustrated in Table 1. The participants are
randomly assigned to the different groups, but each participant gets a unique
questionnaire that is generated according to the forms in Table 1 but that is ran-
dom in all other aspects. The reason for controlling the order in this way and to
randomize everything else is, of course, to ensure that the results are independent
of the order of the forms, and that any learning effects do not influence the
results.

Within part C the order of the architecture candidates is randomly generated
for every participant and so is the order of the quality attributes in part D.

In part C there is a series of pair-wise comparisons of all the quality attributes
under each architecture candidate, and in part D there is a series of pair-wise
comparisons of the architecture candidates for each quality attribute. Likewise
for part B there is a series of pair-wise comparisons of all the quality attributes.
The order by which these pair-wise comparisons are made is random for each
section and for each generated questionnaire.

Table 1. Questionnaire Design

Group 1 2 3 4

1 Part A Part B Part C Part D
2 Part D Part C
3 Part C Part D Part B
4 Part D Part C
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Our decision to always start with part A in the questionnaires is based on that
we want to know which architecture the participants would prefer if they had no
additional knowledge, i.e. before using the architecture evaluation method.

2.5.2 Consensus Discussion Meeting
The second part of this study is performed in the form of a discussion meeting
in the form presented in Chapter 4. For this meeting we use the results of the
questionnaires and calculate, using the AHP method, nine vectors for each par-
ticipant. These vectors correspond to the different parts of the questionnaire as
follows:
• Part B generates one vector, which is a prioritized list of quality attributes

(PQA).
• Part C generates three vectors, one for each architecture candidate. Together

these vectors form a table which we refer to as a framework for architecture
structures (FAS).

• Part D generates five vectors, one for each quality attribute. Together these
vectors form another table, which we refer to as a framework for quality
attributes (FQA).

For the discussion meeting, graphs are produced for each of these vectors
depicting the different participants’ opinions.

As an aid to pinpoint what to discuss, we calculate the sum of the squared dis-
tance to the mean over all participants for each value in the 9 vectors according

to the formula introduced in Chapter 4: , where n is the num-

ber of participants. This creates nine new vectors that consist of the values calcu-
lated according to this formula. We then identify those vectors for which any
value is within the fourth quartile of all the values in the new vectors as suitable
discussion points. In addition to this, we study plots of the individuals and their
answers to locate other points where discussions are needed.

Moreover, the median value of all participants for each vector is used to obtain
a recommendation of which architecture to use, according to the architecture
evaluation and selection method in Chapter 3.

The result of this is a presentation going through the different vectors and
other results according to the identified discussion points.

2.6 Validity Evaluation
In this section the threats to the architecture decision and our study are dis-
cussed. For a thorough description of possible threats to studies, see [Wohlin et
al. 2000].

Conclusion Validity. As the answer to each question is in the form of a subjec-
tive judgement, the answers will not be exactly the same for all participants.
Indeed, it is not even certain that a participant will answer exactly the same,
should the study be repeated. The reliability of each person’s individual measures
is thus not as high as one would hope. However, we argue that the combined
measures of all participants are of higher reliability (see e.g. [Helmer & Rescher
1959]). Moreover, the consistency index within the AHP method helps to check
the consistency of the individuals. Furthermore, it is part of the study to measure
the amount by which different participants disagree, and it is these disagreements

xi x–( )2
i=1
n∑
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that power the consensus discussion after the questionnaires have been com-
pleted.

The questions to answer are of such a character that the answer to each ques-
tion is independent of when the previous questions were answered. Because of
this we see no troubles if the exercise is interrupted by e.g. phone calls, coffee
breaks or fire drills.

If, during coffee breaks, the participants discuss their answers, this may lead to
participants changing their opinion on some questions. However, as a consensus
meeting is held at a later stage to create a collective result, the only result of this
would be to facilitate the process of reaching consensus.

Our choice to use high-level descriptions of the architecture candidates and
quality attributes gives more room for personal interpretations. This also intro-
duces a risk that if a participant favours a particular architecture candidate there
is room to interpret the other architectures such that the favoured architecture
gets better scores compared to the other alternatives.

Another source of bias may be that one of the architecture candidates is more
similar to the current system than the others. This means that the participants
know more about this alternative and may favour it in lieu of the other more
unknown alternatives.

Moreover, all of the participants were asked to give their opinion of which
architecture candidate they would prefer before they completed the actual ques-
tionnaire. There is a risk that this creates a bias where one seeks to answer in
such a way that this initial choice is confirmed. However, it is likely that the par-
ticipants had formed such an opinion even before they started to complete the
questionnaire and would hence be biased in the answers regardless of when dur-
ing this process they are asked to specify which architecture they prefer. To ask
this after the questionnaire instead would have introduced a risk that the process
of completing the questionnaire may have caused a learning effect and the
answer would be biased by having completed the study.

Internal Validity. As the participants answer more and more questions, we
expect them to become more acquainted with the method, and possibly grow
bolder in their answers, spreading them more from the centre value. To counter
this effect, the forms are constructed in a random way, as described in Section
2.5. This ensures that questions asked last for one participant, i.e. when the par-
ticipant has matured, might be asked first for another participant, when this per-
son has not yet matured.

In a discussion with the participants after the study, we uncovered further
threats to the study with respect to the quality attributes used. A general view
regarding the quality attribute ‘cost’ was that it was too all-encompassing, which
means that it may have not only led to different interpretations, but also that it
may have taken up too much of the result space. Since the result from AHP is a
normalised vector that sums up to 1, if one alternative scores a very high value
the distances between the other elements in the vector is decreased proportion-
ally. I.e. high values on one element reduce the span within which the remaining
elements can score.

In retrospect, the quality attribute ‘security flexibility’ should have been split
into security flexibility and safety flexibility, of which the second is more impor-
tant. One reason for this problem is a language issue: security and safety is the
same word in Swedish.
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Finally, that three of the quality attributes were concerned with flexibility con-
fused matters and some of the participants had troubles distinguishing between
e.g. absolute performance and performance flexibility.

Construct Validity. We see no threat if the participants are aware of the hypoth-
esis we evaluate, and hence make no secret of it. As we as researchers have no
interest in favouring any particular architecture or quality attribute, but rather to
get a collective view of all chosen architecture candidates and quality attributes,
there is no way in which the participants can tweak their answers to satisfy any
hidden hypothesis we may have.

We are aware that the method used in this study can also be used to evaluate
persons, e.g. to see how close to some company norm their answers fall, and that
some persons may perform differently as the result of knowing that they are
being evaluated.

To counter this, we considered making an anonymised version of the presenta-
tion of the results, but after discussions with the participants we concluded that
the company climate is such that no-one is punished for speaking his or her
mind.

External Validity. Most of the participants in the study are exactly the target
group for which the method is supposed to be used, i.e. software developers, so
we see no threat in this. However, the remainder of the participants may not be
entirely representative, which may mean that the results are not generalisable to
other companies. Moreover, it may not be the fortune of every company to have
a staff that have so much experience as the company in this study which may
increase the disparity between the answers. As always, it is vital to gather experi-
ment data from more companies, and we encourage replications of the presented
study.

During the first week of the study, a workshop (unrelated to our study) was
conducted at the company concerning the safety concepts of the project. As not
all participants in our study also participated in this workshop, the answers with
regards to the quality attribute security flexibility may be skewed.

3 Operation

In this section we describe the execution of the architecture evaluation and selec-
tion method. We describe the two phases of the study separately. In the first
phase we gather data from the participants in the study, which we then use in the
second phase, where we discuss the resulting data thus gathered in a consensus
discussion meeting.

3.1 Data Gathering
During this phase of the study, the participants individually study the architec-
tures and quality attributes involved and assess the strengths and weaknesses of
each of the architectures. This is done according to a given form, as described in
the design of the questionnaires in Section 2.5. In this part of the evaluation each
participant individually completes a uniquely generated questionnaire.

Preparation. One week before the execution of the study, information was sent
out to the participants concerning the purpose and form of the study, including
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an estimate of how much time we expected them to spend on completing the
questionnaire. The participants were also given an opportunity to opt out of the
study if they wanted.

Execution. On a Monday, each of the participants received an envelope contain-
ing a description of the study, an overall description of the architecture problem
to solve, a description of the different architectures, a description of the different
quality attributes and a questionnaire. They were given until Friday the same
week to complete and return the questionnaires. Moreover, they were asked to
try and complete the questionnaire as uninterrupted as possible, and not to dis-
cuss the architectures or quality attributes with each other.

By Friday, nine participants had handed in their questionnaires. A fortunate
power outage during the week helped the study as many took the opportunity to
complete the questionnaire during this time.

By the next Friday, four more participants had returned the questionnaire, thus
leaving only one participant unaccounted for.

Data Validation. As one of the goals is to pinpoint where people disagree, it
seems unreasonable to disqualify some participants because their answers are not
in conformance to the others.

However, AHP provides a consistency ratio. This ratio can be used to deter-
mine whether the participants have answered consistently, i.e. in agreement with
themselves.

Since we have 13 participants, each answering questions regarding nine topics
(one prioritization of quality attributes, ratings of quality attributes in three archi-
tectures, and rankings of architecture candidates for five quality attributes) we
have a total of 117 such consistency ratios to examine. Of these, 23 were higher
than 0.15. This means that there are cases where the participants have not been
consistent in their answers, and in some cases even outright contradictory. 

With one exception no single participant was consistently inconsistent.
Instead, the high consistency ratios were found to be distributed over all partici-
pants and over all the nine topics.

Therefore we are reluctant to remove any participants at this stage. If one par-
ticipant’s data points are removed for one topic, the question arises whether one
should remove all of that participant’s data points for all topics, which seems
unfair. Instead, we keep all of the data points but treat the ones with high consis-
tency ratios with more scepticism and care, especially the aforementioned excep-
tion, a participant who only had an acceptable consistency ratio in two cases.

After studying the values from this participant we concluded that they were
not deviating in any extreme way from the other participants’ values, and hence
decided to keep them, leaving it up to the consensus meeting to decide what to
do with this type of data points. The participant may still have relevant concerns
that should be heard at the consensus discussion meeting. It may be that a high
degree of inconsistency indicates that the architectures or the quality attributes
are too vague to be more concrete in the answers.

3.2 Consensus Meeting

By filling in the questionnaires, the participants have created the data necessary
to identify their respective opinion of the involved architecture candidates. This
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is used as a basis for discussions, focusing on the points where several partici-
pants disagree from the general consensus.

The ultimate purpose of these discussions is to obtain a consensus view of the
strengths and weaknesses of the different architecture candidates, and to decide
which architecture is most suited for the problem at hand. However, a major
benefit is also that the participants learn from the others’ experiences, thus allow-
ing knowledge transfer to take place. Moreover, by identifying at an early stage
where there are disagreements, this enables a development project to plan for
further studies of these areas and possibly create some prototypes to get a better
view of the situation.

Preparation. As input to this phase we take the completed questionnaires and
process the data from these according to the AHP method. This results in a
series of nine vectors for each participant, corresponding to the different parts of
the questionnaire.

These are then compiled into a presentation, as described in Section 2.5. Dis-
cussion points are identified, both those mechanically identified using the calcu-
lations in Section 2.5.2 and those points where visual inspections of graphs show
that several participants have a differing opinion from the majority.

An example of how discussion points are identified can be found in Figure 1.
In this figure, we see the individual answers for the rating of the quality attributes
for architecture B. Each participant’s answers are represented as one line in this
graph (even though there is no meaningful ordinal scale on the x-axis, we find
that it is much easier to find and follow each individual if we use lines rather than
mere points.).

We see that for performance flexibility the participants are in disagreement.
Some rate architecture B highly, others rate it lowly and a few rates it to be mod-
erately good at performance flexibility. This was identified by creating vectors
containing the sum of the squared distance to the mean from the original set of
vectors and look for those in the fourth quartile of all of the numbers in the thus
created vectors.
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Figure 1. Illustration of Identified Discussion Points
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The two smaller circles for functional flexibility and security flexibility indicate
points that were identified by visually examining the graph. In these circles we
see that a few participants disagree with the majority.

The resulting presentation is organised according to Table 2. The main focus
of this presentation is, of course, on topics 3 to 11, i.e. discussions of the individ-
ual answers and those answers that differ from the general opinion. In Table 2,
the number of identified discussion points for each topic are presented in the
comment column. We present the total number of identified discussion points,
and within parentheses the number of points that are mechanically identified
using the method in Section 2.5.2. This sums up to a total of 20 discussion
points, of which 10 are mechanically identified, out of a total of 35 data points
(For each participant there is one vector with five values, five vectors with three
values and three vectors with five values, and the discussion is about which par-
ticipants differ from the general consensus).

20 discussion points out of a total of 35 available points may seem a large
number. Being unsure ourselves of where to put the threshold values we opted to
include more discussion points than may have been necessary, to be on the safe
side. To forego events, during the consensus discussion meeting many of the dis-
cussion points identified by inspecting the graphs were treated together and oth-
ers just warranted a quick comment. The 10 mechanically identified points were
the source of the most in-depth discussions.

Execution. This meeting was held shortly after the summer holidays, because of
which we asked the participants to refresh their knowledge of the architecture
candidates and quality attributes before the meeting.

The meeting went according to the predefined schedule and lasted for three
hours. During this time each of the identified discussion points was brought into
focus and discussed until the different opinions had been heard (both the oppos-
ing views and the majority views). As mentioned earlier, this took longer time for
some of the points than for others.

Table 2. Layout of Presentation

Order Topic Comment
1 Introduction
2 Prioritized list of Quality Attributes, and

Participants initial choice of Architecture
Opportunity to change the initial 
choice of architecture

3 Individual answers to prioritization of Quality Attributes Highlighting 4 (1) discussion points
4 Individual answers to ranking of architectures with respect to Cost Highlighting 2 (1) discussion points
5 Individual answers to ranking of architectures with respect to Functional Flexibility Highlighting 2 (1) discussion points
6 Individual answers to ranking of architectures with respect to Performance Flexibility Highlighting 2 (1) discussion points
7 Individual answers to ranking of architectures with respect to Security Flexibility Highlighting 2 (0) discussion points
8 Individual answers to ranking of architectures with respect to Testability Highlighting 2 (1) discussion points
9 Individual answers to ranking of support for quality attributes within architecture A Highlighting 2 (2) discussion points
10 Individual answers to ranking of support for quality attributes within architecture B Highlighting 3 (1) discussion points
11 Individual answers to ranking of support for quality attributes within architecture C Highlighting 1 (1) discussion point
12 Median view of the ranking of architectures Mostly intended for information
13 Median view of the ranking within architectures Mostly intended for information
14 Architecture recommended by Method Discuss this related to initial choice
15 Wrap-up
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As it may not be uncommon to prioritize quality attributes before architecture
decisions are taken, we also provided an opportunity for the participants to
change their initial choice of which architecture candidate they preferred after we
had presented the prioritized list of quality attributes. Everyone agreed that their
initial choice was still the best for the particular blend of quality attributes.

A compilation of the data that was presented during this meeting can be found
in Section 4.1.

During the meeting several points were identified where further investigations
were necessary before development commenced. This involve both investiga-
tions of the impact of some quality aspects as well as further investigations of
technical issues that might cause problems during later stages. We also noticed
that all of the participants, regardless of seniority and experience, took part in the
discussions and shared their previous experiences. Thus the meeting allowed the
younger developers to learn from the older and, to some extent, vice versa.

Wrap-up Interview. Immediately after the consensus meeting we also asked a
few questions and let the participants “think aloud” concerning how they per-
ceived the method, and what benefits or liabilities they found while using the
method.

The general perception was that the method was useful as it helped focus dis-
cussions and brought different views into light. Moreover they stated that even if
it would have been even more useful with more concrete architecture candidates
and quality attributes, it was still useful as the amount of uncertainty reflects the
confusion generally present at early stages of a project.

75% of the participants were willing to try the method again in a later stage of
the project, when the architecture candidates were clearer and the quality require-
ments more well defined.

4 Analysis and Interpretation

In this section we describe how we analyse the gathered data with respect to the
research questions listed in Section 1.2.

4.1 Compilation of Data
The individual vectors previously gathered are used as input to the consensus
discussion meeting, but for the rest of the method we use the median value of all
of the participants. To view the individual data sets for each participant, please
see Appendix II. We thus have three tables consisting of median values as fol-
lows:

PQA (Prioritization of Quality Attributes). This is a vector of the priorities
the participants give to the different quality attributes. This is presented in Table
3 and Figure 2. We see that functional flexibility is the highest prioritized quality
attribute (0.324), followed by cost (0.246), testability (0.181), performance flexi-
bility (0.145) and security flexibility (0.104), in that order. We were concerned
that the low score for security flexibility was due to the ambiguity of this term in
Swedish. However, when questioned the participants agreed that with the inter-
pretation ‘security’ this was the least relevant quality attribute for this particular
study and the specific subsystem.
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FAS (Framework for Architecture Structures). This is a ranking of the quality
attributes for each architecture candidate, and is presented in Table 4 and in Fig-
ure 3. In this figure, each column of dots represents one architecture, and each
dot represents the value for one particular quality attribute. Note that it is not
possible in this figure to compare the actual values between different architec-
tures, but only the position relative to the other quality attributes for that particu-
lar architecture. This figure, and the FQA below, can be analysed in the same way
as is outlined in Chapter 4. We see, for example, that all architectures seem to be
good at functional flexibility, and that architecture B (the middle column) is spe-
cialised on functional flexibility and performance flexibility, but is not at all very
good at the cost attribute.

FQA (Framework for Quality Attributes). This is a ranking of the architecture
candidates for each quality attribute, and is presented in Table 5 and in Figure 4.
Here we see that architecture B is, except for testability, the top rated architecture
for all quality attributes. Moreover, we see that architecture A is usually ranked

Table 3. PQA

Quality Attribute Priority

Cost 0.246
Functional Flexibility 0.324
Performance Flexibility 0.145
Security Flexibility 0.104
Testability 0.181

PQA

0,000
0,050
0,100
0,150
0,200
0,250
0,300
0,350

Cost

Functional Flexibility

Performance Flexibility

Security Flexibility

Testability

Figure 2. PQA

Table 4. FAS

Architecture A Architecture B Architecture C

Cost 0.248 0.120 0.315
Functional Flexibility 0.270 0.286 0.253
Performance Flexibility 0.205 0.286 0.162
Security Flexibility 0.099 0.135 0.097
Testability 0.177 0.173 0.173
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lowest, except for security flexibility, where it is second, and performance flexi-
bility, where it is equal to architecture C.

With these frameworks as input we first create a refined FQA (simply referred
to as FQAr) using the values from the FAS and the FQA, as described in Chapter
3. The FQAr for this study is presented in Table 6.

We then use the PQA to get a value of the match between the required quality
attributes and the support given for these by the different architecture candi-
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Figure 3. FAS
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Architecture Candidate

Table 5. FQA

Architecture A Architecture B Architecture C

Cost 0.143 0.429 0.429
Functional Flexibility 0.160 0.431 0.408
Performance Flexibility 0.155 0.689 0.155
Security Flexibility 0.267 0.589 0.144
Testability 0.212 0.345 0.443
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Figure 4. FQA
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dates. This is done using the formula introduced in Chapter 3:

 where k is the number of quality attributes and i is an

index referring to each of the architecture candidates in turn.
The result from this is presented in Table 7. In this table, we see that architec-

ture B is the architecture that our method recommends, as it has the highest
number. Architecture C comes second, followed by architecture A.

4.2 Analysis for Q1

Q1 concerns whether the use of a structured method strengthens the confidence
that the right decision is taken with respect to which architecture candidate to
use. To perform this evaluation, we must first ensure ourselves that the struc-
tured method used produces relevant results.

Based on nothing but their experience, all of the participants preferred archi-
tecture B, which is also the same as the structured decision support method rec-
ommends.

After being presented with a prioritized list of quality attributes, the partici-
pants still preferred architecture B.

This answers the first part of the evaluation for Q1: the method does indeed
produce relevant results, according to our measurement.

For the second part of the evaluation, spontaneous comments during the
wrap-up interview reveal that the discussion meeting, because it brought several
views to the surface, strengthen the confidence in that the right decision is taken.

Hence, we can conclude for the second part of Q1: there is an increase in con-
fidence when using the structured method for comparing architecture candi-
dates, compared to not having a structured method including discussions.

Of course, this would probably be true for any discussion held about a set of
architecture candidates, regardless of whether a structured method is used to pre-
pare before the discussion or not. However, there was also a general agreement
that the architecture evaluation and selection method helped in pinpointing in an
effective way where discussions are more necessary. A more focused discussion

Table 6. FQAr

Architecture A Architecture B Architecture C

Cost 0.190 0.365 0.445
Functional Flexibility 0.177 0.477 0.347
Performance Flexibility 0.164 0.649 0.187
Security Flexibility 0.217 0.582 0.201
Testability 0.205 0.421 0.374

PQAjFQArj i,j 1=
k∑

Table 7. Match of Architectures and Priorities of Quality Attributes

Value Uncertainty

Architecture A 0.187 0.0303
Architecture B 0.475 0.0467
Architecture C 0.338 0.0479
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increases the confidence that the right things are discussed, which also in turn
increases the confidence that the right decision is taken. However, we have no
proof of this, as it would require a control group where unstructured discussions
are held and perhaps a rating of the confidence in the decision taken, and we
were not able to include this in the design of this study.

4.3 Analysis for Q2
Q2 concerns, as stated in Section 1.2, whether there is more consensus among
the participants if the target system is known. To perform this analysis, we need
to bring in data from a previous study where the target system was unknown
(described in Chapter 5). In this study generic quality attributes (the ones in [ISO
9126]) and generic architecture patterns (a selection from [Buschmann et al.
1996]) are used.

As mentioned in Section 2.2, we use the squared distance to the mean to mea-
sure the amount of disagreement each participant has in every data point. As the
number of participants differ, we cannot simply use the sum of these values, as
we have done in other situations. Instead, we use the mean value of all partici-
pants.

The mean values for each of the two studies are presented in Table 8. In this
table we see that when the target system is known, the mean value of the dis-
agreement among the participants is 0.0103 for the ranking of quality attributes
within each architecture (FAS) and 0.0276 for the ranking of architectures for
each quality attribute (FQA).

Surprisingly, these values are actually lower when the target system is unknown.
This means that there is more consensus in the first study than there is in this
study. A number of explanations for this can be found.

For example, in the first study the consistency ratios were very low with no
values larger than 0.13, whereas in this study 23 of 117 vectors (20%) have values
larger than 0.15, sometimes considerably larger. Unfortunately, removing vectors
with consistency indexes larger than 0.15 is found to only have a marginal effect
on the mean values of the squared distances to the mean.

Another factor is the expertise of the participants. In the first study we used
only people with high expertise of software architectures. In the study in this
chapter we use people with different positions in the company, ranging from
managers to developers. People from different positions may have different abil-
ity to judge the qualities of software architectures. For example, one can expect
that people with a low ability to judge software architectures give answers that are
more or less random, which of course increase the spread among the answers.
This would also be visible in each participants’ consistency indexes produced by
AHP. However, we can see nothing out of the ordinary when examining these
numbers.

A third factor may be that our assumption that a high level description of the
architectures is sufficient may be false. In the previous study, the participants

Table 8. Disagreement with Known and Unknown Target System

FAS FQA

Known Target System 0.0103 0.0276
Unknown Target System 0.00877 0.0123
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were given 100 pages of descriptions (text, images and examples) of the architec-
ture candidates, whereas in this study we presented the participants with a total
of six pages describing the architecture context and the candidate architectures.

In any case we cannot confirm our hypothesis that there will be more consen-
sus among the answers when the target system is known.

However, we find several issues for future research here. First, we would like
to see whether there are different groups of participants (e.g. management, mar-
keting and development) that answer similarly as a group, but where the groups
disagree. As mentioned above, this would be one reason for the spread among
the answers. Moreover, this would indicate that the communication between
these groups in the company is deficient and could be improved upon. In the
next chapter we study this aspect further, i.e. which persons tend to agree with
each other, and whether this is related to the role they currently have in the com-
pany.

Second, we would like to study how much influence the level of detail and the
amount of information given for each of the architecture candidates have on the
spread of the answers when the target system is known.

Third, an experiment should be conducted where exactly the same architec-
tures are evaluated by two groups of people where one is aware of the target sys-
tem and the other is not.

5 Summary and Conclusions

In this chapter we describe a study of a company in the process of determining
which software architecture to use in a system they are currently designing. The
company uses a method that measures people’s view of the benefits and liabili-
ties of different software architecture candidates in a quantified way. This is then
used to identify which architecture best match the quality requirements for a sys-
tem to build.

The method pinpoints where people disagree so that structured discussions
can be held. The objective of these discussions is to increase the understanding
of the architecture candidates and indeed the software system in question. Two
major benefits are that these discussions enable the software designers to pin-
point where further investigations are needed and to generally increase the confi-
dence that the right architecture decisions are taken. Another benefit is that the
participants learn from each other.

Based on data from this study, we draw the following conclusions regarding
the research questions:

Confidence in Decisions (Q1). The spontaneous reactions of the participants
seem to support our hypothesis that not only does the discussions help, our
method also shows what different opinions to look for and where to look for dif-
fering opinions. The resulting discussion is hence more focused and thus
increases the confidence that the right decision is taken, compared to if an
unstructured discussion is held.

Less Spread among Answers (Q2). This was our most surprising result as our
analysis revealed that there were more consensus among the participants in a pre-
vious experiment where the target system was unknown, as opposed to this study
where the target system was known and familiar to the participants. There are,
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however, several factors that need to be investigated further before anything con-
clusive can be said about this result.

One reason for this result may be that in the academic study the participants
did not have a particular role, e.g management or development, and thus
answered from an as objective perspective as was possible. In the industrial study
in this chapter, the participants have different roles, and may have different expe-
riences and may value different quality attributes differently. In the next chapter
we study this further.

The discovery that the spread among the answers was larger in this study than
in the academic study further motivates why it is important to hold focused con-
sensus discussions to establish a shared view of a software system being designed
and of the potential software architecture candidates for this system.
Study 2: Industrial Application 129



130 Study 2: Industrial Application



CHAPTER 8 Composing the Evaluation Team

When developing a software system it is important that there is a shared view of
what the system is supposed to do and what the consequences of different archi-
tecture design alternatives are. As is shown in e.g. [Johansson et al. 2001], differ-
ent stakeholders tend to have different views of the benefits and liabilities of the
importance of various quality requirements.

As argued earlier in this thesis, one way to ensure a shared view is through
architecture evaluations. While architecture evaluation methods naturally have as
a main purpose to evaluate architectures, they also serve as knowledge conveyors
and as consensus building tools. That is, an architecture evaluation is an opportu-
nity for participants to learn from each other and create a deeper joint under-
standing of the benefits and liabilities of a particular software architecture.

This means that the decision of whom to include in an architecture evaluation
is of vital importance. Both from the perspective of eliciting as many relevant
views as possible, but also to enable people in the organisation to learn from each
other. Moreover, a joint understanding and a shared view is created that prevents
future problems and enables identification of where further investigations may
be necessary.

However, while it is desirable to include as many different views as possible to
get a complete understanding of the software system, there is also an additional
cost for every extra person involved in the assessment. Hence, it is necessary to
strike a balance between the number of people involved and the number of
views presented and studied. Unfortunately, this economic constraint goes
against the desire to enable people to learn from each other. Hence, a balance
needs to be struck between how few are necessary to represent as many views as
possible and how many are desirable to enable as many as possible to participate
and learn from each other.

The remainder of this chapter is organised as follows. In Section 1 we present
the scope and goal of this chapter. In Section 2 we outline the research method
used. In Section 3 we present the data used in this study. In Section 4 the data is
analysed according to the described research method. The results are discussed
in Section 5, and the chapter is concluded in Section 6.

1 Scope and Goal of Chapter

In this chapter we present a study of the participants in an architecture evalua-
tion. In this study we analyse where different participants with different roles
agree when evaluating a set of software architecture candidates against a set of
quality attributes. The objective of this study is to act as a support when compos-
ing an architecture evaluation team and deciding which persons to include this
team. This decision should be governed by a desire to include representatives of
as many different views as possible while still keeping the number of participants
as small as possible.
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This is an aspect not always investigated by methods for architecture evalua-
tions. For example, ATAM lists a large number of stakeholders for an architec-
ture evaluation, and also describes which stakeholders that are needed during
different phases of ATAM. However, it is left for “the specific context” [Clem-
ents et al. 2002] exactly which stakeholders are appropriate to include and which
are not. Global Analysis [Hofmeister et al. 2000] states very little of whom to
include in an architecture evaluation. ALMA [Bengtsson 2002] takes a similar
position as we do in this chapter but does not investigate this aspect further.

In the previous chapter we found that there was less spread among the
answers in the individual framework in the academic study (Chapter 5) than in
the industry study (Chapter 7). We discuss as one hypothesis whether this could
have to do with that the participants in the industry study have different roles
and experiences that may influence their architecture assessments, whereas in the
academic study the participants performed the assessments without being influ-
enced by a particular role. In this chapter we study whether this is true, i.e.
whether the roles of the different participants in the industry study influence
how they assess the architecture candidates.

2 Research Method

In this section we outline the research method used for the study in this chapter.
We describe the study, the hypotheses that are formed, the method used to anal-
yse the data and a description of the subjects that participated in the study.

2.1 Study
This study continues from the study in the previous chapter. Looking at the time
and effort spent for conducting the architecture evaluation and selection method
during the study in Chapter 7, we find that creating the frameworks as in step
two of the method is quickly done. In our case this took less than an hour. Dis-
cussing the results (step four), on the other hand, may be a rather time-consum-
ing activity. We managed to hold the consensus discussion meeting in 3 hours,
which with 15-odd participants still amounts to a full person-week of effort.
Therefore it would be beneficial from a time management perspective if fewer
people could participate in the discussion meeting while still identifying the same
views and perspectives as when everyone participated.

This is where this chapter makes its contribution. We study which participants
agree and which participants have unique views. One possible use of this is as a
decision support when composing the architecture evaluation team and when
determining whom to include in the consensus discussion meeting. If a group of
participants agree, the same views will be presented even if only one of the group
members is present.

In addition, we study whether it is possible to make these decisions even
before the architecture assessment starts, i.e. before people are invited to partici-
pate. Our hypothesis for this is that it is possible to decide which persons to
invite based on their roles in the company, as well as their previous experiences.

Context. The study is conducted in the same industry setting as the previous
chapter, i.e. together with Danaher Motion Särö AB [@Danaher].
132 Composing the Evaluation Team



2.2 Hypotheses
As stated in Section 2.1, in this study we investigate how and if different partici-
pants form groups with respect to how they rate quality attributes and architec-
ture candidates. To study this we form the following hypotheses:
• H1: People form groups when prioritizing quality attributes and when assessing software

architecture candidates.
• H2: When prioritizing quality requirements the roles of persons is the main influence for

their decisions, whereas when assessing software architectures the experience and back-
ground is more important.

In H1 we study whether we can expect people to have similar views or if every-
one have a unique view. If participants have similar views, this can be used to e.g.
reduce the number of participants. If participants do not form any groups this
would mean that everyone has a unique opinion, and hence should be included
in the architecture evaluation and the consensus discussion. We are, of course,
interested in finding out whether a majority of people form groups, not just
whether people occasionally form groups.

For H2 we investigate whether the same groups that are formed for prioritiz-
ing quality attributes also occur when evaluating software architectures. The
hypothesis assumes that this is not the case.

2.3 Analysis Method
The analysis of which participants form groups is based on the correlations
between the answers provided by each participant. Participants with a high corre-
lation obviously have a similar view, and thus form a group. To find out which
participants that form groups we plot high correlations in a graph and look for
cycles. This is similar to some forms of cluster analysis (see e.g. [Kachigan 1991]).
However, in our experience the use of graphs to search for cycles provides a
clearer overview of where there are any groups. This facilitates discussion, which
ultimately is the goal of the architecture evaluation during which the proposed
analysis method is applied. Moreover, it seems as if the proposed method is more
likely to identify and exclude participants that are related to a group only through
correlation with a single individual of that group, compared to the cluster analysis
methods in our experience.

In previous chapters (Chapter 4 and Chapter 7) we use the sum of the squared
distance to the mean for all participants and vectors to identify points where
there are disagreements. The reason we use a different analysis method in this
chapter is that we are studying another dimension. In the previous chapters, the
purpose was to identify disagreements between participants for each element in
every vector (i.e. looking across all participants). In this paper, the purpose is to
identify agreements (and disagreements) between the participants over all ele-
ments in every vector (i.e. we look across all elements).

Below, we describe the different steps of the analysis method used in this
chapter in further detail.

2.3.1 Correlations
In Chapter 3, Chapter 5 and Chapter 7 we describe how each participant creates
a set of vectors. In this chapter we use these individual vector sets so that for
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each of the vectors we calculate the correlations between all participants (i.e. we
form all possible pairs of participants and calculate the correlation based on each
of the vectors). The correlation is calculated using the standard Pearson correla-
tion provided by most spreadsheet programs, and ranges from -1 where there is
complete disagreement to +1 where there is complete agreement. Thus, a value
of zero signifies no correlation between the two vectors.

We are interested in finding those correlations that signify agreement between
participants, as this will help us find out if there is a tendency to form groups
according to a pattern.

Since we are looking for correlations that are reasonably high, we choose to
study correlations that are larger than 0.7. The motivation for this is that this sig-
nifies a reasonably high correlation and narrows the number of correlations
down to a manageable number to draw in graphs and analyse.

2.3.2 Plotting Correlations in a Graph

The correlations for each vector are drawn in a graph (i.e. one graph for each
vector), as is illustrated in Figure 1. In this figure we see some examples of
graphs, where the nodes represent participants, and the arches represent those
correlations that are larger than the threshold value (0.7).

These graphs are used to look for groups, i.e. where more than two partici-
pants share a similar view. This is done according to three principles:
1. Look for complete graphs (Kn)
2. Look for cycles with extra arches (n > Cn)
3. Look for cycles (Cn)
The first of these is the strongest form of grouping since it means that every
member of the group has a large correlation to everyone else in the group. An
example of this can be found in Figure 1a with a K6 graph.

The last one is the weakest form of a group, where the members may in fact
have quite dissimilar views but are united through one or more members of the
group. This is illustrated in Figure 1c, where we see a cycle with four nodes, i.e. a
C4 cycle.

The middle alternative (alternative 2) is slightly stronger since the extra arches
help in ensuring that more participants in the group are closer together than
could be possible in a simple cycle as the case in the third alternative. An example
of this situation can be seen in Figure 1b. In this figure we see a cycle with five
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Node

Node
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Node

Node

N ode N ode
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(c) A Simple Cycle

Figure 1. Example Graphs
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nodes, i.e. a C5 cycle. In addition, three more arches connect nodes within the
cycle which makes this group more strongly connected.

The analysis method provides a reasonably objective way of studying group-
ings of participants. The correlations are, of course, fully objective, as are the
drawing of the graphs. There is some subjectivity in choosing what threshold
value (0.7 in our study) to use. Moreover, as we describe in Section 4.1 the analy-
sis of the graphs is to some extent open for interpretations, although it can be
done objectively in most cases.

2.4 Subjects
In this chapter we study the 13 participants that participated in the industry study
in Chapter 7. These participants have different roles and backgrounds as pre-
sented in Table 1. In this table we see an identifier for each person (the names
used are not the actual names of the participants), their current role in the com-
pany, how long they have been working in this position, how long they have
been working in the company and what previous experiences they have (both
before and after they started their employment at the company).

Studying their current roles in the company, the following three categories can
be identified:
• Engineers

Table 1. Roles and Experiences of Participants in Study

Name Current Role
Years 

on Role
Years in 

Company
Previous Experience

Albert System Group 1.5 3 Designer for Embedded Systems, 1 year
Design & Implementation of User Interface, 3 years

Bridget Engineer
(Hardware Engineer)

1 29 Software Engineering, 20 years

Charles Engineer 3.5 3.5

Daisy Engineer 1.5 3 Software Engineering & Software Maintenance, 1.5 years

Edgar Engineer (Team Leader) 3 4 Software Engineering

Felicity Engineer 7 7 Software Engineering & Design

George System Group & Engineer 10 26 Software Engineering, 18 years

Helen Management
(Product Manager)

2 9 Project Management
Key Account

Ivan Management
(Project Manager)

6 6 10 years of Hardware Engineering, Project Management, 
Team Leader

Jean Management
(Development Manager)

18 29 Engineering, 7 years
Project Management, 2 years
Technical Customer Contact, 2 years

Keith Management
(Product Manager)

1 2 Sales, 11 years
Project management, 3 years

Laura System Group 3 14 Embedded Software Engineering, 11 years

Michael Management
(Product Manager)

1.5 16 Production Engineering, 5 years
Hardware Design, 5 years
Project Management, 3 years
Team Leader, 2 years
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• Managers
• System Group
The responsibility of the system group is to ensure that all individual products
work together as a system. The system group is hence somewhere between man-
agement and engineering. They have a background as engineers and are responsi-
ble for taking technical decisions, but are no longer involved as developers.

As can be seen, most of the participants have been employed in the company
for considerable time, and have also had quite diverse experiences both within
and outside of the company.

3 Data Sets

In Chapter 3 we present the outcome of step two of the method as consisting of
three sets of vectors for each participant. These are:
• A prioritization of the quality requirements for the system (PQA)
• A rating of the potential for exhibiting the quality attributes each architec-

ture candidate have (FAS)
• A rating of which architecture candidate has best potential to fulfil each

quality attribute (FQA).
As presented in the previous chapter, our industry partner used five quality
attributes and three architecture candidates. A description of these can be found
in Chapter 7, but is not relevant for the study in this chapter. Thus, we use
generic names in this study:
• PQA. This is the prioritization of quality attributes.
• FAS1, FAS2 and FAS3. These three vectors are the rating of quality

attributes within each of the three architecture candidates.
• FQA1, FQA2, FQA3, FQA4 and FQA5. These five vectors are the ratings

of architecture candidates for each of the five quality attributes.
These vector sets are created individually by each of the 13 participants, as pre-
sented in Appendix II.

4 Analysis

In this section we describe how we analyse the individual frameworks obtained
from each participant. This is done according to the method outlined for analysis
in Section 2.3. In Section 4.1 we present how the individual frameworks are pre-
pared for further analysis, and in Section 4.2 and Section 4.3 we analyse the pre-
pared data according to the hypotheses.

4.1 Data Preparation
The first step is to calculate the correlations between all participants. In Table 2
we present the number of correlations found to be larger than different thresh-
old values. With 13 participants, the number of possible combinations amounts
to 78. We then show how many correlations are positive, how many are larger
than 0.5, 0.7 and 0.9, respectively. As mentioned in Section 2.3 we use the thresh-
old value 0.7.
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For each of the nine vectors graphs are created and analysed. These graphs are
available in Appendix III.

The groups obtained through analysing the graphs are listed in Table 3. In this
table we see the groups that are formed for each vector, and at the bottom it is
presented how “strong” the group is. For each participant it is listed in each col-
umn which group the participant is a member of for the particular vector. An
empty cell thus means that the participant is not a member of any group, whereas
a letter A, B or C means that the participant is part of group A, B or C, respec-
tively.

Table 2. Number of Correlations

Vector All >0 >0.5 >0.7 >0.9

PQA 78 42 18 12 3
FAS1 78 38 18 8 1

FAS2 78 43 24 13 3

FAS3 78 55 28 17 6

FQA1 78 46 33 27 13

FQA2 78 45 33 26 19

FQA3 78 59 56 54 39

FQA4 78 59 40 37 30

FQA5 78 31 26 19 13

Table 3. Identified Groups

Name PQA FAS1 FAS2 FAS3 FQA1 FQA2 FQA3 FQA4 FQA5

Albert B A A & B B A B

Bridget B A B A A C

Charles A B A A B

Daisy B A A A B B

Edgar B B B A B A B A & C

Felicity A A A

George A A A A & C

Helen B A B B B A A A & C

Ivan B B A A A & C

Jean A B A B A A B

Keith A B A A A

Laura A & B A A B B A A A

Michael A B A A A A B

Comment A: C3

B: C4+1

A: C3 A: C3

B: C6+3

A: K5

B: C4+1

A: K5

B: K5

+ more 
cycles

A: K5

B: K5

+ more 
cycles

A: K10 

and 2 
arches 
from K11

A: K8

B: C4

A: K5

B: C3

C: K5
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For the PQA, for example, we see that there are two groups, A which is a sim-
ple C3 cycle and consists of Jean, Laura and Michael, and B which is a C4 cycle
with one extra arch connecting some of the members in this cycle consisting of
Albert, Edgar, Helen and Laura. There is thus some overlap between these two
groups, since Laura is a part of both groups.

For FQA1 and FQA2 there are more cycles available that can bring almost
everyone into a single group. However since there are two complete graphs (with
five nodes each, i.e. K5) we prefer to use only these two groups rather than the
larger cycle that is possible.

FQA3 is interesting as it is an almost ideal situation where practically everyone
agrees upon the ranking of the architecture candidates for this particular quality
attribute. This is visible through the K10 graph, and the fact that there are only
two arches missing to form a K11 graph. Both of these missing arches originate
from Bridget, but we include this person in the group anyway, because of the
nevertheless very strong connection to the rest of the group.

For FQA5 groups A and C could be combined into a single group. Consider-
ing that both are complete graphs, K5, but nevertheless only differ in one partic-
ipant (group A includes Laura and group C includes Bridget). To motivate why
we in this case keep the two groups separate when we in FQA3 decide to include
a participant that is not connected as tightly to the group as the rest, consider the
two graphs for FQA3 and FQA5 in Figure 2. As can be seen, in FQA5 the two
persons that differ (Laura and Bridget) are not related to each other, whereas in
FQA3 Bridget is tightly connected to the rest of the group.

4.2 Analysis for H1

The analysis for H1 is quite simple. In Table 3 we see the groups formed using
the analysis method. As can be seen, there are groups formed for each of the
nine vectors. Hence, we can conclude that:

People form groups when prioritizing quality attributes and when assessing software archi-
tecture candidates.

Moreover, the participants seem to form different groups for all nine vectors. An
exception is possibly group B in the vectors PQA, FAS3 and FQA2.

4.3 Analysis for H2

For H2 we need to compare the groups formed for the PQA with the groups
formed for the rest of the vectors (i.e. FAS1-3 and FQA1-5). This because the
PQA contains a prioritization of quality attributes whereas the remaining vectors
contain ratings of architecture candidates. We thus need a way to study the
groups formed for the FAS-vectors and the FQA-vectors in a combined way. To
this end we propose to study how often the participants end up together in the
same group for these vectors. The persons occurring together most frequently
are then plotted in a graph in the same way as in Section 2.3.

Since there are 13 participants in this study, we get a total of 78 different pairs.
Of these, five pairs occur together five times, 15 pairs occur four times, 13 pairs
occur three times, 24 pairs occur two times, 17 pairs occur one time and four
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pairs never occurred together. The top 25% is roughly equivalent to the pairs
occurring four or five times. These are drawn into a graph as in Figure 3.

An analysis of Figure 3 results in the following groups:
• A (K4): Bridget, Helen, Ivan, Laura
• B (C4+1): Charles, Daisy, Edgar, Michael
More groups can be formed by using those C3 cycles that are connected to the
participants in the complete K4 graph of group A (e.g. a C8 including Albert,
Edgar, Keith and Jean in addition to all members of group A). However, these
are the two most distinct groups that can be discerned.

In any analysis there is some subjectivity involved, if not in the interpretation
of the results then in the choice of method for interpreting. Our use of graphs to
find groups is a way to minimise the subjectivity in interpretation, but one must
remember that it is still necessary to interpret the groupings. In this case (as in
the case of FQA3 and FQA5 as discussed earlier), it is our opinion that the two
smaller, more tightly connected groups are to prefer over one larger but more
loosely connected group.

Figure 2. Graphs for FQA3 and FQA5
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Comparing these groups with those for the PQA vector (as in Table 4) it can
be seen that the groups formed for the PQA are not the same as the groups
formed for the FAS and FQA vectors. Hence, it is viable to continue with the
analysis.

For the second hypothesis, H2, we expect the role of a participant to play a
part in how the quality requirements are assessed (i.e. for the PQA vector),
whereas their experiences play the major part when assessing architecture candi-
dates (i.e. the FAS and FQA vectors).

Using the roles described in Table 1 the groups formed above are translated
into the roles that the participants have. This is done in Table 5. In this table we

Albert

Bridget

Charles

Daisy

Edgar

Felicity

George

Helen

Ivan

Jean

Keith

Laura

Michael

Figure 3. Correlation Graph of People Occur-
ring Together Most Often (top 25%)

Table 4. Comparing the groups for the PQA with the groups for the 
FAS and FQA vectors

Name PQA FAS + FQA

Albert B
Bridget A
Charles B
Daisy B
Edgar B B
Felicity
George
Helen B A
Ivan A
Jean A
Keith
Laura A & B A
Michael A B
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see that the role a participant have does indeed have influence when rating the
quality attributes (the two groups for the PQA), and that managers (including the
system group) seem to be more in consensus than the other participants for the
priorities of the required quality attributes.

However, we did not expect to see groups with such homogeneity for the FAS
and FQA vectors. Group B consists almost entirely of engineers, and group A
similarly consists almost entirely of managers (counting the system group mem-
ber as a manager).

Apparently, in our case the roles of persons do play a part when assessing
architecture candidates as well as when deciding about quality requirements.

As mentioned, one of the groups for the FAS & FQA (group A) is manage-
ment-oriented whereas the other (group B) is engineering-oriented. However,
the experiences of the persons in the management-oriented groups are relatively
large (as can be seen in Table 1), and most of them have a background as engi-
neers. This high degree of experience is not as obvious in the management-
groups formed for the PQA. Hence, it would seem that the experiences do play a
larger part when assessing architecture candidates than when prioritizing quality
attributes.

A possible threat to the validity of these results may be found in the partici-
pant Laura, that is a member of three groups. This participant is a driving force
in this project and took part in creating the architecture candidates for the study.
Laura may simply be too good at persuading others to see the same benefits and
liabilities of the architecture candidates and quality attributes. This, of course, is a
threat to the objectivity of the participants and hence the validity of this study.

Another threat is that 13 participants is not enough to draw any conclusions
with statistical significance. The results are, however, an indication that people
relate to either their role or their experience in different situations. In our study
the role and the experience of the participants are in many cases tightly con-
nected, but it is nevertheless discernible that the experience is less important
when the PQA is considered and more important when considering the FAS and
FQA.

A summary of H2 is that we can, with hesitation, uphold this hypothesis too,
i.e.:

Table 5. Groups and Roles

Group

PQA A Mgmt Mgmt SysG
Jean Michael Laura

B Mgmt SysG SysG Eng
Helen Laura Albert Edgar

FAS & 
FQA

A Mgmt Mgmt SysG Eng
Helen Ivan Laura Bridget

B Mgmt Eng Eng Eng
Michael Charles Daisy Edgar
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When prioritizing quality requirements the roles of persons is the main influence for their
decisions, whereas when assessing software architectures the experience and background is
more important.

5 Discussion

The implications of the outcome for hypothesis H1 is that it may be possible to
reduce the size of an architecture evaluation team by analysing which people
agree with each other and exclude participants with similar views. It appears
likely that people will form groups where everyone share similar opinions. Our
analysis for H2 also reveals that when prioritizing quality requirements (i.e. the
PQA), most of the management staff have rather similar opinions (in our case
two separate opinions, but nevertheless more synchronised than the engineering
staff that all have different opinions). It is not surprising that management staff
share similar views since it is likely that they discuss different customer require-
ments with each other. They may also have a better overview of all products, thus
enabling them to make trade-offs on a company-beneficial level.

Engineers, on the other hand, seem to focus more on the parts of the system
they are involved in, and the quality attribute trade-offs necessary for this. Hence,
their roles play an integral part in how they rate quality requirements.

When prioritizing quality attributes, it would seem that the management view
should be the predominant one, but it is still beneficial to listen to the engineers’
views as well. To hear both sides provides a more complete picture of what is
required.

The purpose of the used method is that the prioritization of quality attributes
and the subsequent consensus discussion is only to be used as a decision sup-
port, i.e. no decisions should be taken during a consensus discussion meeting.
The intention is that any (and all) opinions about the quality requirements should
be heard early to incorporate into discussions and ultimately make a more well-
informed decision. The consensus discussion meeting need not be a democratic
meeting; it may be used as an opportunity for management to inform the engi-
neers about the priorities and provide a rationale for why a certain priority is nec-
essary.

When evaluating software architectures, we would suggest a slightly different
strategy. In this case, we suggest that the number of different views is more
important than the number of participants that share a similar view. This in order
to get as much out of the discussions as possible, and to learn as much as possi-
ble of the architecture candidates, the software system and the domain of the sys-
tem at an early stage.

Furthermore, the results for H2 indicate that the team that prioritize quality
requirements need not be the same team as the one evaluating software architec-
tures. When prioritizing the quality requirements more engineers should be heard
while the management staff is quite synchronised anyway. When evaluating the
software architectures, engineers with similar experiences seem to have similar
views which means that it is more important that other persons (e.g. manage-
ment and engineers with different backgrounds) are allowed to express their
views.
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6 Summary and Conclusions

When conducting an architecture assessment it is important to elicit as many
views as possible from involved parties at an early stage. If this is not done, these
differences in view are likely to appear and cause problems during later stages of
development. If, on the other hand, these views are vented early it enables a fur-
ther understanding of the involved architecture candidates and may instigate fur-
ther studies before development is allowed to commence.

At the same time, it is not cost efficient to hold meetings where many people
share the same view of the benefits and liabilities of the involved architecture
candidates. We thus need a method for ascertaining a heterogeneity of views
among the participants in an architecture assessment.

In this chapter we analyse the input to an architecture discussion meeting to
understand which participants share a similar view. We study two hypotheses
with the purpose of finding out whether there are groups of people, based on
their role in the company or their background and experiences, that are likely to
have a similar opinion. The purpose of this study is to investigate which persons
to include in an architecture assessment. The hypotheses are:

• H1: People form groups when prioritizing quality attributes and when assessing software
architecture candidates.

• H2: When prioritizing quality requirements the roles of persons is the main influence for
their decisions, whereas when assessing software architectures the experience and back-
ground is more important.

In both of these cases, we can confirm our hypotheses, i.e. people do form
groups, and do this based upon roles when prioritizing quality attributes and
based on experiences when assessing software architectures. We would, however,
have liked more conclusive evidence for H2.

If these results hold up for replication, this indicates that it is either possible to
decide beforehand which persons with different roles and experiences to invite
to an architecture evaluation exercise, or that it is possible to decide this after the
potential participants complete the questionnaire part of the architecture evalua-
tion. This makes for more efficient use of the staff while still eliciting the same
number of views and opinions.

The fact that there are different groups for the different vectors implies that
the use of the method is only to exclude those participants that tend to have sim-
ilar opinions, i.e. not primarily to identify those that have differing opinions. For
this other methods are more applicable (see e.g. Chapter 4).

The findings in this chapter also strengthen our hypothesis concerning the
spread among the answers being related to the number of different roles, as dis-
cussed in Chapter 7.
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CHAPTER 9 Summary and Conclusions

An architecture evaluation serves several purposes, for example:
• As a tool for finding problems and solutions to problems in a software

architecture.
• As a tool for finding problematic issues that need to be further investigated

or developed.
• As a quality gateway, to ensure that a software architecture meets the

requirements for a software system before detailed design and development
commences.

• As a consensus builder, facilitating discussions and creating a joint under-
standing of software architectures.

• As a knowledge conveyor, allowing exchange of experiences and ideas
between participants.

In this part of the thesis we present an architecture evaluation and selection
method that support the aforementioned purposes. The proposed method does
this in two parts: (a) a quantified evaluation of a set of architecture candidates
and quality requirements for a software system, and (b) a structured discussion
where discrepancies between participants’ views are identified from the quantita-
tive data and used to drive discussions forward. This allows for an early evalua-
tion of the potential different architecture candidates have for a set of quality
attributes, and allows for an increased joint understanding and a shared view of
these potentials. One potential use of this is to create a consensus decision of
which architecture candidate to use in a software system.

The proposed architecture evaluation and selection method complements
other architecture evaluations (e.g. SAAM [Bass et al. 1998b], ATAM [Clements
et al. 2002] and to some extent QASAR [Bosch 2000]). In these and similar meth-
ods a single software architecture is evaluated with the intention of achieving its
full potential. As stated in Chapter 2, this approach has several shortcomings
which the method proposed in this thesis addresses. In addition, the objective is
that the proposed method should provide better support for holding structured
discussions.

This chapter is organised as follows. In Section 1 we summarise Part I of this
thesis, and in Section 2 we present paths for future work.

1 Summary and Conclusions for Part I

Architecture evaluations are an important tool to ensure the quality of a software
system and to ensure that all stakeholders have a shared view and a joint under-
standing of a software architecture. In Part I of this thesis we present a method
for evaluating a set of architecture candidates and selecting the candidate with
most potential for fulfilling a certain blend of quality attributes. We study a num-
ber of key aspects of this method and conduct evaluations both in an academic
setting and in an industry setting to ensure its feasibility.
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We conclude that the method is helpful as a tool to conduct early architecture
evaluations to select the architecture candidate with most potential for a certain
system. We suggest that the identified architecture candidate is then developed
further and possibly evaluated using other evaluation methods once it is more
elaborate. The architecture evaluation method is also useful when reevaluating a
software system to ensure that the currently implemented software architecture
still represents the best balance between current requirements on quality
attributes.

We conclude that a major benefit of any architecture evaluation method, and
especially those that are used early during a software development project, is the
ability to act as a knowledge conveyor and a consensus builder. In this thesis we
study some of these consensus building aspects, presenting a method for identi-
fying where there are discrepancies and a method for identifying participants
with similar opinions.

Connecting back to the research questions posed in Section 2.1 of Chapter 1,
the architecture evaluation and selection method introduced in this part of the
thesis provides an answer to question one:
• How do we know whether a particular software architecture is the best avail-

able architecture for a software system?
Using the proposed architecture evaluation and selection method (the steps of
which is revisited below), we are able to answer this question. We are able to
determine which architecture among a set of architecture candidates has the best
potential for fulfilling the requirements on quality attributes for a software sys-
tem. While there may be other, unknown, architectures that are better and while
there may be factors other than quality attributes that influence an architecture’s
aptness, the proposed architecture evaluation and selection method provides one
among several important inputs to the decision making process that eventually
results in an executable system. Ensuring that the architecture is the best available
with respect to the required blend of quality attributes reduces the need to add
quality to the system post facto, which tend to lead to brittle systems that are
unable to evolve gracefully.

1.1 Architecture Evaluation and Selection Method
The architecture evaluation and selection method introduced in Part I of this
thesis consists of the following steps:
1. Prepare Data. In this step we create and describe the software architecture

candidates and the quality attributes to use in the study. 
Step 1 is not studied per se in this thesis. However, Part II of the thesis

provides some support for creating software architecture candidates with a
potential to evolve gracefully.

2. Create Individual Frameworks. Each participant completes a question-
naire to create an individual version of two sets of vectors (i.e. two sets of
vectors for each participant in the study are created). These two sets of vec-
tors are referred to as a Framework for Quality Attributes (FQA) and a Frame-
work for Architecture Structures (FAS), respectively.

Step 2 studied in further detail in Chapter 3 and Chapter 5. In Chapter 5
we study a process for obtaining individual views in a quantitative way, and
in Chapter 3 we present how to combine the two perspectives into a refined
framework, to be used in step 5.
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3. Prioritize Quality Attributes. Each participant in the study also creates a
prioritized list of the quality attributes, called Prioritized List of Quality
Attributes, or PQA.

Step 3 is not studied in detail in this thesis. It is performed as a part of the
study in Chapter 7, and other studies (e.g. [Karlsson & Ryan 1997][Karlsson
et al. 1998]) indicate that the method we use (i.e. AHP [Saaty 1980][Saaty &
Vargas 2001]) is applicable for this purpose.

4. Analyse Frameworks. The individual frameworks are analysed for internal
consistency and are compared to the other individual frameworks. The out-
come of this step is to identify where the participants are in agreement and
where there are differing opinions regarding the strengths and weaknesses
of the different architecture candidates. The individual frameworks are also
combined to a unified framework, which is analysed to see what can be
learnt and where further studies are necessary.

Step 4 is studied from different perspectives in Chapter 4 and Chapter 6.
5. Suggest Software Architecture and Determine Uncertainty. The PQA

is used together with the FQA and the FAS to calculate which architecture
candidate best match the quality requirements of the system. However, we
do not suggest that this recommendation should be used without reflection.
Instead, we suggest that the recommendation is used to spark discussions
during the consensus discussion meeting of the level of support given by the
different architecture candidates for the desired mix of quality attributes (as
represented by the PQA).

Step 5 is studied in Chapter 3 and is applied in Chapter 7.
6. Discuss Individual Frameworks. In this step the points where there are

disagreement, as identified in the analysis of the individual frameworks, are
discussed in a consensus discussion meeting. These discussions are used to
create a joint understanding of the benefits and liabilities of the software
architecture candidates. The outcome of these discussions is to have a con-
sensus view of the architecture candidates, the quality attributes and where
more work is needed to really understand the impact of the quality
attributes. Moreover, the individual frameworks are combined into a consen-
sus view consisting of a joint FQA, FAS and PQA.

Step 6 is studied in Chapter 4 and Chapter 8, and is applied in Chapter 7.

2 Future Work

First, we would like to encourage all readers to replicate the studies in this part of
the thesis, especially those in Chapter 5 and Chapter 7, as the statistical power in
our findings is limited. More subjects are needed and it is also essential to evalu-
ate other software architectures and also more fine-grained divisions of quality
attributes. However, the studies provide some initial results and point to a poten-
tial way forward to informed decisions regarding architecture selection.

Second, we would like to study how much influence the level of detail and the
amount of information given for each of the architecture candidates have on the
spread of the answers when the target system is known. While we expect more
detailed architecture proposals to provide more similar answers from all partici-
pants, it is also more costly to create architecture proposals of more detail. In
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addition, more detailed proposals leave less room for personal interpretations
which may be both a benefit and a liability.

Third, an experiment should be conducted where exactly the same architec-
tures are evaluated by different groups of people where one is aware of the target
system and one group is not, and also where one group of people assesses the
architectures based on different roles in a development organisation and another
group assesses the architecture candidates from a generic perspective. In Chapter
7 two studies are compared where one study is an industry study with a known
target system and outspoken roles of the participants, and the other study is an
academic study with no real target system and no outspoken roles for the partici-
pants. As the results were slightly surprising (i.e. the academic study provided
more similar answers from the participants than the industry counterpart), we
would like to conduct an additional experiment to understand this phenomenon
further.

Fourth, we would like to conduct an experiment where a number of master
year students evaluate the same architecture candidates and quality attributes as
an industry study (e.g. the study in Chapter 7). By using students, we capture the
limited experience and knowledge that a newly hired employee can be expected
to have. This experiment would serve several purposes:
• It would test whether the method is a useful learning tool for new employ-

ees in a company. A consensus discussion with a mixture of experienced
people and newly graduated people is likely to enable a knowledge transfer,
in both directions.

• It would help in providing an answer to whether domain knowledge is nec-
essary to compare architectures or whether this can be done for generic
architecture styles as well.

If repeated with the same students within reasonable time, it would help investi-
gate the degree of consistency in the answers to questionnaires of this sort by
measuring the degree of difference between the first and the second time the
questionnaire is completed.

Fifth, a deeper study of the background and current roles of the participants in
an architecture evaluation may provide further insight in what makes certain par-
ticipants share a view when others do not.

Sixth, we would like to provide tool support for all parts of the architecture
evaluation and selection method.
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CHAPTER 10 Evolution and Variability

When creating a software architecture for a system it is important to know what
constructs will make the architecture survive evolution and evolve gracefully. Some
architectures are more likely to endure evolution than others. To create a durable
architecture it is important to be able to foresee certain types of changes that are
likely to occur. By ensuring that an architecture is able to manage these types of
changes, it is ensured that the architecture is durable enough to withstand com-
monplace evolution. Hence, proper management of variability (described in
Chapter 1) is also important for a successful software architecture, as variability
enables an architecture to be instrumented in such a way so as to support evolu-
tion. However, it is necessary to limit the amount of variability as it increases the
complexity of a software system. It is also necessary to use appropriate variability
realisation techniques (i.e. techniques and methods for achieving variability in a
software system), as it would increase complexity even further if a variability real-
isation technique is used for purposes that it is not intended for.

Evolution implies reuse. Reuse can appear in two dimensions. For evolution,
we have reuse over time. One release of a software system reuses many compo-
nents from the previous release. We also have another dimension of reuse,
namely reuse over a number of products. In this case a particular component is
reused over a set of products, in addition to being reused over time.

Reuse over Time. Reuse over time as outlined above may seem a simple task.
However, there are many factors to consider before it is possible to let a product
evolve without causing too much restructuring of the software architecture for
each new release. As mentioned, it is reasonable to expect that a durable software
architecture is able to manage commonplace evolution without breaking.

Reuse over Products. Large scale software reuse has been a long standing
ambition of the software industry (see e.g. [McIlroy 1969][Parnas 1976]). The
cost and quality of much of the currently developed software is far from satisfac-
tory. By reusing software between products, the cost of developing products is
believed to decrease in the same way as developing large series of hardware
reduces the price of each individual piece developed. It is also believed that at
least some of the time and money thus gained will be invested in improving the
quality of the software.

However, reuse of software between products is not an easy task. Problems
arise when trying to compose different software components, as the functionality
of the components rarely fit side by side [Mattsson & Bosch 2000]. Furthermore,
different products have different requirements on what each component should
perform, which means that components need to adjust to the requirements of
each product.

In the situation where a software development organisation markets a family
of products with overlapping but not identical functionality, the notion of a soft-
ware product line (described in Chapter 1) is a feasible approach to decrease cost
and increase the quality of the software [Linden 1998][Bass et al. 1997][Bass et al.
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1998a][Bass et al. 1998b][Dikel et al. 1997][Macala et al. 1997][Bosch
2000][Clements & Northrop 2002]. A product line architecture ensures that
problems like component gaps and overlaps [Mattsson & Bosch 2000] are mini-
mised.

Evolution Challenges. Two problems arise as major obstacles to successfully
support the evolution of a software product or a software product line: (1) to
minimise the amount of changes necessary to support evolution and (2) to mini-
mise the amount of additional complexity required to support evolution.

The approach we propose in this part of the thesis to cope with these two
challenges is to (1) understand what possible means for instrumenting a software
system to cope with evolution that are available (i.e. the study of variability), and
(2) to understand what types of evolution that are likely to occur and how these
types of evolution are best supported by different variability realisation tech-
niques.

The remainder of this chapter is organised as follows. In Section 1 we present
the contribution of Part II of this thesis. In Section 2 we present an outline of the
chapters in this part of the thesis. In Section 3 we further present how evolution
and variability fit together.

1 Contribution of Part II

In this part of the thesis we address the two evolution challenges mentioned
above. We do this by studying the two concepts evolution and variability. Starting
with variability, we present a set of criteria to use when determining how to
implement variability. Moreover, based on these criteria we present a taxonomy
of techniques for realising variability in a software system. The contribution of
this is that it provides a better understanding of the mechanisms involved in dif-
ferent variability realisation techniques, which enables a more well-informed
decision of how to implement and manage support for variability. The taxonomy
of variability realisation techniques is an additional input to such decisions.

Continuing with evolution, we study two cases of evolution in two software
products over a number of releases. Based on this we present a classification of
the types of evolution that occur, related to changes in the requirements, changes
in the software architecture and changes to components in the software system.
The contribution of this is that it provides a better understanding of the mecha-
nisms involved in evolution, and thus enables creation of a more durable archi-
tecture by ensuring that the architecture is fit to meet common evolution
challenges.

We also outline which variability realisation techniques that are particularly
useful for supporting the different types of evolution. By knowing how evolution
and variability occur and are connected in software products and software prod-
uct lines, the software can be designed from an early stage to support not only
the variations between products but also the variations between releases of prod-
ucts. The software can thus be designed to be more resilient to future changes if
these can be predicted with reasonable accuracy.

Knowledge of the connections between evolution and variability implies that
one can better use existing source code, originally designed for managing vari-
ability between products, to also support evolution. This ensures that fewer
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changes are necessary in the software to support evolution. Thus, we are able to
create a durable architecture that is more likely to evolve gracefully.

2 Outline of Part II

The key focus for Part II of this thesis is to study evolution and the technical
means for supporting evolution, i.e. management of variability. Knowledge of
typical evolution and of variability realisation techniques enables the creation of a
durable architecture that is able to evolve gracefully.

In Chapter 11 we present a set of criteria for selecting how to implement and
support variability, and a taxonomy of different variability realisation techniques
based on the aforementioned criteria. These techniques facilitate graceful evolu-
tion of a software product as well as allowing for product branches. Moreover,
we also briefly introduce a number of industry cases where the different variabil-
ity realisation techniques have been observed, as examples of real usage cases of
the techniques.

In Chapter 12 the evolution of two of these industry cases is investigated in
further detail. This is done with two purposes. The first purpose is to study how
the variability realisation techniques have been used as the products evolve over a
series of releases. The second purpose is to investigate whether there are any dis-
cernible patterns to evolution, i.e. whether we are able to predict certain types of
evolution.

In Chapter 13 we present the evolution patterns found. These are high level
patterns that are likely to occur to almost any software product, and in particular
a software product line. Hence, we argue that these types of evolution should be
considered already when designing the software architecture, in order to create a
durable architecture that is able to evolve gracefully. We also present variability
realisation techniques that are suitable for implementing support for the identi-
fied evolution types.

Chapter 14 concludes Part II of this thesis, and presents some directions for
future work in the area of evolution and variability.

3 Features, Evolution and Variability

In this thesis we argue that an understanding of evolution and proper manage-
ment of evolution is of vital importance in order to attain a software architecture
that is able to gracefully survive through a long period of maintenance and with
new and changed requirements for every new release. A key element to cope with
evolution and to avoid unnecessary erosion of the architecture is to have a soft-
ware architecture that is flexible enough to cope with foreseeable changes. On
the other hand, it is not efficient to have an architecture that is too flexible either.
Every point of flexibility also introduces several maintenance problems in itself,
as well as reductions in performance and understandability of the software’s
source code. These problems are also likely sources of architecture erosion and
should hence be avoided. Thus, the need for flexibility must be balanced with
other needs in order to get a successful and durable architecture.
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3.1 Identifying Variability
We see two major sources for identifying where flexibility, or variability, is neces-
sary in a software architecture. The first is by examining the evolution of other
systems and identify what types of evolution that are likely to occur. The other is
by modelling the system in terms of features. As stated in Chapter 1, features are
logical groups of requirements, i.e. groups of behaviour.

That features are a useful means to identify varying behaviour is no longer a
novel concept. Several authors (see e.g. [Becker et al. 2002][Capilla & Dueñas
2002][Krueger 2002][Salicki & Farcet 2002][Kang et al. 1990][Kang 1998]) have
come to the same conclusion. Among these authors it is generally accepted that
by modelling software in feature graphs the process of identifying variability is
facilitated. A feature graph is a representation of the requirements specification
where the requirements have been grouped into features that in turn have been
divided into smaller features until, at the bottom of the graph, the features con-
sist of atomic (in terms of the domain) actions in source code (If one chooses to
pursuit the feature graph that deep. Normally one would stop at a certain level of
granularity and move on to planning software components and the software
architecture instead.).

Identifying variability in a feature graph is an easy task, as it directly corre-
sponds to the intentions of feature graphs, and is hence supported in the nota-
tion. As stated in Chapter 1, feature graph notations such as FODA [Kang et al.
1990][Kang 1998], RSEB [Jacobson et al. 1997] and FeatureRSEB [Griss et al
1998] all distinguish between mandatory, variant and optional features. These
variations in a feature graph (together with other considerations) map to a num-
ber of patterns with respect to how they are implemented in software systems.
Chapter 11 presents these patterns and techniques for implementing variability
further.

3.2 Connection between Variability and Evolution
Normally, evolution and variability are drawn along two different dimensions, as
is illustrated in Figure 1, where we also see how product variants and product
releases span these two dimensions. However, by viewing what goes on in a fea-
ture graph we see that much of the actual activities performed are similar, but
with a different focus. As mentioned in Chapter 1, evolution can be seen as con-
sisting of the classic maintenance activities reported by [Swanson 1976], namely
adaptive, perfective and corrective maintenance. The mapping of these mainte-
nance activities to a feature graph is roughly as follows:
• Adaptive maintenance adds or replaces nodes in the feature graph.
• Perfective maintenance replaces or modifies nodes in the feature graph.

Variability

Evolution

Figure 1. Variability and Evolution Dimensions

Product variants

Product releases
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• Corrective maintenance modifies the software entities corresponding to
nodes in the feature graph, but leaves the feature graph untouched.

These activities are similar to how new variants (mandatory, variant or optional)
are added or modified in a feature graph as a response to evolution. In other
words, evolution is concerned with adding to and improving a product or prod-
uct line over time and variability is concerned with providing a choice of imple-
mentations over the product space. Management of variability is then concerned
with narrowing down the available choices into a single executable body, which
can be done at different points during an application’s lifecycle.

One way to look at evolution and variability is like two interacting forces.
Where evolution either extends or changes the choice of variants, management
of variability involves narrowing this choice down to a single variant during the
generation of a product or at runtime.

With this view, it is not surprising that evolution uses the same mechanisms as
variability. However, this view is only true for some cases of evolution. In many
other cases evolution is not about extending the selection of variants. Rather,
evolution merely happens to occasionally use existing places where an architec-
ture is designed to vary. Variability assumes that there is a mechanism in place for
managing the variants, and that there is a selection of variants to choose between.
Evolution on the other hand in general assumes no such things, and may instead
be responsible for adding new variant features.

If new variant features are added where there is already a mechanism in place
for managing variants, the evolution is relatively easy to manage. It is much more
difficult with perfective or adaptive evolution when there are no mechanisms
already available, since this typically requires modifications one level above where
the feature is introduced, as illustrated in Figure 2. Since corrective maintenance
typically do not impose changes in a feature graph, maintenance of this category
is not affected by this extra piece of complexity.

According to this reasoning, the best way to support evolution would be to
implement the system such that there are variability realisation techniques avail-
able for all the nodes and arches in a feature graph, so that any future evolution is
already covered. However, every variation point introduces additional overhead,
either in the form of understandability and effort to generate a product architec-
ture or in terms of actual source code to execute. Variability should hence be
introduced sparingly.

This conflict is not easily solved. However, by knowing or being able to better
anticipate where future changes are likely to happen, points in a feature graph
can be marked as “evolution points”, and the developed software can be instru-
mented with appropriate mechanisms for managing these evolution points. In
Part II of this thesis we present classifications of variability and evolution that
facilitate in identifying evolution points in feature graphs and in instrumenting a
software system accordingly with variability realisation techniques at an early
stage.

Figure 2. Evolution in a Feature Graph

Evolution on this level

Modification on this level
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CHAPTER 11 Criteria and a Taxonomy for 
Variability

To successfully support evolution, proper management of variability is of vital
importance. This involves understanding where a software product is likely to
vary as a response to evolution, what parts of the software that is involved and
how to support this variability using appropriate variability realisation techniques.

Although the use of variability is increasing, research (see e.g. [Jacobson et al.
1997][Jazayeri et al. 2000][Griss 2000][Clements & Northrop 2002][van Gurp et
al. 2001][Bosch et al. 2002][Jaring & Bosch 2002]) shows that several problems
exist. A major cause for these problems is that software architects typically lack a
good overview of the available variability realisation techniques and the pros and
cons of these techniques. In addition, they tend to apply them in an ad-hoc fash-
ion without properly considering the various variability related constraints
imposed by requirements and the road map of the system.

Therefore there is a need to further study variability. This involves the study of
how to identify variability, the criteria that are important when deciding how to
implement variability, the available variability realisation techniques and how
these support the identified criteria, and also the use and management of vari-
ability realisation techniques. We address these areas in this chapter. The contri-
bution of this is that it creates a further understanding of the concept of
variability and enables more well-informed decisions when creating and intro-
ducing variability in a software product.

The remainder of this chapter is organised as follows. The scope and goal of
this chapter is presented in Section 1. In Section 2 we describe the steps and cri-
teria necessary to introduce variability into a software product so that an
informed decision on how to implement it can be taken. In Section 3 we present
a taxonomy of variability realisation techniques based on the characterisation of
variability. This is intended as a toolbox for software developers so that they can
find the most appropriate way to implement required variability in a software
product. In Section 4 we briefly present a number of case studies and how the
companies in these case studies usually implement variability. The chapter is con-
cluded in Section 5.

1 Scope and Goal of Chapter

In this chapter we discuss the factors that need to be considered for selecting an
appropriate method or technique for implementing variability. We also provide a
taxonomy of techniques that can be used to implement variability. The objective
is that the notion of variability and its qualities should be better understood so
that more informed decisions concerning variability and variation points can be
made during software development. The provided toolbox of available realisa-
tion techniques facilitates the development process since the consequences of a
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particular choice can be seen at an early stage. This is similar to the way Design
Patterns [Gamma et al. 1995] also present developers with consequences of a
particular design decision.

It should be noted that we focus on implementing variability in architecture
and implementation artefacts, such as the software architecture design, the com-
ponents and classes of a software system. We do not address issues related to for
example variability of requirements, managing variations of design documents or
test specifications, structure of the development organisation, etc. While these
are important subjects and need to be addressed to properly manage variability in
a software product, the goal of this chapter is to cover the area of how to techni-
cally achieve variability in a software system. The contribution of this chapter
should thus be seen as one piece in the large puzzle of software product variabil-
ity. For a description of many of the other key areas to consider, please see e.g.
[Clements & Northrop 2002] or [Bosch 2000].

We also present a set of real life cases of how different variability realisation
techniques have been used. The purpose of this is to evaluate the taxonomy and
to present the variability realisation techniques in a real life context.

2 Introducing Variability in Software Products

When introducing variability into a software product there are a number of steps
to take along the way in order to get the required variability in place, and to take
care of it once it is in place. In this section we present the steps (see Figure 1) that
in our experience are minimally necessary to take. These steps are an extension
of the process presented in [van Gurp et al. 2001].

We use the term variability to refer to the whole area of how to manage the
parts of a software development process and its resulting artefacts that are made
to differ between products or, in certain situations, within a single product. Vari-
ability is concerned with many topics, ranging from the development process
itself to the various artefacts created during the development process, such as
requirements specifications, design documents, source code, and executable
binaries (to mention a few). In this thesis we focus on the software artefacts,
involving software architecture design, detailed design, components, classes,

Identify variability

Constrain
variability

Implement
variabilty

Manage variability

Figure 1. Steps for Introducing Variability
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source code, and executable binaries. Variability in this context refers to the abil-
ity to select between these artefacts at different times during a product’s lifecycle.

2.1 Identification of Variability
The first step is to identify where variability is needed in a software product. The
identification of variability is a rather large field of research (see for example
[Clements & Northrop 2002] or [Bosch 2000]), but it is outside of the scope of
this thesis to investigate it in detail. However, there appears to be some consen-
sus that there is a relation between features and variability, in that variability can
be more easily identified if the system is modeled using the concept of features (as
presented in Chapter 1).

The process of identifying variability consists of listing the features that may
vary between products. These so called variant features will need to be imple-
mented in such a way that the resulting software artefact can easily be adapted to
accommodate the different variants that are associated with the variant feature. 

2.2 Constraining Variability
Once a variant feature has been identified, it needs to be constrained. After all,
the purpose is not to provide limitless flexibility but to provide just enough flexi-
bility to suit the current and future needs of the system in a cost-effective way. By
constraining the variability we enable an informed decision on how to implement
a variant feature in a software product.

The aspects to consider when selecting an appropriate technique for imple-
menting a variant feature can be identified by considering the lifecycle of the vari-
ant feature. During its lifecycle the variant feature is transformed in several ways
during different phases until there is a decision on which variant to use in a given
moment. In this section we briefly introduce these transformations and then dis-
cuss them further in the subsequent sections. In Chapter 1 we present how [van
Gurp et al. 2001] lists the three stages implicit, designed and bound for a variation
point. Below, we extend this list with a few more stages.
• Identified. As described above, in Section 2.1, the first step is to identify a

variant feature and the available variants.
• Implicit. When a variant feature is first identified it is said to be implicit, as it

is not yet realised in the software product. An implicit variant feature exists
only as a concept and is not yet implemented. Software designers and devel-
opers are aware that they eventually will need to consider the variant feature,
but defer its implementation until a later stage.

• Introduced. A variant feature ceases to be implicit when it is introduced into
the software product. When a variant feature is introduced, it has already
been decided how to implement it in the software product. After a variant
feature is introduced it has a representation in the design or implementation
of the software product. This representation takes the form of a set of varia-
tion points, i.e. places in the design or implementation that together provide
the mechanisms necessary to make a feature variable. Note that the variants
of the variant feature need not be present at this time.

• Populated. After the introduction of a variant feature the next step is to pop-
ulate the variant feature with its variants. What this means is that software
entities are created for each of the variants in such a way that they fit
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together with the variation points that were previously introduced, and then
the variation points are instrumented so that they can use the new variant.

• Bound. At some stage a decision must be taken which variant of a variant
feature to use, and at this stage the software product family or software sys-
tem is bound to one of the variants for a particular variant feature. This
means that the variation points related to the variant feature are committed
to the software entities representing the variant decided upon.

For constraining a variant feature the last three of these transformations is of
importance and are described further in Section 2.2.1, Section 2.2.2 and Section
2.2.3, respectively.

During each of the transformations, decisions are made about the variant fea-
ture. Various stakeholders may be involved in these decisions and specifying who
takes what decisions can be considered to be a part of the constraints. We have
identified three groups of stakeholders that need to be considered in the context
of software product variability (we only consider stakeholders that directly inter-
act with the variant feature):
• Domain Engineers. Domain engineers are all people (e.g. designers, pro-

grammers, etc.) that are participating in the development of a software prod-
uct line (i.e. a set of reusable software artefacts).

• Application Engineers. Application engineers (e.g. product managers, pro-
grammers, etc.), reuse the software artefacts from the software product line
to create specific products.

• End Users. The products created by the application engineers are eventu-
ally used by an end user.

2.2.1 Introducing a Variant Feature

When a variant feature is introduced into a software product or a software prod-
uct line (by a domain engineer) it takes the form of a set of variation points. The
variation points are used to connect the software entities constituting the variants
with the rest of the software product. The decision of when to introduce a vari-
ant feature is governed by a number of things, such as:
• The size of the involved software entities
• The number of resulting variation points
• The cost of maintaining the variant feature

Size of Software Entities. A variant can be implemented in many ways, for
example as a component, a set of classes, a single class, a few lines of code, or a
combination of all of these. We refer to these different implementation artefacts
as software entities. As is presented in Table 1 different software entities are most
likely in focus during the different stages architecture design, detailed design,
implementation, compilation and linking. While the size of the involved software
entities does not have any direct connection to how the variation points are
implemented, it determines the overall strategy of how to implement the variant
feature. This is further discussed in Section 2.3.

We would also like to stress the point that a variant of a variant feature can be
implemented by one or more cooperating software entities. Each of these soft-
ware entities is connected to the rest of the software system with one or more
variation points. Figure 2 presents the relations between a variant feature, vari-
ants, variation points and software entities further. The introduction of a variant
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feature is the process of adding the entire set of variation points necessary to
implement all of the variants for the variant feature.

Number of Variation Points. In our experience, a variant feature usually maps
to a set of software entities. These software entities need not be of the same type.
Hence a variant feature is typically implemented by a set of collaborating compo-
nents, classes and even lines of code. These collaborating software entities can be
scattered throughout the software system, even if it is usually possible to keep
them gathered in a few places. Consequently, a single variant feature typically
manifest itself as a set of variation points in a software system, working with dif-
ferent types of software entities. These variation points may be introduced into
the software system during different development phases.

To increase the understandability of the source code, facilitate maintenance
and reduce the risk of introducing bugs, it is desirable to keep the set of variation
points as small as possible. This means that rather than using a mechanism that
works with lines of code, these lines of code should be gathered into a class or a
set of classes. This would allow us to use a single variation point for the entire
variant feature, rather than many variation points for each individual part of the
variant feature.

Cost of Maintaining Variant Feature. Whenever something is added to a soft-
ware system - e.g. a component, a design element, a class or a line of code - it
needs to be maintained during subsequent development phases. For example, if a
software entity is added during architecture design, it needs to be taken into con-
sideration during architecture design, detailed design, implementation, compila-
tion and linking. If, however, a software entity is added during implementation, it
only needs to be considered during implementation, compilation and linking.

Table 1. Entities Most Likely in Focus During Development Activities

Development Activities Software Entities in Focus

Architecture Design Components
Frameworks

Detailed Design Framework Implementations
Sets of Classes

Implementation Individual Classes
Lines of Code

Compilation Lines of Code
Linking Binary components

Figure 2. Relations Between Terms

Variant Feature
Variant

Variation Point

Software Entity
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1
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Hence, there is a cost associated with introducing a variant feature at an early
stage during development. On the other hand, it is typically more expensive
(computationally and in terms of complexity) to have variant features that work
during runtime. Hence, care should be taken so that a variant feature (i.e. the
software entities of the variants as well as the variation points) is not added too
early, but is not added later than is needed either.

Example of Introducing a Variant Feature. Consider the e-mail application
example introduced in Figure 9 in Chapter 1. This feature graph is created by the
domain engineers to identify the features, and in particular identify the features
that may vary. One example of a variant feature is which protocol to use when
receiving messages (Figure 9 in Chapter 1 lists the two variants POP3 and
IMAP). It is decided to implement the two variants as two implementations of a
component in the architecture. Thus, this sets the size of the involved software
entities to components, or component implementations. By ensuring that both
variants have the same interface, i.e. the same set of possible operations, the
number of variation points can be reduced to only the point where it is decided
which variant to use. This also reduces the cost of maintaining the variation
points, as there is only one place to consider. Should, however, the interface to
the variants change, this will impose a larger cost since not all places where the
variant feature is used are gathered in one place.

2.2.2 Populating a Variant Feature with Variants

During this step the software entities of the variants are created such that they fit
together with the variation points introduced in the previous step. After this the
variation points are instrumented to be made aware of each new variant. There
are three things to consider when instrumenting the variation points, namely
when, how and who.

When it is Possible to Populate. A variation point is typically available for
population only during a limited period of its lifecycle. This depends on e.g. what
type of software entities that are involved in the variant feature, and what types
of software entities that are in focus during different phases of a system’s lifecy-
cle. This means that during some phases of a system’s lifecycle (comprising all of
the activities from product architecture design to runtime) a variation point is
open for adding new variants or for removing old ones. During all other phases it
is not possible to change the set of available variants, and then the variation point
is closed.

The time when a variation point is open or closed for adding new variants is
mainly decided by the development and runtime environments and the type of
software entity that is connected to the variation point. For example, if the vari-
ants are implemented using lines of code or classes the corresponding variation
points are typically open during detailed design and implementation, but closed
during all other phases. However, if the variants are implemented as components
the corresponding variation points can be open during architecture design and
during runtime but closed during detailed design, implementation and compila-
tion.

An important factor to consider is when linking is performed. If linking can
only be done in conjunction with compilation, then this closes all variation points
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for population at this phase. If the system supports dynamically linked libraries,
the variation points can remain open even during runtime.

How to Populate. Depending on how a variation point is implemented the
population is either done implicitly or explicitly. If the population is implicit, the
variation point itself has no knowledge of the available variants and the list of
available variants is not represented as such in the system. While the variation
point may in some cases include functionality to decide which variant to use
there is no explicit list of all variants available. For example, an if-statement in the
source code that decides which variant to use is an implicit variation point. With
an implicit population, if there is a list and a description of the available variants
it is maintained outside of the system, e.g. in a document describing how to
instrument the variation point.

With an explicit population the list of available variants is manifested in the
software system. This means that the software system is aware of all of the possi-
ble variants, can add to the list of available variants and possesses the ability to
discern between them and by itself select a suitable variant during runtime.

For example, selecting which operating system to build for is a decision made
by the application engineers outside of the software system, whereas selecting
between different e-mail editors (in the e-mail application example) is a decision
controlled by the software system itself. In the first case the system need not in
itself be aware for what operating systems it can be built, whereas in the latter
case the system can be aware which e-mail editors are available, how to add a new
e-mail editor, how to distinguish between the editors and which editor to use at
any given moment.

The differences between an implicit and explicit population is that with an
explicit population the set of variants is managed inside of the system. Con-
nected with an internal binding (as discussed below, in Section 2.2.3), this enables
the system to decide without extra help from the user which variant is most suit-
able at any given moment. It also enables the ability to add new variants to the
system and decide between these without restarting. With an implicit population,
the set of variants is managed outside of the system, e.g. by application engineers.
There may be a manifestation of the population in the source code, e.g. in the
form of an if-statement, but the set of variants cannot be extended without help
from either an application engineer or an end user. In the latter case, the end user
typically also needs to actively decide between the variants when it is time to bind
the variation point.

The decision on when and how to add variants is governed by the business
strategy and delivery model for the software product. For example if the business
strategy involves supporting late addition of variants by e.g. third party vendors,
this constrains the selection of implementation techniques for the variation
points as they may need to be open for adding new variants after compilation or
possibly even during runtime. This decision also impacts whether or not the col-
lection of variants should be managed explicitly or implicitly, which is deter-
mined based on how the third party vendors are supposed to add their variants
to the system. Likewise, if the delivery model involves updates of functionality
into a running system this will also impact the choices of implementation tech-
niques for the variation points.

In addition, the development process and the tools used by the development
company influence how and when to add variants. For example if the company
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has a domain engineering unit developing reusable assets, more decisions may be
taken during the product architecture derivation, whereas another organisation
may defer many such decisions until compile or link-time.

Who Populates the Variant Feature with Variants. The decision as to who is
allowed/enabled to populate a variant feature with variants is another key to
selecting the appropriate mechanism. Domain engineers may choose to provide
application engineers with a fixed set of variants to choose from. However, they
may also allow application engineers to create and add their own product specific
variants. Additionally, there is an increasing trend to provide variability to end
users (e.g. plugin mechanisms). However, one cannot expect end users to edit
and compile source code so any variability technique that requires this would be
unsuitable for this type of variant features. Similarly, domain engineers typically
may want to shield application engineers from the complexity of the software
product family and provide them with easy to use mechanisms instead. Depend-
ing on who needs to populate a variant feature with variants, some techniques are
more suitable than others.

Example of Populating a Variant Feature. In the e-mail example, the set of
protocols for receiving messages is fixed by the domain engineers. There is no
requirement to be able to add new e-mail protocols in a running system. Hence,
it is decided to deliberately lock the set of available variations during architecture
design. This means that the variation points related to this variant feature can be
closed at any point after this - the sooner the better. As the set of available varia-
tions is locked, the population can be implicit in the system. A simple if-state-
ment can be used to decide which variant to use. For a variation point that is as
static as this, i.e. where the set of variants is not expected to change much over
time, and especially not during runtime, an implicit population is to prefer over
an explicit population.

Another example is that many command-line e-mail clients on Unix offer end
users the ability to select their own text editor for editing their messages. Typi-
cally such e-mail clients include a variation point that allows end-users to select a
suitable text editor program. In most cases, this will be implemented with an
implicit population where the system only has an option with the path to the
desired executable. If the system would implement this variant feature as an
explicit population, it would include functionality to add editors, the paths of
which are then maintained internally.

2.2.3 Binding to a Variant
The main purpose of introducing a variant feature is to delay a decision, but at
some time there must be a choice between the variants and a single variant will be
selected and used. We refer to this as binding the system to a particular variant. As
before, this decision is concerned with when to bind and how to bind.

When to Bind. Binding can be done at several stages during the development
and also as a system is being run. Decisions on binding to a particular variant can
be expected during the following phases of a system’s lifecycle:
• Product Architecture Derivation. A product family architecture typically

contains many unbound variation points. The binding of some of these vari-
ation points is what generates a particular product architecture. Typically,
configuration management tools are involved in this process, and most of
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the mechanisms are working with software entities introduced during archi-
tecture design. A good example of this is KOALA [Van Ommering 2002],
an architecture description language that is used within Philips to describe
the components in their product family and derive products.

• Compilation. The finalisation of the source code is done during the compi-
lation. This includes pruning the code according to compiler directives in
the source code, but also extending the code to superimpose additional
behaviour (e.g. macros and aspects [Kiczalez et al.1997]).

• Linking. When the link phase begins and when it ends is very much
depending on the programming and runtime environment being used. In
some cases, linking is performed irrevocably just after compilation, and in
some cases it is done when the system is started. In other systems again, the
running system can link and relink at will. In general there appears to be a
trend to delay linking until runtime. Consequently, any variability mechanism
traditionally associated with linking is becoming available at runtime.

• Runtime. This type of binding is usually implemented by means of any
standard object-oriented language. The collection of variants can be closed
at runtime, i.e. it is not possible to add new variants, but it can also be open,
in which case it is possible to extend the system with new variants at runt-
ime. Such variants are normally referred to as plugins and these may often
be developed by third party vendors. This type of runtime variability usually
relies heavily on the linking mechanism on the platform. Another type of
runtime binding is the interpretation of configuration files or startup param-
eters that determine what variant to bind to. This type of runtime binding is
what is normally referred to as parameterisation.

Note that binding times do not include the design and implementation phases.
Variation points may well be introduced during these phases, but to the best of
our knowledge a system can not be bound to a particular variant on other occa-
sions than the ones presented above. This is because during the design and
implementation phases classes and variables are introduced, but there are no
means available to select between them. It is possible to manually remove all but
one variant in the design but this is part of the product architecture derivation.
Hence, the selection is either done as the architecture for a particular system is
derived from the product family architecture or when the compiler, linker or
runtime system selects a particular variant e.g. based on some constant or vari-
able.

As with the adding of variants, the time when one wants to bind the system
constrains the selection of possible ways to implement a variation point. For a
variant feature resulting in many variation points this results in quite a few prob-
lems. The variation points need to be bound either at the same time (as is the
case if binding is required at runtime), or the binding of several variation points is
synchronised so that for example a variation point that is bound during compila-
tion binds to the same variant that related variation points have already bound to
during product architecture derivation.

Consider for example a variant feature consisting of a component and some
lines of code in other components where the variant feature is called from. Each
variant has its own component implementation, and the lines of code in the
other components are also different to make best use of the variant. Which com-
ponent to use is decided during product architecture derivation, but which lines
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of code to use in the other component cannot be determined at this stage as lines
of code are not in focus during this stage. Instead, this has to be deferred until
compilation where the source code can be pruned from all but the chosen vari-
ant. This example is illustrated in Figure 3. We see the three phases of this partic-
ular variant feature implementation. In the first phase, two variants (Component
A and B) are available, and the variability points include code to use either A or
B. In the second phase the architecture is during product architecture derivation
pruned of Component B, i.e. it is decided to use Component A. In the third and
last phase in this example the variability points are during compilation bound to
use Component A.

When determining when to bind a variant feature to a particular variant, what
needs to be considered is how late binding is absolutely required. As a rule of
thumb, one can in most cases say that the later the binding is done, the more
costly (e.g. in terms of performance or resource consumption) it is. Deferring
binding from product architecture derivation to compilation means that develop-
ers need to manage all variants during implementation, and deferring binding
from compilation to runtime means that the system will have to include binding
functionality. This introduces a cost in terms of e.g. performance to conduct the
binding. Moreover, there are security aspects to consider when allowing runtime
binding, and the memory footprint of the application also increases.

How to Bind. The other aspect of binding is to decide whether or not the bind-
ing should be done internally or externally. An internal binding implies that the sys-
tem contains the functionality to bind to a particular variant. This is typically true
for the binding that is done during runtime. An external binding implies that
there is a person or a tool external to the system that performs the actual binding.
This is typically true for the binding that is done during product architecture der-
ivation, compilation and linking, where tools such as configuration management
tools, compilers and linkers perform the actual binding.

Component A

Component B

Rest of System
Use A/B
Use A/B
Use A/B

Phase I - No Variability Resolved

Component A Rest of System
Use A/B
Use A/B
Use A/B

Phase II - Decided which Component to Use
(During Product Architecture Derivation)

Component A Rest of System
Use A
Use A
Use A

Phase III - Variability Bound
(During Compilation)

Figure 3. Example of Phases in Committing to a Variant
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These two concepts are related but not equivalent to the implicit and explicit
concepts introduced earlier. The different alternatives can be combined in four
different ways:
• Implicit population and internal binding. Variation points of this type

are typically bound during runtime. The system contains functionality to
bind to a variant, but does not contain functionality to manage or extend the
list of possible variants. The e-mail application and the e-mail retrieval pro-
tocols discussed earlier are examples of this. The system need not explicitly
manage the set of variants, but need to be able to by itself select one of the
variants each time e-mail is retrieved.

• Implicit population and external binding. This combination is predomi-
nant for variation points that are bound in the development phases, i.e. all
phases except for runtime and the linking performed at runtime. The result-
ing system need not know what different variants exist, as it is not con-
cerned with the actual binding process. This is done by the application or
domain engineers e.g. by using configuration management tools, compilers
and linkers. For example, consider an application that allows compilation for
both a Windows and a Unix platform. Once the compiler knows what vari-
ant is required, the system itself need never be made aware that it could have
been compiled for another platform as well.

• Explicit population and internal binding. This is typically used for varia-
tion points that can be both populated and bound at runtime. With this
combination the system is aware of what variants exist, and have sufficient
knowledge to select between them. For example, consider an e-mail applica-
tion that allows a user-defined text editor that is launched automatically
when needed. The set of available text editors is not fixed, and can be
extended during runtime.

• Explicit population and external binding. This combination involves
including in the running system the ability to discern between variants and
determine which variant is most suitable and then let the users perform the
binding manually. We do not think that this combination is very common or
even likely. Normally, the end user asks the computer to perform tasks, not
the other way around.

Whether to bind internally or externally is decided by many things, such as
whether the binding is done by the software developers or the end users, and
whether the binding should be made transparent to the end users or not. More-
over, an external binding is sometimes preferred as it does not necessarily leave
any traces in the source code which may simplify the work of e.g. product engi-
neers. When the binding is internal the system must contain functionality to bind
and this may increase the complexity of the source code.

Example of Binding to a Variant. In the e-mail example, it is decided during
runtime what e-mail retrieval protocol to use. This means that the binding time is
set to runtime. Moreover, as the system decides by itself between the different
variants, the binding is done internally.

2.2.4 Summary of Example

The running example used in this section can thus be summarised as follows:
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• It is identified from the feature graph (Figure 9 in Chapter 1) that there is a
choice between e-mail retrieval protocols. At this point, the variant feature
“retrieval protocols” is implicit.

• As the system is designed, it is decided by the domain engineers that the e-
mail retrieval protocols can be implemented as component implementations.
The number of variation points can thus be reduced to one, i.e. the point
where it is decided which variant to use. This need not be done for every
point where the e-mail retrieval protocols are used in the system At this
point, the variant feature “retrieval protocols” is said to be introduced.

• Also during architecture design, the component “e-mail retrieval protocol”
is designed, as are the two component implementations, POP3 and IMAP.
We have thus populated the variant feature. The population is thus done dur-
ing architecture design. Moreover, it is decided that it is sufficient if the pop-
ulation is implicit, i.e. we need not include functionality to manage the list of
available variants. The actual implementation of the two component imple-
mentations is of lesser importance from a variability perspective. They can
be created during the general implementation of the system, be reused from
a previous project, developed in parallel or bought as COTS components.
Accordingly, this task is handed over to the application engineers.

• The last part of constraining the variant feature is to decide when it should
be possible to bind the system to a variant. For the e-mail retrieval protocols,
this cannot be decided until during runtime, for each time that e-mails are
retrieved. The end users should not have to be involved in the binding, so it
is decided to keep the variation point internal, i.e. it is the system that binds
without any help from the outside.

The last two parts of this summary, i.e. the population and the binding, may
require further discussion. Starting with the “when”-part of the decision. When
to populate determines when it should be possible to add new variants, i.e. soft-
ware entities implementing each variant. This is not connected to when the vari-
ants are implemented or when the variation points are introduced and
implemented. When one wishes to bind determines when the variation points
should be active. Again, this is not directly connected to when the variation
points are introduced and implemented. Part of our argumentation is that it is the
different aspects covered in this chapter that determines when and how to intro-
duce and implement variation points, and not the other way round.

The second part of the decision, the “how”-part, is in both of the last two
steps involved with the variation point but with two different perspectives. The
decision on how to populate (i.e. implicitly or explicitly) determines how much
the variation points need to be aware of the variants. This ranges from cases
where there is no manifestation at all in the source code of the variation point, to
where there is source code to decide between the variants but with no “aware-
ness” of the different variants, and all the way up to variation points where there
is source code in place to explicitly manage the set of variants and decide which
to use. The decision on how to bind (i.e. internally or externally) is related to this,
as described in Section 2.2.3. In the example above, the population is implicit and
the binding is internal.
168 Criteria and a Taxonomy for Variability



2.3 Implementing Variability
Based on the previous constrainment of variability a suitable variability realisation
technique may be selected from the taxonomy presented in Section 3 for the varia-
tion points pertaining to a certain variant feature. The selected realisation tech-
nique should strike the best possible balance between the constraints that have
been identified in the previous step. Using the process presented in this chapter
this choice may be reasonably well-informed. We argue that making the right
choices with respect to variability is vital for the survival of a software product.
Being too conservative with respect to variability may lead to a situation where
new features can either not be implemented at all, or only at a very high cost. On
the other hand adding too much variability makes a software product more com-
plex which may result in maintainability problems and may also result in higher
product derivation cost. Additionally, having too many variation points may lead
to architecture drift [Perry & Wolf 1992] and design erosion [van Gurp & Bosch
2002].

Example of Implementing Variability. In the e-mail example used in the pre-
vious section, this step consists of deciding which variability realisation technique
to use for the variation point that decides which e-mail protocol to use when
retrieving e-mails. Browsing through the taxonomy in Section 3, and especially
Table 2 we see that we are in fact working with framework implementations (the
framework is “e-mail retrieval protocols”, and the two implementations are
POP3 and IMAP), and the binding time is runtime. This means that we have two
variability realisation techniques available, “Runtime Variant Component Special-
isations” and “Variant Component Implementations”. For this variation point
the “Variant Component Implementations” is the variability realisation technique
that is the most suitable.

2.4 Managing the Variability
The last step is to manage the variability. This involves maintenance [Swanson
1976][Pigoski 1997] and to continue to populate variant features with new vari-
ants and pruning old, no longer used, variants. Moreover, variant features may be
removed altogether as the requirements change on a software product. In a prod-
uct family, new products may be added and old products removed. Management
also involves the distribution of new variants to the already installed customer
base, and billing models regarding how to make money off new variants.

3 Variability Realisation Techniques

In this section we present a taxonomy of different ways to implement the varia-
tion points for a variant feature, which we refer to as variability realisation techniques.
If the variation points are constrained, e.g. as described in the previous section, it
enables a more informed choice of how to implement them. The taxonomy in
this section is structured according to the criteria set up in the previous section.
The taxonomy is based on the different realisation techniques we have observed
in several industry cases. Section 4 presents the industry cases in which the vari-
ability realisation techniques have been observed along with some additional
examples.
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The variability realisation techniques in our taxonomy are summarised in Table
2. In this table the variability realisation techniques are organised according to the
software entity the variability realisation techniques work with and when it is at
the latest possible to bind them. For each variability realisation technique there is
also a reference to a more detailed description of the technique. These descrip-
tions are presented below. There are some areas in this table that are shaded
where we perceive that it is not interesting to have any variability realisation tech-
niques. These areas are:
• Components and Frameworks during compilation, as compilation works

with smaller software entities. This type of software entities comes into play
again only during linking.

• Lines of Code during Product Architecture Derivation, as we know of no
tools working with product architecture derivation that also work with lines
of code.

• Lines of Code during Linking, as linkers work with larger software entities.
We present the variability realisation techniques using a Design Pattern like form,
in the style used by e.g. [Buschmann et al. 1996] and [Gamma et al. 1995]. For
each of the variability realisation techniques we discuss the following topics:
• Intent. This is a short description of the intent of the realisation technique.
• Motivation. A description of the problems that the realisation technique

addresses and other forces that may be at play.

Table 2. Variability Realisation Techniques

Involved 
Software 
Entities

Binding Time

Product 
Architecture 
Derivation

Compilation Linking Runtime

Components
Frameworks

Architecture Reor-
ganisation (Sec-
tion 3.1)

N/A Binary Replace-
ment - Linker 
Directives (Sec-
tion 3.4)

Infrastructure-
Centered Architec-
ture (Section 3.6)

Variant Architec-
ture Component 
(Section 3.2)
Optional Architec-
ture Component 
(Section 3.3)

Binary Replace-
ment - Physical 
(Section 3.5)

Component 
Implementations
Framework 
Implementations
Classes

Variant Compo-
nent Specialisa-
tions (Section 3.7)

Code Fragment 
Superimposition 
(Section 3.13)

Binary Replace-
ment - Linker 
Directives (Sec-
tion 3.4)

Runtime Variant 
Component Spe-
cialisations (Sec-
tion 3.9)

Optional Compo-
nent Specialisa-
tions (Section 3.8)

Binary Replace-
ment - Physical 
(Section 3.5)

Variant Compo-
nent Implementa-
tions (Section 3.10)

Lines of Code N/A Condition on Con-
stant (Section 3.11)

N/A Condition on Vari-
able (Section 3.12)

Code Fragment 
Superimposition 
(Section 3.13)
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• Solution. Known solutions to the problems presented in the motivation
section.

• Lifecycle. A description of when the realisation technique is open, when it
closes, and when it allows binding to one of the variants.

• Consequences. The consequences and potential hazards of using the reali-
sation technique.

• Examples. Some examples of the realisation technique in use at the compa-
nies in which we have conducted case studies.

It should be noted that the techniques described in our taxonomy have deliber-
ately been described in an abstract fashion. Our reason for this is twofold:
• We wish to abstract from specific programming languages and yet capture

the commonalities between similar mechanisms in languages. The number
of specific language features (and their numerous implementations) that
would have to be taken into account is so large that it distracts from the
essence of our taxonomy. 

• Our taxonomy also takes into account software entities (e.g. architecture
components) that are currently poorly supported in programming lan-
guages. Rather than discussing specific techniques, our variability realisation
techniques specify a generic solution in a similar way that design patterns
[Gamma et al. 1995] and architecture styles [Buschmann et al. 1996] specify
generic solutions.

3.1 Architecture Reorganisation

Intent. Support several product specific architectures by reorganising (i.e. chang-
ing the architectural structure of components and their relations) the overall
product family architecture.

Motivation. Although products in a product family share many components, the
control flow and data flow between these components need not be the same.
Therefore, the product family architecture is reorganised to form concrete prod-
uct architectures. This involves mainly changes in the control flow, i.e. the order
in which components are connected to each other, but may also consist of
changes in how particular components are connected to each other, i.e. the pro-
vided and required interface of the components may differ from product to
product.

Solution. In this realisation technique, the components are represented as sub-
systems controlled by configuration management tools or, at best, Architecture
Description Languages (e.g. Koala [Van Ommering 2002]). Which variants that are
included in a system is determined by the configuration management tools. Some
variation points may be resolved at this level, as the selected components may
impose a certain architecture structure. Typically this technique also requires vari-
ation points that are in focus during later stages of the development cycle in
order to work. These later variation points can e.g. be used to connect the com-
ponents properly. This technique is implicit and external, as there is no first-class
representation of the architecture in the system. For an explicit realisation tech-
nique, see Infrastructure-Centered Architecture.

Lifecycle. This technique is open for adding new variants during architecture
design, where the product family architecture is used as a template to create a
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product specific architecture, i.e. during product derivation. As detailed design
commences, the architecture is no longer a first class entity, and can hence not be
further reorganised. Binding time, i.e. when a particular architecture is selected, is
when a particular product architecture is derived from the product family archi-
tecture. This also implies that this is not a technique for achieving dynamic archi-
tectures. If this is what is required, see Infrastructure-Centered Architecture.
Moreover, as this realisation technique typically relies on other variation points in
focus during later stages of the development, the architecture is not entirely com-
mitted until these variation points are also bound.

Consequences. The product family architecture is kept as an abstract template,
from which concrete product architectures are derived. This facilitates develop-
ment of individual products. However, this also introduces a risk that part of the
development made for a particular product is not compatible with the rest of the
products in the product family. Secondly, this variability realisation technique may
require variation points in subsequent development phases as well, in order to
function properly. What we have seen at some companies (e.g. Philips [Van
Ommering 2002]) that apply this technique is that the organisation is changed in
such a way that product engineers are not allowed to change components. If a
certain change is required, product engineers have to file a change request with
the domain engineers.

Examples. A design of the e-mail application used as example earlier is pre-
sented in Figure 4a. To create a USENET news-application, the architecture is
reorganised to that of Figure 4b. As can be seen, some components and some
connectors are removed or joined and other components and connectors are
removed altogether. Most of this is due to that the communication standard for
news (NNTP) provides a uniform interface for both sending and receiving mes-
sages whereas e-mail has several different protocols both for sending and for
receiving messages. Other examples of this technique include Axis Communica-
tions where a hierarchical view of the product family architecture is employed,
where different products are grouped in sub-trees of the main product family. To

Figure 4. Design of Example e-mail Application

(a) an e-mail client (b) a USENET News application

«subsystem»
Editor

«subsystem»
Browser

«subsystem»
Send

«subsystem»
Receive

«subsystem»
Archive

«subsystem»
Editor

«subsystem»
Browser

«subsystem»
News Communication Interface
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control the derivation of one product out of this tree, a rudimentary, in-house
developed, ADL is used. Another example is Philips that uses a proprietary ADL
called Koala to derive products [Van Ommering 2002].

3.2 Variant Architecture Component

Intent. Support several, differing, architecture components representing the
same conceptual entity.

Motivation. In some cases, an architecture component in one particular place in
the architecture can be replaced with another that may have a differing interface,
and may sometimes also represent a different domain. This need not affect the
rest of the architecture. Using the e-mail application example from the previous
section, this product can quite easily be changed into a USENET News reader
application. This, however, requires that some components work quite differ-
ently. By replacing the components for the e-mail application with those for the
USENET news application we use this realisation technique to cope with this
variability.

Solution. The solution to this is to, as the title implies, support a set of compo-
nents, each implementing one variant of the variant feature. The selection of
which component to use any given moment is then delegated to the configuration
management tools that select what component to include in the system. A part of
the solution is also delegated to subsequent development phases, where the Vari-
ant Component Specialisation will be used to call and operate the different com-
ponents in the correct way. To summarise, this technique has an implicit
collection, and the binding functionality is external.

Lifecycle. It is possible to add new variants, implemented as components, dur-
ing architecture design, when new components can be added, and also during
detailed design, where these components are concretely designed as separate
components in the architecture. The architecture is bound to a particular compo-
nent during the transition from a product family architecture to a product archi-
tecture, when the configuration management tool selects what architecture
component to use.

Consequences. A consequence of using this pattern is that the decision of what
component interface to use, and how to use it, is placed in the calling compo-
nents rather than where the actual variant feature is implemented. Moreover, the
handling of the differing interfaces cannot be coped with during the same devel-
opment phase as the varying component, but has to be deferred until later devel-
opment stages.

Table 3. Summary of Architecture Reorganisation

Introduction Times Architecture Design

Open for Adding Variants Architecture Design

Collection of Variants Implicit

Binding Times Product Architecture Derivation

Functionality for Binding External
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Examples. In the e-mail application example, there may be a need to replace the
browser component with one that is specific for the news application, support-
ing e.g. a nested view of the messages. This can be done using this variability real-
isation technique by providing two components: one e-mail browser and one
news browser and then let the configuration management tool decide which to
include in the system being built. Another example is Axis Communications,
where there existed during a long period of time two versions of a file system
component; one supporting both read and write functionality, and one support-
ing only read functionality. Different products used either the read-write or the
read-only component. The reason for maintaining two components like this is, in
Axis’ case, e.g. that there is a limited amount of memory in their embedded prod-
ucts. Since the two components differ in the interface as well as the implementa-
tion, they are, in effect, two different architecture components.

3.3 Optional Architecture Component
Intent. Provide support for a component that may, or may not be present in the
system.

Motivation. Some architecture components may be present in some products
but absent in other. For example, the e-mail application described earlier may
optionally provide functionality to manage a contact list. This means that in
some configurations e.g. the “compose e-mail” functionality needs to interact
with the contact list, and in other configurations this interaction is not available
or even possible.

Solution. There are two ways of solving this problem depending on whether it
should be fixed on the calling side or the called side. If we desire to implement
the solution on the calling side the solution is simply delegated to variability real-
isation techniques introduced during later development phases. To implement
the solution on the called side, which may be nicer but is less efficient, create a
“null” component. This is a component that has the correct interface, but replies
with dummy values. This latter approach assumes, of course, that there are pre-
defined dummy values that the other components know to ignore. This null
component is then included in the product configuration during product archi-
tecture derivation. The binding for this technique is done external to the system,
using e.g. configuration management tools.

Lifecycle. This technique is open when a particular product architecture is
designed based on the product family architecture, but due to the lack of archi-
tecture representation during later development phases is closed at all other
times. The architecture is bound to the existence or non-existence of a compo-

Table 4. Summary of Variant Architecture Component

Introduction Times Architecture Design

Open for Adding Variants
Architecture Design
Detailed Design

Collection of Variants Implicit

Binding Times Product Architecture Derivation

Functionality for Binding External
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nent when a product architecture is selected from the product family architec-
ture.

Consequences. Consequences of using this technique are that the components
depending on the optional component must either have realisation techniques to
support its not being there, or have techniques to cope with dummy values. The
latter technique also implies that the “plug”, or the null component, will occupy
space in the system, and the dummy values will consume processing power. An
advantage is that should this variation point later be extended to be of the type
variant architecture component, the functionality is already in place, and all that
needs to be done is to add more variants for the variant feature.

Examples. In the e-mail application example and the architecture reorganisation
in Figure 4, the “Archive” component is removed in the news application. This is
an example of where the variability is solved on the calling side, as the browser
component needs to be aware of whether there is an archive component or not.
If we had included a null component, this would have been entirely transparent
for the browser component. More examples include the Storage Server at Axis
Communications which can optionally be equipped with a so-called hard disk
cache. This means that in one product configuration other components need to
interact with the hard disk cache, whereas in other configurations the same com-
ponents do not interact with this architecture component. Also, in UIQ’s operat-
ing system SymbianOS [@UIQ][Bosch 2000], the presence or absence of a
network connection decides whether network drivers should be loaded or not.
The web browser Mozilla comes with a null component in the plugin directory
(npnul32.dll) that is called in the absence of a plugin to call when an embedded
object is encountered. Curiously, there even exist replacements for it (e.g.
DefaultPluginPro, an alternative that offers users a save option to save the object
for which no plugin could be found).

3.4 Binary Replacement - Linker Directives

Intent. Provide the system with alternative implementations of underlying librar-
ies.

Motivation. In some cases, all that is required to support a new platform is that
an underlying system library is replaced. For example, when compiling a system
for different Unix-dialects, this is often the case. It does not need to even be a
system library, it can also be a library distributed together with the system to
achieve some variability. For example some games have been observed to be
released with different libraries to work with different graphics environments

Table 5. Summary of Optional Architecture Component

Introduction Times Architecture Design

Open for Adding Variants
Architecture Design
Detailed Design

Collection of Variants Implicit

Binding Times Product Architecture Derivation

Functionality for Binding External
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such as the window system (e.g. X-Windows), an OpenGL graphics device or a
standard SVGA graphics device.

Solution. Represent the variants as stand-alone library files and instruct the
linker which file to link with the system. If this linking is done at runtime the
binding functionality must be internal to the system, whereas it can if the linking
is done during the compile and linking phase prior to delivery be external and
managed by a traditional linker. An external binding also implies, in this case, an
implicit collection. Naturally, this assumes that all the available libraries conform
to a common interface. If this is not the case the switch to another library will
not work as seamlessly.

Lifecycle. This technique is open for adding new variants as the system is linked.
It is also bound during this phase. As the linking phase ends, this technique
becomes unavailable. However, it should be noted that the linking phase does
not necessarily end. In modern systems (e.g. Java based systems), linking is also
available during runtime.

Consequences. This is a fairly well developed variability realisation technique,
and the consequences of using it are relatively harmless. Security is a concern
since this technique means that there is a trust issue if you make a call to a library.
Advantages are that it is relatively easy to use and it allows the memory footprint
of the executing application to be reduced by simply not loading any unwanted
libraries. 

A major disadvantage is a situation that is generally described as DLL hell.
Multiple applications may require different versions of the same DLL. In the
worst case, system stability may degrade because applications link to different
versions of DLL’s than they were tested with. Particularly older versions of MS
Windows are vulnerable to this type of problems

Examples. In the e-mail application example the situation is as illustrated in Fig-
ure 5 where there are two sets of libraries to use, one for Windows and one for

E-Mail Application

«subsystem»
Windows

«subsystem»
UNIX

Windows Network

Windows User Interface

UNIX Network

UNIX User Interface

Figure 5. E-mail application with Two Different Sets of Libraries
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Unix. Which set of libraries to use is decided as the system is linked by the appli-
cation engineers before the system is delivered to customers. Another example is
the Mozilla web browser [@Mozilla] that is available on many platforms, includ-
ing Linux. Some versions of Linux can display so-called anti-aliased fonts that
look smoother on LCD screens. However, this requires that programs that wish
to use this link to specific system libraries. To support this in the Mozilla
browser, an (at the moment of writing) experimental build option exists that cre-
ates a version of Mozilla that uses these libraries.

3.5 Binary Replacement - Physical

Intent. Facilitate the modification of software after delivery.

Motivation. Unfortunately, very few software systems are released in a perfect
and optimal state. This creates a need to upgrade the system after delivery. In
some cases these upgrades can be done using the variation points already existing
in the system, but in others the system does not currently support variability at
the places needed.

Solution. In order to introduce a new variation point after delivery, the software
binary must be altered. The easiest way of doing this is to replace an entire file
with a new copy. To facilitate this replacement the system should thus be organ-
ised as a number of relatively small binary files, to localise the impact of replacing
a file. Furthermore, the system can be altered in two ways: Either the new binary
completely covers the functionality of the old one or the new binary provides
additional functionality in the form of, for example, a new variant feature using
other variability realisation techniques. In this technique the collection is implicit,
and the binding is external to the system.

Lifecycle. This technique is bound before start-up (i.e. before runtime) of the
system. In this technique the method for binding to a variant is also the one used
to add new variants. After delivery (i.e. after compilation), the technique is always
open for adding new variants.

Consequences. If the new binary does not introduce “traditional” variation
points, the same technique will have to be used again the next time a new variant
for the variant feature in question is detected. However if traditional variation
points are introduced this facilitates future changes at this particular point in the
system. Replacing binary files is normally a volatile way of upgrading a system,
since the rest of the system may in some cases even be depending on software
bugs in the replaced binary in order to function correctly. Moreover, it is not triv-
ial to maintain the release history needed to keep consistency in the system. Fur-

Table 6. Summary of Binary Replacement - Linker Directives

Introduction Times Architecture Design

Open for Adding Variants Linking

Collection of Variants Implicit or Explicit

Binding Times Linking

Functionality for Binding External or Internal
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thermore, there are also some trust issues to consider here, e.g. who provides the
replacement component and what are the guarantees that the replacement com-
ponent actually does what it is supposed to do.

Examples. The e-mail application example can be upgraded after delivery to
support editing e-mails in HTML, as opposed to the default text only editor.
When the end user installs the upgrade, the binary file containing the previous
editor component is overwritten with a new file, containing the HTML editor
component. This technique is particularly popular with hardware manufacturers
such as Axis Communications that provide a possibility to upgrade the software
in their devices by reflashing the ROM. This basically replaces the entire software
binary with a new one. Another example is the BIOS software that is located on
the motherboard of a PC. Typically, manufacturers offer binary replacements for
this software on their homepage to fix bugs and add compatibility with hardware
that becomes available after the product was sold.

3.6 Infrastructure-Centered Architecture

Intent. Make the connections between components a first class entity.

Motivation. Part of the problem when connecting components (in particular
components that may vary) is that the knowledge of the connections is often
hard coded in the required interfaces of the components and is thus implicitly
embedded into the system. A reorganisation of the architecture, or indeed a
replacement of a component in the architecture, would be vastly facilitated if the
architecture is an explicit entity in the system, where such modifications could be
performed.

Solution. Convert the connectors into first class entities, so the components are
no longer connected to each other but are rather connected to the infrastructure,
i.e. the connectors. This infrastructure is then responsible for matching the
required interface of one component with the provided interface of one or more
other components. The infrastructure can either be an existing standard, such as
COM or CORBA [Szyperski 1997], or it can be an in-house developed standard
such as Koala [Van Ommering 2002]. The infrastructure may also be a scripting
language in which the connectors are represented as snippets of code that are
responsible for binding the components together in an architecture. These code
snippets can either be done in the same programming language as the rest of the
system, or they can be done using a specialised scripting language. Such scripting
languages are, according to e.g. [Ousterhout 1998], highly suitable for “gluing”
components together. The collection of variants is in this realisation technique

Table 7. Summary of Binary Replacement - Physical

Introduction Times Architecture Design

Open for Adding Variants After Compilation

Collection of Variants Implicit

Binding Times Before Runtime

Functionality for Binding External
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either implicit or explicit and the binding functionality is internal, provided by
the infrastructure.

Lifecycle. This technique can be implemented in many ways and this governs
e.g. when it is open for populating with variants. In some cases the infrastructure
is open for the addition of new components as late as during runtime and in
other cases the infrastructure is concretised during compile and linking, and is
thus open for new additions only until then. Binding can also be performed dur-
ing compilation and linking, even if it is more likely that this is deferred until
runtime.

Consequences. When used correctly, this realisation technique yields perhaps
the most dynamic of all architectures. Performance is impeded slightly because
the components need to abstract their connections to fit the format of the infra-
structure, which then performs more processing on a connection before it is
concretised as a traditional interface call again. In many ways, this technique is
similar to the Adapter Design Pattern [Gamma et al. 1995]. As complexity is
moved from the components to the connector-code, this may in some cases have
a negative impact on maintainability. On the other hand, the components
become more focused on their actual task and hence easier to maintain.

The infrastructure does not remove the need for well-defined interfaces, or
the troubles with adjusting components to work in different operating environ-
ments (i.e. different architectures), but it removes part of the complexity in man-
aging these connections.

Examples. An alternative to the design of the e-mail application in Figure 4 is to
design it around a CORBA bus [@OMG], as illustrated in Figure 6. Advantages
of this is that the infrastructure can take care of the connections between compo-
nents, so that the components themselves need not be as dependent or aware of
what other components are available in the system. Other examples are program-
ming languages and tools such as Visual Basic, Delphi and JavaBeans that also
support a component based development process where the components are
supported by some underlying infrastructure. Another example is the Mozilla
web browser, which makes extensive use of a scripting language, in that every-
thing that can be varied is implemented in a scripting language and only the

Figure 6. An e-mail application using a CORBA bus
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«subsystem»
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«subsystem»
Editor

«subsystem»
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Send

«subsystem»
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CORBA Bus
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atomic functionality is represented as compiled components. It is our experience
that most larger systems we encounter in industry either use an off the shelf
component architecture or an in house developed component architecture (e.g.
Philips [Van Ommering 2002] and Axis Communications).

3.7 Variant Component Specialisations

Intent. Adjust a component implementation to the product architecture.

Motivation. Some variability realisation techniques on the architecture design
level require support in later stages. In particular those techniques where the pro-
vided interfaces vary need support from the required interface side as well. In
these cases, what is required is that parts of a component implementation,
namely those parts that are concerned with interfacing a component representing
a variant of a variant feature, need to be replaceable as well. This technique can
also be used to tweak a component to fit a particular product’s needs. It is desir-
able that there are no traces left of the variability realisation technique once it is
bound, thus presenting an unobstructed view for subsequent development
phases. Hence, the technique needs to work during product architecture deriva-
tion, i.e. at the same time as the variability realisation techniques it works together
with.

Solution. Separate the interfacing parts into separate classes that can decide the
best way to interact with the other component. Let the configuration manage-
ment tool decide what classes to include at the same time as it is decided what
variant of the interfaced component to include in the product architecture. This
technique has an implicit collection, and external binding functionality.

Lifecycle. The available variants are introduced during detailed design, when the
interface classes are designed. The technique is closed during architecture design,
which is unfortunate since it is here that it is decided that the variability realisa-
tion technique is needed. This technique is bound when the product architecture
is instantiated from the source code repository.

Consequences. A consequence of using classes is that it introduces another
layer of indirection, which may consume processing power (although today the
overhead incurred by an extra layer of indirection is minimal). It may not always
be a simple task to separate the interface. Suppose that the different variants
require different feedback from the common parts, then the common part will
be full with method calls to the varying parts, of which only a subset is used in a

Table 8. Summary of Infrastructure-Centered Architecture

Introduction Times Architecture Design

Open for Adding Variants
Architecture Design
Linking
Runtime

Collection of Variants Implicit or Explicit

Binding Times
Compilation
Runtime

Functionality for Binding Internal
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particular configuration. Naturally this hinders readability of the source code.
However, the use of classes like this has the advantage that the variation points
are localised to one place (i.e. a single class) in the source code, which facilitates
adding more variants and maintaining the existing variants.

Examples. In the example e-mail application, one version of the product is
delivered with the functionality to filter (i.e. process in various ways) e-mails as
they arrive. This is done in a separate component connected to the Archive com-
ponent (see Figure 4). This means that the Archive component needs to be made
aware whether the filter component is available. At the same time, once this deci-
sion is made it is not necessary to clutter the source code with an already bound
variability realisation technique. This is solved using two separate class imple-
mentations bearing the same name, and then letting the configuration manage-
ment tool decide which class to include in the product to build. Figure 7
illustrates this situation. We have also observed this variability realisation tech-
nique in the Storage Servers at Axis Communications, that can be delivered with
a traditional cache or a hard disk cache. The file system component must be
aware of which is present, since the calls needed for the two are slightly differing.
Thus, the file system component is adjusted using this variability realisation tech-
nique to work with the cache type present in the system.

3.8 Optional Component Specialisations
Intent. Include or exclude parts of the behaviour of a component implementa-
tion.

Figure 7. Example of Variant Component Specialisation

«subsystem»
Archive

FilterConnector FilterConnector

This class does not call the Filter Component This class calls the Filter Component

«subsystem»
Fillter

Table 9. Summary of Variant Component Specialisation

Introduction Times Detailed Design

Open for Adding Variants Detailed Design

Collection of Variants Implicit

Binding Times Product Architecture Derivation

Functionality for Binding External
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Motivation. A particular component implementation may be customised in var-
ious ways by adding or removing parts of its behaviour. For example, depending
on the screen size an application for a handheld device can opt not to include
some features, and in the case when these features interact with others this inter-
action also needs to be excluded from the executing code.

Solution. Separate the optional behaviour into a separate class and create a
“null” class that can act as a placeholder when the behaviour is to be excluded.
Let the configuration management tools decide which of these two classes to
include in the system. Alternatively surround the optional behaviour with com-
pile-time flags to exclude it from the compiled binary. Binding is in this technique
done externally, by the configuration management tools or the compiler. Techni-
cally, this variability realisation technique is similar to the Optional Architecture
Component technique. The difference is just a matter of scale; the software enti-
ties involved in this technique are smaller.

Lifecycle. This technique is introduced during detailed design and is immedi-
ately closed to adding new variants, unless the variation point is transformed into
a Variant Component Specialisation. The system is bound to the inclusion or
exclusion of the component specialisation during the product architecture deriva-
tion or, if the second solution is chosen, during compilation.

Consequences. It may not be easy to separate the optional behaviour into a sep-
arate class. The behaviour may be such that it cannot be captured by a “null”
class.

Examples. In the e-mail application example, this technique is used when the
Archive component is not present, as in Figure 4b. In this case, the Browser
component needs to be aware that there is no Archive component present. All
connections from the Browser component to the Archive component are loca-
lised into a single class, much the same as in the Variant Component Specialisa-
tion example. In addition, a null class with the same name is created that simply
acts as if there are no mail folders or stored messages available. Configuration
management tools are used to decide which of these classes to include in the sys-
tem. This variability realisation technique was used when Axis Communications
added support for Novel Netware. Some functionality required by the file system
component was specific for Netware. This functionality was fixed external of the
file system component, in the Netware component. As the functionality was later
implemented in the file system component, it was removed from the Netware
component. The way to implement this was in the form of an Optional Compo-
nent Specialisation.

Table 10. Summary of Optional Component Specialisation

Introduction Times Detailed Design

Open for Adding Variants Detailed Design

Collection of Variants Implicit

Binding Times Product Architecture Derivation

Functionality for Binding External
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3.9 Runtime Variant Component Specialisations

Intent. Support the existence and selection between several specialisations inside
a component implementation.

Motivation. It is required of a component implementation that it adapts to the
environment in which it is executing, i.e. that for any given moment during the
execution of the system, the component implementation is able to satisfy the
requirements from the user and the rest of the system. This implies that the com-
ponent implementation is equipped with a number of alternative executions, and
is able to, at runtime, select between these.

Solution. There are several Design Patterns [Gamma et al. 1995] that are applica-
ble here, for example Strategy, Template Method and Abstract Factory. Alternat-
ing behaviour is collected into separate classes, and mechanisms are introduced
to, at runtime, select between these classes. Using Design Patterns makes the col-
lection explicit, and the binding is done internally, by the system. Design Patterns
use language constructs such as inheritance and polymorphism to implement the vari-
ability. Alternatively, generative programming solutions such as e.g. C++ templates
may also be used [Czarnecki & Eisenecker 2000]. Essentially the mentioned
design patterns work around the lack of such language features in some popular
object oriented languages.

Lifecycle. This technique is open for new variations during detailed design since
classes and object-oriented concepts are in focus during this phase. Because
these are not in focus in any other phase this technique is not available anywhere
else. The system is bound to a particular specialisation at runtime, when an event
occurs.

Consequences. Depending upon the ease with which the problem divides into
a generic and variant part, more or less of the behaviour can be kept in common.
However the case is often that even common code is duplicated in the different
strategies. A hypothesis is that this could stem from quirks in the programming
language such as the self problem [Lieberman 1986]. 

Examples. As the e-mail example application supports two protocols for receiv-
ing e-mails, i.e. POP and IMAP, the differences between these must be managed
in different parts of the system. For example, IMAP provides support for keep-
ing and managing mail folders on the server, which POP does not. This means
that the Archive component in Figure 4 needs functionality that is specific for
IMAP and other similar protocols. This is solved by localising these specific parts
into separate classes, as illustrated in Figure 8. An Abstract Factory [Gamma et
al. 1995] class is used to instantiate the correct class when needed (please note
that this may be an oversimplification of how to design an e-mail application and
how IMAP functions. The main purpose is to exemplify the variability realisation
technique, not to provide a complete and correct design of an IMAP e-mail cli-
ent). Another example is hand-held devices that can be attached to communica-
tion connections with differing bandwidths, such as a mobile phone or a LAN
and this implies different strategies for how SymbianOS [@UIQ] retrieves data.
Not only do the algorithms for, for example, compression differ, but on a lower
bandwidth the system can also decide to retrieve less data, thus reducing the net-
work traffic. This variant feature need not be in the magnitude of an entire com-
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ponent but can often be represented as strategies within the concerned
components.

3.10 Variant Component Implementations
Intent. Support several coexisting implementations of one architecture compo-
nent so that each of the implementations can be chosen at any given moment.

Motivation. An architecture component typically represents some domain or
sub-domain. These domains can be implemented using any of a number of stan-
dards and typically a system must support more than one standard simulta-
neously. For example, an e-mail application may support several protocols for
receiving e-mails, e.g. POP and IMAP, and is able to choose between these at
runtime. Forces in this problem is that the architecture must support these differ-
ent component implementations and other components in the system must be
able to dynamically determine to what component implementation data and mes-
sages should be sent.

Solution. Implement several component implementations adhering to the same
interface and make these component implementations tangible entities in the sys-
tem architecture. There exists a number of Design Patterns [Gamma et al. 1995]
that facilitate this process. For example, the Strategy pattern is on a lower level a

Figure 8. Example of Runtime Variant Component Specialisation
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Table 11. Summary of Runtime Variant Component Specialisations

Introduction Times Detailed Design

Open for Adding Variants Detailed Design

Collection of Variants Explicit

Binding Times Runtime

Functionality for Binding Internal
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solution to the issue of having several implementations present simultaneously.
Using the Broker pattern is one way of assuring that the correct implementation
gets the data, as are patterns like Abstract Factory and Builder. Part of the flexi-
bility of this variability realisation technique stems from the fact that the collec-
tion is explicitly represented in the system, and the binding is done internally.

The decision on exactly which component implementations to include in a
particular product can be delegated to configuration management tools.

Lifecycle. This technique is introduced during architecture design, but is not
open for addition of new variants until detailed design. For the domain and appli-
cation engineers, the technique is not open during other phases. They can, how-
ever, develop component implementations for the end users to add to the system
during later stages. This may involve installation, before or during startup or dur-
ing runtime (if the system supports dynamic linking). Binding time of this tech-
nique is at runtime. The binding is done either at start-up, where a start-up
parameter decides which component implementation to use, or at runtime, when
an event decides which implementation to use. If the system supports dynamic
linking, the linking can be delayed until binding time, but the technique work
equally well when all variants are already compiled into the system.

Consequences. A consequence of using this technique is that the system will
support several implementations of a domain simultaneously, and it must be pos-
sible to choose between them either at start-up or during execution of the sys-
tem. Similarities in the different domains may lead to inclusion of several similar
code sections into the system, code that could have been reused if the system had
been designed differently.

Examples. In the e-mail application example, this technique is used to support
several protocols for fetching e-mails, e.g. POP and IMAP. Both of these compo-
nent implementations share the same interface for connecting to the mail server
and checking for new e-mails. In addition, the IMAP component also has other
interfaces since this protocol supports more functionality. Axis Communications
uses this technique to e.g. select between different network communication stan-
dards. Ericsson AB uses this technique to select between different filtering tech-
niques to perform on call data in their Billing Gateway product. Some open-
source web browsers, e.g. Konqueror [@KDE], can optionally use the web
browsing component of Mozilla, called Gecko, instead of its internal browsing
component (i.e. KHTML).

Table 12. Summary of Variant Component Implementations

Introduction Times Architecture Design

Open for Adding Variants Detailed Design

Collection of Variants Explicit

Binding Times Runtime

Functionality for Binding Internal
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3.11 Condition on Constant

Intent. Support several ways to perform an operation, of which only one will be
used in any given system.

Motivation. Essentially this is a more fine-grained version of a Variant Compo-
nent Specialisations where the variant is not large enough to be a class in its own
right. The reason for using the condition on constant technique can be for per-
formance reasons and to help the compiler remove unused code. In the case
where the variant concerns connections to other, possibly variant, components it
is also a means to actually get the code through the compiler, since a method call
to a nonexistent class would cause the compilation process to abort.

Solution. We can in this technique use two different types of conditional state-
ments. One form of conditional statements is preprocessor directives such as
C++ #ifdef, and the other is the traditional if-statements in a programming lan-
guage. If the former is used it can be used to alter the architecture of the system,
for example by opting to include one file over another or using another class or
component, whereas the latter can only work within the frame of a given system
structure. In both cases, the collection of variants is implicit but depending on
whether traditional constants or preprocessor directives are used the binding is
either internal or external, respectively. Another way to implement this variability
realisation technique is by means of C++ templates which are handled similarly to
preprocessor directives by most compilers we have encountered1.

Lifecycle. This technique is introduced while implementing the components
and is activated during compilation of the system when it is decided using com-
pile-time parameters which variant to include in the compiled binary. If a con-
stant is used instead of a compile-time parameter, this is also bound at this point.
After compilation the technique is closed for adding new variants.

Consequences. Using #ifdef or other preprocessor directives is always a risky
business, since the number of potential execution paths tends to explode when
using #ifdef, making maintenance and bug-fixing difficult. Variation points often
tend to be scattered throughout the system, because of which it gets difficult to
keep track of what parts of a system is actually affected by one variant.

Examples. When the e-mail application example is reconfigured to become a
USENET news reader, some menu options are also added, for example the
option to connect to a news server is added. The adding of this option is imple-
mented within an #ifdef statement, as is the functionality connected to the menu
choice. Another example is the different cache types in Axis Communications
different Storage Servers, that can either be a Hard Disk cache or a traditional
cache, where the file system component must call the cache type present in the

1. A simple experiment is to construct a template class containing a text 
string and then instantiate it a number of times with different types for 
the template. Compile using e.g. the default C++ compiler (CC) in Solaris 
and then see how many times the text string occurs in the compiled 
binary. By changing the number of instantiations of the class a couple of 
times a correlation is quickly found between the number of different 
instantiation types and the number of occurrences of the text string.
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system in the correct way. Calls to the cache component is spread throughout the
file system component, because of which many variability realisation techniques
on different levels are used, including in some cases Condition on Constant.

3.12 Condition on Variable
Intent. Support several ways to perform an operation of which only one will be
used at any given moment but allow the choice to be rebound during execution.

Motivation. Sometimes the variability provided by the Condition on Constant
technique needs to be extended into runtime as well. Since constants are evalu-
ated at compilation this cannot be done, hence a variable must be used instead.

Solution. Replace the constant used in Condition on Constant with a variable and
provide functionality for changing this variable. This technique cannot use any
compiler directives but is rather a pure programming language construct. The
collection of variants pertaining to the variation point does not have to be
explicit, even though it can be. The process of binding to a particular variant is
internal.

Lifecycle. This technique is open during implementation, where new variants
can be added, and is closed during compilation. It is bound at runtime where the
variable is given a value that is evaluated by the conditional statements.

Consequences. This is a very flexible realisation technique. It is a relatively
harmless technique but, as with Condition on Constant, if the variation points
for a particular variant feature are spread throughout the code it becomes diffi-
cult to get an overview.

Examples. This technique is used in all software programs to control the execu-
tion flow. For example, the ability in the e-mail application example to browse
messages sorted by name, date and subject are controlled using a variable that
determines which sort order that is currently active.

Table 13. Summary of Condition on Constant

Introduction Times Implementation

Open for Adding Variants Implementation

Collection of Variants Implicit

Binding Times Compilation

Functionality for Binding Internal or External

Table 14. Summary of Condition on Variable

Introduction Times Implementation

Open for Adding Variants Implementation

Collection of Variants Implicit or Explicit

Binding Times Runtime

Functionality for Binding Internal
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3.13 Code Fragment Superimposition

Intent. Introduce new considerations into a system without directly affecting the
source code.

Motivation. Because a component can be used in several products it is not
desired to introduce product-specific considerations into the component. How-
ever, it may be required to do so in order to be able to use the component at all.
Product specific behaviour can be introduced in a multitude of ways but these all
tend to obscure the view of the component’s core functionality, i.e. what the
component is really supposed to do. It is also possible to use this technique to
introduce variants of other forms that need not have to do with customising
source code to fit a particular product.

Solution. The solution to this is to develop the software to function generically
and then superimpose the product-specific concerns at stage where the work
with the source code is completed anyway. There exists a number of tools for
this, for example Aspect Oriented Programming [Kiczalez et al.1997], where different
concerns are weaved into the source code just before the software is passed to
the compiler and superimposition as proposed by [Bosch 1999c], where additional
behaviour is wrapped around existing behaviour. The collection is, in this case,
implicit, and the binding is performed externally.

Lifecycle. Depending on what kind of implementation technique is used, varia-
tion points of this type are typically bound at either compilation or linking. Some
experimental Java extensions exist that allow for runtime imposition of new
functionality. However, such solutions typically require the use of reflection,
which in most languages is not available. New variants may either be added by
application or product engineers during either detailed design or compilation. 

Consequences. A consequence of superimposing an algorithm is that different
concerns are separated from the main functionality. This is positive as it increases
the readability of what the source code is intended to do. However, this also
means that it becomes harder to understand how the final code will work since
the execution path is no longer obvious. When developing one must be aware
that there will or may be a superimposition of additional code at a later stage. In
the case where binding is deferred to runtime one must even program the system
to add a concern to an object.

Examples. In the e-mail application example, this technique is used to ship the
product with a context-sensitive user assistant in the shape of a paper clip.
Aspects are added throughout the source code containing functionality to inform
the user assistant component what is happening in the system. Advice for the
end user is then dispersed based upon the gathered information. During compi-
lation, the aspects are intertwined and compiled with the rest of the source code.
To the best of our knowledge none of the case companies use this technique.
This is not very surprising since currently the only production ready technique
that could be used is AspectJ, which works with Java code. None of the studied
companies use Java. Several case studies are available from the Aspect Oriented
Programming home page [@Aspect Oriented Programming] that suggest that
this technique might be used more often in the near future.
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3.14 Summary

In this section we present a taxonomy of variability realisation techniques. The
way to use this taxonomy is, as described in Section 2, to decide the size of the
software entities and the binding time. This is used with the help of Table 2 to
decide which variability realisation techniques that are available. After this, addi-
tional characteristica are used to decide which technique to use. These character-
istica concern the population, i.e. when to add the variants and how the
collection of variant should be managed, as well as where functionality for bind-
ing should reside. These characteristica are summarised at the end of each vari-
ability realisation technique and in Table 16.

4 Case Studies

In this section we briefly present a set of companies that use product families,
and how these have typically implemented variability, i.e. what variability realisa-
tion techniques they have mostly used in their software product families. Accord-
ing to the observe-describe-confirm research cycle introduced in Chapter 1,
these cases are divided into three categories: 
• Cases which we based the taxonomy of variability realisation techniques on.

(Observation)
• Unrelated case studies conducted after the initial taxonomy was created,

which were used to confirm and refine the taxonomy. (Confirmation and
Observation)

• Cases found in literature that contain information regarding how variability
was typically implemented. (Confirmation)

We provide a brief presentation of the companies within each category and how
they have typically implemented variability. The cases from the first category are
presented to give a further overview of the companies behind the examples in
the taxonomy. The second category is presented to give further examples of
which we have in-depth knowledge and have had full insight in the development
process of and which have helped in refining the taxonomy. The third category is
included to extend the generalisability of the taxonomy further, by providing
cases which we ourselves have not had any influence in.

Observed Cases. The taxonomy of variability realisation techniques and indeed
the identification of the relevant characteristica to distinguish between different

Table 15. Summary of Code Fragment Superimposition

Introduction Times Compilation

Open for Adding Variants Compilation

Collection of Variants Implicit

Binding Times
Compilation
Runtime

Functionality for Binding External
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variability realisation techniques was created using information gathered from
four companies. These companies are:
• Axis Communications AB and their storage server product family (pre-

sented in Section 4.1)
• Ericsson AB and their Billing Gateway product (presented in Section 4.2)
• The Mozilla web browser (presented in Section 4.3)
• UIQ Technology and operating system SymbianOS (presented in Section

4.4)

Confirming Cases. In the second category we have two cases where the main
focus of the studies were not to create or refine the taxonomy of variability reali-
sation techniques. However, during these studies we have had the opportunity to
acquire an in-depth understanding of their respective software product families.

Table 16. Summary of Variability Realisation Techniques

Section Name
Introduction 

Time

Open for 
Adding 
Variants

Collection 
of Variants

Binding 
Times

Functionality 
for Binding

3.1 Architecture 
Reorganisation

Architecture 
Design

Architecture 
Design

Implicit Product Archi-
tecture Deriva-
tion

External

3.2 Variant Architec-
ture Component

Architecture 
Design

Architecture 
Design
Detailed Design

Implicit Product Archi-
tecture Deriva-
tion

External

3.3 Optional Archi-
tecture Compo-
nent

Architecture 
Design

Architecture 
Design

Implicit Product Archi-
tecture Deriva-
tion

External

3.4 Binary Replace-
ment - Linker 
Directives

Architecture 
Design

Linking Implicit or 
Explicit

Linking External or Inter-
nal

3.5 Binary Replace-
ment - Physical

Architecture 
Design

After Compila-
tion

Implicit Before Runtime External

3.6 Infrastructure-
Centered Archi-
tecture

Architecture 
Design

Architecture 
Design
Linking
Runtime

Implicit or 
Explicit

Compilation
Runtime

Internal

3.7 Variant Compo-
nent Specialisa-
tions

Detailed Design Detailed Design Implicit Product Archi-
tecture Deriva-
tion

External

3.8 Optional Compo-
nent Specialisa-
tions

Detailed Design Detailed Design Implicit Product Archi-
tecture Deriva-
tion

External

3.9 Runtime Variant 
Component Spe-
cialisations

Detailed Design Detailed Design Explicit Runtime Internal

3.10 Variant Compo-
nent Implementa-
tions

Architecture 
Design

Detailed Design Explicit Runtime Internal

3.11 Condition on 
Constant

Implementation Implementation Implicit Compilation Internal or Exter-
nal

3.12 Condition on 
Variable

Implementation Implementation Implicit or 
Explicit

Runtime Internal

3.13 Code Fragment 
Superimposition

Compilation Compilation Implicit Compilation or 
Runtime

External
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Hence, we can make confident statements regarding how these companies
choose implementation strategies for their variant features and what these imple-
mentation strategies are. The companies in this category are:
• Danaher Motion Särö AB (presented in Section 4.5)
• Rohill Technologies BV (presented in Section 4.6)

Additional Cases. In the third and final category we include examples of case
studies described in literature where these descriptions are of sufficient detail to
discern what types of variability realisation techniques these companies typically
use. The cases in this category are:
• Cummins Inc. (presented in Section 4.7)
• Control Channel Toolkit (presented in Section 4.8)
• Market Maker (presented in Section 4.9)

4.1 Axis Communications AB
Axis Communications is a medium sized hardware and software company in the
south of Sweden. They develop mass-market networked equipment, such as print
servers, various storage servers (CD-ROM servers, Jaz servers and Hard disk
servers), camera servers and scan servers. Since the beginning of the 1990s, Axis
Communications has employed a product family approach. At the time of our
studies this software product family consisted of 13 reusable assets. These assets
are in themselves object-oriented frameworks of differing sizes. Many of these
assets are reused over the complete set of products, which in some cases have
quite differing requirements on the assets. Moreover, because the systems are
embedded systems, there are very stringent memory requirements; the applica-
tion, and hence the assets, must not be larger than what is already fitted onto the
motherboard. What this implies is that only the functionality used in a particular
product may be compiled into the product software, and this calls for a some-
what different strategy when it comes to handling variability.

In this chapter we provide several examples of how Axis implements variabil-
ity in its software product family, but the variability realisation technique they
prefer is that of variant component implementations (Section 3.10), which is aug-
mented with runtime variant component specialisations (Section 3.9). Axis uses
several other variability realisation techniques as well, but this is more because of
architecture decay which has occurred during the evolution of the software prod-
uct family.

We study the evolution of Axis’ software product line in Chapter 12. Axis has
also been studied in [Bosch 2000].

4.2 Ericsson AB
Ericsson AB is a leading software company within the telecommunications
industry. At their site in Ronneby, Sweden they develop (among other products)
their Billing Gateway product. The Billing Gateway is a mediating device
between telephone switching stations and post-processing systems such as billing
systems, fraud control systems, etc. The Billing Gateway has also been developed
since the early 1990’s, and was at the time of our study installed at more than 30
locations worldwide. The system is configured for every customer’s needs with
regards to for example what switching station languages to support, and each
customer builds a set of processing points that the telephony data should go
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through. Examples of processing points are formatters, filters, splitters, encoders,
decoders and routers. These are connected into a dynamically configurable net-
work through which the data are passed.

Also for Ericsson we provide several examples of how variability is imple-
mented in this chapter. As with Axis Communications, the favoured variability
realisation technique is that of variant component implementations (Section
3.10), but Ericsson has managed to keep the interfaces and connectors between
the software entities intact as the system has evolved, so there is lesser need to
augment this realisation technique with other techniques. In many ways their
architecture is similar to the Infrastructure-Centered Architecture (Section 3.6)

We study this case in further detail in Chapter 12. Ericsson AB’s site in Ron-
neby and the Billing Gateway have also been studied by [Mattsson & Bosch
1999a][Mattsson & Bosch 1999b].

4.3 Mozilla
The Mozilla web browser is Netscape’s open source project to create their next
generation of web browsers. One of the design goals of Mozilla is to be a plat-
form for web applications (see e.g. [@Mozilla Developers Network], a repository
for more than a hundred Mozilla based projects). Mozilla is constructed using a
highly flexible architecture which makes massive use of components. The entire
system is organised around an infrastructure of XUL (a language for defining
user interfaces), JavaScript (to bind functionality to the interfaces) and XPCOM
(a COM-like model with components written in languages such as C++). The
use of C++ for lower level components ensures high performance, whereas
XUL and JavaScript ensure high flexibility concerning appearance (i.e. how and
what to display), structure (i.e. the elements and relations) and interactions (i.e.
how elements work across the relations). This model enables Mozilla to use the
same infrastructure for all functionality sets, which ranges from e-mail and news
handling to web browsing and text editing. Moreover, any functionality defined
in this way is platform independent, and only require the underlying C++ com-
ponents to be reconstructed and/or recompiled for new platforms. Variability
issues here concern the addition of new functionality sets, i.e. applications in
their own right, and incorporation of new standards, for example regarding data
formats such as HTML, CSS and various XML based languages such as, for
example, RSS, XHTML and XBL.

As described above, Mozilla connects its components using XUL and
XPCOM. In our taxonomy, this would translate to the use of an infrastructure-
centered architecture (Section 3.6). Additionally, it uses an elaborate XML based
linking system to relate various resources to each other. Also the XBL (XML
Binding Language) is used extensively to e.g. associate user interface skins with
user interface elements. Both techniques can be seen as variations of the Binary
Replacement - Linker Directives mechanism described in Section 3.4. 

For further information regarding Mozilla, see e.g. [@Mozilla], [Oeschger
2000] and [van Gurp et al. 2001].

4.4 UIQ Technology - SymbianOS

SymbianOS1 is an operating system, an application framework and an application
suite specially designed for wireless devices such as hand-held, battery powered
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computers and mobile phones. It is developed by UIQ Technology, a company
that is owned by major companies within the domain such as Ericsson, Nokia,
Psion, Motorola and Matsushita, in order to be used in these companies’ wireless
devices. Variability issues here concern how to allow third party applications to
seamlessly and transparently integrate with a multitude of different operating
environments, which may even affect the amount of functionality that the appli-
cations provide. For example, with screen sizes varying from a full VGA screen
to a two-line mobile phone, the functionality and how this functionality is pre-
sented to the user will differ vastly between the different platforms.

UIQ, by means of SymbianOS, does not interfere in how applications for the
SymbianOS operating system implement variability. They do, however, provide
support for creating applications supporting different operating environments.
This was at the time of our study done by dividing applications into a set of com-
ponents handling user interface, application control and data storage (i.e. a
Model-View-Controller pattern [Buschmann et al. 1996]). SymbianOS itself is
specialised for different hardware environments by using the architecture reor-
ganisation (Section 3.1) and variant architecture component (Section 3.2) vari-
ability realisation techniques.

More information can be obtained from UIQ’s website [@UIQ] and in [Bosch
2000].

4.5 Danaher Motion Särö AB
Danaher Motion Särö AB develops general control systems, software and elec-
tronic equipment in the field of materials handling control. Specifically, they
develop the control software for automated guided vehicles, i.e. automatic vehi-
cles that handle transport of goods on factory floors. Danaher Motion Särö AB’s
product family consists of a range of software components that together control
the assignment of cargo to vehicles, monitor and control the traffic (i.e. intelli-
gent routing of vehicles to avoid e.g. traffic jams) as well as steering and navigat-
ing the actual vehicles. The most significant variant features in this product
family concern a variety of navigation techniques ranging from inductive wires in
the factory floor to laser scanners mounted on the vehicles, specialisations to
each customer installation such as different vehicles with different loading facili-
ties, and of course different factory layouts.

The variability realisation techniques used in this software product family is
mainly by using parameterisation, e.g. in the form of a database with a layout of
the factory floor, which translates to the realisation technique condition on vari-
able described in Section 3.12. For the different navigation techniques, the reali-
sation technique used is mainly the variant architecture component (Section 3.2),
which is also aided by the use of an infrastructure-centered architecture (Section
3.6).

For further information about Danaher Motion Särö AB, see [@Danaher] and
[Svahnberg & Mattsson 2002]. For a further introduction to the domain of auto-
mated guided vehicles, see [Feare 2001].

1. At the time we were in contact with UIQ (1999-2000), SymbianOS was 
named EPOC.
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4.6 Rohill Technologies BV
Rohill Technologies BV is a Dutch company that specialises in product and sys-
tem development for professional mobile communication infrastructure, e.g.
radio networks for police and fire departments. One of their major product fam-
ilies is TetraNode, a product family of trunked mobile radios. In this product
family, the products are tailored to each customer’s requirements by modifying
the soft- and/or hardware architecture. The market for this type of radio systems
is divided into a professional market, a medium market and a low-end market.
The products for these three markets all use the same product family architec-
ture, designed to support all three market segments. The architecture is then
pruned to suit the different product architectures for each of these markets.

Rohill identifies two types of variability: anticipated (domain engineering) and
unanticipated (application engineering). It is mainly through the anticipated vari-
ability that the product family is adjusted to the three market segments. This is
done using license keys that load a certain set of dynamic linked libraries, as
described in the variability realisation technique “binary replacement - linker
directives” (Section 3.4). The unanticipated variability is mainly adjustments to
specific customers’ needs, something which is needed in approximately 20% of
all products developed and delivered. The unanticipated variability is solved by
introducing new source code files, and instructing the linker through makefiles to
bind to these product specific variants. This variability is, in fact, using the same
realisation technique as the anticipated variability, i.e. the binary replacement
through linker directives (Section 3.4), with the difference that the binding is
external as opposed to the internal binding for anticipated variability.

For further information regarding Rohill Technologies BV and their TetraN-
ode product family, see [Jaring & Bosch 2002].

4.7 Cummins Inc.
Cummins Inc. is a USA-based company that develops diesel engines and the
control software for these engines. Examples of usages of diesel engines involve
automotives, power generation, marine, mining, railroad and agriculture. For
these different markets the types of diesel engines vary in a number of ways. For
example, the amount of horsepower, the number of cylinders, the type of fuel
system, air handling systems and sensors vary between the different engines.
Since 1994, Cummins Inc. develops the control software for the different engine
types in a software product family.

Cummins Inc. use several variability realisation techniques, ranging from vari-
ant architecture components (Section 3.2) to select what components to include
for a particular hardware configuration, to using the C++ construct #ifdef which
translates to the realisation technique condition on constant (Section 3.11),
which is used to specify the exact hardware configuration with how many cylin-
ders, displacement, fuel type, etc. that the particular engine type has. The system
also provides a large number of user-configurable parameters, which are imple-
mented using the variability realisation technique condition on variable (Section
3.12).

The company Cummins Inc. and its product family is further described in
[Clements & Northrop 2002].
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4.8 Control Channel Toolkit
Control Channel Toolkit, or CCT for short, is a software asset base commis-
sioned by the National Reconnaissance Office (in the USA), and built by the Ray-
ethon Company under contract. The asset base that is CCT consists of
generalised requirements, domain specifications, a software architecture, a set of
reusable software components, test procedures, a development environment def-
inition and a guide for reusing the architecture and components. With the CCT,
products are built that command and control satellites. Typically, only one soft-
ware system is used per satellite. Development on CCT started in 1997.

The CCT uses an infrastructure-centered architecture (Section 3.6), i.e.
CORBA, to connect the components in the architecture. Within the compo-
nents, CCT provides a set of standard mechanisms: dynamic attributes, parame-
terisation, template, function extension (callbacks), inheritance and scripting.
Dynamic attributes and parameterisation amounts to the technique condition on
variable (Section 3.12). Inheritance is what we refer to as runtime variant compo-
nent specialisations (Section 3.9). Scripting is another example of an infrastruc-
ture-centered architecture (Section 3.6). We have not found sufficient
information regarding function extension to identify which variability realisation
technique this is.

Further information on CCT can be found in [Clements & Northrop 2002].

4.9 Market Maker
Market Maker is a German company that develops products that present stock
market data, and also provides stock market data to users of its applications.
Their product family includes a number of functionality packages to manage dif-
ferent aspects of the customers’ needs, such as depot management, trend analy-
sis, and option strategies. It also consists of a number of products for different
customer segments, such as individuals and different TV networks or TV news
magazines. In 1999 a project was started to integrate this product family with
another product family with similar functionality but with the ability to update
and present stock data continuously, rather than at specified time intervals (six
times/day). This new product family, the MERGER product family, is imple-
mented in Java, and also includes salvaged Delphi code from the previous prod-
uct family.

Market Maker manages variability by having a property file for each customer,
that decides which features to enable for the particular customer. This property
file translates to the variability realisation technique condition on variable (Sec-
tion 3.12). Properties in the property file are even used to decide what parts of
the system to start up, by also making use of Java’s reflection mechanism in
which classes can be instantiated by providing the name of the class as a text
string.

For further information about Market Maker and its MERGER product fam-
ily, see [Clements & Northrop 2002].

5 Conclusions

We have observed that software systems increasingly rely on variability mecha-
nisms to exploit commonalities between software products. This has resulted in
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the adoption of product families [Weiss & Lai 1999][Jazayeri et al. 2000][Clem-
ents & Northrop 2002] by numerous companies. However, a problem is that it is
often far from obvious what kind of techniques that are the most suitable for
implementing variability in a product family. In this chapter we make this deci-
sion process more explicit by providing a number of selection criteria and a tax-
onomy of variability realisation techniques based on these criteria.

There are several factors that influence the choice of implementation tech-
nique, such as identifying the variant features, when the variant feature is to be
bound, by which software entities to implement the variant feature and last but
not least how and when to bind the variation points related to a particular variant
feature. Moreover, the job is not done just because the variant feature is imple-
mented. The variation points and software entities implementing the variant fea-
ture need to be managed during the product’s lifecycle, extended during
evolution, and used during different stages of the development cycle. This also
constrains the choices of how to implement the variability into the software sys-
tem.

In this chapter we present a minimal set of steps by which to introduce vari-
ability into a software product, and what characteristica distinguish the ways in
which one can implement variability. We present how these characteristica are
used to constrain the number of possible ways to implement the variability, and
what needs to be considered for each of these characteristica.

Once the variability has been constrained, the next step is to select a way in
which to implement it into the software system. To this end, we provide, in this
chapter, a taxonomy of available variability realisation techniques. This taxonomy
presents the intent, motivation, solution, lifecycle, consequences and a brief
example for each of the realisation techniques.

The contribution of this taxonomy is to provide a toolbox for software devel-
opers when designing and implementing a software system, to assist them in
selecting the most appropriate means by which to implement a particular variant
feature and its corresponding variation points.

The contribution of this chapter is that by taking into account the steps out-
lined in this chapter and considering the characteristica we have identified, a
more informed and accurate decision can be taken with respect to the variability
realisation techniques chosen to implement the variant features during the con-
struction of a software product or a software product family.

In terms of evolution, this enables more well-informed decisions of how to
instrument a software product to support evolution, thus facilitating the creation
of a software product that is able to evolve gracefully. In the next chapter we
study two industry cases and present how variability realisation techniques have
been used to support evolution in the two studied products.
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CHAPTER 12 Evolution Using Variability

The long-term success of a software system is determined by its ability to evolve
gracefully. Hence, there is a need to understand evolution, i.e. what changes are
likely to occur and the impact of these changes. By ensuring that the most com-
mon types of changes to requirements, architecture and components are dealt
with in a satisfactory manner, it is also ensured that the architecture will last
longer.

Evolution in a software product line is concerned with the adaptive, perfective
and corrective maintenance [Swanson 1976] performed during the products’ life-
cycles. There exist a small number of approaches towards evolution. The first is
to ignore evolution altogether and deal with it once it is required (e.g. [Beck
2000]). Another approach is to have a very rigorous evolution plan, where it is
known exactly what new requirements to implement during any given implemen-
tation cycle (e.g. [Macala et al. 1997]).

We argue that both these strategies are inadequate. To not consider evolution
at all means that the constructed software is not even prepared to cope with the
most commonplace evolution that all involved parties may be aware will occur.
To make a rigorous plan spanning several years is equally unlikely to succeed
since it is close to impossible to predict what may be required of a software sys-
tem several years from now [Beck & Fowler 2001]. Instead, we propose a middle
alternative: that the software should be instrumented to cope with evolution, but
only to a certain degree and only to support evolution that is likely to occur. We
also suggest that rather than specifying in detail exactly how a piece of software is
going to evolve, one should identify types of evolution and prepare for these
general evolution types.

To be able to predict what types of evolution that are likely to occur it must
first be understood what evolution is all about and how it occurs in a software
product. In this chapter we study the evolution of two industry cases in order to
understand how evolution occurs and how this has been dealt with by using dif-
ferent variability realisation techniques from the taxonomy in Chapter 11.

This chapter is organised as follows. In Section 1 we present the scope and
goal of this chapter. We present the two case studies in Section 2 and Section 3,
respectively. The chapter is concluded in Section 4.

1 Scope and Goal of Chapter

In this chapter we present how software components have evolved over a num-
ber of releases in two cases. We also present how this evolution makes use of or
introduces techniques for managing variability into the software. The introduc-
tion and usage of variability realisation techniques is shown to often be done in
order to facilitate current and future evolution of the software.

In relation to the research cycle of observation-description-confirmation pre-
sented in Chapter 1, the contribution of this chapter lies in observation of evolu-
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tion, but also in confirmation of the variability realisation techniques described in
the previous chapter.

The contribution of this chapter is that it presents a foundation for a further
understanding of evolution and the use of variability to support evolution.

Please note that the two cases were studied during 1998 and 1999. Naturally,
the companies and the studied software systems have evolved further since then.
Thus, the description below need not reflect the current practices or state of the
two studied software companies.

1.1 Case Study Method
The main goal of the studies in this chapter is to find out how a framework
evolves when it is part of a software product line. To achieve this goal, we con-
ducted interviews with key personnel that have been involved in the studied sys-
tems for quite some time. Furthermore, we studied requirement specifications,
design documents and functional specifications that we got either from the com-
panies intranet or from other sources.

Before the interviews, much time was spent on studying the available docu-
mentation in order to get a good background understanding. The interviews
were open and consisted mostly of encouragements to the interviewed people to
help them remember how and in what order things happened. The interview
findings were correlated to what was found in the documentation and some fur-
ther questions were later asked to the interviewed people to further explain dis-
crepancies and things that were unclear.

The two case sites were selected in a non-random manner. The first case, at
Axis Communications, was selected because Axis is a large software company in
the region, Axis was at the time of our study part of a government-sponsored
research project on software architectures of which our university was one of the
other partners. Axis has a philosophy of openness, making it relatively easy to
conduct studies within this company. The second case, at Ericsson AB’s site in
Ronneby, was chosen because it resides close to the campus, making it easy to
interact with them, and because our university has had a number of fruitful coop-
erations together with Ericsson in the past.

The two companies represent two typical company sizes, i.e. a small and
medium enterprise in Axis’ case and a larger enterprise in Ericsson’s case. The
amount of control and structure in the development process is also quite typical,
where Axis represents (at least in 1998 when we studied the company) a prag-
matic approach and Ericsson a rigorous quality-controlled approach. By prag-
matic approach we do not mean to say that there is no quality-control at all, only
that it is not as rigorously defined as e.g. in Ericsson’s case. In our experience
both the company sizes and their control over the development process are rep-
resentative for a larger category of software development organisations, at least
in Sweden.

Two case studies are of course not enough to prove anything with statistical
significance, nor is it our intention. In terms of variability, our intention is to
show that variability realisation techniques are used and can be used to support
evolution. In terms of evolution and categories of evolution (analysed in further
detail in Chapter 13), our intention is to increase the understanding of evolution.
The identified categories of evolution should hence be seen as a starting point
for understanding evolution rather than a definitive categorisation.
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Throughout the cases, we use a number of terms which are briefly explained
in Table 1. An in-depth knowledge of these terms should not be necessary to
understand the contents of this chapter.

2 Case 1: StorageServer

The first case is a software product line at Axis Communications AB. This sec-
tion presents the evolution of a major component in the architecture, i.e. an
object-oriented framework for file systems. We describe two generations of this
component, consisting of four releases each.

2.1 The Company
Axis Communications is a Swedish software and hardware company that devel-
ops networked equipment. Starting from a single product, an IBM printer-server,
the product line has now grown to include a wide variety of products such as
camera servers, scanner servers, CD-ROM servers, Jaz-servers and other storage
servers.

Axis Communications has been using a product line approach since the begin-
ning of the ‘90s. Their software product line consists of reusable assets in the
form of object-oriented frameworks. At the time of our study the assets were

Table 1. Words and Acronyms Used in Case Studies Descriptions

Word/Acronym Explanation

BGw Billing Gateway
DirectoryRecord A class in Axis’ file system framework
FAT A disk file system
I-node A part of certain file systems, such as UFS and UDF
ISO9660 The file system format used on CD-ROMs
Joliet A standard for long file names
MUPP-fs An in-house developed file system at Axis
NDS A network management protocol.
NFS Network File System, used by SUN Microsystems
NWAccessRight
NWUser

Two classes in Axis’ Access Control framework used to 
manage access rights for Netware

PCNFS A PC implementation of NFS
RAID A disk storage system
Rockridge A standard for long file names
SCSI A hardware standard for peripherals
SMB A network file system from Microsoft
SMBAccessRight
SMBUser

Two classes in Axis’ Access Control framework used to 
manage access rights for SMB

SNMP A network management protocol
UDF A disk file system
UFS A disk file system used by SUN Microsystems
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formed by a set of 13 object-oriented frameworks, the size of which differed
considerably. The sizes of the frameworks ranged from 10 KLOC (Thousand
Lines of Code) to several hundred KLOC.

The layout of the software product line is a hierarchy of specialised products,
of which some are product lines in themselves. At the top level, elements that are
common for all products in the product line are kept, and below this level assets
that are common for all products in a certain product group are kept. Examples
of product groups are the storage servers, including for example the CD-ROM
server, the Jaz server and the camera servers. Under each product group there are
a number of products, and below this are the variations of each product. Figure 1
illustrates the layout of the software product line and the variations under each
product group.

Each product group is maintained by a business unit that is responsible for the
products that come out of the product line branch, and also for the evolution
and maintenance of the frameworks that are used in the products. Business units
may perform maintenance or evolution on a software asset that belongs to
another business unit, but this must be done with the consensus of the business
unit in charge of the asset.

The company uses a standard view on how to work with their software prod-
uct line, even if their terminology might not be the same as is used by academia.
A product line architecture, in Axis’ eyes, consists of components and relations.
The components are frameworks that contain the component functionality. Each
component covers a particular domain and can be of considerable size, i.e. up to
several 100 KLOC. In the traditional view [Roberts & Johnson 1996] frame-
works are usually used in isolation, i.e. a product or system uses only one frame-
work. In Axis, a product is constructed by composing a number of frameworks.
In the Axis case a framework consists of an abstract architecture and one or
more concrete implementations. Instantiation of the framework is thus made by
creating a concrete implementation by inheriting from the abstract classes, and
plug this into place in the product.

The product lines at Axis have also been studied in e.g. [Bosch 1999a][Bosch
1999b][Bosch 2000]. These studies cover aspects such as how the product lines
are organised, and how the development departments are organised around the
assets in the product lines.
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Figure 1. Product Line Hierarchy
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2.1.1 The Studied Product Line

During our study we focus on a particular product and a particular component in
one of Axis’ two software product lines, i.e. the storage server and the file system
component. This is a product initially designed to plug in CD-ROM devices to a
network. This initial product has later been evolved to several products, of which
one is still a CD-ROM server, but there is also a Jaz server and a HardDisk
server. Central for all these products is a file system framework that allows uni-
form access to all the supported types of storage devices. In addition to being
used in the storage servers, the file system framework is also used in most other
products since these products generally include a virtual file system for configu-
ration and for accessing the hardware device that the product provides network
support for. However, since most of the development on the file system frame-
work naturally comes from the storage business unit this unit is also responsible
for it.

The file system framework has existed in two distinct generations, of which
the first was only intended to be included in the CD-ROM server and was hence
developed as a read-only file system. The second generation was developed to
support read and write file systems, and was implemented accordingly. The first
generation consists of a framework interface under which there are concrete
implementations of various file systems like ISO9660 (for CD-ROM disks),
Pseudo (for virtual files), UFS (for Solaris-disks) and FAT (for MS-DOS and MS-
Windows disks). These concrete file system implementations interface a block
device unit, that in turn interface a SCSI-interface. Parallel with the abstract
framework is an access control framework. On top of the framework interface
various network protocols are added such as NFS (Unix), SMB (MS-Windows),
and Novell Netware. This is further illustrated in Figure 2 where it is shown that
the file system framework consists of both the framework interface and the
access control that interfaces various network protocols like NFS. We also see
that the block device unit and the caching towards device drivers such as the
SCSI unit is part of the file system framework and that the concrete implementa-
tions of file system protocols are thus surrounded by the file system framework.

The second generation was similar to the first generation, but the modularity
of the system was improved. In addition, the framework was prepared for incor-
porating some likely future enhancements based on the experience from the first
generation. Like the first generation, the first release of this framework only had
support for NFS, with SMB being added relatively soon. An experimental i-

NFS

File system Framework Access Control

ISO9660 Pseudo

Block Device/Caching

SCSI

Hardware

Figure 2. Generation One of the File System Framework
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node-based file system was developed and was later replaced by a FAT-16 file
system implementation. The second generation file system framework is
depicted in Figure 3. As can be seen, the framework is split into several smaller
and more specialised frameworks. Notably, the Access Control-part has been
“promoted” into a separate framework.

2.2 Generation One, Release 1

The requirements on this, the very first release of the product, were to develop a
CD-ROM server. This implies support for network communication, network file
system support, CD-ROM file system support and access to the CD-ROM hard-
ware. The birth of the CD-ROM product started this product line. The product
line was later to branch in three different sub-trees with the introduction of the
camera servers and the scanner servers.

Requirements on the file system framework were to support a CD-ROM file
system, i.e. the ISO9660 file system, and a Virtual-file pseudo file system for con-
trol and configuration purposes. In release one it was only required that the
framework supported the NFS protocol.

In Figure 2 we see a subsection of the product line architecture where the NFS
protocol, which is an example of a network file system protocol, interfaces the
file system framework. The file system framework in turn accesses a hardware
interface, in this case a SCSI interface. It is not shown in the picture how the net-
work file system protocol connects to the network protocol components to com-
municate using for example TCP/IP, and how these protocol stacks in turn
connect to the network hardware interfaces.

The two framework implementations, the ISO9660 and the Pseudo file system
implementations differed of course in how they worked, but the most interesting
difference was in how access rights were handled differently in the two sub-
systems. In the ISO9660 implementation access rights were handed out on a per-
volume basis, whereas in the Pseudo file system access rights could be assigned
to each file. This was done with the use of the two classes NFSUser and NFSAc-
cessRight.

Figure 3. Generation Two of the File System Framework
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Later in the project SMB was added, which did not change much since SMB is
not that different from NFS. Code was added to handle access control for SMB,
specifically the classes SMBUser and SMBAccessRight were added.

In retrospect, it is hard to agree upon a cause for why the code was bound to a
particular network file system, i.e. NFS. Inadequate analysis of future require-
ments on the file system framework could be one reason. Shortage of time could
be another reason; there might not have been enough time to do it flexible
enough to support future needs.

2.2.1 Used Variability Realisation Techniques
In this first release, a number of variability realisation techniques were added to
support the variability required of this product, as well as some future foreseen
variability. The two file systems, ISO9660 and the pseudo file system were added
using the Variant Component Implementations variability realisation technique, and
this mechanism was also used to provide support for more than one network file
system even though the first release only included NFS support. This turned out
to be fortunate when the SMB protocol was added later in the project. The SCSI
interface was connected using Variant Component Specialisations.

Access rights were added as a number of classes using Runtime Variant Compo-
nent Specialisations.

It is most obvious in this first release how the variability realisation techniques
are introduced because of a perceived need for them in the future. During the
first release of the second generation, we see more examples of variability realisa-
tion techniques being introduced early with the intention of being used in later
releases.

2.3 Generation One, Release 2
The goal for the second product line release was among other things to create a
new product. To this end a shift from Ethernet to Token Ring was conducted. In
addition, support for the Netware network file system was added, plus some
extensions to the SMB protocol. Furthermore, the SCSI-module was redesigned,
support for multisession CD’s was added, as well as a number of other minor
changes.

This had the effect on the product line architecture that Netware was added as
a concrete implementation in the network file system framework, modules for
Token Ring were added, and a number of framework implementations were
changed, as discussed below. Figure 4 summarises how the product line architec-
ture was changed by the new products requirements.
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Token Ring Modules

NFS
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Network File System
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Figure 4. Changes in Generation One, Release 2
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The addition of the Netware protocol could have had severe implications on
the file system framework, but the requirements were reformulated to avoid
these problems. Instead of putting the requirements that were known to be hard
to implement in the existing architecture into the framework, the specification of
the Netware protocol was changed to suit what could be done within the speci-
fied time frame for the project. This meant that all that happened to the file sys-
tem framework was the addition of NWUser and NWAccessRight-classes.
Basically, it was this access rights model that could not support the Netware
model for setting and viewing access rights.

The NWUser and NWAccessRight-classes were added to the implementations
of the Pseudo file system and the ISO9660 module. Furthermore, the ISO9660-
module was modified to support multisession CD’s.

Late in this project a discrepancy was found between how Netware handles
file-ID’s compared to NFS and SMB. Instead of going to the bottom of the
problem and fixing this in the ISO9660-module a filename cache was added to
the Netware module. Again, the file system framework interface managed to sur-
vive without a change.

2.3.1 Used Variability Realisation Techniques
The shift from Ethernet to Token Ring was conducted using the Variant Architec-
ture Component variability realisation technique. Adding Netware support was
done using the variability realisation technique already in place for adding net-
work file systems. Also using existing variation points, the access rights for net-
ware was added to the ISO9660 and Pseudo file systems. There were no
variability realisation techniques in place to support the changes to the SMB
module and the SCSI driver, and none were introduced as a result of the modifi-
cations to these components. The name cache added to the Netware module was
instrumented with an Optional Component Specialisations variability realisation tech-
nique, as it was planned to remove this cache later.

2.4 Generation One, Release 3
Release three of the file system framework was primarily concerned with improv-
ing the structure of the framework and with fixing bugs. The SCSI-driver was
modified to work with a new version of the hardware and a web interface was
incorporated to browse details mainly in the pseudo file system that contains all
the configuration details. Support for long filenames was also implemented, as
was support for PCNFS clients.

The effects on the product line architecture were consequently small. A new
framework implementation was added to the network file system framework to
support the web-interface. Figure 5 shows the modifications in release 3.

On the component level the SCSI-driver was modified to better utilise the new
version of the hardware, that supported more of the SCSI-functionality on-chip
instead of in software. Long filename support was added in the ISO9660-mod-
ule. This change had an impact on the framework interface as well, since the
DirectoryRecord class had to support the long filenames. This implies that the
interface of the file system component changed, but this merely caused a recom-
pilation of the dependent parts and no other changes.
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2.4.1 Used Variability Realisation Techniques
Existing variation points were used in this release to add support for the web
interface. The SCSI driver was replaced using the variability realisation technique
already in place. The mechanism was originally inserted to support other proto-
cols than SCSI, but was instead used to replace one version of the SCSI driver
with another.

The long filenames support added to the ISO9660 module was added as a
modification of the existing module as there were no variability realisation tech-
niques available to add this behaviour.

2.5 Generation One, Release 4
This release was to become the last one in this generation of the file system
framework, and was used as a part of new versions of the two aforementioned
CD-ROM products until they switched to the second generation two years later.
Requirements for this release were to support NDS, which is another Netware
protocol, and to generally improve the support for the Netware protocol.

As in the previous release, the product line architecture did not change in this
project but, as we will see, several framework implementations were changed to
support the new and changed requirements. NDS was added as a new module in
the network file system framework, and was the cause for many of the other
changes presented below.

NDS has a to the file system framework totally new way of acquiring the
access rights for a file. Instead of having the access rights for a file inside the file
only, the access right to the file is calculated by hierarchically adding the access
rights for all the directories in the path down to the file to the access rights that
are unique for the file itself. This change of algorithm was effectuated in the
access control part of the file system implementations. Unfortunately, the access
control parts for the other network file system protocols had to be modified as
well, to keep a unified interface to them.

The namespace cache that was introduced in release two was removed and the
requirement was now implemented in the right place, namely in the ISO9660-
subsystem. This meant that the namespace cache could be removed from the
Netware module. Figure 6 summarises the changes in release four.

2.5.1 Used Variability Realisation Techniques
Adding the NDS protocol was done using an existing variability realisation tech-
nique, and the removal of the namespace cache was done using the variability
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realisation technique already in place to do exactly this. Fixing the access rights
caused modifications to all the network file system protocols, and there were no
variability realisation techniques to support this change. Since this change spans
over a number of modules, representing this as a single variation point would be
close to impossible.

2.6 Generation Two, Release 1
Work on generation two of the file system framework was done in parallel to
generation one for quite some time. As can be seen in Figure 7, the two genera-
tions existed in parallel for approximately four years. However, after the fourth
release of generation one all resources, in particular the staff, were transferred to
the development of the second generation, so parallel development was only
conducted for two years. The transfer of resources is signified by the arrow
between generation one and two in the picture.

Requirements on release one of this second generation were very much the
same as those on release one of the first generation, with the exception that one
now aimed at making a generic read-write file system from the start, something
that had been realised early that the previous generation was unfit for. The expe-
riences from generation one were put into use here and as can be seen when
comparing Figure 3 with Figure 2, the first release of the second generation was
much more modularised. As before, only NFS and SMB needed to be supported
in this first release, but with both read and write functionality. A proprietary file
system, the MUPP file system, was developed in order to understand the basics
of an i-node based file system.

Some framework implementations could be reused from generation one,
modified to support read and write functionality. An example of this is the SMB
protocol implementation.

2.6.1 Used Variability Realisation Techniques
As in the first generation the Variant Component Implementations technique was used
to support the implemented file system (MUPP-fs). The network file systems
(NFS and SMB) were supported by the same type of variability realisation tech-
nique. Also as in the first release, the SCSI module was supported by the Variant

Figure 6. Changes in Generation One, Release 4
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Component Specialisations variability realisation technique. Having noticed how
access control had been scattered over all file system implementations in the pre-
vious generation, this was promoted into a separate framework, and different
access control schemes were thus supported by use of the Variant Component
Implementations realisation technique, as opposed to the Runtime Variant Component
Specialisation technique used in the first generation.

The experience gained from generation one was thus put into use when
designing the second generation. Future variation points in the architecture were
identified early on and promoted into separate frameworks, since the configura-
tion management system used at Axis Communications works best at a frame-
work level.

2.7 Generation Two, Release 2
Release two came under the same project frame as the first release, since the
project scope was to keep on developing until there was a product to show. This
product, a Jaz-drive server, used release 2 of the second generation file system
framework. Because of the unusual project plan, it is hard to find out what the
actual requirements for this particular development step were, but it resulted in
the addition of a new framework implementation in the file system, the FAT-16
subsystem, and the removal of the MUPP-fs developed for release one. The NFS
protocol was removed, leaving the product only supporting SMB. Some changes
were made in the SCSI-module and the BlockDevice module.

Figure 8 illustrates the changes conducted for this release on the product line
architecture. As can be seen, the actual file system framework architecture
remained unchanged in this release, mainly because the volatile parts have been
broken out to separate frameworks in this generation. As identified among the
general deltas of this release, the implementation of FAT-16 was added to the
collection of concrete file system implementations and the MUPP-fs was
removed.

The product intended to use this release was a Jaz-server, and this is what
caused the changes to the SCSI and the BlockDevice-module. Apparently, Jaz-
drives use some not so common SCSI-dialect and the SCSI-driver needed to be
adjusted to use this. The BlockDevice module changed to support the new com-
mands in the SCSI-driver.

2.7.1 Used Variability Realisation Techniques
No new variability realisation techniques were introduced during this evolution
step. However, two previous variation points were used: One for adding the
FAT-16 file system and removing the MUPP-fs file system, and one for remov-

Figure 8. Changes in Generation Two, Release 2
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ing the NFS protocol. The changes to the SCSI and BlockDevice modules were
not supported by any variability realisation techniques.

2.8 Generation Two, Release 3
The project requirements for release 3 were to develop a hard disk server with
backup and RAID support. In order to support the backup tape station a new
file system implementation had to be added. Furthermore, it was decided to
include support for the I-node based file system UDF as well as the FAT-16 sys-
tem from the previous release.

The backup was supposed to be done from the SCSI connected hard disks to
a likewise SCSI connected backup tape station. The file system to use on the
tapes was MTF. SMB and Netware were the supported network file systems.
Moreover, the product was to support an additional network management proto-
col, called SNMP. RAID support was delegated to RAID controllers on the
SCSI-bus.

Once again, the overall product line architecture remained more or less
unchanged for this release; most of the additions happened inside of the product
line components, with the addition of new framework implementations. The
only major change was the addition of the Backup component, that was con-
nected to the file system framework. Furthermore, the BlockDevice changed
name to StorageInterface, and adding Netware caused modifications in the
access control framework. Figure 9 depicts the changes that took place in release
3.

This was the first time that Netware was supported in generation two, and it
was reused from generation one and modified to support write functionality.
Likewise, the web-interface was reused from generation one. The access control
framework was modified to work with the new network file systems1, Netware,
HTTP and SNMP.

1. We have consistently used the term network file systems for all the units 
that interface the file system component. In the actual product line, this 
component is called ‘storage_appl’, which is referring to that this is the 
application logic of all the storage products. The HTTP and SNMP inter-
faces should thus not be considered network file systems, but rather 
means of managing and monitoring the product parameters.

Figure 9. Changes in Generation Two, Release 3
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2.8.1 Used Variability Realisation Techniques
The new file systems and networked file systems were added using the existing
variability realisation techniques. Adding the Backup component was done using
the Optional Architecture Component variability realisation technique, allowing it to
be excluded for products not needing it. The modifications to the AccessControl
framework were not supported by any variability realisation techniques.

2.9 Generation Two, Release 4
The product requirements for this release were to make a CD-server working
with a CD-changer. This is the first CD-product developed using generation two
of the file system framework, and the requirements were inherited from the last
CD-product developed using generation one, and the last project using the sec-
ond generation. To these requirements some minor adjustments were made; one
group of requirements dealt with how CD’s should be locked and unlocked,
another group concerned the physical and logical disk formats, and a third group
concerned caching on various levels.

The product line architecture again survived relatively unchanged by all these
requirements. An implementation of ISO9660, supporting two ways of handling
long filenames (Rockridge and Joliet) was developed under the file system com-
ponent, and the NFS protocol was reintroduced to the set of network file sys-
tems. As we can see, there are once again additions of framework
implementations, but the architecture does not change in itself. Figure 10 depicts
the changes made in release 4.

As can be seen in Figure 10, the AccessControl framework was not only mod-
ified to work with Netware, it was completely rewritten and the old version dis-
carded. The version existing in previous releases was a quick fix that could not
support the required functionality.

2.9.1 Used Variability Realisation Techniques
ISO9660 and NFS were introduced into the system using the existing variability
realisation techniques. Adding ISO9660 also introduced the variability realisation
technique Runtime Variant Component Specialisations to handle long filenames. The
AccessControl framework was replaced, which in effect turned this into a Variant
Architecture Component.

Figure 10. Changes in Generation Two, Release 4
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3 Case 2: Billing Gateway System

The second case study is at Ericsson AB, and in particular the software product
line for the Billing Gateway system. This section presents the four available
releases of the system. Some of the terms used are specific for the telecom
domain, and unless they are of relevance to the thesis they will not be explained
further.

3.1 The Company
Ericsson AB is a leading software company within the telecom industry. The
company is located in southern Sweden, and at the time of our study employed
800 people. Our study was conducted at the site in Ronneby, which is closest to
our department at the University. This section of the company has been develop-
ing a software product line for controlling and handling billing information from
telecommunication switching stations since the beginning of the 1990’s. Whereas
the software product lines in Axis Communications are centered around prod-
ucts for the consumer market, the studied software product line at Ericsson AB
is focused on developing products for large customers, so there is typically one
customer for each product released from the software product line.

Other publications of Ericsson AB’s site in Ronneby and the Billing Gateway
product are e.g. [Mattsson & Bosch 1998][Mattsson & Bosch 1999a][Mattsson &
Bosch 1999b]. These publications study frameworks and framework composi-
tion, using the Billing Gateway product to obtain measurement data. They also
study evolution of frameworks by measuring framework stability as a function of
the number of changes according to a set of metrics from one release to the next.

3.1.1 The System
The Billing Gateway (BGw for short) is a mediating device between telephone
switching stations and various postprocessing systems, such as billing systems,
fraud control systems, etc. The task of the Billing Gateway is thus to collect call
data from the switching stations, process the data in various ways and distribute it
to the postprocessing systems.

The processing that is done inside the BGw includes formatting, i.e. reshaping
the data to suit postprocessing systems, filtering, i.e. to filter out relevant records,
splitting, i.e. to clone a record to be able to send it to more than one destination,
encoding & decoding, i.e. to read and write call data records in various formats
and routing, i.e. to send them to postprocessing systems.

One of the main thoughts with the system architecture is to transfer asynchro-
nous data from and to the network elements and the post-processing systems
into a controlled, synchronous processing unit. To achieve this, the system is
divided into three major parts: collection, processing, and distribution, as can be
seen in Figure 11. Inside the processing node, there are four separate compo-
nents, handling encoding, processing, decoding and data abstraction, as illus-
trated in Figure 12.

Collection and distribution are solved using a Communication API, CAPI.
This CAPI is file-based, using the primitives connect, transfer, commit, close and
abort. The call data are put into a file buffer where it is picked up by the process-
ing node once this is ready to accept a new file.
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Inside the processing node the files are first encoded into an internal format
which is then sent through a graph of processing points, such as formatters and
filters, that each process the data in some way. Last in the graph the data are
coded into an output format, after which is put into the outgoing buffer for fur-
ther distribution to post-processing systems.

Ericsson AB uses the traditional framework view, in that the entire Billing
Gateway product is considered a framework that is instantiated for each cus-
tomer. According to [Mattsson & Bosch 1999a], over 30 instantiations of the
Billing Gateway have been delivered to customers. However, to view the Billing
Gateway as one framework yields, in our view, unnecessary complexity and we
find it better to consider the components in the product from a framework per-
spective, as is done in the Axis case.

The Billing Gateway had at the time of our study, existed in four releases, fur-
ther described below.

3.2 Release 1

Ericsson AB had previously developed several systems in the Billing Gateway
domain, and was interested in creating a software product-line to capitalise on
the commonalities between these systems. At the next opportunity when a cus-
tomer ordered such a system they took the chance and generalised this system
into the first release of the Billing Gateway. The requirements on this release
were, as described above, to collect call data from network elements, process this
data and distribute the data to post-processing systems. Two types of network
elements were supported, communication to these was done using X.25 and a
standard language known by the switching-stations, or in other forms that some
switches use (for example a packed (compressed) version of the switch language).
Moreover, the BGw was required to support an interpreted language used in the
processing nodes to perform conversions and other functions on the call data.
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Figure 11. BGw, Top-level Architecture
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Distribution of the processed data was done over NFS, FTP or to a local disk. In
addition to this, a number of requirements were aimed at ensuring fault toler-
ance, performance and scalability.

Since this release is the first release, the entire product line architecture is new,
as are the implemented components. Figure 12 illustrates the overall architecture
inside the processing node, showing how the components fit together, and Fig-
ure 13 illustrates what instantiations of the components in the architecture that
were made. The protocols that were implemented were chosen from a pool of
protocols planned for implementation. As is presented below, the remaining pro-
tocols were implemented in release two.

When developing release one few concrete thoughts were dedicated towards
requirements that might appear in the future. Rather, the focus was on making as
good a design as possible, using sound design principles to create a generic, flex-
ible and reusable system.

3.2.1 Used Variability Realisation Techniques
The different protocols were implemented using a set of variation points using
the Variant Architecture Component variability realisation technique, and the differ-
ent processing points were put in place using the Runtime Variant Component Spe-
cialisations variability realisation technique.

Even if future requirements were not considered, we see that a number of
variation points were introduced where evolution was expected. For example, the
processing points and the communications protocols, where it was known from
the start that there were additional protocols to implement in later releases. The
formatting point uses a variant of the Infrastructure-Centered Architecture variability
realisation technique, with a scripting language to allow for user-defined format-
ting of incoming data.

3.3 Release 2
Release two can be seen as a conclusion of release one, and the requirements
were invented or found by the developers, covering what they considered impor-
tant. In this release, the development team completed the generalisations that
had begun in release 1. The concepts from release one were cultivated further,
and most of the work took place inside of the product. Some new network pro-
tocols were added, and the data transfer was done using memory instead of files,
as had been the case in release one. Most notably, the inheritance hierarchies in
release one had been very deep, and these were now broken up into aggregate
relationships instead. This was done because it was realised that it is easier to add
classes to an aggregate relationship than to a class hierarchy. Figure 14 illustrates
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how the inheritance hierarchies were transformed. In effect, the state and strat-
egy patterns [Gamma et al. 1995] were applied.

According to the developers interviewed, what was done in release two was
merely to conclude release one by implementing the rest of what was already
planned, including network protocols and class generalisations. In this sense, they
say, release 2 would be better named release 1.1.

Consequently, the effects this release had on the product line architecture were
relatively small. In addition to the continued work to generalise, a number of new
encoders and decoders were supported. Furthermore, moving to memory-based
data transfer changed the encoders, in that you now had a MemoryEncoder in
addition to the FileEncoder. Figure 15 illustrates the changes in release 2. As can
be seen, the encoding and decoding frameworks change because of the memory-
based transfer form, and the formatting unit is extended by supporting new
default formatters. In fact, the formatting unit does not change because new
default formatters are added, since these are implemented in the BGw internal
language, and are interpreted during runtime.

3.3.1 Used Variability Realisation Techniques
The new encoders and decoders were added using the existing variability realisa-
tion technique, and the scripting language took care of the potential changes to
the formatting unit. The transfer from file data transfer to memory data transfer
added a new variant feature, supported using a Variant Component Specialisation
realisation technique, present in all encoders. The other maintenance work, i.e.
the breaking up of inheritance hierarchies, in fact introduced a number of vari-
ability realisation techniques of the form Variant or Runtime Variant Component
Specialisations. These variability realisation techniques were added mainly for
future needs, i.e. to facilitate the addition of new classes to existing hierarchies.

3.4 Release 3
When trying to ship release two to the market it was realised that the product did
not quite satisfy the potential customers’ needs; small things were missing, which
made it harder to compete with the product on the market. This lead to release

Node

Node 1 Node 2

ParentNode ChildNode

Node 1 Node 2 Node 3

Class hierarchies in release 1 Aggregate relationships in release 2

Figure 14. Breaking up of Class Hierarchies

*

Figure 15. BGw, Release 2

Encoders

Switch-language

Points

Formatting

Filtering

Splitting

Routing

Packed

Decoders

Switch-language

ASCII

Legend:

New

Modified

Unchanged
Evolution Using Variability 213



three, where the demands of the market were implemented. Specifically, the
interpreted language used in the processing nodes was too simple for the needs
of many customers and the file-based transaction was too coarse. The changes in
this release were thus to introduce a new and more powerful language and to
shift from file-based transactions to block-based.

The introduction of a new language affected the point-nodes, since these use
the language module. The introduction of the new language went fairly smoothly
and the impact was of a relatively local scope. However, to move to a block-based
transaction scheme turned out to be more troublesome. The entire system had
been built up for processing large files relatively seldom, e.g. a 4 MB file every
four minutes, and the new block-based transaction assumed that the system
would process a large number of small files often, e.g. 8 blocks each 2 KB in size
per second. A new Communications-API (CAPI), a Block-CAPI was developed,
as was a new processing node. The old CAPI could still be used for data of the
old type, but had to be adapted to the new system. Figure 16 depicts the top-level
changes that were made to the product line architecture in release 3. The new
nodes, both the collection and distribution nodes as well as the processing node,
were constructed by scavenging the old code.

In addition to these larger changes new network protocols were supported
and some new point-nodes were added. As in release two, new default formatters
were added and new encoders and decoders were implemented. On the distribu-
tion side some new network protocols were also added. Figure 17 depicts the
changes in release 3.

3.4.1 Used Variability Realisation Techniques
As the processing node consists of several components (encoders, decoders and
processing points), it is hard to describe the replacement of the processing node
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Figure 16. Introducing Block-based Transactions
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as replacing a single variant feature. Rather, it is a set of variant features imple-
mented using the Variant Architecture Component variability realisation technique,
one for each comprising component. In addition, the communications adapters
are represented by an Optional Architecture Component variability realisation tech-
nique. Even if it seems as if the discarded components were never used again, we
still argue that it is useful to represent this as a variant feature, as the discarded
components were still needed for maintenance reasons, as these were installed at
a number of customer sites. Once the new processing node was developed it
contained the same variability realisation techniques as the previous, and hence
the addition of new encoders and processing points was done using already
inserted variability realisation techniques. Replacing the scripting language was
likewise done using the existing variability mechanism, by replacing the entire
formatting point.

The replacement of the scripting language is a fine example of how variability
realisation techniques are used to facilitate evolution. In the same way, the
replacement of the entire processing point, which is a major step in the evolution
of the Billing Gateway, could be done fairly smoothly by using variability realisa-
tion techniques.

3.5 Release 4
Almost as soon as release three was completed, work started on finding the
requirements for release four. For various reasons this release is referred to as
BGwR7. What had happened since release three was that the customers had run
the BGw application for a while and now required additional functionality. The
major changes were that the BGw was ported from SUN to Hewlett-Packard, a
database was added as a post-processing system, the set of encoders and decod-
ers were now dynamically configurable and verifications were made to ensure
that all the data was received from the network elements and that nothing was
lost during the transfer. In addition, some new point-nodes were implemented, a
number of new library functions were added to the interpreted language in the
formatters and lookup tables for temporary storage of data in tables inside the
BGw was added. Furthermore, some new network standards and data formats
were added.

Architecture-wise, a module for the lookup-tables was added and the addition
of a database as a post-processing system caused some design changes. The data-
base was supposed to store the call data in an unformatted and uncached way,
which meant that the steps in the BGw where the data records are decoded to a
post-processing format and written to disk for further distribution had to be
skipped in the database case. Instead, the data should be sent directly from the
penultimate point in the point-graph to the database, since the last point in the
graph codes the data to an output format.

Except for this, the product line architecture remained the same. Inside the
components more things happened. HP handles communication differently than
SUN, so the port to HP resulted in new classes in many class hierarchies, as is
illustrated in Figure 18. To dynamically configure the set of coders did in fact not
cause as much trouble as could be expected. The functionality already existed in
another component, namely the one loading library functions for the interpreted
language, and this solution could be reused for the coders as well. The require-
ments on verification that all data was received forced changes in all the in-points
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in the point-graph, since this is the first place where the data can be examined
inside the BGw. The remaining changes: the new points, the library functions,
the lookup table and the new standards did not cause any trouble and were
implemented by creating sub-classes in inheritance hierarchies, and by plugging
in functions according to existing guidelines. Figure 19 illustrates the changes
done in release 4. The changes caused by the port to HP are left out for clarity.
Also, several new encoding formats were supported in release four but, as in
release three, these are getting quite technical and are not relevant to mention by
name.

3.5.1 Used Variability Realisation Techniques
Transferring from SUN to HP was done by introducing a variant of the Condition
on Constant variability realisation technique, where the differences are represented
as classes, but the choice of which class to execute is decided by a constant. This
is a variant feature that is not localised to a single place, but is rather scattered
throughout the entire system.

Making the set of encoders and decoders dynamically configurable transferred
the previous Variant Component Specialisation to a Variant Component Implementa-
tions variability realisation technique. As described above, the only thing necessary
for this was to change the infrastructure of the involved variation points, by
allowing for late linking and binding.

The remaining changes could be performed using existing variability realisa-
tion techniques.
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Figure 18. Example of Adding Classes for HP support
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4 Summary

In this chapter we study the evolution of two components in two different prod-
ucts at two different companies. During every release we see that variability reali-
sation techniques are not introduced and fully used in a single release. Rather, we
see variability realisation techniques being added because of future needs, known
and sometimes unknown. We see that some evolution activities use the inserted
variability realisation techniques in ways they were not originally planned for, for
example to replace components or component implementations with newer ver-
sions.

This type of use of variability realisation techniques to support evolution is in
many ways orthogonal to the intended use. If we consider variation within one
generation of products as one dimension of variability, the variation between
generations of products constitutes an orthogonal dimension. The mechanisms
used are similar, but the mechanisms used to facilitate evolution tend to be more
directed towards an early binding time, preferably before the implementation
phase, to hide previous generations from developers to an as large extent as pos-
sible. In Figure 20, these two dimensions are illustrated, together with the desire
for more runtime variability realisation techniques for achieving product-to-
product variability and more product derivation mechanisms for achieving evolu-
tion variability.

It is perhaps more interesting to note that both companies have benefited
from introducing variability realisation techniques and variation points even at
places where no variation is perceived to occur. Many of these variability realisa-
tion techniques and variation points have later been used to replace parts of or
even whole components, something which may have proven difficult had the
variability realisation techniques and variation points not been there.

Using variability realisation techniques for evolution is however not as seam-
less as is hinted in this chapter. For example, depending on how configuration
management is done, evolution of one product, e.g. adding a new variant or
changing or replacing an existing variant, can cause changes in the configurations
for all products. Likewise, to introduce a new variability realisation technique to

Variability

Evolution

Runtime mechanisms

Product Derivation
mechanisms

Figure 20. Variability and Evolution contra 
the Realisation Techniques Used
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support a new variant feature into the software is certain to cause changes in the
configuration of all products, as all products need to take a decision what variant
to use, if any, with respect to the new variation points.

There is also a tendency to change the granularity of the actual evolution to fit
into existing variability realisation techniques. In the long run this behaviour
leads to a reduction in reuse since the variability realisation technique is not nec-
essarily representing the best level of reuse possible for any given evolution incre-
ment. For example, if the desired variant of a variant feature is represented in a
number of places and is in the magnitude of classes or smaller, it may be decided
to use a variability realisation technique such that the entire framework imple-
mentation is replaced for each variant of the variant feature. Naturally this
implies that the framework implementations share what may be considerable
amounts of code, code that could have been reused if another variability realisa-
tion technique had been used.

In the next chapter we study the evolution of the two cases in this chapter fur-
ther. The intention is to identify categories of evolution, and how a software
product can be prepared to cope with these categories of evolution. This
includes selecting appropriate variability realisation techniques to support a par-
ticular category of evolution.
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CHAPTER 13 Evolution Patterns

In Chapter 12 we describe the evolution of two cases and discuss how variability
and evolution seem to be connected in these two cases. This description shows
how evolution uses variability realisation techniques and how new and existing
variability realisation techniques are introduced and used. Introducing new vari-
ability realisation techniques and variation points into software makes it more
flexible at the cost of it becoming more complex to understand. Because of this,
it is desirable to only introduce variability realisation techniques that are likely to
be used. This can be done by for example knowing how evolution typically
occurs, as this identifies potential hot spots, i.e. places where changes are likely to
occur in a product architecture and software components in a software product.

In this chapter we study the evolution of the two cases presented in the previ-
ous chapter. The purpose is to understand the evolution and to identify different
types of evolution. A categorisation of typical evolution is useful to understand
what is likely to happen to a product, and what can be done to support the iden-
tified types of evolution.

The companies studied in the previous chapter have, many times unknowingly,
designed their software architecture in such a way that there are variability realisa-
tion techniques in place for many of the changes that occurred during the evolu-
tion of their product lines. We are convinced that even more evolution could
have been facilitated by pre-inserted variability realisation techniques, had they
been aware of the evolution patterns presented in this chapter. Naturally, as for
example [Dikel et al. 1997] states, too much preparation for future needs is not
good either. The trick is to insert only the variability realisation techniques that
will actually be used in future releases, or at least only those that have a high
potential of being used.

This chapter is organised as follows. In Section 1 we present the scope and
goal of this chapter. Section 2 analyses the evolution of the two cases in the pre-
vious chapter, identifying different types of evolution and describing useful vari-
ability realisation techniques. Finally, the chapter is summarised in Section 3.

1 Scope and Goal of Chapter

In this chapter we examine the evolution that occurred in the two cases pre-
sented in Chapter 12 further, attempting to find patterns in how evolution typi-
cally occurs. As is shown, the evolution can be neatly divided into three
categories: evolution of requirements, evolution of the product line architecture
and evolution of the software components in the product line. These categories
can in turn be divided into further categories. This chapter describes the different
categories, how they are related to each other and how variability realisation tech-
niques can be used to support the different categories.

The intended contribution of this chapter is to increase the knowledge of evo-
lution, evolution patterns and suitable variability realisation techniques to sup-
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port these evolution patterns. Knowledge of these areas facilitates making a
correct decision of where to insert support for evolution and which variability
realisation techniques to use in these “evolution points”.

2 Evolution of the Two Cases

Examining the evolution of the two cases in Chapter 12, we see that the require-
ments, the evolution of the product line architecture and of the product line
architecture components neatly falls in to a set of categories, that are common to
both cases. Figure 1 presents these categories in short and also illustrates the rela-
tions between the categories. Below, we discuss the categories further from the
perspective of the requirements categories.

New product family. When a new product family is introduced to a software
product line, one is faced with the decision to either clone an existing product
line architecture (split the product line), or to create a branch (derive, or special-
ise, a product line) in the software product line. At Axis both has happened,
whereas in the Ericsson case branching is preferred. New products and product
families generally imply that some components are added, changed or removed.
Indirectly, this also leads to new or changed relations between the components.

If the product line is split it will most likely just be a matter of time before the
two created product lines start to diverge. Because of this it is very hard, if not
impossible, to keep anything in common between the product lines. For this rea-
son no variability realisation techniques can easily be applied to facilitate develop-
ment of two or more parallel product lines, even if they do share the same origin.

However, if the product line is merely branched, a hierarchical product line
[Bosch 2000] will be created in which it is more likely that reuse will occur

Figure 1. Relations Between the Categories of Evolution
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between the different branches. What happens here is that whatever is common
for all branches is moved up in the product line hierarchy, in order to be main-
tained and evolved for all the products and product branches. Most likely, mov-
ing pieces of functionality around like this will introduce new variant features and
hence new variability realisation techniques and variation points. Depending on
the size of the common code and the size of the varying code, different realisa-
tion techniques can be used. The variability realisation techniques will most likely
be introduced during architecture design, detailed design, or possibly during implementa-
tion.

Forces involved in deciding when to introduce a variability realisation tech-
nique are that it is desirable to keep the architecture common, which means that
it would be preferable to keep the variability realisation techniques away from the
architecture design phase. Moreover, it is desirable to keep variant features for
other products invisible during development of a particular product, because of
which the implementation phase is also a nondesirable place to introduce the
variants.

Remaining is then the detailed design phase, with the Variant Component Special-
isations realisation technique. Using only this realisation technique would, how-
ever, mean that some variant features are forced into using a variability realisation
technique not entirely suitable, i.e. not of the same granularity, for the variant fea-
ture.

Introduction of a new product. A new product differs from the previous
members in a product family by supporting more functionality or the same func-
tionality in a different way. This is achieved by either adding a new component or
by changing an existing component in some way. In some cases the changes
required are so vast that it is more cost-effective to simply rewrite the component
from scratch and replace the existing component, drawing from the experiences
from the previous version, but designing to incorporate the new desired func-
tionality.

Requirements of this category are similar to the requirement to branch a prod-
uct line, as is illustrated in Figure 2, where the requirements categories are related
to each other in the same way as the different categories are related to each other
in Figure 1. The major difference between these two types of evolution is that
there is less reshuffling of functionality to maximise reuse of commonalities in
this case. Instead of moving commonalities upwards in the product tree, the vari-
ances are moved downwards. This will also introduce new or use existing vari-
ability realisation techniques and variation points.

The available variability realisation techniques and the use of these are the
same as for a new product family. As we are now discussing concrete architec-
tures instead of abstract product line architectures, it is now also tolerable with
architectural differences between the different products.

Figure 2. Relation of Requirement Categories
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Improvement of functionality. This is the common evolution both at Axis and
at Ericsson, where the driving requirement is to keep up with the plethora of
standards that are available. Commonly, what this leads to are new implementa-
tions of existing framework architectures. In general, the architecture does not
change, nor do the other framework implementations even if the framework
interface sometimes needs to be adjusted. This is also the evolution presented by
[Roberts & Johnson 1996], where concrete implementations are added to the
library of implementations.

This requirement category has a very well-defined variability realisation tech-
nique, that is introduced and used from the first release in both the studied com-
panies. The variability realisation technique is the Variant Component
Implementations realisation technique, and this is used for almost all changes of this
type. 

Extend standard support. For various reasons it has in the two cases some-
times been decided to not support a standard completely in the first release, but
rather support a subset of the standard. In subsequent product releases the sup-
port is extended until the entire standard is supported. To extend the standard
support is most often concerned with changing an existing framework imple-
mentation, in order to incorporate the additional functionality. An example of
this is the SMB network file system protocol in the StorageServer, that has been
implemented in turns.

Depending on whether the extension is “benign” or not, it may be anticipated
and there may already be variation points, or more precisely evolution points
included in the framework implementation. If the extension is “malignant”, how-
ever, it can introduce evolution of any of the five product line architecture com-
ponent evolution categories, and may hence have a severe impact not only on the
framework implementation in question but also on the other implementations,
on the framework architecture, on the provided or the required interface and
even on external components. This is illustrated in Figure 3, where the impacts
of the different product line architecture component categories are represented.
As can be seen, adding a framework implementation (category 1) may have
impact on the required interface, as can a decrease of functionality (category 3).
The former may add requirements on the required interface and the latter may
remove requirements on it. Likewise, changing a framework implementation (cat-
egory 2) can have an impact on the required interface, but also on the provided
interface. An increase of the framework’s functionality (category 4) will have an
impact on the provided interface, and on the framework implementations.

New version of infrastructure. As [Lehman 1994] states, functionality has a
tendency to move from the perimeter of a system towards the centre, as the
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innermost layers extend and support more new functionality. This category is
more unique to the Axis case, because of the in-house developed CPU which is
frequently released in new versions. Since the Billing Gateway runs on a standard
operating system, this system is much less prone to experience changes in the
infrastructure. What this leads to is normally that the functionality implemented
in a certain framework implementation decreases.

As it is a nontrivial task to anticipate exactly what will be included in future
versions of the infrastructure or even what interfaces will be provided by these
new infrastructure versions, no variability realisation techniques are typically
included to support any future versions of the infrastructure. Instead, when a
new version is released the concerned framework implementation is rewritten
from scratch, and replaces the old framework implementation. This uses an
existing variability realisation technique: the Variant Component Specialisations reali-
sation technique. However, this realisation technique is at least one level of
abstraction away from where the actual change occurs. This means that reuse
between the old and the new framework implementation will be done on an ad
hoc basis, consisting mostly of copy and paste. On the other hand, replacing the
entire framework implementation reduces the number of variation points into a
single variation point in the code.

Improvement of quality attribute. At Axis the quality attribute to improve is
mainly maintainability, whereas at Ericsson most of the efforts are directed at
performance. However, it is hard to say what effect the requirement will have on
the architecture or the components in the software product line, because every
type of quality attribute, as described by [McCall 1994], will have a unique set of
relations to the product line architecture and the product line architecture com-
ponents. However, most of the effects are covered by the arrows in Figure 1, i.e.
that improvement of a quality attribute results in new, changed or replaced com-
ponents. Specifically, a changed component implies in this case that a particular
framework implementation has been changed to better meet for example perfor-
mance requirements. Maintainability requirements can in some cases be met by
splitting a component, in order to break out functionality that does not fit into
the original component description anymore.

In our experience, very few quality attributes can be implemented as separate
pieces of functionality. Rather, quality attributes tend to be scattered throughout
the software, affecting every line of code, which makes it difficult to support
changes in the quality attributes using mostly functionality-oriented variability
realisation techniques. A variability realisation technique that may be of use for
this type of changes is the Code Fragment Superimposition realisation technique, as
this allows for source code being added post facto to every line of original code.

Understanding whether all quality attributes are met to a satisfactory degree is
a matter of architecture evaluations and reevaluations. In Part I of this thesis we
discuss this further.

Add external component to add functionality with otherwise framework 
architectural impact. This is an interesting category which we have found evi-
dence of not only in our cases, but also in other companies. As a project begins
to draw towards its end there is a growing reluctance to alter the underlying
frameworks, since this yields more tests and a higher risk for introducing faults
that have impact on a large part of the system. In these situations it may happen
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that a new requirement is added (or an existing requirement is reinterpreted),
leading to changes with architectural impact if implemented normally. To avoid
the excessive amounts of effort required to incorporate the architectural changes,
one instead develops a solution that implements the requirement outside of the
framework. This has both the benefit of localising possible problems to a partic-
ular module, as well as not being forced to modify all of the calling components
late in a project. However, being the ‘hack’ it is, adding a component outside the
framework violates the conceptual integrity [Brooks 1995] of the component
architecture.

The variability realisation techniques used for this type of change are the
Optional Component Specialisations realisation technique or the Optional Architecture
Components realisation technique, as the external component will exist for a lim-
ited amount of time until the functionality is added in the correct place. After
this, the extension will never be used again, other than to create older versions of
products for maintenance reasons.

This makes the use of these realisation techniques somewhat unique, as the
primary objective of introducing them is not variances between different prod-
ucts, but between different releases of the same product, and the realisation tech-
nique is not used to create different products, but to create different releases, i.e.
evolution steps, of the same product.

3 Summary

In this chapter we discuss how evolution of a software product line falls into a
number of easily identifiable categories. These categories are related to require-
ments, the product line architecture and the components in the software product
line. The categories are also related to each other. For example, some changes to
a component trigger other changes to the component, and certain changes to
requirements trigger certain changes to the architecture or the components.

The message in this chapter is that for every type of evolution there are some
well defined variability realisation techniques that are more suitable to use to
incorporate that evolution than other realisation techniques.

This implies that if it is known what type of evolution is expected, the choice
of variability realisation technique is facilitated, as there only exists so many reali-
sation techniques suitable for any given type of evolution. The categorisation
enables an examination of the pros and cons of selecting a particular variability
realisation technique for a specific type of evolution. This means that it is possi-
ble to construct a pattern language, where a certain evolution type is presented
together with available variability realisation techniques, and what the implica-
tions are of selecting different variability realisation techniques to support the
type of evolution.

Knowing the types of evolution that can occur and the variability realisation
techniques useful to support these types of evolution facilitates the construction
of a durable architecture that is able to evolve gracefully. Hence, this should be
used in conjunction with other means for achieving a durable architecture, e.g.
architecture evaluations as discussed in Part I of this thesis.
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CHAPTER 14 Summary and Conclusions

A determining factor for the long-term success of a software product is its ability
to evolve gracefully. This requires an understanding of evolution and proper
management of variability. Understanding evolution enables prediction of differ-
ent types of changes that are likely to occur, thus enabling instrumentation of a
software product to support these types of evolution. Instrumenting a software
product to manage changes, or variations, not yet present requires an under-
standing of variability and the techniques available for realising variability in a
software product.

Hence, there are two sides to evolution. Understanding variability renders an
understanding of how to create a software architecture that is flexible enough to
gracefully support evolution. Understanding evolution itself renders an under-
standing of where variability is necessary, i.e. where it is likely that a software
product is prone to change. In this part of the thesis we study these two sides of
evolution. Together this serves as input when creating a durable architecture.
Once an architecture is created that supports evolution it can be evaluated e.g.
with the architecture evaluation method in Part I of this thesis. The evaluation in
Part I ensures that relevant quality attributes are supported to a satisfactory
degree, and the focus in Part II is on providing a toolbox for ensuring sufficient
support for the two quality attributes flexibility and durability.

This chapter is organised as follows. In Section 1 we summarise and conclude
Part II of this thesis. Suggestions for future work are presented in Section 2.

1 Summary and Conclusions for Part II

In Part II of this thesis we study variability and evolution. For variability we study
what criteria are relevant when deciding how to implement support for variant
features. Based on these criteria we present a taxonomy of variability realisation
techniques. We also present a number of cases where the identified variability
realisation techniques have been used.

We then continue by studying evolution, and how variability has been used to
support evolution as well as product branches. To this end we study the evolu-
tion of two different software product lines over a number of releases. These are
then abstracted from to find categories of evolution that are more likely to occur
than others. These particular types of evolution need to be supported in order to
create a durable architecture that is able to evolve gracefully.

The contributions of Part II of this thesis are thus:
• A taxonomy of available variability realisation techniques.
• A classification of different types of evolution in software products, or more

precisely software product lines.
• A presentation of the relation between evolution types and different vari-

ability realisation techniques used for each evolution type.
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Knowledge of the relations between evolution and variability aids in the creation
of better prediction models, models that consider evolution as a peer to variabil-
ity. This, in turn, enables an early instrumentation of the source code to facilitate
foreseen evolution.

Examining the evolution of the two software product lines in Chapter 12, we
see that much of the use of variability realisation techniques do not only involve
variability per se. Instead, the mechanisms are also used to facilitate and support
evolution of the software product lines, by allowing for easy replacement of com-
ponents, an ability to turn certain features off and by providing “growth points”
where the products can expand in a controlled manner.

A feature graph, as drawn using current methods, only shows the feature
decomposition and variability for the current release, which means that there is
no first class representation of evolution. This means that variability introduced
solely for the purpose of evolution cannot be distinguished from other variability
points. As is presented in Chapter 12, evolution often uses existing variability
realisation techniques in the way they were intended to be used, but sometimes
uses the existing variability realisation techniques in unintended ways. We thus
see a need for distinguishing between evolution and variability when planning,
designing and implementing a software system, as the choice of variability realisa-
tion techniques may be depending on whether it is to be used for evolution or
variability.

Moreover, we see that there are a number of situations where the variability
realisation techniques of today fail in supporting evolution. This involves unan-
ticipated evolution, evolution of cross-cutting features such as quality attributes,
and evolution where changes in for example interfaces cause “ripple-effects”, i.e.
that architecturally adjacent software entities are forced to change because of
interface changes.

Connecting back to the research questions posed in Section 2.1 of Chapter 1,
in Part II of this thesis we provide an answer to question two:
• How can a software system be prepared to cope with evolution?
We conclude that there are different categories of typical evolution, and we
describe how variability and the means for implementing variability can be used
to support evolution. However, we also see a number of cases where there are no
available variability realisation techniques that directly support a particular case of
evolution, and that evolution uses variability realisation techniques in new and
sometimes unpredictable ways. This calls for further studies to increase the
understanding of evolution, variability and the connection between these two
areas. The taxonomies of variability and evolution presented in this thesis are an
attempt at understanding and mapping these two areas, and can be used at an
early stage to address future evolution when constructing a software product. An
increased understanding of evolution and variability facilitates development of
durable software that is able to evolve gracefully.

2 Future Work

First, more case studies focusing on evolution are necessary, to increase the
understanding of how evolution occurs, what triggers it, and how evolution is
supported in software systems, e.g. with the help of variability.
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Second, the variability realisation techniques available today are often far from
satisfactory. Depending on the choice of tools, it can be awkward to select and
deselect components during e.g. the product architecture derivation phase. Also,
variants that are not used should be removed from the software system, as they
hinder readability. Moreover, methods working at the code level are not yet as
transparent as is desirable, and there are some situations where there are no suit-
able variability realisation techniques available at all. Hence, more work on vari-
ability - covering all aspects from identification, introduction, implementation
and management of variability - is needed. This also includes developing tool
support for all of the aforementioned aspects.

Third, some architectures are better at supporting variability than others. This
is a dimension of variability that is not directly covered by individual variability
realisation techniques. Thus, development of architecture patterns that facilitate
variability is an area of both current (see e.g. [Bachmann & Bass 2001][Bass et al.
2000][Bass et al. 2002][Buschmann et al. 1996]) and future work.

Fourth, some evolution is such that it strikes against entire subsystems. In
both of the studied cases we observe that entire subsystems are replaced in
response to certain types of evolution. Typically, this involves so called cross-cut-
ting features, i.e. features that work orthogonally to other features and thus influ-
ence a set of features. Many quality attributes are examples of such cross-cutting
features. There are few variability realisation techniques that are able to manage
this type of evolution, thus creating a need to develop such techniques or archi-
tecture patterns.

Fifth, we need further studies of evolution and software architectures to
understand how to create software architectures that are able to evolve gracefully
and delay the occurrence of architecture erosion.

Sixth, we would like to conduct further studies of how the importance of dif-
ferent quality attributes change during a product’s lifecycle, how to detect these
changes and how an architecture can be transformed to support a set of quality
attributes with changing priorities.

Seventh, we would like to continue our studies of how to prepare for particu-
lar quality attributes (e.g. variability) together with using architecture evaluations
to create a durable software architecture that is able to evolve gracefully.
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1.1.3 Layered
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1.1.4 Model-View-Controller
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1.1.5 Pipes and Filters
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1.2 Quality Attributes (FQA)
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1.2.2 Functionality
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1.2.3 Usability
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1.2.4 Maintainability

M
ic

ro
ke

rn
el

B
la

ck
bo

ar
d

La
ye

re
d

M
od

el
-V

ie
w

-C
on

tro
lle

r

P
ip

es
 a

nd
 F

ilt
er

s

Bob 0,061 0,314 0,094 0,429 0,102
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1.2.5 Reliability
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1.2.6 Portability

M
ic

ro
ke

rn
el

B
la

ck
bo

ar
d

La
ye

re
d

M
od

el
-V

ie
w

-C
on

tro
lle

r

P
ip

es
 a

nd
 F

ilt
er

s

Bob 0,065 0,057 0,512 0,107 0,259
Larry 0,465 0,062 0,251 0,104 0,118
Edward 0,354 0,059 0,268 0,272 0,048
Kenneth 0,101 0,145 0,353 0,114 0,287
Ivan 0,056 0,056 0,384 0,119 0,384
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2 Unified Frameworks

2.1 Mean FAS

2.2 Mean FQA

M
ic

ro
ke

rn
el

B
la

ck
bo

ar
d

La
ye

re
d

M
od

el
-V

ie
w

-C
on

tro
lle

r

P
ip

es
 a

nd
 F

ilt
er

s

Efficiency 0,204 0,170 0,056 0,071 0,211
Functionality 0,138 0,284 0,199 0,109 0,152
Usability 0,096 0,126 0,222 0,102 0,098
Reliability 0,137 0,071 0,132 0,106 0,132
Maintainability 0,182 0,254 0,230 0,278 0,251
Portability 0,244 0,095 0,160 0,333 0,156
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Efficiency 0,274 0,186 0,110 0,122 0,309
Functionality 0,228 0,261 0,179 0,188 0,144
Usability 0,121 0,134 0,274 0,319 0,152
Reliability 0,124 0,171 0,283 0,198 0,225
Maintainability 0,207 0,103 0,270 0,239 0,180
Portability 0,194 0,077 0,366 0,157 0,207
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2.3 Median FAS

2.4 Median FQA
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Efficiency 0,143 0,134 0,053 0,055 0,205
Functionality 0,106 0,298 0,224 0,113 0,142
Usability 0,094 0,118 0,241 0,103 0,077
Reliability 0,108 0,068 0,088 0,103 0,135
Maintainability 0,163 0,253 0,209 0,296 0,254
Portability 0,275 0,055 0,131 0,316 0,127
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Efficiency 0,258 0,171 0,085 0,110 0,351
Functionality 0,211 0,260 0,204 0,212 0,143
Usability 0,093 0,115 0,254 0,415 0,140
Reliability 0,122 0,136 0,306 0,183 0,216
Maintainability 0,170 0,082 0,253 0,212 0,172
Portability 0,094 0,058 0,357 0,117 0,214
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2.5 Normalised Median FAS

2.6 Normalised Median FQA
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Efficiency 0,161 0,145 0,057 0,056 0,218
Functionality 0,119 0,321 0,237 0,115 0,151
Usability 0,106 0,127 0,255 0,104 0,082
Reliability 0,122 0,073 0,093 0,105 0,144
Maintainability 0,183 0,273 0,221 0,300 0,271
Portability 0,309 0,060 0,138 0,320 0,135

M
ic

ro
ke

rn
el

B
la

ck
bo

ar
d

La
ye

re
d

M
od

el
-V

ie
w

-C
on

tro
lle

r

P
ip

es
 a

nd
 F

ilt
er

s

Efficiency 0,264 0,175 0,087 0,113 0,360
Functionality 0,205 0,252 0,199 0,206 0,139
Usability 0,091 0,113 0,250 0,408 0,137
Reliability 0,126 0,142 0,318 0,190 0,224
Maintainability 0,191 0,092 0,285 0,239 0,193
Portability 0,112 0,069 0,426 0,139 0,255
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APPENDIX II Data from Industry Study

1 Individual Data

1.1 Architecture Candidates (FAS)

1.1.1 Architecture A
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Albert 0,339 0,087 0,339 0,068 0,167
Bridget 0,553 0,062 0,031 0,103 0,250
Charles 0,351 0,247 0,056 0,073 0,272
Daisy 0,117 0,134 0,086 0,442 0,221
Edgar 0,128 0,250 0,429 0,090 0,103
Felicity 0,227 0,325 0,104 0,066 0,278
George 0,280 0,303 0,187 0,081 0,149
Helen 0,058 0,193 0,352 0,264 0,133
Ivan 0,264 0,126 0,153 0,192 0,266
Jean 0,127 0,417 0,274 0,054 0,127
Keith 0,103 0,129 0,286 0,364 0,118
Laura 0,305 0,318 0,148 0,067 0,162
Michael 0,050 0,264 0,208 0,335 0,142
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1.1.2 Architecture B
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Albert 0,181 0,465 0,194 0,086 0,073
Bridget 0,035 0,355 0,443 0,108 0,059
Charles 0,089 0,203 0,498 0,134 0,077
Daisy 0,136 0,292 0,292 0,048 0,233
Edgar 0,175 0,233 0,445 0,050 0,098
Felicity 0,223 0,258 0,053 0,171 0,295
George 0,118 0,419 0,140 0,184 0,140
Helen 0,188 0,341 0,094 0,207 0,171
Ivan 0,058 0,282 0,282 0,111 0,266
Jean 0,119 0,079 0,218 0,365 0,220
Keith 0,111 0,111 0,333 0,333 0,111
Laura 0,200 0,200 0,200 0,200 0,200
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1.1.3 Architecture C
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Albert 0,366 0,294 0,064 0,059 0,218
Bridget 0,416 0,208 0,045 0,086 0,245
Charles 0,290 0,152 0,290 0,152 0,116
Daisy 0,102 0,338 0,284 0,130 0,146
Edgar 0,256 0,308 0,154 0,163 0,118
Felicity 0,200 0,218 0,051 0,266 0,265
George 0,216 0,167 0,433 0,041 0,143
Helen 0,279 0,377 0,159 0,081 0,104
Ivan 0,118 0,342 0,252 0,068 0,220
Jean 0,244 0,454 0,099 0,050 0,153
Keith 0,510 0,081 0,127 0,044 0,237
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1.2 Quality Attributes (FQA)

1.2.1 Cost
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Albert 0,143 0,429 0,429
Bridget 0,120 0,331 0,549
Charles 0,600 0,200 0,200
Daisy 0,137 0,623 0,239
Edgar 0,286 0,574 0,140
Felicity 0,143 0,429 0,429
George 0,303 0,607 0,090
Helen 0,211 0,102 0,686
Ivan 0,140 0,286 0,574
Jean 0,286 0,574 0,140
Keith 0,083 0,193 0,724
Laura 0,104 0,231 0,665
Michael 0,140 0,574 0,286
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1.2.2 Functional Flexibility
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Felicity 0,106 0,633 0,260
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Helen 0,200 0,200 0,600
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1.2.3 Performance Flexibility

A
rc

hi
te

ct
ur

e 
A

A
rc

hi
te

ct
ur

e 
B

A
rc

hi
te

ct
ur

e 
C

Albert 0,106 0,260 0,633
Bridget 0,317 0,350 0,333
Charles 0,134 0,746 0,120
Daisy 0,143 0,571 0,286
Edgar 0,143 0,714 0,143
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Helen 0,260 0,633 0,106
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Jean 0,232 0,697 0,072
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1.2.4 Security Flexibility
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1.2.5 Testability
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Felicity 0,115 0,480 0,405
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Helen 0,200 0,200 0,600
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1.3 Prioritized list of Quality Attributes (PQA)
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Albert 0,264 0,38 0,098 0,043 0,214
Bridget 0,099 0,396 0,163 0,297 0,044
Charles 0,056 0,188 0,451 0,095 0,211
Daisy 0,136 0,292 0,292 0,048 0,233
Edgar 0,256 0,308 0,154 0,163 0,118
Felicity 0,074 0,295 0,132 0,045 0,454
George 0,143 0,226 0,39 0,143 0,098
Helen 0,224 0,358 0,126 0,042 0,25
Ivan 0,255 0,113 0,065 0,402 0,165
Jean 0,498 0,117 0,154 0,125 0,106
Keith 0,183 0,378 0,105 0,284 0,05
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2 Unified Frameworks

2.1 Normalised Median FAS

2.2 Normalised Median FQA

2.3 Normalised Median PQA

A
rc

hi
te

ct
ur

e 
A

A
rc

hi
te

ct
ur

e 
B

A
rc

hi
te

ct
ur

e 
C

Cost 0,248 0,12 0,315
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Security Flexibility 0,099 0,135 0,097
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Cost 0,143 0,429 0,429
Functional Flexibility 0,16 0,431 0,408
Performance Flexibility 0,155 0,689 0,155
Security Flexibility 0,267 0,589 0,144
Testability 0,212 0,345 0,443

Cost 0,246
Functional Flexibility 0,324
Performance Flexibility 0,145
Security Flexibility 0,104
Testability 0,181
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2.4 FQAr

2.5 Variance Vector (FVC)

2.6 Calculations for Architecture Selection
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Cost 0,19 0,365 0,445
Functional Flexibility 0,177 0,477 0,347
Performance Flexibility 0,164 0,649 0,187
Security Flexibility 0,217 0,582 0,201
Testability 0,205 0,421 0,374
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Cost 0,00698 0,00929 0,00914
Functional Flexibility 0,00291 0,00901 0,01060
Performance Flexibility 0,00216 0,00781 0,00578
Security Flexibility 0,00486 0,00658 0,00947
Testability 0,00285 0,01322 0,01213

Value Uncertainty
Architecture A 0,187 0,0303229
Architecture B 0,475 0,0466657
Architecture C 0,338 0,0478276
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APPENDIX III Correlations in Industry Study

Note. Since we in the graphs only draw the correlations that are larger than 0.7,
we limit the presentation below to the correlations that are larger than 0.5.

1 Framework for Architecture Structures

1.1 Architecture A

Correlation >0 >0.5 >0.7 >0.9
George Laura 0,98 0,98 0,98 0,98 0,98
Bridget Ivan 0,82 0,82 0,82 0,82
Helen Keith 0,81 0,81 0,81 0,81
Charles Felicity 0,80 0,80 0,80 0,80
Bridget Charles 0,78 0,78 0,78 0,78
Felicity Laura 0,78 0,78 0,78 0,78
Charles Laura 0,77 0,77 0,77 0,77
Keith Michael 0,73 0,73 0,73 0,73
Helen Michael 0,69 0,69 0,69
Felicity George 0,69 0,69 0,69
George Jean 0,69 0,69 0,69
Edgar Helen 0,68 0,68 0,68
Edgar Jean 0,68 0,68 0,68
Charles George 0,63 0,63 0,63
Daisy Michael 0,61 0,61 0,61
Daisy Keith 0,60 0,60 0,60
Jean Laura 0,58 0,58 0,58
Charles Ivan 0,57 0,57 0,57
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1.2 Architecture B

Correlation >0 >0.5 >0.7 >0.9
Ivan Michael 0,97 0,97 0,97 0,97 0,97
Charles Edgar 0,92 0,92 0,92 0,92 0,92
Daisy Michael 0,92 0,92 0,92 0,92 0,92
George Helen 0,89 0,89 0,89 0,89
Bridget Charles 0,89 0,89 0,89 0,89
Albert George 0,88 0,88 0,88 0,88
Daisy Ivan 0,88 0,88 0,88 0,88
Bridget Edgar 0,85 0,85 0,85 0,85
Bridget Michael 0,84 0,84 0,84 0,84
Jean Keith 0,75 0,75 0,75 0,75
Albert Helen 0,72 0,72 0,72 0,72
Bridget Daisy 0,71 0,71 0,71 0,71
Daisy Edgar 0,71 0,71 0,71 0,71
Bridget Ivan 0,69 0,69 0,69
Edgar Michael 0,66 0,66 0,66
Charles Michael 0,65 0,65 0,65
Charles Keith 0,61 0,61 0,61
Felicity Helen 0,61 0,61 0,61
Albert Bridget 0,61 0,61 0,61
Albert Daisy 0,57 0,57 0,57
Charles Daisy 0,55 0,55 0,55
Albert Michael 0,54 0,54 0,54
Charles Ivan 0,51 0,51 0,51
Edgar Ivan 0,50 0,50 0,50
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1.3 Architecture C

Correlation >0 >0.5 >0.7 >0.9
Bridget Laura 0,97 0,97 0,97 0,97 0,97
Edgar Helen 0,95 0,95 0,95 0,95 0,95
Albert Laura 0,95 0,95 0,95 0,95 0,95
Helen Jean 0,94 0,94 0,94 0,94 0,94
Albert Bridget 0,93 0,93 0,93 0,93 0,93
Laura Michael 0,91 0,91 0,91 0,91 0,91
Daisy Ivan 0,88 0,88 0,88 0,88
Bridget Keith 0,88 0,88 0,88 0,88
Edgar Jean 0,87 0,87 0,87 0,87
Keith Laura 0,86 0,86 0,86 0,86
Keith Michael 0,81 0,81 0,81 0,81
Bridget Michael 0,79 0,79 0,79 0,79
Albert Michael 0,78 0,78 0,78 0,78
Charles George 0,75 0,75 0,75 0,75
Albert Jean 0,75 0,75 0,75 0,75
Albert Helen 0,73 0,73 0,73 0,73
Albert Keith 0,71 0,71 0,71 0,71
Albert Edgar 0,68 0,68 0,68
Edgar Michael 0,68 0,68 0,68
Ivan Jean 0,67 0,67 0,67
Helen Michael 0,66 0,66 0,66
Helen Laura 0,63 0,63 0,63
Charles Michael 0,62 0,62 0,62
Edgar Laura 0,62 0,62 0,62
Helen Ivan 0,56 0,56 0,56
Jean Laura 0,55 0,55 0,55
Daisy Jean 0,53 0,53 0,53
Daisy Helen 0,51 0,51 0,51
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2 Framework for Quality Attributes

2.1 Cost

Correlation >0 >0.5 >0.7 >0.9
Albert Felicity 1,00 1,00 1,00 1,00 1,00
Edgar Jean 1,00 1,00 1,00 1,00 1,00
Keith Laura 1,00 1,00 1,00 1,00 1,00
Edgar George 1,00 1,00 1,00 1,00 1,00
George Jean 1,00 1,00 1,00 1,00 1,00
Ivan Laura 0,99 0,99 0,99 0,99 0,99
Daisy Michael 0,99 0,99 0,99 0,99 0,99
Bridget Ivan 0,98 0,98 0,98 0,98 0,98
Ivan Keith 0,98 0,98 0,98 0,98 0,98
Bridget Laura 0,96 0,96 0,96 0,96 0,96
Helen Keith 0,94 0,94 0,94 0,94 0,94
Bridget Keith 0,94 0,94 0,94 0,94 0,94
Helen Laura 0,92 0,92 0,92 0,92 0,92
Helen Ivan 0,87 0,87 0,87 0,87
Albert Bridget 0,86 0,86 0,86 0,86
Bridget Felicity 0,86 0,86 0,86 0,86
Daisy Edgar 0,86 0,86 0,86 0,86
Daisy Jean 0,86 0,86 0,86 0,86
Daisy George 0,81 0,81 0,81 0,81
Edgar Michael 0,78 0,78 0,78 0,78
Jean Michael 0,78 0,78 0,78 0,78
Bridget Helen 0,77 0,77 0,77 0,77
Albert Ivan 0,76 0,76 0,76 0,76
Felicity Ivan 0,76 0,76 0,76 0,76
Albert Michael 0,76 0,76 0,76 0,76
Felicity Michael 0,76 0,76 0,76 0,76
George Michael 0,72 0,72 0,72 0,72
Albert Laura 0,68 0,68 0,68
Felicity Laura 0,68 0,68 0,68
Albert Daisy 0,66 0,66 0,66
Daisy Felicity 0,66 0,66 0,66
Albert Keith 0,63 0,63 0,63
Felicity Keith 0,63 0,63 0,63
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2.2 Functional Flexibility

Correlation >0 >0.5 >0.7 >0.9
Edgar Helen 1,00 1,00 1,00 1,00 1,00
Albert Jean 1,00 1,00 1,00 1,00 1,00
Jean Laura 1,00 1,00 1,00 1,00 1,00
Charles Michael 1,00 1,00 1,00 1,00 1,00
Albert Laura 1,00 1,00 1,00 1,00 1,00
Daisy Felicity 1,00 1,00 1,00 1,00 1,00
George Ivan 0,98 0,98 0,98 0,98 0,98
Daisy Michael 0,98 0,98 0,98 0,98 0,98
Edgar Laura 0,98 0,98 0,98 0,98 0,98
Helen Laura 0,98 0,98 0,98 0,98 0,98
Charles Daisy 0,97 0,97 0,97 0,97 0,97
Edgar Jean 0,97 0,97 0,97 0,97 0,97
Helen Jean 0,97 0,97 0,97 0,97 0,97
Charles Keith 0,96 0,96 0,96 0,96 0,96
Felicity Michael 0,96 0,96 0,96 0,96 0,96
Albert Edgar 0,96 0,96 0,96 0,96 0,96
Albert Helen 0,96 0,96 0,96 0,96 0,96
Keith Michael 0,94 0,94 0,94 0,94 0,94
Charles Felicity 0,94 0,94 0,94 0,94 0,94
Daisy Keith 0,86 0,86 0,86 0,86
Felicity George 0,84 0,84 0,84 0,84
Felicity Keith 0,81 0,81 0,81 0,81
Daisy George 0,80 0,80 0,80 0,80
Albert Ivan 0,73 0,73 0,73 0,73
Felicity Ivan 0,73 0,73 0,73 0,73
Ivan Jean 0,70 0,70 0,70 0,70
Ivan Laura 0,67 0,67 0,67
Daisy Ivan 0,67 0,67 0,67
George Michael 0,66 0,66 0,66
Charles George 0,62 0,62 0,62
Albert George 0,58 0,58 0,58
George Jean 0,56 0,56 0,56
George Laura 0,51 0,51 0,51
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2.3 Performance Flexibility
C o rre la tio n >0 >0 .5 >0 .7 >0 .9

E dgar M ichae l 1 ,00 1 ,00 1 ,00 1 ,00 1 ,00
D a isy Ivan 1 ,00 1 ,00 1 ,00 1 ,00 1 ,00
Jean K e ith 1 ,00 1 ,00 1 ,00 1 ,00 1 ,00
C harles E dgar 1 ,00 1 ,00 1 ,00 1 ,00 1 ,00
C harles M ichae l 1 ,00 1 ,00 1 ,00 1 ,00 1 ,00
H e len K e ith 1 ,00 1 ,00 1 ,00 1 ,00 1 ,00
H e len Jean 1 ,00 1 ,00 1 ,00 1 ,00 1 ,00
F e lic ity H e len 0 ,99 0 ,99 0 ,99 0 ,99 0 ,99
E dgar Lau ra 0 ,99 0 ,99 0 ,99 0 ,99 0 ,99
Lau ra M ichae l 0 ,99 0 ,99 0 ,99 0 ,99 0 ,99
C harles Lau ra 0 ,99 0 ,99 0 ,99 0 ,99 0 ,99
F e lic ity K e ith 0 ,99 0 ,99 0 ,99 0 ,99 0 ,99
F e lic ity Jean 0 ,98 0 ,98 0 ,98 0 ,98 0 ,98
B ridge t Ivan 0 ,98 0 ,98 0 ,98 0 ,98 0 ,98
B ridge t D a isy 0 ,98 0 ,98 0 ,98 0 ,98 0 ,98
D a isy Lau ra 0 ,98 0 ,98 0 ,98 0 ,98 0 ,98
Ivan Lau ra 0 ,98 0 ,98 0 ,98 0 ,98 0 ,98
C harles Jean 0 ,97 0 ,97 0 ,97 0 ,97 0 ,97
C harles K e ith 0 ,97 0 ,97 0 ,97 0 ,97 0 ,97
E dgar Jean 0 ,97 0 ,97 0 ,97 0 ,97 0 ,97
Jean M ichae l 0 ,97 0 ,97 0 ,97 0 ,97 0 ,97
E dgar K e ith 0 ,97 0 ,97 0 ,97 0 ,97 0 ,97
K e ith M ichae l 0 ,97 0 ,97 0 ,97 0 ,97 0 ,97
C harles H e len 0 ,96 0 ,96 0 ,96 0 ,96 0 ,96
E dgar H e len 0 ,96 0 ,96 0 ,96 0 ,96 0 ,96
H e len M ichae l 0 ,96 0 ,96 0 ,96 0 ,96 0 ,96
D a isy E dgar 0 ,94 0 ,94 0 ,94 0 ,94 0 ,94
D a isy M ichae l 0 ,94 0 ,94 0 ,94 0 ,94 0 ,94
E dgar Ivan 0 ,94 0 ,94 0 ,94 0 ,94 0 ,94
Ivan M ichae l 0 ,94 0 ,94 0 ,94 0 ,94 0 ,94
C harles D a isy 0 ,94 0 ,94 0 ,94 0 ,94 0 ,94
C harles Ivan 0 ,94 0 ,94 0 ,94 0 ,94 0 ,94
B ridge t Lau ra 0 ,93 0 ,93 0 ,93 0 ,93 0 ,93
Jean Laura 0 ,93 0 ,93 0 ,93 0 ,93 0 ,93
K e ith Lau ra 0 ,92 0 ,92 0 ,92 0 ,92 0 ,92
C harles F e lic ity 0 ,92 0 ,92 0 ,92 0 ,92 0 ,92
E dgar F e lic ity 0 ,91 0 ,91 0 ,91 0 ,91 0 ,91
F e lic ity M ichae l 0 ,91 0 ,91 0 ,91 0 ,91 0 ,91
H e len Lau ra 0 ,91 0 ,91 0 ,91 0 ,91 0 ,91
A lbe rt G eorge 0 ,89 0 ,89 0 ,89 0 ,89
B ridge t E dga r 0 ,87 0 ,87 0 ,87 0 ,87
B ridge t M ichae l 0 ,87 0 ,87 0 ,87 0 ,87
B ridge t C harles 0 ,86 0 ,86 0 ,86 0 ,86
F e lic ity Lau ra 0 ,85 0 ,85 0 ,85 0 ,85
D a isy Jean 0 ,84 0 ,84 0 ,84 0 ,84
Ivan Jean 0 ,83 0 ,83 0 ,83 0 ,83
D a isy K e ith 0 ,83 0 ,83 0 ,83 0 ,83
Ivan K e ith 0 ,82 0 ,82 0 ,82 0 ,82
D a isy H e len 0 ,81 0 ,81 0 ,81 0 ,81
H e len Ivan 0 ,81 0 ,81 0 ,81 0 ,81
D a isy F e lic ity 0 ,73 0 ,73 0 ,73 0 ,73
F e lic ity Ivan 0 ,72 0 ,72 0 ,72 0 ,72
B ridge t Jean 0 ,72 0 ,72 0 ,72 0 ,72
B ridge t K e ith 0 ,71 0 ,71 0 ,71 0 ,71
B ridge t H e len 0 ,69 0 ,69 0 ,69
B ridge t F e lic ity 0 ,59 0 ,59 0 ,59
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2.4 Security Flexibility

Correlation >0 >0.5 >0.7 >0.9
George Keith 1,00 1,00 1,00 1,00 1,00
Albert Jean 1,00 1,00 1,00 1,00 1,00
Jean Keith 1,00 1,00 1,00 1,00 1,00
George Jean 1,00 1,00 1,00 1,00 1,00
Albert Keith 1,00 1,00 1,00 1,00 1,00
Albert George 1,00 1,00 1,00 1,00 1,00
George Ivan 1,00 1,00 1,00 1,00 1,00
Albert Helen 1,00 1,00 1,00 1,00 1,00
Ivan Keith 1,00 1,00 1,00 1,00 1,00
Helen Jean 1,00 1,00 1,00 1,00 1,00
Edgar Michael 1,00 1,00 1,00 1,00 1,00
Ivan Jean 1,00 1,00 1,00 1,00 1,00
Bridget Ivan 1,00 1,00 1,00 1,00 1,00
Helen Keith 1,00 1,00 1,00 1,00 1,00
Albert Ivan 1,00 1,00 1,00 1,00 1,00
George Helen 1,00 1,00 1,00 1,00 1,00
Bridget George 0,99 0,99 0,99 0,99 0,99
Bridget Keith 0,99 0,99 0,99 0,99 0,99
Helen Ivan 0,99 0,99 0,99 0,99 0,99
Bridget Jean 0,99 0,99 0,99 0,99 0,99
Albert Bridget 0,99 0,99 0,99 0,99 0,99
Bridget Helen 0,98 0,98 0,98 0,98 0,98
Daisy Edgar 0,96 0,96 0,96 0,96 0,96
Bridget Laura 0,96 0,96 0,96 0,96 0,96
Daisy Michael 0,94 0,94 0,94 0,94 0,94
Ivan Laura 0,93 0,93 0,93 0,93 0,93
George Laura 0,92 0,92 0,92 0,92 0,92
Keith Laura 0,91 0,91 0,91 0,91 0,91
Jean Laura 0,91 0,91 0,91 0,91 0,91
Albert Laura 0,90 0,90 0,90 0,90 0,90
Helen Laura 0,88 0,88 0,88 0,88
Charles Helen 0,76 0,76 0,76 0,76
Charles Michael 0,76 0,76 0,76 0,76
Albert Charles 0,73 0,73 0,73 0,73
Charles Jean 0,72 0,72 0,72 0,72
Charles Edgar 0,71 0,71 0,71 0,71
Charles Keith 0,71 0,71 0,71 0,71
Charles George 0,70 0,70 0,70
Charles Ivan 0,67 0,67 0,67
Bridget Charles 0,61 0,61 0,61
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2.5 Testability

Correlation >0 >0.5 >0.7 >0.9
Edgar Helen 1,00 1,00 1,00 1,00 1,00
George Ivan 1,00 1,00 1,00 1,00 1,00
Daisy Jean 0,99 0,99 0,99 0,99 0,99
George Laura 0,99 0,99 0,99 0,99 0,99
Ivan Laura 0,98 0,98 0,98 0,98 0,98
Albert Daisy 0,97 0,97 0,97 0,97 0,97
Edgar Ivan 0,97 0,97 0,97 0,97 0,97
Helen Ivan 0,97 0,97 0,97 0,97 0,97
Edgar George 0,96 0,96 0,96 0,96 0,96
George Helen 0,96 0,96 0,96 0,96 0,96
Bridget Edgar 0,94 0,94 0,94 0,94 0,94
Bridget Helen 0,94 0,94 0,94 0,94 0,94
Albert Jean 0,93 0,93 0,93 0,93 0,93
Edgar Laura 0,90 0,90 0,90 0,90
Helen Laura 0,90 0,90 0,90 0,90
Bridget Ivan 0,83 0,83 0,83 0,83
Bridget George 0,81 0,81 0,81 0,81
Albert Felicity 0,80 0,80 0,80 0,80
Felicity Laura 0,71 0,71 0,71 0,71
Bridget Laura 0,70 0,70 0,70
Jean Michael 0,63 0,63 0,63
Daisy Felicity 0,63 0,63 0,63
Felicity George 0,58 0,58 0,58
Felicity Ivan 0,55 0,55 0,55
Daisy Michael 0,53 0,53 0,53
Felicity Jean 0,53 0,53 0,53
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3 Prioritized Quality Attributes

Correlation >0 >0.5 >0.7 >0.9
Albert Helen 0,97 0,97 0,97 0,97 0,97
Bridget Keith 0,93 0,93 0,93 0,93 0,93
Jean Michael 0,93 0,93 0,93 0,93 0,93
Charles George 0,85 0,85 0,85 0,85
Edgar Laura 0,84 0,84 0,84 0,84
Albert Laura 0,82 0,82 0,82 0,82
Laura Michael 0,81 0,81 0,81 0,81
Albert Edgar 0,76 0,76 0,76 0,76
Edgar Keith 0,76 0,76 0,76 0,76
Charles Daisy 0,72 0,72 0,72 0,72
Jean Laura 0,70 0,70 0,70 0,70
Helen Laura 0,70 0,70 0,70 0,70
Felicity Helen 0,65 0,65 0,65
Daisy Helen 0,62 0,62 0,62
Edgar Helen 0,62 0,62 0,62
Daisy George 0,58 0,58 0,58
Daisy Felicity 0,58 0,58 0,58
Bridget Edgar 0,58 0,58 0,58
Correlations in Industry Study 271



4 Graphs

4.1 Framework for Architecture Structures

4.1.1 Architecture A
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4.1.2 Architecture B

4.1.3 Architecture C
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4.2 Framework for Quality Attributes

4.2.1 Cost

4.2.2 Functional Flexibility
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4.2.3 Performance Flexibility

4.2.4 Security Flexibility
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4.2.5 Testability

4.3 Prioritized Quality Attributes
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5 Frequency of Correlations

Below, we list for each pair of participants, the number of times they occur in the
same group when analysing the graphs for the FAS and FQA in Section 4.

Bridget Ivan 5 Bridget George 2
Daisy Michael 5 Bridget Jean 2
Edgar Helen 5 Charles Ivan 2
Helen Ivan 5 Charles Keith 2
Helen Laura 5 Charles Laura 2
Albert Helen 4 Daisy Felicity 2
Albert Jean 4 Daisy Ivan 2
Bridget Helen 4 Daisy Keith 2
Bridget Keith 4 Felicity Keith 2
Bridget Laura 4 Felicity Laura 2
Charles Daisy 4 Felicity Michael 2
Charles Michael 4 George Jean 2
Daisy Edgar 4 George Laura 2
Edgar Ivan 4 Ivan Jean 2
Edgar Jean 4 Ivan Michael 2
Edgar Michael 4 Jean Keith 2
George Helen 4 Jean Michael 2
Helen Jean 4 Laura Michael 2
Ivan Laura 4 Albert Daisy 1
Keith Laura 4 Albert Ivan 1
Albert Laura 3 Albert Michael 1
Bridget Edgar 3 Bridget Felicity 1
Bridget Michael 3 Charles Helen 1
Charles Edgar 3 Charles Jean 1
Charles Felicity 3 Daisy George 1
Daisy Jean 3 Daisy Helen 1
Edgar George 3 Daisy Laura 1
Edgar Laura 3 Edgar Felicity 1
George Ivan 3 Edgar Keith 1
Helen Keith 3 Felicity Helen 1
Ivan Keith 3 Felicity Ivan 1
Jean Laura 3 Felicity Jean 1
Keith Michael 3 George Keith 1
Albert Bridget 2 George Michael 1
Albert Edgar 2 Helen Michael 1
Albert George 2 Albert Charles 0
Albert Keith 2 Albert Felicity 0
Bridget Charles 2 Charles George 0
Bridget Daisy 2 Felicity George 0
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5.1 Graph of Correlation Frequencies
The graph below presents those pairs of participants that occur together four or
five times (top 25%).
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