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Abstract

In this thesis, a class of combinatorial optimization methods rooted in statistical
mechanics and their use in signal processing applications will be discussed. The
thesis consists of two separate parts. The first part deals with the rationale for
my work and also covers the background information necessary to put the second
part, which consists of a number of papers, in context.

There are (at least) two sides to an optimization problem—the problem state-
ment arising from an application or a design and the selection of an algorithm
to solve the problem. In this work the problem statements are practical prob-
lems, of combinatorial nature, frequently encountered in signal processing and
the algorithms of choice are annealing based algorithms, founded in statistical
mechanics.

From my work, it is my experience that solving a particular problem often
leads to new developments on the part of the algorithm which, in turn, open up
possibilities to apply the modified algorithm to a new set of problems, leading to
a continuously improving algorithm and a growing field of applications.

The included papers deal with the application of annealing optimization meth-
ods to the problems of configuring active noise and vibration control systems,
digital filter design and adaptive filtering. They also describe the successive de-
velopment of a highly efficient entropy-directed deterministic annealing (EDDA)
optimization algorithm detailed in the final paper.
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Chapter 1

Introduction

“Like every writer, he measured the virtues of other writers by their performance,
and asked that they measure him by what he conjectured or planned.”

— Jorge Luis Borges, The Secret Miracle

In this thesis, a class of combinatorial optimization methods rooted in statistical
mechanics and their use in signal processing applications will be discussed. The
thesis consists of two separate parts. This first part deals with the rationale
for my work and covers the background information needed for the second part,
which consists of a number of articles.

1.1 Motivation

Signal processing is a scientific discipline in and by itself; although in general,
a signal processing algorithm exists in a context. The context often places ad-
ditional, external, requirements on the algorithms that must be dealt with at
some stage of the design process. Sometimes, unfortunately, the adaptation of
the algorithm to its surrounding environment comes as an afterthought rather
than a natural step during the design phase.

A simple example is the design of digital filters, where the coefficients are
often determined by solving a set of equations using high precision numerical
environments, only to truncate the solution to a finite wordlength of maybe 8,
10 or 12 bits, dictated by the hardware used to implement the filter. A better
approach would be to take the deployment restrictions into account during the
design stage and find the best solution with respect to the hardware that will
eventually be used to produce the filter. Such a design process would inevitably
lead to a combinatorial optimization problem.

Many other problems, apart from the previously mentioned, with the need
for combinatorial optimization arise in signal processing, but this thesis deals
only with two cases – physical configuration of active noise and vibration control
(ANVC) systems and digital filter design trade-offs with respect to hardware
realization. It is my hope that these examples will suffice for the reader to
embrace and extend these algorithms to fit her needs.

3



4 Chapter 1. Introduction

1.2 ANVC configuration

Active noise and vibration control is the collective name for a diverse range of
algorithms and applications with the common goal of reducing unwanted noise
and vibrations by introducing a set of secondary noise and vibration signals
which effectively interferes destructively with the primary (undesired) noise. The
situation is schematically depicted in Figure 1.1. In general, the situation is more
complicated since it is common to make use of several error sensors as well as
secondary sources, leading to a multiple-error multiple-output system.

PSfrag replacements
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plant
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Figure 1.1: A schematic overview of an active noise control system. The

unwanted noise emanates from the primary source. The controller minimizes

the signal in the error sensor by providing a secondary signal source that

cancels the noise from the primary source.

Typical uses of active control algorithms range from reduction of noise and
vibration in heavy tools and machinery [12], aircraft [38, 61], trains [37] and
boats [84] to echo cancellation in communications equipment [9] and reduction
of ambient noise impact on speech quality in cellular phone hands-free sets [44].

Over the past two decades, there has been a lot of progress in the area of
active noise and vibration control but much of the research has dealt with the
control system itself with significantly less focus on the practical aspects of the
physical configuration of the system, i.e. how to place error sensors and control
actuators to gain maximum benefit from the control algorithm. For examples of
work on choosing actuator and error sensor locations, see e.g. [6, 50].

According to our experience from working with large scale prototype systems,
the configuration in terms of the physical positioning of error sensors and control
actuators has a great deal of impact on the performance of the final application.
In some cases an ad hoc distribution of actuators and error sensors may actually
result in a noise increase or an unevenly distributed reduction of the noise level.
Two examples of ill-devised ANVC configurations will be discussed next.



1.2 ANVC configuration 5

Aircraft ANC

The first example is taken from the ASANCA II: Advanced Study for Active
Noise Control in Aircraft project, a joint project between European industry
and universities. One of the subtasks involved optimizing the positions of error
sensors and control actuators of an ANVC system deployed in a SAAB 340 twin-
propeller turbo-prop aircraft. In a prior task, the sound field in the cabin had
been measured and recorded at a large number of positions of interest, under
several different flight conditions. Furthermore, the transfer functions between
a number of conceivable positions of actuators and error sensors had been mea-
sured. Given the primary field and the transfer functions, the problem was to
select the best possible subset of positions to be used with the control system.
A further complication was that the performance was measured, not in the er-
ror sensors but in a set of reference points corresponding to the heads of the
passengers, clearly an infeasible location for an error sensor.

In Figure 1.2 the distribution of maximum noise attenuation given a configu-
ration selected at random from a set of possible configurations is shown, and the
result may not be what one would assume from “common sense”. The result is
particularly disturbing, given the fact that there are numerous solutions with an
attenuation of more than 20dB, none of which show up in a random search of
the configurations.
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Figure 1.2: The expected maximum attenuation distribution for different

configurations in an aircraft ANC application. In the non-optimized case (ran-

dom distribution) the average attenuation is in fact negative, corresponding

to an increase in the overall noise level.
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Railway car ANVC

The second example is taken from a joint project with train manufacturer Ad-
tranz (presently Bombardier Transportation) where the aim was to reduce the
audible low frequency noise inside a railway car. The problem originates from
the oscillating motion of the wheels as they pass the sleepers along the track
[62]. The sleeper induced vibrations travel trough the bogie and car structure
and produces a distinct audible noise.

To remedy the situation, a number of inertial mass actuators capable of deliv-
ering a great deal of force, was attached to the mount-points between the bogie
and the car. The force outputs from the actuators were controlled by an active
control system using the sound field in the compartment as the error signal, a
technique often referred to as active structural acoustic control (ASAC) [21].

The experiment was performed in a full scale train, running on ordinary
track and was largely successful. But the tests also revealed that an arbitrary
positioning of the error sensors (microphones) would lead to arbitrary results in
terms of the noise reduction in different parts of the compartment as is shown
in Figure 1.3. Rather than being evenly distributed in the compartment, the
noise reduction was localized to the area around the error sensors for some of the
configurations.

55

75

55

75

55

75

55

75

Figure 1.3: The narrowband sound field in a horizontal plane in the com-

partment, roughly at the level of the passengers heads, with the ANVC system

off (top) and on (bottom). Circles indicate microphones and filled circles are

denoting those acting as error sensors. Bottom right plot shows an example

of a bad configuration, the noise reduction is localized to the area around the

error sensors rather than being distributed throughout the compartment.



1.3 Digital filter design 7

While an unevenly distributed noise reduction is not as bad the potentially
increased noise in the previous example, it is still an unwanted situation that
can easily be avoided by a preparatory study involving a search to find the best
configuration (or in practice, a number of candidates) given the physical and eco-
nomical restrictions. The problem described, where eight out of 24 microphones
are used as error sensors, is small enough to allow a full search, but in a real
design situation the number of combinations would be large enough to require a
combinatorial optimization method.

1.3 Digital filter design

The design of signal processing subsystems for inclusion in an application spe-
cific integrated circuit (ASIC) often leads to combinatorial optimization problems
during some stage of the process. A simple example is the need for filters with
coefficients quantized to fit a certain wordlength since most ASIC implementa-
tions aimed at low power consumption will rely on fixed point arithmetics rather
than floating point arithmetics for the computation.

A common approach to the problem of quantization is to start from a solu-
tion in full precision obtained either from a prototype filter such as Chebyshev
or Cauer (elliptic) filter or from a numerical solution using for instance linear
programming, quadratic programming or the Remez algorithm and subsequently
quantizing the coefficients to the desired wordlength [60].

The problem with quantization is that the impact on the frequency response is
not well defined. The quantized solution is thus normally obtained by some kind
of search, either exhaustive or guided by a set of heuristics, in the (quantized)
vicinity of the full precision coefficients.

By considering the filter design problem as a pure combinatorial optimization
problem, a number of advantages are gained. First and foremost, there will be no
surprises caused by coefficient quantization in the frequency response of the filter.
Secondly, it is possible to map the solutions to the low level building blocks of
the targeted architecture, providing a way to optimize the hardware realization
at the same time as the coefficients are determined.

The optimization problem can be stated in several ways. One approach is
to minimize the hardware realization cost subject to the requirement that the
frequency response specification should be fulfilled. Another common approach
is to balance the frequency response against the hardware realization cost and,
at the expense of a certain amount of degradation in the frequency response, the
complexity of the filter implementation may be decreased. An example of such
a trade-off is shown in Figure 1.4. The filter coefficients are listed in Table 1.1.

Having the possibility to balance different performance aspects (such as fre-
quency response versus implementation complexity) against each other then poses
a new challenge to the optimization algorithm since, to be truly useful, the al-
gorithm has to be fast enough to allow interactive experimentation with the
trade-off parameter(s).
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Table 1.1: Filter coefficients, expressed as signed power-of-two terms. Param-
eter α governs trade-off between frequency response and total number of signed
power-of-two terms, with α = 0 meaning no restriction on the number of terms.

Coefficient Quantized, α = 0 Quantized, α = 6

h(0)=h(30)= 2−6 − 2−8 + 2−10 2−6 − 2−8

h(1)=h(29)= 2−6 + 2−9 2−6

h(2)=h(28)= 2−6 − 2−8 + 2−10 2−6

h(3)=h(27)= −2−9 0
h(4)=h(26)= −2−6 − 2−8 + 2−10 −2−6

h(5)=h(25)= −2−5 + 2−8 − 2−10 −2−5

h(6)=h(24)= −2−5 + 2−7 + 2−9 −2−5 + 2−7

h(7)=h(23)= 2−10 0
h(8)=h(22)= 2−5 2−5

h(9)=h(21)= 2−4 − 2−6 + 2−8 2−4 − 2−6

h(10)=h(20)= 2−4 − 2−6 − 2−8 2−4 − 2−6 − 2−8

h(11)=h(19)= −2−10 0
h(12)=h(18)= −2−4 − 2−6 + 2−8 − 2−10 −2−4 − 2−6

h(13)=h(17)= −2−3 − 2−5 − 2−9 −2−3 − 2−5

h(14)=h(16)= −2−2 + 2−5 − 2−7 + 2−9 −2−2 + 2−5 − 2−8

h(15)= −2−2 + 2−10 −2−2
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1.4 An evolutionary timeline

At this point, the actual chronology of events deserves to be pointed out unless
they are to get lost in the attempts to make the reasoning clear.

The igniting spark was a small subtask in a large European project aiming
at improving passenger comfort in small commuter propeller aircraft such as the
SAAB 340 and the Dornier 328. The aircraft was to be equipped with an active
noise control system, effectively applying a mirror image, or anti-noise, to the
sound-field present in the cabin, thereby canceling some of the low frequency,
periodic noise induced by the varying pressure on the fuselage from the passage
of the propeller blades. A key component to the efficiency of the controller
was the correct placement of actuators and feedback sensors. In short, the best
configuration out of 1030 possible configurations had to be found. This led to a
successful application of the simulated annealing method to the problem, giving
an attenuation more than 6dB better than the best previously known solution.

Having found a new tool, this was naturally applied to a benchmark problem
posed by Ericsson Mobile Communications some time later where a particular
digital filter specification had to be met, using as few logical ones as possible
in the final realization. The new design situation revealed the largest drawback
of the simulated annealing method, the enormous computational cost. The time
taken to optimize the ANC system configuration was never considered a problem,
since the design was a one-off case. Once a good solution was found, that was
it, but with filters the turn-around time of the algorithm became a problem and
the need for a tool with short running time, allowing interactive design, became
apparent.

Turning to an algorithm closely related to simulated annealing, but promising
execution times orders of magnitude shorter than simulated annealing, the mean
field annealing algorithm was targeted. Naturally, increased speed comes at a
price, and the robustness of SA was gone, as was the wide range of applicability.

Nevertheless, it turned out to be a tool well suited to design digital filters
and eventually, everything came full circle when it was realized that the mean
field annealing algorithm itself could be used as the basis for an active noise
control algorithm, providing a solution equivalent to the that of the recursive
least squares algorithm, and with a computational complexity of the same order.





Chapter 2

Combinatorial Optimization

“Ford! There’s an infinite number of monkeys outside who want to talk to us
about this script for ‘Hamlet’ they’ve worked out.”

— Douglas Adams, The Hitch Hiker’s Guide to the Galaxy

Optimization, in the straightforward interpretation, is the process of finding the
optimum value of a given function, the objective function, on a particular domain,
possibly with a number of additional constraints. An optimum can be either a
maximum or a minimum depending on the problem formulation, but since it is
straightforward to turn a minimization problem into a maximization problem,
and vice versa, I will henceforth take optimum to mean minimum without loss
of generality.

The great divide in classification of optimization problems depends on the
domain on which the objective function is defined. In “ordinary” optimization the
domain is continuous and the objective function often have at least a first order
(partial) derivative. If, on the other hand, the domain is discrete, the problem
is combinatorial and, as will be discussed later in this chapter, combinatorial
optimization problems are in general much more difficult to solve than “ordinary”
optimization problems. In fact, for a large class of problems there exists no known
algorithm to solve such a problem in a reasonable amount of time.

In what follows, I will discuss the classification of optimization problems with
particular focus on combinatorial optimization problems before going on to talk
about the algorithms available for solving, or at least finding a “good enough”
solution to, combinatorial optimization problems. In the process I will also in-
troduce an infamous generic example, the traveling salesman problem (TSP),
augmenting the discussion.

2.1 Optimization problems

A general optimization problem is specified by a set of problem instances and
each instance can be formalized as a pair (S, f) where S is the domain, or solution
space, comprising of all possible solutions and the objective, or cost, function f
is a mapping f : S 7→ R associating every point s ∈ S with a real-valued cost.
With the above definitions the problem is to find the globally optimal solution

11



12 Chapter 2. Combinatorial Optimization

sopt, which satisfies

f(sopt) ≤ f(s), s ∈ S, (2.1)

and the corresponding optimal value of the cost function, fopt = f(sopt).

Continuous optimization problems

As a precursor to the discussion on combinatorial optimization I will start by
discussing “ordinary” optimization, and hence require the domain to be contin-
uous, S ∈ R

n, and the objective function, f to be defined on the whole of S.
Furthermore, the partial first derivatives ∂f(s)/∂si of f , and thus the gradient
vector

∇f(s) =






∂f
∂s1

(s)
...

∂f
∂sn

(s)




 , (2.2)

are assumed to exist.

In any but the most simple cases there exists a number of local minima,
denoted ŝopt, see Figure 2.1. A local minimum is defined with respect to a
neighborhood N of ŝopt such that ‖ s− ŝopt ‖< δ and satisfies

f̂opt = f(ŝopt) ≤ f(s), s ∈ N (ŝopt) (2.3)

and, since the partial first derivatives of f(s) exist,

∇f(ŝopt) = 0. (2.4)

Note, however, that (2.4) is a necessary but not sufficient condition for a local
minimum. The globally optimal solution sopt is of course itself a local minimum
and herein lies the key problem in optimization – how to determine whether a
local minimum is also a global minimum.
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Figure 2.1: An illustration of a local minimum.
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Classification of continuous optimization problems

Optimization problems are classified as either convex or non-convex based on
whether the domain and the cost function are both convex or not.

The domain is convex if a straight line between any two points s1 and s2

in the domain is also part of the domain, and the cost function is convex if its
value at any point along the straight line between any two points s1 and s2 in
the domain has an upper bound in the chord through (s1, f(s1)) and (s2, f(s2)).
See Figure 2.2 and 2.3 for examples of the convexity criterion for domain and
function, respectively.

PSfrag replacements

Convex Non-convex

s1s1

s2

s2

Figure 2.2: Examples of a convex (left) and a non-convex domain (right).
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Figure 2.3: Examples of a non-convex function (left) and a convex function

(right). The solid line, f , is the function f(λs1 + (1 − λ)s2) and the dashed

line is the convexity criteria λf(s1) + (1 − λ)f(s2).

More precisely stated, the criteria for convexity are; given two points s1, s2 ∈
S, λ ∈ [0, 1], the domain S is convex if and only if

λs1 + (1 − λ)s2 ∈ S, (2.5)

and the objective function is convex if and only if

f(λs1 + (1 − λ)s2) ≤ λf(s1) + (1 − λ)f(s2). (2.6)
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If both the domain and the function are convex the problem is said to be
convex and in this case a local minimum is also a global minimum. This is a
nice property which means that the problem can be solved by powerful standard
methods.

Combinatorial optimization problems

If the domain S is discrete rather than continuous, the problem instance (S, f)
is a combinatorial problem. Given S ∈ Z

n one finds that much of the discussion
from the previous section still holds, but with the considerable difference that no
derivatives of f exists.

The definition of global optimum (2.1) is still valid and by defining a neigh-
borhood structure N the definition of local minima in (2.3) holds without change.
Given a point si ∈ S, the neighborhood structure N (si) defines a set Si ⊂ S of
points that in some sense is close to si. A reasonable restriction on the neigh-
borhood is to assume that sj ∈ Si ⇔ si ∈ Sj .

Finally, Sopt is used to denote the set of globally minimal solutions, since
there may be several points in S that have the same (minimal) cost.

Classification of combinatorial optimization problems

The classification of combinatorial optimization problems, which is completely
different from that of continuous problems, is based on the computational time
needed to solve a problems as the size grows.

A distinction is made between problems which has a solution time, with re-
spect to the best known algorithm, that is a polynomial function of the problem
size and those which require a superpolynomial, e.g. any function that grows
faster than a polynomial, execution time in terms of their size. The term ex-
ponential is often used to describe the growth rate rather than superpolynomial
but it is somewhat misleading since the concept includes growth rates such as
an where a > 1, nn and n!. The two kinds are referred to as belonging to the
class of polynomial (P) and non-polynomial (NP) problems, respectively [57].

It is important to understand the implication of a non-polynomial problem
in terms of solution time. Such a problem dwarfs Moore’s Law [53], and the
optimistic view that in a couple of years we will have computers “fast enough”
falls flat to the floor. Not even the popular concept of computing clusters have
much impact on an NP problem. The situation is summarized in Table 2.1
(adopted from [57] and extended).

Note that the figures presented in Table 2.1 should be taken with a grain of
salt, they are only intended to give an indication of how hard some problems are
to solve. In Table 2.1, the increase in computational ability due to Moore’s Law
is taken to be tenfold in 5 years, and the cluster is assumed to scale perfectly
with the number of nodes.
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Table 2.1: The increase in tractable problem size, n, for a number of polyno-
mial and superpolynomial combinatorial optimization problems with respect to
Moore’s Law and computing clusters.

Tractable problem size, n

Class Growth Today 5yrs from now 256 node cluster

P ∼ n 1012 1013 0.26× 1015

∼ n log10 n 0.95× 1011 0.87× 1012 0.19× 1014

∼ n2 106 0.32× 107 0.16× 108

108n4 10 18 40

NP ∼ 2n 40 43 48
∼ 3n 25 27 30
∼ n! 14 15 16

A generic example: The traveling salesman problem

A simple, yet generic example of a combinatorial optimization problem is the
traveling salesman problem (TSP), where the aim is to find the shortest circular
tour between a number of cities. The problem was (according to [51]) originally
formulated in a German book “Who is a Traveling Salesman and What He Should
do to Make His Enterprise Prosper” published in 1831, but undoubtedly similar
problems had been puzzling mathematicians more than a century earlier [27].

The TSP holds the two key components that are needed to catch the interest of
mathematicians—it is easy to state and seemingly impossible to solve generally.
In fact, the TSP can been shown to be NP-complete, see e.g. [57], which is
intriguing since the problem of finding the shortest path between start and finish
in a directed graph, which may appear similar at first glance, has a solution in
O(n2) steps [17].

The number of unique tours in a TSP is (M−1)!/2, where M is the number of
cities. One particular TSP instance, depicted in Figure 2.4, which will serve as an
example for the introductory discussions on optimization methods in Chapter 3
is the eil101 problem [72], consisting of M = 101 cities.

As the instance (S, f), take the set of feasible solutions

S = {All cyclic permutations π on M objects} (2.7)

where π(m) denotes the successor to city m, and the mapping f : S 7→ R as

f(π) =
M∑

m=1

Dm,π(m) (2.8)

whereDmn are the elements of the symmetricM×M matrix of distances between
cites m and n in the problem instance.
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Figure 2.4: The traveling salesman problem instance eil101, where the ob-

jective is to find the shortest tour (left) between 101 cities. The right plot

shows a random tour.

Besides the instance (S, f), specify a neighborhood N2(π) using a 2-change
algorithm, which is most easily stated as “reverse the tour between two cities
picked at random”. The 2-change neighborhood is a special case of the k-change
[49] neighborhood which is applied as “from the tour, remove k edges and replace
them with k edges”.

2.2 Optimization algorithms

An optimization algorithm is of course closely related to the particular opti-
mization problem at hand, but in general there is a sliding scale from tailored
algorithms applicable only to a restricted subset of a problem to general algo-
rithms which can handle a large variety of problems without modification. The
penalty for the flexibility of a general algorithm is paid in computing time but
an efficient general algorithm that is “fast enough” is in most cases a much more
valuable tool than a tailored algorithm that is useless once its job is done.

If an optimization algorithm is allowed to deliver a sub-optimal but in some
sense “good enough” result it is sometimes referred to as an approximation algo-
rithm. How to define “good enough” depends on the problem (and the poser) and
it could e.g. mean an answer within a certain tolerance or, if it is a design problem,
that if the specification is fulfilled then it does not matter whether the result is
globally optimal or not. Again, the border between optimization and approxima-
tion algorithms is fuzzy and some algorithms, such as simulated annealing (SA)
which will be discussed in Chapter 3, are asymptotically optimization algorithms
but are in practice always used as approximation algorithms.
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Even the border between continuous and combinatorial optimization algo-
rithms are not as clear cut as one might expect at first glance. A linear program,
see Section 2.3, with a number of constraints confining the solution space to a set
of integers, known as integer linear programming (ILP), is in a sense both a con-
tinuous and a combinatorial optimization problem which (for problem instances
of a moderate size) can be solved by a cutting plane algorithm, derived from the
simplex algorithm [57].

Sometimes it is possible to use a continuous optimization algorithm to pro-
vide a lower bound for a combinatorial optimization problem, but unfortunately
simply rounding the result to the nearest integer fails in most cases since there is
no guarantee that there is a feasible solution to the corresponding combinatorial
problem anywhere near the continuous solution [57].

2.3 Continuous optimization algorithms

Continuous optimization algorithms have been researched for a long time and
are generally well understood, something which is not always the case with com-
binatorial algorithms discussed in the next section.

For a problem with both convex domain and a convex function there are
gradient searching algorithms, utilizing the fact that any local optimum is also
the global optimum, which traverses the domain in the direction of steepest
descent, −∇f(s). The search is complicated by the fact stated before, that even
though −∇f(s) = 0 is a necessary condition it is not a sufficient condition and
more elaborate schemes are necessary. Gradient search algorithms are common in
signal processing applications such as adaptive filtering [28] whereas in a general
case the search is often based on Newton’s method that uses a search direction
given by −H−1(s)∇f(s), where H is the Hessian matrix with elements which are
the second partial derivatives of f(s), [30].

A large class of convex problems, linear programs (LP), stated in canonical
form as

min
x

cT x

subject to (2.9)

Ax = b

x ≥ 0

can be solved by e.g. the simplex method [43]. Note that the word “program”
above has nothing to do with a computer program or algorithm, the definition
predates the modern computer [39]. It is used here in the sense of “planning”.
For other problems with quadratic cost functions, non-linear constraints etc.,
there are a number of solvers available, examples of which include interior point
methods [40, 68] and the DNCA [15].

If the problem is non-convex, then the difficulty is severely increased and one
can not expect to find a certain local minimum, in particular the global minimum.
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2.4 Combinatorial optimization algorithms

Combinatorial optimization problems are inherently much harder than continu-
ous problems with a worst case corresponding to a full enumeration (exhaustive
search) of all possible solutions. As has been shown in Table 2.1, a full search
can quickly become intractable no matter how much computing force is used, if
the problem grows superpolynomially with size.

Unless a problem is completely random, it has an underlying structure that
brings about the hope that there may be some algorithm that can solve it in a
time less than that of complete enumeration. Again, from Table 2.1, we find that
unless the algorithm produces a solution in polynomial time we have no hope of
solving a problem instance of arbitrary size.

Having said that, the reason that some of the most widely used combinatorial
optimization algorithms belong to the group of approximation algorithms become
clear. It is quite reasonable to give up the requirement of an optimal solution
in exchange for an algorithm that presents a good approximative solution in
polynomial time. The algorithms that are true optimization algorithms include
exhaustive search and branch and bound [57] whereas the approximation algo-
rithms include Tabu (Taboo) search [24], genetic algorithms [13, 25], Boltzmann
machines [3, 32, 33], neural networks [11] and mean field annealing [67].

The simulated annealing algorithm [41] and the local search algorithm in the-
ory belong to both the above categories. Asymptotically, simulated annealing
finds the global optimum but requires an infinite number of steps to do so, hence
in any practical implementation it becomes an approximation algorithm. Local
search turns into an exhaustive search if the neighborhood is exact, e.g. by us-
ing an M -change neighborhood definition in an instance of a traveling salesman
problem, where M is the number of cities in the tour.

Branch and bound

The branch-and-bound algorithm [57] has an exponential worst case complexity
but has proven to be very useful in practice since it can sometimes find the
optimum solution in a reasonable amount of time. The idea behind the branch-
and-bound algorithm is analogous to the divide-and-conquer maxim; partition
the problem domain in a tree of subsets (branch) and compute a lower bound
and, if possible, an upper bound of each branch. If the lower bound is larger
than the currently best upper bound, then the whole subtree can be eliminated.

Local search

Local search is the process of fully searching a neighborhood for the state ŝi with
f(ŝi) ≤ f(si) and then generate a new neighborhood N (ŝi) to search until a local
minimum is reached. By definition the search will end up in a local minimum
ŝopt, normally ŝopt 6= sopt.
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There are many ways to implement a local search strategy, and the two exam-
ples given in Listing 2.1, steepest descent, and Listing 2.2, first improvement, are
at the opposite ends of the possible strategies. The steepest descent is named in
analogy with, but should not be confused with, the search strategy from contin-
uous optimization and locates the state, in the current neighborhood, with the
lowest cost before updating the neighborhood. The first improvement strategy,
on the other hand, updates the neighborhood as soon as a state which improves
the cost is found.

Listing 2.1 Local search (Steepest descent)

si := random member of S
Si := N (si)
repeat

for all sj ∈ Si do

if f(sj) < f(si) then

si := sj

end if

end for

Si := N (si)
until f(si) ≤ f(sj), ∀sj ∈ Si

Listing 2.2 Local search (First improvement)

done := FALSE
si := random member of S
repeat

Si := N (si)
if ∃sj ∈ Si such that f(sj) < f(si) then

si := any sj ∈ Si such that f(sj) < f(si)
else

done := TRUE
end if

until done

Local search is a simple algorithm that performs fairly well if the number of
local minima is small. For most problems, however, this is not a-priori knowledge
and in general not true. Incidentally, most combinatorial optimization algorithms
are designed to avoid local minima.

Natural algorithms

Based on the study of natural systems that manage to organize themselves into
optimal states with respect to their surroundings, a number of algorithms anal-
ogous to those natural systems have emerged. Chief examples of natural algo-
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rithms are simulated annealing, which will be further discussed in Chapter 3,
neural networks and genetic algorithms.

Simulated annealing is similar to a local search algorithm, but it has a positive
probability of escaping any local minimum by allowing cost increasing moves. An
external parameter controls the probability for cost increasing moves, with almost
every move accepted in the beginning of the search but as the search progresses
the probability of cost increasing moves is successively decreased.

Neural networks used to solve combinatorial optimization problems are often
stated as Hopfield networks [35] with a binary state vector s with si = {−1, 1}
and a corresponding energy function (cost) to be minimized, given by

f(s) = −1

2

∑

i

∑

j

wijsisj . (2.10)

The state variables are randomly updated by a rule examining their activation
potential

∑

j wijsj , and updating the state variable according to

si = sgn




∑

j

wijsj



 (2.11)

where the connection weights wij define the problem to be solved. After enough
updates the system has reached a stable state corresponding to a local minimum
of the cost function.

The original Hopfield approach was later significantly improved by incorporat-
ing ideas from simulated annealing to assign the value of a state variable according
to a probabilistic rule governed by a control parameter [36] and through the devel-
opment of the Boltzmann machine [3, 32, 33] which is similar to the probabilistic
Hopfield network in many respects. This development paved the way for the
mean field annealing algorithm, further discussed in Chapter 4, which replaces
the discrete state variables by a new set of continuous variables representing the
mean values of the former.

Genetic algorithms [25] are mimicking evolution by coding the problem in
a string, in direct analogy to a DNA-molecule. Each string is then assigned a
fitness according to how well is solves the problem. Still, the definition of an
optimization problem of Section 2.1 is sufficient, with the fitness given by the
mapping f from a string s ∈ S, where S is the set of all strings.

A large number of these strings are then repeatedly allowed to reproduce and
(to a lesser extent) mutate, giving rise to a new generation and evolutionary
pressure is applied by removing strings with a low fitness. The first generation
is a randomly selected subset of S. Strings with a high fitness are used for
reproduction, where a pair of strings are copied, split in halves and the halves are
exchanged, forming two new strings. A certain rate of mutation is also applied,
where individual tokens of the strings are changed randomly. Care must be taken
to ensure that the newly formed strings are members of S. In every generation



2.4 Combinatorial optimization algorithms 21

the strings with the lowest fitness are removed, usually in an amount balancing
the new strings formed by reproduction. After a large number of generations,
the fittest strings hopefully corresponds to good solutions to the problem. An
attractive feature of genetic algorithms is that they lend themselves to massive
parallelization.

Metastrategies

Tabu search [24] differs from the previously mentioned algorithms by being a
“metastrategy” rather than an algorithm in itself. It can be seen as a set of
heuristics that govern the search through the state space and is thus very much a
problem dependent strategy, requiring a great deal of experience with the problem
at hand. The name “Tabu search” stems from one of the rules governing the
search, a list of states recently visited that are forbidden, tabu1. The idea is
simply to avoid wasting time by backtracking states already searched or, worse,
getting caught in a cyclic behavior.

Tabu search is commonly used in conjunction with algorithms such as simu-
lated annealing, adding rules to intensify the search around an interesting area
and to diversify the search if the algorithm has got stuck.

Random sampling

Random search is the process of picking a number of states si at random and
remembering the one with the smallest f(si). This is not a viable approach for
practical purposes but may serve as a reference when discussing the efficiency of
an algorithm. The average and spread of the cost in a random search can serve
as normalization factors for other algorithms.

1Taboo, n.
A total prohibition of intercourse with, use of, or approach to, a given person or thing under
pain of death, – an interdict of religious origin and authority, formerly common in the islands
of Polynesia; interdiction. [Written also tabu.]

Webster’s Revised Unabridged Dictionary (1913)





Chapter 3

Simulated Annealing

“All this time, the guard was looking at her, first through a telescope, then through
a microscope, and then through an opera glass”

— Lewis Carroll, Through the Looking Glass

The simulated annealing (SA) optimization algorithm is based on an analogy
between the behavior of a melted solid that is slowly cooled (annealed) into
a “perfect” crystal. The algorithm, together with genetic and neural network
algorithms, belongs to a group of algorithms sometimes referred to as “natural”
algorithms since they rely on observations made in the study of natural systems
such as the forming of crystals, the evolution of the species, and the workings of
the human brain.

Due to the simplicity and robust behavior of the SA algorithm a large number
of papers have been published since it was first presented by Kirkpatrick et al. in
1983 [41], reporting successful application of simulated annealing to such diverse
problem areas as digital filter design [70], VLSI design [85], molecular biology
[26] and landscape management [7]. Unfortunately, and possibly for the same
reasons, there has not been as many theoretical studies of the algorithm but in
what follows I will refer to the most important results.

Next, I will briefly discuss the results from statistical mechanics and con-
densed matter physics that form the basis of the simulated annealing method,
before proceeding to a more detailed discussion of the algorithm itself. Through-
out this chapter, the traveling salesman problem described in Section 2.1 will
serve as a basis for the discussion.

3.1 The physical analogy

Simulated annealing was developed in direct analogy with the physical process of
annealing. In condensed matter physics the term annealing refers to the process
of forming a single crystal by slowly cooling a material heated past its melting
point.

In the liquid state the atoms will move around and randomly rearrange them-
selves but as the surrounding temperature is lowered and the system is cooled
they are less likely to leave their place in the forming structure. Every conceiv-
able configuration of atoms, a state, corresponds to a certain energy of the whole

23
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system and given a fixed surrounding temperature the system will attain ther-
mal equilibrium, and the distribution of states, and hence energy, will become
stationary. If the cooling proceeds slowly enough, the crystalline state reached
at zero temperature will have all the atoms fixed in a perfect lattice structure,
corresponding to the lowest possible energy of the system.

A noteworthy point about the annealing process is that any single atom in the
system only interacts (strongly) with its local neighbors and has no knowledge of
the energy of the system as a whole, but under suitable surrounding conditions
still arrange themselves in an optimal configuration with respect to the global
energy of the system.

To formulate an optimization algorithm based on the above observations, a
state of the forming solid would correspond to a possible solution to the opti-
mization problem and the energy of that state would correspond to the quality,
or cost, of that solution.

In other words, by mapping a combinatorial optimization problem to a sta-
tistical mechanics framework, we know that it is (in principle) possible to reach
a globally optimal or nearly optimal solution without considering anything but
local interactions in the system. Furthermore, we can rely on proven methods
and theoretical results from statistical mechanics in the development of such an
optimization algorithm.

3.2 The Metropolis algorithm

For a physical many-particle system in thermal equilibrium the state probability
distribution is given by the Boltzmann distribution

P (s = si) =
exp

(
−Ei

kBT

)

∑

j exp
(

−Ej

kBT

) (3.1)

which is prohibitively expensive to compute due to the size of the sum in the
denominator, but it can be estimated using Monte Carlo methods [46].

As early as 1953, Metropolis et al. [52] used a Monte Carlo method now known
as the Metropolis algorithm to do computer simulations of thermal equilibrium
in heated solids. The algorithm is surprisingly simple. Given the current state,
si, of the solid with corresponding energy Ei a new random trial state, sj , with
energy Ej is generated but accepted only if it fulfills the Metropolis criterion

P (accept sj) =

{
1, Ej ≤ Ei

exp
(

Ei−Ej

kBT

)

, Ej > Ei
(3.2)

where kB is the Boltzmann constant and T is the surrounding temperature. The
Metropolis criterion, is plotted in Figure 3.1.

The sequence of accepted states form a history of the system, which after
presenting enough trial states and forgetting a number of initial, transient states,
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Figure 3.1: The Metropolis acceptance criterion. The change in energy from

the proposed transition si → sj is ∆E = Ej − Ei. When the temperature

T � 0 almost all states are accepted but in the limit T → 0 only energy

decreasing transitions are accepted.

reach thermal equilibrium with respect to the surrounding temperature in the
sense that they have a Boltzmann distribution. The algorithm is presented in
listing 3.1.

Since the notation of energy, temperature and state are so closely connected
to a particular class of problems (statistical mechanics) the more neutral terms
cost function, f(·), and control parameter, c, will be used instead of energy E and
temperature T , while state will still be used alongside of configuration to denote
a state, s. Note that the Boltzmann constant kB has been embedded in c. The
use of f(·) to denote cost also avoids a possible source of confusion, since E[·]
will be used to denote expectations. With this notation, (3.1) becomes

P (s) =
e−f(s)/c

Z
(3.3)

where Z denotes the partition function

Z =
∑

S

e−f(s)/c (3.4)

and S is the set of all possible states s.
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Listing 3.1 The Metropolis Algorithm

Set surrounding temperature T
Pick initial state si at random
repeat

Propose new state sj picked at random
if Ej < Ei then

Accept si := sj

else

Accept si := sj with probability exp(−(Ej − Ei)/kBT )
end if

until Thermal equilibrium reached

3.3 Asymptotic solutions

Consider the set S = {s | s = {si}, si ∈ P , i = 1, . . . , L} where P is a problem
specific set of feasible values. Furthermore, a mapping f : S 7→ R is assumed to
exist for every problem, associating each state with a real valued cost, with the
lowest cost corresponding to the optimal solution.

For very large values of the control parameter c, corresponding to temperature
in a physical system, the Boltzmann distribution (3.3) is flat, prescribing equal
probability of occurrence for all states whereas for small values of c the state
probability is concentrated to a region close to sopt. Note that in (3.3) as well as
in the following the dependency on c is not explicitly stated.

Considering a system kept in thermal equilibrium at all times we find that in
the limits c→ ∞ and c→ 0 the probability of the states becomes

lim
c→∞

P (s) = lim
c→∞

e−f(s)/c

∑

S e−f(s)/c
=

1
∑

s∈S

1
=

1

| S | (3.5)

and

lim
c→0

P (s) = lim
c→0

e−f(s)/c

∑

S e−f(s)/c
=

= lim
c→0

e−(f(s)−fopt)/c

∑

S e−(f(s)−fopt)/c
=

= lim
c→0

e−(f(s)−fopt)/c

∑

S\Sopt
e−(f(s)−fopt)/c +

∑

Sopt
e−(f(s)−fopt)/c

=

= lim
c→0

e−(f(s)−fopt)/c

∑

S\Sopt
e−(f(s)−fopt)/c +

∑

Sopt
1

=

=

{ 1
|Sopt|

, s ∈ Sopt

0, s ∈ S\Sopt
(3.6)
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respectively, where Sopt is the set of states {Sopt ⊂ S} | f(s ∈ Sopt) < f(s ∈
S\Sopt) corresponding to optimal solutions with respect to the mapping f . The
notation fopt is shorthand for f(s ∈ Sopt).

This last result is the fundamental reason to put a combinatorial optimization
problem in a statistical mechanics framework. If it was possible to somehow
simulate the evolution of the system, we know that asymptotically it would end
up in the optimal state or, if there are several states with equivalent and optimal
cost, in one of the optimal states, with probability one. In practice one cannot
expect to find the asymptotic solution, but the hope is to find a nearly optimal
solution in a limited time.

3.4 The simulated annealing algorithm

Simulated annealing (SA) is basically the original Metropolis algorithm used with
the purpose of obtaining a solution to an optimization problem, close (in terms of
cost) to the optimum solution. The algorithm is very simple and straightforward
and therefore provides a good basis for a discussion of other more complicated
annealing algorithms.

Given a problem instance, finding a solution by simulated annealing involves
the following steps:

i Coding the problem such that there is a mapping f : S 7→ R from state to
cost and a one-to-one mapping between states and feasible solutions

ii Selecting a neighborhood structure N and parameter values for the algo-
rithm with respect to the particular problem at hand

iii Running the algorithm

iv Performing a local search of the neighborhood N (si) after each run

iv Repeating steps (iii) and (iv), possibly a large number of times

Assuming that step (i) above has been accomplished and deferring the dis-
cussion on parameter settings to later in this chapter, I will move straight to
the simulated annealing algorithm itself. A pseudo-code listing of the simulated
annealing algorithm is presented in Listing 3.2.

Simulated annealing can be viewed as a local search algorithm and indeed for
c = 0 it does perform a local search but at c > 0 there is a positive probability
for escaping any local minima and thus less risk of getting stuck too early in the
search process. Since SA is a stochastic algorithm it also wise to keep a record
of the best result obtained during the process.

This algorithm seems easy enough but there are several keys missing to obtain
a working solution: We need a suitable cost function, a means of generating
proposed states, an acceptance criterion for the proposed states, an annealing
schedule and a stopping criterion. For the discussion of these issues I will return
to the traveling salesman problem defined in Section 2.1.
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Listing 3.2 Simulated annealing

Set initial value of control parameter c
Pick initial state si randomly from S
repeat

repeat

Propose new state sj picked randomly from N (si)
if f(sj) < f(si) then

Accept si := sj

else

Accept si := sj with probability exp(−(f(sj) − f(si))/c)
end if

until Equilibrium established for current value of control parameter c
Decrease c

until No more improvements

A note on nomenclature is in place at this point. Each sequence of trials at a
certain value of the control parameter is referred to as an epoch or the kth epoch
if a particular epoch is singled out. A full sequence of epochs, leading to a final
solution, is referred to as a run of the algorithm. The control parameter c will
normally not be indexed by the current epoch as ck unless required for clarity.

Cost function

The cost function is closely related to the problem formulation and the cost
function of a TSP is simply the total length of the tour between the cities.

f(π) =

M∑

m=1

Dm,π(m) (3.7)

where π is a cyclic permutation with π(m) denoting the successor to city m and
a matrix Dmn of distances between cities m and n. I will use the notation si =
{1, π(1), π(π(1)), . . .} for a specific tour (state) and f(si) for the cost associated
with that particular tour.

State generation mechanism

There is a need for a mechanism to generate sj from the current state si taking
into account that sj should be chosen from the neighborhood Si. Any generation
mechanism can be formalized as a matrix G, with elements Gij representing the
probability to propose state sj given the current state si. A viable approach for
most problems is to choose, with equal probability, a state at random from Si.
For the TSP, I will use a 2-change neighborhood [49] which simply means that
the tour between two randomly selected cities are reversed, see Figure 3.2.
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Figure 3.2: Reversing the tour between cities 3 and 5, corresponding to a

change from state {1, 2, 3, 4, 5} to state {1, 2, 5, 4, 3}.

Acceptance criterion

Given a generation mechanism, there is a choice of acceptance criterion Aij ,
i.e. to decide if a proposed transition Gij should be accepted with respect to
the difference in cost between f(si) and f(sj). Other acceptance criteria have
been proposed, such as using a threshold for the allowed increase in cost by a
proposed state, but I will use the original Metropolis criterion (3.2) which, with
my definitions, have the form

Aij =

{
1, f(sj) ≤ f(si)

exp
(

f(si)−f(sj)
c

)

, f(sj) > f(si).
(3.8)

Thermal equilibrium

In this context the notion of thermal equilibrium (stationary distribution) should
be interpreted as the sequence of accepted states in the current epoch having a
cost distribution that corresponds to (3.1). From an algorithmic point of view
a fixed number of proposal steps is desirable rather than constantly testing the
sampled distribution for stationarity.

Given the generation and acceptance probabilities, define the transition prob-
ability matrix P with elements

Pij =

{
GijAij , i 6= j
1 −∑l6=i Pil, i = j

(3.9)

which leads to an interpretation of the process as a Markov chain. Thus, the
probability to reach state sj from si in k proposed steps is (Pk)ij . The process
of proposing and accepting states should go on until a stationary distribution
is reached, which in reality means that an upper limit of L proposals in each
annealing step (epoch), k, must be established.

In order to decide on the length L of the Markov chains, i.e. the number of
propositions in each epoch, a sufficient part of the neighborhood has to be visited
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during each epoch in order to establish equilibrium. If L is chosen to be equal to
the size of the neighborhood, L = |N |, the fraction of the neighborhood visited
in each chain is approximately 2

3 , see [2].

Annealing schedule

Maybe the most important factor in designing an efficient SA implementation is
that of the annealing schedule, consisting of two parts, the initial value of the
control parameter c0 and its rate of decrease.

Beginning with defining the acceptance ratio

χ =
#accepted

#proposed
(3.10)

i.e. the ratio between the number of accepted configurations and the number
of proposed configurations in the current epoch. Since the system has to be
sufficiently heated at the beginning for the algorithm to work, c0 should be chosen
such that the initial ratio, χ0 is close to 1. In practice this is determined by a
few test runs for each instance of an optimization problem. The value of c0 is
not critical as long as it is not too low, resulting in a final solution far from the
globally optimal solution. Chosen too high it will effect the running time of the
algorithm in a negative way, but not the final result, see Figure 3.3.

For the TSP instance the actual initial acceptance ratios, χ0, for a number of
initial values of the control parameter, c0 are listed in Table 3.1. As can be seen,
a good value for c0 would be in the range 100 to 1000.

Table 3.1: The acceptance ratio χ0 corresponding to different initial values of
the control parameter, c0.

Initial control parameter, c0 Acceptance ratio, χ0

1.0 × 100 0.50
1.0 × 101 0.52
1.0 × 102 0.67
1.0 × 103 0.93
1.0 × 104 0.99

The rate of decrease of c0 is probably the part of the simulated annealing
algorithm where most research efforts have been concentrated. A bound on the
annealing rate to guarantee optimality of the final state has been established by
Geman & Geman [22] to

ck =
c0

log(1 + k)
(3.11)

where k is the epoch index, but that rate is too low for practical purposes.
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Figure 3.3: The average number of cost function evaluations K performed in

a run of the simulated annealing algorithm (top) and the average final cost f̄

and its standard deviation (bottom) versus the initial control parameter. The

averages were taken over 100 runs of the algorithm.

Due to its simplicity, a geometrical annealing rate [52]

ck+1 = γck (3.12)

with γ in the range [0.7, 0.99] is commonly used, but since the annealing governs
the whole process and cooling the system too quickly will result in a less than
satisfying solution whereas cooling too slowly will result in wasting precious time,
a more precise theory for choosing the annealing rate is of importance.
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A polynomial time annealing schedule proposed by Aarts & van Laarhoven
[1] is based on the concept of quasi equilibrium meaning that the distribution of
states in the current Markov chain is “sufficiently close” to the distribution given
by (3.3). They argue that for two successive values of the control parameter the
stationary distributions of the Markov chains should be close. Following [2] this
can be quantified as

1

1 + δ
<

Pck
(s = si)

Pck+1
(s = si)

< 1 + δ (3.13)

where Pck
(s = si) is the Boltzmann distribution (3.3). They have shown that

(3.13) is satisfied if

e
f(si)−fopt

ck

e
f(si)−fopt

ck+1

< 1 + δ (3.14)

or stated in terms of ck

ck+1 >
ck

1 + ck ln(1+δ)
E[f ]−fopt+3σk

≈ ck

1 + ck ln(1+δ)
3σk

, k = 0, 1, . . . (3.15)

where E[f ] and σk are the expectation value and standard deviation, respectively,
of f over the kth epoch. The step-size parameter δ is still undefined, but as a
rule of thumb a value in the range [0.01 . . . 1] is usually a good choice. Generally,
a small value of δ gives a better solution but choosing it too small renders little
improvement to the solution quality but rapidly increases the total running time
of the algorithm, see Figure 3.4.

A variant of the algorithm, the fast simulated annealing algorithm, proposed
by Szu & Hartley [78] uses an annealing schedule

ck =
c0

1 + k
(3.16)

in conjunction with a different state generation mechanism that depends on c.

Stopping criterion

Finally there is the question of stopping criterion. Generally it is safe to stop
the annealing process if only a small fraction of the proposed states are accepted
for the current value of the control parameter. Typically an acceptance ratio
χ < 0.001 would indicate a completely frozen system, and χ = 0.001 as a stopping
criterion is used in the examples of this chapter.
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averages were taken over 100 runs of the algorithm.
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3.5 Running the simulated annealing algorithm

Before dealing with the performance aspects of the algorithm I will present some
details into the behavior of the observables f , χ and σ(f) as the optimization
process progresses. In the following, the initial value of the control parameter
was c0 = 1000 and the step-size parameter δ = 0.1. Again, the problem instance
is the eil101 traveling salesman problem.

In Figure 3.5 the cost (tour length), f , sampled at the end of each epoch,
is plotted versus the control parameter c. It deserves to be pointed out that in
Figure 3.5 as well as Figures 3.6 and 3.7 the optimization process is running from
right to left with respect to the x-axis.

The interesting region is centered around c ≈ 20 where the cost decreases
rapidly. Looking at Figure 3.6 we find that the acceptance ratio χ also decreases
rapidly in the same region and Aarts & Korst [2] defines the critical temperature
as the value of the control parameter that corresponds to χ = 0.5. In statistical
mechanics the term critical temperature is related to the phenomenon of phase
transition, where a system rapidly changes from a disordered state to a highly
ordered state.

Finally, in Figure 3.7 the standard deviation, σ(f), of the cost in each epoch
is shown. From being more or less constant at large values of c, it decreases
rapidly in the vicinity of c = 20 in accordance with the notion that the system
is moving towards an ordered state.
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Figure 3.5: The cost f as it decreases over a run of the algorithm.
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3.6 Performance analysis

In order to have some kind of benchmark to compare the simulated annealing
algorithm against, I will present the results from repeatedly performing a local
search initialized to a random configuration on every run as well as the distribu-
tion of states as given by random sampling of states.

The SA algorithm, as presented in the preceding sections, has two parameters
that need to be set, c0 and δ. Having noted in Section 3.4 that c0 is not as critical
as δ in terms of the quality of the final solution, the performance evaluations
were done for a fixed c0 = 1000 while letting the step-size parameter take values
δ = {1, 0.5, 0.2, 0.1, 0.05, 0.02}. The lower limit 0.02 was chosen from practical
running time considerations.

For every δ the SA algorithm was run N = 100 times with the average number
of cost function evaluations K ranging from 7 · 105 to 2 · 107 whereas the local
search algorithm was run N = 204 times with an average number of cost function
evaluations K ≈ 4 · 104 and the cost distribution of the problem was estimated
by sampling 40000 states at random. The resulting average final cost f̄ , standard
deviation and minimum and maximum final cost are stated in Table 3.2.

As can be seen in Table 3.2 the average final cost is strictly decreasing with δ
whereas neither the minimum nor the maximum cost adheres to that behavior. It
cannot be stressed enough that a stochastic algorithm such as simulated annealing
when used in a real world situation should at all times keep track of the best
configuration encountered during any run and be run a large number of times.

If computing time is scarce, it is most likely better spent on a large number of
runs with a large step size than a few runs with a small step size, as can be seen
from the running time (∼ K) and minimum and maximum cost in Table 3.2.

Table 3.2: The performance of the simulated annealing algorithm for different
values on step-size parameter δ compared to results obtained by a local search
algorithm. An estimate of the cost distribution of the problem is also stated
(Random). The quantities reported are: the number of runs, N , the average
number of cost function evaluations K in a run, the average final cost f̄ and the
minimum, maximum and standard deviation, σ(f), of the final cost.

Algorithm: N K f̄ min(f) max(f) σ(f)

Random 40000 1 3428.6 2839.2 3984.7 138.1

Local search 204 39482 744.8 687.7 822.1 23.8

SA δ = 1.00 100 708295 665.5 645.8 685.5 7.9
δ = 0.50 100 1127324 663.3 644.5 687.4 8.4
δ = 0.20 100 2346429 661.6 642.6 690.6 8.8
δ = 0.10 100 4374050 660.3 641.3 680.1 7.9
δ = 0.05 100 8367538 656.9 642.8 674.3 7.8
δ = 0.02 100 20274318 655.0 644.0 683.9 7.1
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It is also quite clear from Table 3.2 that for a combinatorial optimization
problem with a large number of local minima such as the TSP, a local search has
a very small probability of finding a solution close to the optimal. In the upper
plot in Figure 3.6 the distributions of the final cost for both SA and local search
are shown together with the problem instance state distribution estimate and in
the lower plot in Figure 3.6 the distributions of final costs for SA and local search
in the region close to the optimum is shown. In this case, data from the runs
with δ = 0.02 was used for the SA histogram.
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Figure 3.8: The distributions of the final cost for both simulated annealing,

with δ = 0.02, and local search together with an estimate of the state dis-

tribution of the problem instance obtained by random sampling (top) and a

close-up of the region near to the optimum showing the distributions of final

costs for simulated annealing and local search (bottom).
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Finally, as a complement to the hard figures presented in Table 3.2, actual
tours from the eil101 TSP instance obtained by a local search algorithm and
simulated annealing are shown in Figure 3.6 together with a random tour and
the optimal tour. What is perhaps the most striking feature of Figure 3.6 is the
fact that a human can easily improve the solution obtained by the local search
algorithm significantly by just looking at it and performing a few obvious changes.
It would, however, be quite a difficult task if he was to start from scratch.

(a) Random tour (b) Local search

(c) Simulated annealing (d) Optimal tour

Figure 3.9: Tours from the eil101 TSP instance obtained by local search and

simulated annealing together with a random tour and the optimal tour.



Chapter 4

Mean Field Annealing

“That which shrinks must first expand.”

— Lao-Tzu, Tao Te Ching

In simulated annealing, the evolution of the system under study is simulated by
repeated random sampling of the state space while lowering the temperature.
States that fit the probability distribution for the given temperature are kept
and the sequence of accepted states form the path leading to the ground state.
The successfulness of simulated annealing has led to a number of algorithms that
has two things in common—the statistical mechanics framework and a means
to replace the random state sampling with a direct, approximative, calculation
to gain a faster convergence. These algorithms include the mean field annealing
algorithms [55, 67] and the deterministic annealing algorithm [73]. The term
deterministic annealing is also commonly used as collective name for annealing
algorithms that do not rely on state space sampling and in this chapter I will use
the term in that sense.

Deterministic annealing optimization algorithms have successfully been ap-
plied to a number of problems in various disciplines. Examples include VLSI cell
placement [5], processor job scheduling [74] and protein structure modeling [42].

Next, I will discuss the background and basics of the mean field annealing
(MFA) algorithm and in that rely on the concepts from statistical mechanics
introduced in the preceding chapter. The speed improvements of MFA compared
to SA comes at a cost, and a quick revisiting of the traveling salesman problem
highlights the implications of using MFA instead of SA to solve a combinatorial
optimization problem.

4.1 Extending the physical analogy

The mean field annealing algorithm is a formulation of combinatorial optimiza-
tion in terms of artificial neural networks (ANN). Artificial neural networks are
mostly used in applications such as pattern recognition and classification but
may also be used for optimization.

Historically, the connection between artificial neural networks and statistical
mechanics has its roots in a 1982 paper by Hopfield [35]. With the introduction
of an energy function, the isomorphism (see Figure 4.1) between recurrent neural

39
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networks and the Ising model, a fundamental in statistical mechanics, a whole
new set of analysis tool became available. As a consequence, a large number of
physicists are involved in the development of artificial neural networks.

The Hopfield energy1 function

f = −1

2

N∑

i6=j=1

wijsisj (4.1)

and the rule for updating the state variables

si(n+ 1) = sgn




∑

j 6=i

wijsj(n)



 (4.2)

provides a simple way of exemplifying the connection between neural networks
and the spin-systems of statistical mechanics. In the neural network interpre-
tation the variables si represent the state of an individual node and wij the
connection strength between node i and j. The updating rule prescribes that a
node flips its state according to an activation potential,

ui =
∑

j 6=i

wijsj (4.3)

which is a weighted sum of all the states of the other nodes. In the statistical
mechanics interpretation the variables si represent the spin of a particle and wij

the force interaction between the spin of particle i and j. A simple picture of the
analogy is shown in Figure 4.1.

The Hopfield net has a large number of stable states, corresponding to local
minima of the energy function (4.1). Given a starting state, the update rule (4.2)
will drive the network to the nearest local minimum. By associating the states
with a pattern (think of the nodes in Figure 4.1 as the pixels of a black and
white image) the network can be used as an associative pattern memory, where a
distorted or partial pattern is used as a starting state from which the network can
relax to a previously stored valid pattern. The patterns are stored in the network
by clever coding of the connection weights wij such that a pattern correspond to
a local minimum in (4.1). Normally, patterns are stored in wij through a learning
rule, see [31] for a thorough discussion on the subject of storing patterns.

Stochastic nodes

To reach the global minimum of the energy function (4.1) from any given starting
state, the updating rule (4.2) is not sufficient, and techniques such as simulated
annealing, see Chapter 3, allowing the process to escape local minima must be
employed.

1Note the use of f rather than E to denote the Hopfield energy.
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Figure 4.1: The isomorphism between neural networks and Ising spin-

systems. (Left) A fully connected neural network with nodes taking on values

{−1, 1}. The solid lines represent the couplings between the neurons. (Right)

A spin-system with particles (solid dots) having either spin up or down (ar-

rows) and the force interaction between the spins (dashed lines). Both systems

are described by the energy function (4.1) and the update rule (4.2).

In a physical spin-system in an environment with a non-zero temperature the
spins will fluctuate due to thermal noise. To emulate the thermal noise behavior,
the deterministic updating rule (4.2) is replaced by a stochastic rule [23]

si =

{
+1 with probability g(ui)
−1 with probability 1 − g(ui)

(4.4)

where

g(ui) =
1

1 + e−2ui/c
. (4.5)

Since 1 − g(ui) = g(−ui) we can write the probability of finding si in either
of its states at any given value of the control parameter c as

P (si = ±1) =
1

1 + e∓2ui/c
. (4.6)

This makes it reasonable to talk about the thermal average of a variable,
interpreted as the expectation value

E [si] = (+1)P (si = 1) + (−1)P (si = −1) =

=
1

1 + e−2ui/c
− 1

1 + e2ui/c
=

eui/c − eui/c

eui/c + e−ui/c
≡

≡ tanh (ui/c) (4.7)

It is easy to see that in the limit of c → 0, which means that there is no
thermal noise present, the stochastic updating rule (4.4) turns into the original
deterministic updating rule (4.2).
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The process of searching for the global minimum open up the possibility of
using Hopfield networks to solve optimization problems coded in wij . The initial
approach [36] was only partly successful and frequently led to infeasible or low
quality solutions but the idea was important in spurring development of similar
more efficient optimization methods.

The Boltzmann machine [3, 32, 33], is a feedback ANN which can be seen as
a generalization of the Hopfield network. When used for pattern recognition, the
Boltzmann machine is run in either a learning mode or a recognition mode. In
the learning mode a simulated annealing approach is used to guide the learning
process which leads to a very slow convergence.

As a remedy for the slow convergence, Peterson and Anderson [66] introduced
the mean field learning rule which replaces the random sampling of states with
an approximate calculation. The basic idea, which also explains the name of the
algorithm, is that instead of explicitly examining (a very large number of) states,
the expectation value of the node under study is determined by the mean field
generated by the surrounding nodes.

Later Peterson and Söderberg [67] extended the algorithm to encompass neu-
ral network formulations of optimization problems, leading to a combinatorial
optimization algorithm that provided solutions comparable in quality to those
obtained by simulated annealing but in a fraction of the time. I will return to
mean field annealing in Section 4.3 but first I shall present a very useful trick,
frequently used in statistical mechanics—the mean field approximation.

4.2 Mean field theory

As stated in the previous chapter, the way to improve the convergence speed of
the Boltzmann machine is to work with the mean values, or rather expectation
values, of the state variables. The reasoning behind this is quite simple. We
already know that the Boltzmann distribution (3.3) holds all information on a
system in thermal equilibrium and from it we can calculate the thermal average
of any quantity A that depends on s. In particular, the expectation value of a
state, E [s] = {E [si]}, for a particular value of c is given by

E [si] =
1

Z

∑

s∈S

sie
−f(s)/c (4.8)

where Z is the partition function (3.4).
It is in fact possible to obtain E [s], and many other quantities, directly from

Z without the need for the extra summation in (4.8). The procedure is best
shown by an example. Start from a Hopfield energy function

f = −1

2

∑

ij

wijsisj −
∑

i

bisi (4.9)

where the bias terms bi are introduced for the sake of this example, they can be
set to zero later.
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Differentiating the partition function Z for the energy given in (4.9) with
respect to bi

∂Z

∂bi
=
∑

s∈S

sie
−f/c (4.10)

it can immediately be seen that the result is indeed E [si] save for a factor c/Z
which means that we can establish the following relation

E [si] =
c

Z

∂Z

∂bi
= c

∂

∂bi
logZ. (4.11)

Furthermore, from (3.6) we know that (under the condition that there is a
single optimal state sopt)

lim
c→0

E [s] = lim
c→0

1

Z

∑

s∈S

se−f(s)/c = sopt (4.12)

This suggests that instead of minimizing f(s) directly, we could try to evaluate
the mean value E [s] at a sufficiently high temperature and then track it as the
control parameter c is lowered towards zero, and that the partition function
contains enough information to yield E [s].

The mean field approximation

The following method to estimate E [s] by means of the mean field (MF) equations
is a standard method of statistical mechanics. I will however skip on some of the
details in the derivation of the MF-equations in order to keep the complexity down
while still providing reasonable arguments backing the results. The interested
reader is referred to [14, 29, 59].

Before going on to derive the MF-equations we need some prerequisites. Given
a function g(sj) used in a summation2 over the values of sj we want to express it
as an integral3 in a pair of continuous variables (uj , vj). Generally, we can write

g(sj) =

∫

R

g(vj)δ(sj − vj)dvj (4.13)

where δ(vj) is the Dirac delta function, defined as

δ(vj) =
1

i2π

∫

C

eujvj duj (4.14)

which in combination with (4.13) gives

g(sj) =
1

i2π

∫

R

∫

C

g(vj)e
uj (sj−vj)dujdvj . (4.15)

2To avoid confusion between an index i and i =
√

−1, I use j as summation index here.
3The logic in replacing a sum by an integral is that there are more powerful methods available

to estimate integrals than sums.
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Using (4.15) we can now state an expression for

∑

sj=±1

g(sj) =
1

i2π

∑

sj=±1

∫

R

∫

C

g(vj)e
uj(sj−vj )dujdvj = (4.16)

=
1

i2π

∫

R

∫

C

g(vj)e
−ujvj

∑

sj=±1

eujsj dujdvj = (4.17)

=
1

iπ

∫

R

∫

C

g(vj)e
−ujvj elog cosh uj dujdvj (4.18)

where the last step is accomplished by noting the identity

euj + e−uj ≡ 2 coshuj = 2elog cosh uj . (4.19)

To perform the summation over all states s we note that

∑

s∈S

g(s) =
∑

s1=±1

∑

s2=±1

· · ·
∑

sL=±1

g(s) (4.20)

and consequently

∑

s∈S

g(s) ∝
L∏

j=1

∫

R

∫

C

g(v)e−
PL

j=1(ujvj−log cosh uj)dujdvj (4.21)

where a constant factor has been left out.
Given the expression (4.21) to estimate the sum over all states of a general

expression in s we can now continue with the derivation of the MF-equations.
Using (4.21) we can rewrite the partition function (3.4) as in terms of the new,
continuous, variables u and v as

Z ∝
L∏

j=1

∫

R

∫

C

e−
1
c fe(v,u,c)dujdvj (4.22)

where the effective energy (cost) fe is4

fe(v,u, c) = f(v) + c

L∑

j=1

(ujvj − log coshuj) . (4.23)

From statistical mechanics it is well known the double integral of (4.22) is
dominated by its saddle points and Z can thus be approximated by the integrand
itself,

Z ∝ e−
1
c fe(v,u,c) (4.24)

4Without delving further into the matter, I point out that the sum in (4.23) can be rewritten
as 1/2

P

i(1 + vi) log(1 + vi) + (1 − vi) log(1 − vi) which has the form of an entropy term.
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evaluated for the saddle points given by the simultaneous stationarity in

∂fe

∂vi
(u,v, c) = 0 (4.25)

and
∂fe

∂ui
(u,v, c) = 0. (4.26)

The saddle point requirements lead to

ui = −1

c

∂f(v)

∂vi
(4.27)

and
vi = tanhui (4.28)

which are subsequently combined to form the MF-equations

vi = tanh

(

−1

c

∂f(v)

∂vi

)

. (4.29)

Applying the MF-equations to the now familiar Hopfield energy function (4.1)
we find that (4.29) states the relation

vi = tanh




1

c

∑

j 6=i

wijvj



 (4.30)

which, when compared to (4.7) from the discussion on stochastic nodes leads to
the interpretation of vi as the thermal average E [si] of si for c > 0. Again, in
the limit of c = 0 the expression (4.1) is recovered.

The only, but important, difference between (4.7) and (4.30) is that the ac-
tivation potential ui is computed from the thermal averages E [si] of si rather
than si itself. By explicitly stating ui and moving the summation inside the
expectation operator

ui =
1

c

∑

j 6=i

wijE [si] =
1

c
E




∑

j 6=i

wijsi



 (4.31)

we can interpret the activation potential as the mean of the contributions from
the field of surrounding states (spins).

As an alternative to interpretation by visual inspection, I return to the ex-
ample Hopfield energy (4.9) expressed in terms of v

f(v) = −1

2

∑

ij

wijvivj −
∑

i

bivi (4.32)
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and the corresponding ui

ui = −1

c

∂f(v)

∂vi
=

1

c




∑

j

wijvj + bi



 . (4.33)

From the approximate expression (4.24) to compute Z we find

logZ = C − 1

c
fe(v,u, c) =

= C − 1

2c

∑

ij

wijvivj +
∑

i

log cosh

(
1

c

(
∑

j wijvj + bi

))

(4.34)

where C is a constant and by using the relation between E [si] and Z established
in (4.11) we find

E [si] = c
∂

∂bi
logZ = tanh

(
1

c

(
∑

j wijvj + bi

))

= tanhui = vi (4.35)

as expected.

Mean field dynamics

The dynamics of the MF-equations are not trivial, but a simplified example serves
well in order to gain some insight in the behavior of the variables vi as the control
parameter c is decreased. For a detailed analysis, see [67].

By expanding vi = tanhui in a Taylor series

vi = tanhui ≈ ui −
u3

i

3
+

2u5
i

15
− . . . (4.36)

around the trivial fixed point u∗i = v∗i = 0 for large c one finds the first order
approximation vi ≈ ui.

The MF-equations can be solved either in parallel or serially. In the parallel
case it is clear that if the absolute value of the ith eigenvalue of the matrix with
elements wij from (4.1) is greater than c then the fixed point vi = 0 becomes
unstable and the solution converges to a new fixed point v∗i .

Let λi denote the ith eigenvalue, the update rule (4.2), stated with explicit
iteration index n,

vi(n+ 1) =
1

c
λivi(n) (4.37)

then leads to the following possible behavior
∣
∣
∣
∣

λi

c

∣
∣
∣
∣
< 1 ⇒ vi = 0 (4.38)

λi

c
> 1 ⇒ vi = v∗i (4.39)

λi

c
< −1 ⇒ vi = ±v∗i (oscillating) (4.40)
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Figure 4.2: Linearizing the MF-equations around vi = 0. For large c-values

the solution vi = 0 is stable (dashed line) but as c decreases below a critical

value it will become unstable and the system converges to a non-trivial fixed

point (dash-dotted line).

where the oscillatory solution is possible only for negative eigenvalues since c ≥ 0.
The situation is exemplified in Figure 4.2.

Thus, for large values of c the system is stable in the trivial fixed point vi = 0.
As the control parameter c is decreased past the largest eigenvalue the trivial fixed
point becomes unstable and the search of the state space is initiated. In the case
of serial updating the analysis is more complicated but the result [67] is that the
onset of instability is always governed by the largest positive eigenvalue.

The problems with oscillating solutions can be remedied by introducing a
positive self-coupling, but that may lead to solutions of lower quality [67].

Feasibility of final state

Considering that the feasible solutions to the optimization problem consists of
discrete variables, a necessary requirement on vi in the limit as c→ 0 is that they
approach si and since limc→0 tanhx/c = sign(x) the solution will be feasible save
for the case where the argument is identically zero. In a practical application the
final solution will have to be adjusted to a feasible solution from the discrete set.
Any undecided state variables can be corrected by a simple exhaustive search
since there will be few, if any, completely undecided variables.
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solution end up in a corner (right).

One interpretation of the MF-approximation is that introducing vi to replace
si transforms the problem domain from the corners of a hypercube to its interior.
As the control parameter is slowly decreased the interior gradually becomes off-
limits for vi and in the end the only possible solutions are concentrated to the
corners. A schematic drawing of the situation in the two-dimensional case is
shown in Figure 4.3. This behavior is reminiscent of interior point methods [40],
and under certain conditions MFA algorithms can in fact be viewed as variants
of interior point methods [18, 87].

4.3 The mean field annealing algorithm

The algorithm is described in pseudo-code in Listing 4.1 and next follows a discus-
sion on the details regarding initial conditions, stationarity criterion, annealing
schedule and stopping criterion.

As stated before, the objective of the algorithm is to keep track of the sta-
tionary distribution in terms of state variable averages at all stages of the opti-
mization, i.e. for all values of the control parameter c. Using an initial estimate
of v as input to (4.28), it is then repeatedly iterated over the variables vi until a
fixed point is reached. At that point, c is decreased (annealed) and the process
is repeated until a solution is reached.

The starting value of c should be chosen such that v ≈ lim
c→∞

v which in practice

means to initialize all vi to small random values around 0 to avoid getting stuck
in v = 0 which satisfies the MF-equations regardless of c.

The starting temperature is then determined either by trial and error or by
estimating the largest eigenvalue of the matrix describing the problem and taking
c0 = 2λmax. See [67] for a thorough discussion on the subject of choosing c0.
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Listing 4.1 Mean Field Annealing

Initialize c
Initialize state variables, vi = 0, i = 1 . . . L
Set control parameter value, c = c0
repeat

repeat

for i = 1 . . .L do

Compute ui = − 1
c

∂f(v)
∂vi

Compute vi = tanhui

end for

until All vi are stationary
Decrease c

until Stopping criterion fulfilled

By stating a stability criterion [67]

1

L

L∑

i=1

∣
∣vnew

i − vold
i

∣
∣ < δv (4.41)

the solution is considered to have converged to the fixed point when the average
change in the MFA-variables between two iterations falls below δv. The impact
of the stability criterion is largely dependent on the annealing schedule. Given
small enough annealing steps, very few iterations are needed to refine the initial
estimate. However, during critical phases of the optimization the number of
iterations needed tend to increase and using a small δv helps ensuring that there
is no unnecessary degradation of the final result.

A simple cooling schedule, adopted from the original formulation of simulated
annealing [41], is to let ck+1 = γck, with 0 < γ < 1, normally in the range
0.8−0.9. In the case of binary si-variables it is possible to monitor the saturation
Σ, defined as [67]

Σ =
1

L

∑

i

v2
i (4.42)

and stop when the saturation increases past a threshold. A suitable choice of
threshold value is Σ = 0.9 [67].

4.4 Application examples

As with all optimization algorithms, the first step towards a solution is to state
the problem on a form suitable for the chosen algorithm. Before going on to
show how to adapt the traveling salesman problem to the MFA-algorithm given
in Listing 4.1 I will present a related simple problem, the graph bipartitioning
problem. The following two examples and the theory described alongside them
are due to [67] unless otherwise stated.
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Graph bipartitioning

The graph bipartitioning problem arises for example when one has to split a
circuit design over two circuit boards, and the objective is to place the compo-
nents on either board (partition) in such a way that the number of connections
between the circuit boards (cutsize) is minimized, with the added constraint that
the number of components on both boards are the same (balance constraint).

If we identify the circuit with a graph where the components are the nodes and
the connections between components the edges of the graph, the state variables
si have the following interpretation

si =

{
+1, the ith component belongs to the first board
−1, the ith component belongs to the second board

(4.43)

and wij specifies the graph, i.e.

wij =

{
1, component i and j are connected
0, otherwise.

(4.44)

We can thus formulate the following objective function

f(s) = −1

2

∑

ij

wijsisj +
α

2

(
∑

i

si

)2

(4.45)

where the first term is minimal if the nodes of all connected pairs (si, sj) are in
the same partition and the second term is minimal if there is an equal number
of nodes in each partition.

The parameter α is used to trade off the importance of a minimal cutsize
versus the constraint that the number of nodes in each partition should be the
same. A value of α = 0 would immediately lead to a solution where all nodes are
gathered in the same partition and chosen too large the cutsize would be far from
optimal. There will in general always be a small imbalance in the final solution,
but in most problems of this kind a small imbalance is not a problem. An α
value of 1 will give equal weight to an additional cut and an added imbalance.

The initial value of the control parameter is easily established for problems
involving several thousand nodes, limited by the memory and processing power
required to find the eigenvalues of the matrix {wij}.

In Figure 4.4 the MFA-variables vi are shown versus 1/c for a randomly
constructed graph bipartitioning problem with 200 nodes and an average of 10
edges per node. The trade-off parameter α was set to 1 and the annealing rate
was chosen unnecessarily low to provide a nice plot.

The traveling salesman problem

The TSP does not lend itself easily to an MFA formulation without some mod-
ifications. That, however, provides an opportunity to discuss a couple of imple-
mentation aspects of the algorithm.
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Figure 4.4: The MFA-variables vi are versus 1/c for a graph bipartitioning

problem with 200 nodes and an average of 10 edges per node.

A traveling salesman problem can be viewed as a generalized graph partition
problem where M nodes has to be placed in M partitions (cities). Each node
has exactly two edges, and each edge is weighted by the distance Dij between
the cities i and j that it connects.

To represent the problem I am going to use state variables si = {0, 1} rather
than the previously used si = {−1, 1}. Furthermore we need to extend the state
s to an M ×M matrix, neuron multiplexing in the terminology of [67], where
the row index i corresponds to a city and the column index a corresponds to the
order in the tour. Hence, the constraints

∑

i sia = 1 and
∑

a sia = 1 apply to
ensure that each city is visited exactly once in a tour.

Since I use si = {0, 1} the activation function (4.28) transforms into

vi =
1

2
(1 + tanhui) (4.46)

With the above definitions we can state an objective function

f(s) =
∑

ij

Dij

∑

a

siasj(a+1) +
β

2

∑

i

∑

a6=b

siasib +
α

2

∑

a

(

1−
∑

i

sia

)2

(4.47)

where the tour index a + 1 is taken modulo M . The parameters α and β are
used to enforce the constraints and, as it turns out, the objective function is
extremely sensitive to the choice of parameter values in this formulation. It was
subsequently improved by the introduction of Potts neurons, which are similar to
multiplexed neurons but have the constraint

∑

a sia = 1 built in by design. Delv-
ing further into the matter would bring us outside the scope of this introduction
and the reader is referred to [67] for details.
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4.5 Considerations

The original formulation of MFA has a lot of potential, but for my purpose, which
ultimately is digital filter design with short turn over times, it has some severe
drawbacks. First and foremost the requirement that the diagonal elements in the
problem matrix should be zero for good performance and secondly the sensitivity
to the choice of parameters. The tendency to start oscillating as c is decreased
past the largest negative eigenvalue is also a major problem.

In an alternative formulation of the algorithm [54, 55] the differential form of
the activation potential

ui = −1

c

∂f(v)

∂vi
(4.48)

is replaced by a difference

ui = −1

c
(f(v) |vi=1 −f(v) |vi=−1) (4.49)

which trades some of the speed of the algorithm for a more robust behavior.
The state variables, si, are in most descriptions of the MFA algorithm taken

to be binary with values in the set {0, 1} or {−1, 1} but there is no such restriction
to the algorithm per se. Within my work I have successfully used trinary [64] and
multilevel [63, 65] state variables. It is however necessary to use the difference
formulation of the activation potential in those cases. The subject is covered in
Papers II–VI in part II of this thesis.



Chapter 5

Information Theory

“Legend has it that Shannon adopted [the term entropy]on the advice of the math-
ematician John von Neumann, who declared that it would give him ‘. . . a great
edge in debates because nobody really knows what entropy is anyway’.”

— Richard P. Feynman, lecture notes [20]

This chapter presents a number of concepts from the field of information the-
ory and their applicability to a combinatorial optimization problem placed in
a statistical mechanics framework. The importance of the statistical mechanics
framework in this respect is that it prescribes the stationary distribution of states
for any given value of an external control parameter.

Given the striking similarities in form and function of spin-systems in sta-
tistical mechanics and optimization by feedback neural networks or simulated
annealing it is not surprising that a lot of terminology has been borrowed from
statistical mechanics. As we progress into the area of information theory there
is one point worth some clarification—the notion of entropy. The entropy of a
physical system, S, is a measure of disorder and has the unit Joule per Kelvin
whereas the entropy of information theory, H , is a measure of uncertainty and
has the unit bits per symbol. In this chapter I focus on the latter definition.

The conventional way of denoting entropy in information theory, H , results
in a name clash with the symbol H that denotes a frequency response in signal
processing. It will in general follow from the context which is which, and fur-
thermore, the argument of the symbol will differ with H(s) meaning entropy and
H(ω) meaning frequency response.

5.1 Entropy

From information theory we have the notion of entropy and information. Entropy,
H , is a measure that can be interpreted as the amount of uncertainty in a variable
s and the formal definition [75] is

H(s) = −E [log2 P (s)] = −
∑

s∈S

P (s) log2 P (s) (5.1)

where S is the set of all s. Alternatively, the entropy can be viewed as the amount
of information, I , needed to determine the value of s without any uncertainty.

53
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Note the use of log2(·) rather than the natural logarithm since information and
entropy are measured in bits.

The quantity H is in general very hard to compute except in simple cases
or under certain conditions. The main concern here is the behavior of a state
probability distribution P (s) given by the Boltzmann function (3.3) with respect
to the external control parameter c. Regardless of the size of the system at hand
it is possible to compute H in the limits c→ ∞ and c→ 0. Starting with c→ ∞,
we know from (3.3) that all states have equal probability of occurring and the
entropy is then given by

lim
c→∞

H(s) = lim
c→∞

∑

s∈S

−P (s) log2 P (s) =

= − 1

|S| log2

1

|S|
∑

s∈S

1 =

= = − log2

1

|S| = log2 |S|. (5.2)

Using the same reasoning as in (3.6) one finds that in the limit c→ 0

lim
c→0

H(s) = log2 |Sopt| (5.3)

and in the case of a single optimal state, the entropy in the c→ 0 limit is zero.

5.2 Conditional entropy and mutual information

Since the purpose of introducing concepts from information theory is to improve
the MFA algorithm, I will bring to attention the following fact—during the op-
timization process each of the state variables are repeatedly selected, one by
one, and updated according to an observation of the remaining variables. Con-
sequently, an interesting quantity to study is the mutual information I(si; s̄i)
which can be interpreted as the amount of information on si that can be gained
by studying s̄i. Here I have introduced the notation s̄i = {sj , j 6= i} and hence
we have the relation s = (si, s̄i).

The mutual information is defined as

I(si; s̄i) = H(si) −H(si | s̄i) (5.4)

where

H(si | s̄i) = −E [log2 P (si | s̄i)] = −
∑

s∈S

P (si, s̄i) log2 P (si | s̄i) (5.5)

is the conditional entropy of si given s̄i and

H(si) = −E [log2 P (si)] = −
∑

si

P (si) log2 P (si) (5.6)

is the entropy of si itself.
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Figure 5.1: The entropy H(s) versus the control parameter c of a simple

filter design problem placed in a statistical mechanics framework. See text for

problem data.

5.3 Some exact results for small problems

To get some feel for the qualitative behavior of the entropy H(s), mutual infor-
mation I(si; s̄i) and conditional entropy H(si | s̄i) in the kind of problems that
are studied in Part II, exact solutions to a tiny problem are presented next.

Without going into the details (they will be covered in the next chapter) the
problem instance is a linear phase finite impulse response (FIR) filter with 5 co-
efficients leading to three problem variables, each with 4 bits two’s-complement
representation. Thus the problem can be thought of as a combinatorial opti-
mization problem with 2L states, where a state s is represented by L = 12 binary
state variables si.

With the problem embedded in a statistical mechanics framework we know
from the Boltzmann distribution (3.3) and the normalizing partition function
(3.4) the probability of finding the system in state s for any given value of the
control parameter c. From (5.2) and (5.3) we also know that the entropy H(s)
in the high and low limits of c is L and 0 respectively.

In Figure 5.1 the exact solution to H(s) for the simple filter design problem
is plotted versus the control parameter c. The entropy is calculated from the
Boltzmann distribution by performing a sum over all states for every value on
the control parameter. This can not be done in general since the number of states
grows exponentially with the number of state variables.
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Figure 5.2: The conditional entropy H(si | s̄i), single variable entropy H(si)

and mutual information I(si; s̄i) plotted for the simple filter design example.

In Figure 5.2 the mutual information I(si; s̄i), conditional entropy H(si | s̄i)
and the entropy of each variable H(si) defined in (5.5)–(5.6) are plotted versus
the control parameter c. The graphs are the result of a direct computation of
(3.3) for every value of c.

In Figure 5.2 it can be seen that a state variable si is active, i.e. I(si; s̄i) > 0,
during a certain interval of the control parameter c. This is consistent with the
discussion on dynamics in Section 4.2 which concludes that an initially stable
fixed point becomes unstable at some critical value of c which is related to the
eigenvalues of the problem.

I also point out that much of the qualitative information on the system is
contained in the conditional entropy H(si | s̄i) alone, particularly the point
where a state variable turns inactive.
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The rate with which the entropy decreases as a function of the control param-
eter c depends on the “difficulty” of the problem. To illustrate this, the entropies
H1(s) – H3(s) of three toy problems f1(s) – f3(s), shown in Figure 5.3, with
L = 10 state variables and of decreasing difficulty, are examined.

In Figure 5.4 the entropy of the toy problems f1(s) – f3(s) obtained by direct
calculation are plotted versus the control parameter c. The results indicate that
for a difficult problem, even a small change in the control parameter may move
the system far from equilibrium.
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Figure 5.3: The cost corresponding to a state versus the enumerated states

for three toy problems, f1(s) – f3(s) of decreasing difficulty. (Left) f1(s =

sopt) = 0 and 1 otherwise, (Middle) f2(s) has several local minima and (Right)

f3(s) has a single global minimum.
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Figure 5.4: The entropy H(s) versus control parameter c computed for the

toy problems f1(s), f2(s) and f3(s) of decreasing difficulty.





Chapter 6

Digital Filter Design

“The bringing together of theory and practice leads to the most favorable results;
not only does practice benefit, but sciences themselves develop under the influ-
ence of practice, which reveals new subjects for investigation and new aspects of
familiar subjects.”

— P. L. Chebyshev

A digital filter (usually) begins its life as a specification on a piece of paper,
stating the desired magnitude and phase response characteristics. In general, a
filter specification is part of a larger system design comprising of a hierarchy of
subsystems.

The filter design problem can be broken down into two parts—behavioral and
architectural. The behavioral part means fulfilling the functional specification in
terms of magnitude and phase response whereas the architectural part requires
that a number of constraints imposed by the larger system, such as limited or
minimal wordlength and minimal power consumption, are fulfilled.

6.1 Digital filters

In its most simple form, a digital filter can be considered as a device that com-
putes the weighted average of a finite number of samples of an input signal, see
Figure 6.1, an operation which is described by

y(n) =

M−1∑

k=0

h(k)x(n − k) (6.1)

or, in the z-domain as the frequency response

H(z) =
Y (z)

X(z)
=

M−1∑

k=0

h(k)z−k. (6.2)

It is common to specify a filter by its behavior in the frequency domain,
taking z along the unit circle z = ejω . One can then, using H(ω) as shorthand
for H(ejω), specify the magnitude and phase response respectively as

H(ω) = |H(ω)|ejΦ(ω) (6.3)
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Figure 6.1: A FIR filter realized in direct form. The filter can be viewed as

performing a weighted average over the M + 1 latest samples.

where |H(ω)| is the magnitude response and ejΦ(ω) is the phase response. The
phase function Φ(ω) is defined as

Φ(ω) ≡ arg (H(ω)) + nπ (6.4)

where arg(·) is the four-quadrant angle of the complex argument.
In signal processing systems an important issue is the delay imposed by a

processing element. For a filter the delay is characterized by the group delay
τg(ω) defined as

τg(ω) ≡ −∂Φ(ω)

∂ω
(6.5)

which for a narrowband signal can be regarded as the delay of the envelope of
the signal [56].

The filter described in (6.1) has a finite impulse response (FIR), meaning that
after the input signal goes to zero, the output signal will go to zero in at most
M samples. It is consequently called an FIR-filter. The obvious counterpart is
a filter with infinite impulse response (IIR) which is described by the difference
equation

y(n) = −
N∑

k=1

a(k)y(n− k) +

M∑

k=0

b(k)x(n− k) (6.6)

with the corresponding frequency response

H(z) =

M∑

k=0

b(k)z−k

1 −
N∑

k=1

a(k)z−k

. (6.7)

Infinite impulse response filters are not as common in applications as FIR
filters, even though they in theory have several attractive properties, since they
are harder to design, analyze and implement than FIR filters. In a later section
I will discuss a particular IIR structure, the lattice wave digital filter, which
resolves some of the drawbacks with IIR filters.
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6.2 Behavioral criteria

The specification of a filter with respect to its frequency response constitutes the
behavioral design criteria. In Figure 6.2 an example of such a specification for
a low-pass filter is shown. The magnitude response is required to fall within an
upper limit Hu(Ωp) and a lower limit Hl(Ωp) in the passband Ωp = [0, ωp]. In
the stopband Ωs = [ωp, 1] the magnitude response should fall below Hu(Ωs). The
group delay is required to be less than τmax

g in the passband. A transition or
“don’t care” region is also specified by [ωp, ωs].

1

0
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Figure 6.2: The behavioral specification of a filter expressed as limits on the

magnitude response |H(ω)| (left) and group delay τg(ω) (right).

Another way of specifying a filter is to provide a desired function Hd(ω) which
the filter under design is to mimic as closely as possible given some measure of
distance between H(ω) and Hd(ω).

Magnitude response

Given a filter specification in some form, e.g. in terms of upper and lowers limits
as in Figure 6.2 or as a desired function Hd(ω), the objective is to find a filter
structure and a set of coefficients that fulfill the specification.

In [60] the design process is summarized as

• Choose a desired response [. . .].

• Choose an allowed class of filters [. . .].

• Establish a measure of distance between the desired response and the actual
response [. . .].

• Develop a method to find the best [. . .] filter as measured by being closest
to the desired response.
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Thus, given a desired function Hd(ω), which can be constructed as Hd(ω) =
(Hu(ω) +Hl(ω)) /2 if the specification is given as in Figure 6.2, a distance mea-
sure has to be chosen. In general, an L2-norm or an L∞-norm (max-norm) is
chosen. There are several efficient methods for designing filters available, see
e.g. [4, 56, 60], but as my aim here is to incorporate the architectural criteria
into the design I focus on stating the design problem.

An L2-norm leads to a least-squares (LS) design

min f, f =
∑

k

wk|H(ωk) −Hd(ωk)|2 (6.8)

where f is taken to be a sum over a discrete set of frequencies {ωk} rather than an
integral over ω. The additional factors wk are weights that are used to emphasize
parts of the specification.

Choosing a max-norm leads to a minimax (equiripple) design

min f, f = max
ωk

wk|H(ωk) −Hd(ωk)| (6.9)

where a choice of weights wk such that

1

wk
=
Hu(ω) −Hl(ω)

2
(6.10)

means that if f < 1 a specification given as in Figure 6.2 is fulfilled.

Phase response

Common phase constraints are linear or approximately linear phase, minimum
phase subject to a given magnitude or a maximum group delay (see Figure 6.2)
over the passband. The phase requirements are largely dependent on the ap-
plication. In a communications equipment the total group delay of the system
is important and it is therefore suitable to specify an upper limit to the group
delay for each of the constituent subsystems. In a system where the waveform
of the signal is important such as electrocardiographs the group delay should be
constant (linear phase).

A true causal linear phase can only be obtained by an FIR filter, where it is
built into the design by utilizing symmetry to constrain the degrees of freedom
in the coefficients. In designs where the phase constraints cannot be built in
by design, they will have to be part of the desired frequency response. As an
example, it is possible to achieve approximately linear phase by using a desired
frequency response such as

Hd(ω) =

{
e−jωτd , ω ∈ Ωp

0, ω ∈ Ωs
(6.11)

where τd is the desired group delay.
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6.3 Architecture and implementation criteria

A digital filter is in most cases implemented either on a general computing unit,
a digital signal processor (DSP) or a multi-purpose processor, or in custom hard-
ware in an application specific integrated circuit (ASIC). In either case the co-
efficients will need to be quantized to a finite precision which will affect the
performance in terms of its frequency response. Implementing the filter on a
DSP with floating point units, the effects of coefficient quantization are negligi-
ble but in the case of a DSP with fixed point arithmetics the hardware limits the
precision to the available wordlength.

The main concern here is ASIC implementation aspects rather than DSP im-
plementation aspects. In an ASIC implementation the filter realization is closely
connected to chip area and power consumption and there are potential benefits
in these respects from reducing the wordlength and simplifying the arithmetic
operations involved.

Filter structure

The realization of a filter requires a choice of filter structure. Two filter structures
that implement the same transfer function H(z) are said to be equivalent. The
equivalency, however, only holds for infinite precision arithmetics and, due to
limited wordlength, different realizations will have different behavior [4].

As an example, the behavior of the FIR filter in Figure 6.1, implemented in
direct form, can be obtained from the equivalent cascade form realization, shown
in Figure 6.3, as a series of second order sections. Depending on whether the
filter order is odd or even the last stage is either a first or a second order section.
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An important factor in choosing a filter structure is the sensitivity to the
inevitable coefficient quantization. Designing the filters directly in the discrete
domain mitigates the problem of choosing a structure since there is no quantiza-
tion step. On the other hand, it is not unreasonable to conjecture that a structure
that is insensitive to quantization is also more likely to give good results when
trying to reduce implementation complexity by increasing the quantization level.

For IIR filters, there are stability issues as well that affects the choice of
structure [4]. One particular structure will be presented here, the wave digital
filter (WDF) discussed in Paper III in the second part of this thesis.

The transfer function of a WDF of order L is given by the sum or difference
of two allpass filters A1(z) and A2(z), of order M and N respectively, as

H(z) =
1

2
(A1(z) ±A2(z)) (6.12)

where the allpass filters A1(z) and A2(z) can be defined as

A1(z) =
α0 + z−1

1 + α0z−1

(M−1)/2
∏

i=1

α2i−1 + α2i(1 + α2i−1)z
−1 + z−2

1 + α2i(1 + α2i−1)z−1 + α2i−1z−2
(6.13)

and

A2(z) =

(M+N−1)/2∏

i=(M+1)/2

α2i−1 + α2i(1 + α2i−1)z
−1 + z−2

1 + α2i(1 + α2i−1)z−1 + α2i−1z−2
. (6.14)

The structure of an allpass filter is shown in Figure 6.4. The WDF has a low
sensitivity with respect to coefficient quantization, low round-off noise and ro-
bustness with respect to limit cycles, see e.g. [19, 34, 80, 81].
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Coefficient quantization

The use of limited precision arithmetics is a matter of cost and efficiency. Next I
will briefly describe the problem of limited precision in digital filter implementa-
tions. For a review of binary representation of numbers and binary arithmetics
see e.g. [58], and for details on analysis coefficient quantization effects in digital
filters, see e.g. [4, 56, 69].

A simple binary representation of a non-negative real number, x, is

x =

B∑

i=1

bi2
−i +

∞∑

i=B+1

bi2
−i

︸ ︷︷ ︸

truncation error

(6.15)

where B is the (finite) wordlength and bi ∈ {0, 1} is a binary digit. Clearly the
smallest error in the approximation is zero, for numbers which in fact have a
binary representation, and the largest error arising from this truncation is

eq =
∞∑

i=B+1

2−i = 2−B (6.16)

equal to the least significant bit of the quantized number.
From a filter design point of view, the two major options for obtaining quan-

tized filter coefficients are to

• start from a set of continuous coefficients obtained from a standard method
or from the solution to a continuous optimization problem, and subse-
quently search their discretized vicinity for feasible coefficients,

• use a combinatorial optimization algorithm to search the set of quantized
coefficients directly.

Quantizing a set of real valued coefficients by simple rounding will in general
lead to less than satisfying results unless the wordlength B is allowed to be
large and, consequently, some sort of search must be employed. Many authors
have employed combinatorial optimization algorithms or heuristic schemes to the
problem of quantizing a set of continuous coefficients to a limited wordlength,
see e.g. [8, 16, 34, 47, 70, 71, 76, 79]. The size of the search space grows very
quickly with the size of the filter and the maximum allowed wordlength. In
[86] the search for the optimal quantized coefficients, with B = 8, of a seventh
order lattice wave digital filter, given a restricted neighborhood of the optimal
continuous coefficients, took 57.57 CPU minutes on an AlphaServer 4100.

Multiplierless realization

The operations needed to implement a filter structure are additions and multipli-
cations. Multipliers are significantly more expensive to implement than adders
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and it is therefore advantageous if the multipliers could be eliminated from the
design. A multiplierless structure can be advantageous if each coefficient can be
expressed as a (short) sum of signed powers of two (SPT) terms, cf. Table 1.1.

An SPT coefficient a has the form

a =

B∑

i=1

si2
−i, si ∈ {−1, 0, 1} (6.17)

and the multiplication x× a becomes a sum

x× a = s1a2
−1 + s2a2

−2 + · · · + sBa2
−B (6.18)

which reduces to a shift and add operation for each si 6= 0, with a sign change
required for the operation where si = −1.

This approach is particularly useful if the number of non-zero SPT terms can
be kept small. Furthermore, instead of allocating a fixed number of non-zero
SPT terms per coefficients, a more efficient strategy is to limit the total budget
of non-zero SPT terms for the whole set of coefficients [47].

Note that a coefficient a can have more than one representation using SPT
terms, but it is always possible to find a representation that has no non-zero
consecutive digits, i.e. sisi+1 = 0 [48].

6.4 Filter design by combinatorial optimization

The choice of coefficients has an impact on the amount and complexity of the
hardware required to implement the filter, the realization cost. From an opti-
mization point of view the objective thus becomes that of fulfilling the behavioral
specification using the smallest possible amount of circuitry.

By first solving a continuous filter design problem followed by a subsequent
quantization of the coefficients, the search of the combined behavioral and archi-
tectural design space is restricted to a subspace given by the optimal behavioral
solution. Whether or not this has a negative impact on the possibility of finding
the globally optimal solution is not known.

The obvious option to fully explore the combined behavioral and architectural
design space is to combine all decisions regarding quantization and realization
cost into a single instance of a combinatorial optimization problem once a struc-
ture has been chosen and all constraints have been set.
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Adaptive Digital Filters

“Sometimes it seems like I’ve been here before
When I hear opportunity kicking in my door
Call it synchronicity call it déjà vu
I just put my faith in destiny it’s the way that I choose”

— Fish (Derek William Dick), “Incommunicado”

Adaptive filters form the core of many signal processing applications. As the
name implies, adaptive filters are time-variant structures where the coefficients
are constantly changed according to some application specific objective, often in
relation to the to environment it is operating in.

Consider the system shown in Figure 7.1 where x(n) is a sequence of input
data and d(n) is the desired output, i.e. the signal that the output of the adaptive

filter w = [w(0), w(1), . . . , w(M − 1)]
T

should match. The difference between
the desired signal d(n) and the actual output y(n) from the adaptive filter w is
denoted e(n). The adaptive filter w is an FIR filter with output y(n) given by

y(n) =
∑

k

w(k)x(n − k) (7.1)

or, using vector notation, y(n) = xT
nw where xn denotes the sequence of the M

latest input samples

xn = [x(n), x(n − 1), . . . , x(n−M − 1)]
T
. (7.2)

The objective of the adaptive algorithm is to find the coefficients w(k) that
minimizes the error e(n),

e(n) = d(n) − xT
nw. (7.3)

Frequently used algorithms are the least-mean-squares (LMS) algorithm and the
recursive least-squares (RLS) algorithm [28]. I will present the LMS and RLS
algorithms in some detail, but first I will define the objective function.

67
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Figure 7.1: The adaptive filter system detailed in the text.

7.1 The normal equations

Defining the mean-square error E(n) as the expectation value of e2(n)

E(n) ≡ E
[
e2(n)

]
(7.4)

and substituting (7.3) for e(n) in the above equation one finds

E(n) = E
[
wT xnxT

nw − 2wT d(n)xn +d2(n)
]

=

= wT Rxx(n)w − 2wT rdx(n) + d2(n) (7.5)

where E
[
xnxT

n

]
and E [d(n)xn] are identified as the autocorrelation Rxx and

cross-correlation rdx respectively.
The minimal error of (7.5) can be obtained by a differentiation with respect

to w, and solving for ∇E(n) = 0 leads to the normal equations

Rxx(n)wn = rdx(n) (7.6)

and the optimal choice of w follows as wn = R−1
xx (n)rdx(n).

7.2 The LMS algorithm

Solving the normal equations (7.6) requires a matrix inversion and is thus avoided,
but it is possible to obtain wn from a gradient descent approach which succes-
sively updates w by taking steps in the direction of the negative gradient,

w(n+ 1) = w(n) − µ

2
∇E(n) =

= w(n) + µ (rdx −Rxxw(n)) (7.7)

where µ is the step size governing the convergence rate.
The LMS algorithm [82] uses this approach, but estimates the mean-square

error by the instantaneous error Ê(n) = e2(n) which leads to a simple update
rule

w(n+ 1) = w(n) − µ

2
∇Ê(n) =

= w(n) + µxe(n). (7.8)
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The LMS algorithm is widely used since it is simple and has low demands on
computing power, see [45] for an overview of applications. A number of variations
on the basic LMS algorithm exists, such as the normalized LMS algorithm and
the leaky LMS algorithm.

In the normalized LMS (NLMS) algorithm, the step size is divided by the
power in the input signal [77]

w(n+ 1) = w(n) + β
x

xT x
e(n) (7.9)

and µ can be replaced by the normalized step size β, 0 < β < 2 which simplifies
the problem of selecting a correct step size.

The leaky LMS algorithm addresses the problem of zero eigenvalues in the
autocorrelation matrix, which means that the filter has one or more modes that
are undriven and undamped. By adding a leakage, or decay factor, to the up-
dating rule, the filter weights tend to zero unless driven in a different direction.
The updating scheme of the leaky LMS filter weights is

w(n+ 1) = (1 − µγ)w(n) + µxe(n) (7.10)

where γ, 0 < γ � 1 is the leakage factor.

7.3 The RLS algorithm

Defining the weighted least square error E(n,w) as

E(n,w)=
n∑

i=0

λn−i|e(i)|2 (7.11)

which by expansion can be written as

E(n,w) = wT Rxx(n)w − 2wT rdx(n) +

n∑

i=0

λn−id2(i) (7.12)

where Rxx and rdx are the autocorrelation matrix and cross-correlation vector
estimates built from x(n) and d(n),

Rxx(n) =

n∑

i=0

λn−ixix
T
i (7.13)

rdx(n) =

n∑

i=0

λn−id(i)xi. (7.14)

The above solution requires a matrix inversion and is unsuitable for real-time
implementations but the recursive least squares (RLS) algorithm circumvents
that problem by recursively updating an estimate of R−1

xx (n) [28].



70 Chapter 7. Adaptive Digital Filters

+

PSfrag replacements

K

K

M

M

M

M

x(n)

y(n)

d(n) e(n)

w(n)

s(z)
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Figure 7.2: A schematic view of a full scale multiple-error multiple-output

active control system. See text for details.

7.4 Active noise and vibration control

Adaptive filters form the core of active noise and vibration control (ANVC)
systems. In ANVC applications the objective is to cancel unwanted noise or
vibrations by introducing secondary noise or vibrations in such a way that it
interferes destructively with the unwanted noise or vibrations. The situation is
schematically depicted in Figure 1.1 in Section 1.2.

In a real application there are commonly several error sensors as well as
secondary sources, leading to a multiple-error multiple-output (MEMO) system.
In Figure 7.2 an example (taken from [62]) is given of a filtered-X LMS (FXLMS)
algorithm [10, 83] used in a system to reduce noise in the compartment of a train
car, described in Section 1.2.

The shaded area represents the physical part of the system i.e. the train car
with x(n) indicating the vibrations that cause the unwanted noise, d(n) is the
(uncontrolled) noise in M error sensor positions inside the car and e(n) is the
signal from M microphones situated in the error sensor positions.

The output from the adaptive filter w(n) is fed to K control sources (electro-
magnetic inertial mass actuators) which give rise to the canceling, secondary
noise. The forward path s(z) from the control signals to the error sensors will act
as a filter, introducing delays in the control system. An ordinary LMS algorithm
can become unstable under these conditions and therefore the FXLMS algorithm,
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which compensates for the forward path effects by filtering the reference signal
x(n) by an estimate, ŝ(z), of the forward path [45], is used.

The performance of the system is shown in Figure 1.3 in Section 1.2 where the
narrowband sound field in a horizontal plane in the compartment is mapped as a
colored surface. In Figure 7.3 the sound pressure in one of the error microphones
is shown with and without control during a test with an X2000 train running at
full speed on ordinary track.
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Figure 7.3: The noise level inside the compartment as measured by one of the

error microphones shown for a reference run (dashed) and a test run (solid).

The control system was activated after approximately 90 seconds.





Chapter 8

Summary of Included Papers

“A Mathematician is a device for turning coffee into theorems.”

— Pál Erdős

Part II of the thesis consists of six papers. The papers were written independently
of each other and are self-contained. In this chapter the papers are summarized
and important and/or interesting contributions are pointed out.

Although we tried at the time of writing to be as consistent as possible with
the notation, it has changed over time. The reasons are several, sometimes there
were symbol clashes when different subjects was brought together, sometimes the
notation was intentionally changed to emphasize or suppress an aspect or heritage
and occasionally the notation changed due to pure oversight on our part.

Paper I - Considerations on Large Applications of Active Noise Con-

trol, Part I: Theory

This paper discusses the considerations involved in planning and implementing
large active noise control applications. At an early stage during the project the
need to search for an optimal configuration of control sources and control error
sensors became apparent and the simulated annealing algorithm was successfully
applied to solve the problem.

Paper II - Design of Digital Filters with General Hardware Constraints

by Mean Field Annealing

This paper is the first among a number of papers dealing with rapid design of
digital filters with quantized coefficients in such a way that the realization cost
can be minimized. This paper also marks the first successful application of the
mean field annealing algorithm (MFA) to the problem of designing filters.

The key to applying MFA to filter design is to use a difference rather than dif-
ferential formulation of the activation potentials to circumvent the self-couplings
in the MFA variables which are inherent in a filter design problem.

An interesting comparison to simulated annealing (SA) is provided where
the same problem instance is solved by both SA and MFA and the state variable
averages of the SA algorithm are compared to the continuous MFA state variables.
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Paper III - A Multi-Mode Mean Field Annealing Technique to Design

Recursive Digital Filters

This paper presents a generalized mean field annealing algorithm where the state
variables are modified to have a discrete number of levels corresponding to the
allowed coefficient values of the filter. This technique is interesting since imple-
mentation restrictions can be built in on a per coefficient basis as a unique set of
allowed discrete levels for each coefficient.

As a proof of concept the algorithm is used to design a wave digital filter
according to a general frequency response specification with a minimax criterion.

Paper IV - Hardware Efficient Digital Filter Design by Multi-Mode

Mean Field Annealing

This paper focuses on the design of filters with coefficients made up of a number
of terms which are signed powers-of-two (SPT). This is a special case of the
algorithm presented in Paper III in which each state variable is allowed to take
the values 0, 1, or -1 which exactly corresponds to an SPT term. Rather than
assigning a fixed number of SPT terms to each coefficient, the MFA approach
allows for a soft trade off between the total number of SPT terms assigned to the
filter coefficients and the magnitude response characteristics.

Paper V - An Adaptive Filtering Algorithm using Mean Field Anneal-

ing Techniques

This paper presents a new adaptive filtering algorithm based on the generalized
MFA algorithm presented in Paper III. The algorithm minimizes a least-squares
error from a recursively built exponentially weighted deterministic autocorrela-
tion matrix. In doing so it emulates the behavior of RLS algorithm, but without
the stability problems of the RLS algorithm.

The MFA based adaptive filtering approach has unique advantages compared
to the RLS algorithm in that the coefficients are always limited and that de-
tection of and recovery from abrupt changes in the controlled system are easily
accomplished.

To bring the computational complexity of the algorithm down to par with
the RLS a cost update scheme is presented which avoids computing the full cost
in the core loop of the MFA, effectively reducing the complexity of the MFA
algorithm from O(M3) to O(M2) where M is the length of the filter.

Paper VI - An Entropy-directed Deterministic Annealing Optimiza-

tion Algorithm

This paper introduces a means of further reducing the time needed to find a
solution to the SPT filter design problem from Paper IV by estimating the con-
ditional entropy in a state variable with respect to the rest of the state variables.
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The conditional entropy is inaccessible by direct computation but by applying
the same mean field approximation as is used in the update of the state variables
the quantity comes at a negligible additional computational effort. Once the con-
ditional entropy in a state variable becomes zero, the variable can be removed
(pruned) from the problem and hence reduce the computational cost.

Combining pruning, based on entropy estimates, with cost calculation by the
cost update scheme of Paper V leads to the highly efficient entropy-directed deter-
ministic annealing (EDDA) algorithm. As a side effect of estimating conditional
entropies an accurate stopping criterion is devised.

The derivation of the EDDA algorithm is performed without making refer-
ences to neural networks which to some extent questions the classification of MFA
algorithms as neural networks for optimization.
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tion report: Concluding report for active noise and vibration control algo-
rithms,” ASANCA II, Deliverable D118, February 1998.
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Paper I

Considerations on Large Applications of Active

Noise Control, Part I: Theory

Abstract

The application of active noise or vibration control to a real situation
is usually a great challenge. The step from computer simulations, or even
lab studies, to the actual implementation is often much larger than first
expected. This is especially true for multiple-error, multiple-output control,
in which careful planning and a very great deal of preparatory work is
crucial to the success of the project.

The present paper is the first in a series of two, that treat the process
of preparing and evaluating an active noise control system. Part I gives a
general discussion on proposed methods from a theoretical standpoint. Part
II describes the application of these methods in practical measurements in
an aircraft application.

The emphasis is on multiple-error, multiple-output control but the gen-
eral guidelines haves proven to be useful even in small applications. The
discussion covers some acoustical aspects as well as the signal processing
view. A method, based on simulated annealing using the metropolis sam-
pler is suggested for searching the suboptimal positions for the control
sources and sensors, including a thorough discussion on the preparation of
input data for the optimization process. Finally, a version of the complex
LMS algorithm, normalized individually for each actuator, is discussed.

Based on: P. Sjösten, S. Johansson, P. Persson, I. Claesson and S. Nordebo, “Consid-

erations on large applications of active noise control, Part I: Theory,” Acta Acoustica,

2003, accepted for publication.
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1 Introduction

During the past two decades, a large amount of research and development in
the field of active noise control has been focused on the development of control
algorithms for the active control of sound and vibration. This work has brought
forth a wide variety of control solutions that have been presented in the research
literature, see e. g. [1, 2, 3]. In the control of enclosed sound fields of a certain
volume, typically where the Helmholtz number is unity or larger, a multiple–
error, multiple–output (MEMO) control strategy is needed. Two papers are
presented with the intention to suggest methods for the preparation, selection and
evaluation of a MEMO active noise control system. Part I (the present paper) is
a theoretical discussion and presentation of the suggested methods and Part II
[4] describes the application of these methods to a propeller aircraft application.
The suggested methods are the result of the authors’ experiences regarding the
selection and configuration of MEMO active noise control applications [5, 6, 7, 8,
9]. According to our experience, the planning and preparation stage of the process
is one of the most important and time consuming parts. This includes assessing
the optimal number of actuators and control sensors and their positions. At this
stage, it is also appropriate to determine how the system should be evaluated,
since this will most certainly affect the configuration of the control system.

The work in the research group has focused on the development of control
algorithms highly adapted to the acoustical conditions and the signal properties
[1, 10, 11]. The goal has been to develop efficient controllers with a low imple-
mentation complexity. This work has produced a set of extremely cost efficient
MEMO algorithms based on the complex LMS algorithm [12, 13]. Among the
virtues of these algorithms is the ability to converge very rapidly even, for a large
number of control sources and sensors. Once the algorithm has converged, the
controller exhibits a very stable condition. Under normal control conditions, the
driving signals for the control sources will also be very close to the optimal driv-
ing signals in a least squares sense. The choice of control algorithm is especially
important if the control conditions vary rapidly with time, since a “slow” control
system will not reach the optimum attenuation under these circumstances, owing
to poor tracking performance.

The situation is a bit different under stationary conditions, where the maxi-
mum achievable attenuation generally depends on the acoustic conditions rather
than on the choice of control algorithm. This includes the properties of the
acoustic field, the acoustic properties of the primary noise sources and the spa-
tial configuration of the control sources and the control error sensors. The proper
control of a harmonic sound field requires spatial and temporal matching between
the primary sound field and the sound field generated by the secondary sources.
The temporal matching is maintained by the controller, while the spatial match-
ing depends on the placement of the control sources and sensors.

In this context, we would like to emphasize the terminology used in this
paper and the accompanying paper [4]. A primary noise source is referred to as a
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reference source. In harmonic control applications, a synchronization signal from
the reference source is used to control the generation of a number of harmonics,
H as input signals, xh to the controller. If there is more than one primary
noise source, the control system is a multiple–reference controller capable of using
synchronization signals from each one of the R reference sources. The controller
drives L control sources to minimize the sum of the squared signals from M
control error sensors.

2 The acoustic field

It is necessary for the success of an active noise control system that the control
sources are able to drive the sound field at all frequencies within the frequency
range of interest (controllability). Another requirement is that the control error
sensors are able to properly observe the sound field (observability). Since the
primary interest in active noise control is focused on low frequencies where the
modal density generally is low, these two requirements depend on the acoustic
mode shapes and the modal behavior of the confining surfaces. A thorough
investigation of the acoustic circumstances was reported by Nelson et al. [14, 15]
in 1986. The general implications are that positioning actuators and sensors at
or close to nodal surfaces must be avoided.

As an illustration, we can consider the acoustic pressure field inside a specific
volume, V , caused by a velocity source to be the sum of an infinite number of
modal responses [16], i.e.

p(r, ω) = jω%c2
∞∑

n=1

an(ω)Ψn(r)

ω2
n − ω2 + j2ωnηn

. (1)

Here, r is the spatial coordinate for a pressure receiver and ω is the angular
frequency. Index n is the mode number and ωn is the natural frequency that
corresponds to the mode shape given by the eigenfunction Ψn(r). For frequencies
at or close to the natural frequency, the modal response is governed only by the
damping, ηn, for that mode. The modal amplitude, an(ω), is determined by the
coupling between the velocity source and the particular mode, n, and is found by
expressing the spatial distribution of the source, q(rq , ω), as a series expansion
of the mode shapes, Ψn(r), according to

q(rq , ω) =
∞∑

n=1

an(ω)Ψn(r), (2)

where rq is the spatial coordinate for the velocity source. The modal source
amplitude an(ω) for mode n is found by multiplying both sides of Eq. (2) with
Ψm(r) and by integrating over volume V , where m is another modal number
independent of n. Since the eigenfunctions constitute a complete orthogonal



2 The acoustic field 93

set, the integral
∫

V
Ψn(r)Ψm(r)dV = 0 for n 6= m, and the modal amplitude is

obtained as

an(ω) =

∫

V
q(rq , ω)Ψn(r)dV
∫

V Ψ2
n(r)dV

. (3)

The denominator in this expression reduces to a constant of the form β/V , where
β depends on the actual mode shape, Ψn(r), and the modal number, n. If the
velocity source is small, it can be properly estimated by a point source. An
example of this would be a loudspeaker operating at low frequencies, which is
often the case in active noise control applications. This leads to an expression
for the spatial point source function equal to

q(r, ω) = q̂(ω)δ(r − rq), (4)

where q̂(ω) is the volume velocity frequency response of the source and δ is the
Dirac delta function. The modal amplitudes for the point source are now obtained
by inserting Eq. (4) into the infinite sum in Eq. (3), which yields

an(ω) =
β

V
q̂(ω)Ψn(rq), (5)

i.e. the amplitudes are proportional to the value of Ψn in the source position.
The resulting expression for the sound pressure at a given location r with a point
velocity source located in rq is obtained by inserting the amplitudes found in
Eq. (5) into Eq. (1), which results in

p(r, ω) =
jβωρc2

V

∞∑

n=1

q̂(ω)Ψn(rq)Ψn(r)

ω2
n − ω2 + j2ωnηn

. (6)

In an active control application with a primary noise source and several control
sources, the resulting sound pressure at a specific position r is the sum of the con-
tributions from all sources. The most favorable control situation occurs when the
control source distribution exactly matches the noise source distribution for all
frequencies. This would result in global control inside the volume, V , i.e. perfect
control for every r inside V .

In most practical cases, the spatial source distribution of the primary noise
source extends over several confining surfaces and would have to be described
using Eq. (2) above. It is furthermore not unusual that the shape of the source
and its position vary as a function of frequency. To perfectly match such a
noise source with a number of discrete point sources is not practically solvable,
since the point sources are in practice limited by number and by the available
positions. The difficult task is therefore to find the positions for a given number,
L, of secondary sources that best match the primary source distribution for the
given frequency range.

A pressure sensor placed at a position where Ψn(r) is zero (a pressure node)
is not useful for observing that particular mode. For the same reason, a source
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position, rq , is useless for controlling mode n if Ψn(rq) = 0. In a practical appli-
cation with non–trivial acoustic mode shapes, this can be difficult to accomplish
by mere intuition. In addition to this, the spread in magnitude between eigen-
function values

σ =
|Ψn(rk)Ψn(rq,k)|max

|Ψn(rl)Ψn(rq,l)|min
, ∀ k and l (7)

where rk and rl are recording locations and rq,k and rq,l are source locations,
has a major influence on the convergence properties of the active control system,
see Section 4. For best performance, the spread should be as small as possible.
To fulfil this requirement under the practical circumstances that generally apply,
some kind of optimization technique must be used to find the most suitable
positions for the control sources and sensors.

In the past decade, an alternative method to using point velocity sources
was presented by Fuller [17]. In active structural acoustic control (ASAC), force
actuators are placed on the confining structure, thereby effectively changing the
source spatial distribution function, q(r, ω). Following Eq. (3), a change in the
source distribution will also affect the amplitudes, an(ω), of the acoustic modes.
The purpose is to reduce the radiated sound as much as possible. This is obtained
by redistributing the structural modal amplitudes such that strongly radiating
structural modes have low amplitudes while non-radiating (or weakly radiating)
modes may have larger amplitudes. This has proven to be a very efficient strategy
in several applications, see e.g. [8, 9, 17].

3 Predicting the performance

As the previous discussion has shown, it is crucial for the performance of the
active noise control system that the positions of the control sources and sensors
are chosen with great care. To be able to predict and evaluate the performance,
it is necessary to define the design goals. These are defined through some kind
of system cost function, J . A general formulation of this cost function could be

J = f1(X1) + f2(X2) + f3(X3) + . . . (8)

where Xi is a quantity to be minimized and fi(·) is a function of this quantity.
Typical quantities would be the total potential energy in the sound field or the
mean power in the driving signals for the control sources. Other interesting cost
terms could be the size or the weight of the complete control system and the
cost or the fuel consumption for the complete design in which the active control
system is incorporated.

The problem of minimizing the potential energy in the sound field can be
formulated as follows: We cannot generally assess the true potential energy within
a volume V with any practical means, but we can make an estimate based on
a spatial sampling of the sound field, covering the area or volume of special
interest. If the sound field is sampled in Me points (e for evaluation), a vector
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de,h = [de,h1 · · · de,hMe ]
T can be formed describing the primary sound field in

these positions. Index h indicates that this discussion relates to a single frequency
(or harmonic). Thus the elements of de,h are given by

de,hi = d̃e,hie
jϕe,hi , (9)

where d̃e,hi is the rms magnitude and ϕe,hi is the phase for point i. A secondary
sound field is applied by using L control sources, producing the output signals
yh = [yh1 · · · yhL]T . Now, the evaluation error, ee,h, can be formed according to

ee,h = Fe,hyh + de,h, (10)

where Fe,h is an Me × L matrix of frequency responses, describing the change
in magnitude and phase in the (vibro-)acoustic path from the control source
positions to the evaluation positions. The cost function to be minimized is e.g. the
total potential energy as measured in the evaluation positions, obtained as the
sum of the squared evaluation errors or, in vector form,

Je,h = ‖ee,h‖2, (11)

i.e. the squared norm of ee,h, evaluated as eH
e,hee,h, where H denotes the Hermi-

tian, the complex conjugate transpose.
The minimization problem is further complicated by the circumstance that

the signals from the evaluation error sensors – in most practical applications –
are used only at the design stage. The reason for this is that the sensors cannot
be placed exactly in those positions where the attenuation is needed, which is
usually at the ear positions of people in the enclosure. Instead, a new set of M
control error positions are chosen forming the vector dh = [dh1 · · · dhM ]T , which
describes the primary sound field sampled in these positions for the harmonic h.
The control error is found in analogy with Eq. (10) as

eh = Fhyh + dh, (12)

where Fh is an M × L matrix of frequency responses from the control source
positions to the control error positions. For a given configuration of the control
source positions and the control error positions, the optimal driving signals in a
least squares sense are found using the expression [1]

y
opt
h = −(FH

h Fh)−1FH
h dh, (13)

where F+
h = (FH

h Fh)−1FH
h is the pseudo inverse of Fh. The output signals

obtained from Eq. (13) are inserted into Eq. (10) to assess the minimum least
squares error for the chosen configuration. The cost function according to Eq. (11)
is evaluated using Eq. (10), which yields

Je,h = ‖Fe,hy
opt
h + de,h‖2. (14)
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The problem of minimizing the total potential energy in the sound field can
now be reformulated as follows: For a given number of control sources, L, and a
given number of control error sensors, M , find the configuration of control source
positions and control error positions that minimizes the sum of the squared errors
measured in the Me evaluation positions.

3.1 Finding conceivable positions

In most practical applications, finding the optimal positions for the control
sources and the control error sensors is a non–trivial task. If loudspeakers are
used as control sources, the number of practically useful source positions is usu-
ally limited, since loudspeakers for low frequency generation with little distortion
require a certain volume behind the speaker. If the ASAC technique is used, the
source positions may be chosen with greater freedom since force actuators can
be made fairly small and can often be hidden on the structure behind the trim.

For the active control of sound, it is the experience of the authors that pressure
sensors, i.e. microphones, should be used as control sensors. Electret microphones
are small and cheap and the practical upper limit for the number of control
sensors is really given by the cost of the control system and the cost of wiring
and installation of the sensors. Microphones do not need very much space and can
be placed almost anywhere on the confining surfaces. It is usually advantageous
to place these sensors so that extra cabling is minimized and to minimize the risk
of exposure to dust, dirt and physical damage.

To find the optimal positions for the control sources and sensors – with the
restriction that only certain positions are allowed – the first step would be to
identify the positions that are acceptable from acoustical and design/installation
points of view. This part of the process results in a set of Lc conceivable source
positions and M c conceivable control error positions. From these sets, the best
configuration of L control sources and M control error sensors should be found.
The first version of a schematic program to make an exhaustive search of all
possible configurations may be

• Choose a set of L control source positions from the set of Lc conceivable
positions

• Choose a set of M control error positions from the set of M c conceivable
positions

• Calculate the optimal output signals according to Eq. (13)

• Calculate the cost function according to Eq. (14)

• Keep the present cost and configuration if it is better than in previous
configurations

• Do this for all possible sets of control error positions

• Do this for all possible sets of control source positions
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3.2 Collecting data for prediction

A certain amount of input data is required to make the calculations in the listed
program above. Fh and Fe,h in Eqs. (13) and (14) are submatrices of Fc

h and
Fc

e,h. Fc
h contains the frequency responses from every conceivable control source

position to all conceivable control error positions. Similarly, Fc
e,h contains the

frequency response functions from every conceivable control source position to
the evaluation positions.

The frequency response measurements are made for the whole frequency range
of interest with the proper frequency resolution, ∆f , determined by the nature of
the application. Thus, for each frequency (indicated by h), one complete M c×Lc

matrix Fc
h and one Me × Lc matrix Fc

e,h are formed.

In addition to the information given by the measured frequency responses,
data describing the primary sound field in the control error positions, dh, and
in the evaluation positions, de,h, must also be available for the selection process,
according to Eqs. (13) and (14). In accordance with Eq. (9), the sound pressures
must be known in terms of both magnitude and phase. This can be assessed by
recording the microphone signals during a specified running condition and, from
this data, calculate the required quantities. The recordings should preferably be
made in all microphone positions simultaneously but, as described below, it is
also possible to record these signals in smaller sets provided that the running
conditions can be repeated with some accuracy.

Depending on the application, there may be many or few different running
conditions that are of importance for the active control system. In an aircraft
application, typical running conditions are take-off, climb, different cruise condi-
tions, descent and landing. The fundamental noise frequency varies slowly in this
case and only within a fairly small bandwidth, but the acoustic field can vary
extensively for different running conditions. A car is different in this context in
that the fundamental frequency varies rapidly over a large bandwidth. To cover
the most interesting frequencies, it may be necessary to run the optimization
for a large number of frequencies. In addition, the number of different possible
running conditions is very large for this application.

Once a decision is taken as to which running conditions will be controlled, it
is necessary for the completion of the optimization process to record the sound
field data for each condition. It may also be of interest to record transitions
between different running conditions in addition to the steady state conditions.
By using off-line evaluation, i.e. running the controller “off-line” on a computer
using pre-recorded data, it is then possible to evaluate the transient behavior of
the control system.

To assess the complex elements in the sound field vectors, the phase is mea-
sured relative to a reference position, which may be a dedicated sensor within
the configuration or a totally separate sensor, whichever is the most suitable for
the situation. The amplitude and phase for sensor point m can be obtained by
estimating the cross spectrum between the reference sound pressure, pr(f, t), and
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the sound pressure measured at point m, pm(f, t), obtained as [18]

Grm(f) = E [pm(f, t)p∗r(f, t)] , (15)

where p∗ denotes the complex conjugate of p and E[·] indicates that an average
is taken. Since the expression in Eq. (15) involves an averaging operation, short–
term stationary signal conditions are expected for the duration of the measure-
ment. Using this procedure, it is possible to record the signals from the sensors in
smaller sets provided that the reference sensor is included in each recording set.
Another requirement is that the same running condition is kept for the complete
session, including the measurements of all sensor sub-sets. Alternatively, it must
be possible to repeat the same running condition with some accuracy to ensure
that different sets are recorded under (close to) identical conditions.

By identifying the time varying reference and measurement point pressures
as

pr(f, t) = p̂r(f, t)e
j(2πft+ϕr(f)) (16)

pm(f, t) = p̂m(f, t)ej(2πft+ϕm(f)), (17)

where p̂(f, t) denotes the pressure amplitude and ϕ(f) the phase, these expres-
sions can be inserted into Eq. (15), yielding

Grm(f) = E
[

p̂m(f, t)p̂r(f, t)e
j(ϕm(f)−ϕr(f))

]

= p̃m(f)p̃r(f)ej∆ϕm(f)),
(18)

where ∆ϕm(f) = ϕm(f) − ϕr(f) is the frequency dependent phase difference
between sensor point m and the reference point, r. p̃m(f) and p̃r(f) are the rms
magnitudes for the pressures measured at point m and at the reference point,
respectively. To obtain the correct pressure magnitude, the expression in Eq. (18)
must be normalized with p̃r(f), which is calculated as

p̃r(f) =
√

p̃2
r(f) =

√

Grr(f), (19)

where Grr(f) is the auto power spectrum measured at the reference point.

The sound field vector, dc
h, contains the sound pressures in all conceivable

control error positions for the harmonic h. In analogy with Eq. (9), the elements
of dc

h describe the sound pressures with an rms magnitude and a relative phase.
If h corresponds to the specific frequency f1 according to h = int(f1/∆f), the
final expression for element dmh in sound field vector dc

h is thus obtained as

dmh = p̃m(f1)e
j∆ϕm(f1) = Grm(f1)/

√

Grr(f1). (20)

The sound field data for the evaluation positions are measured with the same
reference position to form the vector de,h.
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3.3 In search of the optimal configuration

By identifying a large number of conceivable source positions, Lc, and control
error positions, M c, it is more likely that the optimal configuration (or at least a
very good one) exists among these. The problem in using this approach is that
the number of possible combinations, Ntot, increases rapidly with Lc and M c,
according to

Ntot =

(
Lc

L

)

×
(
M c

M

)

=
Lc!

(Lc − L)!L!
× M c!

(M c −M)!M !
.

(21)

As an example, we may consider a car application for which we want to find 6
source positions (L = 6) out of 14 possible ones (Lc = 14) and 8 error positions
(M = 8) of a 30 possible (M c = 30). The system is evaluated in Me = 20 posi-
tions. An exhaustive search would yield approximately 2 ·1010 combinations. On
a 2 GHz PC running Matlab, the time consumption is about 1 ms per configura-
tion, leading to a total calculation time of approximately 5000 hours (7 months).
In a car, the frequencies of interest would be in the range of 50–300 Hz, and a
proper frequency resolution might be in the order of ∆f = 4 Hz. An exhaustive
search for the specified frequency range with the suggested frequency resolution
would then take 35 years.

To obtain a sufficiently good solution to the optimization problem in a rea-
sonable time, some kind of search algorithm must be applied. The cost as a
function of control source/sensor positions is non-convex and standard gradient
search methods are thus not applicable, since they are unable to escape from lo-
cal minima. A number of methods to search for a sub-optimal solution have been
presented in the literature and the ones that have come to the authors knowledge
are briefly described here.

Random search

A very simple approach would be to randomly select a number of configurations of
control sensors and sources and hope that a sufficiently good configuration would
appear among these. This methods was applied to select 12 source positions of
72 possible and 16 sensor positions out of 85 possible ones. From a random
selection of 400 000 configurations, the highest obtained reduction was 13.5 dB.
This value should be compared with a reduction of 20.8 dB that was obtained
with the simulated annealing method, described below. The mean reduction for
the selected configurations was -2.2 dB. Thus, by choosing a configuration at
random in this particular application, the expected attenuation would be close
to zero dB.

It is obvious that some kind of “intelligence” must be built into the search
algorithm to systematically obtain larger reduction values.
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A forced random search algorithm

Another random search method with constraints has been presented in [19], called
the forced random (FR) algorithm. The algorithm randomly adds or subtracts
one control source or sensor, given certain requirements. To add one source, the
number of sources currently selected must be smaller than Lmax and to remove
one source, the number of sources must be larger than Lmin. The corresponding
range for the control sensors is given by Mmax and Mmin.

The source or sensor chosen for removal is the one that has the least (bad)
influence on the cost function. When a source or sensor is to be added, the
change in the cost function is calculated for each of the possible candidates, and
the most favorable candidate is chosen. The algorithm runs for a pre-determined
number of random selections.

The cross-power algorithm

This algorithm is an attempt to directly calculate the optimal configuration on
the basis of controllability and observability [20]. The general idea is to find
the sources having the strongest coupling to the sound field. This is done by
calculating the magnitude of the cross-power spectrum between all control sources
and control error sensors. The source having the largest cross-power magnitude
is selected and the optimal source output is calculated. The residual sound in
each control sensor is recalculated – using the added source – and is used to
determine the cross-power for the remaining control sources. Then, the best
control source of the remaining sources is selected and the procedure is repeated
until the desired number of control sources has been found.

The virtue of this method is speed. According to the results presented in [19],
this algorithm is approximately 200 times faster than the FR algorithm. On the
downside is that the attenuation figures obtained with this method are slightly
lower than those obtained with the FR algorithm. Furthermore it seems that
this algorithm has only been used to find the optimal source positions, using all
available microphones in the process.

Genetic search algorithms

Two powerful methods for searching the close-to-optimal configuration have been
developed from natural prototypes. The simulated annealing (SA) algorithm is
sprung from a mathematical model describing the fixation of atoms in a substance
during the annealing process. An algorithm based on this method is described
in some detail below.

The genetic search (GS) algorithm is inspired by a Darwinistic evolutionary
approach, where suitable parents are selected to produce the next generation.
The GS algorithm is typically initiated by randomly creating a number of in-
dividuals to form a population. Each individual is described by a chromosome
consisting of a number of genes.
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In applications for optimizing positions for active noise control, the chromo-
some is usually a binary string with a length equal to the number of conceivable
source and/or sensor positions [21, 22, 23]. The value for each gene is either one
or zero, indicating that that position is either included or excluded in the con-
figuration. A fitness value is calculated for each configuration, based on the cost
function. Parents are then selected using some rule based on the fitness value and
one or more offsprings are produced to create the next generation. The algorithm
runs for a pre-determined number of generations.

In the production of offsprings, certain bits in the chromosomes from the par-
ents are exchanged to produce unique individuals, but with as many bits (genes)
set to one as for the parents, i.e. the number of sources/sensors is unaltered. A
random element is introduced by involving a mutation operation, where two bits
having opposite values are selected at random and whose values are inverted.
This random operation provides an ability to escape from local minima in the
cost function. In some implementations, the ability to mutate decreases as the
algorithm progresses.

Simulated annealing

Within our research group, a search algorithm was developed in order to find a
sub-optimal solution to the optimization problem in a reasonable time [24]. The
method is based on a simulated annealing model [25, 26, 27], using the Metropolis
sampler [28].

By letting ξ be a specific configuration of sources and sensors, chosen from
the sets of Lc conceivable source positions and M c conceivable error positions,
the least squares error, Je,h(ξ), for this configuration, as defined by Eq. (14), can
be written as

Je,h(ξ) = ‖Fe,h(−(FH
h Fh)−1FH

h dh) + de,h‖2, (22)

where the expression for y
opt
h from Eq. (13) has been used. The iterative updating

of the configuration according to the Metropolis sampler is usually done in two
steps, presented here with an additional third step:

• The proposal step:
Propose a new configuration, ζ, of sources and sensors.

• The acceptance step:

– if Je,h(ζ) ≤ Je,h(ξ), ζ is chosen as the new configuration,

– if Je,h(ζ) > Je,h(ξ), ζ is chosen as the new configuration with the
probability P (ξ, ζ) and

– if ζ is not chosen, keep configuration ξ.

• The conservation step:
Make a record of the best configuration encountered.
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The probability of choosing a configuration with a larger error is expressed by

P (ξ, ζ) = e
1
T (Je,h(ξ)−Je,h(ζ)), (23)

where T is the pseudo temperature. The virtue of the Metropolis sampler is
its ability to escape from local minima in the cost function provided that the
pseudo temperature is sufficiently high. As the search progresses, the process is
annealing, i.e. T gradually decreases, which reduces the probability of accepting
a configuration with a larger least squares error. Eventually the process will
converge to a local minima that is a good estimate of the global minima, provided
that the annealing process is sufficiently slow.

New configurations are proposed by exchanging one or more sources and sen-
sors in the configuration. The concept of source and sensor neighborhoods is
introduced: a source neighborhood is a collection of source positions that are
considered interchangeable with the sources in the present configuration. A sen-
sor neighborhood is defined similarly. These neighborhoods can be determined
e.g. from acoustical considerations or from some other a priori knowledge about
the system. New sources/sensors are chosen randomly from the neighborhood,
with uniform or non–uniform probability distributions.

We have employed a very simplistic approach to the neighborhood concept:
Exchange one randomly selected position from the neighborhood and let the
neighborhood consist of all positions not chosen in the current configuration. A
variant of the simulated annealing model has been used according to:

1. Choose a starting pseudo temperature, T0, and a positive annealing con-
stant, τ , 0 < τ < 1. Choose a number of annealings, Na, and a number
of iterations, Ni. An iteration consists of the three steps in the Metropolis
sampler described above.

2. Make Ni iterations employing the Metropolis sampler and a fixed pseudo
temperature, Tp.

3. Repeat the previous step with the updated pseudo temperature, Tp+1 =
τTp, for Na annealings, p = 0, . . . , Na − 1.

Properly setting the values for constants T0 and τ requires experience in the use
of this algorithm. Some experience can be gained by using smaller values for Na

and Ni. By keeping the quantity τNa−1 constant, the annealing properties will
be similar, even for a larger number of iterations, Na.

As the problem is formulated, it is necessary to optimize the positions of both
the control sources and the control sensors. This problem can be approached in
different ways. The following is a list of four possibilities:

1. Optimize the source locations first, then the sensor locations.

2. Optimize the sensor locations first, then the source locations.

3. Optimize the source locations and the sensor locations alternatingly.

4. Optimize the source locations and the sensor locations simultaneously.
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The procedure according to 1. can be followed by using all control sensors in the
process of finding the optimal source positions. The chosen source configuration
is then used in the process of finding the optimal sensor positions. This has
been used by the authors with satisfactory results. It appears, however, that the
combination of the two local minima obtained with procedures 1. and 2. above is
not as good as searching for the combined minimum, as obtained with procedures
3. and 4. Consequently, the best results have been obtained using the latter two
procedures.

The mean field annealing algorithm

Mean field annealing (MFA) is an optimization method that — as far as the
authors know — has not yet been used to find the optimal positions for control
sources and sensors in active noise control applications [29, 30]. Since MFA
behaves approximately as the mean of the SA algorithm, we believe that it has
the potential to solve this class of problems. In contrast to SA, MFA is not based
on random selection, but on direct calculation.

The optimization procedure is viewed in terms of statistical mechanics. A
state vector, s, describes which control sources and sensors that are excluded or
included in a particular configuration. For a system in thermal equilibrium at
temperature T , the probability of a particular state is given by the Boltzmann
distribution

P (s) =
e−E(s)/T

∑

S e−E(s)/T
, (24)

where E(s) is the energy (or cost function) related to s. S is the set of conceivable
configurations, given by

S = { s | si ∈ {0, 1}, i = 1 . . . LcM c }. (25)

Since S contains all possible combinations of sources and sensors, its size increases
rapidly with Lc andM c, as described above. As the temperature approaches zero,
the probability increases for the state vector to take its optimal form, sopt, i.e.

lim
T→0

P (sopt) = 1. (26)

The optimal state is the global minimum of the cost function.

The state for a particular control source or sensor, si, is either included (si =
1) or excluded (si = 0). The expected value at temperature T , 〈si〉T , for si is
given by

〈si〉T =

∑

S sie
−E(s)/T

∑

S e−E(s)/T
, (27)

which can be interpreted as the probability that si = 1. This expression requires
the summation over all possible configurations and is thus not practically useful
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for reasons explained above. Instead, we use the mean-field approximation [31]
to express Eq. (27) as

〈si〉T ≈

∑

si=0,1
sie

− 1
T E(〈s〉)|si=i

∑

si=0,1
e−

1
T E(〈s〉)|si=i

. (28)

Since si is a binary value, we introduce a set of continuous variables, V = { v | vi ∈
[0, 1], i = 1 . . . LcM c }, where vi = 〈si〉. vi can now be evaluated according to

vi =
e−

1
T E(v)|vi=1

e−
1
T E(v)|vi=0 + e−

1
T E(v)|vi=1

. (29)

By letting the temperature, T , approach infinity, it is clear that

lim
T→∞

vi =
1

2
. (30)

Thus, the initial state for each control source and sensor is known if the temper-
ature is sufficiently high. In the iterative loop, the variables vi, i.e. the expected
values for each control source and sensor, are recalculated at successively lower
temperatures. As the temperature approaches zero, vi → si. This is illustrated
by introducing the quantity

∆E ≡ E(v)|vi=1 −E(v)|vi=0. (31)

By using this identity, Eq. (29) can now be rewritten as

vi =
e−

1
T ∆E

1 + e−
1
T ∆E

. (32)

In Fig. 1, this function is visualized for three different values of the temperature,
T . At high temperatures, the expected value for si is any value between zero
and one (at very high temperatures, 〈si〉 is a straight line at 〈si〉 = 0.5). As
the temperature is decreased, 〈si〉 becomes increasingly bivalued. For ∆E < 0,
E(vi)|vi=0 > E(vi)|vi=1, i.e. the cost for choosing vi = 0 is higher than for vi = 1.
Consequently, the expected value, 〈si〉 is one.

According to Eq. (26), a good solution to the optimization problem can be
expected as the temperature approaches zero. This is true, provided that the
temperature is decreased at a sufficiently low rate and that the mean-field ap-
proximation is applicable to this particular problem.

Variants of the cost function

As mentioned at the beginning of this section, the cost function can be defined
in different ways depending on the needs of the specific application. One useful
variant of the cost function is as follows:

J ′
e,h = ‖ee,h‖2 + λh‖yh‖2. (33)
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Figure 1: The curves in this figure show the expected value for si as a function

the difference in cost, given by Eq. (31). The parameter is the temperature

according to: T=10 (dashed line), T=1 (dotted line), T=0.1 (solid line).

With this cost function, the potential energy in the sound field is minimized with
a constraint on the control output power. λh is a positive constant, weighting the
secondary source output power against the sound field energy. If the optimization
is done for several frequencies, either of the following two cost functions may
apply:

J ′′
e =

H∑

h=1

α2
h‖ee,h‖2 or (34)

J ′′′
e = max

h
αh‖ee,h‖. (35)

In these two expressions, αh is a positive weight for the harmonic (frequency), h.
In some applications, it is appropriate to make a prediction for different run-

ning conditions. The cost function can then be chosen in analogy with either
Eq. (34) or (35). In exclusive applications, it is also conceivable to use different
configurations of sources and sensors for different running conditions.

The results of the predictions made in the optimization process can be pre-
sented e.g. as a two–dimensional surface plot, provided that the evaluation po-
sitions are chosen with some care. This is discussed below in Section 5. The
results can also be presented as the predicted mean attenuation in the evaluation
positions. A general formulation for the attenuation is obtained as

Aopt = 10 log10

Je(without control)

Je(with control)
[dB]. (36)
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If the cost function according to Eq. (34) is used, this would be evaluated as

Aopt = 10 log10

∑H
h=1 α

2
h‖de,h‖2

∑H
h=1 α

2
h‖Fe,hy

opt
h + de,h‖2

[dB]. (37)

4 Implementing the control system

One commonly used objective for the adaptive controller is to minimize the sum
of the squared sound pressures as measured in the control error positions. The
quadratic instantaneous cost function for the control algorithm associated with
this objective is then given by

J(n) = eT (n)e(n), (38)

where e(n) = [e1(n) · · · eM (n)]T is the real, broadband M × 1 vector of control
errors. Assuming that the positions of the control sources and sensors have been
properly optimized according to the procedures described above, this will also
minimize the sound pressure in the evaluation positions, according to the system
cost function given by Eq. (11).

A number of low-complexity algorithms for multiple-harmonic, multiple-error
control have been developed in our research group that are based on the complex
LMS algorithm [1, 32]. One algorithm of special interest is the individually nor-
malized algorithm, where the convergence properties of each control source are
determined individually. This algorithm is described below for a general control
situation with M control error inputs, L control sources and R references, where
each reference has H harmonics resulting in a total of RH harmonics to be con-
trolled. It can be noted that, with the chosen algorithm structure, each harmonic
is a separate input signal to the algorithm, regardless of its origin (reference).
Since the control is applied to a number of harmonics, rather than specific fre-
quencies, this controller falls into the category of order–based controllers with a
fixed sampling frequency. The real output signals, y(n) = [y1(n), · · · , yL(n)]T ,
from the complex controller are generated according to

y(n) =

RH∑

h=1

<{xh(n)wh(n)} , (39)

where the complex input signals, xh(n), for the harmonics h = 1, · · · , RH are
adjusted by the complex adaptive weights, wh(n) = [wh1(n), · · · , whL(n)]T , to
form the control outputs. <{·} denotes the real part and, in the practical imple-
mentation, only the real part of the product xh(n)wh(n) is evaluated.

In analogy with the cost function presented in Eq. (33), a cost function that
is sensitive to the controller output power can be formulated for the control algo-
rithm. Thus the instantaneous cost function for the complex, leaky narrowband
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MEMO algorithm is obtained as

J ′(n) =

RH∑

h=1

(
eT

h (n)eh(n) + wH
h (n)Γhwh(n)

)
, (40)

where eh is the real vector of control errors associated with the harmonic h.
The control effort is weighted by the diagonal L× L matrix Γh, whose elements
determine the cost for each adaptive weight in the cost function. Since the
controller output power is given by E[wH

h (n)x∗h(n)xh(n)wh(n)] for the harmonic
h, the output power is indeed contained in the proposed cost function, provided
that the power in the input signal is constant. The use of the weighting matrix,
Γh, introduces a possibility to control the amount of power delivered to certain
control sources or the amount of control imposed on certain harmonics.

The update of the complex adaptive weights associated with the complex
input signal, xh, can now be formulated using matrix notation as

wh(n+ 1) = Θhwh(n) − 2Mhx
∗
h(n)F̂H

h e(n), (41)

where F̂h is an M × L matrix of frequency responses from the control sources
to the control sensors, estimated by the control system. The convergence factor
matrix, Mh, contains the spatially normalized convergence factors for the har-
monic h. The leakage factor matrix, Θh, is related to the weighting matrix, Γh,
according to

Θh = I − 2MhΓh, (42)

where I is the identity matrix.
For the individually normalized algorithm, the convergence factor matrix,

Mh, is obtained as the diagonal matrix

Mh =








µh1

µh2

. . .

µhL







, (43)

where each diagonal element (the step-size parameter for the control source l) is
given by

µhl =
µ0

ρh

∑M
m=1 |F̂hml|2

. (44)

Variable µ0 is the overall step-size parameter and ρh denotes the signal power in
the input signal, xh. A stability criterion for µ0 is presented in [1], showing that
the controller is stable for a step size within the range of 0 < µ0 <

1
LRH .

As a consequence of the chosen normalization, the leakage factor matrix,
Θh, also becomes a diagonal matrix, where element θhl is the leakage factor [12]
associated with the harmonic h and the control source l. The values of the leakage
factors are set close to unity in order to impose a small restraint on the adaptive
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weights in narrowband applications with varying signal conditions, such as e.g. a
varying rpm. However, since Θh is closely related to Γh according to Eq. (42),
other values for elements θhl may be appropriate to obtain the proper weighting
in the cost function, described by Eq. (40).

4.1 Benefits of the complex LMS algorithm

It is the experience of our research group that the complex LMS algorithm
(CLMS) has properties superior to those of the standard LMS algorithm us-
ing finite impulse response (FIR) filters (FIRLMS) in the control of harmonic
sound fields. This implies that a MEMO control strategy is used. Some of the
most interesting advantages are listed here.

Control properties

With the CLMS, each harmonic is controlled with a separate complex weight,
and the control applied to one harmonic is totally independent of the control
applied to other harmonics. This is not the case for the FIRLMS, where all
harmonics are controlled by the same FIR filter and all adaptive filter weights
are correlated. It is generally not feasible to use one FIR filter for each harmonic,
since this would dramatically increase the calculation load.

The complex weight has two components: one in–phase component and one
quadrature component, with an internal phase difference of 90◦. Thus, a mini-
mum of control effort is required to adjust to any complex number [33]. In the
FIR filter, the phase difference between two adjacent adaptive weights is given
by a fixed time interval equal to one sampling period, Ts = 1/fs, where fs is
the sampling frequency. In the present application, the phase difference between
two adjacent taps would be approximately 29◦ at the blade passage frequency.
The control effort required to accurately adjust the amplitude and phase for the
harmonic is much larger and the result is a slower and less accurate controller.
To increase controller performance, it is usually necessary to increase the number
of adaptive weights, which adds to the calculation burden of the DSP.

Algorithm normalization

One of the greatest advantages of the CLMS as compared to the FIRLMS is the
possibility to properly normalize the weight update algorithm. Normalization
generally implies compensation for the variation in signal power in the filtered
input signal [3, 34], i.e. quantity x∗h(n)F̂H

h in equation (41). Normalization is
especially important in multiple-error, multiple-output applications, where the
magnitude of the different frequency responses (Fh) can vary substantially. With-
out proper normalization, the controllers for the different control sources would
have very different convergence properties, usually resulting in a slower overall
convergence and a reduced global attenuation.
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The CLMS opens a wider range of possibilities for spatial normalization of
the algorithm. The normalizations presented in [1] result in extremely efficient
controllers, with properties close or equal to that of the Newton controller. Since
all harmonics are controlled separately, the normalization can be optimized for
each harmonic. It is also possible to use different configurations of control sources
and sensors for each harmonic.

It is not possible to normalize the update algorithm with the FIRLMS as
efficiently as with the CLMS at a reasonable computational cost. The applied
normalization is by necessity the same for all frequencies, and the signal power
in all filtered reference signals must be estimated continuously during run–time.

The individually normalized algorithm described above is based on an algo-
rithm that uses Newton’s method. For the Newton algorithm, the convergence
factor matrix is chosen as

Mh =
(

ρhF̂
H
h F̂h

)−1

. (45)

With this algorithm, all frequency responses in the control configuration are used
in the update of every adaptive weight. In an application with a large number of
control sources and sensors, it is reasonable to assume that the acoustic coupling
between the loudspeakers decreases as the distance between them increases. This
would result in a matrix, F̂H

h F̂h, that is diagonally dominant, since the diagonal
elements contain the magnitude squares of the frequency responses and the off-
diagonal elements result from cross products of individual responses (i.e. F̂H

h F̂h ≈
diag

{

F̂H
h F̂h

}

). An alternative to the convergence factor matrix given by Eq. (45)

would therefore be

Mh =
(

ρhdiag
{

F̂H
h F̂h

})−1

, (46)

which is the convergence factor matrix for the individually normalized algorithm
and where the elements are given by Eqs. (43) and (44). If the above assump-
tion is correct, this algorithm is a good approximation of Newton’s algorithm. It
should be mentioned that, as the convergence factor matrix is calculated off-line,
it is perfectly possible to implement a normalization according to Newton’s algo-
rithm. The matrix inversion is a risky operation, however, and special measures
must be taken if the matrix is ill-conditioned.

It is evident from the discussion above that the frequency response functions
play an important role, both in the definition of the optimal least squares error,
Eq. (14), and in the convergence of the controller, Eq. (41). We can recall from
Eq. (6) that the frequency response function from the velocity source position,
rl, to the control pressure sensor position, rm, can be written

Flm(ω) =
p(rm, ω)

q̂(ω)
=
jβωρc2

V

∞∑

n=1

Ψn(rl)Ψn(rm)

ω2
n − ω2 + j2ωnηn

. (47)

It is thus clear that the values of the eigenfunctions in the control source positions
and in the control sensor positions determine the properties of the frequency
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response function and thereby also the least squares solution. Similarly, the
attenuation obtained in the evaluation positions depends on the values of the
eigenfunctions in these positions, according to equation (10).

A certain spread, as defined in Eq. (7), between different source/sensor pairs
and for different frequencies can be compensated for in the controller by using the
normalization described above in Eq. (43). If the spread is too large, however,
the wide dynamic range in the signal levels at the controller inputs and outputs
will cause poor controller performance due to the limited resolution in the analog
to digital and digital to analog conversion, as well as in the internal calculations.
One parameter in the cost function in Eq. (8) could therefore be the spread in
magnitude in the frequency response functions.

Implementation cost

A third major advantage is the simplicity of the CLMS algorithm in terms of
implementation. Due to the clean structure of the algorithm, the administration
overhead is kept to a minimum. Since all quantities are known a priori, most
of the calculations can be made off-line and only a minimum of operations must
be performed at run-time. To illustrate this, the last term in Eq. (41) can be
reorganized as

2Mhx
∗
h(n)F̂H

h e(n) = x∗h(n)Q̂he(n). (48)

If the signal power, ρh, in the input signal is known (which is usually the case),

the elements of the (L ×M) matrix Q̂h = 2MhF̂
H
h are constants and can be

evaluated before the algorithm is started. The run-time calculations for the
scalar complex weight whl(n+ 1) are then reduced to

wlh(n+ 1) = θhlwhl(n) − x∗h(n)
M∑

m=1

qlm,hem(n), (49)

where qlm,h is an element in the complex matrix, Q̂h. If the controller is supposed

to operate over a specific frequency range, quantity Q̂h must be evaluated for all
frequencies within that range with the proper frequency resolution.

5 Verifying the performance

In the early days of active noise control, the performance of an active noise control
set-up was often presented as the attenuation obtained at the control sensors. In
a real implementation, it makes more sense to measure the attenuation where
it is really needed, which generally results in lower attenuation figures than are
obtained in the control positions. In most practical situations, the attenuation
is needed at the ear level of people sitting or moving around within the specified
volume.
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By using the same set of evaluation sensors as defined in Section 3 for the
evaluation of the implemented control system, it is possible to compare the pre-
dicted attenuation from the optimization procedure with the attenuation actually
obtained. If the purpose of the data presented is to reliably illustrate the energy
distribution within the controlled space, the sound field must be spatially sam-
pled using a sufficiently dense measurement grid. The authors usually specify
the grid size to be less than one-third of the wavelength for the highest frequency
of interest. Using this criterion, an upper frequency limit of 300 Hz results in a
grid size of about 0.3 m. This is somewhat more strict than is prescribed by the
spatial-sampling theorem, which states that the grid size must be less than half
a wavelength for the highest frequency of interest.

If the evaluation positions are chosen with some planning, the results can be
presented as a two-dimensional surface plot where color or intensity illustrates
the sound pressure levels.

6 Conclusions

In the active control of a steady state harmonic sound field, the maximum atten-
uation is completely determined by deterministic quantities. These quantities are
the frequency response functions from the control sources to the control sensors
and the primary sound field as measured in each control sensor position.

The restrictions that apply regarding the positions of the control sources and
sensors in a practical application emphasize the necessity of finding the most
suitable compromise through some kind of optimization procedure. This paper
suggests a method based on simulated annealing using the Metropolis sampler.
To compensate for the fact that the sound field cannot be controlled exactly in
those positions where the attenuation is needed, a set of evaluation positions
should be defined. The efficiency and performance of the control system should
always be evaluated in the selected evaluation positions.

Whatever the application is, the process of designing an active noise control
system requires careful planning and a certain amount of work. The following is
an example of steps that should be included in the process:

• Identify conceivable control source positions

• Identify conceivable control sensor positions

• Define the evaluation subspace

• Measure the frequency response functions

• Measure the primary sound field

• Find the optimal control configuration and predict the performance in the
evaluation subspace

• Install the active noise control system

• Evaluate the system in the evaluation subspace
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and T. Lagö, “Active vibration control on a light high speed train: Prelim-
inary results,” in Proceedings of Active97, Budapest, Hungary, 1997.
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[24] S. Nordebo, I. Claesson, T. Lagö, H. Lennerstad, and P. Persson, “Ap-
pendix to ANC configuration design for the SAAB 340 ANC verification
test,” ASANCA II, Deliverable 68/2, 1997.

[25] E. H. L. Aarts and J. Korst, Simulated Annealing and Boltzmann Machines.
John Wiley & Sons, Inc., 1989.

[26] S. Kirkpatrick, C. D. Gelatt, Jr, and M. P. Vecchi, “Optimization by simu-
lated annealing,” Science, vol. 220, pp. 671–680, 1983.

[27] ——, “Optimization by simulated annealing,” IBM, Research Report RC
9355, 1983.



114 Paper I Large Applications of Active Noise Control

[28] N. Metropolis, A. Rosenbluth, M. Rosenbluth, A. Teller, and E. Teller,
“Equation of state calculations by fast computing machines,” Journal of
Chemical Physics, vol. 21, no. 6, 1953.
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Design of Digital Filters with General Hardware

Constraints by Mean Field Annealing

Abstract

The mean field annealing (MFA) algorithm is presented as an efficient
tool to design digital filters with discrete coefficients and hardware con-
straints. As an application example the algorithm is used to design a finite
wordlength digital filter with a simple hardware constraint. The ability of
the deterministic MFA algorithm to approximate the mean behavior of the
stochastic simulated annealing algorithm is indicated by numerical results.

Based on: P. Persson, S. Nordebo and I. Claesson, “Design of digital filters with general

hardware constraints by mean field annealing,” in Proceedings of IEEE International

Symposium on Circuits and Systems, Sydney, Australia, May 2001, vol. II, pp. 565–568
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1 Introduction

When designing digital filters of finite wordlength it would be beneficial if hard-
ware realization aspects could be taken into account and optimized at the same
time. Such a co-design process is by its nature a combinatorial problem and very
time consuming due to the inherent complexity of combinatorial optimization. A
digital filter design can be considered as a search over a binary-valued state space
consisting of all outcomes of b × N binary variables where N is the number of
filter coefficients and b is the coefficient wordlength. The goal is to find the state
corresponding to the minimum global cost, consisting of two parts, one associated
with the filter specification and the other with the hardware constraints.

Several approaches to this problem have been proposed, among them simu-
lated annealing (SA) and genetic (evolutionary) algorithms [1, 2, 3, 4]. Simu-
lated annealing in particular is known to provide good results, but is very time-
consuming due to its stochastic search for thermal equilibrium at each annealing
step [5].

The mean field annealing (MFA) algorithm [6, 7, 8] is a deterministic anneal-
ing method capable of handling large combinatorial optimization problems with
a minimum of computational effort. It can be regarded as approximating the
mean behavior of the simulated annealing algorithm but without the need for a
stochastic sampling of states. By applying a technique known as the mean field
approximation [9] the mean values of the decision variables are analytically esti-
mated directly from the Boltzmann distribution instead of iterating a stochastic
perturbation rule a large number of times as with SA. The MFA approach proves
to be significantly faster and still yields a solution with a quality equal to that
of a highly tuned SA algorithm.

2 Problem formulation

As a design example for the MFA algorithm we choose an FIR-filter with a
minimum number of ones in its binary coding. Such a design is simple enough
not to draw attention from the optimization algorithm while still representing a
hard combinatorial problem.

Consider the design of a linear phase nonrecursive (FIR) filter with impulse
response h(n), even symmetry h(n) = h(N − 1 − n), and odd length N . The
frequency response is given by [10]

H(ω) =

N−1∑

n=0

h(n)e−jωn = e−jωMA(ω) (1)

A(ω) =
M∑

m=0

amφm(ω) = aTφ(ω) (2)

where A(ω) is the gain function, M = (N − 1)/2, a is an (M + 1) × 1 vector of
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coefficients am = h(M −m), and φ(ω) is an (M +1)×1 vector of basis functions
φm(ω) where φ0(ω) = 1 and φm(ω) = 2 cos(mω) for m = 1, . . . ,M .

A simple coding of the filter coefficients is the two’s complement form

am = −smb+1 +

b−1∑

l=1

smb+l+12
−l (3)

where the new binary variables si ∈ {0, 1} have been introduced and b is the
coefficient wordlength. Hence, in terms of the binary variables the response A(ω)
can be written

A(ω) = sTψ(ω) (4)

where s is an L× 1, L = (M + 1)b vector of variables si, ψ(ω) = φ(ω) ⊗ d and
d = [−1 2−1 . . . 2−b+1]T .

We consider the following quadratic design criterion whose cost function is
defined by

E(s) =

K∑

k=1

w2
k(A(ωk) −Ad(ωk))2

︸ ︷︷ ︸

filter design cost

+α ·
L∑

i=1

s2i

︸ ︷︷ ︸

constraint

(5)

where Ad(ωk) is the desired response defined on a set of frequency points ωk ∈
[0, π] for k = 1, . . . ,K, wk is a stopband weighting and α is a positive parameter
used to trade off the filter design cost (first term above) for the hardware cost
defined in terms of the total number of binary ones (second term above). The
choice of cost function is not critical to the algorithm and e.g. a minimax filter
specification with the hardware constraints given by the maximum hamming
distance would be treated similarly.

By employing (4) we may now rewrite the cost function in (5) as the following
quadratic form

E(s) = sT (R + α · I)s − 2pT s + c (6)

where

R =

K∑

k=1

w2
kψ(ωk)ψT (ωk) (7)

p =

K∑

k=1

w2
kψ(ωk)Ad(ωk) (8)

c =
K∑

k=1

w2
kA

2
d(ωk). (9)

We emphasize that the type 1 linear phase FIR filter structure [10] and the
quadratic design criterion chosen above are used merely as an example to demon-
strate the potential of the new algorithm; other filter structures, design criteria
and hardware costs may be treated similarly.
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3 The mean field annealing algorithm

By mapping the filter design problem and the corresponding hardware constraints
onto the set of binary variables, si, it can be solved using a mean field annealing
(MFA) technique. Consider the set of states S defined by

S = {s | si ∈ {0, 1}, i = 1, . . . , L} (10)

and the global cost, E(s), connected with each state. From statistical mechanics
it is well known that for a system in thermal equilibrium at temperature T the
probability of a particular state s is given by the Boltzmann distribution

P (s) =
e−E(s)/T

∑

S e−E(s)/T
(11)

and that the expectation value of variable si, denoted by 〈si〉, will be

〈si〉T =

∑

S sie
−E(s)/T

∑

S e−E(s)/T
. (12)

Under the condition that the system is kept in thermal equilibrium, it is easy to
show [5] that (11) gives

lim
T→0

P (sopt) = 1 (13)

where sopt is the state with E(sopt) < E(s 6= sopt).
For most problems (12) is impossible to compute in a reasonable amount of

time but a good approximation known as the mean field approximation [8, 9] is
derived by rewriting (12) using conditional expectations over si = {0, 1} as

〈si〉T =

∑

S e−E(s)/T

∑

si=0,1

sie
− 1

T E(s)|si

∑

si=0,1

e−
1
T E(s)|si

∑

S e−E(s)/T
. (14)

Now, (14) can be expressed as

〈si〉T =

∑

S e−E(s)/T 1
1+e∆Ei(s)/T

∑

S e−E(s)/T
, (15)

where
∆Ei(s) = E(s)|si=1 −E(s)|si=0 (16)

and the following identity is established:

〈si〉T ≡
〈

1

1 + e∆Ei(s)/T

〉

T

. (17)



122 Paper II Design of Digital Filters by MFA

The approximation consists of moving the expectation operator 〈·〉 in the right
hand side of (17) inside the argument of ∆Ei(·),

〈si〉T ≈ 1

1 + e∆Ei(〈s〉)/T
. (18)

By introducing the set of continuous variables V = {v | vi ∈ [0, 1] , i =
1, . . . , L} where vi = 〈si〉, the approximation in (18) can be formulated as a
continuous-valued fixed point equation

vi =
1

1 + e∆Ei(v)/T
(19)

and the corresponding cost function to minimize becomes

E(v) = vT (R + α · I)v − 2pTv + c. (20)

The shape of the sigmoid function (19) for various temperatures is shown in
Fig. 1.
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Figure 1: The sigmoid function f(x) = 1/(1 + e−x/T ) plotted for T = 5

(dash-dotted), T = 2 (dashed) and T = 0.1 (solid).

Starting from a high value of T and iterating the update rule (19) while
decreasing T will accomplish two things. For infinite T the trivial fixed point
is vi = 0.5, but as T → 0, vi → {0, 1}. At the same time the properties of the
Boltzmann distribution as T → 0 (13) ensure that a state with a cost close to
the global minimum is reached at T ≈ 0.
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The MFA algorithm can be described as

1 Set vi = 0.5 and set initial temperature, T

2 Calculate vi from (19)

3 Repeat step 2 until vi are stable

4 Decrease the temperature geometrically

5 Repeat steps 2-4 until all vi are close to {0, 1}

4 Numerical examples

The MFA-algorithm was used to design an N = 17 tap linear phase lowpass
FIR-filter with coefficients quantized to b = 8 bits which was then compared to
a filter designed straightforwardly by quantizing the coefficients of the infinite
precision LS-solution, referred to as QLS below. The weighting parameter wk

was set to 1 in the passband and 2 in the stopband. The trade-off between filter
characteristics and hardware constraints is imposed in a soft manner using α ≥ 0.

The results with respect to the quality of the filter defined byEmin = E(s)|α=0

and the corresponding number of ones used in the implementation are listed in
Table 1 and the magnitude response of the filters are shown in Fig. 2.

Table 1: Comparison between the quantized LS-solution and the MFA-solutions
with their respective hardware cost expressed as the number of ones needed.

Algorithm α no of 1s Emin

QLS — 34 0.0520
MFA 0.01 32 0.0492
MFA 0.10 27 0.2929
MFA 0.50 21 2.1338

Note that the response of the MFA-solution with α = 0.01 (dashed) is better
than the one obtained simply by quantizing the LS-solution. When α = 0.5
(dotted) the hardware constraints start degrading the filter performance. The
validity of the MFA-approximation employed in (18) and the use of continuous
variables to track the mean behavior of a corresponding simulated annealing
procedure are illustrated in Fig. 3 where both SA and MFA were applied to
the same problem of size N = 7 and b = 8. It is clear that the behavior of vi

closely follows that of 〈si〉, as was expected. Thus, instead of the time-consuming
process of obtaining thermal equilibrium by a stochastic search, the mean field
approximation provides thermal equilibrium conditions through a deterministic
fixed point equation.
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Figure 2: The magnitude response of the filters. The quantized LS-solution

(solid) and the MFA-solutions for α = 0.01 (dashed), α = 0.1 (dash-dotted)

and α = 0.5 (dotted) are drawn. The lower plot shows the passband only.

5 Summary and conclusions

The mean field annealing (MFA) algorithm is presented as a means for designing
digital filters with hardware constraints. The MFA approach is viewed as an
analytical analogy to the well known simulated annealing algorithm and MFA
turns out to be less time-consuming while still rendering high quality solutions.
Examples are given for a simple linear phase FIR-filter with increasing demands
on the hardware aspect. The trade-off between filter characteristics and hardware
constraints is governed by a single parameter, α.

The strength of the MFA algorithm in digital filter design is the fact that it
operates directly on the bitlevel of the filter, which means that hardware con-
straints can be smoothly incorporated in the design, and that it does away with
the stochastic sampling of states needed in e.g. simulated annealing.

Even though the examples given are for linear phase FIR-filters the algorithm
is clearly not limited to such cases. It is our opinion that it can be turned into a
useful tool to design general digital filters, with or without hardware constraints,
for which no general method exists today.
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Figure 3: A comparison of the convergence properties of SA and MFA. The

upper plot shows how 〈si〉, computed by SA, evolve over the annealing course
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step each si was iterated 400 times while each vi on average needed less than

2 iterations to converge.
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A Multi-Mode Mean Field Annealing Technique

to Design Recursive Digital Filters

Abstract

The multi-mode mean field annealing (MM-MFA) approach to combi-
natorial optimization is introduced as a tool to design recursive (IIR) digital
filters with discrete coefficients. As an application example demonstrating
the potential of the method we consider the design of structurally passive
IIR digital filters realized as the sum of two allpass functions. The new de-
sign technique facilitates the solution of non-trivial filter design problems
such as satisfying a general frequency specification by solving a combina-
torial optimization problem over discrete coefficients and a max-norm cost.
The final solution is not guaranteed to be a globally optimal solution but
the convergence time is short enough to allow interactive design even for
large problems.

Based on: P. Persson, S. Nordebo and I. Claesson, “A multi-mode mean field anneal-

ing technique to design recursive digital filters,” IEEE Transactions on Circuits and

Systems—Part II: Analog and Digital Signal Processing, vol. 48, no. 12, pp. 1151–1154,

2001.
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1 Introduction

The problem of designing digital IIR filters with a general specification, quantized
coefficients and hardware constraints is very computationally intensive. This
paper discusses a new method that has the potential to solve some of the above
problems in a time short enough to allow interactive design of digital filters.

The theoretical foundation of the multi-mode mean field annealing algorithm
originates from thermodynamics and statistical mechanics which states that the
probability distribution of states (or configurations) in a physical system (or opti-
mization problem) in thermal equilibrium is given by the Boltzmann distribution
[1]. At high temperature the states are disordered and are all equally probable,
but when the temperature is close to zero the states are highly ordered, and
optimum or near optimum states (or solutions) have the highest probability.

Simulated annealing (SA) is a well known [1] algorithm that relies on the
above facts to find good solutions to hard problems, and the mean field annealing
(MFA) algorithm [2, 3, 4] is a close relative of SA. By applying a technique known
as the mean field approximation [5] the mean value of binary decision variables
are analytically estimated directly from the Boltzmann distribution as opposed
to SA where the values of the decision variables changes randomly.

In this paper we introduce the multi-mode mean field annealing (MM-MFA)
algorithm for combinatorial optimization applied to the design of structurally
passive digital filters [6, 7]. The MM-MFA algorithm can be regarded as a gener-
alization of the MFA procedure in the sense that the MM-MFA handles decision
variables with general multiple levels whereas the MFA is usually described us-
ing binary decisions such as {−1,+1} or {0, 1}. Furthermore, the novelty of
the MM-MFA algorithm described herein is also the deduction using the con-
cept of conditional expectations. This concept makes it very straightforward to
extend the algorithm to combinatorial optimization problems over any discrete
(and finite) variable space. However, for practical implementations, the number
of levels of each decision variable should be reasonably low. The total number of
states, or possible combinations, can be very large.

In order to demonstrate the potential of the new method we consider the
design of recursive (IIR) digital filters realized as the sum of two allpass functions
[6, 7]. This filter structure can be viewed as a variant of the celebrated lattice
wave digital filters [8].

Digital filters realized as the sum of two allpass functions possesses a number
of attractive features such as: A minimum of multipliers is required, low sensitiv-
ity with respect to coefficient quantization, simple stability requirements, simple
signal scaling, low round-off noise and robustness with respect to limit cycles, see
e.g. [6]. Since the structurally passive IIR digital filter implementation is stable
regardless of the values of the filter parameters provided that these parameters
are restricted to the range (−1, 1) or (−1, 0], we emphasize that this allpass filter
structure is particularly well-suited for combinatorial optimization over discrete
coefficients with binary fixed point precision.
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We also emphasize that the new MM-MFA design procedure facilitates a
technique to solve non-trivial IIR digital filter design problems such as satisfying
a general frequency specification. This is accomplished by solving a combinatorial
optimization problem over discrete coefficients and a max-norm cost. With real
(infinite precision) parameters, this design problem corresponds to a global non-
convex optimization problem which in general is very hard to solve. A two-step
approach where the infinite precision problem is first solved and then quantized
has been proposed by several authors, see e.g. [9, 10].

2 Problem formulation

In order to make the design examples realistic, we will consider the low-sensitivity
IIR digital filter implementation described in [6] together with a max-norm cost
corresponding to a general magnitude response specification.

2.1 Structurally passive digital filters

Consider the recursive filter H(z) defined as the sum of the two allpass filters
A1(z) and A2(z) according to

H(z) =
1

2
(A1(z) +A2(z)) (1)

where

A1(z) =
s0 + z−1

1 + s0z−1

m∏

i=1

s2i−1 + s2i(1 + s2i−1)z
−1 + z−2

1 + s2i(1 + s2i−1)z−1 + s2i−1z−2
(2)

A2(z) =
m+n∏

i=m+1

s2i−1 + s2i(1 + s2i−1)z
−1 + z−2

1 + s2i(1 + s2i−1)z−1 + s2i−1z−2
(3)

where m = (M − 1)/2 and n = N/2.

As an example we consider a lowpass filter H(z) of odd order L, obtained
as the sum of two allpass functions as in (1), (2) and (3) of order M (odd) and
N (even) respectively. For strictly stable filters with |z0| < 1 we conclude that
−1 < si < 1 for i = 0, 2, 4, . . . and −1 < si ≤ 0 for i = 1, 3, 5, . . ..

As a discrete coefficient space we consider a set of signed, fixed point digits
with a resolution of 2−b. Hence,

si ∈ N ⊆
{
n · 2−b | − 2b < n < 2b

}
, i even (4)

si ∈ N− ⊆
{
n · 2−b | − 2b < n ≤ 0

}
, i odd (5)

where n denotes an integer.
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2.2 The optimization formulation

As an example we assume that H(z) = (A1(z) + A2(z))/2 is a lowpass filter of
odd order L; other cases are similar.

Consider the general magnitude response specification

Hl(ω) ≤ |H(ejω)| ≤ 1, ω ∈ Ωp ⊂ [0, π] (6)

0 ≤ |H(ejω)| ≤ Hu(ω), ω ∈ Ωs ⊂ [0, π] (7)

where Ωp and Ωs denote the passband and stopband regions, respectively, Hl(ω)
is a lower magnitude bound (in the passband), 0 < Hl(ω) < 1, and Hu(ω) is an
upper magnitude bound (in the stopband), 0 < Hu(ω) < 1. It is assumed that
the passband and stopband regions Ωp and Ωs are disjoint and closed subsets of
the interval [0, π].

Defining the desired magnitude response

Hd(ω) =

{
1 ω ∈ Ωp

0 ω ∈ Ωs
(8)

and the weighting function

w(ω) =

{
1

1−Hl(ω) ω ∈ Ωp
1

Hu(ω) ω ∈ Ωs
(9)

it is straightforward to show that the specification (6) and (7) is equivalent to
the requirement

w(ω) · ||H(ejω)| −Hd(ω)| ≤ 1, ω ∈ Ω (10)

where Ω = Ωp ∪ Ωs.
The cost function E(s) is now defined as

E(s) = max
ω∈Ω

w(ω) · ||H(ejω)| −Hd(ω)| (11)

where s is an L× 1 vector of variables si.
It is concluded that the specification (6) and (7), or equivalently (10), is

satisfied iff E(s) ≤ 1. The filter design problem can thus be regarded as an
optimization problem where the objective is to minimize the cost function E(s).

3 The multi-mode MFA algorithm

Below is introduced the multi-mode mean field annealing (MM-MFA) algorithm
for combinatorial optimization applied to the design of structurally passive digital
filters as described above.



134 Paper III Multi-Mode MFA Design of IIR Filters

Consider the state space S consisting of all vectors s with elements si, i =
0, . . . , L−1 defined as in (4) and (5). Consider also the global cost E(s) connected
with each state as defined by (11).

The idea behind the proposed algorithm is to put the problem into a statistical
mechanics framework and then apply some powerful results originating from that
discipline. From the theory of statistical mechanics it is well known that for a
(physical) system in (thermal) equilibrium with respect to an external control
parameter (temperature) c the probability of a particular state s is given by the
Boltzmann distribution

P (s) =
e−E(s)/c

∑

S

e−E(s)/c
(12)

and the mean of the variable si, denoted 〈si〉, is given by

〈si〉 =

∑

S

sie
−E(s)/c

∑

S

e−E(s)/c
(13)

Under the condition that the system is kept in equilibrium at all times, from
(12) we have

lim
c→∞

P (sopt) = 1 (14)

where sopt is a state corresponding to an optimal solution.

The mean value of the variable si for a system in equilibrium is given by
(13). For most practical problems the sums in (13) are impossible to compute in
a reasonable amount of time. However, a good approximation can be found by
first rewriting (13) using a conditional expectation of the variable si as

〈si〉 =

∑

S

e−E(s)/c







∑

si

sie
− 1

c E(s)|si

∑

si

e−
1
c E(s)|si







∑

S

e−E(s)/c
(15)

or

〈si〉 =

〈

∑

si

sie
− 1

c E(s)|si

∑

si

e−
1
c E(s)|si

〉

(16)

where the sums over si above extends over all possible outcomes of si, and then
approximating (16) by applying the expectation operator 〈·〉 inside the argument



3 The multi-mode MFA algorithm 135

of E(·) as follows

〈si〉 ≈

∑

si

sie
− 1

c E(〈s〉)|si

∑

si

e−
1
c E(〈s〉)|si

(17)

By introducing the vector v, with elements vi ∈ (−1, 1), for i = 0, 2, 4, . . .
and vi ∈ (−1, 0] correspondingly for i = 1, 3, 5, . . . and by defining the cost
function E(v) consistent with the definition in (11) we may then formulate the
approximation in (17) as the following real valued fixed point equation

vi =

∑

si

sie
− 1

c E(v)|vi=si

∑

si

e−
1
c E(v)|vi=si

(18)

where vi = 〈si〉 and v = 〈s〉.
It is noted that the fixed point equation (18) forms an update rule for the

variables vi and thereby constitutes the core of the MM-MFA algorithm. The
actual values for si are given by a suitably selected subset, or possibly all, of N
and N− for even and odd i respectively. One useful subset, N̂ , would e.g. be all
coefficients, ŝi, that can be represented using two signed power-of-two terms,

ŝi = d12
−p1 + d22

−p2 (19)

where d1,2 = {−1, 0,+1} and p1,2 = {0, . . . , b}.
Starting with a high value of c and iterating the update rule (18) while de-

creasing c will force the vi → si ∈ N . For infinite c the trivial fixed point is

vi =
1

|N |
∑

si∈N

si (20)

where |N | denotes the size of set N . As the control parameter c decreases and c→
0 the properties of the Boltzmann distribution (12) ensure that a solution with
a cost close to the global minimum is reached, provided that the approximation
error in (17) is sufficiently small.

The MM-MFA algorithm can be described as:

1. Set initial vi and initial value of c.

2. Calculate vi from (18).

3. Decrease the control parameter c geometrically.

4. Repeat steps 2–3 until all vi are close to an si ∈ N .
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4 Design examples

As a design example using the multi-mode mean field annealing (MM-MFA) al-
gorithm we consider the design of a structurally passive digital filter as described
in Sect. II. The example specification is taken as a channel filter in a mobile
communications system1.

The filter is intended for multiplierless VLSI-implementation and in order
to conserve chip-area and reduce power consumption while still allowing high
sampling frequencies the coefficients are limited to a precision of 2−b.

The example parameters are as follows: The filter order is L = 5, the number
of bits is b = 4 and the filter specification is given in Fig. 1 where the differ-
ent levels correspond to a passband ripple of 0.3 and 0.9 dB and a stopband
attenuation of 0.9, 20 and 49 dB.

The MM-MFA solution was obtained in K = 36 iterations with a starting
control parameter of c = 800 and a geometric decay factor λ = 0.8. The control
parameter as a function of iteration index was thus given by

c(k) = 800 · λk−1. (21)

Fig. 3 shows the MM-MFA variables vi as a function of iteration index k.

1The filter specification example was obtained from Ericsson Mobile Communications AB,
Lund, Sweden.
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tion found by the MM-MFA algorithm together with the filter specification

20 log Hu(ω) and 20 log Hl(ω). The lower plot shows a zoom of the passband.

The solution found by the MM-MFA algorithm with the above parameters
is s = 2−4 · [10,−14, 9,−9, 12], E(s) = 0.963 and the corresponding magnitude
response 20 log |H(ω)| is shown in Fig. 2 together with the filter specification
20 logHu(ω) and 20 logHl(ω).

The computing time τ is proportional to the total number of cost function
evaluations and to the size of the set N :

τ ∼ KL|N | (22)

In practice, to solve the problem using Matlab, 280 Mflops were performed in 20
seconds which means that the algorithm coded in e.g. C using optimized math
libraries would execute in just a few CPU-seconds. As a rule, combinatorial
optimization methods require a large computational effort and e.g. the problem
in [9] requires a CPU-hour to quantize the infinite precision solution.

From these test results we make the following conclusions: Despite its rela-
tion to the stochastic simulated annealing algorithm, the MM-MFA algorithm is
deterministic. It is capable of reliably giving a good, reproducible solution in a
very short time. In general the obtained solution is sub-optimal, which is due to
the approximation in (17) where accuracy was traded for speed, but that is not
a problem if the filter fulfills the specification.
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The MM-MFA algorithm should therefore be regarded as a complement rather
than a replacement for other more time-consuming algorithms. The MM-MFA
algorithm could be used to interactively investigate the effect of changing the
problem parameters and, if necessary, other methods requiring a large compu-
tational effort could be used to further improve the solution once the problem
parameters are set.

5 Summary and conclusions

A new multi-mode mean field annealing (MM-MFA) technique is proposed for
combinatorial optimization with applications to IIR digital filter design. The
iterative algorithm is deterministic and deduced directly from the Boltzmann
distribution. The MM-MFA algorithm shows very good potential for solving
non-trivial IIR digital filter design problems such as satisfying a general frequency
specification by solving a combinatorial optimization problem over discrete coef-
ficients and a max-norm cost.

Generally, the MM-MFA technique is very fast and delivers a near optimal
solution which makes the MM-MFA technique well suited as an interactive design
tool.
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Hardware Efficient Digital Filter Design by

Multi-Mode Mean Field Annealing

Abstract

The multi-mode mean field annealing (MM-MFA) approach is intro-
duced as an efficient tool to design digital filters with discrete coefficients,
each implemented as a sum of signed power-of-two terms, and additional
general hardware constraints. As an application example demonstrating
the potential of the new method we consider the design of a linear phase
non-recursive (FIR) filter with a least squares criterion and minimum num-
ber of power-of-two terms.

Based on: P. Persson, S. Nordebo and I. Claesson, “Hardware efficient digital filter

design by multi-mode mean field annealing,” IEEE Signal Processing Letters, vol. 8,

no. 7, pp. 193–195, 2001.
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1 Introduction

Digital filters with coefficients made up of a minimum number of signed power-
of-two (SPT) terms are desirable but difficult to design[1, 2, 3]. From a combina-
torial point of view such a design can be considered a search for optimality over
a state space consisting of 3BN possible outcomes of BN trinary variables (with
values 1, 0 or -1), where B is the coefficient wordlength and N is the number of
coefficients.

Simulated annealing [4, 5] and the mean field annealing (MFA) algorithm
[6, 7, 8] are efficient tools to solve combinatorial problems. We will introduce a
generalized form of MFA capable of handling trinary variables.

Multi-mode mean field annealing (MM-MFA) works by mapping the BN dis-
crete state variables on to a new set of BN continuous state variables by applying
a probabilistic interpretation. During the course of optimization the solution to
the continuous-valued problem is obtained from a deterministic expression. By
utilizing the properties of a two-dimensional sigmoid-like function emerging nat-
urally from the probabilistic interpretation, the continuous-valued state variables
are gradually forced to become either 0, 1 or -1 while still representing a valid
solution.

2 Problem formulation

Consider the design of a type 1 linear phase non-recursive (FIR) filter with im-
pulse response h(n), even symmetry h(n) = h(N − 1 − n), and odd length N .
The frequency response is given by [9]

H(ω) =
N−1∑

n=0

h(n)e−jωn = e−jωMA(ω) (1)

A(ω) =

M∑

m=0

amφm(ω) = aTφ(ω) (2)

where A(ω) is the real amplitude (with sign), M = (N − 1)/2, a an (M + 1)× 1
vector of coefficients am = h(M−m), and φ(ω) a vector of basis functions φm(ω)
where φ0(ω) = 1 and φm(ω) = 2 cos(mω) for m = 1, . . . ,M . The design error,
E0, is defined by

E0 =

K∑

k=1

w2
k(A(ωk) −Ad(ωk))2 (3)

where Ad(ωk) is the desired response defined on a set of frequency points ωk ∈
[0, π] for k = 1, . . . ,K and wk is a weighting factor. In the case of infinite
precision coefficients, am, the optimum solution, denoted ELS , is known.
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A hardware-efficient coding of the finite precision coefficients is the following
sum of signed power-of-two terms

am =

B∑

b=1

smB+b2
−b (4)

where the trinary variables si ∈ {−1, 0, 1} have been introduced, see for example
[3]. Hence, in terms of the trinary variables the response A(ω) can be written

A(ω) = sTψ(ω) (5)

where s is an L × 1, L = (M + 1)B, vector of variables si and ψ(ω) = φ(ω) ⊗
[
2−1 . . . 2−B

]T
. By employing (5) we may now rewrite (3) in terms of s

E0(s) = sT Rs− 2pT s + c (6)

where

R =

K∑

k=1

w2
kψ(ωk)ψT (ωk) (7)

p =

K∑

k=1

w2
kψ(ωk)Ad(ωk) (8)

c =

K∑

k=1

w2
kA

2
d(ωk). (9)

In order to minimize the number of SPT terms, corresponding to si 6= 0, a
penalty term proportional to sTs is added to (6) giving

E(s) = sT (R + α
ELS

L
· I)s− 2pT s + c (10)

where ELS/L is a normalizing factor while α > 0 is a weighting determining the
trade-off between filter design error and total number of SPT terms.

We emphasize that the type 1 linear phase FIR filter structure [9] and the
quadratic design criterion chosen above are used merely as an example to demon-
strate the potential of the new algorithm; other filter structures, design criteria
and hardware costs may be treated similarly.
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3 Multi-mode mean field annealing

Consider the set S of 3L states defined by

S = {s | si ∈ {−1, 0, 1}, i = 1, . . . , L} (11)

and the global cost, E(s), associated with each state according to (10). From
statistical mechanics it is well known [10] that for a system in thermal equilibrium
at temperature T the probability of a particular state s is given by the Boltzmann
distribution

P (s) =
e−E(s)/T

∑

S e−E(s)/T
. (12)

Under the condition that the system is kept in thermal equilibrium, it is easy to
show that (12) gives

lim
T→0

P (sopt) = 1 (13)

where sopt is the state with E(sopt) < E(s 6= sopt) [11].
Furthermore, the expectation value of si, denoted by 〈si〉, for a system in

thermal equilibrium is [10]

〈si〉T =

∑

S sie
−E(s)/T

∑

S e−E(s)/T
. (14)

For most problems (14) is impossible to compute but a good approximation can
be found by rewriting (14) using conditional expectations over si = {−1, 0, 1} as

〈si〉T =

∑

S e−E(s)/T

∑

si=−1,0,1

sie
− 1

T E(s)|si

∑

si=−1,0,1

e−
1
T E(s)|si

∑

S e−E(s)/T
. (15)

Noting that

〈si〉T ≡
〈

∑

si=−1,0,1

sie
− 1

T E(s)|si

∑

si=−1,0,1

e−
1
T E(s)|si

〉

(16)

the assumption is made that (16) can be approximated with

〈si〉T ≈

∑

si=−1,0,1

sie
− 1

T E(〈s〉)|si

∑

si=−1,0,1

e−
1
T E(〈s〉)|si

(17)

where the expectation operator, 〈·〉, has been moved inside the argument of E(·).
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Figure 1: The trigmoid function plotted for T = 100 (top left), T = 10 (top

right), T = 1 (bottom left) and T = 0.1 (bottom right)

By introducing the set of continuous variables V = {v | vi ∈ [−1, 1] , i =
1, . . . , L} where vi = 〈si〉, (17) can be formulated as a continuous-valued fixed
point equation

vi =

∑

si=−1,0,1

sie
− 1

T E(v)|vi=si

∑

si=−1,0,1

e−
1
T E(v)|vi=si

(18)

provided that E(v) is defined for v ∈ V .
To visualize the properties of (18) the following variable substitution is made

x ≡ E(v)|vi=1 −E(v)|vi=0 (19)

y ≡ E(v)|vi=−1 −E(v)|vi=0 (20)

introducing the two-dimensional trigmoid function

f(x, y)|T =
e−

x
T − e−

y
T

1 + e−
x
T + e−

y
T

(21)

which is plotted for different values of T in Fig. 1.
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For infinite T the trivial fixed point is vi = 0, but as T → 0, vi → si and (13)
implies that s → sopt, provided that the approximation error in (17) is sufficiently
small. In practice, the starting temperature should be chosen such that vi ≈ 0
in (18) regardless of E(v) and the algorithm is terminated when the effects on
E(v) of rounding vi to the nearest integer are negligible.

The evolution of variables vi as T is decreased is shown in Fig. 2 for a run
corresponding to the design example below with N = 31 and B = 10. At each
iteration T is lowered by a factor of 0.8, starting from T = 100.

The MM-MFA algorithm can be described as:

1 Set initial vi = 0, i = 1 . . . L and temperature, T

2 Calculate vi, i = 1 . . . L from (18)

3 Decrease the temperature geometrically

4 Repeat steps 2-3 until 1
L

∑

i (vi − Round(vi))
2
< εstop

Since the number of iterations is independent of problem size the computational
complexity of the MM-MFA algorithm, q, expressed as the number of times the
cost function (10) is evaluated, is q ∼ L.
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4 Design examples

The MM-MFA-algorithm was applied to the problem presented in [1, 2], a low-
pass filter with passband [0 0.10625], stopband [0.14375 0.5] and weighting factor

w(ω) =







1, 0 ≤ ω < 0.103√
3, 0.103 ≤ ω ≤ 0.10625√
8, 0.14375 ≤ ω < 0.15
1, 0.15 ≤ ω ≤ 0.5

(22)

The filter length N (odd) ranged from 31 to 61, B = 10 and α = 2, 20 and 200.
The filters thus obtained were compared to the infinite precision LS-solution,
ELS , by computing E0 = E(s)|α=0 and the results are plotted versus N in the
upper plot of Fig. 3.

Since α is a soft constraint the exact number of SPT terms is not known
beforehand but the average number per coefficient, r = sTs/(M + 1), is plotted
against N in the lower plot of Fig. 3.
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In Fig. 4 the amplitude response of filters corresponding to the results in
Fig. 3 for the case N = 37 are shown.

5 Summary and conclusions

The multi-mode mean field annealing (MM-MFA) algorithm is introduced as a
means of designing digital filters with hardware constraints. Examples are given
for a linear phase FIR-filter, implemented as sums of signed power-of-two terms,
with increasing demands on the hardware aspect as measured by the number of
SPT terms. The trade off between filter characteristics and hardware constraints
is imposed in a soft manner by parameter α ≥ 0.

The strength of the MM-MFA algorithm lies in the fact that it operates
directly on the hardware level of the filter which means that hardware constraints
can be smoothly incorporated into the design. Even though the examples given
are for linear phase FIR-filters the algorithm is clearly not limited to such cases.
It is our opinion that it can be turned into a useful tool to design general digital
filters, with or without hardware constraints, for which no general method exists
today.
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An Adaptive Filtering Algorithm using Mean

Field Annealing Techniques

Abstract

We present a new approach to discrete adaptive filtering based on the
mean field annealing algorithm. The main idea is to find the discrete filter
vector that minimizes the matrix form of the Wiener-Hopf equations in a
least-squares sense by a generalized mean field annealing algorithm. It is
indicated by simulations that this approach, with complexity O(M 2) where
M is the filter length, finds a solution comparable to the one obtained by the
recursive least squares (RLS) algorithm but without the transient behavior
of the RLS algorithm.

Further advantages of the proposed algorithm over other methods such
as the recursive least-squares algorithm are that the filter coefficients are
always limited and that it facilitates fast recovery after an abrupt system
change.

Based on: P. Persson, S. Nordebo and I. Claesson, “An adaptive filtering algorithm

using mean field annealing techniques,” in Proceedings of the 2002 IEEE Workshop on

Signal Processing Systems Design and Implementation, San Diego, California, October

2002, pp. 115–120.
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1 Introduction

Consider the system shown in Fig. 1 where x(n) is a sequence of input data,
ν(n) is white noise, d(n) is the desired output for the adaptive filter w, formed
by filtering the signal x(n) through unknown filter g. The difference between
the desired signal d(n) and the actual output y(n) from the adaptive filter w is
denoted e(n),

e(n) = xT
ng + ν(n) − xT

nw = d(n) − xT
nw (1)
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Figure 1: The adaptive filter system detailed in the text.

Common methods for finding the best estimate of g include the least-mean-
squares (LMS) algorithm and the recursive least-squares (RLS) algorithm [1].

Defining the weighted mean square error E(n,w) as

E(n,w)=
n∑

i=0

λn−i|e(i)|2 =
n∑

i=0

λn−i|d(i)−xT
i w|2 (2)

which by expansion can be written as

E(n,w)=

n∑

i=0

λn−i
(
wTxix

T
i w−2wTd(i)xi+d

2(i)
)

(3)

or, equivalently, as

E(n,w) = wT Rxx(n)w − 2wT rdx(n) +D(n) (4)

where

xi = [x(i), x(i − 1), . . . , x(i−M − 1)]
T

(5)

and Rxx and rdx are the autocorrelation matrix and crosscorrelation vector es-
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timates built from x(n) and d(n),

Rxx(n) =

n∑

i=0

λn−ixix
T
i (6)

rdx(n) =

n∑

i=0

λn−id(i)xi (7)

D(n) =
n∑

i=0

λn−id2(i). (8)

The value of w that minimizes E in a least squares sense at sample n, denoted
wn, is obtained by solving ∇E(w) = 0 which renders the matrix formulation of
the Wiener-Hopf equations

wn = R−1
xx (n)rdx(n). (9)

The above solution requires a matrix inversion and is unsuitable for real-time
implementations but e.g. the recursive least squares (RLS) algorithm circumvents
that problem by recursively constructing an estimate of R−1

xx (n) [1].
Besides the problem of obtaining R−1

xx (n), the RLS algorithm displays large
initial transients if not properly initialized [2]. An algorithm with complexity
O(M2.2) based on interior point optimization methods, that addresses this prob-
lem, has recently been proposed [3].

In this paper we will present the use of a generalized mean field annealing
(MFA) algorithm to find a good estimate of g based on a recursively built estimate
of Rxx(n). Furthermore, the MFA based algorithm does not display the transient
behavior of the RLS.

2 Adaptive mean field annealing

We will start by discussing the basis of the MFA algorithm, deriving the MFA
equation using conditional expectations and then proceed to a generalized form
of the MFA equations suitable for adaptive filtering.

2.1 Mean field annealing

The mean field annealing (MFA) algorithm [4],[5],[6] is an efficient tool to solve
combinatorial problems with binary variables related to the Simulated Anneal-
ing (SA) algorithm. Both are derived from statistical mechanics but with the
fundamental difference that SA is a stochastic algorithm whereas MFA is a de-
terministic algorithm.

The traditional use of MFA for combinatorial optimization requires the prob-
lem at hand to be coded such that every solution, a state, can be uniquely de-
scribed by a sequence of L binary digits. Consider the set S of 2L states defined



2 Adaptive mean field annealing 159

by

S = {s | si ∈ {0, 1}, i = 1, . . . , L} (10)

and the global cost, J(s), associated with each state.

From statistical mechanics it is known [7] that the probability of a particular
state s of a system in thermal equilibrium at temperature c is given by the
Boltzmann distribution

P (s) =
e−J(s)/c

∑

S e−J(s)/c
. (11)

Under the condition that the system is kept in thermal equilibrium, it is easy to
show that (11) gives

lim
c→0

P (sopt) = 1 (12)

where sopt is a state with J(sopt) < J(s 6= sopt) [8]. The complication here is
that the sum in (11) is running over all states in S which renders it impossible
to compute for most real-world problems.

The fundamental idea behind MFA is to find a way to track the trivial solution
at high temperature, through a sequence of lowered temperatures, to an optimal,
or near optimal, solution at a temperature close to zero.

An analysis of the basic MFA algorithm is given in [5]. For a more intuitive
picture the MFA algorithm could be envisioned as replacing all problem variables
but one with their expected mean, thus effectively making the remaining vari-
able independent of the rest, and then finding the expectation value of the free
variable. The process is then iterated for the remaining variables.

Alternatively, well known results from statistics can be used to express the
expectation value of si in terms of conditional expectations

E[si] =
∑

s

siP (s) =
∑

s

siP (s̄i)P (si | s̄i) =

=
∑

s̄i

P (s̄i)
∑

si

siP (si | s̄i) =

= Es̄i

[
∑

si

siP (si | s̄i)

]

(13)

and, letting vi ∈ [0, 1] denote E [si], we have

vi = Es̄i

[
∑

si

siP (si | s̄i)

]

≈

≈
∑

si

siP (si | Es̄i
[s̄i]) =

=
∑

si

siP (si | v̄i) (14)
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where s̄i (and similarly v̄i) denotes the vector s with the ith element si removed.
Writing (14) using the Boltzmann distribution (11) we arrive at the MFA algo-
rithm core

vi =

∑

si

sie
− 1

c J(v)|vi=si

∑

si

e−
1
c J(v)|vi=si

(15)

which is a fixed point equation with property (12) as well as a sigmoid behavior
making vi → si as c→ 0, see Fig. 2.

-10 0 10
0

0.5

1

PSfrag replacements

f(x, c)

x

Figure 2: A sigmoid function f(x, c) plotted for c = 5 (dash-dotted), 2

(dashed) and 0.1 (solid). As c → 0, the variable x = f(x, c) is forced to

approach {0, 1}.

2.2 Multi-mode mean field annealing

Noting that si ∈ {0, 1} is not used in the derivation of (15), we are free to let si

take on any number of discrete levels [9], e.g. the 2b levels in a digital filter with
wordlength b or the set of levels that can be represented by a sum of at most
two signed power-of-two (SPT) coefficients. The discretization of levels now take
place in a n-dimensional space which is hard to picture. The special case of
si ∈ {−1, 0, 1} has a direct interpretation in terms of SPT coefficients [10].

2.3 An adaptive mean field annealing algorithm

From the theory presented in the previous sections we now present an adaptive
mean field annealing (AMFA) suitable for adaptive filtering.
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The notation for the weighted least squares error E(n,w) is changed to Jn(w)
to emphasize that we are now optimizing over w, giving

Jn(w)≡E(n,w) = wT Rxx(n)w − 2wT rdx(n) +D(n). (16)

From (6), (7) and (8) we find the recursive expressions

Rxx(n) = λRxx(n− 1) + x(n)xT (n) (17)

rdx(n) = λrdx(n− 1) + d(n)x(n) (18)

D(n) = λD(n− 1) + d2(n) (19)

where the forgetting factor λ = [0, 1] provides a possibility to give less weight to
old data and improve the ability of the algorithm to track a time-varying system.

The generalized MFA equation in this context is derived by, in (15), substi-
tuting w for v and selecting the set N from a problem specific set of feasible
coefficients, giving

w(k) =

∑

s∈N

s · e− 1
c Jn(w)|w(k)=s

∑

s∈N

e−
1
c Jn(w)|w(k)=s

(20)

and the adaptive MFA algorithm then follows as:

Initialize: w = 0, Rxx = 0, rdx = 0 and D = 0
for n = 1 . . . do

Compute Rxx(n) = λRxx(n− 1) + x(n)xT (n)
Compute rdx(n) = λrdx(n− 1) + d(n)x(n)
Compute D(n) = λD(n− 1) + d2(n)
Set initial c
repeat

for k = 1 . . .M do

Compute w(k) from (20)
end for

Decrease c
until w is stable

end for
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3 Implementation details

In practice, a number of issues have to be considered. Most important is the
complexity which is O(M3) in the basic formulation but can be reduced to O(M 2)
given some observations. Stepwise updating of the cost J alleviates us from
having to compute the full quadratic form (16) and also provides a way to detect
abrupt system changes, letting us reset Rxx, rdx, D and J and to zero which
proves to be more efficient than normal adaptation under certain conditions. The
forgetting factor λ provides a trade-off between adaptation speed and steady state
error.

3.1 Incremental updating of cost function

For every new sample the autocorrelation matrix, crosscorrelation and constant
term will have to be updated according to (17)-(19). In principle, we could use
(16) to compute Jn(w) at all times, but it is computationally more efficient to
implement an updating scheme, keeping track of all changes to the cost.

Consider the cost just before updating w but after updating Rxx, rdx and D,
i.e. our current estimate of w is wn−1 and the cost is

Jn(wn−1) = wT
n−1Rxx(n)wn−1 − 2wT

n−1rdx(n) +D(n). (21)

By substituting expressions (17)-(19) for Rxx(n), rdx(n) and D(n) in (21) we
have

Jn(wn−1) = wT
n−1

(
λRxx(n− 1) + xnxT

n

)
wn−1 −

− 2wT
n−1 (λrdx(n− 1) + d(n)xn) +

+ λD(n− 1) + d2(n) (22)

and by identifying Jn−1(wn−1) we find an expression for Jn(wn−1) in terms of
an update to the cost from the previous sample step

Jn(wn−1) = λ
(
wT

n−1Rxx(n−1)wn−1−2wT
n−1rdx(n−1)+D(n−1)

)
+

+
(
wT

n−1xn

)(
xT

nwn−1

)
−2d(n)wT

n−1xn+d2(n) =

= λJn−1(wn−1) + ∆J(n) (23)

where

∆J(n)=
(
wT

n−1xn

)(
xT

nwn−1

)
−2d(n)wT

n−1xn+ d2(n). (24)

Furthermore, by writing (16) explicitly and factoring out component wk we find
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that it can be separated into two parts of which one does not depend on wk,

Jn(w) =
∑

i

∑

j

wiwjRi,j − 2
∑

i

riwi +
∑

i

d2
i =

=
∑

i6=k

∑

j 6=k

wiwjRi,j − 2
∑

i6=k

riwi +
∑

i

d2
i +

+ 2wk

∑

i

wiRi,k − w2
kRk,k − 2rkwk =

= αk + 2wkβk + w2
kRk,k − 2rkwk (25)

where Ri,j denotes the elements of Rxx, and

αk =
∑

i6=k

∑

j 6=k

wiwjRi,j − 2
∑

i6=k

riwi +
∑

i

d2
i (26)

βk =
∑

i6=k

wiRi,k (27)

which means that when computing the sums in (20) it is not necessary to compute
the full expression (16). Note that computing αk as

αk = Jn(w) − 2wkβk − w2
kRk,k + 2rkwk (28)

instead of using (26) directly decreases the complexity of the algorithm from
O(M3) to O(M2). Utilizing the above we can formulate the AMFA:

Initialize: w = 0, Rxx = 0, rdx = 0 and D = 0
for n = 1 . . . do

Compute Rxx(n), rdx(n) and D(n) from (17), (18), and (19)
Compute Jn(w) from (23), taking wn−1 as initial value for w

Set initial c
repeat

for k = 1 . . .M do

Compute βk and αk from (27) and (28)
Compute w(k) from (20), utilizing (25) instead of (16)
Compute Jn(w) from (25)

end for

Decrease c
until w is stable

end for

The cooling schedule is not critical and for most practical purposes, an initial
c = 104 and a minimum limit of c = 10−4 is enough if employing a geometrical
decrease cn = 0.7cn−1. In practice, this places an upper limit on the number of
cooling steps required, of approximately 50, independent of problem.
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4 Simulations

To test the adaptive mean field annealing algorithm a number of simulations
comparing it to the RLS algorithm with complexity O(M 2) as described in [1]
were performed. For the sake of comparison, the tests were adopted from [2] and
[3]. In all simulations the mean squared error in the filter coefficients, ε(n) =

‖wn − g‖2
, and the squared estimation error |e(n)|2 were monitored as a measure

of performance. The unknown filter g of length M had its coefficients chosen
randomly in the range [−1, 1] for each simulation run. Input data, x(n), was
obtained by filtering white noise through the IIR filter

H(z) =
1 + 2z−1 + 3z−2

(1 − 1.1314z−1 + 0.64z−2) (1 + 0.9z−1)
. (29)

White noise ν, giving a signal-to-noise ratio of 10 dB, was added to the output
from g. For the RLS, the matrix Rxx was initialized to δI, with δ = 10−4 for
all runs and for the AMFA algorithm the set of feasible coefficients used was
N =

{
l · 2−b | −2b < l < 2b

}
, where l is an integer and b = 7 in all runs. The

forgetting factor λ was set to 0.99 in all simulations.

4.1 Initial transient behavior

Comparing the transient behavior of the AMFA to an ordinary RLS algorithm we
can conclude that the AMFA performs well. Fig. 3 shows the mean square filter
weight error, ε(n), and the estimation error, |e(n)|2, for the first 200 samples,
averaged over 100 runs, each time with a new g.



4 Simulations 165

0.01

0.1

1

10

100

 0  20  40  60  80  100  120  140  160  180  200

PSfrag replacements

AMFA
RLS

Sample, n

F
il
te

r
w

ei
g
h
t

er
ro

r,
ε(
n
)

=
‖w

n
−

g
‖2

 -20

 -10

   0

  10

  20

  30

  40

  50

  60

 0  20  40  60  80  100  120  140  160  180  200

PSfrag replacements

AMFA
RLS

Sample, n

F
il
te

r
er

ro
r,
|e(
n
)|2

[d
B

]

Figure 3: A comparison of the initial transient behavior of the AMFA (solid)

and the RLS (dashed) algorithm. The upper plot shows the mean square

filter weight error, ε(n) and the lower plot shows the estimation error |e(n)|2,

averaged over 100 simulation runs.
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4.2 Abrupt system change

The RLS algorithm has a very fast convergence after the initial transient but
cannot track abrupt system changes efficiently. A λ close to one, which is needed
for a small steady state error also slows down the adaptation speed. In this
respect the RLS and AMFA has essentially identical behavior, as shown in Fig. 4
where, at sample n = 501, an abrupt system change is introduced by replacing
g with a new set of randomly chosen coefficients.

For the RLS algorithm there are variants such as the sliding window RLS,
which only uses data from a certain number of previous samples, that improves
the ability to track changes. Utilizing the fact that the AMFA produces a w

that is constrained to wk ∈ [−1, 1] and does not display the transient behavior of
the RLS, recovering after an abrupt system change can be improved by simply
re-initializing w = 0, Rxx = 0, rdx = 0 and D = 0 according to the normal
algorithm initialization. In order to detect an abrupt change that calls for a
reset of the internal state it possible to monitor either ∆J(n) from (24) or the
error e(n) since both signals increase rapidly from the steady-state level when
the system changes. Fig. 5 shows the behavior of an AMFA algorithm that re-
initializes itself when a large increase in estimation error is detected, compared
to an ordinary RLS algorithm. When the error exceeded a threshold level, the
internal state was reset to its initial state and the reset mechanism was inhibited
for the following 2M samples.

5 Conclusions

We have presented a new approach to the adaptive filtering problem, based on
the mean field annealing optimization algorithm.

It has been shown by simulations that this approach, with complexity O(M 2)
where M is the filter length, finds a solution comparable to the recursive least
squares algorithm but without the transient behavior of the latter. The robust-
ness of the adaptive mean field annealing algorithm with respect to initialization
was exploited to render a fast recovery after abrupt system changes.
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Figure 4: A comparison of the response of the AMFA (solid) and the RLS

(dashed) algorithm to an abrupt system change. The upper plot shows the

mean square filter weight error, ε(n) and the lower plot shows the estimation

error |e(n)|2, averaged over 100 simulation runs.
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Figure 5: A comparison of the response of the AMFA (solid) and the RLS

(dashed) algorithm to an abrupt system change. The AMFA algorithm in this

case re-initializes itself when a large increase in estimation error is detected.

The upper plot shows the mean square filter weight error, ε(n) and the lower

plot shows the estimation error |e(n)|2, averaged over 100 simulation runs.
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Paper VI

An Entropy-directed Deterministic Annealing

Optimization Algorithm

Abstract

In this paper we present an entropy-directed deterministic annealing op-
timization algorithm and show its applicability to the problem of designing
digital filters with discrete coefficients, each implemented as a sum of signed
power-of-two terms, and additional general hardware constraints. The al-
gorithm is based on analogies from statistical mechanics and is related to
the well known mean field annealing algorithm. It utilizes estimates of
conditional entropy to prune the problem during the optimization, thereby
reducing the computational time by 30 to 50%. In conjunction with a
scheme to compute the value of the objective function as a sequence of
updates, this approach leads to a very fast algorithm. As an application
example demonstrating the potential of the new method we consider the
design of digital filters with discrete coefficients consisting of a minimum
number of signed power-of-two terms.

Based on: P. Persson, S. Nordebo and I. Claesson, “An entropy-directed deterministic

annealing algorithm,” in preparation, 2003.
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1 Introduction

Digital filters with coefficients made up of a minimum number of signed power-
of-two (SPT) terms are desirable but difficult to design[1, 2, 3, 4]. From a com-
binatorial point of view such a design can be considered a search for optimality
over a state space consisting of 3L possible outcomes of L variables with values
from the set {1, 0,−1}, L = BN where B is the maximum coefficient wordlength
and N is the maximum number of coefficients.

It is sometimes possible to start from a solution to the corresponding contin-
uous problem and then perform an intelligent search of the quantized coefficient
space in the vicinity of the continuous coefficient values [5, 6]. Nevertheless,
a total take on the problem has advantages since it provides the possibility of
co-optimizing the architecture of the realization.

Simulated annealing [7] is well known to find good solutions to hard combina-
torial problems but requires a large amount of computing time. The mean field
annealing (MFA) algorithm [8, 9] which is an optimization algorithm based on
the Boltzmann neural network [10, 11] was introduced as an alternative to SA,
finding solutions comparable in quality but in a fraction of the time.

Mean field annealing works by mapping the L discrete state variables cod-
ing the problem on to a new set of L continuous state variables by applying a
probabilistic interpretation. During the course of optimization the solution to
the continuous-valued problem is obtained from a deterministic expression. An
external control parameter governs the convergence of the search in such a way
that the overall features are assessed first and gradually more and more detail
is explored. A two-dimensional sigmoid-like function, emerging naturally from
the probabilistic interpretation, gradually force the probabilistic state variables
to become either 0, 1 or -1 while still representing a good solution.

This paper is laid out as follows. In Section 2 the method for stating a fil-
ter design problem as a combinatorial optimization problem is outlined and in
Section 3 the fundamentals of the statistical mechanics framework, used in later
sections, and the simulated annealing algorithm are briefly reviewed. In Section 4
follows a derivation of an MFA algorithm that, unlike previous derivations, does
not rely on a neural network formulation. In Section 5 an interpretation of en-
tropy and conditional entropy under the same approximation as in the derivation
of the algorithm is introduced, providing opportunities to improve the algorithm
in several aspects. The algorithm is further improved by applying an efficient
means of computing the objective function. Finally, in Section 7–9 numerical
examples and summarizing comments are given.
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2 Filter design by combinatorial optimization

In order to facilitate a simultaneous optimization of discrete filter coefficients
and hardware realization aspects it is necessary to encode1 a digital filter design
specification in a way that lets us operate on the bit level of the design. Further-
more, the encoding of the problem must fit the optimization framework at hand,
which in our case means a state vector, belonging to the set S

S = {s | s = {si}, si ∈ {−1, 0, 1}, i = 1, . . . , L} (1)

which for every possible state, s, has an associated cost, f(s), that has a global
minimum corresponding to the optimal solution. Since we may be dealing with
several aspects of the design at the same time, it is natural to consider a cost
consisting of several parts

f(s) = f0(s) + α1f1(s) + α2f2(s) + . . . (2)

where each term is associated with a certain property of the design. The factors
α1, α2, . . . are used to trade off the different aspects against each other.

In hardware terms, we can simply interpret si as the jth SPT term of the nth

filter coefficient by the stacking relation i = nB+ j and construct a cost function
f1(s) accordingly. The frequency response of a filter may also be expressed in s

by, as an example, considering the design of a finite impulse response (FIR) filter
with impulse response h(n), and odd length N . The frequency response, H(ω),
is given by [12]

H(ω) =

N−1∑

n=0

h(n)e−jωn = hTφ(ω) (3)

where h is an N × 1 vector of coefficients hn = h(n), and φ(ω) a vector of basis
functions φn(ω) = e−jωn for n = 0, . . . , N − 1.

By expanding the basis vector with a binary weight vector using a Kronecker
product

ψ(ω) = φ(ω) ⊗
[
2−1 · · · 2−B

]T
(4)

we can express the frequency response (3) directly in terms of s as

H(ω) = sTψ(ω). (5)

Given a desired frequency response Hd(ω) we can define the design error, f0, as

f0 =
K∑

k=1

w2
k|H(ωk) −Hd(ωk)|2 (6)

which measures the weighted deviation from the desired response on a set of
frequency points ωk ∈ [0, π] for k = 1, . . . ,K with a weighting factor wk for each
frequency. The solution to (6) in terms of infinite precision coefficients, denoted
fLS, is assumed to be known.

1In this context, “encode” means “define a problem instance in terms of decision variables”
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3 Optimization by annealing

In this section we will briefly review the simulated annealing algorithm and point
out some of its strengths and weaknesses before going on to resolve some of the
weaknesses in the following section.

Simulated annealing (SA) used as a combinatorial optimization method was
introduced by Kirkpatrick et al. in 1983 [7]. It quickly became a widely accepted
means of solving hard combinatorial problems. Experience shows that it performs
very well on a large number of practical problems, but requires a substantial
amount of time to converge to a good solution.

A brief review of some results from statistical mechanics is in place here, for
a thorough discussion see [13]. Consider a physical system with many degrees
of freedom, which can exist in any of a very large number of states, si, each
one corresponding to a certain energy Ei of the system. A fundamental result
from statistical mechanics is that the probability of finding the system in state
si when it is in thermal equilibrium with its surrounding environment is given
by the Boltzmann distribution

P (s = si) =
1

Z
exp

(−Ei

kBT

)

(7)

where T is the surrounding temperature and kB is Boltzmann’s constant. By
requiring that P (si) ≥ 0 and

∑

i P (si) = 1 we can state the normalizing quantity
Z, the partition function, as

Z =
∑

i

exp

(−Ei

kBT

)

. (8)

From (7) we note the following important property—for high values of T all
states have approximately the same probability of occurring but for lower values
of T states with low energy are strongly favored. In fact, as T goes to zero only
the state with the lowest energy, the ground state, will occur. This property of
systems in thermal equilibrium is what makes annealing algorithms attractive for
optimization.

The Metropolis algorithm [14] can be used for stochastic simulation of ther-
mal equilibrium in physical systems with many degrees of freedom. In short,
the algorithm performs a random walk across the state space, accepting moves
according to a criterion, the Metropolis sampler,

P (accept sj) =

{
1, Ej ≤ Ei

exp
(

Ei−Ej

kBT

)

, Ej > Ei
(9)

always accepting energy decreasing moves and sometimes accepting energy in-
creasing moves. The probability of energy increasing moves depends on the differ-
ence in energy between the states and the temperature. After an initial transient,
the states obtained by this algorithm will have a Boltzmann distribution.
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Using the Metropolis algorithm, the convergence to equilibrium from a ran-
dom starting point is fast for high temperatures but extremely slow for low tem-
peratures. This is unfortunate since it is the distribution at zero temperature,
which at that point has collapsed into probability 1 for the single state with min-
imum energy [15], that is interesting from an optimization point of view. The
solution is to introduce the concept of annealing—starting from a high temper-
ature and quickly obtaining equilibrium and then slightly lower the temperature
(anneal) so the system is at all times close to equilibrium and the Metropolis
algorithm can rapidly restore equilibrium at the lower temperature. The process
is repeated until the system has reached its ground state.

Using the terminology from Section 2 for the algorithm, energy corresponds
to the cost of a potential solution to the optimization problem and the state to
a point in the solution space. The temperature and Boltzmann’s constant are
replaced by a control parameter c leaving us with the following expressions which
replace (7) and (11)

P (s) =
e−f(s)/c

Z
(10)

Z =
∑

S

e−f(s)/c (11)

where S is the set of all possible states s.
Combing the Metropolis algorithm with annealing gives the simulated anneal-

ing algorithm, which is shown in Listing 3.1 below.

Listing 3.1 Simulated Annealing

Set initial value of control parameter c
Pick initial state si randomly
repeat

repeat {Metropolis algorithm}
Propose new state sj picked randomly
if f(sj) < f(si) then

Accept si := sj

else

Accept si := sj with probability exp(−(f(sj) − f(si))/c)
end if

until Thermal equilibrium established
Decrease c

until Configuration frozen

Now, consider the SA algorithm in terms of the state variables si. By defin-
ing the expectation value of s as E[s] = {E[si]} we have that after thermal
equilibrium has been established for the current c, the value of E[si] is

E[si] =
∑

s∈S

siP (s) =
1

Z

∑

s∈S

sie
−f(s)/c. (12)
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Furthermore, we know [15] from (7) that

lim
c→0

E[s] → sopt (13)

which means that the tracking of thermal equilibrium in the algorithm might
as well be performed in terms of E[si] as actual sampled states, the end result
would (asymptotically) be the same.

Given a means of estimating E[si] by a direct computation, since it is in gen-
eral impossible to compute E[si] as given by (12), the time consuming sampling
of states required by the Metropolis algorithm could be replaced.

4 A deterministic annealing algorithm

Next we will derive a means of estimating E[si] to speed up the simulated an-
nealing algorithm. The derivation also provides a foundation for the discussion
of entropy and conditional entropy in Section 5.

Given the definition
s = (si, s̄i) (14)

where s̄i = {sj , j 6= i} we find that the following relations holds:

P (s) = P (si, s̄i) (15)

P (si) =
∑

s̄i

P (si, s̄i) (16)

P (s̄i) =
∑

si

P (si, s̄i) (17)

P (si | s̄i) =
P (si, s̄i)

P (s̄i)
(18)

Again, a system in thermal equilibrium for c > 0 is characterized not by
a single state, but by states occurring with a certain probability. Likewise, at
thermal equilibrium the state variables si will fluctuate with an expectation value
E [si] given by

E [si] =
∑

s

siP (s) =
∑

s

siP (si, s̄i) =
∑

s

siP (s̄i)P (si | s̄i) =

=
∑

s̄i

∑

si

siP (s̄i)P (si | s̄i) =
∑

s̄i

P (s̄i)
∑

si

siP (si | s̄i) =

= Es̄i

[
∑

si

siP (si | s̄i)

]

= Es̄i

[∑

si
siP (si, s̄i)

P (s̄i)

]

=

= Es̄i







∑

si

siP (si, s̄i)

∑

si

P (si, s̄i)






≈

∑

si

siP (si, E [s̄i])

∑

si

P (si, E [s̄i])
(19)
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where the approximation is arrived at by moving the expectation operator inside
the argument of P (·), in a move analogous to the mean field approximation of
statistical mechanics [13].

By introducing the set of real valued variables

V = {v | v = {vi}, vi ∈ [−1, 1], i = 1, . . . , L} (20)

where vi = E [si] and defining v̄i = E [s̄i] and v = E [s] the approximation (19)
forms a fixed point equation

vi =

∑

si

sie
−f(si,v̄i)/c

∑

si

e−f(si,v̄i)/c
(21)

provided that f(v) and thus f(si, v̄i) are defined. In (21) P (si, v̄i) is replaced
by the explicit expression (10) and we point out that (21) does not depend on Z.

We now assume that (21), from a starting solution v close to the fixed point
for a given c, allows us to iteratively find an estimate of the mean of the state
variables si at equilibrium for c.

Given a state vector v corresponding to a stationary distribution it is possible
to track the sequence of solutions by carefully lowering (annealing) c in a sequence
ck+1 < ck, where k = 0, . . . ,K − 1. The limiting factor on the annealing step is
that the perturbation of the stationary state distribution has to be small enough
that the previous value of v is a valid starting point for a new iterative solution.

Considering that the feasible solutions to the optimization problem consists
of discrete variables, a necessary requirement on vi in the limit as c → 0 is that
they approach si and, it is indeed easy to show that limc→0 vi ∈ {−1, 0, 1} unless
the cost f(si = 0, v̄i) = f(si = 1, v̄i) or f(si = 0, v̄i) = f(si = −1, v̄i) in which
case vi → 1/2 and vi → −1/2 respectively.

In Listing 4.1 the deterministic annealing algorithm as derived above is pre-
sented, and next follows discussions on the implementation details.

Listing 4.1 A deterministic annealing algorithm

Initialize state variables, vi = 0, i = 1 . . . L
Set control parameter value, c
repeat

repeat

for i = 1 . . .L do

Calculate vi =
∑

si
sie

−f(si,v̄i)/c/
∑

si
e−f(si,v̄i)/c (21)

end for

until All vi are stable
Decrease c

until Stopping criterion fulfilled
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The deterministic annealing algorithm in Listing 4.1 is in all major respects
identical to the mean field annealing (MFA) algorithm of [9] which in turn is a
variant of the more common2 MFA approach of [8]. It is reasonable to question
whether another derivation of the algorithm is needed, but subscribing to the
principle of Occam’s razor3, the algorithm in [9] is derived in terms of neural net-
works which, as is shown by the derivation of the algorithm here, is unnecessary.

4.1 Initial state and annealing schedule

It is possible to derive an initial estimate of v by considering (19) for large values
of c, since

lim
c→∞

vi = lim
c→∞

E[si] =
1

3

∑

si

si = 0 (22)

and thus c0 should simply be large enough that vi ≈ 0. The result in (22)
holds for the exact formulation of E[si] as well as the approximation. A suitable
annealing schedule, adopted from simulated annealing, is to let ck+1 = λck, with
0 < λ < 1 in the range 0.7 − 0.9.

To reliably determine when the optimization process is finished, i.e. no more
improvements are likely, a stopping criterion is needed. This matter will be
further discussed in Chapter 6.

4.2 Determining stationarity

The objective of the algorithm is to keep track of the stationary distribution of
state variable averages E[si] ≡ vi, corresponding to a fixed point v∗, for every
value of the control parameter c. Using the initial estimate (22) of v as starting
value, (21) is then repeatedly iterated over the variables vi until v has settled
on the fixed point v∗. The iterative solution is considered to have converged
to the fixed point when the average distance of the MFA-variables between two
consecutive iterations falls below a threshold value δv ,

1

L

L∑

i=1

∣
∣vnew

i − vold
i

∣
∣ < δv . (23)

The impact of the threshold value δv in the stability criterion (23) is largely
dependent on the annealing schedule. Given small enough annealing steps, very
few iterations are needed to refine the initial estimate. However, during critical
phases of the optimization the number of iterations needed tend to increase radi-
cally and using a small δv helps ensuring that there is no unnecessary degradation
of the final result [8].

2The common formulation of the MFA algorithm does not handle self couplings in vi well,
which is necessary in our case.

3William of Occam (1285–1349): “Causes should not be multiplied beyond necessity.”
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5 Approximating the conditional entropy

From the theory of information [16] we have the notion of entropy and infor-
mation. Entropy, H , is a measure that can be interpreted as the amount of
uncertainty in a stochastic variable s and the formal definition is

H(s) = −E [log2 P (s)] = −
∑

s∈S

P (s) log2 P (s). (24)

The quantity H is in general very hard to compute except in simple cases
or under certain conditions. With a state probability distribution P (s) given by
(10) it is possible to compute H in the limits c→ ∞ and c→ 0.

lim
c→∞

H(s) = log2 |S| = L log2(3) (25)

and, given a single optimal point in S,

lim
c→0

H(s) = 0 (26)

In the algorithm, each of the state variables are examined one at a time, and
therefore an interesting entity is the conditional entropy

H(si | s̄i) = −E [log2 P (si | s̄i)] = −
∑

s∈S

P (si, s̄i) log2 P (si | s̄i) (27)

interpreted as the amount of uncertainty in si given an observation of s̄i.
The cost of computing H(s) and H(si | s̄i) is prohibitively high under normal

circumstances but since we are already considering the mean field approximation
to be valid for the optimization it might as well be valid for estimating H(s) and
H(si | s̄i) for our purposes.

Starting from the definition of conditional entropy (27), we can rewrite it as

H(si | s̄i) = −
∑

s∈S

P (si, s̄i) log2 P (si | s̄i) =

= −
∑

s̄i

∑

si

P (s̄i)P (si | s̄i) log2 P (si | s̄i)

= −Es̄i

[
∑

si

P (si | s̄i) log2 P (si | s̄i)

]

(28)

and by applying the same approximation as in (19) we find that

H(si | s̄i) ≈ −
∑

si

P (si | v̄i) log2 P (si | v̄i) (29)

where

P (si | v̄i) =
P (si, v̄i)

∑

si
P (si, v̄i)

=
e−f(si,v̄i)/c

∑

si
e−f(si,v̄i)/c

. (30)
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Figure 1: The evolution of the MFA variables vi over during a run of the

algorithm (top) and the corresponding entropy estimate H(v) (bottom)

In the following, H(si | v̄i) will be used to denote the approximate condi-
tional entropy as given by (29). Furthermore, the entropy of the system can
subsequently be estimated by

H(s) ≈
∑

i

H(si | v̄i) ≡ H(v) (31)

which is strictly correct only if si is independent of v̄i something which is only
fulfilled in the limit of c→ ∞.

The evolution of the state variables vi and the entropy estimate H(v) over
the course of a run of the optimization algorithm are shown in Figure 1. The
potential benefits of the above estimates will be discussed in the next section.
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6 Enhancing the algorithm

The estimates of entropy and conditional entropy can be used to improve the
algorithm in two ways. Since the entropy goes to zero when the algorithm ap-
proaches the optimal (under the mean field approximation) state, it can be used
as a stopping criterion. Furthermore, the conditional entropy estimate can be
used to reduce the number of cost function evaluations by detecting when a
certain state variable no longer needs to be updated.

By employing a cost update strategy, previously presented in [17], the com-
putational complexity of the can algorithm be further reduced by an order of
magnitude for a large class of problems.

6.1 Stopping criterion

All algorithms need a good stopping criterion and from the previous discussion
of entropy we can state a stopping criterion based on entropy simply as

H(v) =
∑

i

H(si | v̄i) < εstop. (32)

The criterion (32) has the nice property that an εstop value of log2(3) corresponds
to the entropy of a single completely undecided variable.

6.2 Pruning the problem

The conditional entropy estimate can be used to significantly speed up the algo-
rithm by realizing that once the variable vi has settled on a discretized level the
corresponding conditional entropy is zero. The situation is exemplified in Fig-
ure 2 where two state variables vi are plotted together with their corresponding
conditional entropy estimates H(si | v̄i) over a run of the algorithm.

Thus, by monitoring the conditional entropy estimate H(si | v̄i), which comes
almost for free, since the quantities needed to compute it are already available
from the computation of (21), it is possible to prune the problem size as the
optimization progresses. When H(si | v̄i) = 0 no more information on si can be
gained from s̄i and it is no longer necessary to calculate the ith value from (21).
In practice, when H(si | v̄i) falls below a threshold εprune > 0 the corresponding
variable is rounded to its nearest discrete value and subsequently used only as
part of vi, never as a variable under test.

The reduction in the number of cost function evaluations from pruning the
problem is in the range 30% to 50% which is a decent speedup, considering the
simplicity of the action. See Chapter 7 for details.
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Figure 2: Using H(si | v̄i) to prune the problem. The upper plot shows

H(si | v̄i) for each of vi. The middle plot shows H(si | v̄i) corresponding to

the two vi’s singled out in lower plot. Once H(si | v̄i) has become zero, vi will

have settled on either of {−1, 0, 1}.
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6.3 Entropy-directed deterministic annealing

Henceforth we will refer to the algorithm presented here as entropy-directed de-
terministic annealing (EDDA) to distinguish it from MFA and deterministic an-
nealing [18]. The EDDA algorithm is summarized in Listing 6.1.

Listing 6.1 Entropy-directed Deterministic Annealing (EDDA)

Initialize state variables, vi = 0, i = 1 . . . L
Set control parameter value, c
Active set = 1 . . . L
repeat

repeat

for i in active set do

Calculate vi =
∑

si
sie

−f(si,v̄i)/c/
∑

si
e−f(si,v̄i)/c (21)

end for

until All vi are stable
if H(si | v̄i) < εprune then

Remove i from active set
end if

Decrease c
until H(v) < εstop

6.4 Efficient computation of the cost

If the cost is given on the form f(v) = vT Rv − 2pT v + g it is unnecessary to
repeatedly compute the full extent of the expression. Consider the following; if
the values of vi are computed sequentially and the new values are immediately
used, i.e. not deferred until the next cooling step, then the cost can be split in
two parts — one corresponding to v̄i and one corresponding to vi.

The cost update approach [17] is arrived at by stating the cost explicitly and
by factoring out the ith component, we find that it can be separated into two
parts of which the first does not depend on vi,

f(v) =
∑

m6=i

∑

n6=i

vmvnRmn − 2
∑

m6=i

pmvm + g

︸ ︷︷ ︸

≡ ai, independent of vi

+2vi

∑

m6=i

vmRmi + v2
iRii − 2pivi =

= ai + 2vi(bi − pi) + v2
iRii (33)

where Rmn and pi denotes the elements of R and p, respectively, and bi is used
to denote the sum

bi =
∑

m6=i

vmRmi. (34)
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To compute the cost in (21) we can use the relation

f(si, v̄i) = ai + 2si(bi − pi) + s2iRii (35)

which decreases the complexity of the EDDA algorithm from O(L3) to O(L2)
since we can compute ai as

ai = f(v) − 2vi(bi − pi) − v2
iRii (36)

if we know the value of f(v). Starting the algorithm from v = 0 in accordance
with (22) we find that the initial cost is indeed known to be f(v) = g and thus
a0 = g and b0 = 0.

A detailed summary of the cost update EDDA algorithm is given in List-
ing 6.2. All variables have retained their names except for H(si | v̄i) which is
denoted by ei in the listing.

Listing 6.2 The cost update EDDA algorithm

Define ηi(x) = 2x(bi − pi) + x2Rii

Initialize state variables, vi := 0, i = 1 . . . L
Set initial cost f := g
Set initial control parameter value, c := c0
Active set := 1 . . . L
repeat

repeat

vold := v

for i in active set do

bi :=
∑

m6=i vmRmi

ai := f − ηi(vi)
zi :=

∑

si
exp (−(ai + ηi(si))/c)

vi := 1
zi

∑

si
si exp (−(ai + ηi(si))/c)

f := ai + ηi(vi)
ei := −∑si

1
zi

exp (−(ai + ηi(si))/c) log2(
1
zi

exp (−(ai + ηi(si))/c))
end for

until 1
L

∑

i

∣
∣vi − vold

i

∣
∣ < δv

if ei < εprune then

Remove i from active set
vi := round(vi)
f := ai + ηi(vi)

end if

c := λc
until

∑

i ei < εstop
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7 Design example

This example is the basic design of Section 2 where a linear phase FIR filter
with a minimal number of SPT terms is the target. The filter specification is the
same as in [19, 1, 2], a low-pass filter with passband ω ∈ [0 0.10625], stopband
ω ∈ [0.14375 0.5] and weighting factor

w(ω) =







1, 0 ≤ ω < 0.103√
3, 0.103 ≤ ω ≤ 0.10625√
8, 0.14375 ≤ ω < 0.15

1, 0.15 ≤ ω ≤ 0.5.

(37)

Using the mapping (5) from s to frequency response, we can rewrite the filter
design error f0 (6) as a quadratic form in s as

f0(s) = sT Rs− 2pT s + g (38)

where R, p and g are defined as

R =

K∑

k=1

w2
kψ(ωk)ψT (ωk) (39)

p =

K∑

k=1

w2
kψ(ωk)Hd(ωk) (40)

g =

K∑

k=1

w2
kH

2
d(ωk). (41)

Now that we have a mapping from s to filter design error, we turn to the
problem of capturing hardware constraints in terms of s. By using coefficients
made up of sums of signed powers of two we already have the possibility of a mul-
tiplierless implementation but the fewer non-zero terms (NZT) in the coefficients
the better.

To minimize the total number of non-zero SPT terms assigned to the filter, a
penalty term, f1(s), proportional to sT s is added to the cost f0(s) given by (38)
rendering a total cost of

f(s) = sT Rs− 2pT s + g
︸ ︷︷ ︸

filter design cost

+ α
fLS

L
sT s

︸ ︷︷ ︸

NZT cost

(42)

where fLS/L is a normalizing factor while α > 0 is a weighting parameter deter-
mining the trade-off between filter design error and total number of SPT terms.

The trade-off between frequency response and the total number of SPT terms
needed to implement the filter is illustrated in Figure 3 where the frequency
response is shown for two filters designed with α = 0 and α = 5.
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Figure 3: The frequency response of two filters designed with EDDA for

different values on the trade-off parameter α.

The SPT representation is not unique in the sense that a certain coefficient
value may be represented by several different combinations of SPT terms. One
way of resolving this ambiguity is to note that two consecutive digits si and si+1

need not both be non-zero [3]. By adding a penalty term

f2(s) ∼
∑

l

|slsl+1|, l 6= B, 2B, . . . (43)

this situation can be resolved and we have

f(s) = f0(s) + α1f0(s) + α2f2(s) (44)

where

f0(s) = sT Rs− 2pT s + g (45)

f1(s) =
fLS

L
sT s (46)

f2(s) =
fLS

L

∑

l

|slsl+1|, l 6= B, 2B, . . . (47)

and one can easily envision other terms that are candidates for addition, but for
our purposes (42) serves as a reasonable outline of a strategy for adding hardware
constraints.
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8 Algorithm performance

The performance analysis of the EDDA algorithm with respect to the design
target is split over the three following sections, each highlighting one of the three
design aspects—magnitude response, SPT term reduction and solution time. The
three aspects are, however, not independent of each other.

In all of the following, the maximum allowed wordlength is B = 10.

8.1 Magnitude response

The filter design error f0 and the average number of SPT terms per coefficient
r versus N for α = {0, 2, 20, 200} are shown in Figure 4. An interesting point
is that there is very little difference in magnitude response between the infinite
precision solution fLS and the quantized solution for small values of α.
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Figure 4: The filter error f0 (top) and average number of SPT terms per

coefficient r (bottom) versus N for α = {0, 2, 20, 200}. The line fLS indicates

the optimal solution for coefficients of infinite precision.
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8.2 SPT term reduction

While the frequency response of a filter certainly is the most important aspect
of the design, the possibility to exploit any available slack, i.e. the margin to a
given frequency response specification, to reduce the realization cost is also of
great importance.

The dependencies of the total number of SPT terms and the frequency re-
sponse H(ω) on parameter α governing the trade-off between the two are shown
in Figure 5. From these results we conclude that, for practical purposes, values
of α < 10 are of interest since they give a substantial reduction of the SPT terms
at a modest degradation in magnitude response.
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Figure 5: The filter error f0 (top) and number of SPT terms (bottom) plotted

versus the trade-off parameter α.
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8.3 Solution time

Finally, the time taken to solve a particular instance of a problem, is important
in the sense that if it is short enough the designer can easily experiment with the
design parameters and explore the design space interactively.

The convergence time depend on more or less every parameter of the prob-
lem. The largest impact is caused by the number of variables, L = BM as the
algorithm requires O(L2) operations. The annealing schedule is also important,
and the required steps are in the order of 50–150 for λ = [0.7, 0.9].

The algorithm performance with respect to solution time is summarized in
Tables 1 and 2. Table 1 shows the design error f0, total number of non-zero SPT
terms sT s, average number of SPT terms per coefficient r, number of annealing
steps K, average iterations at each annealing step Ik, the pruning ratio ρ defined
as the actual number of cost function evaluations divided by the number of
evaluations without pruning, and the time t needed for different values of α
and stability criterion threshold δv. Table 2 lists the same quantities, but for
different filter sizes N and stability criterion threshold δv.

A point to note is the stability criterion threshold δv . Whereas it affects the
solution time in a negative way if taken too small, the impact on the quality of
the solution in terms of frequency response and SPT term reduction is minor and
a good choice would be δv = 0.01.

9 Summary and conclusions

In this paper we have derived and analyzed the entropy-directed deterministic
annealing (EDDA) optimization algorithm applicable to the design of digital
filters with discrete coefficients which are implemented as sums of a signed power-
of-two terms. Since the algorithm operates on the bit level of the design, hardware
realization aspects can co-optimized with the frequency response aspects.

The EDDA algorithm is similar in essence to other mean field annealing al-
gorithms derived from a neural network formulation but the present derivation
makes no reference to neural networks which to some extent questions the clas-
sification of MFA algorithms as neural networks for combinatorial optimization.

From the derivation also follows a means to estimate the conditional entropy
in the decision variables which is subsequently used to improve the algorithm by
allowing the problem to be pruned as the optimization progresses. A stopping
criterion for the algorithm which has a direct interpretation in terms the number
of undecided variables is also derived from the conditional entropy estimates.

The combination of a cost updating scheme, eliminating the need to repeat-
edly compute the full extent of the cost function, and the progressive pruning of
the problem leads to a very fast algorithm. The time taken to solve fairly large
problem has been reduced to a level where interactive design of digital filters,
e.g. minimizing hardware demands by loosening the magnitude specification or
maximizing filter performance given a certain hardware budget, is possible.
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Table 1: The impact of trade-off parameter α and stability constraint threshold
δv on the performance of the EDDA algorithm (λ = 0.85, N = 51).

δv α f0 [dB] sT s r K Ik ρ t [s]
0.01 0.0 -30.1 146 2.86 123 1.2 0.57 0.29

2.0 -30.0 140 2.75 115 1.2 0.60 0.29
20.0 -27.2 95 1.86 114 1.2 0.61 0.28

200.0 -13.6 59 1.16 101 1.1 0.68 0.27
0.001 0.0 -30.1 150 2.94 123 3.7 0.56 0.73

2.0 -30.0 140 2.75 115 3.9 0.56 0.72
20.0 -27.8 97 1.90 111 3.6 0.60 0.72

200.0 -13.6 59 1.16 101 3.3 0.67 0.64
0.0001 0.0 -30.1 150 2.94 123 7.2 0.54 1.31

2.0 -29.9 139 2.73 116 7.3 0.54 1.30
20.0 -27.8 97 1.90 111 6.9 0.60 1.25

200.0 -14.5 65 1.27 99 6.3 0.66 1.17

Table 2: The impact of filter length N and stability constraint threshold δv on
the performance of the EDDA algorithm (λ = 0.85, α = 5).

δv N f0 [dB] sT s r K Ik ρ t [s]
0.01 31 -8.8 61 0.86 103 1.2 0.68 0.14

41 -18.3 85 1.20 116 1.2 0.61 0.21
51 -29.2 117 1.65 116 1.2 0.60 0.27
61 -41.3 135 1.90 116 1.2 0.60 0.37
71 -48.5 143 2.01 120 1.1 0.58 0.46

0.001 31 -8.8 63 0.89 103 3.6 0.65 0.34
41 -18.3 87 1.23 116 3.7 0.59 0.52
51 -29.0 117 1.65 116 3.8 0.58 0.74
61 -41.3 143 2.01 116 3.7 0.56 0.94
71 -48.5 145 2.04 120 3.5 0.55 1.23

0.0001 31 -8.8 63 0.89 101 7.8 0.67 0.65
41 -18.3 89 1.25 115 8.4 0.60 1.15
51 -29.0 117 1.65 116 8.8 0.58 1.67
61 -41.3 145 2.04 116 9.4 0.56 2.28
71 -48.5 147 2.07 120 9.3 0.56 3.15
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