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i

This thesis investigates the applicability of multi-agent systems as a control
approach for district heating systems. The consumers, i.e., the heat exchange
systems, in current district heating systems are purely reactive devices and
have typically no communication capabilities. They are only able to make
local decisions without taking into account the global situation in the system.
In this work, the possibilities of a new type of heat exchanger systems that has
an open software environment and communication capabilities are explored.

Operators of district heating systems have several, often conflicting, goals,
e.g., to satisfy the demand of the customers and to minimize production costs.
Major concerns are how to cope with the uncertainty caused by discrepancies
between the estimated and actual customer demand, and the temporal
constraints imposed by the relatively long production and distribution times
(up to 24 hours). The approach studied in this thesis is to equip each
consumer with an agent that makes predictions of future needs and to form
clusters of consumers within which it is possible to redistribute resources fast
and at a low cost. The agents have two fundamental goals: the local goal,
which is to satisfy the customers’ needs, and the global goal, which is to
improve the overall performance of the system by cooperating with the other
agents in the cluster.

Results from a simulation study indicate that the suggested approach
makes it possible to reduce production while maintaining the quality of
service. The study also show that it is possible to control the trade-off between
quality-of-service and degree of surplus production. In another study, a small-
scale experiment in a controlled physical environment, two agent-based
approaches are evaluated and compared to existing technologies. The
experiment shows that it is possible to automatically load balance a small
district heating network using agent technology. Finally, a generalized formal
characterization of the problem space under investigation is provided, i.e.,
production and logistics network management, together with a preliminary
evaluation of the applicability of the suggested multi-agent system approach
for this general problem area.

Abstract
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This thesis investigates the applicability of multi-agent systems as a
control approach for district heating systems. The consumers, i.e., the
heat exchange systems, in current district heating systems are purely
reactive devices and have typically no communication capabilities.
They are only able to make local decisions without taking into account
the global situation in the system. In this work, the possibilities of a
new type of heat exchanger systems that has an open software
environment and communication capabilities are explored.

1. Distributed Control Systems

The term distributed control system usually refers to systems
composed of interconnected components like sensors, actuators and
controllers. The traditional approach to control such systems is to
transfer all relevant data to a central node that performs the necessary
computations. Experience has shown that this approach can lead to a
lack of system fault tolerance, reconfigurability, extensibility, and
adaptability [1]. Also, a general argument against centralized
approaches to complex distributed problems is that when the
problems are too extensive to be analyzed as a whole, solutions based
on local approaches often allow them to be solved more quickly [2]. 

An alternative approach to deal with high complexity and the
inadequacies of centralized approaches is to specialize and
decentralize. The general idea is to divide and conquer, i.e., to partion
the complex problem into a number of simpler subproblems that can
be solved in a distributed manner, and whose individual solution
contribute to the solution of the original complex problem. Basically, a
number of interacting decision-makers takes the place of a single

Introduction
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centralized decision-maker. There is a continuous search for new
concepts and abstractions to facilitate the design and implementation
of systems of this kind. One such concept is software agents [3, 4, 5].

2. Software Agents and Multi-Agent Systems

Software agents may be seen as a natural extension of the concept of
software objects. Object-oriented programming added abstraction
entities, i.e., objects, that have persistent local states to the structured
programming paradigm. Similarly, agent-based programming adds
abstraction entities, i.e., agents, that have an independent execution
thread and pro-activity to the object-oriented paradigm. Thus,
compared to an object, an agent is able to act in a goal-directed fashion,
e.g., by interacting with other agents, reading sensors, or sending
commands to effectors, rather than only passively react to procedure
call. 

A single agent may sometimes be operating usefully by itself.
However, in most situations functionality and productivity may be
increased by letting several agents interact with each other forming a
multi-agent system. Such systems are often heterogeneous, i.e., they
are composed of agents of different kinds that have different roles in
the system. The agents are either cooperating in order to achieve a
common goal or competing to achieve conflicting goals.

We will here concentrate on closed multi-agent systems in which
the structure of the system can be decided at design time, and where
agents basically cooperate in order to fulfil a goal on the system level.

3. District Heating Systems

The basic idea behind district heating is to use cheap local heat
production plants to produce hot water, in some systems steam is used
instead of water, which is used by the customers to heat buildings and
to produce domestic hot tap water. In most cases, the hot water is
produced in conversion plants that may use fossil fuels, or alternative
energy sources, e.g., biomass, biogas or geothermal reservoirs. (To fully
utilize the conversion plant during all seasons of the year, the system
often also includes a power generator. This way, excessive heat can be
used to generate electricity). However, in order to deal with situations
where the demand for heat is high several types of heat producing
units must typically be used.

The heat is distributed to consumers through a closed loop network
where the hot water is transported to consumers in the supply
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network, cooled down by the consumer through a heat exchanger
system, and transported back to the heat plant where it is heated again.
Major benefits of this method of distribution is the possibility of
centralized heat generation outside of the city, which contributes to the
decongesting of the often polluted air of the cities [6], and the
possibility to use heat (byproduct) from industrial processes. However,
due to the large distances the distribution of heat is also the largest
managerial planning problem, the distribution time can get quite large,
typically ranging from 3 to 24 hours.

Factors that have an effect on the heat load can be classified into
three groups: 

■ Human factors: The consumption of domestic hot water is
mainly dependent on social behavior.

■ Weather conditions: Approximately 70 percent of the total heat
load can be attributed to outdoor (ambient) temperature [7],
other weather conditions affecting the heat load are for example,
humidity, solar radiation, wind direction and velocity.

■ Physical factors of the distribution network: Factors such as
length, isolation and dimension of distribution pipes determines
the amount of distribution losses. Approximately 10 percent of
the total heat load is attributed to distribution losses [8]. 

4. District Heating Systems Control

Today, the operation of most district heating systems are based on a
simple mapping between the ambient temperature and the
temperature of the water in the supply network. When engineers refer
to operational optimization of district heating systems, they usually
refer to deciding the optimal operation of the heat supplies and the
optimal supply temperature for the nearby future (a couple of hours to
a few days). In a general optimization model for the supply
temperature the network appears as a set of constraints (where
consumers have fixed and given demand), and the objective function
is composed of cost for production. Combinatorial optimization
problems are difficult because there is no formula for solving them
exactly. Every possibility has to be examined in order to find the best
solution and the number of possibilities increases exponentially as the
size of the problem increases. It is obvious that an optimization model
of a large district heating system with many loops and more than one
heat production plant is extremely computationally demanding [6, 9,
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10]. In fact, it is argued that when the complexity of an district heating
system reaches approximately 100 components and restrictions, the
present computer and software technology is insufficient to find an
optimum operational strategy [9].

Current approaches to operate district heating systems are
performed in a centralized manner without possibilities of controlling
the consumption in the network. Moreover, the behavior of the
network is mainly a consequence of the consumers’ behavior. The flow
through the network is determined by the collective behavior of the
consumers since every connected building has a valve controlling the
flow in the primary distribution pipe. In order to ensure sufficient heat
supply, the tendency has been to produce more heat than necessary
and hence an waste of energy [11, 12, 13].

The use of energy that increases the discharging of carbon dioxide
and contributes to the greenhouse effect is a serious global problem.
With different means, like increased energy prices (taxes or otherwise)
communities are creating incitements to lower the use of 'bad' energy.
Using district heating systems this kind of energy use is already low.
However, there are situations when possibilities to plan are
insufficient, and therefore demands for bigger energy loads, forced by
energy use peaks, or by malfunctioning system, e.g., fictive loads [14],
forces the suppliers to use other kind of heat sources, e.g., oil. In the
latter case, the load peaks are not caused by real consumer demands,
but by fictive demands generated by a system that does not have the
possibilities to use existing information about the current state of the
network. Therefore, by applying modern information technology in
existing system, the use of carbon dioxide can be lowered even further.
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5. Research Questions

The general goal is to investigate the applicability of agent technology
to support the management of district heating systems. The basic
research questions addressed are:

1. What kind of multi-agent system architectures are suitable for
supporting decentralized control of district heating systems?

2. Is it possible to reduce heat production without noticeably
affecting the comfort of the end users?

3. How can the effects resulting from the temporal constraints
between production and consumption be controlled?

4. Is it possible to identify and describe a more general class of
problems with similar characteristics as district heating
management where similar management principles can be used?

6. Research Methods

To experiment with actual district heating systems is both difficult and
expensive. Firstly, the system is distributed over a large area of space
and secondly, practically all components in use today lack
communication capabilities. The rational thing to do would then be to
limit the experiment to a smaller physical area of the system.
Unfortunately, the state of the smaller area is in part a result of the
overall system state, which means that the area would need to be
disconnected from the other parts of the network. This would as a
consequence require a separate heating source and some major
construction work which would be unreasonably expensive for this
project. A more common method for analyzing systems as complex as
district heating systems is to develop a simulation tool. Consequently,
this thesis is mostly based on empirical work with a simulation model.
However, we have also been fortunate to get access to a laboratory
containing a small district heating system. 

The research has been performed in an industrial context within the
ABSINTHE (Agent-Based Monitoring and Control of District Heating
Systems) project, a collaboration between Blekinge Institute of
Technology and Cetetherm AB. The ABSINTHE project is in part
funded by VINNOVA (The Swedish Agency for Innovation Systems)
and has been ongoing since the year of 2001. 
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7. Results

The results are described in the four papers following this
introduction. Paper I, “An Agent-Based Approach to Monitoring and
Control of District Heating Systems”, argues for a decentralized
approach to the district heating management problem and suggest an
architecture to support this approach. The idea to use limited
restrictions on local consumption and redistribution of resources is
introduced. The district heating manager is to handle the tactical
decisions, e.g., how much heat to produce. The multi-agent system on
the other hand, manages the operational decisions, e.g., reacts on
shortages and performs resource redistribution. Consumer agents,
representing the consumers in the district heating network, are given
two fundamental goals to fulfill, the first is the local goal to satisfy the
customers heating demand, the second is to perform load balancing to
achieve the global goal of smoother production.

In Paper II, “A Multi-Agent System Architecture for Coordination of
Just-in-time Production and Distribution“, the first steps towards a
generalization of the problem area are taken. In just-in-time production
and distribution the problem to solve is two-fold: first the right
amount of resources at the right time should be produced, and then
these resources should be distributed to the right consumers. The
previously suggested architecture support this domain by equipping
each consumer with an agent that makes predictions of future needs
that it sends to a production agent. The second part of the problem is
approached by forming clusters of consumers within which it is
possible to redistribute resources fast and at a low cost in order to cope
with discrepancies between predicted and actual consumption. The
experiments focus on reducing the surplus heat production and to
fairly manage shortages between different sets of customers. The
results indicates that the suggested approach makes it possible to
reduce production while maintaining the quality of service. The study
also show that it is possible to control the trade-off between quality-of-
service and degree of surplus production.

The focus of Paper III, “Distributed Load Balancing of District Heating
Systems: A small scale experiment”, is on how to balance the load of the
district heating system, e.g., to handle situations where there is a
shortage of heat in the system, or when building up the load after a
breakdown. Two agent-based approaches are evaluated and compared
to existing technologies. It is concluded that it is possible to
automatically load balance a small district heating network using
agent technology. 
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Finally, in Paper IV, “A Framework for Evaluation of Multi-Agent
System Approaches to Logistic Network Management“, a generalized
formal characterization of the problem space under investigation is
provided, i.e., production and logistics network management, together
with a preliminary evaluation of the applicability of the suggested
multi-agent system approach for this general problem area.

The underlying ideas in this thesis related to district heating load
management has been approved as Swedish patent no. C2 519 709.

8. Future Work

We have introduced an approach to distributed control that in a sense
model the individual agents responsibilities towards the overall global
goal achievement, i.e., individual agents’ are designed to partially
sacrifice their local goals to contribute to some global goal. It would be
interesting to pursue and to refine this model to see if it is possible to
use the notion of responsibility towards global goals to model
distributed control systems in general. 

Another interesting approach that we have started to look into is the
integration of multi-agent systems with traditional optimization
techniques [15].

We would also like to investigate scaling effects of different degrees
of decentralized strategies, as well as comparing these strategies with
strictly centralized control strategies using a simulation tool for district
heating systems [16].

Finally, we are also looking at the possibility of performing
experiments in full-scale district heating systems and to evaluate the
ideas in other just-in-time domains.
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Abstract

The aim is to improve the monitoring and control of district heating
systems through the use of agent technology. In order to increase the
knowledge about the current and future state in a district heating
system at the producer side, each substation is equipped with an agent
that makes predictions of future consumption and monitors current
consumption. The contributions to the consumers, will be higher
quality of service, e.g., better ways to deal with major shortages of heat
water, which is facilitated by the introduction of redistribution agents,
and lower costs since less energy is needed for the heat production.
Current substations are purely reactive devices and have no
communication capabilities. Thus, they are restricted to making local
decisions without taking into account the global situation. However, a
new type of "open" substation has been developed which makes the
suggested agent-based approach possible.

PAPER I

An Agent-Based Approach to Monitoring 
and Control of District Heating Systems

Fredrik Wernstedt and Paul Davidsson

Published in eds. Hendtlass, T., and Moonis, A., Developments in
Applied Artificial Intelligence, Lecture Notes in Artificial Intelligence 2358,
pp. 801-812, Springer Verlag, 2002
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1. Introduction

Agent technology is currently a very active area of research and is
widely applied in research labs all around the world. However, few
industrial applications exist, in particular where the problem domain
is truly distributed and heterogeneous, i.e., the type of domains in
which agent technology is supposed to excel. We will here present
some initial results from a project concerned with such a domain,
namely district heating (which is very similar to district cooling).

The control of district heating systems can be seen as a just-in-time
[9] production and distribution problem where there is a considerable
delay between the production and the consumption of resources. The
reason for the delay may be either long production time or, as in the
case of district heating, long distribution time. Another characteristic
of this class of problems is that resources need to be consumed
relatively quickly after they have arrived to the consumer. In order to
cope with these problems it is essential to plan the production and
distribution so that the right amount of resources is produced at the
right time.

District heating systems are inherently distributed both spatially
and with respect to control. A customer, or more commonly, a set of
customers, is represented by a substation embedded within the district
heating network. Currently, the substation instantaneously tries to
satisfy the demands of its customers without considering the amount
of available resources or the demands of other substations. Each
substation can be viewed as a "black-box" without communication
capabilities, making local decisions without taking into account the
global situation. Thus, today a district heating network is basically a
collection of autonomous entities, which may result in behavior that is
only locally optimal. For instance, during a shortage in the network,
resource allocation is unfair since consumers close to the production
source will have sufficient amount of heat, while those distantly
located will suffer.

Another consequence of the way that current substations work is
that the producers only have very limited information concerning the
current state of the district heating system. This together with the
considerable distribution time, results in that the amount of heat to
produce and deliver to the substations is typically based on
uninformed estimates of the future heat demand, made by the control
engineer at the production plant. In order to ensure sufficient heat
supply, the tendency has been to produce more heat than necessary
and hence an important waste of energy [1, 3]. 
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The ABSINTHE (Agent-based monitoring and control of district
heating systems) project is an effort aimed at dealing with these
problems. It is a collaboration with Cetetherm AB, one of the world-
leading producers of substations (heat exchanger systems).
ABSINTHE is part of a larger venture "Intelligent District Heating",
which aims at revolutionizing the district heating industry, mainly by
developing a new type of "open" substation, which is based on a
communication and computation platform developed by Siemens. The
main goal of ABSINTHE is to develop a decision support system for
the district heating system operators that makes it possible to reduce
the surplus production by increasing the knowledge about the current
and future state of the system. To implement this we equip each
substation with an agent that continually makes predictions of future
consumption and monitors current consumption. However, in order to
deal with situations where there is a shortage of heat in the network,
there is also a fully automated part of the system supporting
cooperation between substations. To do this we introduce
redistribution agents that are able to impose minor, for the customer
unnoticeable, restrictions on a set of substations. Another goal of the
project is to more fairly deal with situations where there is a global
shortage of heat by using different modes when issuing restrictions.

We begin by briefly describing the district heating domain and the
involved hardware technology. This is followed by a description of the
multi-agent system that has been developed within the project in order
to solve the problems discussed above. Finally, we provide conclusions
and pointers to future work.

2. District Heating Systems

The basic idea behind district heating is to use cheap local heat
production plants to produce hot water (in some countries steam is
used instead of water). The water is then distributed by using pumps
at approximately 1-3 m/s through pipes to the customers where it may
be used for heating both tap water and the radiator water. The cooled
water then returns to the production plant forming a closed system
(see Figure 1).

Figure 1: A simple district heating network containing one heat producer and
two consumers
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At the customer side, there is a substation (see Figure 2). It is
normally composed of two or three heat exchangers and a control unit,
which receives hot water from the district heating network. The
substation heats both cold tap water and the water in the radiator
circuit by exchanging the required heat indirectly from the primary
flow of the distribution network. The hot network water is returned to
the network at a somewhat lower temperature. Both the temperature
of the returning water and the flow rate in the network are dependent
on the consumption of substations. When the water, returned by
substations, arrives at the heat production plant it is heated and again
pumped into the distribution network. 

Several different energy sources may be used for heating, e.g., waste
energy, byproduct from industrial processes, geothermal reservoirs,
otherwise combustion of fuels as oil, natural gas etc. is used. If the
demand from the customers is high several heat producing units must
be used. A district heating system in a large city can be very complex,
containing thousands of substations and hundreds of kilometers of
distribution pipes. In addition, they are dynamic as new substations
may be added or old substations may be replaced by new ones with
different characteristics.

Figure 2: A substation consisting of heat exchangers (the shaded boxes),
control valves, pumps and a control unit. The radiator system (household
heating) is controlled by the control unit, using information about actual
outdoor temperature

Most district heating control systems of today are strictly reactive,
i.e., they only consider the current state and do not predict what is
likely to happen in the future. As the distribution time from the heat
production plant to the customers is large, the decision on how much
heat to produce becomes complicated. Ideally, the control engineer
knows the amount to produce several hours ahead of consumption.

Outdoor temperature sensor

Radiator water

Cold water

Hot tap water

Hot water, in

Return water

Control unit
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Load prediction is difficult since many factors are unknown or
uncertain which force the operators to make coarse estimations of
future consumption based mainly on experience and simple rules-of-
thumb [13]. As a consequence, and in order to be sure to satisfy the
consumers, district heating systems are typically run with large
margins producing more heat than necessary [1, 3]. Furthermore,
operators are usually busy with keeping the heating plants running
and the time available for making production decisions is therefore
limited [1].

Consumption in a district heating network is mainly composed of
two parts [14]:

■ The heating of buildings, which mainly is a linear function of the
outdoor temperature.

■ The consumption of tap water, which mainly is dependent on
consumption patterns, e.g., social factors.

The tap water consumption of a substation is very "bursty" even in
large buildings, and therefore very difficult to predict, whereas the
radiator water consumption is "smoother" and therefore relatively easy
to predict assuming that reliable weather predictions are available.

Due to the rising demand of automation of building services
(heating, ventilation, and air-conditioning etc.). Siemens have
developed the Saphir, an extendable I/O platform with an expansion
slot for a communication card, suitable for equipment control. Easy
and quick access to sensor data is provided by a Rainbow
communication card in the expansion slot (see Figure 3). It has
previously not been possible to develop, or make commercially
available, such an advanced platform due to high costs.

The Saphir contains a database that continuously is updated with
sensor data from the I/O channels by a small real-time operating
system, which is directly accessible from the Rainbow card. On the
Rainbow card a small computational platform (a handheld PC) makes
it possible to easily deploy software and by that providing the
possibility to host an agent. Hence, an agent deployed on such a
platform could potentially read all connected sensor input as well as
send commands over the I/O channel to actuators on the hardware,
e.g., valves on a heat exchanger.
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Figure 3: The Rainbow communication and computation card is here shown
on top of the Saphir hardware interface card

3. Software System Architecture

In this chapter we will first discuss the advantages and disadvantages
of a distributed compared to a centralized solution to the problem of
district heating monitoring and control. We will then argue for an
agent-based approach, and eventually suggest a multi-agent
architecture.

3.1 Distributed versus Centralized Approaches

District heating systems are by their very nature physically
distributed. Thus, if we aim at a monitoring and control approach
based on knowledge about the current state of the system, at least
sensor data must be collected via a distributed system. The question is
whether also computation and control should, or, need to, be
distributed.

In principle, it is possible to continuously collect all sensor data at
each substation, do all computations necessary for the control of the
system at a single central computer, and then send control signals to
each of the substations. In some problem domains, it is possible to
increase the utilization of resources if a global picture of the system
state is available. In the district heating domain, this is certainly true
for the part of the problem related to the production, which we
implement as a decision support system (basically a monitoring
system) for the network and production plant operators. However, we
argue that one subproblem, the construction of the local consumption
predictions, should be performed locally. The reason is that these
computations may involve substantial amounts of sensor data, which
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otherwise need to be communicated to a central computer. By doing
the consumption predictions locally, less communication is necessary
without reducing the quality of the predictions. Also the computations
involved in making the forecasts can be computationally resource
demanding, and performing these in a centralized fashion would
hardly be feasible. One could also argue that some of the sensor data
used should be constrained for local usage only, due to its potentially
sensitive nature.

Furthermore, to assume that it is easy to collect and use the sensor
information from each entity in the network in a centralized fashion is
somewhat wrong. Since substations, pumps and valves, etc., often are
manufactured by different organizations, it would be a complex task to
keep track of all these aspects centrally. Developing local monitoring
and control software adopted for each type of substation, but with the
same interface to the rest of the software system, seems as a much
more natural approach.

A more general argument against centralized approaches for
problems as complex as the management of district heating systems
(where a large number of parameters and constraints should be taken
into account), is that when the problems are too extensive to be
analyzed as a whole, solutions based on local approaches often allow
them to be solved more quickly [12]. 

Regarding, the part of the problem that concerns how to fairly deal
with shortages of heat in the system, also a semi-distributed approach,
were the control is distributed to clusters of substations, has been
considered. A completely centralized approach may result in severe
communication problems without achieving greater fairness. It would
use the same number of messages as the semi-distributed approach,
but with a possible communication bottleneck at the central computer.
Also, each message would need to travel a longer route which would
increase the total network load. A completely distributed approach, on
the other hand, would result in a larger number of messages being sent
than the semi-distributed approach without achieving greater fairness.

3.2 Why an Agent-Based Approach?
A general advice on when to consider agent technology is to be
requirement-driven rather than technology-driven. Thus, we should
investigate whether the characteristics of the target domain match the
characteristics of the domains for which agent-based systems has been
found useful. Parunak [10] argues that agents are appropriate for
applications that are modular, decentralized, changeable, ill-
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structured, and complex. We argue that district heating systems has all
these characteristics:

■ Modular: Each entity of a district heating system, i.e.,
substations, heat production plants, pumps etc., can be described
using a well-defined set of state variables that is distinct from
those of its environment. Also, the interface to the environment
can be clearly identified for each entity. 

■ Decentralised: The entities of a district heating system can be
decomposed into stand-alone geographically distributed
autonomous nodes capable of performing useful tasks without
continuous direction from some other entity. 

■ Changeable: The structure of a district heating system may
change as new entities are added or old entities are replaced. In
addition, there are short-term changes in the system when
individual substation or parts of the network are malfunctioning.

■ Ill-structured: All information about a district heating system is
not available when the monitoring and control system is being
designed. 

■ Complex: District heating systems are considered to be very
complex systems [3]. The entities of a district heating system
exhibits a large number of different behaviours which may
interact in sophisticated ways. In addition, the number of entities
in a district heating system can be very large, up to a couple of
thousands.

There are also more general arguments for choosing an agent-based
approach [4]. From a methodological perspective the concept of agents
introduces a new level of abstraction that provides an easier and more
natural conceptualization of the problem domain. Other advantages
are increased, e.g., robustness, the distribution of control to a number
of agents often implies no single point of failure, efficiency, less
complex computations and communication are necessary if control is
distributed, flexibility, the use of agent communications languages that
support complex interaction between entities provides a flexibility that
is difficult to achieve using traditional communication protocols,
openness, by having a common communication language, agents
implemented by different developers are still able to interact with each
other, scalability, it is easy to add new agents to a multi-agent system,
and finally, economy, since agent technology provides a natural way to
incorporate existing software.
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3.3 Multi-Agent System Architecture

The MAS architecture we suggest is composed of one type of agents
associated with the producers, responsible for the interaction between
the heat production plant and the other agents of the MAS, and
another type of agents associated with the consumers, responsible for
the interaction between the substation and the other agents of the
MAS.

In a domain with limited resources, such as district heating, agents
must coordinate their activities with each other to satisfy group goals
[6]. To identify group goals is complicated by two types of conflicts
between individual goals. First, there is a conflict between consumer
agents, who wants to maximize the comfort of the consumers by
taking as much heat from the network as the consumer asks for, and
the producer agents, who want to produce as little heat as possible to
reduce costs. To deal with this conflict we define the following group
goal: produce as little heat as possible while maintaining sufficient
level of customer satisfaction. The second type of conflict is between
consumer agents when there is a shortage of heat in a part of the
network. In this situation each of the consumer agents in that part of
the network wants to satisfy their consumer´s demand, which is
impossible. To deal with this conflict we define the following group
goal: when there is a shortage, the available heat should be shared
fairly between the consumers. Satisfaction of these group goals could
be achieved by either:

■ competition, where each agent competes for resources, i.e., a self-
interested approach (This approach is similar to the current
situation, where a substation only consider the demands of their
customer.), or

■ cooperation, by letting the overall goal of primarily ensuring
consumption of tap water, in favour of radiator consumption,
affect all consumers, i.e., where one consumer could reduce
radiator consumption to benefit tap water consumption for
another consumer.

We implement cooperation to achieve redistribution of resources.
This is practically possible since pressure propagates by the speed of
sound in water and that district heating systems are, at least in
principle, parallel coupled, i.e., resources not consumed by one
consumer is available for other consumers in the vicinity. Also, we
need the capability to restrict consumers if they try to consume more in
total than predicted. For these reasons we introduce another type of
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agent, redistribution agents, which are responsible for a cluster of
consumer agents and has both a mediator and decision maker role [5].
The mediator role includes receiving the consumptions and
predictions from the consumers in the cluster, summarize them, and
distribute the result to the producer agent (see Figure 4). The decision
maker role concerns what actions to take, i.e., impose restrictions upon
consumer agents, to maintain an overall acceptable consumption rate
(which is defined by the predictions made earlier).

Figure 4: Each redistribution agent manages a cluster of consumer agents

The consumer agents are responsible for the interaction with the
substations (see Figure 5). It monitors the actual heat consumption by
reading the substation's sensors and decides which data to send to the
redistribution agent. The agent continually evaluates previously made
predictions using historical data and creates new predictions of future
consumptions and sends these to the redistribution agent. The
consumption is sent rather often, e.g., each minute, whereas the
predictions are sent at larger interval, e.g., for each 10 minutes period.

Figure 5: Consumer agent architecture and its interaction with the environ-
ment

The redistribution agents are responsible for collecting predictions
and monitoring the total consumption of a cluster of consumer agents.
If the redistribution agent notices that the cluster is trying to consume
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more heat than predicted it invoke restrictions of consumption to the
cluster. Restrictions can be invoked in two modes, one where each
consumer agent in the cluster is to reduce its consumption with the
same amount and one where different priority values are used, e.g.,
there might be reason that a hospital has a higher priority than a
university.

A restriction will enforce consumers to not use any radiator water
during the next consumption interval. If this is not enough to
compensate for the excessive consumption, the redistribution agent
will also impose restrictions on tap water consumption. This
redistribution strategy (and all other strategies based on radiator water
restrictions) will lead to a radiator water deficit that needs to be
compensated (otherwise the temperature in the households,
eventually, will fall). In order to do this, each substation will
individually compensate by using more radiator water than predicted
when the tap water consumption is less than predicted. Compensation
for tap water deficits work in a similar way, but on the cluster level (see
Figure 6).

Figure 6: A schematic view of the consequences of a restriction

Another problem that has to be solved by the redistribution agent is
how to cope with the "bursty" consumption of tap water without
commanding unnecessary restrictions. The approach used here is to let
the cluster use more tap water than predicted (measured in minute
averages) in the beginning of a consumption period and then
gradually lower the allowed average consumption towards the
predicted average consumption.

The producer agent receives predictions of consumption from the
redistribution agents and is responsible for the interaction with the
control system of the heat production plant (possibly including human
operators). The producer agent is also responsible for monitoring the
actual consumption of consumer agents. The figures of consumption
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may be used to calculate the returning temperature, i.e., the producer
would know in advance the temperature of the water to heat. The
producer agent is also capable of imposing proactive restrictions for
consumers to reduce the cost of producing heat to cover for short
temporary heating needs. This will especially be the case if the
predicted consumption marginally exceeds the capacity of the primary
heating plant or only exceeds the capacity for a short time period (see
Figure 7). 

Figure 7: A predicted consumption for a limited time period above the capac-
ity of the primary production source (the dashed line) can be covered by a
temporary imposing restrictions of consumption

The system is dependent on the truthfulness of agents, e.g.,
individual consumer agents should not lie to gain benefits. However,
we believe that this will not pose a problem since the system can be
viewed as closed with respect to development and deployment of the
agents, for instance by introducing certification procedures.

4. Conclusions and Work in Progress

In the short term the suggested project will adapt and introduce agent
technology in an industrial application were the use of leading edge
information technology currently is very low. To our knowledge, agent
technology has never been applied to monitoring and control of
district heating systems. It will provide a novel combination and
integration of existing technologies, which will open up new
possibilities.

The contributions to the final users, i.e., the operators and the
consumers, will be higher quality of service, e.g., better ways to deal
with major shortages of heat water, and lower costs, i.e., less energy is
needed to produce the heat water. Since the heating of water often is
associated with burning fuel that pollutes the air in one way or
another, the project obviously contributes to increase the quality of life
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for the inhabitants. We also believe that the introduction of advanced
information and communication technology will enhance the work
situation for the network operator staff, e.g., through the new
possibility for remote diagnosis of heat exchanger systems.

We have implemented a simplified version of the MAS described in
this paper using Jade [2] and applied the Gaia methodology [15] for the
design. Initial simulation experiments have shown that it is possible to
reduce the production by at least 4 percent while maintaining the
overall consumer satisfaction, or quality of service. However, there are
indications that this figure can be improved considerably.

The implemented system is not a finished product, however, it
could at this stage be considered an emulated system. To reach the next
maturity level [11], prototype, we are in progress of testing the
approach on real domain hardware, but under laboratory conditions.
Furthermore, the prediction mechanism of the consumer agents needs
to be improved and we are looking at, e.g., neural network-based
approaches [3, 7].
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Abstract

A multi-agent system architecture for coordination of just-in-time
production and distribution is presented. The problem to solve is two-
fold: first the right amount of resources at the right time should be
produced, and then these resources should be distributed to the right
consumers. In order to solve the first problem, which is hard when the
production and/or distribution time is relatively long, each consumer
is equipped with an agent that makes predictions of future needs that
it sends to a production agent. The second part of the problem is
approached by forming clusters of consumers within which it is
possible to redistribute resources fast and at a low cost in order to cope
with discrepancies between predicted and actual consumption.
Redistribution agents are introduced (one for each cluster) to manage
the redistribution of resources. The suggested architecture is evaluated
in a case study concerning management of district heating systems.
Results from a simulation study show that the suggested approach
makes it possible to control the trade-off between quality-of-service
and degree of surplus production. We also compare the suggested
approach to a reference control scheme (approximately corresponding
to the current approach to district heating management), and conclude
that it is possible to reduce the amount of resources produced while
maintaining the quality of service. Finally, we describe a simulation
experiment where the relation between the size of the clusters and the
quality of service was studied.
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1. Introduction

Agent-based computing has long been suggested as a promising
technique for application domains that are distributed, complex, and
heterogeneous [1, 2]. One such application area is the coordination of
production and distribution in supply chains. A supply chain is a
collection of autonomous or semi-autonomous suppliers, factories, and
distributors, through which raw materials are acquired, refined and
delivered to customers. The supply network is often represented as a
network similar to the one in Figure 1, where resources flow (are
transported) "downstream" from raw material suppliers, to tier
suppliers, to manufacturers, to distribution centers and retailers, and
finally to customers.

Figure 1: Example of a supply chain network

This is a somewhat simplified view, e.g., resources may also flow
upstream and the network is rarely static with regard to the number of
participants. The traditional goal of supply chain management is cost
optimization with respect to fixed demand. This often involves a trade-
off between different objectives, e.g., consider the trade-off between
customer service, measured in delivery time, and transportation cost.
Also, a typical supply chain faces uncertainty in terms of both supply
and demand. Thus, one of the most common problems faced by
managers concerning production decisions is to anticipate the future
requirements of customers

In this paper, we will focus on Just-In-Time [3] production and
distribution of resources where the production and/or distribution
time is relatively long. By relatively long, we mean in relation to

Flow of resources (transportation)

Tier suppliers Manufacturers Distribution centers 
and retailers

Customers Raw material 
suppliers
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changes in customer demand, i.e., systems where it is impossible to
immediately and dynamically compensate for such fluctuations by
increasing/decreasing the production. We suggest a multi-agent
system (MAS) architecture for solving this problem and investigate its
performance.

A characterization of the general problem of coordination of just-in-
time production and distribution is followed by a short survey on
approaches to optimization of supply chain management. Then a
general description of a MAS architecture that solves this problem is
given. We briefly describe the principles of district heating systems,
which is the domain that has been chosen for a case study, and how the
MAS architecture has been adapted to this particular domain. Finally,
some results and an analysis of simulation experiments are followed
by conclusions and pointers to future work.

2. The Problem of Just-in-time Production and 
Distribution

The general just-in-time production and distribution problem that we
study can be characterized as follows:

■ There is a set of producers and a set of consumers of resources.
■ It is possible to control how much resources are produced at a

certain time.
■ It is not possible to control the needs of the consumers.
■ It is not known in advance exactly how much resources a

particular consumer needs at a certain time.
■ The production time, TP, and/or distribution time, TD, (between

producers and consumers) is relatively long. 
■ The resources produced must be consumed relatively soon, i.e.,

they deteriorate fast, are expensive to store, or/and there is a
limited storage capacity.

■ It is possible to redistribute resources between consumers that
are close in the proximity relatively cheap and fast.

■ In the general problem of just-in-time production and
distribution, the distribution time may be different for different
producers-consumers pairs. Also, the resources may be of many
different kinds.
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In sum, the problem to solve has two main components:

1. to produce the right amount of resources at the right time, and 

2. to distribute these resources to the right consumers

The first part of the problem is further complicated by the fact that
the resources will be needed by the consumers some time in the future
(not at the time of production).

Below, we will focus on a particular application domain that has
these characteristics, namely the control of district heating systems.
However, there are a number of other application domains that share
these characteristics, e.g., iron and steel production, car production
and sales, and the production and distribution of oil and petrol as well
as some types of provisions, e.g., milk. Obviously, the time for
production, distribution, and consumption varies between these
domains.

3. Approaches to Supply Chain Optimization

Optimization of supply chains has long been a very active area of
research [4, 5, 6]. The developed models are used to perform strategic
(long-term) planning, tactical (short-term) planning, or operational
scheduling. A typical supply chain faces uncertainty in terms of both
supply and demand of commodities [7], e.g., caused by late deliveries,
poor quality of incoming material, or unforeseen demand variability.
One of the most common problems faced by managers concerning
production decisions is to anticipate the future demands of customers,
which typically results in either overproduction or shortage of the
commodity. Furthermore, demand uncertainty exists at each level in
the supply chain, which can cause the predicted customer demand to
be amplified at the production site (at each level some small amount is
added to cover for uncertainty at lower levels), known as the bullwip
effect [8]. The amplification of the demand appears at the first mini-
fluctuations (see Figure 2), and as pointed out by Lee [8], improved
information exchange and management may provide an important
remedy for these effects.
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Figure 2: Example of the bullwip effect increasing the amplitude of the fluctu-
ations at the companies as the information travels upstream in the chain

The management of supply chains is generally considered to lie
between systems where the entire flow has a single owner and those
with fully vertically integrated facilities, i.e, where one company
operates or controls the entire chain. Thus, when managing a supply
chain the coordination between the participants, e.g., to avoid
bottlenecks, is of primary importance. Other general issues regarding
the optimization of supply chains concerns the quality of the
information that the decisions are to be based on. The information
quality is known to have several dimensions [9]:

■ The size of the sample that the information represent. For
instance, a forecast can be made for the total consumption of a
single product, the consumption of that product by a country, or
by a customer, etc.

■ The time bucket, e.g., corresponding to a year, a week, a day, or
an hour. Breaking the data down into smaller time buckets
implies a higher level of detail but also make forecasting more
difficult.

■ The lead-times. Information is often only valuable within the
time frame so that one can react on the situation it represents.

■ The variability of the information. For example, the production
rate is rarely the same across multiple runs. An average rate
might be what is used as input to the optimization model. 

■ The frequency of information updates. The information fed to
the model needs to be updated at the actual rate the information
is changing in the real world.

time time time

Quantity ordered by 
customer markets

Quantity ordered 
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Quantity ordered 
by manufacturer
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The traditional approach to supply chain modeling and analyzing
has been performed by using control theory models (differential
equations), simulations (what-if scenarios) or operations research
methods (optimization theory, game theory, and statistical analysis).
However, these are static approaches [10] and are not made for
handling the dynamic characteristics of the supply chain [11].
Moreover, the major part of the work has been focused on limited
problem spaces, e.g., optimization of either production or distribution,
and treats these areas as separate systems. Focus now has turned
towards the integration of the different areas of the supply chain and
the importance of a holistic view of the supply chain has been stressed.
For instance, Milgate [12] argues that competition will evolve from a
firm vs. firm basis to a supply chain vs. supply chain.

Recently, many interesting approaches to supply chain
management have emerged. Current agent-based approaches to
supply chain model and analysis typically address the complete chain
of entities within the supply network. The general goal for these
approaches is either to build an on-line instrumentation and control
model [13, 14, 15] or to build a simulation model used for analysis or
re-engineering purposes [11, 16]. 

However, these approaches have assumed ideal conditions, e.g.,
they generally do not consider the problem of forecasting demands
and how to deal with discrepancies between predicted and actual
demand, which is one of the main issues in real world supply chain
management.

3.1 Just-In-Time Strategies

Driven by rapid changes in customer demands, manufacturing
strategies has moved from large mass production to small batch
production [17]. Large errors in prediction of customer demand lead to
large discrepancies between production and actual demand. This
results in higher inventory costs, i.e., larger buffers are needed and/or
the worth, or quality, of the products in the buffers decrease over time
(deterioration). To deal with this problem, Just-In-Time (JIT) strategies
have been developed. However, one of the most common sources of
nonlinearity is capacity limits which means that the tendency of JIT
strategies to shrink buffer sizes increases the frequency with which a
system is likely to exceed a buffer capacity, resulting in a nonlinear
behavior of the system [18]. For example, when a retailer attempts to
take commodities from an empty storage at the distribution center or
when a retailer tries to push commodities into a full buffer at the
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consumer markets, operation needs to stop until the capacity has been
restored. Furthermore, the distribution network must be streamlined
to provide for quick transportation of commodities as well as stable,
predictable production schedules and the ability to respond quickly to
small fluctuations in demand.

The major concerns in this type of domain are how to cope with the
uncertainty in production and demand and how to cope with the
temporal constraints imposed by the relatively long production and/
or distribution times that are present in the JIT domains that we are
considering.

The approaches mentioned above to optimize the supply chain tries
to optimize the normal running condition of the system. However, in a
JIT domain faulty predictions or erroneous inventory philosophies are
likely to cause resource shortages and require means to deal with. In
such an environment other approaches that balance the actually
distributed resources, preferably in an automatic way, are necessary.

3.2 A General Multi-Agent System Architecture for JIT 
Production and Distribution

There are a number of different approaches to solve the just-in-time
production and distribution problem outlined above. The most basic
approach (and probably the most used) is strictly centralized, where
the producer based on experience makes predictions of how much
resources to produce in order to satisfy the total demand of the
consumers. These resources are then distributed directly on demand
from the consumers. However, as indicated earlier, this is not possible
for domains with relatively long distribution times.

A bit more sophisticated is the approach where each consumer
makes predictions of future consumption and informs the producer
about these predictions. Since local predictions typically are more
informed than global predictions, this approach should give better
results. The MAS architecture we suggest below partly builds upon
this insight but also introduces a means for automatic redistribution of
resources. In order to solve the problem of producing the right amount
of resources at the right time, each consumer is equipped with an agent
that makes predictions of future needs that it sends to a production
agent through a redistribution agent. 

The other problem, to distribute the produced resources to the right
consumer, is approached by forming clusters of consumers within
which it is possible to redistribute resources fast and at a low cost. This
usually means that the consumers within a cluster are closely located
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to each other. In this way it is possible to cope with the discrepancies
between predicted and actual consumption, which happens for
instance when the demand of a consumer changes while the resources
are delivered. Without a redistribution mechanism, the consumer
would be faced with either a lack or an excessive amount of resources,
leaving the system in an undesired state. An important requirement
for a redistribution mechanism of this kind is that it can deal with
shortages in a way that is fair to the consumers. We have chosen a
semi-distributed approach since a completely centralized approach
may result in severe communication problems without achieving
greater fairness. It would use the same number of messages as the
semi-distributed approach, but with a possible communication
bottleneck at the central computer. Also, each message would need to
travel a longer route, which would increase the total network load. A
completely distributed approach, on the other hand, would result in a
larger number of messages being sent than the semi-distributed
approach without achieving greater fairness.

Based on the above insights, we used the GAIA methodology [22] to
design the MAS. This led us to an architecture that has the following
three types of agents: 

■ Consumer agents: (one for each consumer) which continuously (i)
make predictions of future consumption by the corresponding
consumer and (ii) monitor the actual consumption, and send
information about this to their redistribution agent.

■ Redistribution agents: (one for each cluster of consumers) which
continuously (i) make predictions for the cluster and send these
to the producer agent, and (ii) monitor the consumption of
resources of the consumers in the cluster. If some consumer(s)
use more resources than predicted, it redistributes resources
within the cluster. If this is not possible, i.e., the total
consumption in the cluster is larger than predicted, it will
redistribute the resources available within the cluster according
to some criteria, such as, fairness or priority, or it may take some
other action, depending on the application.

■ Producer agents: (one for each producer, however, we will here
only regard systems with one producer) receives predictions of
consumption and monitors the actual consumption of consumers
through the information it receives from the redistribution
agents. If necessary, e.g., if the producer cannot produce the
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amount of resources demanded by the consumers, the producer
agent may notify the consumers about this (via the redistribution
agents).

The suggested approach makes use of two types of time intervals:
(i) prediction intervals and (ii) redistribution intervals. A prediction
interval is larger than a redistribution interval, i.e., during each
prediction interval there is a number of redistribution intervals. Each
consumer agent produces one prediction for each prediction interval
and sends this to its redistribution agent, who sums the predictions of
all consumer agents belonging to the cluster and informs the producer
agent about this. The predictions made by the consumer agent must
reach the producer at least TP + TD before the resources are actually
consumed (TD is individual for each consumer). Typically, there is also
a production planning time that also should be taken into account (i.e.,
included in TP).

4. Case Study: Monitoring and Control of District 
Heating Systems

This case is taken from a current collaboration project with Cetetherm
AB, one of the world-leading producers of district heating substations.
The technological objective is to improve the monitoring and control of
district heating networks through the use of agent technology. One of
the means for achieving this is to increase the knowledge about the
current and future state of the network at the producer side. In current
district heating networks, the operators usually have very little
knowledge about the actual state of the network and even less
knowledge about the future states. Instead, the operators control the
network by using rules of thumb based on the outside temperature
and what time of the day it is. In contrast, our approach makes use of
local (and therefore more informed) predictions of future needs.
Another objective of this project is to better deal with situations where
there is a major shortage of heat in the district heating network. The
approach that we will investigate is based on the idea of imposing
minor, for the consumers unnoticeable, restrictions on a set of
substations in the network.

4.1 Introduction to District Heating

The basic idea behind district heating is to use cheap local heat
production plants to produce hot water (in some countries steam is
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used instead of water). This water is then distributed through pipes to
the customers where it may be used for heating both tap water and the
building. At the customer side, substations are used to exchange heat
from the primary flow of the distribution pipes to the secondary flow
of the building (see Figure 3). District cooling makes use of the same
principles, but use cold water.

Figure 3: A simple district heating system containing one heat production
plant and six substations. The secondary flow (within a building) is separated
from the primary flow by a heat exchanger in the substation

The main problem for the control engineer of a district heating
system is to decide the correct amount of heat to produce. As the
distribution time from the heat production plant to the customers is
large (up to 24 hours in large networks), the control engineer has to
estimate the future heat consumption of the customers. This estimation
is in most current systems mainly based on the experience of the
control engineer together with some environmental and statistical
information, e.g., outdoor temperature [19]. However, an optimal
policy for controlling the district heating network cannot only rely on
the value of the outside temperature. In order to ensure satisfactory
heat supply the tendency has been to produce more heat than
necessary and hence an important waste of energy [19, 20].

Furthermore, if the consumption is higher than a special threshold,
an additional heat source needs to be started and connected to the
system. Typically, it is much more expensive to produce heat using
such heat production plants. So, another important problem is to
decide whether or not this additional source has to be started. This
decision needs sometimes to be taken one day before it is actually up
and running, depending on up starting procedures [20].

The heat consumption in a district heating network (see Figure 4) is
dependent on several physical and social factors, e.g., the weather and
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hot water consumption [21]. The tap water consumption is very
"bursty" even in a large building, and therefore very difficult to predict,
whereas the radiator water consumption is "smoother", mainly
depending on the outside temperature and therefore relatively easy to
predict [19].

We argue that the district heating problem is an instantiation of the
abstract problem description of just-in-time production and
distribution. It has some particular features that are worth mentioning.
For instance, redistribution within a cluster requires no time and has
no cost. Also, there is a buffer of resources, i.e., the produced heat that
is not used stays in the distribution pipes for some time. 

Figure 4: Example of the total consumption of 500 apartments during one day

4.2 A Multi-Agent System for District Heating Monitoring 
and Control

The MAS implemented to monitor and control the district heating
system has the architecture described above. Each substation has its
own consumer agent. It makes a new prediction of the heat to be
consumed during a future prediction interval by the corresponding
substation every 10 minutes. The prediction is made at least TD + TP in
advance and is based on the average consumption during the
corresponding time period of the last 5 days. In addition, it
continuously monitors the heat consumption and sends each minute a
report to the redistribution agent of the cluster it belongs to.
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Each cluster of substations has a redistribution agent whose task is
to ensure that the substation in the cluster do not use more heat in total
than predicted. It monitors the consumption of the substations
belonging to the cluster (by summing the consumption reports it
receives each minute). If the total consumption is higher than
predicted (i.e., it is not possible to "redistribute" the heat between the
substations in the cluster) and the buffer is not large enough to
compensate for this, the redistribution agent will impose restriction on
the individual consumer agents in the following way: no substation
are allowed use any radiator water during the next one minute
interval. If this is not enough to compensate for the additional
consumption, the redistribution agent will also impose restrictions on
tap water consumption.

This redistribution strategy (and all other strategies based on
radiator water restrictions) will lead to a radiator water deficit that
needs to be compensated (otherwise the temperature in the apartments
will fall). In order to do this, each substation will individually
compensate by using more radiator water than predicted when the tap
water consumption is less than predicted. Compensation for tap water
deficits work in a similar way, but on the cluster level.

Another problem that has to be solved by the redistribution agent is
how to cope with the "bursty" consumption of tap water without
commanding unnecessary restrictions. The approach used here is to let
the cluster use more tap water than predicted (measured in minute
averages) in the beginning of the 10-minute period and then gradually
lower the allowed average consumption towards the predicted
average consumption.

The producer agent receives predictions of consumption and
monitors the actual consumption through information passed on by
the redistribution agents. The producer agent may impose restrictions
of consumption on the substations (via the redistribution agents) if
necessary, i.e., if the producer is not able to produce all the desired
(predicted) heat.

The interaction patterns between the agents (and the substations
and production units) in the system is summarized in the message
sequence chart in Figure 5. The interaction cycle starts by all consumer
agents creating and sending a prediction message to their designated
redistribution agent at t0-(Tp+Td

i), i.e., the time required to produce
and distribute the resources to substation i. When the redistribution
agents has received predictions from all members of the cluster that it
manages, it creates and sends a cluster prediction message to the
producer agent. The producer agent collects all cluster prediction
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messages and informs the production source about the requested
amount and at what time the resources is to be delivered to the
clusters. The production source respond with the effect that it will
produce (which may be lower than the total demand) and depending
on the amount, the redistribution agents computes potential future
restrictions that it informs the consumer agent about, which in turn
informs the substation.

Figure 5: A message sequence chart for the interaction between the actors of
the system (pseudo AUML): TP = production time, TD = distribution time,
and t0 = the start time of the actual consumption interval

At time t0 the consumption interval starts by all consumer agents
being informed by the substations of the current consumption. The
consumer agent informs the redistribution agent about the
consumption. Upon completion of the collection of consumption
messages the redistribution agent send a cluster consumption message
to the producer agent and calculates if there is need for additional
effect, depending on the demand in relation to the previously
produced effect. If additional need exists the redistribution agent send
an additional request message to the producer agent. The producer
agent informs the production of the total consumption and potentially
about additional need. If there is a need for additional effect the
production source responds with the effect available (depending on
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the current state at the pump there exists a small buffer in raising the
pressure, effect which almost immediately will be available at the
cluster). When the redistribution agent receives the message of
available effect it (if necessary) calculates the restrictions and informs
the consumer agents about these. The agent communication language
used is FIPA (The Foundation for Intelligent Physical Agents)
compliant [23].

4.3 Simulation Experiments

The MAS described above has been evaluated in a series of simulation
experiments. In this chapter, we describe the simulation software, the
experiment design, and the results of the experiments. We have
assumed that the distribution time from the producer to the consumers
is 1 hour and that there is a single production source.

4.3.1 The simulation software

The MAS as well as the simulation environment was implemented in
JADE (Java Agent DEvelopment framework) [23]. Thus, we used an
agent-based approach that was time-driven, i.e., were the simulated
time is advanced in constant time steps, to simulate the environment.
Each simulated entity was implemented as a separate agent. Figure 6
shows the different parts of the simulation software.

Figure 6: The MAS and Simulation software parts; R = Redistribution agent, C
= Consumer agent, P = Producer agent, CG = consumption generator and PG
= Production generator
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A simulator for hot water usage, implemented by Arvastson and
Wollerstrand [24] based on detailed field measurements performed in
Sweden by Holmberg [25], was used to generate consumption values.
The predictions of consumption for each substation were calculated as
the average over five generated consumption sequences (of course,
different from the ones used for the simulated consumption). This may
be thought of as corresponding to averaging the consumption for that
particular ten minutes interval for that particular substation of the last
five days. This results in a discrepancy between "predicted" and
"actual" consumption, which the redistribution agent needs to handle,
for an example of this see Figure 7.

Figure 7: Example of the difference between two consumption sequences over
24 hours

4.3.2 Experiment design

Two series of simulation experiments have been made. In each
experiment there were one producer agent and one redistribution
agent (since a cluster is independent of other clusters, we do not need
to simulate more than one cluster). In each experiment the district
heating system was simulated for 24 hours. Each experiment was run
over 5 different days (different series of consumption values) and the
averages are shown in the diagrams below.
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In the first series of experiments, the redistribution agent was
managing a cluster consisting of 10 consumer agents (substations),
where five of the consumer agents were serving a building with 40
apartments and five consumer agents serving a building with 60
apartments. We ran experiments on different degrees of surplus
production (from 0% surplus production, in steps of 1%, to 5%), where
surplus production is defined with respect to the predicted
consumption. For example, if the predicted total consumption is 200
kW and the surplus production is 2%, 204 kW is produced. The quality
of service was measured in terms of the number of restrictions issued
by the redistribution agent.

We also compared the suggested approach to a reference control
scheme, which, we believe is a very optimistic approximation of the
current production strategy for district heating. Also here, different
degrees of surplus production were tested. The production of the
reference control scheme is shown in Figure 8.

Figure 8: The amount of hot water produced by the reference control scheme
(indicated by the thick line, 0% surplus production), compared to the 5-day
average consumption

In the second series of experiments, we varied the size of the
clusters in order to study how the cluster size affects the quality of
service. The number of consumer agents in the cluster that we studied
were 2, 4, 8, and 16, where each consumer agent served a building with
40 apartments. In this series of experiments there were no surplus
production.
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4.3.3 Experimental results

We found that the multi-agent system described above performs well,
coping with faulty predictions (even though the discrepancy between
the predicted and the actual consumption sometimes is quite large).

Figure 9 shows the total number of restrictions to tap water and the
number of restrictions to water for household heating (radiator)
during one day for different degrees of surplus production. We see that
there is a clear trade-off between the quality of service (number of
restrictions) and the amount of surplus production and that there are
almost no restrictions of any kind when 4% more hot water than the
predicted consumption is produced.

Figure 9: Trade-off between quality of service and surplus production. The
dashed line corresponds the number of restrictions for the radiator water and
the other line to the number of restrictions for the tap water

Using the reference control scheme, 7% surplus production was
needed to achieve this level of quality of service. It should be noted
that it is in current practice very difficult to find this minimum degree
of surplus prediction. This is because the operators of district heating
networks typically do not have exact information on neither the
quality of service delivered to the customer, nor the amount of the
actual degree of surplus production.

In Figure 10 we see that there is a reduction in the number of
restrictions when the size of the cluster increases. In this experiment
there was no surplus production. However, it should be noticed that
the upper limit of the cluster size is determined by the structure of the
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district heating network. If the actual distance between the substations
within a cluster is too large, the assumption of free and fast
redistribution does not hold.

Figure 10: The quality of service as a function of cluster size

5. Conclusions and Future Work

Simulation results show that the suggested approach to coordination
of just-in-time production and distribution makes it possible to control
the trade-off between quality-of-service (measured in terms of the
number of restrictions) and degree of surplus production of resources.
Compared to a reference control scheme, it is possible to reduce the
amount of resources produced, from approximately 7% to 4% surplus
production, while at the same time maintaining the quality of service.
The simulation results also indicate that the larger the cluster size, the
higher is the quality of service that can be achieved. However, the
number of restrictions decreases only logarithmically as the cluster size
increases. Also, there are often other factors, such as distance between
consumers, that limits the number of consumers that can belong to the
same cluster
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■ Trying out other restriction policies than fairness, for example,
based on priority.

■ Improve the prediction mechanism, for instance by using neural
networks [20, 26].

■ Perform field studies to determine the current heat production
philosophies in district heating systems, in order to define a
more realistic reference control scheme.

■ Evaluating the generality of the results by applying the
suggested MAS architecture in other just-in-time domains.

■ Improve the simulation environment by simulating the water
flow.

■ Testing the approach in actual field tests.
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Abstract

We present results from laboratory experiments where automatic flow
reduction at a single substation is compared to automatic cooperative
concurrent flow reduction at multiple substations. The latter approach
is made possible by equipping individual substations with some
computing power and integrating them into a communications
network. Software agents, whose purpose is to cooperate with other
software agents (substations) and to invoke reductions, are connected
to each substation. The experiments show that it is possible to
automatically load balance a small district heating network using
agent technology, i.e., to perform automatic peak clipping and load
shifting.

PAPER III

Distributed Load Balancing of District 
Heating Systems: A small-scale 
experiment

Fredrik Wernstedt and Paul Davidsson

to be submitted for publication.
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1. Introduction

District heating systems are by nature distributed both spatially and
with respect to control. In current systems each substation can be
viewed as a "black-box" making local decisions without taking into
account the global situation. Thus, today a district heating network is
basically a collection of autonomous entities trying to optimize
operations locally, which typically results in behavior that is not
globally optimal.

Demand Side Management, i.e., actions taken on the customer's
side to change the amount or the timing of energy consumption, has
primarily been used by electric utilities to reduce peak loads [1]. For
district heating systems, on the other hand, the most advanced
approach that is commonly used is a type of substations where a local
flow regulator controls the individual primary flow, i.e., the primary
flow caused by radiators is reduced during domestic hot water
tapping. However, the effects of such reduction strategies are limited
since the flow needed for the domestic hot water tapping typically is
larger than the flow caused by the household heating. 

ABSINTHE (Agent-based monitoring and control of district heating
systems) [2] is a collaboration project between Blekinge Institute of
Technology and Cetetherm AB. The goal of the project is to improve
the monitoring and control of district heating, e.g., by increasing the
knowledge about the current and future state of the network at the
producer side and by performing automatic load balancing at the
customer side. Individual substations are equipped with some
computing power and integrated into a cooperative system via a
communications network. Each substation is equipped with a software
agent [3, 4] that will enable it to cooperate with other substations to
perform automatic load control. 

A series of small-scale experiments has been performed in a
laboratory accredited by the Swedish Board for Accreditation and
Conformity Assessment [5] at Cetetherm AB. The objective of the
experiments is to validate a number of approaches to automatically
reduce the effect that domestic hot water consumption causes on the
primary flow by automatically and concurrently reducing the flow
caused by household heating at multiple substations without any
central control.

In the next section we discuss the problem domain and motivate a
decentralized approach. This is followed by a short introduction to
software agents and a description of the architecture of the multi-agent
systems that was used in the experiments. We then present and discuss
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the results from the experiments. Finally, we conclude and provide
pointers to future work.

2. District Heating Systems

Current approaches to operate district heating systems are performed
in a centralized manner. A planner of district heating systems basically
has two variables to balance, supply temperature and flow when
assuring sufficient resources for the demand of customers. However,
high supply temperature causes increased heat losses during
distribution as well as reduced production capacity in many
production facilities. On the other hand, a large flow implies high costs
for operating the pumps as well as problems with the control of
production facilities [6]. The load of a district heating system is mainly
a consequence of the customers' demand for household heating. As a
result, the operation of most district heating systems are based on a
simple mapping between the ambient temperature and the supply
temperature. Furthermore, in order to ensure sufficient heat supply,
the tendency has been to produce more heat than necessary and hence
an waste of energy [7, 8, 9].

A more advanced approach to decide the supply temperature
would be to use an optimization model. In a general optimization
model the network appears as a set of constraints (where consumers
have fixed and given demand), and the objective function is composed
of cost for production. However, an optimization model of a large
district heating system with many loops and more than one heat
production plant is extremely computationally demanding [10, 11, 12].
In fact, it is argued that when the complexity of a district heating
system reaches approximately 100 components and restrictions, the
present computer and software technology is insufficient to find an
optimum operational strategy [11].

A general argument against centralized approaches for problems as
complex as the management of district heating systems is that when
the problems are too extensive to be analyzed as a whole, solutions
based on local approaches often allow them to be solved more quickly
[13]. Furthermore, it would not be easy to collect and use the sensor
information from each entity in the network in a centralized fashion.
Substations, pumps and valves, etc., are typically manufactured by
different organizations, i.e., different entities in the system often have
different design of interfaces to the system. It would be a complex task
to keep track of these aspects centrally. To develop local monitoring
and control software adapted for each type of substation, but with the



Distributed Load Balancing of District Heating Systems: A small-scale experiment

50 Multi-Agent Systems for District Heating Management

same interface to the rest of the software system, seems as a more
fruitful approach.

3. Distributed Control of District Heating Systems

It has been suggested that agent technology is a promising approach to
manage distributed complex systems [14], such as district heating
systems. Agents are software entities that have an independent
execution thread and pro-activity. Thus, compared to traditional
programming paradigms, agent-oriented programming contains
entities that are able to act in a goal-directed fashion, e.g., by reading
sensors and sending signals to effectors, or by interacting with other
software agents, rather than only passively react to procedure calls (cf.
Figure 1).

Figure 1: Conceptual view of an agent reading sensor input and producing
action output

A Multi-agent system is a collection of agents co-operating with
each other in order to fulfill common and individual goals (they may
also compete). A problem for multi-agent systems is how it can
maintain global coherence, i.e., behave well as a system without
explicit global control. It is helpful to organize them in some form of
structure. In a hierarchical structure, see Figure 2, some agents are
designed to detect and manage interdependencies between actions of
other agents. This agent may be given authority power over other
agents, and is thus able to control, e.g., the goals of other agents.

Figure 2: A hierarchical multi-agent system

Agent

Environment

action
outputinput
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This structure can be contrasted to decentralized structures, see
Figure 3, where no such authority agents exist. Instead agents interact
laterally to achieve coherence, e.g., by obeying social laws or by
negotiating.

Figure 3: A decentralized multi-agent system

Two different architectures of multi-agent systems are used in this
work; a hierarchical structure where a redistribution agent is given the
authority to manage the consumption for a set of consumer agents and
a decentralized structure, where individual consumer agents are
locally taking interaction decisions without a redistribution agent. The
consumer agents are given two fundamental goals to fulfill: to operate
on the behalf of the customers and to coordinate with other agents to
perform automatic load balancing.

We assume that the flow of domestic hot water varies in a non-
controllable way. In the view of control systems engineering, we view
it as a process disturbance that should be reduced. However, control of
domestic hot water consumption would immediately decrease the
comfort for the end user, i.e., we should not limit the primary flow
caused directly by domestic hot water consumption. However, since
the heating of buildings is a slow process, we should be able to make
time-limited reductions to the flow caused by radiators without
significantly affecting the comfort of the end users [1, 15]. This
assumption is supported by Figure 4, which shows the slow decrease
of room temperatures in three different types of buildings after a
complete stop of the heating at an outdoor temperature as low as -20
Co [16].
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Figure 4: Temperature drop after complete stop in three different approxima-
tions of buildings. R 130 is an isolated building with a heavy construction, R
55 is a typical block of flats, and R 35 is a typical small residential house

The consumer agents will impose restrictions to household heating
when the consumption levels are raised above specific limits. Each
building has its own unique heating characteristic, i.e., the limit for
reductions and the persistence of reductions will need to be configured
for each individual agent.

4. Experimental Design

4.1 Laboratory Set-up

In the experiments we used two heat exchange systems (600 kW and
400 kW respectively) and one heat producing unit. The substations
used were developed by Cetetherm AB and contain a built-in
extendable I/O platform with an expansion slot for a communication
card (IQHeat). Access to sensor data is provided by a Rainbow
communication card in the expansion slot (see Figure 5). The I/O card
contains a database that continuously is updated with sensor data
from the I/O channels by a small real-time operating system.
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Figure 5: The Rainbow communication and computation card is here shown
on top of the Saphir hardware interface card

A laboratory control computer handled production and
consumption as well as making all measurements during the
experiments. The software agents were deployed at a separate
computer where each consumer agent communicates individually
with a substation. (Unfortunately, the Saphir [17] has not yet reached
the state of maturity to allow agents to be run directly.) For a
conceptual view of the laboratory set-up, see Figure 6.

Figure 6: Conceptual view of the set-up with the laboratory control computer
(LCC) and the dedicated agent computer (AC)

The consumer agents have the capability to change the temperature
set value for the household heating. However, they may maximally
reduce it by 15% from the initial value used by the control circuit. A
reduction by 15% may seem small but will actually often result in a
temporary shut-down of the heating to the radiator system (since the
water returning from the radiator is sufficiently warm). As a result, the
consumption will start to decrease immediately, but only at a relatively
slow rate. 
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Another factor that slows down the control is the way that the
consumption is measured. Ideally, we would like to be able to measure
the (accumulated) consumption at any time. However, we are only
able to discover changes in consumption at the same rate as the rate of
incoming pulses from the flow gauges.. The agents are instead using
estimated consumption values over an interval of one minute.
Unfortunately, the result is that agents have a limited view of the
system that they inhabit, which also is making the reaction time for the
reductions a bit longer. 

The sensor values that a consumer agent has possibility to read and
the actions that they are able to take are presented in figure 7.

Figure 7: Sensor values that consumer agents read and effectors that they can
utilize

The accumulated effect and flow is the total effect and flow
consumed since the start of measurement, the momentous effect and
flow are the values of the last measurements, the time-stamps for effect
and flow are the times when the momentous values were received, the
radiator valve and the domestic hot water valve are the current
positions of the valves for the dedicated heat exchanger, the radiator
temperature is the current water temperature for the secondary side,
the radiator set value is the wanted temperature for the secondary
side, the primary temperature is the temperature of the water on the
primary side of the substation, and the outdoor temperature is the
currently used outdoor temperature for the control unit. However, in
the experiments only the momentous effect, the timestamp for
momentous effect, and the radiator set value were used.
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4.2 Consumption Scenario

In each experiment the scenario illustrated in Figure 8 was utilized.
Two substations, A and B, are set to have a constant radiator demand.
Substation A has a set value for radiator temperature of 48C°
(approximately 25kW) and Substation B has a temperature set value of
51C° (approximately 15kW). The system is first allowed to reach a
steady state during five minutes. After five minutes Substation B
initiates a domestic hot water tapping of 0,2 kg/s for a duration of five
minutes. The system is then given ten minutes to stabilize. After the
stabilization period Substation A initiates a tapping of 0,2 kg/s, also
with a duration of five minutes. After the second tapping the system is
given time to stabilize before shutdown.

Figure 8: Household heating and domestic hot water tapping from two
substations

4.3 Control Strategies Evaluated

The approaches evaluated in the experiment are described in table 1.
Table 1: Control strategies

No 
restrictions

Substations are free to consume the amount requested.

Local 
restrictions

Consumer agents individually enforce reductions when the con-
sumption reaches a specific limit. The limit for substation A is 30
kW and the limit for substation B is 20 kW.
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5. Experimental Results

Figure 9 shows the total energy consumption for the four different
control strategies. 

Figure 9: Total system energy consumption for the four control strategies. The
desired global consumption is 50 kW
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The redistribution agent uses the aggregated limit of the two sub-
stations, i.e., 50 kW, as a global limit. The redistribution agent
requests reductions of both substations when system consump-
tion reaches the global limit.
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MAS 

Consumer agents individually enforce reductions when the con-
sumption reaches a specific limit. The limit for substation A is 30
kW and the limit for substation B is 20 kW. When enforcing a local
reduction the consumer agent also requests reduction assistance
from the other substation.
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We see that the strategy to use local restrictions clearly reduces the
the consumption peaks and that the strategies to use hierarchical as
well as decentralized multi-agent based approaches reduces the peaks
even further. However, the multi-agent based approaches requires
slightly more time to assume the stable level after reductions. Note also
that the tapping continuos for five minutes, the strategy with local
restrictions are unable to reach the limit level of 50 kW. 

In Figure 10 we see the primary flow of the energy consumption
indicated in Figure 9. The reason to study the flow is that it is
important to keep the flow down for reasons of both production and
potential flow limitations in the network.

Figure 10: Total system flow for the four control strategies

Figure 11 shows the amount of time of the total experiment that the
consumption has reached and been above effects from 45 kW and 80
kW, e.g., both agent systems had a consumption of 60kW and above
during 15% of the duration of the experiment.
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Figure 11: Amount of time of the experiment that the consumption has
reached and been above effects from 45 kW and 80 kW

The multi-agent based approaches only consumes 63 kW or more
during approximately 10% of the duration of the experiment. This is
contrasted to 20% for the strategy with local restrictions and to 30% for
no load balancing at all.

6. Discussion

The experiments described are only initial tests and there is much
room for improvements. For instance, because of the flow gauges used,
the agents had a limited and delayed view of the environment,
resulting in long reaction times. By having continuous readings of
consumption we believe that it is possible to better decide the
persistence of household heating reductions, which makes it possible
to limit unnecessary reductions to household heating. However,
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regulating the temperature set value for the household heating is a
slow process. In general, it is also possible to make more informed
decisions regarding reductions, e.g., if reduction assistance should be
requested from several substations or just a few. Furthermore, it
should also be possible to develop strategies to even out the negative
effects of reductions over larger areas by manipulating the willingness
for agents to cooperate and accept reductions.

The current implementation of the reduction strategy is unable to
determine precisely what effect a reduction will have, since we just
lower the temperature set value from the current value to a 15% lower
value. A more informed reduction strategy could be to calculate a
reduction value from the delta temperature on the secondary side.

The experiments are lacking the effect that the "power loans" will
have when the somewhat cooler temperature is returned to the
substation to be heated again. However, the delta temperature will
then be a bit larger so the compensation of the reduction of flow that
we made previously should require less flow, since the efficiency of
heat exchangers to some extent increases because of an increased delta
temperature.

Other possibilities that integration of substations into a
communications network may have, besides environmental and
economical are for example the possibility to prioritize certain
customers, e.g., hospital, and to easier rebuild the load after a complete
breakdown/startup. Furthermore, one may also be able to decrease the
impact of production failures. If there is a failure in production and no
counter measures are taken, the production source will become unable
to maintain the given temperature. The substations will then
compensate by opening the regulating valves, which results in a higher
flow. To be able to manage the situation the pump must increase
power. When the pump reaches its maximum capacity the most distant
customers start to suffer. We have previously shown by simulation that
it is possible to use an agent-based system to more fairly handle the
situation during shortages. We also showed that it is possible to make
informed tradeoffs between the amount of energy produced and the
quality of service that is delivered to customers [18].

7. Conclusions

We have performed a small-scale experiment in a controlled
environment to evaluate the possibility of distributed load balancing
in district heating systems. The results show that it is possible to
automatically load balance district heating systems. To our knowledge,
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agent technology has never been used for monitoring and control of
district heating networks. There have been experiments performed
with centralized control of substations [15], however we show that we
can achieve distributed concurrent automatic load balancing by the
use of agent technology.

Future work includes:
■ Investigating the scaling effects of the different strategies using a

simulation tool [19], as well as comparing these strategies with
centralized control strategies. 

■ Performing experiments in full-scale district heating systems.
■ Implementing a multi-agent system that only even out the effects

of domestic hot tap water consumption.
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APPENDIX A - ABSINTHE experimental set-up

The following is a complete list of the measurement gauges as well as
their position indicated by a graphical view of the experimental
system.

Measurement primary side: 
Name Type Unit Comment
GT C101 Temperature Co Primary in

GT C102 Temperature Co Primary out

GT C201 Temperature Co Primary in

GT C202 Temperature Co Primary out

GDP C311 Diff. pressure Bar Primary dp 0-6 Bar
GDP C312 Diff. pressure Bar Primary dp 0-6 Bar
GFL C307 Volume flow l/s Primary flow
GFL C302 Volume flow l/s Primary flow

Measurement Substation A, secondary side:
Name Type Unit Comment
GT C103 Temperature Co Cold water in

GT C104 Temperature Co Hot water out

GT C105 Temperature Co From radiator

GT C106 Temperature Co To radiator

GT C107 Temperature Co VVC return

GFL C308 Volume flow l/s Radiator flow
GFL C306 Volume flow l/s Domestic hot water
GFL C305 Volume flow l/s VVC flow

Measurement Substation A, secondary side:
Name Type Unit Comment
GT C203 Temperature Co Cold water in

GT C204 Temperature Co Hot water out

GT C205 Temperature Co From radiator

GT C206 Temperature Co To radiator

GT C208 Temperature Co VVC return

GFL C303 Volume flow l/s Radiator flow
GFL C304 Volume flow l/s Domestic hot water
GFL C301 Volume flow l/s VVC flow
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Abstract

We study the applicability of multi-agent systems (MAS) to production
and logistics network management. The goal is to create and evaluate
sets of intelligent agents that can cooperatively support production
and logistics network decisions, as well as to compare their
performance to other more traditional methods. A short description of
supply chains is given, as well as a formal characterization of the
problem space under investigation. We outline a general simulator that
allows for a systematic evaluation of different multiagent approaches
across the different parts of this problem space. This is illustrated by a
case study on district heating systems. A major concern in this domain
is how to cope with the uncertainty caused by the discrepancies
between the estimated and the actual customer demand. Another
concern is the temporal constraints imposed by the relatively long
production and/or distribution times. In the case study we show how
to lessen the impact of these problems by the usage of agent clusters
and redistribution of resources.

PAPER IV

A Framework for Evaluation of Multi-
Agent System Approaches to Logistics 
Network Management

Paul Davidsson and Fredrik Wernstedt

to appear in eds. Wagner, T., Multi-Agent Systems: An Application
Science, Kluwer Academic Press, 2003
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1. Introduction

Despite the fact that more parties are becoming involved in the supply
chain, the process is becoming more clearly separated. Each party in
the chain has become more specialized and is only responsible for the
performance of a small part of the total process. Furthermore, the chain
is getting more dynamic as a result of the constant changes and
movements that is part of a today supply chain. These characteristics
indicate the need for sophisticated software systems that connect the
logistics flows of individual companies [1]. As the supply chain is
getting more fragmented the need for communication and
coordination grows. However, the concept of coordination has not
been incorporated in system design until recently [2]. The common
usage of enterprise resource planning (ERP) systems offers the promise
of integration of supply chain activities. However, the flexibility of ERP
systems has been less than expected or desired [3]. Advanced planning
and scheduling (APS) is an upcoming development for controlling the
logistics flow through the individual elements of a supply chain.
Although it is not perfectly clear how to accomplish integrated control
of supply chains, some commonly mentioned requirements are the
possibility to monitor the state of all involved parties, to perform
collaborative planning, to perform advanced scheduling, and being
able to measure performance and cost.

In order to satisfy these and related requirements, a number of
agent-based approaches has been suggested. Several authors propose
agents for auction-oriented management of supply chains, e.g., Fan et.
al. [2] provide a theoretical design that could plan the operations in a
supply chain, and Hinkkanen et al. [4] focus on optimization of
resource allocation within a manufacturing plant. A rule-based
approach has been proposed by Fox et al. [5], which is concentrated on
coordination problems at the tactical and operational level.
Preliminary work towards collaborative inventory management has
been performed by Fu et. al. [6]. Furthermore, agent-based approaches
concerning the simulation of the dynamics in supply chains have been
considered by, e.g., Parunak et al. [7], and Swaminathan et al. [8].

We argue that time has come to try to develop methods and tools
for systematic evaluation of these (and other) approaches in different
types of supply chain management problems. The objective of this
paper is to provide guidelines and a starting point for this type of
research.

In the next section we give a short description of supply networks
and management philosophy. This is followed by a formal
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characterization of the problem space under investigation. We then
outline a general simulator for production and distribution and argue
that this type of simulator allows for a systematic evaluation of
different multi-agent approaches across the different parts of this
problem space. Finally, a case study concerning district heating
systems is described. A major concern in this domain (and many other
supply chains) is how to cope with the uncertainty caused by the
discrepancies between estimated and real demand. Another concern is
the temporal constraints imposed by the relatively long production
and/or distribution times. We show how to lessen the impact of these
problems by the usage of agent clusters and redistribution of
resources.

2. Supply Chain Networks

A supply chain is a network of autonomous or semi-autonomous
suppliers, factories, and distributors, through which raw materials are
acquired, refined and delivered to customers. According to the
simplified view that we will adopt here, and which is illustrated in
Figure 1, supply networks can be outlined as having an hourglass
shape [7].

Figure 1: The hourglass shape of a simple supply network

Of course, a supply chain is sometimes more complex with multiple
end products that share components or facilities. The flow of material
is not always along a tree structure, e.g., there could be various modes
of transportation. Also, distribution, manufacturing and purchasing
organizations along the supply chain often operates independently
and have their own objectives, which may be in conflict, i.e., it can
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easily be argued that it is of most importance to coordinate the
activities to attempt to achieve the desired global performance.

The purpose of a supply chain is to add value to its products as they
pass through the supply chain (the input part) and to transport them
into geographically dispersed markets in the correct quantities, at the
correct time, and at a competitive cost (the distribution part). Supply
chain management is concerned with integration of purchasing,
manufacturing, transportation, and inventory activities. It also refers
to integration of these activities across geographically dispersed
facilities and markets. Finally, it also refers to temporal integration of
these activities. The temporal horizon is usually separated into three
levels, the strategic, the tactic, and the operational level. Long-term
decisions are made on the strategic level, e.g., location and capacity of
facilities in the supply chain. The tactical level is dependent on the
strategic level and copes with medium term decisions, e.g.,
distribution planning and inventory level (buffer size). Finally, on the
operational level, which is dependent on the strategic as well as the
tactical level, the short-term decisions are made, e.g., scheduling of
local transportation. Typically, the types of decisions made on the
operational level are similar to those made on the tactical level but
taken with a shorter time horizon in mind.

The decisions at the different levels are made in order to achieve
one or more of the following goals: minimize production costs (e.g., by
having an even production), minimize distribution and inventory
costs, and maximize customer satisfaction. The overall goal often is to
maximize profit, which almost always leads to a trade-off situation
between these goals. Since this trade-off is application dependent, a
specific balance between the goals is desired for a particular
application.

A typical supply chain faces uncertainty in terms of both supply
and demand. Thus, one of the most common problems faced by
managers is to anticipate the future requirements of customers. Large
errors in forecasts lead to large discrepancies between production and
actual demand. This results in higher inventory costs, i.e., larger
buffers are needed and/or the worth, or quality, of the products in the
buffers decrease over time (deterioration). To deal with this problem,
Just-In-Time (JIT) strategies have been developed. Monden [9] gives a
brief definition of JIT as "producing the necessary items, in the
necessary quantities at the necessary time". Various benefits of JIT have
been widely discussed in literature. However, most success stories take
place in large manufacturers with stable demand, such as the
automotive and electronic industries. One of the long-term aims of our
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work is to develop successful JIT strategies and JIT software tools for
more dynamic situations.

3. A Formal Characterization of the Problem 
Domain

In this section, we formally define the problem space under
investigation. We will restrict our attention to the distribution part of
the supply network, see Figure 2.

Figure 2: An example of a small production and distribution network where
there are two producers (p1-2), two distribution centers (i1-2), and five
customers (c1-5)

Thus, we will not model complete supply chain networks, e.g., the
details of the manufacturing process within the producer and
interaction with sub-contractors are not modeled. However, we believe
that the simplifications made do not change the applicability of the
general approach we are suggesting.

We divide the description of the production and distribution
network in three parts, production, distribution and consumption.
Production. Let  be the set of all producers and

be the set of all commodities. Then for each pair of
producer, , and commodity, , we denote;

- the production time, 
- the production cost, 
- the production capacity, 
- the production at time t, 

Consumption. Let  be the set of all customers. Then for
each pair of customer, , and commodity, , we denote;

- the consumption at time t, 
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- the demand at time t, 

Distribution. Let the distribution network  be a directed
graph, where  is the set of all nodes, is the set
of all internal distribution nodes, C is the set of all customers, and

 is the set of all edges. Here an edge corresponds to a
distribution channel between two nodes (there may be more than one
edge between two nodes) and, N, is indexed as

. Then for each pair of edge,
, and commodity, , we denote;

- the distribution time, 
- the distribution cost, 
- the distribution capacity, 
- the distribution at time t, 

For each pair of node, , and commodity, , we denote:
- the buffer cost, 
- the buffer capacity, 
- the buffer usage at time t, 

For each commodity, , we denote:
- the deterioration rate, 

Although this model assumes that production and distribution
costs etc. are linear, we argue that it is possible to describe many
interesting production and distribution problems using this formal
model. Furthermore, there might be constraints and dependencies
between different commodities concerning production, distribution,
and buffer capacities. Note that the production, distribution, and
buffer dynamics are part of the solution rather than the problem, and
that the possible amount of consumption is governed by these
dynamics.

4. A General Simulator for Production and 
Logistics Network

We are currently developing a general simulator able to simulate all
the relevant production and distribution problems that can be
described by the formal model presented above. This includes
problems at the strategic, tactical, as well as the operational level. Each
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part of the model corresponds to a set of explicit simulation
parameters. Thus, by setting these parameters, it will be possible to
simulate an arbitrary production and distribution problem.
The long-term goal is to systematically evaluate different agent-based
approaches in the different parts of the problem space defined by the
formal model (and the simulator). This ambition is in line with the
more general ideas presented by Davidsson and Johansson [10]. We
will, of course, also use the simulator to compare the performance of
the agent-based approaches to more traditional approaches. Figure 3
illustrates the interaction between the control strategies and the
general simulator. The control strategy manages production and
distribution and the simulator controls consumption and simulates
production, distribution and consumption.

Figure 3: Schematic view of the relation between the simulator and the control
strategy evaluated by the simulator

However, we have thus far only investigated a small part of this
problem space, namely that corresponding to district heating
production and distribution. We will here focus on JIT production and
distribution problems, which we define as situations where there are
limited storage capacity or high deterioration rate, and a considerable
delay from order to receipt of commodities (due to large production
and/or distribution times). We have compared two different agent-
based approaches in this domain, one semi-distributed and one
centralized.

4.1 Case Study: Description of District Heating Systems 
Domain

This case is borrowed from ABSINTHE, a current collaboration project
with Cetetherm AB, one of the world-leading producers of district
heating substations [11]. The technological objective is to improve the
monitoring and control of district heating networks through the use of
agent technology. For more information on this project, see
www.ipd.bth.se/absinthe.

Control strategies  • Logistics network 
simulator  •
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The basic idea behind district heating is to use cheap local heat
production plants to produce hot water. This water is then distributed
by using one or more pumps at approximately 1-3 m/s through pipes
to the customers where substations are used to exchange heat from the
primary flow of the distribution pipes to the secondary flows of the
building, see Figure 4. The secondary flows are used for heating both
tap water and the building itself. In large cities district heating
networks tend to be very complex, including tens of thousands of
substations and hundreds of kilometers of distribution pipes with
distribution times up to 24 hours.

Figure 4: A simple district heating network containing one heat producer and
two substations

Let us describe a district heating system in terms of the general
model. We here present a description corresponding to how
parameters are set in the current version of the simulator, in which
some simplifications have been made compared to actual district
heating systems. For instance, we assume that there is only one
production plant. However, we intend to remove such restrictions in
future versions.)

Production. Since there is only one heat production plant, , and the
only type of commodity, , is energy (hot water), we will here use a
simplified notation that omits the  and . We assume that raw
materials are sufficient to support the production (up to the production
capacity, ). Moreover, we assume that:

- the production time, , is negligible, i.e., 0 seconds,
- the production cost, , is 1 cost unit for each kWh, and
- the production capacity, , is larger than the total demand (see

below for definition of, ).

Consumption. The set of customers, C, consists of 10 customers. Five
customers,  are serving 40 households each and five customers,

 are serving 60 households each. Moreover, we assume that:
- the demand of the customers, , is composed by two parts: hot

tap water demand and heating demand. The tap water demand
is simulated using a model [12] based on empirical data where
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flow size and tapping durability is determined by the simulation
of a random number, Y, from a certain distribution with
cumulative distribution function FY, which can be performed
using uniformly distributed numbers, and where the time
between tapping is a non-homogenous Poisson process;

, where  is the time-varying opening

intensity and T the time to derive. The opening intensities are

derived from , where p is given from measurement

data [13] and  is calculated from the distribution function for
open valve time. The resistance/capacitance model described
above is used also for simulation of the energy needed for
household heating (radiators). The variance over time of the
outdoor temperature is simulated by the following model [14];

, where Tm is the lowest
temperature to expect, Tv is the maximum temperature to expect,
and S is the time interval expressed in hours.

Distribution. The distribution network, D, is assumed to be a tree
structure with the production plant as the root and the distribution
pipes corresponding to the edges. A relaxing constraint in district
heating systems is that the distribution time and cost between
customers physically close to each other (situated in the same branch
of the distribution tree) is negligible. We model this by internal cluster
nodes, I, one for each cluster of neighboring customers, see Figure 5. 

Figure 5: Customers close to each other form clusters where redistribution is
instantaneous
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Moreover we assume that:
- the distribution time, , is 1 h for edges, e, between the producer,

p1, and internal nodes, , and negligible, i.e., 0 for edges
between internal nodes, , and customers, ,

- the distribution cost, , is 0 for all edges.
- the distribution capacity, , is greater than the total demand for

the cluster to which e is pointing,
- the buffer capacity, , is 0 for (the customer has no potential to

keep inventories of hot water) and for p1. If,  the capacity is
greater than the total demand for the cluster to which n belongs,

- the buffer cost, , is negligible, i.e., 0, and
- the deterioration rate, , is computed from the common resist-

ance/capacitance model; 

where Txi is the temperature of a object, x, at the time i which had
temperature Tx(i-1) one time unit ago with thermal resistance TRx
and thermal capacity TCx in an surrounding environment with
temperature Touti.

4.2 Multi-Agent System Approaches to JIT Production and 
Distribution in district Heating Systems

There are a number of different approaches to solve the JIT production
and distribution problem outlined above. The most basic approach
(and probably the most used) is strictly centralized, where the
producer based on experience makes predictions of how much
resource to produce in order to satisfy the total demand. These
resources are then distributed directly on request from the customers.
A bit more sophisticated is the approach where each customer makes
predictions of future consumption and informs the producer about
these predictions. Since local predictions typically are more informed
than global predictions, this approach should give better results. The
multi-agent system (MAS) architecture we suggest below partly builds
upon this insight but also introduces a means for automatic
redistribution of resources. In order to solve the problem of producing
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the right amount of resources at the right time, each customer is
equipped with an agent that makes predictions of future needs that it
sends to a production agent. The other problem, to distribute the
produced resources to the right customer, is approached by forming
clusters of customers within which it is possible to redistribute
resources fast and at a low cost. This usually means that the customers
within a cluster are closely located to each other. In this way it is
possible to cope with discrepancies between predicted demand and
the actual consumption. For instance, this happens if the demand of a
customer changes while the resources are delivered. The customer
would then be faced with either a lack or an excessive amount of
resources, thus leaving the system in an undesired state.

Based on the above insights, we used the GAIA methodology [15] to
design the MAS. This led us to the architecture outlined in Figure 6,
that has the following three types of agents: 

Figure 6: Each redistribution agent manages a cluster of consumer agents

- Consumer agents: (one for each customer) which continuously (i)
make predictions of future consumption by the corresponding
customer and (ii) monitor the actual consumption, and send
information about this to their redistribution agent.

- Redistribution agents: (one for each cluster of customers) which
continuously (i) make predictions for the cluster and send these
to the producer agent, and (ii) monitor the consumption of
resources of the customers in the cluster. If some customer(s) use
more resources than predicted, it redistributes resources within
the cluster. If this is not possible, i.e., the total consumption in the
cluster is larger than predicted, it will redistribute the resources
available within the cluster according to some criteria, such as,
fairness or priority, or it may take some other action, depending
on the application.

Producer agent 

Redistribution agents 

Consumer agents 
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- Producer agents: (one for each producer, however, we will here
only regard systems with one producer) receives predictions of
consumption and monitors the actual consumption of customers
through the information it receives from the redistribution
agents. If necessary, e.g., if the producer cannot produce the
amount of resources demanded by the customers, the producer
agent may notify the customers about this (via the redistribution
agents).

The suggested approach makes use of two types of time intervals:
(i) prediction intervals and (ii) redistribution intervals. A prediction
interval is larger than a redistribution interval, i.e., during each
prediction interval there is a number of redistribution intervals. Each
consumer agent produces one prediction during a prediction interval
and sends this to its redistribution agent, who sums the predictions of
all consumer agents belonging to the cluster and informs the producer
agent about this. The predictions made by the consumer agent must
reach the producer at least before the resources are actually consumed.
Typically, there is also a production planning time that also should be
taken into account (i.e., added to the sum).

The coordination technique that we use is organizational structure,
i.e., the responsibilities, capabilities, connectivity and control flow are
defined a priori [16]. Organizational structure can be seen as a long
term, strategic load balancing technique [17]. Malone and Crowstone
define coordination as "managing the dependencies between
activities" [18]. The basic coordination process to manage in district
heating systems is the producer/consumer relationship, i.e., the main
dependencies are prerequisite constraints (some activity must be
finished before another can begin), transfer (something needs to be
transported), usability (one part of the system needs information
produced by another part), and simultaneity constraints (some
activities need to occur at the same time).

4.3 Simulation Results

The focus during the initial simulation experiments [19] was to see
how the quality of service (QoS), measured in terms of the number of
restrictions issued, varied with the amount of excessive production (in
relation to the predicted consumption).

We found that the MAS performed well, coping with faulty
predictions (even though the discrepancy between the predicted and
the actual consumption sometimes was quite large). We also
discovered that in order to achieve the same QoS between the two sets
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of experiments, the centralized approach required an additional 3%
excessive production.

Figure 7 shows the total number of restrictions to tap water and the
number of restrictions to water for household heating (radiator)
during one day for different degrees of surplus production in a cluster
of ten consumer agents. We see that there is a clear trade-off between
the quality of service (number of restrictions) and the amount of
surplus production and that there are almost no restrictions of any
kind when 4% more hot water than the predicted consumption is
produced. Moreover, this approach allows large fluctuations in
customer demand, which is something that has been argued not to suit
JIT approaches [20].

We have compared this approach to a more centralized approach
without redistribution agents and where all computation is carried out
at the producer side. The only task of the agents on the customer side
was to read sensor data and send those to the producer agent.
Simulation results showed that more than 7% overproduction was
needed in order to avoid any restrictions/shortages. For more
information about this approach and simulation results, see [19].

Figure 7: Trade-off between quality of service and surplus production for the
semi-distributed approach. The dashed line corresponds to the number of
restrictions for the radiator water and the other line to the number of
restrictions for the tap water
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5. Conclusions and Future Work

We have presented an outline of a general simulator based on a formal
model of production and logistics networks. The goal is to implement
such a simulator and use it for systematical evaluation of both new and
existing agent-based approaches to supply chain management. We also
described the first step towards this goal in the form of a case study.
In the near future we plan to generalize the current version of the
simulator to cover more types of production and distribution domains.
We would also like to be able to consider environmental aspects of
agent-based systems in supply chains, e.g., dynamic support for
alternative transportation routes. Also, we plan to implement other
agent-based approaches as well as improving the one presented here.
Furthermore, an important item on the research agenda is to identify
and analyze alternative coordination processes, e.g., mechanisms that
support JIT strategies.
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