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Abstract

Agent technology enables the designers of computer based systems to con-
struct software agents that are able to model attitudes. We present a frame-
work in which these artifacts aim to express the preferences of both their
designers and their owners. Just like human societies need rules, regula-
tions, norms and social laws, in order to function, societies of agents need
coordination mechanisms in order to work efficiently. We show why some
higher level goals of agents are incompatible, e.g. the automatic creation
of coalitions among agents, and at the same time being self-interested and
boundedly rational.

One way to model the outcome of planned interactions between agents
is to apply game theory. We use game theory for proving some results,
e.g. a “No free lunch” theorem. For more practical applications, however,
other approaches are often needed. One such domain is dynamic resource
allocation, where agents through auction mechanisms or different kinds of
mobile broker techniques solve the problem of coordinating the allocation.
We present comparisons of the results of simulations of several of these ap-
proaches in a telecommunication networks application. Another interesting
domain concerns mobile robots for playing soccer. To model this problem,
a novel approach called artificial electrical fields, is used for both navigation
and manipulation of objects.
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Chapter 1

Introduction

Biology has been a great source of inspiration in artificial intelligence (Ai)
research. This is for a good reason; the intelligence we try to create, is
found in its original form in nature and we have been inspired by this in our
creation of techniques such as neural networks, evolutionary computations,
and boundedly rational agents. From this perspective, it would be natural
to model intelligence by taking an evolutionary point of view. That is to
say the entities (or methods) we create can be ever so diverse; the fittest
solutions will in the end be the ones surviving.

Distributed artificial intelligence (Dai) is a branch of Ai that originally
studied distributed problem solving, such as Coherence and coordination,
Languages and structures, Intelligent agents and Multi-agent systems [2]. A
more narrow definition says that “Dai is the study, construction and appli-
cation of multi-agent systems, that is, systems in which several interacting
intelligent agents pursue some set of goals or perform some set of tasks”
[155].

Sometimes a number of intelligent1 entities are implemented and launched
into the same system. We may then speak about an agent system or an
multi-agent system (mas), where the intelligent entities constitute the agents
of the system and the agents act on behalf of their owners.2

In pure software systems, the interaction typically is an exchange of
information between the agents, while in physical systems, the interaction
may also be of a more tangible nature.

1Intelligent in the sense that they appear to behave in an intelligent way, not necessarily
that they have cognitive capabilities.

2The concept of an agent is elaborated later on in this chapter. A deeper discussion
about the different human actors of a mas (e.g., the owner) is given in Chapter 7.

1
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1.1 The research question

The general research question studied in this thesis is:

How can we create coordination mechanisms that make multi-agent sys-
tems:

• stable,

• fair,

• efficient, and

• robust?

With stability we will here refer to the quality of being stable, i.e. the
ability of the system to be lasting and in balance. Ideally, either the domain
in which the (boundedly rational) agents act is constructed in such a way
that the stability of the system is inherent, or the stability is a result of the
way the agents interact with each other.

The fairness concept may also need a bit of explanation. We consider a
mas to be fair if the agents in it are neither discriminated by other agents,
nor by the environment. This includes, e.g., fair process prioritizing strate-
gies, an agent’s submission to common rules, and the ability to distribute
rewards and punishments to the agents.

Since the agents are supposed to act in domains that become more and
more complex in their nature, we must use tractable solutions on the agent
level in order to enable tractability on the system level. The efficiency of the
system is therefore of great interest when it comes to practical applications
and we define it as the quality of functioning and performing good with the
least effort.

Robustness, in the sense that the whole system do not break down as
a result of a partial breakdown, (e.g., of an agent), is a property often
referred to as characteristic for mas. However, the property is not there
automatically due to the fact that we deal with agents. Instead, it should
be the result of good agent engineering practice.

For the sake of generality, we will wait to specify these properties any
further here. Instead, they will be explained in more detail in the contexts
where they are used.
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1.2 Central concepts used in the thesis

1.2.1 What is an agent?

The area of agent technology still has not matured to the degree of complete
consensus about the concepts used. For instance, there are several definitions
of the term “agent”. The definition by Pitt and Mamdani well describes the
points of view we take:

From the computing perspective, agents are autonomous,
asynchronous, communicative distributed and possible mobile
processes. From the AI perspective, they are communicative,
intelligent, rational and possibly intentional entities. (Pitt and
Mamdani [122])

1.2.2 What do we mean by coordination?

In most mass, the coordination of the behaviors of the agents take a central
role. By coordination, we mean an explicit or implicit interaction protocol
where (according to Durfee [52]) “..., the main objective of such protocols
is to maintain globally coherent performance of the agents without explicit
global control.” This is regardless of whether the agents are cooperative
and work towards the same set of goals, or they are highly selfish and take
every chance to achieve their own goals (possibly interfering with the goals
of other agents in the environment).

There are different ways to approach coordination in mas. Some see co-
ordination as something that is implicit in every mas [55], e.g., that the
properties emerge through the interaction of the individuals. This is a
bottom-up perspective that dominate in, e.g., the community of artificial
life (al).

Others focus on the coordination mechanism explicitly, and have highly
developed languages for this purpose, e.g., Linda, which is a tuple space3

based language for handling the coordination (by means of communication)
within a system [65].

1.2.3 What is our view of MAS and emergence?

A mas may be more or less open in its nature. On the one side of the scale
we have totally closed mass, e.g., computer systems that solve predefined

3A tuple space is a representation of resources of information that can be communicated
shared and exchanged, e.g., in the form of a blackboard.



4 Chapter 1. Introduction

problems in a distributed way. On the other side, we have open systems with
a high level of interaction between highly stochastic, heterogeneous agents,
or groups of agents that may be of any type, including computer-based and
human.

Although open systems may have a limited set of rules, e.g., a common
communication protocol, or an agreed role distribution, the agents within
the open system does not have to follow the rules. By breaking the rules
(e.g., in order to achieve a higher goal) the rules as such may evolve. We see
examples of this phenomena all the time. The evolution of human languages
and the evolution of the laws within the computing area are both the result
of entities that did not follow the path staked by the available rules.

Are there such things as emergent properties in multi-agent systems?
The question is justified since the original meaning of the word emergent
is that if you were given all the intrinsic properties of the parts plus their
arrangement, you could not predict the properties of the whole [34]. At
the same time researchers, e.g., from the area of al and social simulations
often ascribe their systems emergent properties, although their systems as
a matter of fact are predictable [70, 48]. Since there are at least these two
views of emergent properties, I would like to make the following definitions:

Definition 1 (Emergent property) An emergent property is a higher
level property, caused by the interaction of its lower level components.

Examples of emergent properties are: different kinds of unguided coopera-
tion as a result of reciprocal altruism (strategies in prisoners dilemma, the
World War I trench tactics4, zipper strategies in traffic, etc), and higher level
formation in decentralized systems (e.g., the formation of water molecules
into drops, the building of a termite nest). This definition covers both us-
ages of the word so it may also be useful to be able to distinguish them by
the following sub-definitions of emergence:

Definition 2 (Unpredictable emergence) By unpredictable emergence,
we mean the emergence of a property in a system that was not possible to
predict (by means of Turing machine computations), by studying its parts
and their structure.

The definition of unpredictable emergence corresponds to Broads view of
emergence [34].

4The tactics (at the soldier level) in the trenches included to aim above or below the
enemy, so that they would spare your life in return.
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Level Components Predictability

Human level Designers, Owners, Users, ... Low

Agent level Agents, norms, ... High

Technical platform Hardware, OS, Protocols, ... High

Table 1.1: The levels of a mas.

Definition 3 (Predictable emergence) A predictable emergence (of a
property of a system) is a higher level property of the system that can be
predicted to arise through the interaction of its components.

Predictable emergence (a contradiction in terms if you had asked Broad),
is the sort of emergence we can expect to find in computing systems, e.g.,
simulations of mass. If it is possible to simulate the system in a computer,
we may also predict its emergence of properties.5

Definition 4 (Predicted and unpredicted emergence) Given a sys-
tem where all emergent properties are predictable, a predicted emergence is
an emergence of a property that was predicted to appear. An unpredicted
emergence is an emergence of a property that was not predicted to appear.

[34] The question whether there are any unpredictable emergences in
any systems comes back to the question of whether the system as a whole
is predictable or not.6 If we cannot describe the system, it is either because
of our limited understanding of it, or because it simply is not possible to
describe some part of the system. An example of a system that (perhaps)
is not describable is the human being, so systems that involve humans may
actually show unpredictable emergent behaviors, see Table 1.1.

This distinction is not new. In the early twenties, Morgan described the
difference between resultants and emergents, in terms of their traceability,
where the former are phenomena which are produced from a sequence of
steps that are traceable, whilst the latter are not [115].7

5This is what e.g. Bedau describes as weak emergence [15].
6That is, the system is predictable at all levels (including the level of the whole system),

thus there can be no unpredictable emergence in the sense of e.g. Broad [34].
7The original introduction of these terms was done by Lewes in the end of the 19th

century [103], building on work by, e.g., Mill [113].
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Can there be emergence in computer based systems?

The word “emergence” is often used to denote both predictable (predicted,
as well as unpredicted8) and unpredictable behaviors at the system level.
However, we cannot (yet) ascribe the components of mas an intelligence
that stretches beyond their designed capabilities. Thus, if they show some
emergent coordination features, they do so solely because they are designed
that way, e.g., if they are designed to interact with their owners during the
time of their execution, not because they have any secret hidden intelligence
that we cannot understand. The relation between the openness of a system,
and its possibility to evolve into another type of system is close. If we
decide to remove the possibility for external forces to enter the system,
the system is bound by the capability of its original design. If we instead
let the external users exploit the system in some way (assuming an open
system), we will probably end up with periods of chaotic behaviors triggered
by a high degree of heterogeneity among its entities interleaved with periods
of stability where the entities of the system have a more common view
on things. Then the emergence of new (unpredicted) behaviors forces the
designers (and/or owners) to continuously develop their entities in order to
meet new demands.

Mas design is the art of balancing between a system that does what
we want it to do, and a system that is continuously developing through the
ingenuity of its entities (or rather of the owners/designers of its entities, as
will be argued in Chapter 7 . If we close the system too much, we will lose
the positive influence of entities made/launched by others since the selective
pressure is relieved. If we open the system too much, the original purpose
of the system may be lost in anarchy.

In all, coordination is the mechanism of combined agent actions. In the
best of worlds, this result follows from an intentional design of the environ-
ment and the agents. There can be no unpredictable emergence of behaviors
in a closed mas. The system (once set up and running) is simply an au-
tomata, possible to simulate at all levels, and thus being predictable. The
emergence of properties of the system originates from the human level of
the system, i.e., the designers and the owners of the entities in the system
are unpredictable, and so are their behavior and the properties related to
them on the system level (as shown in Fig. 1.1).

This raises a question of how we define the system. Without digging into
the details here in the introduction, we can see that there is a scale ranging

8We sometimes use the terms summative, and constitutive, to describe the behavior of
the parts of the system, and the emergent behavior, respectively, see [59].
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emergents
precense of

Openness

Predictability

Figure 1.1: Predictability and presence of emergents as a function of the
degree of openness of a system.

from closed systems without human (or other true stochastic) intervention,
to open systems where the owners, users and designers are considered to be
a part of the system as such.

1.3 Research methods and outline of the thesis

The work described in this thesis involves model construction, theory build-
ing as well as simulations to validate the theories. There are three main
parts of the thesis. The first applies game theory to agent systems and tries
to answer the questions of how to make such systems stable. The second
investigates some evolutionary aspects of mas, dealing with the issues of
fairness and stability. The third and last part describes two domains in
which coordination is important, together with examples of mas, that are
both fair, efficient and robust.

1.3.1 Game theory and agents

The first part of the thesis consists of an introduction of game theory in
Chapter 2, followed by three chapters where game theory is applied to the
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reasoning about agent decision making.

The question about stability was approached through trying to find out
to what degree the environment influenced the success of certain agent be-
haviors. By specifying the behaviors as game theoretic strategies and the
environment as payoff matrices in strategic games, we were able to (par-
tially) model the interactions between the agents.

The first of these chapters studies the performance of a number of strate-
gies in a setting where the payoff matrix range from the game of Prisoner’s
Dilemma to the Chicken Game. The second chapter compares the charac-
teristics of different strategies both in round robin tournaments and in evo-
lutionary settings for four different games. The third contribution discusses
(from a game theoretic perspective) whether there are any agent behaviors
that do better than others in a general mas setting.

1.3.2 An evolutionary perspective on coordination

The work on game theory in Part I indirectly influenced the work presented
in Part II. Both the theory of mutual valuations found in Chapter 6, and
the work on preferences (Chapter 7) stem from an evolutionary perspective,
where the more successful agents increase in number on the expense of the
ones that do worse. Both of the chapters address the questions of fairness
and stability.

Chapter 6 discusses the problem of having rational agents trying to build
coalitions without running the risk of being exploited. Chapter 7 highlights
the conflicts on the human level of a mas, where designers and users/owners
have different interests in how the agent performs.

1.3.3 Applications of coordinated agents

In Part III, a number of applications are discussed with a focus on the more
practical questions (efficiency and robustness). The need for coordination
may appear very different in different systems. When the environment is
hostile and the possibility to communicate is limited, robustness and stabil-
ity may be more important than performance and fairness.

As an example of the first type of system, we study the problem of
coordinating soccer playing robots. Chapter 8, proposes a way to solve the
problem of action selection using artificial electric fields. We evaluated the
performance of this approach by participating in RoboCup tournaments
and workshops.
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An example of the second type of problem is dynamic resource allocation,
e.g. in a telecommunication network. In Chapters 9–11, we apply a number
of different agent based approaches, in particular a novel approach called
broker agents, and compare these in extensive simulations to characterize
their benefits and drawbacks. The results are also discussed in more general
terms in the last chapter, where we focus on the properties of distributedness
and synchronicity of dynamic resource allocation.

Chapter 9 describes a comparison made between an auction based algo-
rithm and a distributed algorithm that uses mobile broker agents. Chap-
ter 10presents four different types of mobile broker algorithms and the re-
sults from simulation experiments. The last chapter of Part III, Chapter 11,
presents and characterizes four different types of architectures, both central-
ized/decentralized, and synchronous/asynchronous.

1.4 Main contributions

In my opinion, the main contributions of the work presented in the thesis
are:

• In order to build stable systems, we need to consider, not only the
agents as such and the technical platform on which they execute, but
also the owners and designers of the parts of the system. Especially
these conclusions are relevant concerning stability in mass:

– The results of Chapters 3-4, which show (not very surprisingly)
that there is a linear correlation between the payoff matrices and
the success of the strategies.

– The results of the simulations of the population dynamic settings
in Chapter 3, which show that cooperating generous strategies
are more stable when the cost of mutual defect is high.

– The theorems of Chapter 5, stating that all strategies are equally
good taken over all possible environments and that there are al-
ways situations in which a given behavior is optimal. This No
free lunch result is, although being theoretically thrilling, hard
to apply in practice.

– The conclusion of Chapter 6 that agents able to automatically
build coalitions are subject to exploitation by other agents. Such
a behavior is not rational in the general case because in order
to be able to build coalitions, the agents take the risk of being
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exploited, and if this risk inclination is (exaggeratedly) designed
into the agent behaviors, these agents will be exploited by others
that act more rational.

• Fairness is a result of well designed systems, where the property (pre-
dictably) emerge as a result of the interaction between the agents. As
the systems get more open, we have to seek new models of explanation
to the behavior of our systems. These models typically stretch out-
side the computer based system itself, and include the designers and
owners of the system as proposed in Chapter 7.

• When it comes to real systems, both performance and robustness are
important properties. These things have been in focus when designing:

– A novel heuristic for action selection presented in Chapter 8,
called the electric field approach. By using charges and probes,
the agents are able to use potentials to calculate what to do.

– The systems used in the simulations presented in Chapter 9,
which showed that the decentralized broker based solution man-
aged to balance the resources better than the auction based one.

– The dually balanced broker algorithm of Chapter 10, which looks
promising, since it manages to handle not only the fairness at the
provider side, but also the demands at the consumer side.

• The systematic comparison of architectures for dynamic resource allo-
cation as described in Chapter 11 discuss all of the questions set up in
Section 1.1. We believe that this type of comparisons may be a useful
method in trying to identify what architectures are suitable for what
types of problems.
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Game Theory and Agents
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Chapter 2

Introduction to Game Theory

based on Chapter 1 in [79]

2.1 Introduction

Game theory is a mathematical tool for analysing decisions. As such, the
type of situation that we try to model, highly influence what features are
needed in such a tool. In the next subsections (2.1.1 to 2.1.7) we will describe
some aspects of game theoretic modeling.

2.1.1 Temporal aspects of games

We distinguish between two different types of games based on the points in
time when actions of the players are performed.

In extensive games, the players act in turns. It is thus easy to describe
the playing of a game in the form of a decision tree in which the nodes
correspond to the states and the paths to the nodes the series of actions
from the players (see Figure 2.1).

Typical examples of extensive games are different kinds of board games
such as Chess, Go, and Othello and there are several algorithms dealing
with the search of the states with the highest utilities, e.g. the well-known
minimax algorithm (with variations) [128, 132].

Another example is the centipede game, in which each player, when she
is in turn, can choose between to

1. Collect the kitty. This leaves the opponent(s) without any payoff and
the one who collected gets everything.

13
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Player 2Player 1 Player 1

a

b

a

a

a

c

b

b

b

S1

S2

S3

S4S5

S6

Figure 2.1: A decision tree for an extensive game with two players. First
Player 1 have two choices, followed by the choice of Player 2. If they played
a and b, Player 1 will have three choices, else one of the states S1, S5 or S6
is reached.

2. Do nothing. The turn is simply given to the next player. This action
will increase the payoff, so if it will be our player’s turn again (without
any other player having collected the kitty), the payoff of a collect
action will be higher than in the previous round.

There is a problematic issue of backward induction that becomes especially
clear in the finite versions of this game. If in a two-player game, one of them
knows that the game will end in the next move, the most rational choice is
to collect. If the other agent knows about the first ones intentions to collect,
the most rational thing to do is to collect the round just before the first
agent and so on1.

Strategic games are games in which the players, in contrast to the exten-
sive games, make simultaneous actions. A player in this type of game will
not know what action its opponents will make.2 This type of games are not
only of interest when we have a true simultaneous situation, such as in the
game rock, paper, scissors illustrated in Table 2.1.

The games may also serve as an approximate models of situations where

1A discussion of this problem, solutions and critique can be found in e.g. Grappling

with the Centipede [123].
2In a game involving a player p we will refer to the rest of the players as the opponents

of p regardless of whether they cooperate or not.
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Rock Paper Scissors

Rock 0,0 -1,1 1,-1

Paper 1,-1 0,0 -1,1

Scissors -1,1 1,-1 0,0

Table 2.1: The payoffs for the players in Rock, Paper, Scissors. The entries
show the payoffs for (player1, player2).

the players have an opportunity to act independent of when their opponents
act, but the effect of the action is not noticed until the opponents have made
their next moves. An example of this latter situation is the case where agents
form a coalition. They may then choose actions that are permitted, given
the norms of the coalition, or they may choose forbidden actions, which
may cause an exclusion of them from the coalition. Consider the following
example:

Example 1 An agent A is a member of a coalition C in which each agent
have three different choices:

1. To improve C (action I). This strengthen the coalition, but may give
a slightly negative short-time payoff.

2. To do nothing (action N). This action will effect neither its standing
in the coalition, nor its payoff.

3. To perform a forbidden action (action F) that will harm the coalition.
This may result in a short-term high payoff, but A also run the risk of
being excluded from the coalition.

We have a situation as follows: The payoff for an agent of the actions is
in order payoffF >payoffN >payoffI . At the same time, the payoff for the
coalition is in the reverse order. The agents will then have to evaluate the
utilities of actively working for, just being part of, or harm the coalition.
An example of such a payoff matrix for two agents is given in Table 2.2.

In Chapter 6 we will continue the example outlined above.

2.1.2 Symmetry in games

There are several aspects of symmetry in games.
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I N F

I 1 + 2C 1 + 1
2C 1

N 2 + 1
2C 2 2 − C

F 10 9 0

Table 2.2: A coalition game where C is the value of being in the coalition and
entry (i, j) is the payoff of the player choosing action i when its opponents
choose j.

Description of game structure payoff

A company and its customersa asymmetric asymmetric

Battle of Sexesb symmetric asymmetric

Resource allocation with asymmetric
restrictionsc

asymmetric symmetric

Prisoner’s dilemmad symmetric symmetric

aThere will be an business deal only if a seller and a buyer agree on the deal; if only
one of them agree, it will have tried to put more effort in trying to close the deal, than
the ones who reject it.

bExample due to Luce and Raiffa [108]. A married couple decide to go out one night.
One prefers a concert, while the other one prefer to catch a movie. If they cannot decide,
they will not go at all, while none of them would prefer staying home compared to the
first choice of their better half.

cTwo customers with identical preferences, but different amounts of resources, limiting
the possibility for one of them to buy what she wants.

dsee, e.g., Section 3.3 on page 33

Table 2.3: Examples of games that are symmetric from the structural and
payoff points of view.

• The games can have a symmetry in their structure. This means that
the number of choices of actions is the same for all players.

• The games may also be symmetric in their payoff, i.e. the players will
receive the same payoff for the same actions.

Note that we may have games that are symmetric in one type, but not in
the other (see Table 2.3).

We will generally refer to symmetric games as games being symmetric
from both the structural and payoff points of view [108].
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2.1.3 Information in Games

The players in a game may or may not have complete information about the
payoffs or the state of the game. First, we will give two examples of games
with incomplete information, then some example of games with complete
information.

An example, discussed by e.g. Raiffa [124] is a situation where a player
is to choose whether or not to label an urn according to the color of the
marbles inside it. If she chooses not to try, it will neither cost her anything,
nor will she have the opportunity to win anything. The urns look exactly
the same, but contains marbles of two different colors. If the player manage
to guess the correct label, she will win some money and if she make the
wrong guess, she will loose some. The player may also choose to improve
her chances by paying some money to get to pick marbles from the urn she is
about to label. The amount of information is crucial to what action will be
the optimal choice of the player. If she knows that the probability of an urn
to be, e.g., ultra-black, it will improve the chances to label the urn correctly,
as will the knowledge of the distribution of the colors of the marbles in the
different types of urns.

Another example of a game with incomplete information is the game of
poker. A poker player will not in advance know if the cards she changes will
improve the hand or not. It is simply not possible for the player to determine
in what state the game is in before it is over. One possible solution is to keep
a set of possible states and use randomized strategies to act optimal [95, 94].
For an extensive survey of repeated games with incomplete information, see
e.g. the work by Aumann and Maschler [6].

Chess and Othello are good examples of games with complete informa-
tion. Both players know the state of the game, i.e. where the pieces are
placed on the board. Also the values of different states are known3.

2.1.4 Repeated vs. iterated games

We may distinguish two kinds of repeated games. In an evolutionary game,
the players do not know who they meet in a series of games. We may see it
as if they have an equal probability of meeting every other player in the next
round and that they have to choose a strategy based on that. An example of
such a situation is the boarding of a flight at an airport4. Everyone want to

3At least, the value of the end position of the game is known, even if the knowledge
of how to get there may be unknown for a player; however this is a limit of the player as
such, not an inherit property of the game.

4Example due to Hofstadter [74]
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board as soon as possible and everyone also know (or is supposed to know)
that if the order of boarding proposed by the boarding counter is followed,
it will take less time to get the people on the plane than if they board in a
random order. Each traveler then have to decide whether she will wait until
her seat row is announced or if she is going to board before it is her turn.
The opponents in this case are people that she will probably not meet again
and she may therefore ignore the possibility that someone responds to her
action with the same behavior the next flight.

In iterated games, we have players that recognize its opponents and re-
member their previous actions. It is not necessary that a player meets the
same opponent in consecutive rounds. Instead it can save the history of the
game, play other opponents, and restore the history when the old opponent
again faces the player. Or it may play several opponents in parallel. One
example of this is an artificial agent being part of several coalitions at the
same time. It may have different ways of behaving in different contexts, i.e.
when interacting within the different coalitions it is being a part of.

One of the most well-studied and interesting games in game theory is the
Iterated Prisoners Dilemma (Ipd). The prisoners dilemma is due to A.W.
Tucker and is interpreted as follows by Luce and Raiffa ([108], page 95):

Two suspects are taken into custody and separated. The district
attorney is certain that they are guilty of a specific crime, but
he does not have adequate evidence to convict them at a trial.
He points out to each prisoner that each has two alternatives: to
confess the crime the police are sure that they have done, or not
to confess. If they both do not confess, then the district attorney
states that he will book them on some very minor trumped-up
charge such as petty larceny and illegal possession of a weapon
and they will both receive minor punishment; if they both con-
fess, they will both be prosecuted, but he will recommend less
than the most severe sentence; but if one confesses and the other
does not, then the confessor will receive lenient treatment for
turning state’s evidence whereas the latter will get “the bock”
slapped at him. In terms of years in a penitentiary, the strategic
problem might be reduced to the figures in Table 2.4 on page 19.

In a series of articles and an influential book, Robert Axelrod describes
two contests that he announced in the beginning of the 80’s on what strategy
would win an IPD, when the strategies were to meet each other in a round
robin tournament. The only thing the contestants knew for sure was that the
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P2

P1 Not Confess Confess

Not Confess 1 year each 10 years for P1,
3 months for P2

Confess 3 months for P1, 8 years each
10 years for P2

Table 2.4: Years in prison in a prisoners dilemma

random strategy was added to the population of strategies [7, 8, 9, 10, 11, 12].
The results of the tournament showed that tit-for-tat, the simplest strategy
of them all submitted by Anatol Rapoport, won both tournaments, and
a debate started whether tit-for-tat was the optimal choice of strategy for
prisoners dilemma or not.5

Critique was put forth on stability by e.g. Boyd and Lorberbaum [33]
and Farrell and Ware [56]; Bendor, Kramer and Stout [17] and Molander
[114] have discussed noisy ipds and Marinoff question the consistency of the
theoretical prescription and the empirical results [111].

Kraines and Kraines proposed Pavlov6 as an alternative solution as it
manages to avoid getting out of the state of mutual defection [97]. Bendor
and Swistak have written about the conditions under which a population of
IPD strategies may converge [18].

An interesting feature of iterated games is if the players know when the
game will end. The most rational action is then to try to maximize the
payoff in the last round, even if it will harm the opponent, because the
opponent will not have any chance to revenge the defection. However, if
the player suspect that the opponent will defect in the last round as itself
plans to do, it would pay better to defect one iteration earlier. This is what
we call backward inductive reasoning and is discussed by Selten (the Chain
Store Paradox [143]) and in the context of ipds by Schuessler [140].

2.1.5 Noisy games

When players interact, their conception of what their opponent did and their
ability to perform the action that their strategies define might be distorted.
This is what we call noise and we can recognize two kinds of such distortions,
the trembling hand noise and misinterpretations [11, 142].

5A description of tit-for-tat is given in Table 3.2 at page 32.
6for a description, see Simpleton in Table 3.2
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In the former case, when a player make the wrong action,7 all players
in the game observe the actual performed action. This means that they all
agree on what actions that have been performed.8

In the latter case, the player may not have chosen the “wrong” action,
yet it will be interpreted as such by at least one of its opponents. This also
means that the players will not keep the same history of the game since they
have different opinions of what happened.9

A good example of the trembling hand noise is when the implementation
of an action has failed (and occasionally will result in another action). An
example of the misinterpretation kind of noise is when the communication
between the players for some reason is corrupt and from time to time will
report wrong actions to the opponents. Both of these situations may have
large impact on the outcome of a game, especially iterated games, in which
vendettas originating from a misinterpretation or a trembling hand may be
harmful to strategies such as the well-known Tit-for-tat [16, 17].

2.1.6 Situated games

We know from e.g. biology and political science that a strategy that per-
forms well in certain environments is less successful in others, e.g. telling
jokes about blondes in the mens’ changing-room vs. telling them to a blonde
female police in duty. Lately, there have been an growing interest in sim-
ulating games where the players are placed in some kind of demographic
environment (see Figure 2.2).

It is of less interest whether they have two, four or seventeen neighbors
to play against, instead it provides an important tool for studying local
interactions in a population of agents. The closeness between agents on the
grids in the simulation may be of a physical kind, as well as social.10 Santa
Fe Institute have been one of the driving forces in this research. Lindgren
and Nordahl have discussed the issue of evolutionary models for spatially
situated prisoner’s dilemma games [104, 105] and Epstein and Axtell have
written about the connections to the area of artificial life [54, 55]

7Consider a wrong action to be any action other than the one that the player is supposed
to do according to its strategy.

8The expression trembling hand comes from the metaphor of the player having to
choose between pressing buttons, but since her hand is trembling, she might (with some
probability) by mistake press the wrong button.

9We leave the possibility of the own player to misinterpret its move, when misinter-
preted by the others, out of account.

10I.e. two agents may be considered to be close if they share the same preferences, are
part of the same coalitions, or simply for other reasons have to interact.
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A2 A1 A2

A1 A A1

A2 A1 A2

Figure 2.2: An example of a demographic game. The agent in the middle,
A, have an environment where the probability of meeting one of the agents
A1, A2 is inverted proportional to the distance to it; thus it is more probable
that it will meet A1 than A2.

2.1.7 Evolutionary game theory

Evolutionary game theory deals with the problem of finding good and stable
equilibria in evolutionary games.11 There have been several titles released
that treats this matter, e.g. by Weibull [154], Samuelson [136], and Hofbauer
and Sigmund [73].

Through different mathematical tools such as replicator dynamics, anal-
ysis through Markov models12 and adaptive dynamics [118], the behavior of
a population of rational agents may be traced, from its initial state, to an
equilibrium (if it exists).

2.1.8 Meta-games

When the results of different strategies meeting each other is known, we
may still be in doubt of what strategy to choose. This is especially the case
in games where the most preferable solution is not stable, e.g. as in the
case of the prisoners dilemma. The reason for this is that player one does
not know whether the opponent will play what it thinks, or if the opponent
have the same doubts as player one. The players can agree on sticking to a
certain strategy, but if another strategy would score better, we may choose
to defect the agreement and collect the higher payoff. Of course, agreeing on
what strategy to chose in one game, is in itself another game, a meta-game.
Abreu and Rubinstein have treated the balance between optimal payoff and
minimal complexity in meta-games [1] and Sandholm and Crites have used
reinforcement learning to improve the choice of strategies [139]. We will
investigate meta-games further in Chapter 5.

11A strategy or mix of strategies is evolutionary stable if an infinite homogeneous popu-
lation adopting it cannot be invaded by mutants under the action of natural selection [112].

12A good beginners introduction to Markov models is given in An Introduction to Natural

Computation, pp 215-227 [13].
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2.2 Applications of game theory

Game theory has been applied in several different areas such as biology, eco-
nomics, political science, computer science, psychology and philosophy. This
success is due to the fact that it models an important basis of interaction
between entities in the modeled world. The fact that the structure of a game
is context independent makes the game theoretic tool work whether it mod-
els interactions between societies, species, individuals, companies, bacteria
or artificial agents.

Far from all problems are possible to solve with game theory. The belief
that an interaction only will affect the agents that are participating directly
in the interaction is in general a coarse simplification, done in order to de-
crease the size of the game and reduce the complexity. Also, the number of
possible actions are often reduced, e.g. by simplifying a continuous domain
to a finite discrete one. If these simplifications cannot be done, other meth-
ods, such as risk analysis may be considered, but that will not be discussed
further here.

In biology, game theory may model such things as normal and paradox
strategies in nature. For instance, the will of an individual to defense a
territory is an evolutionary stable strategy, but so is its opposite, not to
defend a territory, but to leave it if it gets invaded by another individual.13

In economics, game theory have been used to model economic decisions
and this application is suitable for game theory in the sense that the utility
of different actions often is measurable in monetary units and transferable.
It may for instance be used in the example of the airplane landing rule
described by Rosenschein and Zlotkin in their Rules of Encounter [130].

Example 2 Imagine a situation in which priority for airplane landing is
given to planes with less reported fuel on board. Since the airlines may
earn lot of money on getting the customers as fast as possible from airport
to airport, both on less fuel consumption and a faster connection, they
will be motivated to consistently under-report their fuel as they approach
their destinations. However, if most airlines follow this strategy, they will
outperform the honest ones and sooner or later, the situation will be that the
control tower has to choose between two near-empty airplanes, one without

13One of the rare appearances of this is a strategy adopted by a Mexican spider. When
a spider is driven out of its hiding place, it may end up in a crevice already hosted by
another spider, who immediately leaves in search for a new place and so on. This series
of movements may continue for several seconds and sometimes the majority of spiders in
the population will end up in new places [63].
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fuel, and one with more left than it has reported.

Clearly, in this situation dishonesty pays. However to calm down the
readers, we can tell that the airports regularly check the fuel levels when
the airplanes have landed and those cheating will have to pay large fines.
Other similar examples include tax paying and whether or not one should
pay the TV license.

Also in the field of philosophy it is possible to use game theory to for-
malize situations of decision where ethic social aspects may be taken into
account. To facilitate morality in societies, we have agreed upon written
and unwritten laws and conventions (or in short: norms). One example of
such an unwritten law is the convention of queuing. There is no explicit law
that tells people to line up e.g. when buying tickets, yet most people follow
this social norm. If one person breaks the line, everyone else will have to
wait for her, but if all people follows this example they will all be worse
off than if they queued [62]. Utility maximization is a debated matter in
philosophy that goes all way back to Hobbes and even if it may be possible
to find mixed strategies that are optimal in a population, it may not be
acceptable from a moral point of view to swap between different actions by
random [64].

Psychologists and sociologists use game theory e.g. in simulations that
are made in hope of understanding social phenomena. A common setup
is to, in a specific context, let agents interact in form of playing strategic
games and then draw conclusions upon the results. Several volumes have
been written on this subject, e.g. [46, 150]. However it is a controversial
question whether their results are applicable to other areas as well as within
the social simulation society itself.

In political science, game theory has shown to be useful in designing
policies and laws that are considered fair in their environment. As e.g.
MacLean points out, the opinion of what is fair and what is not may vary
from person to person (or country to country) and there are no solutions that
will satisfy everyone [109]. One example of this is the problem of climate-
warming gasses such as co2 [106]. All countries agree on that the emission
of co2 in the long run must be reduced in order to solve the problems with
the ozone holes, but there are large differences in the possibilities of reducing
their own emissions. The developing countries need help in this matter and
there can be fundamental differences in the principles of fairness among the
developed countries. How much help is fair that the latter give the former
(in order for them to manage their emission quota) and what are reasonable
levels of punishment for the countries breaking the emission deal?
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To summarize, we may use game theory to (at some level) model inter-
actions between agents. The information we get can be used in (at least)
two ways:

• Agents may use the information in real time for the purpose of choosing
the most appropriate behavioral pattern in a given context.

• Designers of mas’s may use information about different strategies in
order to design the context in a way that it encourage a certain desir-
able type of strategies (i.e. behavior) in the system.

2.2.1 Game theory as a tool for modeling interactions

The use of game theoretic tools to model interactions between computerized
agents has been a (yet quite sparely used, but) growing method of formal-
izing the mechanisms of choice when mutual interests meet. In economics,
politics, cognitive sciences and biology, all dealing with non-formal agents
such as people, companies, societies or animals and plants, game theory has
been used to explain different phenomena. The criticism that computer sci-
entists often put forth is that game theory as a tool is too simple, that it is
hard to capture all parts of a decision in one payoff function, etc. However
there are a number of reasons to believe that game theory is a fairly good
tool for modeling, not only biological agents, but that it is even better for
modeling artificial agents.

1. Computerized agents are deterministic (and therefore they can more
easily be described) to a higher extent than the biological ones.

2. Often agents have some kind of utility function that is to be optimized,
whereas people in general have a much more complex structure of
their utilities.14 Therefore it should be easier to study games in which
programs play, instead of games where people’s decisions are involved.

3. Computers are more fit to mechanically calculate their utilities than
people are (in the case that people bother at all to calculate these
numbers).

All since Axelrod’s tournaments in the beginning of the 80’s, many simu-
lations have focused on 2x2-games15 in general and the two-person prisoner’s

14In fact I argue that they must have this utility function, explicitly or implicitly ex-
pressed in order to be able to make a decision of what to do, see Chapter 6.

15A two-player, two-choice symmetric game
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dilemma in particular. This is a little bit unfortunate, since there are many
other interesting games that have been put into the shade by the discus-
sions about Tit-for-Tat’s be or not to be. In previous work we argue that the
chicken game may be as interesting to study as the prisoner’s dilemma and
will to an higher extent reward a non-defecting behavior than the prisoner’s
dilemma [41].

As we see it, a game is not set once and for all; the payoff of different
actions taken by the agents (or by its behavioral schemas – the strategies) is
as complex as the environment of the agents. Several factors have an impact
of the payoff of an outcome.16 As this was not enough, the action chosen
by one agent will only be one dimension in the payoff matrix, the rest is
decided by the actions of the other agents.

One example of a situation where the payoff matrix is dynamically de-
termined by the environment is the following:

Example 3 Imagine a simplified market of goods that have to be delivered
immediately (e.g. an open electricity market) with several buyers as well
as sellers. The sellers declare at each point in time, the amount of goods
they have for sale. The market then distributes the buyers to the sellers in a
way that level out the differences between the sellers of what they have left
of their capacity.17 What makes this situation interesting is the situation
when there are more capacity to sell, than there are buyers. In this case, the
seller may choose to report more capacity for sale, than it actually has left,
in order to get a larger share of the market and to reduce its own overhead
of unused capacity. Of course, since it does not know how much the other
sellers will offer, it may end up getting too many customers and a demand
for resources that exceeds its actual capacity, i.e. it will get overloaded.
Such situations are of course not good, neither for the overloaded selling
agent, nor for the system as a whole.

One way of preventing this situation is to give the overbidders a pun-
ishment (whenever they are detected). Unfortunately the probability of
detection is dependent upon several things, such as the bids from the others
(if all sellers over-bids, it is the same status quo as if all were honest) and
the actual demand of the market. However, if we, as designers of a system
may find a punishment function that, in every situation punishes the over-
bidders when they are detected in such a way that it cost them more than

16An outcome is, as defined in Chapter 5, a combination of actions (that leads to an
entry in the payoff matrix).

17This distribution is done implicitly by the market forces.
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they would gain by risking getting detected, then we would have solved the
problem.

We must not be stuck in the belief that game theory is all about selecting
strategies. From the multi-agent perspective, the design of contexts (or
games) is just as important.
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Generous and Greedy

Strategies

based on the publications [42, 79]

3.1 Introduction

In the area of multi-agent systems (mas), game theory [127] has proven use-
ful, particularly as a tool for modeling the behavior of utility-based agents
(see, e.g., [130]). In the quest for identifying and eventually inducing rational
behavior in artificial agents, game theory has also been adopted as a norma-
tive theory for action. The main inspiration for this research has been the
original axiomatic formulations of utility theory, starting with [153]. The dif-
ficulties involved in choosing a particular such axiomatization as a blueprint
for agent simulations led mas researchers to simplify the assumptions of
game theory. Confusion about the usefulness in practice of game-theoretic
approaches in some mas papers has led to criticism (cf. [28, 43, 107]). That
said, simulation methods in mas have been successfully connected to utility
theory and economics, and generally to reasoning under uncertainty, and
mas simulation has matured into an important sub topic (see, e.g., [31]).

3.2 Methodology

In Section 3.3, we introduce a generous-and-greedy model for strategies.
There are at least four different questions that should be addressed when
trying to implement this model:

27
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car

car car

ambulance

a b c

Figure 3.1: A traffic intersection situation.

1. Which kinds of strategies are involved?

2. Which kinds of games are played?

3. What does a population of strategies look like?

4. What happens if the agents are uncertain about how to react against
a strategy?

In Sections 3.4–3.7 a traffic intersection example is described and simulated
using both a population tournament and a noisy environment. We first
look at questions 1 and 2, in Section 3.5. Our main interest is to discuss
dynamics, not to find the optimal solution for a certain kind of problem.
We will look at 15 different strategies within two prisoner’s dilemma (pd)-
like games: the Iterated Prisoner’s Dilemma (ipd) and the Iterated Chicken
Game (icg).

In Section 3.6, question 3 is treated as a population tournament. We
start with the same amount of agents for each strategy and let the different
agents compete within a population tournament. Finally, in Section 3.7,
we look at question 4. Introducing noise into the strategies simulates the
“trembling hand principle”. This means that the strategy changes to the
opposite strategy for a given percentage of moves. We conclude with a short
section on the implications of our results.
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3.3 A generous-and-greedy model for strategies

The pd is a well-studied game, used in mas to create systems with a pre-
dicted cooperative behavior[107]. When Axelrod and Hamilton analyzed the
ipd, they found that a cooperating strategy, called Tit-for-Tat (TfT ), did
very well against strategies with more defect ([10, 12]). This strategy has
become an informal guiding principle for reciprocal altruism [149]. A TfT
agent begins with cooperation and then imitates its opponent, in a game of
unknown length. Axelrod describes this as being nice and forgiving against
a defecting strategy that uses threats and punishments. Binmore presents a
critical review of TfT , and of Axelrod’s simulation. He concludes that TfT
is only one out of a very large number of equilibrium strategies and that it is
not evolutionary stable ([23] p. 194-203). On the other hand, evolutionary
pressures select equilibria for ipd in which the agents eventually tend to
cooperate.

Instead of highlighting niceness or some other similar property, we will
analyze strategy quality strictly through proportions of (c,c), (c,d), (d,c),
and (d,d). The notation (c,d) means that the first agent is playing coop-
erate against a second defecting agent, etc. We will next define informally a
partition of the strategies, as an alternative to Axelrod’s incomplete inter-
pretation, in terms of nice, resistant to provocation, and evil strategies.

A generous strategy cooperates more often than its opponents do when
they meet. This means that the proportion of (c,d) is larger than
that of (d,c), i.e. the probability of facing a defecting agent is larger
than the probability of defecting.

An even-matched strategy has the (c,d) proportion approximately equal
to that of (d,c).

A greedy strategy defects more often than its opponents do when they meet,
making it an inverted generous strategy.

The basis of the partition is that it is a zero-sum game on the meta-level
in that the sum of proportions of the strategies (c,d) must equal the sum
of the strategies (d,c). In other words, if there is a generous strategy, then
there must also be a greedy strategy. The classification of a strategy can
change depending on the surrounding strategies. Let us assume we have the
following four strategies:

Always Cooperate (AllC) has 100% cooperate ((c,c) + (c,d)) when meet-
ing another strategy. AllC will never act as a greedy strategy.
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Cooperate (C2) Defect (D2)

Cooperate (C1) 1.5T , 1.5T 2T , T

Defect (D1) T , 2T 1.5T + qT , 1.5T + qT

Table 3.1: Resource allocation as a time delay problem.

Always Defect (AllD) has 100% defect ((d,c) + (d,d)) when meeting an-
other strategy. AllD will never act as a generous strategy.

Tit-for-Tat (TfT) always repeats the move of the other contestant, making
it a repeating strategy. TfT naturally entails that (c,d)≈(d,c).

Random plays cooperate and defect approximately half of the time each.
The proportions of (c,d) and (d,c) will be determined by the sur-
rounding strategies.

Random will be a greedy strategy in a surrounding of AllC and Random,
and a generous strategy in a surrounding of AllD and Random. Both TfT
and Random will behave as an even-matched strategy in the presence of
only these two strategies as well as in a surrounding of all four strategies,
with AllC and AllD participating in the same proportions. All strategies
are even-matched when there is only a single strategy left. The described
relation between strategies is independent of what kind of game is played,
but the actual outcome of the game is a linear function of the payoff matrix.

3.4 A traffic intersection example

Let us look at a traffic situation in an intersection using give right-of-way to
traffic coming from the right (right-hand-rule). Drivers usually act in a coop-
erative mode and on average have to wait half of the time (Figure 3.1a). No
supervisor or central control is needed to have a functional system. Rescue
vehicles, like the fire brigade or an ambulance, can however use an emer-
gency alarm to get access to the lane (Figure 3.1b). Let us suppose that if
two ambulances both reach the intersection at the same time they will crash
because they cannot hear the siren from the other vehicle (Figure 3.1c). If
other cars begin to install sirens and behave as ambulances the whole traffic
situation will collapse. The same thing happens if car drivers forget what is
right and what is left. We treat such behavior as noise.
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Figure 3.2: Accumulative proportions of (c,c), (c,d), (d,c) and (d,d) for
different strategies. Note how the four actions partition the space of possible
actions.

Suppose it takes time T to cross the intersection. If an ambulance comes
across a car, it will immediately get access to the lane. Two cars will on
average need 1.5T to cross the intersection (we assume that there are no
other time consuming delays). Two ambulances will get 1.5T +qT , meaning
that their disagreement will cause some extra costs.

Two similar games provide the foundations for this discussion of the
applications of game theory in mas: ipd and icg. We could also have
chosen, with a similar example, other pd like games like coordination game
or compromise dilemma (see Chapter 4 ).

We will use this traffic intersection problem as an example of how to
distribute (time) resources using a game theoretical model. Instead of am-
bulances we will talk about defecting agents that always want the resource
immediately. The cars are cooperating agents that try to solve the resource
allocation problem using the right-hand-rule.
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Strategy First
move

Description

AllC c Cooperates all the time

95%C c Cooperates 95% of the time

Tf2T c Tit-for-two-Tat, Cooperates until its opponent de-
fects twice, and then defects until its opponent starts
to cooperate again

Grofman c Cooperates if (c,c) or (d,d) was played, otherwise
it cooperates with a probability of 2/7

Fair c A strategy with three possible states – “satisfied”
(C), “apologizing” (C), and “angry” (D). It starts in
the satisfied state and cooperates until its opponent
defects; then it switches to its angry state, and de-
fects until its opponent cooperates, before returning
to the satisfied state. If Fair accidentally defects, the
apologizing state is entered and it stays cooperating
until its opponent forgives the mistake and starts to
cooperate again [104]

Simpleton c Like Grofman, it cooperates whenever the previous
moves were the same, but it always defects when the
moves differed (e.g. (c,d)).

TfT c Tit-for-Tat. Repeats the moves of the opponent

Feld c Basically a Tit-for-Tat, but with a linearly increasing
(from 0 with 0.25% per iteration up to iteration 200)
probability of playing d instead of C

Davis c Cooperates on the first 10 moves, and then, if there
is a defection, it defects until the end of the game

Friedman c Cooperates as long as its opponent does so. Once
the opponent defects, Friedman defects for the rest
of the game

ATfT d Anti-Tit-for-Tat. Plays the complementary move of
the opponent

Joss c A TfT -variant that cooperates with a probability of
90%, when opponent cooperated and defects when
opponent defected

Tester d Alters d and c until its opponent defects, then it
plays a c and then TfT the rest of the iterations

AllD d Defects all the time

Table 3.2: Descriptions of the different strategies.
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a b
C2 D2 C2 D2

C1 2 (a) 5 (b) C1 1.5 (α) 2 (β)
D1 0 (c) 4 (d) D1 1 (γ) 1.5 + q (δ)

Table 3.3: A cost matrix for the Axelrod (a) and the resource allocation (b)
matrices.

3.5 Simulating the traffic intersection example

For our simulation of the traffic intersection problem, we developed a sim-
ulation tool [84] in which 15 different strategies competed. Most of the
strategies are described in ([7, 8], see also Figure 3.2. All strategies take
the moves of the other agent into consideration rather than the payoff val-
ues, since the latter do not affect the strategy. In a round-robin tournament,
each strategy was paired with each different strategy plus its own twin, as
well as with the Random strategy. Each game in the tournament was played
on average 100 times (randomly stopped) and repeated 5000 times (see Fig
3.2).

We interpret the proportions as a kind of fingerprint of the strategy in the
given environment, independent of the actual value of the payoff matrix. For
some of the strategies this is valid beyond doubt: As already noted, AllC
and AllD have 100% cooperate ((c,c) + (c,d)) and 100% defect ((d,c)
+ (d,d))), respectively, while TfT entails that (c,d)≈(d,c), for all payoff
matrices.

AllC definitely belongs to a group of generous strategies and so do 95%
Cooperate (95%C ), Tit-for-two-Tats (Tf2T ), Grofman, Fair, and Simpleton,
in this specific environment.

The even-matched group of strategies includes TfT, Random, and Anti-
Tit-for-tat (ATfT ).

Within the group of greedy strategies, Feld, Davis, and Friedman belong
to a smaller family of strategies doing more cooperation moves than Random,
i.e. having significantly more than 50% (c,c) or (c,d). An analogous family
consists of Joss, Tester, and AllD. These strategies cooperate less frequently
than Random does.

What will happen to a particular strategy depends both on the surround-
ing strategies and on the characteristics of the strategy. For example, AllC
will always be generous while 95%C will change to a greedy strategy when
these two are the only strategies left. To see what these proportions mean
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to different payoff matrices, we recall our traffic intersection example and
compare this to Axelrod’s original matrix. Instead of using Axelrod’s high
score payoff matrix ((c,c)= 3, (c,d)= 0, (d,c)= 5, and (d,d)= 1), which
we call MaxAx, we will use a low score matrix, MinAx, shown in Figure 3.3
a. If q in Table 3.3 b is between 0 and 0.5 it is a pd game, and if q > 0.5 it
is a cg.

The average payoff Eavg(S) for a strategy S is a function of the payoff
matrix and the distribution of the payoffs among the four outcomes (with
the Greek letters referring to Table 3.3 b and p(x,x) being the probability
of the outcome (x,x)):

Eavg(S) = p(c,c)α+ p(c,d)β + p(d,c)γ + p(d,d)δ (3.1)

We ran a simulation with the values for 1.5 + q equal to: 1.6, 1.9 (pds have
dashed lines); 2.1, 2.4, 3.0 (cgs have dotted lines), and compared this to
the MinAx matrix (the solid line), see Figure3.3. A lower score means a
better result for the strategy. For the MinAx case a correlated value to the
MaxAx is obtained by adding Eavg(MaxAx) − Eavg(MinAx). The result
is normalized to 1 for the sum of all the strategies in each game. In this
example, with 15 different strategies, each strategy gets the value 0.0667 on
average.

None of the strategies in our simulation actually analyses its score and
acts upon it. If we know the outcome of the competition between the strate-
gies it is possible to calculate whatever payoff values are needed. This means
that there is a linear correlation between the changes in scores between the
games (see also previous work by Carlsson and Johansson [41]). It is easy
to extrapolate to another value, if desired.

For all pd games (solid and dashed lines) there is a greedy strategy
having a best score, but the result shows a large variation between different
strategies. In the matrices of Axelrod and 1.9 pd, the strategies Davis and
Friedman are doing best, while in 1.6 pd, AllD is the winner. In cg, generous
strategies are doing increasingly well with enhancements of the (d,d) value.
This was expected, since there is an increase in the (d,d) value, and the
payoff function used is linear.

3.6 A population tournament

Up until now nothing has been said about what happens if the number of
agents using each strategy is allowed to vary. Maybe some vehicles after an
unsuccessful trial want to change to a better strategy and ultimately find
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Figure 3.3: Outcome in terms of p(d,d) for the strategies in pd and cg. A
lower score means a better result.

an optimal strategy for crossing the intersection. For our purposes it does
not matter if we actually have ambulances and cars or if the vehicles behave
like an ambulance in one intersection and as a car in another. A population
tournament was held, letting each game continue until there was a single
winning strategy left, or until the number of generations exceeded 10, 000.
For most of the games, one strategy won before reaching this limit (3150
generations were required on average). Each payoff matrix was used 100
times with the (d,d) values of the previous example. There were only four
strategies not winning a single game (Fig 3.4). The most successful strategy
was Friedman, which won the most games for three out of five different
(d,d) values. Together with Davis, also a successful strategy, it belongs
to the family of greedy strategies. In the pd part of the games TfT was
successful. The generous strategies Tf2T, Grofman, Fair, and Simpleton
form a rather successful family in the cg part. In Axelrod’s matrix, the
greedy strategies Davis and Friedman, together with TfT, are doing well.
Notice that, because of the zero-sum nature of the game, all winners must
be even-matched at the end. The initial observation of different kinds of
strategies shows us how the strategies reached this even-matched state, and
eventually why they are successful.
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Figure 3.4: Population game without noise. Each bar shows the percentage
of the total population for a strategy in a certain game.

3.7 Adding noise

In the next simulation, we introduced noise on four levels: 0.01, 0.1, 1.0,
and 10%. This means that the strategies changed to the opposite moves for
this given percentage. The presence of uncertainty makes a huge difference
as to what applications our results might have, and several writers (e.g.,
Lomborg [107]) have argued for the fact that noise as used here is an ade-
quate representation of uncertainty. In Axelrod’s simulation, TfT still won
the tournament when 1% chance of misperception was added [10]. In other
simulations of noisy environments, TfT has instead performed poorly [16].
The uncertainty represented by the noise reduces the payoff for TfT when
it plays itself in the ipd.

Instead of looking at all the different games we formed two different
groups: pd, consisting of the Axelrod, 1.6D and 1.9D matrices, and cg
consisting of 2.1D, 2.4D and 3.0D matrices. For each group we examined
the five most successful strategies for different levels of noise. Figs. 3.5–3.6
show these strategies for pd and cg when 0, 0.01, 0.1, 1.0, and 10% levels
of noise are introduced.

Among the four most successful strategies in pd there were three greedy
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Figure 3.5: The four most successful strategies in pd games in terms of per
cent of the total population, given the level of noise.
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Figure 3.6: The five most successful strategies in cg games in terms of per
cent of the total population, given the level of noise.
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and one even-matched strategy. In all, these strategies constituted between
85% (1% noise) and 60% (0.1%) of the population. TfT was doing well with
0.01% and 0.1% noise, Davis was most successful with 1% noise, and AllD
with 10% noise (see Figure 3.5.

Three out of five of the most successful strategies in cg were generous.
The total line in Figure 3.6 shows that five strategies constitute between 50%
(no noise) and nearly 100% (0.1% and 1% noise) of the population. TfT,
the only even-matched strategy, was the first strategy to decline as shown
in the diagram. At a noise level of 0.1% or more, TfT never won a single
population competition. Grofman increased its population until 0.1% noise,
but then rapidly disappeared as noise increased. The same pattern was
shown by Simpleton that declined after 1% noise level. Only Fair continued
to increase when more noise was added, making it a dominating strategy at
10% noise together with the greedy strategy AllD.

3.8 Conclusions

Having illustrated the concepts of generous, even-matched, and greedy strate-
gies we now return to the four questions posed in section 3.2.

Which kinds of strategies are involved? Each strategy involved can be
described using a ”fingerprint” for each agent with a certain amount of
(c,d) and (d,c) forming generous, even-matched, or greedy strategies. A
new environment involves a new fingerprint for each agent.

Which kinds of games are played? The outcome of the game will depend
on the payoff matrix involved. Different pd and cgs are the result of changes
in the (d,d) value. For a certain set of strategies there is a linear correlation
between the score of (d,d) and the score of each strategy.

What does a population of strategies look like? A successful strategy
has to do well against itself so, if the cost of the (d,d) value is high, we
should expect generous or even-matched strategies to be successful. In cgs,
cooperation proved to be increasingly fruitful, following an increase in the
(d,d) value from 2.1 over 2.4 to 3.0. For strategies competing in a round-
robin tournament, greedy and even-matched strategies did well in pd games,
with Friedman, Davis, and TfT out-scoring the other strategies in our traffic
intersection example.

What happens if the agents are uncertain about how to react against a
strategy? We looked at an uncertain environment, free from the assump-
tion of any existing perfect information between strategies, by introducing
noise. Generous strategies were dominating the cg while greedy strategies
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were more successful in pd. In pd, TfT was successful with a low noise
environment and Davis and AllD with a high noise environment. Fair was
increasingly successful in cg when more noise was added.

We conclude that the generous strategies are more stable in an uncertain
environment in cg. Especially Fair and Simpleton were doing well, indi-
cating these strategies are likely to be suitable for a particularly unreliable
and dynamic environment. The same conclusion about generous strategies
in pd, for another set of strategies, has been drawn by Bendor ([16, 17]). In
our pd simulations we found TfT being a successful strategy when a small
amount of noise was added while greedy strategies did increasingly better
when the noise increased. This indicates that generous strategies are more
stable in the cg part of the matrix both with and without noise.

Given these results, and our chosen example, we recommend resource
allocation agents to adapt a cooperating, generous strategy when the cost
for a collision is high, or when different agents cannot be certain of the
outcome of the game.
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Chapter 4

Modeling Strategies as

Generous and Greedy

based on the publications [85, 79]

4.1 Introduction

In multi agent systems the concept of game theory is used to model agent
interactions. As examples, there has been research in distributed negotia-
tion [66], market oriented programming [156], autonomous agents [130] and,
evolutionary game theory [104, 107].

The evolution of cooperative behavior among self-interested agents has
received attention among researchers in political science, economics and evo-
lutionary biology. In these disciplines, it has been used from a social science
point of view to explain observed cooperation, while in Multi Agent Systems
(mass) it may be used to try to create systems with a predicted cooperative
behavior. In Section 4.2 we look at prisoner’s dilemma like games and the
Tit-for-Tat (TfT ) strategy.

In evolutionary game theory [112], the focus has been on evolutionary
stable strategies (ess). The agent exploits its knowledge about its own
payoffs, but no background information or common knowledge is assumed.
An evolutionary game repeats each move, or sequence of moves, without a
memory. In many mass, however, agents frequently use knowledge about
other agents. We look at three different ways of describing esss and compare
them to mass.

Firstly, we treat the ess as a Nash equilibrium of different strategies. A

41
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Nash equilibrium describes a set of chosen strategies where no agent unilat-
erally wishes to change its choice. In mass, some knowledge about the other
agents should be accessible when simulating the outcome of strategies. This
knowledge (e.g., the payoff matrix of another agent, and the knowledge that
it maximizes its expected utility) makes it hard to predict the outcome of
the actual conflict. Instead of having a single prediction we end up with
allowing almost any strategy. This is a consequence of the so-called Folk
Theorem (see, e.g., [60, 107], ).

A game can, as stated in Chapter 2, be modeled as strategic or extensive.
The former is a model of a situation in which each agent choose a plan of
action once and for all, and all agents’ decisions are made simultaneously
while the latter specifies the possible orders of events. All the agents in
this chapter play strategic games, and we classify the strategies they use
as generous, even-matched, or greedy. An interesting analogy can be made
between this methodological choice and the advocating of pluralism with
respect to the selection of choice rules for more advanced utility-based agents
[28, 107]. In Section 4.3 the outcomes for 15 different strategies are shown
as an example of our classification.

Second, the ess can be described as a collection of successful strategies,
given a population of different strategies. An ess is a strategy in the sense
that if all the members of a population adopt it, then no mutant strategy can
invade the population under the influence of natural selection. A successful
strategy is one that dominates the population, therefore it will tend to meet
copies of itself. Conversely, if it is not successful against copies of itself,
it will not dominate the population. In an evolutionary context, we can
therefore simply calculate how successful an agent will be. The problem is
that this is not the same as finding a successful strategy in an iterated game
because in this game the agents are supposed to know the history of the
moves.

Instead of finding the best one, we can try to find a possibly sub-optimal
but robust strategy in a specific environment, and this strategy may even-
tually be an ess. If the given collection of strategies is allowed to compete
over generations (population tournament), we will eventually find a winner,
but not necessarily the same one for every repetition of the game. In sec-
tion 4.4 a round robin tournament is held for prisoner’s dilemma like games
to see what kind of strategy that will do best and population tournaments
illustrate what successful combinations there are.

Third, the ess can be seen as a collection of evolved successful strate-
gies. It is possible to simulate a game through a process of two crucial
steps: mutation (changes in the ways agents act) and selection (choice of
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the preferred strategies). Different kinds of evolutionary computations (ecs
see e.g., [67, 96]) have been combined with mas technology, but the simi-
larities to biology are restricted.1 In Section 4.5 we introduce noise and the
agents become uncertain about the outcome of the game, even if they have
complete knowledge about the context.

4.2 Prisoner’s dilemma like games

Prisoner’s dilemma (pd) was originally formulated as a paradox (in the sense
of that of Allais and Ellsberg) where the cooperatively preferable solution
for both agents, low punishment, was not chosen. The reason is that the
first agent did not know what the second agent intended to do, so he had to
guard himself. The paradox lies in the fact that both agents had to accept
high penalties in spite of that cooperation is a better solution for both of
them [108, 125].

The one-turn prisoner’s dilemma has one dominant strategy, — to play
defect. If the game is iterated there will be other dominating strategies
because the agents have background information about previous moves. The
Iterated Prisoner’s Dilemma (ipd) is generally viewed as the major game-
theoretical paradigm for the evolution of cooperation based on reciprocity.

When Axelrod and Hamilton analyzed the ipd they found that the coop-
erating TfT strategy did very well against more defecting strategies [10, 12].
All agents are interested in maximizing individual utilities and are not pre-
disposed to help each other. If an agent cooperates this is not because of an
undirected altruism but because of a reciprocal altruism favoring a selfish
agent [149]. The TfT strategy has become an informal guiding principle for
reciprocal altruism [7, 8].

A TfT -agent begins with cooperation and then imitates the other agent
in a game lasting an unknown number of times. A defecting agent will always
win when meeting a TfT agent. In spite of that, a group of TfT agents
will be stable against invasion of agents using other strategies because they
are doing well when meeting their own strategy. No other strategy can do
better against TfT than the strategy itself. Depending on the surroundings
this will be the best strategy, as in Axelrod’s simulations, or a marginally
acceptable or even a bad strategy.

Binmore gives a critical review of the TfT strategy and of Axelrod’s

1Firstly, ec, use a fitness function instead of using dominating and recessive genes.
Second, there is a crossover between parents instead of the meiotic crossover.
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simulation [23]. He concludes that TfT is only one of a very large number
of equilibrium strategies and that TfT is not evolutionary stable. On the
other hand evolutionary pressures will tend to select equilibrium for the ipd
in which the agents cooperate in the long run. In the next section we will
look at an alternative interpretation.

4.3 A simulation example

In a simulation we used the proportions of (c,c), (c,d), (d,c) and (d,d) to
analyze the success of a strategy. We have developed a simulation tool (for
a closer description of the tool, see [79]) in which we let 15 different strate-
gies meet each other The different strategies have been described earlier in
Table 3.2 at page 32.

The tournament was conducted in a round robin way so that each strat-
egy was paired with each other strategy plus its own twin and a play random
strategy. Each game in the tournament was played on average 100 times
(randomly stopped) and repeated 5000 times. The outcomes are shown
in Figure 3.2 on page 31 where the percentage of (c,c), (c,d), (d,c) and
(d,d) for each strategy is shown. We will use the proportions of (c,c),
(c,d), (d,c) and (d,d) as ”fingerprints” for the strategy in the given envi-
ronment, independent of the payoff matrix. For some of the strategies this
is true without any doubts: Always Cooperate (AllC ) and Always Defect
(AllD) have 100 per cent cooperate (c,c)+(c,d) and 100 per cent defect
(d,c)+(d,d) respectively. It is possible to look at how the proportions of
(c,d) compared to (d,c) form different groups of strategies. TfT begins
with cooperate and then does the same move as the other player did last
time. This means that (c,d)≈(d,c) for all payoff matrices so the actual
values do not matter. It is possible to treat the other strategies the same
way because none of them reflect upon their actual payoff value. We will
instead describe the strategies as generous, even-matched or greedy.

1. A generous strategy cooperates more than its partners do. This means
that (c,d)>(d,c) i.e. it is betrayed more often than it plays defection
against a cooperate agent itself.

2. An even-matched strategy has (c,d)≈(d,c). This group includes the
TfT strategy, always doing the same as the other strategy.

3. A greedy strategy defects more than its partners do. This means that
(c,d)<(d,c), i.e., the opposite to a generous strategy.
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c d

c k, k l, m

d m, l n, n

Table 4.1: A basic 2x2 matrix for a symmetric game

The sum of the strategies (c,d) must equal the sum of the strategies (d,c),
i.e., if there is a generous strategy there must also be a greedy strategy.
The classification of a strategy can change depending on the surrounding
strategies. What will happen with a particular strategy depends both of
the surrounding and the character of the strategy. As an example AllC will
always be generous while 95%C will change to a greedy strategy when there
are only these two strategies left.

4.4 Simulating four different games

Assume that we have the following matrix, 4.1, for a general game where
c and d is the strategic choices the two players have to make. As can be
seen the letters k, l, m and n are the payoffs for (c,c), (c,d), (d,c) and
(d,d) respectively in a symmetric game. The average payoff for a strategy
Eavg(strategy) is a function of the payoff matrix and the distribution of the
payoffs among the four outcomes.

Eavg(strategy) = p(c,c)k + p(c,d)l + p(d,c)m+ p(d,d)n, (4.1)

where p(c,c) + p(c,d) + p(d,c) + p(d,d) = 1 (4.2)

The aim of the simulation is to test how different games behave in a round
robin tournament and in a population tournament. We used four differ-
ent games, prisoner’s dilemma (pd), chicken game (cg), coordination game
(cog) and compromise dilemma (cod) games to illustrate the distributions
among different strategies (see Table 4.2). Additional information about the
results of the simulations, definitions of the strategies, etc. can be found in
[38]. It holds for all the games that (d,d) has a lower payoff value than (c,c)
and for three of the games that (d,c) has the highest value. In Chapter 3
we examined the differences between pd and cg. cod is closely related to
cg. cog is a game with two dominating strategies, playing (c,c) or playing
(d,d). Rapoport and Guyer give a more detailed description of possible
2 × 2 games [126].
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pd cg cog cod

c d c d c d c d

c 3,3 0,4 c 3,3 1,4 c 2,2 0,0 c 2,2 2,3

d 4,0 1,1 d 4,1 0,0 d 0,0 1,1 d 3,2 1,1

Table 4.2: Payoff matrices for prisoner’s dilemma, cg, cog and cod.

We ran a round robin tournament with the 15 strategies for the four
different games described in Figure 4.2.2 The greedy strategies Davis and
Friedman are doing well in pd while cg and coordinate game favor the gen-
erous strategies AllC and Fair respectively Tf2T . cod favored the counter
intuitive strategy ATfT . In our classification TfT is regarded as an even-
matched strategy. There is no reason for believing pd to favor more generous
strategies than the rest of the games. Finding successful greedy strategies
is well in line with the hypothesis that pd, because of the given payoff ma-
trices, is the least cooperative game from the generous strategies point of
view. The cg is less greedy than pd because it costs more to play defect
(0 instead of 1 in the (d,d) case). The most successful strategies AllC and
Fair are both generous. The coordinate game has the highest payoff value
for (c,c), but it also has a dominating (d,d) value. The generous Tf2T is
doing the best but the greedy strategies Davis and Friedman are also do-
ing well compared to the other games. Random and ATfT, two strategies
with a big proportion of (c,d)+(d,c) are doing very poorly in this game. In
cod (c,d)+(d,c) have high scores which favor the two even-matched strate-
gies Random and ATfT.3 ATfT has the biggest proportion of (c,d)+(d,c)
making it a winning strategy.

In a population tournament different strategies compete until there is
only one strategy left or until the number of generations exceed 10.000.
Because of changes in the distribution of strategies between different gener-
ations it is not possible to rely on previous descriptions of the strategies. A
generous strategy can for example be greedy under certain circumstances.
On average it must hold that there is the same amount of greedy strate-
gies as generous ones, forming the even-matched strategies at the position
of equilibrium. The population tournament was run 100 times for the four
different games. It took between 2100 (cod) and 3400 (cg) on average
to find a winner in the game. At most a single strategy can win all the

2For a full description of the strategies, see Table 3.2 on page 32 .
3ATfT does not have to be even-matched, it depends upon the actual surrounding.
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100 times, but in our simulation different strategies won different runs. In
all, five strategies were not winning a single game namely: 95%C, ATfT,
Feld , Joss and Tester . For the cod, despite the fact that ATfT was the
winner in the round robin tournament, the strategy did not win a single
game in the population tournament when the probability to meet copies of
itself increased. In the pd there is a change towards the originally more
generous strategies Tf2T and Grofman. This is also true for the coordinate
game, which also favors AllC, just as in the round robin tournament. For
the cg the same generous strategies are doing well as in the pd and the
coordinate game. The most surprising result is the almost total dominance
of two greedy strategies, Davis and Friedman in cod. Both strategies have
a large proportion of (d,c) compared to (c,d) in the original round robin
tournament. We also found the generous strategies to be more stable in the
cg part of the matrix.

4.5 Noisy environment

In the next simulation, we introduced noise on four levels: 0.01, 0.1, 1 and
10%. This means that the strategies change to the opposite move for this
given percentage.

In cod Friedman, a greedy strategy dominates the population when the
noise is 1% or below. ATfT is the second best strategy and together with
Fair and AllD replace Friedman with 10% noise. Unlike the rest of the
games there is a mixture of strategies winning each play for 0.1 to 10%
noise.

Two greedy strategies are doing well in pd with none or a small level of
noise. Davis is doing well without noise and Friedman with 0.01% noise.
Simpleton, a generous strategy, is dominating the population when the noise
is 0.1% or more.

In cg three generous strategies, Tf2T , Grofman and Simpleton are al-
most entirely dominating the population under noisy conditions. With in-
creasing noise Tf2T first disappears then Grofman disappears leaving Sim-
pleton as a single dominating strategy at 10% noise.

Finally in cog three generous strategies, AllC, Tf2T and Grofman are
winning almost all the games when noise is introduced. With 10% noise
AllC wins all the games.
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4.6 Conclusions

We investigated four different pd like games in a round robin tournament and
a population tournament. The results were analyzed using our classification
of generous, even-matched and greedy strategies.

In the round robin tournament we found pd being the game which fa-
vored greedy strategy the most. The cg and the coordinate game were
favoring generous strategies and cod even-matched strategies. These re-
sults are not consistent with the common idea of treating the pd as the
most important cooperating iterated game. We do not find these results
surprising because all the used strategies are fully dependent on the mutual
meetings.

The payoff of different games can easily be calculated using a linear
function when the different proportions of (c,c), (c,d), (d,c) and (d,d)
are known. If the game matrices are changed, different kind of strategies
will be favored.

A more interesting investigation is to figure out what happens in a pop-
ulation tournament. If a strategy is generous, even-matched or greedy it
is so only in a particular surrounding and will possibly change when the
strategies change. A winning strategy in a population tournament has to do
well against itself because there will be lots of copies of that strategy. A win-
ning strategy must also be good at resisting invasion from other competing
strategies otherwise it will be impossible to become a single winner.

These restrictions in a population tournament make it natural to look
for winning strategies among originally generous or even-matched (i.e. TfT )
strategies. For three of the games, the pd, the cg and the cog, this is true
with Tf2T and Grofman winning a large proportion of population games.
Contrary to what was advocated by Axelrod and others, TfT was not among
the most successful strategies.

The most divergent result was that cod had two greedy strategies, Davis
and Friedman, almost entirely dominating the population tournament. Both
Davis and Friedman are favoring playing defect against a cooperate agent
but unlike AllD they are also able to play cooperate against a cooperate
agent. Despite a close relationship to the pd, the cod finds other, greedier,
successful strategies.

When noise was introduced to the games, cg and coordinating game
almost entirely favored generous strategies. In pd and even more in cod
the greedy, Friedman strategy was doing well.

For prisoner’s dilemma, cg and cog the number of successful strategies
decrease when noises are introduced. Equilibrium consisting of a lot of
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strategies is replaced by one to four dominating strategies. In both cg and
cog these strategies (Simpleton, AllC, Grofman and Tf2T ) are originally
generous. In prisoner’s dilemma the originally greedy strategy Friedman is
also doing well with noise. For cod there is a different situation with two
greedy strategies, Friedman and Davis, that dominate without noise. With
an increase of the level of noise a mixture of mostly greedy strategies is
forming the winning concept.

We think these results can be explained by looking at the original game
matrices. For cg (d,d) is doing the worst, favoring generous strategies.
cog gives (c,c) the highest results which outscores greedy strategies. pd is,
compared to cg, less punishing towards (d,d) which allows greedy strategies
to become more successful. In cod (c,d) and (d,c) have the best scores
making a balance between different strategies possible.

Like ess this description of mass, as a competition between generous
and greedy strategies, tries to find robust strategies that are able to resist
invasion by other strategies. It is not possible to find a single best strategy
that wins, but it is possible to tell what kinds of strategies which will be
successful.
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Chapter 5

A No Free Lunch Theorem for

Multi Agent Systems

based on the publications [79, 81, 82]

5.1 Introduction

In Multi-Agent Systems, (mas), agents interact with each other and the
environment in order to meet their design objectives. These objectives may
or may not be explicitly expressed in terms of goal functions, that in some
way are aggregated in order to be able to make a decision on how to act
in a situation, i.e., to choose a behavioral pattern for a specific situation
or decide whether or not to join or leave a coalition (a subject that will be
discussed more in detail in Chapter 6.

From a game theoretic point of view, this process is a choice between
strategies for playing games i.e., choosing behavioral patterns in a given
environment, a choice that itself is a meta-game. Previous work on meta-
games (the game of selecting a strategy for a game) include [1, 24, 131].

We distinguish iterated games from repeated ones. In repeated games the
players have no memory, while in the iterated games, the players remember
all the previous actions made by others, i.e., they have a history of the
game so far. Agents are in general able to remember previous actions taken
by themselves and other agents, and are thus well-suited to be modeled by
means of iterated games [130].

Iterated strategic games are known to be harder to analyze and find equi-
libria in than repeated ones because of the exponentially increasing number

51
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of possible states taken into consideration when choosing the next move. Re-
cently, promising attempts have been made, especially in the field of evolu-
tionary game theory , to use e.g. adaptive dynamics to describe how equilib-
ria might be reached among simple strategies in iterated games [73, 136, 154].
While these attempts try to answer the question “How are strategies behav-
ing?”, we will here try to focus on the questions “What is the result of their
behavior?” and “How can this result be used at the meta-level?”. To help us
answer these questions we will use Characteristic Distributions or ChDs1

The chapter is organized as follows. First, we describe the distinction
between agents and strategies and cover some formalities. A simple example
will be given in Section 5.3 and in Section 5.4 the following three theorems
on optimality in games will be presented and proven:

1. All agent choices of behaviors for situations have Nash equilibria.

2. For each behavior and each opponent behavior setup, there are situa-
tions for which the setup is optimal.

3. Taken over all situations, all behaviors are equally good (“No Free
Lunch Theorem” for mas)

Finally some conclusions are drawn and future work is presented.

5.2 Characteristic Distributions

We begin by defining the central concepts used in this chapter.

5.2.1 Assumptions made prior to definitions

We assume the set of possible actions to be finite, and that the entries of
the payoff matrices have the same, finite domain of values. Moreover we
assume the games to be strategic, with simultaneous actions observable by
the other agents and that the number of other participants of the game is
finite.

Also, we distinguish between the agent level and the strategy level, where
the strategies are purely projective, while the agents may have capabilities
to reason about other agents’ choices of strategies, to analyze what game is
the most suitable for describing the present situation in the environment,

1We have in Chapters 4–3 briefly discussed the notion of ChDs (or “fingerprints”) to
describe strategies in certain environments and will elaborate this concept a bit further
here.
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Figure 5.1: The two-layered approach to games.

etc. For the agent to be able to compare different strategies in order to
choose a suiting one, an appropriate tool is the use of ChDs. As can be seen
in Figure 5.1, at the strategy level, games are played according to conditions
given by the environment, whereas at the agent level the decision of what
strategy to use include modeling other agent’s choice of strategies, a process
that is facilitated by the ChDs.

5.2.2 Definitions

To present the ideas in a somewhat formal and clear way, we need to define
some central concepts such as strategies, games and ChDs.

Definition 5 (Strategy) A strategy s for player p is a function that
projects the sequence of previous actions (made by p itself and other players)
to the set of possible actions for p, i.e., s(A) = ap, where A is the sequence
of (tuples of) previous actions of the participating strategies.

Definition 6 (Game) A game, g, is a function where each combination of
the choice of actions of the participating strategies is projected to a payoff
for each one of the strategies. So for n strategies: g(a1, ...an) = (v1, ..., vn).

The definition states that for each move, each participating strategy is
assigned a certain value (the payoff of the move).
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Definition 7 (Size of a Game) Given n participants able to choose from
the actions A1, ...An in game g, The size dg of game g is the number of
possible combinations of actions in each iteration, i.e.,

dg =

n
∏

i=1

|Ai| (5.1)

Remark 1 The size of a game with n strategies where each strategy choose
among k actions is kn.

For example, a two-player asymmetric game in which one player have
three choices and the other four choices is of size 12, a three-player four-
choice symmetric game has size 64, etc.2 From here on, the games are
considered to be, strategic3, symmetric, and two-player (and thus of size 4),
unless explicitly said otherwise. The ideas may easily be extended to other
types of games.

Definition 8 (Agent) An agent is (from a game theoretic perspective) a
meta-strategy that choose strategies for playing games.

Other definitions, e.g. the one in [160]4 are more explicit in the sense that
they put the agents in a context by describing their properties and capabil-
ities to interact with the environment. Our definition does not contradict
that, but raise the level of abstraction to strategies and games, instead of
actions in specific environments. This definition does not cover all aspects
of agency, e.g. rationality, reactivity, abilities to communicate or to model
other agents beliefs, desires and intentions.5 Instead, we focus on their role
as selectors of ways to behave, i.e., choosing strategies. As we will see, ChDs
provide information to the agent of what each choice of strategy will pay.

Definition 9 (Population) A population (of strategies), P is the set of
all strategies that may be considered in a particular game.

2Often, games such as the n-person Prisoners Dilemma are described as games of size
2(n+1), but this is a special case in which outcomes with the same number of cooperators
are grouped together, regardless of who cooperated.

3In strategic games, all strategies make synchronous choices of actions.
4“An agent is an encapsulated computer system that is situated in some environment,

and that is capable of flexible autonomous action in that environment in order to meet its
design objectives.”

5On the other hand, it does not restrict the aspects either! Overviews of these proper-
ties (and more) can be found e.g. in [155, 163].
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Note that the agents may or may not consider the same set of strategies.
In theory the size of P is determined by the size of the game to the power

of the number of steps the strategies look back in history when deciding
what to do. However in practice, this theoretical measure is limited by the
computational power of the agents.

In the case where there are strategies that an agent does not know of,
the probability of meeting such a strategy is set to 0 (for that agent).

Definition 10 (Outcome) An Outcome of a game g between strategies
s1, ...sn is the matrix of size dg that represents the distribution of the com-
binations of actions taken by the strategies when the game is played.

Definition 11 (Characteristic Distribution) The Characteristic Dis-
tribution (ChD) of a strategy s when meeting a strategy t in a game of size
d is defined to be the d-entry matrix that describes the distribution of out-
comes (distribution of combinations of moves made by the strategies). We
denote this ChD by ChDs

t and let ChDs
t (i) be the ith entry in this matrix.

The enumeration of the entries is reduced to one index i, although the ChD-
matrix in the n–player case would require n index variables. This simpli-
fication is valid, as long as the enumeration of the entries is unambiguous
(since each agent keeps track of its own ChDs). Also note that Figure 5.1
has a matrix of ChDs, i.e., it is a matrix of matrices, since each ChD–entry
in itself is a distribution of outcomes stored in a matrix.

Remark 2 Since all possible outcomes are considered, the sum of the entries

dg
∑

i=1

ChDs
t (i) = 1 (5.2)

Remark 3 For two-player games,

ChDs
t = (ChDt

s)
T (5.3)

Definition 12 (Population Distribution) The population distribution
P a

d of a population P of strategies is the function P a
d : P → [0, 1] that

returns agent a’s estimated probability of meeting each of the strategies in
the population.

Remark 4 Since P a
d is a probability distribution,

∑

t∈P

P a
d (t) = 1 (5.4)
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Remark 5 There may be a difference between the actual distribution of
strategies in the population — Pd, and the distribution agent a is considering
— P a

d , since what strategy a chooses will affect Pd while it will not affect
the expected opponent strategies P a

d .

Definition 13 (Weighted Characteristic Distribution) We let
ˆChD

s

P a
d

denote the weighted ChD of agent a using strategy s, i.e.:

ˆChD
s

P a
d

=
∑

t∈P

P a
d (t) · ChDs

t (5.5)

Lemma 1
dg
∑

i=1

ˆChD
s

P a
d
(i) = 1 (5.6)

Proof Lemma 1 ˆChD
s

P a
d

is in itself a ChD, since P a
d can be regarded as a

mixed strategy. Therefore ˆChD
s

P a
d

sums up to 1 according to Remark 2.

2

Definition 14 (Payoff Matrix) The payoff matrix of a game g of size
d, denoted πg is a d-entry matrix where πg(i) is the i:th entry of the matrix.

We assume the same enumeration of the entries for the payoff matrix as
for the ChDs.

Definition 15 (Payoff) Let s be a strategy. Its expected payoff πg(ChD
s
t )

in a game g when meeting an opponent strategy t is defined by

πg(ChD
s
t ) =

dg
∑

i=1

πg(i) · ChD
s
t (i) (5.7)

Since the payoff simply is a linear function of the ChDs, it is easy to de-
termine what strategy is the most successful one in a certain environment
of other strategies. It is also easy to take a subset of the entries in a ChD
and make comparisons between them. An example of such a comparison is
the one done in Chapter 3 where two of these derived properties, generosity
and greediness, have been studied6 .

6A generous strategy is a strategy that cooperates more than its opponent does, i.e.,
the proportion of cd is greater than that of dc, as opposed to a greedy strategy.
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Of course, we can pick other subsets of the entries in the ChDs, give them
appropriate attributes and compare them between the strategies, but that
is beyond the scope of the current work (and perhaps not very interesting).
Also, we will not treat the problematic issue of how the agents model their
opponent agents and their choices of strategies (e.g. by recursive modeling,
probabilistic approaches, etc.).

5.3 Characteristic Distributions - an Example

To make it easier to see how the ChDs work, we will look into an example,
starting with a clarification of the distinction (as we see it) between strategies
and agents in iterated games.

5.3.1 The two-layered approach to games

We consider agents as players in a meta-game of choosing right strategies
for the actual game as shown previous in Figure 5.1. This approach have
previously been discussed by, e.g., Binmore and Samuelson [24], Abreu and
Rubinstein [1] and Rubinstein [131].

We will treat strategies as being simple automata, choosing the next
moves strictly on what they know about the state of the game so far. Fur-
ther, agents are the actors trying to model the environment (possibly in-
cluding other agents and the context of the game) and based on what they
find, choose an appropriate strategy by means of the ChDs, see Figure5.1.

As proposed in Chapters 3–4 [42, 85], the result of the interaction be-
tween two strategies is not dependent on what game is being played at the
moment. The strategies do by definition not take the payoff matrix into
consideration. Instead, such decisions are left to the agent to take. This
pragmatic perspective clarify the role of the strategies in our theory and it
will turn out to be a helpful point of view.

5.3.2 An Example

Consider the following simple example as an illustration of how ChDs may
be used. We have a world consisting of four different strategies, i.e., P =
{s1, ..., s4}. When two agents play a two-choice game, each of the agents
use one of the four strategies (say, s1 and s2 respectively). The result of
their choices of strategy for the game can be described by two matrices, one
for each agent. These matrices consist of the probability distributions of
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ChDs1
s2

ChDs2
s1

a1 a2 a1 a2

a1 0.4129 0.3282 a1 0.4129 0.1904
a2 0.1904 0.0685 a2 0.3282 0.0685

Table 5.1: Characteristic Distributions of the meeting between s1 and s2.

the different outcomes of the game and thus the sum of the entries is 1 (see
Figure 5.1).

How are then these numbers computed? To answer that question, we
must bear in mind that the only inputs to the strategies are the actions of the
previous iterations. In other words: there are no other environmental fac-
tors that can have an influence on the ChD than the strategies themselves,
which makes it possible to determine the values to arbitrary accuracy. The
values may, e.g., be calculated analytically or estimated through computer
simulations. Or, we can simply look them up in a database, given that the
strategies are known to the agent and the result of playing them is saved.

Values corresponding to those in table 5.1 can be made for the other
pairs of strategies, including strategies meeting themselves and ˆChDs in the
case where the agent has a distribution function for the strategies in the
population. An example: If the agent predicts that the probabilities that
the other agents choose strategies s1 through s4 are 0.17, 0.04, 0.58 and 0.21
respectively, the ˆChD for e.g. s1, – ˆChD

s1

Pd
is:

0.17ChDs1

s1
+ 0.04ChDs1

s2
+ 0.58ChDs1

s3
+ 0.21ChDs1

s4
(5.8)

Note that this way of setting the probabilities makes it possible to use
ˆChDs in situations where the agents have different impact on the prob-

abilities. Statistical knowledge about other agents that an agent have a
higher probability of interact with, e.g. in a situated game7, should lead to
an increase of the internal probability of meeting strategies used by these
agents.

As mentioned in Section 5.1, the result of the meeting between two
strategies is independent of what game is played. The result of the game
however, is the sum of the elements of the result matrix, multiplied by the
corresponding entries in the payoff matrix, see Definition 15.

7An example of a situated game is a game in which the players are placed on e.g. a
grid, making each of them having local environments in which they act [105].
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a1 a2

a1 3 0

a2 4 1

Table 5.2: A payoff matrix for a prisoners dilemma.

If we for instance say that the game played was a prisoners dilemma with
a payoff matrix as in Table 5.2, the expected payoff for s1 would be:

0.4129 · 3 + 0.3282 · 0 + 0.1904 · 4 + 0.0685 · 1 = 2.0688 (5.9)

and s2 would have an expected payoff of:

0.4129 · 3 + 0.1904 · 0 + 0.3282 · 4 + 0.0685 · 1 = 2.6200 (5.10)

Another payoff matrix will of course result in different payoffs for the strate-
gies. In what follows, we will show that for every possible environment, if
the opponent strategies are known (with regard to both the probability of
meeting them in the population and their ChDs), it will be possible to either
choose a strategy from the present set of strategies considered, or construct
a mixed strategy from these strategies, that is optimal.8 Nash showed in
1950 that this was the case for mixed strategies in repeated games [116] and
we will show that the result is also applicable for iterated games using the
ChDs.

5.4 On optimal strategies and games

Based on the definitions above, we will now discuss some properties that
strategies and games can be shown to have.

Theorem 1 (Existence of Nash equilibria in meta-game) Given a popu-
lation of strategies P (able of playing an arbitrary strategic game g), the
meta-game of choosing a mix of strategies that play g has Nash equilibria.

Proof Theorem 1 We conclude that the choice of strategies given the
ChD matrix, is itself a repeated game in which the choice of strategy become
the choice of action at the agent level. Repeated games have Nash equilibria
[116] (full proof of this claim e.g. in [61]), and thus, the choice of strategies
for playing an iterated game must have Nash equilibria. 2

8We do by an optimal strategy mean the strategy that has the highest payoff.
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The result means that, regardless of what game we play at the strategy
level, we know that there is a distribution of strategies that is optimal, even
if the underlying game for which we choose the strategies, may lack such
equilibria.

Theorem 2 (Existence of optimal games) For all strategies s and a popu-
lation distribution P a

d ,

1. It is always possible to find a game g in which s is optimal.

2. If ChDs
P a

d
is a corner of the convex hull (i.e., a simplex) of the set of

ChDs, it is always possible to find a strictly optimal game for s.

Proof Theorem 2 The first claim is trivial. All games in which ∀i, j ∈
[1, dG](πG(i) = πG(j)) fulfills the condition by assigning all strategies the
same payoff and thus making them equally good/bad.
The second claim is shown by for a strategy s, find such a game G and
then prove that the properties of s being a corner are sufficient for it to
be strictly optimal in G. The definition of corners in ChDs tells us that
for a strategy s to be a corner, there must be a combination of entries
ChDs : [1, ...dG] → {0, 1} that s has the largest proportion of in the expected
population P of strategies. Call this combination of entries Cs. We know
that for all strategies t ∈ P ,

∑

i∈Cs
ChDs >

∑

i∈Cs
ChDt. Now consider the

game

πG(i) =

{

0 i 6∈ Cs,

1 i ∈ Cs.
(5.11)

The payoff for a strategy s in this game is equal to its proportion of the
entries that it has the most of according to the assumption,

∑

i∈Cs
ChDs(i)

and thus it has to be optimal.

2

Theorem 3 (nfl theorem for strategies) Let G be the set of all possible
games with symmetric finite domains of their entries. Then, for arbitrary
strategies s1 and s2 and population distributions P 1

d and P 2
d :

∑

g∈G

πg( ˆChD
s1

P 1
d
) =

∑

g∈G

πg( ˆChD
s2

P 2
d
) (5.12)
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Proof Theorem 3 The idea of the proof is similar to the one of Wolpert
and Macready [158], where they show that for two arbitrary search algo-
rithms, the sum of their performance taken over all possible goal functions,
is equal. We will show that for two arbitrarily chosen strategies in a pop-
ulation of strategies, their payoff, taken over all possible payoff matrices, is
equal, i.e.,

∑

G

πG(ChDs1

P 1
d

) =
∑

G

πG(ChDs2

P 2
d

) (5.13)

Let πG be the payoff function of game G. A strategy can be said to outper-
form another strategy, if it has a higher payoff in the game played and our
claim is that the total payoff of s1 is equal to that of s2. From the definition
of the payoff function9 inserted in the equation above follows:

∑

G

πG(ChDs
Pd

) =
∑

G

dG
∑

i=1

πG(i)ChDs
Pd

(i) =

=

dG
∑

i=1

∑

πG(i)∈D

πG(i)ChDs
Pd

(i)

(5.14)

Since the ChDs
Pd

is independent of the payoff, we may remove it outside the
sum of payoffs which leaves us with:

dG
∑

i=1

ChDs
Pd

(i) ·
∑

πG(i)∈D

πG(i) =

dG
∑

i=1

ChDs
Pd

(i) · ζ =

= ζ ·

dG
∑

i=1

ChDs
Pd

(i) = (Lemma 1)

= ζ · 1 = ζ

(5.15)

Since the inner and the outer sums are independent of each other (the inner
sum describes the sum of all payoffs in all payoff matrices, denoted ζ, and
the outer sum equals 1 due to Lemma 1), it all sums to ζ, and is therefore
independent of the strategy as well as its predicted opponents.

2

This theorem states that no strategy is better than any other strategy,
when all possible games are considered. We are therefore not able to tell
whether a certain strategy is better than any other strategy, without being
provided by context-specific information.

9Definition 15 at page 56.
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5.5 Discussion, conclusions and future work

The theorems presented are dependent on a few important properties of
the strategies and the games. Firstly, the number of strategies (considered)
must be finite, otherwise the Pd and the ˆChD

s

Pd
are impossible to calculate.

Second, the nfl theorem for strategies is highly dependent on both that the
domains of the entries are finite (which enables us to sum the outcomes of all
games), and that they are symmetric (which makes every entry of a ChD-
matrix equally valued). If any of these constraints are violated, Theorem 3
will fall. Theorems 1–2 are unaffected by the infinity of the number of games,
but Theorem 2 must have a symmetry in the domains of the entries of the
payoff matrices in order to be valid for all games.

Foster and Young claim that perfectly rational agents cannot predict
the strategies of other perfectly rational agents when the payoff matrix is
partially unknown. This is because the prediction require learning, but when
the learning is based upon the opponents best response to the own best
moves (according to the learning), it becomes impossible to tell which the
best strategy is [58]. It is however beyond the assumptions of this chapter
to ascribe the agents capabilities of perfect rationality in the sense that they
are able to model the decision making process of their opponents.

We conclude that the notion of ChDs is an interesting tool for discussing
agent interaction from a game-theoretic perspective. By taking a two-level
approach, separating behavior from reasoning, we prove that reasoning (e.g.
about properties of the environment) is essential for the success of an agent,
especially if it is to act in environments unknown at the time of its design.

Some questions arise though, e.g. how do changes in the level of noise
or the length of the game affect the theories? The theory works as long as
these parameters remain the same; however, if they are changed, what the
resulting ChD’s will look like is an open question.10

Another issue is to classify games and strategies with respect to how
they fit together. Some types of strategies may for instance be well suited
for certain types of games, while being total disasters in others.

A third interesting aspect of these ideas could be that they require that
the agent is able to make a fairly good approximation of the probabilities
of meeting other strategies, i.e., the choices of the other agents. These may,
in turn, depend on their model of the first agents’ choice, etc. Different
methods are used to approximate these choices, e.g. by using focal points

10This claim is endorsed by the critique of Axelrod’s Prisoners Dilemma tournaments
[10], where e.g. Bendor shows how relatively small increases in the level of noise lead to
decreases in the payoff for Tit-for-Tat [17].
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[98]. It will be one of our future tasks to connect these ideas to the ChDs
when the results of Foster and Young are taken into account [58].
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Chapter 6

Mutual Valuations between

Agents and their Coalitions

based on the publications [80, 83]

6.1 Introduction

The notions of coalitions, norms and agents raise a lot of interesting ques-
tions. What makes agents form coalitions? When are new agents in a Multi-
Agent System (mas) considered to be members in a coalition? When does a
coalition think it might be time for certain agents to leave? Can we design
agents in such a way that they will continuously improve and strengthen the
coalitions that they are part of? Does the size of the coalition matter? How
are the norms of a coalitions updated?

Not all of these questions will be treated here, but we will provide some
thoughts on issues such as the value of a coalition having a certain agent
as a member, continuous degrees of membership, and whether cheating is
possible in such models or not. The main contribution of this chapter is a
discussion about design principles for coalition formation based on some (of
many) possible value-based models of choice of actions.

The question of whether to cooperate or not is not new. Game theorists
such as Lloyd Shapley discussed the matter of values and alternative costs
in n–person games in the fifties [144]. Shapley argued that the value of a
cooperating agent is directly associated with the alternative cost for it leav-
ing the coalition of cooperators (i.e. its Shapley value), and thus, it would
be fair for that agent to have a share of the profit that is proportional to its

67
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Shapley value. 15 years later Owen showed that the Shapley values cannot
be interpreted as a measure of power (i.e. the ability to bargain) of the
agents [119]. Others, for example Conte and Paolucci, have tried to model
situations in which social control may be reached, but neither ultimate, util-
itarian nor normative strategies are optimal in all situations [47]. The art
of building states in which people voluntarily (or by force) cooperate for
the best of the state, even though it implies paying high taxes is discussed
by Iwasaki et al. [75]. Klusch and Vielhak have discussed negotiations in
coalition formation and implemented the Coala environment for simulating
it [93, 152].

6.1.1 Examples of coalitions

Let us give some examples of situations in which there are explicitly or
implicitly stated coalitions:

• A person normally has several coalitions with other people he knows.
His family, his employer, his neighbors, friends all have some expecta-
tions on how he should behave explicitly or implicitly stated in their
common norms. For instance, a forgotten birthday may result in a
weakened value in the coalition with the forgotten person and receiving
help from a neighbor will hopefully increase the value of the neighbor
from the perspective of the person.

• In the same way, we may expect computerized agents to have explicit
or implicit expectations on getting paid for the services they provide.
Micro payments and similar fine-grained ways to describe debts could
be of use here.

• Automated multiple multi-commodity markets have in some sense
caught the essence of mutual valuations. If an agent is unable to find
what it is looking for (at the right price) in one market, it proceeds to
the next one. If the number of potential buyers has a positive impact
on the utilities of the sellers, then the sellers will try to make them-
selves as valuable as possible for the buyers, and the buyers go to the
marketplaces where the most valuable offers are available. The agents
may of course include their probabilities of actually getting their hands
on one of the cheap offers. Therefore, it may be the case that the mar-
ket with lowest price is not the market it eventually prefers when e.g.
expected delivery time etc. are taken into account.
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All three examples show how coalitions of agents (the companies, the persons
known and the markets) affect the choice of actions of individual agents
(consultants, the person herself and the agent at the market) as well as the
individual agent may have an impact on the norms and the membership
of others in the coalition. We will describe a theory of mutual valuations
between agents and their coalitions that is able to, at least in theory, model
situations such as the ones above.

We consider degrees of memberships in coalitions as something continu-
ous where the degree of membership is decided through how the agent values
the coalition as well as how the coalition values the agent. Of course this
will lead to a possibility for an rational agent to leave a coalition or join
more than one coalition if there are other more tempting offers, as discussed
by, e.g., Sandholm [138]. Our approach also opens up the possibility for an
agent to believe it is 42% part of one coalition, even if the coalition as such
does not think that the agent is part of it to more than 17% and for dynamic
continuous coalitions to evolve both over time and in strength.

6.1.2 Outline of the chapter

In the next section, we will make some definitions concerning agents, their
actions, the consequences, probabilities and so on. Section 6.3 will introduce
two different values, V i

j and V̂ j
i , the value of the coalition i for an agent j

and the value of agent j for the coalition i, respectively. Section 6.3 proposes
a set of recurrence relations that may work as a simple model for updating
these values and refine them to employ an adjustable degree of memory loss
or forgiveness. Finally, we draw some conclusions and point out possible
future trajectories of the work.

6.2 Agents and actions

An agent ai ∈ A = {a1, ..., an} may at each point in time choose to perform
one of the actions b1, ..., bm chosen from the set of possible actions B. We
refer to the action taken by ai at time t ∈ N as β(ai, t), i.e. β : A×N → B.
Three things are worth take notice of in this description.

1. Not to do anything is also a decision of what to do, hence an action
and thus in B,

2. |B| = m may or may not be finite, but for reasons of simplicity we
assume that it is finite, and
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3. an agent may not be able to perform all actions in B.

The actions that an agent performs may lead to intended or unintended con-
sequences, i.e., partial descriptions of states in the environment.1 Regardless
of whether the agent acted with the intentions to cause a certain consequence
or not, we will assume that the casual relations between actions and conse-
quences is describable, at least on an a posteriori basis, i.e., the system has
only predictable emergent properties (in the sense defined in Chapter 1).
Of course, we could use the notion of states instead of consequences, but
by letting the consequences be partial descriptions of the environment, the
current state (as interpreted by the agent) is the current consequences that
the agent believes are true (in addition to the knowledge that may have been
programmed into the agent before it entered the system).2

Each action bi will, by a probability of pi
j lead to a consequence qj ∈ Q =

{q1, ...qr}, thus for each action bi, there is a consequence probability vector,
here denoted pi, describing the probabilities of each of the consequences.
Also each consequence qj is associated with a vector of the probabilities
that an action will lead to it, pj . In fact, all probabilities can be described
in a matrix, where the pis make the columns and the pjs make its rows.
Each of these consequences are better or worse for each of the agents in the
environment, and in order to catch the effect of combined consequences, we
associate each of the agents, ai with a utility function ui : 2Q → R that
maps each combination of consequences (i.e. state of the mas) to an utility
value for agent i.

We will in the rest of this text assume that an agent has full knowledge
about its own utility function and the consequence probabilities of all actions
that it can perform (although constraints on time, memory, etc. may limit
the capability of making the most rational actions3, c.f. boundedly rational
agents [37]). However, it may be unaware of the other agents’ utilities and
consequence probabilities.

6.2.1 Coalitions and norms

There are several ways of looking at norms and coalitions (in which agents
commit themselves to certain norms). Let us start with the coalitions. Ei-

1Partial descriptions in the sense that if S is the set of possible states, and Q is the set
of consequences, then 2Q = S.

2For sensitive persons, words such as believe, and knowledge may be exchanged by
another word describing the data known by the agent.

3At least they are rational in a logical sense, and do not necessarily have to embody
economic rationality [51].
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ther they are static a priori groups of agents. This may be the situation
when agents are set to solve a problem in a distributed way, such as in
distributed problem solving. They do their part of the task, without ques-
tioning their role. In this case, the norms of the coalitions are never ques-
tioned. Durfee proposes a time scale for commitments, in which these static
groups (with static commitments) corresponds to the permanent commit-
ments [53]. However using Durfee’s terminology, a dynamic environment
require dynamic norms and coalitions and we must change our position on
the time scale to one that talks in terms of plans and organizations in the
perspective of days, months and years. Also, the scale used by Durfee may
not always be applicable as a guideline for future multi-agent systems, where
we may have short-term coalitions lasting for parts of a second.

We consider coalitions with two or more agents only. Each agent may
be part of more than one coalition at the same time.

So another perspective is to let the agents continuously reconsider mem-
berships of groups. An agent may choose to try to persuade members of
a coalition that it should be accepted to the coalition (or at least be a re-
garded as a prospect of future membership). An agent may also, at certain
occasions, choose to perform an action that is breaking one or more of the
norms of the coalition. For instance, it may be the case that it values the
outcome of a certain action higher than the membership of a coalition (a
coalition with a set of norms that does not support the action).

Concerning the norms, we may from one point of view consider them
to be definite laws that have to be obeyed by the agents in order for them
to be accepted in the coalition. To avoid situations where such a norm
may prohibit the most beneficial choice for both the agent and the group,
conditions may be set to decide when a norm is applicable or not. This
point of view discussed e.g. by Boman, where the norms are set to be global
constraints that the agents never break [27].

Another way of treating norms is when the agents are advised to follow
them to some degree, i.e., to have a fuzzy set that describe the norm com-
pliance of the agents. An overview of views of memberships in fuzzy sets is
given, e.g., by Bilgiç and Türkşen [21, 22].

None of these approaches have to be discrete in its nature, in the sense
that when an agent make an action comprised by a norm, it is considered
as a norm-breaker and subject to exclusion of the coalition. For instance,
the norms may be relaxed and included in a fitness function that describes
how well the agent fits in the coalition, e.g., by using fuzzy models [57].

Yet another way to look upon norms is to use norms as recommendations
of what to do, in contrast to the former ones that put restrictions to the
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agents. This could be done, e.g., by associating some types of actions with
a positive feedback from the coalition. Such norms are discussed by Boman
and Verhagen in their work about pronouncers [30]

But really... What is the difference between punishing misbehaviors and
praising compliance with the norms? In the former, all non-norm-breaking
actions are considered equally good by the coalition and in the latter, all
actions not recommended are considered equally bad. Maybe we have an
agent that learns the norms of the coalition by receiving feedback and decide
to modify its behavior based on its perception of the coalitions and its own
goals.

Of course, how fit an agent is for an coalition is dependent of both how
many actions it performs that are good for the group and how many that
are bad, and of course, how good and bad these actions are. For that reason,
we will associate each coalition cj with a norm function ψj : B×S → [0, 1],,
i.e., for every action b ∈ B and state s ∈ S a value between 0 and 1 tells
whether it fit the norms of the coalition (near 1) or not (near 0). This
function constitutes the norms of our system.

The norm function of a coalition is from our perspective a representation
of guidelines of how to behave. It should be explicit to the members of the
coalition, but one may imagine that in some cases4, some norms are hidden
for members that do not reach certain thresholds of memberships. Some of
the norms may of course also be public for everyone, members as well as
non-members, to take part of, etc. We will in the rest of this chapter use
the following definition of a coalition:

Definition 16 (Coalition) A coalition is a tuple (ψ,M) consisting of a
norm function ψ, and a set of degrees of memberships M = {m1...mn},
where each mi is a pair (ai, di), ai is an agent and di ∈ [0, 1] describes
to what degree the agent (from the coalition point of view) is part of the
coalition.

6.3 Models of Dynamic Groups

If the intentions of the design of an agent is to make it adapt to a changing
environment, memberships of coalitions can not be an end in itself for the
agents. Instead, all coalitions must be built on the conviction that the
coalition will lead to an advantage for its members compared to not being

4One such case is a non-disclosure agreement.
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part of it. Not only the individual agent must be convinced that joining
the coalition will be worth the trouble, but also the rest of the coalition,
i.e., its coalition partners, must be convinced that the individual agent will
strengthen them. Therefore, the expectations that a coalition/an agent will
improve the fitness of the agent/coalition in the future may be reason enough
for an agent to join or being given an offer by the coalition. By providing
some models of how coalitions may be regarded, we build a base for the
discussion about how to design coalition forming among rational agents.

Denote the value for an agent ai to be part of a coalition cj by V i
j and

the value for cj to have ai as a member by V̂ j
i . It is clear that the higher

the values of V i
j and V̂ j

i are, the more committed is ai to cj and of course,
the other way around: if ai and cj do not see any value of cooperating with
each other, nor will ai try to live up to the norms of cj and neither will cj ,
e.g. by changing its norms, try to make ai more interested in it.

Of course, the accuracy of V i
j is something that is bounded by the ca-

pabilities of the agent. For each of the agents, the only true valuation of
a coalition is the current subjective valuation it does. Therefore it does
not matter whether the designers of the agent may conclude that a certain
coalition is bad or not, — if the agent does not have that knowledge by the
time it choose an action, it will choose the most beneficial action given its
present knowledge.

The V̂ j
i is a valuation of an agent done by the rest of the agents in the

coalition. As such, it may be simple, e.g. a weighted (according to the
memberships) and averaged sum of judgments from the other agents, or it
may be the result of a comparative argumentation. It is even possible to
let the protocol of how to valuate members be something that is decided by
the norms of the coalition itself and that this norm may change dynamically
over time as the coalition grows, etc.

6.3.1 The equilibrium between V
i
j and V̂

j
i

The interesting cases are when V and V̂ differ, that is: when the agent and
a coalition have different opinions about the value of the agent cooperating
with the coalition. As we will see, there are reasons to believe that both
the agent and the coalition may perform actions aimed at level out the
differences between the valuations they make of each other.

• V i
j < V̂ j

i

In this case, coalition cj is more interested in getting agent ai to join
it, than ai is interested in joining cj . This may lead to that the agents
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A = {a1, ..., an} The set of agents (considered in the system)

B = {b1, ..., bm} The set of possible actions

C = {c1, ...ce} The set of possible coalitions ci = (Ni,Mi)

Mi = (m1, ...mn) The vector of degrees of memberships of coali-
tion ci where mk = (ak, dk) and dk ∈ [0, 1]

Q = {q1, ..., qr} The set of consequences

r ∈ N The number of possible consequences in a sys-
tem

S = {s1, ..., s2r} The set of states of the system, each sl ⊆ Q

β(j, t) The action performed by aj at time t ∈ N

pi
j The probability that action bi leads to qj
pi The vector (of size r) that describes the proba-

bilities of each one of the consequences of action
bi

pj The vector (of size m) that describes the prob-
abilities that the action bj will lead to a certain
consequence

uj(s, t) The utility of agent aj being in a state formed
by s ⊆ Q at time t ∈ N

V i
j (t) The value of coalition i for agent aj at time

t ∈ N

V̂ j
i (t) The value of agent i for coalition j at time t ∈ N

U i
j(t) The coalition update value

ψj(bi, s) The fitness of coalition j given its norms and an
action bi ∈ B performed by agent ai in state s

zi
j(s, t) The opinion of coalition cj that agent ai is re-

sponsible for the system being in state s ⊆ Q
at time t ∈ N

|cj |t The size of cj at time t ∈ N measured e.g. by

the sum
∑

i V̂
j
i (t)

γ ∈ R+ The forgiveness factor, i.e. the parameter de-
ciding the weight of long-term vs. short-term
memory.

φ : B → R The payoff function used in the scenarios.

Table 6.1: Symbols used in this chapter
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of cj change its norms in order to increase V i
j , the value of ai being

part of cj and thus making it more interesting for agent ai.

It may also be the case that, since ai is of more value for cj than the
other way around, it may choose to violate some of the norms and still
be accepted in cj (although to a lower V̂ j

i ). This may be the case when
an individual goal of an agent may be achieved through an action that
cj dislikes, but since it all together finds it more rewarding to perform
the banned action than to follow the norms of the group, it takes the
punishment (in form of being less appreciated and thereby, e.g., has
less influence on the future norm shaping in the coalition).

• V i
j > V̂ j

i

In this case, the agent is more interested in the coalition, than the
other way around. This may lead to that ai performs actions that
increase the interest of cj having ai as a part of it, i.e. increase V̂ j

i .
For instance the agent may help the coalition in computing something
or giving it some resources in order to arouse its interest.

Another possible development is that the coalition for different reasons
does not want ai to join, e.g., since coalition resources and assignment
may be restricted by the number of participating agents. cj may then
exploit ai and make it perform actions beneficial for the coalition, but
not for ai itself until it finally realizes that it is being used by the
coalition (and thus, its interest for the coalition, V i

j , is decreased).

In both of the cases above, any of the four actions taken by cj or ai strive

towards reducing the differences between V i
j and V̂ j

i . Both the agents and
the coalitions are able to increase and decrease their value to the others by
performing appropriate actions. However, the comparisons themselves raise
some interesting questions, e.g. what happens if ai and cj have different

opinions about the values of V i
j and V̂ j

i ? The answer is that both act upon

what they know, i.e., if they disagree on the relation between V i
j and V̂ j

i ,
they will choose actions according to their own view of the situation, in this
case from different inequalities.

Below, we will describe a few different models of updating the values of
V i

j and V̂ j
i . For simplicity, we have used V i

j and V̂ j
i for denoting the values

for agents and coalitions, but since these vary over time, and time is essential
to describe dynamic systems, we will from here on let V i

j (t) and V̂ j
i (t) denote

V i
j and V̂ j

i at time t respectively. We will also from now assume that both
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V i
j (t) and V̂ j

i (t) ∈ [0, 1].5

In order for the coalition to be able to judge the actions of an agent, one
way to do this is to let the other agents estimate the role and responsibility
that the agent has for the system being in the current state. Let zi

j : S×N →
[0, 1] be the opinion of the (other) agents in cj that an agent i is responsible
for the system being in state sl ∈ S at time t ∈ N. We will not try to
solve the question of how to calculate this function here and now; examples
of such calculations can be found in the literature of e.g. reinforcement
learning [147], or the Coin agents by Wolpert and Tumer [159].

Also we would like to have a measure of how strong a coalition is. The
strength is dependent both on the coherence and the size of the coalition.
The more members a coalition has, the larger it is, and the higher their de-
grees of memberships are, the more coherent is the coalition. For simplicity,
we will refer to the strength of cj at time t, |cj |t as being the sum

∑

i V̂
j
i (t),

i.e., the sum of all degrees of memberships of the agents at time t. This
way of treating coalition strength (as a function of both size and coherence)
can of course be controversial. For instance, the larger the coalition is, the
harder it gets to distribute all information, but we will neglect these kind of
more practical problems in this work. All symbols used in this chapter may
be found in Table 6.1.

6.3.2 Two simple models of valuation

We present two simple models of valuation, — one arithmetic and one geo-
metric.

An arithmetic model

This first arithmetic model simply adds the utility of new actions to the
previous utilities and takes the arithmetic average of the values. We assume
(for the reason of simplicity and in all models) that each agent perform
exactly one (possibly empty) action per time step and we have the following
valuation Equations:

V̂ j
i (0) = 0, (6.1)

V̂ j
i (t) =

(t− 1) · V̂ j
i (t− 1) + ψj(β(i, t− 1))

t
, t > 0. (6.2)

5Every group and agent may scale this value to another, more suiting range if they like
to; so this assumption does not change the expressiveness of our model. Also it may be
the case that different coalitions use different time scales, however, we will for reasons of
simplicity keep to one time, denoted t and allowing agents and coalitions to be idle.
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When deciding how interested ai is in coalition cj , it takes into account the
actions of the “members” of cj and the effect these actions have on the state
sl.

V i
j (0) = 0, (6.3)

V i
j (t) =

(t− 1) · V i
j (t− 1) + ui(s,t−1)

|cj |t−1

∑

ak 6=ai
V̂ j

k (t− 1) · zk
j (s, t− 1)

t
,

t > 0. (6.4)

A geometric model

Instead of updating the values arithmetically, it may be done geometrically,
i.e. by multiplying the values with their updates and then averaging by
taking the n:th root of the product.

V̂ j
i (0) = 0, (6.5)

V̂ j
i (t) =

(

(V̂ j
i (t− 1))t−1 · ψj(β(i, t− 1))

)1/t
, t > 0. (6.6)

In this model, not only the previous moves are averaged geometrically; also
the effect of the actions of the other agents are multiplied and rooted.

V i
j (0) =0, (6.7)

V i
j (t) =

(

(V i
j (t− 1))t−1 · (U i

j(t− 1))1/(|cj |t−1−V̂ j
i (t−1)

)1/t
,

for t > 0, where (6.8)

U i
j(t− 1) =

∏

ak 6=ai

(

1 − V̂ j
k (t− 1)(1 − zk

j (s, t− 1)ui(s, t− 1))
)

. (6.9)

A comparison between the models

Both models are in one respect like elephants.6 Every single move by every
agent done so far is remembered and equally valued, no matter how long it
has been since it was performed. However, note that the models cope with
changes in the norms of a coalition in that an action always is judged in its

6I assume without proofs that elephants lack the gift of forgetting things. Since this
assumption is used for strictly metaphorical reasons, we will leave the discussion of the
memory function of the elephant here.
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actual time and environment, not in a future state (where norms may have
changed the value of that action).

What varies between the models is that in the former one, other agents
influence the final result in a way proportional to their part of the coalition.
If we for instance have a coalition in which nine out of ten agents do a very
good job (with zk

j (s, t− 1)ui(s, t− 1) near 1), and the tenth behaves badly,
the latter will only effect 10% of the result and the overall impression of the
coalition will be that it solves its problems quite well (V̂ j

k (t − 1) at about
0.9).

This may work for some domains, but in others, especially the ones where
agents are highly dependent on each other, the deceit of one agent may spoil
the result of the coalition as a whole. It may therefore be of interest for an
agent to know if the whole coalition works or not. In that case, the geometric
model might be handy, since it focus more on the weaknesses of the coalition.
However, it is very hard for the model to forget previous mistakes and since
all previous moves are weighted equally, a “bad action” will effect the V̂ s
for an (unnecessarily) long time.

The elephant property make it impossible to fully forget a “mistake” in
the sense that every single move by every agent done so far is remembered
and equally valued, no matter how long it has been since it was performed.
However, note that the model copes with changes in the norms of a coalition
in that an action always is judged in the time and environment in which it
occurs, not in a future state (where norms may have changed the value of
that action). Sometimes we may prefer a model that let the present actions
have a greater impact on the valuations than the actions of a previous step
in time.

6.3.3 Two forgiving models

Just as humans are able to forget and forgive, this may be a desired property
in a mas as well. It turns out that such a change is quite easy to implement
and the previous model can be changed to the following:
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The arithmetic model

V̂ j
i (0) = 0, (6.10)

V̂ j
i (t) =

γ · V̂ j
i (t− 1) + ψj(β(i, t− 1))

1 + γ
, t > 0. (6.11)

V i
j (0) = 0, (6.12)

V i
j (t) =

γ · V i
j (t− 1) +

∑

ak 6=ai
V̂ j

k
(t−1)·zk

j (s,t−1)·ui(s,t−1)

|cj |t−1

1 + γ
,

t > 0. (6.13)

We see that the γ–factor decrease the influence of past V and V̂ values to
the benefit of the most recent action and judgment.

The geometric model

V̂ j
i (0) = 0, (6.14)

V̂ j
i (t) =

1+γ

√

(V̂ j
i (t− 1))γ · ψj(β(i, t− 1)), t > 0. (6.15)

V i
j (0) =0, (6.16)

V i
j (t) =

(

(V i
j (t− 1))γ · (U i

j(t− 1))1/(|cj |t−1−V̂ j
i (t−1)

)
1

1+γ
,

for t > 0, where (6.17)

U i
j(t− 1) =

∏

ak 6=ai

(

1 − V̂ j
k (t− 1)(1 − zk

j (s, t− 1)ui(s, t− 1))
)

. (6.18)

The forgiveness factor γ ≥ 0 will decrease the weight of previous actions
ranging from they have no impact on calculations (γ = 0) to all previous
actions are equally valued (just as in our former model γ = t− 1).

6.3.4 An illustration of the models

So how does these models work out in practice? Let us construct an easy
example in order to illustrate the differences.
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Figure 6.1: The payoff of the coalition c0 as a function of its size (|c0|)
compared to the maximum individual payoff φi = 2.

Specification of the models

Imagine a situation where four agents a1, ..., a4 can choose between fully
cooperative actions (bi = 1.0) and fully selfish actions (bi = 0.0). The total
payoff is then built upon two payoffs, the individual payoff φind(i) and the
total coalition payoff φcoal, each defined through:

φind(i) = 1/(0.5 + bi), (6.19)

φcoal = (

4
∑

i=1

bi)
1.5 (6.20)

As can be seen in Figure 6.1, the example requires that more than one
agent join the coalition c1 in order for it to be successful (in the sense that
the agent get a higher payoff than the rest of the agents). To create a fair
split of the coalition payoff between the members of c1, they get as much of
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the payoff as they are members (relative to the other members), i.e.:

φcoal(i) =
V̂ 1

i · φcoal

|c1|
, where (6.21)

|c1| =
4

∑

i=1

V̂ 1
i , and (6.22)

φtotal(i) = φcoal(i) + φind(i). (6.23)

What the norms are concerned, we will in this example use a norm function
bnorm(t) that is the averaged action in the previous step of time among the
members, where the influence is relative to their degree of membership.

bnorm(t) =

∑4
i=1 V̂

1
i (t) · bi

|c1|t
(6.24)

How well the own actions correspond to the norm (ψ1(bi)) is then calculated
through:

ψ1(bi) = 1 − |bi − bnorm| (6.25)

In this simple model, we will let the zi
1(s)-function be:

zi
1(s, t) =

ψ1(bi) · V̂
1
i (t)

|c1|t
(6.26)

In the case where we look at the forgiving models, γ is set to 1.5.

6.3.5 Specification of the scenario

The chosen scenario will show us two things. Firstly, how the model will
react when new agents join the coalition. Second, how will it react on agents
trying to rip off the coalition by choosing a single very uncooperative action
bi = 0.01. The scenario is described in Table 6.2.

The results of the scenario evaluation

We have no noise in the calculations and will show the results in terms of
the total payoff of the agents, showing how temptations of fast pay-backs
will be punished by the coalition.

In Figure 6.2, we see how the arithmetic model is very slow in converging
to a fair distribution of the payoff. At time points 10, 20 and 30, new agents
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Time Event

0 The scenario starts. Four agents are present of which a1

is cooperating.

10 a2 joins the coalition

20 a3 joins the coalition

30 The last agent, a4, joins

60 a1 perform an action that differ considerably from the
norm of the coalition

80 The scenario ends

Table 6.2: The events of the scenario

join the coalition and at time point 60, the first agent break the norm to
make a short term profit. The payoff for the agents within the coalition
raises steep as a new agent joins. That is because the new agent contributes
as much as the full members of the coalition, but without being able to
collect more than its relative impact (which is roughly based on its value
of V̂ ). When a1 is uncooperative, the other agents gets a temporary dip
in their payoff, at the same time as the former agent collects the overhead
payoff.

Figure 6.3 shows the geometric version of Figure 6.2 (the same scenario
is used). We recognize a slower convergence but also that the deviation from
the norms done by a1 is punished harder.

We see a great difference in the shape of the payoffs as we move on to
the forgiving models. In the forgiving models in Figure 6.4 and 6.5, we see
how the agents reach a convergence in payoffs in just a few rounds. Also,
these models will punish the breaking of norms more immediate than the
previous models. The difference between these two models lies in the shape
of the payoff function, but also in the ability to punish misbehavior, where
the geometric forgiving model is less forgiving than the arithmetic one.

6.4 Some thoughts on agent self-contemplation

In Sec. 6.3 we argued that if the values of V i
j and V̂ j

i are not in balance, the
parts may try to level out the differences by exploiting the other. Is it then
possible, as an agent system designer, to actively differentiate valuations in
order to get systems that are more cooperative?
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Figure 6.2: The total agent payoff in the arithmetic non-forgiving model.
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Figure 6.3: The total agent payoff in the geometric non-forgiving model.
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Figure 6.4: The total agent payoff in the arithmetic forgiving model (γ =
1.5).
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Figure 6.5: The total agent payoff in the geometric forgiving model (γ =
1.5).
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6.4.1 Agents and the law of Jante

One thing that is put forth as typical for Scandinavia is the law of Jante.
The law consists of ten statements written down by Aksel Sandemose based
on studies of how people in his home town behaved and consists of the
following rules [137]:

1. You shall not believe you are something.

2. You shall not believe you are as good as we.

3. You shall not believe you are more wise than we are.

4. You shall not fancy yourself better than we.

5. You shall not believe you know more than we.

6. You shall not believe you are greater than we.

7. You shall not believe you amount to anything.

8. You shall not laugh at us.

9. You shall not believe that anyone is concerned about you.

10. You shall not believe you can teach us anything.

The essence of it is that You shall not plume yourself or think that your work
is better than ours or that you could teach us anything, etc.. If applied to
the agents, what would the result be? Well, firstly we must find out: what
does it mean in terms of V i

j and V̂ j
i ? For an agent to underestimate its

own value for the coalition in relation to the coalition’s valuation of itself,
is to create a situation in which (at least from the perspective of the agent)
V i

j > V̂ j
i . In order to re-establish the equilibrium, the agent may try even

harder to follow norms, etc., so that it will be accepted by the coalition.

If the coalition has the same opinion about the relationship, it may lead
to that it will try to exploit the agent, in order to decrease the agents interest
for it, but since the assumption is that it is the agent that underestimates
its own value, the coalition may think they are in balance, while the agent
does not. In all, if a majority of the agents have low self-confidence, it will
lead to stronger coalitions with high degrees of membership.
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6.4.2 Agents with high self-confidence

The opposite of the agent underestimating its value, is the one overestimat-
ing it, i.e. V i

j < V̂ j
i . Then for some reason the agent has a tremendous

self-confidence and it thinks that it is irreplaceable for the coalition, or at
least that the coalition has much more use of it, than it has use for the coali-
tion. Such a situation leads to that the agent performs actions that decrease
its value for the group (that is, the V̂ j

i ) in order to make short-term gains
e.g. by cheating on its coalition members although the behavior conflicts
the norms of the coalition. Or the coalition increase the value for the agent
to a level that fits it, e.g., by changing its norms so that it suits the agent
better7.

In all, if all agents apply a self-confident strategy, the system as a whole
will have trouble creating stable coalitions, since none of them will work for
the sake of the coalition, if they may gain more by not doing so.

6.4.3 An evolutionary perspective

Although a small proportion of the law of Jante in every agent may seem
to be a promising design principle (in that it strengthens coalitions), it is
not the case that it automatically leads to robust systems. On the contrary,
Janteists are subject to invasion and exploitation by the self-confident agents
in an open system. This leaves us with two kinds of stable solutions8:

• either with self-confident agents only (if the gain of strong coalitions is
low). Then no agent is willing to sacrifice anything of their resources
for the good of the other agents, since if it did, the other agents would
take the resources and never pay back.

• or a mixed equilibrium of Janteists, true valuators and self-confident
agents (if the gain of strong coalitions exceeds the expected value of
acting in a self-confident way). In this case, there are enough agents
willing to trust each other and build a coalition in order to maintain
the coalition, but neither the self-confident agents, nor the Janteists
would improve their payoffs by changing strategies.

7This is done for false reasons. It is mainly the opinion of the agent that it is worth
more to the coalition than it actually is, thus the inequality is a concern of the agent,
rather than the coalition.

8stable in the ess sense that no agent will improve their payoff if they alone change
their behavior.
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D H

D R,R 0, 2R

H 2R, 0 R− F,R− F

Table 6.3: A Hawk-and-Dove game matrix. When two doves (D) meet,
they equally share the common resource (2R), a hawk (H) will always take
all of the resources when meeting a dove, and two hawks will fight over
the resources to an averaged cost F . An evolutionary stable strategy in
this game is a mix of a hawk behavior 2R/F parts of the time, and a dove
behavior the rest of the time.

In Table 6.3 we see a the (famous) Hawk-and-Dove (hd) game. Com-
pared to the discussion earlier on equilibria in coalition formation, we see
that there are similarities. As a matter of fact, the hd game is a formaliza-
tion of the decision of whether or not to cooperate in a coalition. If F is
high enough compared to R, the agents will cooperate, since the risk of a
hawk to run into another hawk may make the dove behavior beneficial. If F
is low, e.g. F = 0, the payoffs for two hawk (self-confident) agents meeting
will be equal to the ones of two dove (Janteist) agents meeting, but for every
time the hawk meets the dove, it will win over the dove, making the only
rational choice of strategy being the hawk (or self confident) behavior.

In the literature of evolutionary game theory the matters of mixed strate-
gies and equilibria are discussed thoroughly for instance in the classic book
by Maynard Smith [112]. Rosenschein and Zlotkin formulated several agent
scenarios in terms of game theory in their Rules of Encounter [130] and
Weibull gives an rationalistic economics perspective [154].

Given the hypothesis that every system possible to exploit eventually
will be exploited, we must ask ourselves the question whether the behaviors
described above (the law of Jante and the self-confident) are exploitable or
not.

Exploiting the Janteists

As an agent, it would actually be enough not to underestimate the value of
yourself in the coalition in order to get an advantage over the “Janteists”.
By doing so, you will have more impact on the coalition and forming its
norms9 and this can be used to form norms that at an average suits you

9This is under the assumption that the more “member” you are, the more impact will
you have on the norms of the coalition.
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slightly better than the others. Better norms (for an agent) in this case, is
interpreted as norms that suits the agents own intentions better, so that it
does not have to choose actions that contradicts its own goals.

Exploiting the self-confident

To exploit self-confident agents is harder. We cannot approach the problem
in the same way as we did with in the previous section, since if we were to
raise our own value above the ones of the self-confident, it would only make
us even more self-confident, i.e. non-willing to cooperate in an altruistic
fashion.

6.5 Conclusions

We have argued for a rational, continuous view of memberships in coalitions,
where a membership is based on how valuable the coalition is for the agent
and vice versa. We have also presented a theoretical model of updating
group values, both from the individual agent and the coalition perspectives
and an improvement that generalizes the notion of forgiveness and make
the model range from elephants to ”forgetters”. Three examples of how
valuations between agents and coalitions may work have been discussed and
one of them has been explicitly expressed in the proposed models. However,
the models are just examples and we believe that several other models will
fit into the discussion about exploiters and Janteists as well, e.g. the work of
Verhagen [151]. The main contribution of this work is instead the discussions
around the models and that of what actually can be done by the agents
themselves and what we as designers have to think about when designing
rational agents that we would like to see form coalitions.

It seems as if the law of Jante may give the coalitions extra fuel in the
sense that agents will do a little bit more than they are expected to, in
order to be even more accepted in the coalition. However, that behavior is
possible to exploit and an equilibrium may be expected between exploiters
and exploited agents. What the self-confident agents are concerned, they do
not seem to suffer from exploiters, but instead, the system in which they act
might be characterized by weak (if any) coalitions, a claim that is supported
e.g. by the work of Shoham and Tanaka [145].
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6.6 Future Work

The models proposed in Section 6.3 are just examples of how a mas may
choose to treat norms, coalitions and valuations. One future task will be
to implement these models and see how they work in practice in a real (or
simulated) application. Another is of course to refine the models, e.g., the
expressiveness of zi

j(s, t); since at the moment, our model is not able to
express nonlinear relations between the actions and the consequences.
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Chapter 7

Preference-driven Design of

Multi-agent Systems

based on the publication [88]

7.1 Introduction

One important issue of agency is control. With control, we mean the in-
ternal evaluation of inputs leading to the selection of agent actions in the
environment. A preference expresses (at a very abstract level) the order
of importance of relevant goals being fulfilled. We must not be enticed to
believe that the agents live in social and environmental isolation. They have
been designed to fulfill the goals of their creators by interacting with their
environments and with other agents.

When using an agent or a mas, it is quite obvious that the possibilities of
control are (and should, for reasons of autonomy, be) in one or another way
limited, and naturally, there are a very large number of factors that influence
the exact mix of control possibilities (in the extension of control possibilities,
we may also include behavior, etc.). However, from a system engineering
point of view there are a set of factors that have a greater influence than
others, when excluding factors such as expressibility of the communication
between human and machine, and other practical limitations. We will in this
chapter therefore identify the important influence factors from the system
engineering perspective, and show a set of cases where these factors has
importance.

The main objective for classifying these factors is that agent technology
of today is without the same well-established, structured methodologies,

91
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as traditional system development technology has access to, for example
Rational Unified Process, (rup) [76]. One of the first steps on getting a
methodology for developing agent based systems is to be aware of which
factors that has influence on both the process and the result.

In order to get agents to cooperate to reach their goals and preferred
solutions, one has to understand the influences upon which the agent makes
its decisions. We will now discuss the preferences and how these are related
to each other.

7.1.1 The basis of agent decisions

If we disregard the fact that all agents eventually fall back on executing
Turing machines, and instead focus on suitable metaphors for creating and
designing better agents and better mass, we argue that beside goals and
commands, we should also include preferences in order to extend the toolbox
for building agent and agent systems.

In the rest of this chapter, the agents are supposed to be self-interested
in the sense that they may choose to break rules and risk getting punished,
if they calculate that they will benefit from it in terms of their preferences.1

Central to our point of view are the following concepts:

Definition 17 (Preference) A preference is an order of importance of
certain goals are being fulfilled.

Definition 18 (Agent owner) An agent owner, (Ao) is the (human or
artificial) agent that has the power to launch the agent, provide it with
preferences, as well as in run-time make the decision whether the agent
should be shut down or be assigned new preferences.

Definition 19 (Agent designer) An agent designer, (Ad) is the (hu-
man or artificial) agent that has designed (and possibly implemented) the
action selection and execution mechanism of an agent.

Definition 20 (Environment) The environment of an agent is the plat-
form that the agent connects to and has the possibility to interact with.

We choose to exclude everything but the actual technical core of the envi-
ronment in the definition. By doing so, we are able to discuss the relation
between environments, their owners and their designers.

1c.f. breaking a coalition norm as discussed in Chapter 6.
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Definition 21 (Environment designer) A designer of an environment,
(Ed) is the (human or artificial) agent that has designed and possibly im-
plemented the rules and conditions under which agents are able to act in
the environment.

Definition 22 (Environment owner) An environment owner, (Eo) is
the (human or artificial) agent whose run-time preferences are reflected in
the dynamics of the rules and the conditions under which agents are able to
act in the environment.

7.2 An exemplification of preferences

To illustrate our point, we use the student implementations of RoboCup
teams at Linköping University. The example, though somewhat artificial,
clearly illustrates a number of occasions where the preferences of the Ed, the
Ad, and the Ao influences the development process. RoboCup can simply
be described as robots playing soccer, however we focus on the simulated
league as we then avoid dealing with the problem of perception and action
(more information on RoboCup and the simulated league is available in the
work of Kummeneje [101] and some of the difficulties regarding perception
in mobile robotics is covered in Chapter 8).

The designers of the server of the simulated league, is in our example
considered to be the Ed, while the RoboCup federation acts as Eos. Ro-
boSoc by Heintz [72] is a class library that simplify the creation of new
soccer playing teams, and he is thereby considered in our example to be the
Ad, while the students creating their teams are considered to be the Aos.
The Aos may or may not be aware of the preferences expressed in the sim-
ulation server and the RoboSoc platform, however if they are aware of the
preferences (and most likely any caveats), they might be able to use them.

A more concrete example is that in 1997 and 1998 the maximum ball
speed was not limited at the Ed or Eo levels, allowing an Ao to build a
team (within the framework of the Ad) that accelerated the ball to incredible
speeds by simply kicking the ball between two players a number of times.
After the discovery of this, the rules were changed so the speed now has
a fixed limit, or expressed in the terms of this text: the Eds imposed an
ability for the Eo to express physical laws in the soccer environment (and
thus restricting the speed of the ball). We thereby recognize that the set
of preferences of the owners and designers are not fixed, but dynamically
changing over time.
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7.3 Deviations from expected behaviors

Even though the theory may work out fine on the paper, we will run into
problems when implementing it because of errors in agents, faulty communi-
cation between the agents, and unexpected changes in the environment. In
this section, we will try to identify some of these non-algorithmic problem
areas.

7.3.1 Errors in the agents

Since the agents in some sense are programs and programs per se have bugs,
we may expect to have bugs in the agents as well. The bugs are not only the
ones that are due to the designer/programmer of the agent, but also due to
errors when the owner programs its preferences into the agent. In addition
to errors caused by owners and designers, there may of course be bugs in
the compiler, bugs in the operating systems and bugs caused by differences
in standards e.g., portability problems.

7.3.2 Faulty communication between the agents

Agents that communicate with each other are sometimes distributed and use
different machines which may cause problems if pieces of the communication
are lost or come with large delays.

7.3.3 Unexpected environmental changes

The environment itself may of be prone to errors and misunderstandings.
One reason for this may be when the environment is rapidly changing beyond
our control, as in the case of the stock market. Another reason may be
that other agents perform actions that effect the environment in unforeseen
ways (i.e., unpredicted emergence, as defined in Chapter 1), a situation that
may occur in the time gap between when an agent finds a flight ticket and
its owner decides to book it. If another owner, with the same preferences
regarding when and where to go, manage to book its ticket before the first
agent, the first agent will encounter an unexpected environmental change.
Regardless of the cause of the deviation in the expected behavior of a system,
we must bear in mind that they are not deliberately expressed preferences
of any agent or its owner. However, it may be a designed property of the
environment to introduce noise in the environment in order to stress the
importance of the design of robust agents such as the simulator league of
RoboCup [49, 117].
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Preference Type of preference Action Type of impact

PAo dynamic decided by Ad indirect

PAd static agent direct

PEo dynamic decided by Ed indirect

PEd static environmental indirect

Table 7.1: A taxonomy of different preferences with respect to their type
and the types of actions that they may have an impact on.

7.3.4 A taxonomy of preferences

The preferences given by the Aos, Eos, Ads, and Eds, have different char-
acteristics (as shown in Table 7.1). Let us define the used terms.

Definition 23 With dynamic preferences we mean a preference that can
be changed at run-time, and the with the static preferences we mean a (non-
changeable) preference that is decided before the agent is launched into the
system, or before the environment is open for agents.

Both of these preference types may have an impact on all actions. Even
though the designer preferences are static, they play a crucial role deciding
what actions the owner may have an impact on. Only the preferences that
i) the owners are able to express, and ii) the designer’s interpreters are
able to interpret are the ones that the agent will follow. In the case of
the environment preferences, these are also input to the agent. The Eo
preferences undergo interpretation by the mechanisms implemented at the
Ed level, and the result is then in turn interpreted by the agent.

It is also interesting to note that the types of impacts differ between
the types of preferences. Ao, Eo, and Ed preferences are indirect in the
sense that they are interpreted by an interpreter implemented by the Ad.
The preferences at the Ad level may however have a direct impact on what
action to choose.

7.4 The meta-design of a system

Let PX denote the preferences of X. In an agent system, we may identify
the following features (see also Figure7.1):

1. Each of the agents has a set of dynamic preferences PAo expressed by
their owners as well as a set of static preferences PAd decided at the
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time of design.

2. The agents may take into account preferences (PEo, PEd) expressed by
the designer and the owner of the environment.

3. Each of the agents optimizes its actions according to the preferences
(PAo, PAd, PEo, PEd), its knowledge and its abilities, i.e. it is bound-
edly rational2.

4. The actions of the agent influence the environment either directly or
indirectly, and

5. Changes occur in the environment as a result of the actions of the
agents. These are the possibly observable side-effects of the system
that the owner may benefit from, and possibly adjust its preferences
according to.

7.4.1 The agent’s choice of actions

The assumption of bounded rationality is pragmatic in the sense that it as-
sumes that the agents make rational choices given their preferences and their
computational abilities. This assumption leads to an any-time perspective
on agents in the sense that the agents are able to act and do their best in
every situations even though their actions may be myopic.

As a matter of fact, all agents are boundedly rational. Consider an agent
that is not being boundedly rational, then it would deliberately be acting
non-optimal with respect to its design objectives which the user and design-
ers would consider to be the best actions. Instead, some other preferences
must have been present, which is in contradiction with the fact that the only
thing that guides the behavior of an agent is the preferences of its owner
and its designers and the state of the environment.

7.4.2 The observations of the owner

It is rarely the case that agents as such are the reason for running a system
(exceptions are to be found e.g. in agent-based simulations [151]). Instead,
the Aos are generally interested in the fulfillment of the external goals ex-
pressed by the preferences (as opposed to the internal sub-goals created by
the agents themselves). To illustrate this, imagine an office environment

2more about bounded rationality is found in e.g. Boman [26], Carley and Newell [37],
and Wooldridge [162]
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Figure 7.1: The owner-system feedback loop. The preferences of the Ao, the
Ad, and the Eo and the Ed (Ao, Ad, Eo and Ed, respectively) indirectly
steer the behavior of the agent.
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agent. Its Ao is interested in the result of the negotiations, i.e. that the
local environment gets as close to the owner preferences as possible, while
the details about the negotiation protocols used or how many agents it had
to negotiate with is of less interest.

7.4.3 Design principles for agent environments

As an Ed, the task is to implement the rules and conditions under which
agents that act in the environment will be evaluated. At the same time as
the Ed will have to design a (hopefully unambiguous) framework of rules,
much effort must be put into the design of a stable system of punishments
and rewards. If not, the Eo may not be able to set up the system it wishes.

The Eo then sets the rewards and the punishments for certain behaviors
in a way that will lead the expected behavior to an acceptable behavioral
equilibrium (by the term behavioral equilibrium, we mean that there is a bal-
ance in the system of punishments and rewards in the sense that the choice
of behaviors (at some level of granularity) is stable). If not, the result will
be an environment in which the agents niche themselves in behaviors that
are sub-optimal for the environment as whole. We therefore suggest the fol-
lowing schematic guidelines for environment design (and Eo maintenance):

1. Set up the conditions under which the agents are allowed to act in the
environment.

2. Assign to each (class of) possible allowed state(s) preferences describ-
ing the estimated value of the state(s) (from the perspective of the
Ed-Eo).

3. Calculate the assignment of punishments and rewards of behaviors
that, when implemented in the environment, will bring the environ-
ment to an equilibrium in the preferred states.

The complexity of the calculation of punishments and rewards is of course
dependent on the complexity of the allowed actions. It is not our purpose
to expound our ideas about how to calculate punishments and rewards here,
instead we leave it for future work.

7.4.4 Design principles for agents

Each agent has a set of preferences in which each preference (at a very
abstract level) expresses the importance of certain goals being fulfilled. It
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is for the sake of this discussion not important how we choose to implement
and represent the preferences.

We may expect a further development of the skills and abilities of the
agents as the field of agent engineering matures. This means that they will
be able to (if possible) exploit the weaknesses of the environments that they
act in, as well as that of other agents, i.e. an arms race [39]. Today these
weaknesses are exploited manually through the expression of explicit owner
preferences, but as the level of abstraction increases, we may expect this
to be automated in a way that the Ads provide the agents with skills that
automagically find out the weak spots of the environment and use them for
their own purposes.

A suggested set of guidelines for Ads are therefore to design/implement:

1. Abilities to find out what rules and conditions that are applied in the
environment (e.g. by asking look-up services, etc).

2. Abilities to optimize the behavior with respect to:

(a) the actions possible to perform in the given environment,

(b) the expected rewards and punishments of different behaviors in
the environment, and

(c) the preferences of the Ao.

3. An interface to the Ao in which the Ao can express its preferences.

7.4.5 The relation between the agent and the environment

It is possible to recognize two different types of interactions — between an
agent and its environment, and between agents (i.e., communicative acts).
Also, an agent may observe the effects of its own and other agent’s actions,
even though it may be hard to draw any causal conclusions.

If we take a closer look at what happens in the environment, the actions
are performed under the assumption of the agent that the actions are the
best possible thing to do in order to reach its goals expressed by its prefer-
ences, regardless of whether the actions are communicative or not. The agent
may in all cases to some extent observe the external state of the environ-
ment and the other agents, but the distribution of computational attention
between for example observing/deliberating and acting, is individual from
agent to agent. This is typically a parameter that is determined by the Ao.
For instance, an agent that rely on learning in order to perform well may be
designed to refine more observed information than an agent that must be
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prepared for quick responses on changes in the preferences of its owner. This
means that it is possible that one agent in one system collects all possible
observations, while another agent only observes the actions performed by
itself. A study of the trade off between deliberation and action can be found
in e.g. the work of Schut [141].

The owner is the one who hopefully will benefit from the actions taken
by the agent. The side-effects created in/by the environment as a result of
agent actions is the actual goal for the owners of both the agents and the
environment (see Figure7.1). A good example of this is a web site selling
goods. When an agent goes to a book store with a preference to buy a
certain book, the expected result of the owner is a closed deal, where the
Eo gets real money and the Ao gets the book in its hand. The latter two
events are not part of the mas as such, instead they are wanted side-effects
triggered by actions taken by the agents in the mas.

7.5 Discussion and concluding remarks

There are several ways of approaching multi-agent systems, e.g. Gustavs-
son’s society level view [69], and the agent-based computation view by
Wooldridge and Jennings [161]. In the discussion of our alternative view,
we will refer to the main structure of their respective work as a comparison.

7.5.1 The agents

Many definitions of agents suppose that the agents are utility-maximizing
entities situated in some local environment. While other perspectives make
a difference between the agents and their opinion about what roles they play,
what coalitions they are part of, etc., we regard this as being a part of the
internal state of the agent. Of course, they may choose to show, e.g., their
roles compared to other agents as is the case for look-up services employed in
Jini technology [4], but an Ad does not have to implement such capabilities.

7.5.2 The joint actions

All perspectives have a notion of joint actions. Wooldridge speak about in-
teractions [161], Gustavsson about coordination mechanisms [69], and in this
chapter, we have the agent actions. Although the former authors distinguish
interaction with other agents from actions performed on the environment,
we choose not to do so. The reason for that is that there is no meaning
in speculating whether an action is communicative or not. Each agent may
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interpret an action as a message sent to it. To take one simple example,
imagine that a stock market agent has observed that every time a certain
other agent buys an entry of Netscape stocks, the price of it rise with at
least 0.2 per cent within three hours. Although the buy was not intended
to be an act of communication, it may be interpreted by other agents as a
message to buy.

7.5.3 The environment

Last, but not least, we may identify an environment in each perspective. Ei-
ther it is an explicit description of roles, as in Wooldridge’s Organizational
Relationships, or it also includes the surrounding environment as in Gustavs-
son’s Context. We question why the roles should be part of the environment
at all (other as information posted to a look-up service), since the role of
an agent lies in the eye of the beholder, just as the opinion of whether an
action is to be seen as communication or not. In other words: there are no
truths about what an agent behavior may be used for and for that reason,
the interpretation of agent labels is not part of the global environment.

We go one step further to explicitly define the role of not only the owner
(or user) of the agent, but also the designer (or programmer) of the agent
in the system as a whole. By doing so, we can separate the design of the
environment from the preferences in the design of the agents and identify
the key issues of evolution of mass as derivative of the environment and
the agent preferences. The Ad may be the same as the Ao, however, more
likely is that the future user of agent system is someone who is not able to
program the low level algorithms, etc., but who prefer to use the agent at
the service level. This will of course raise the issue of trust in agent design.

How can an Ao make sure that the agent she has launched to perform
a certain task will do its best to serve her without putting the interests
of the Ad in the first room? For instance, should she trust a flight ticket
buying agent, designed by someone at the payroll of an airline company?
Questions like this are important to ask if Ads and representatives of the
agent research community are to be trusted for what they are doing from
the Ao point of view.

7.5.4 Conclusions

We have presented a perspective on agent systems which is based on prefer-
ences defined by owners and designers. We suggest some general guidelines
for the engineering of agents, as well as agent environments.
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From an evolutionary perspective, we may expect the Ads to be better
on taking other, external preferences into consideration (e.g., environment
preferences), while the owners get less interested in exactly how the agent
works, and more keen on having their preferences satisfied. The Eds will
concentrate on setting up rules, specific for the domain they are designed for.
These rules will not be able to control what actions that can be performed
by which agent at what time. However, indirectly the punishments and the
rewards of the environment will have a great impact on these matters.

Even though this study include an example of the preference perspec-
tive in the domain of RoboCup, it is far too early to draw any extensive
conclusions based on this and we suggest that more effort must be put into
this area of research.
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Chapter 8

An Electric Field Approach to

Mobile Robot Control

based on the publications [134, 89]

8.1 Introduction

There is a concept from physics that has become extremely popular in au-
tonomous robotics: the concept of a potential field. A major initiator of this
popularity has been Khatib, who in 1986 proposed an obstacle avoidance
method based on the idea that obstacles exert repulsive forces on the robot,
while the target exerts an attractive one [91]. At each point in the space, the
robot computes a resulting force by summing all the repulsive and attractive
forces, and moves as if it were subject to this force. Equivalently, we may
say that the robot selects, at each point, the action that brings it to a point
of locally minimal potential.

Following Khatib’s suggestion, many methods for robot navigation have
been proposed based on artificial potential fields. Some of these, like [3, 32,
35], can be classified as motion control algorithms: at every control cycle,
these methods use the current perceptual information to generate a potential
field, and then select the control action by gradient descent. Other methods,
like [99, 102], can be classified as motion planning algorithms: the potential
field is generated from a world model, and used to compute a path to the
target prior to execution. All of these methods perform action selection in
a very specific case: one in which the objective is to place the robot at a
certain location, and the possible actions consist in local robot motion. It is
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Figure 8.1: The application domain for the efa.

not obvious if, and how, these methods can be used to solve a more general
action selection problem, where the objective may involve the achievement
of certain configurations of the objects in environment, and actions may
include the manipulation of these objects.

We propose the Electric Field Approach (efa) as a generalization of
traditional potential field approaches, which allows us to control both motion
and object manipulation. The distinctive point of our approach is the use
of the potential field generated by a set of electric charges as a heuristic for
action selection in complex domains. This is done by expressing the overall
goals of the system in terms of positive and negative artificial charges placed
in the environment and on the objects (including the robots). We then
choose certain probe locations, typically on the object(s) which we want
to manipulate, and formulate action selection as the process of trying to
increase the electric potential at the probed positions: this can be done by
either moving the corresponding probed objects toward the right charges,
or by moving charged objects toward or away from these probed positions.

In the rest of this chapter, we detail the efa, and we discuss its use
as a technique for real time action selection. To illustrate this technique,
we explain how we have used it to control a team of Sony Aibo legged
robots in the RoboCup domain, — see Figure 8.1. RoboCup is the annual
international robot soccer competition [129].
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8.2 The Electric Field Approach

The two main concepts of the efa are charges and probes and the basic idea
is as follows.

The objects whose position are of relevance for the overall state of the
system are probed. An example of a probe in the RoboCup domain is the
ball. The more often a team gets the ball into the opponent goal, the better.
This is of course regardless of the positions of the different players in the
field, since it does not matter (what the score is concerned) how the ball
gets into the goal.

Areas that are strategically important for the probes are charged. For
instance, the goals are heavily charged either positively, or negatively. These
charges are static ( sc) in the sense that they do not move during the game.
But also the robots are surrounded by charges. Positive Environment-
oriented dynamic charges (edcs) are typically placed between the robot and
the opponent goal, while negative edcs are placed between the robot and
the own goal. Also, since the robot has better control over the ball when it
is in front of its front legs, positive Agent-oriented Dynamic Charges (adc)s
are placed in front of the robot and negative adcs at the side of the robot,
behind it, etc.

The charges encode our knowledge about desirable and undesirable sit-
uations. We distinguish between four different types of charges.

Static charges (scs) In many cases, the very structure of the environment
determines some places where it is desirable or undesirable for the
probe to be. In the RoboCup domain, for instance, the opponent net
is a highly desirable place for the ball, while our own net is highly
undesirable. This can be modeled by attaching positive and negative
static charges to these places as can be seen in Figure 8.2.

Undirected dynamic charges (udcs) The desirability of a situation may
also be influenced by the position of some movable objects: for in-
stance, by the position of obstacles s.a. the opponent players. We
model this by attaching udcs to these objects, that is, single point
charges placed at the position of the object.

Note that an udc influences its surroundings symmetrically, as shown
in Figure 8.4.

Environment-oriented dynamic charges (edcs) In some cases, we would
like an object to be asymmetrically charged with respect to the elec-
tric field in which it is embedded. To do this, we attach an edc to
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Figure 8.2: Electric potential generated by a given configuration of charges.
The own net (left of the field) is highly negative and the opponent net (right
of the field) is highly positive.
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Figure 8.3: The equipotential lines of the electric field of Figure8.2.
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Figure 8.4: An Undirected Dynamic Charge udc.
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the object: a pattern of charges oriented according to the field lines
at the object’s position. In our domain, for instance, it is desirable
to place the ball on the side of a player that faces the opponent net,
but it is undesirable to place it between the player and the own net.
Correspondingly, we attach to each player a pattern of three charges:
a positive charge where the potential increases, and two negative ones
where the potential decreases, as shown by the upper left player in
Figure 8.2.

Agent-oriented Dynamic Charges (adcs) In some cases, we need to let
the orientation of the object affect the field. To do so, we attach an
adc to the object: a pattern of charges with the same orientation as
the object itself. In our example, since a robot is able to manipulate
the ball only when it is in front of it, we attach positive charge in
front of each player. An example of this is the lower right player in
Figure 8.2, that has both edcs as explained in the previous case, and
an adc on its tip.

The overall potential at a position p is simply given by the superposition
of the contributions of all the charges qi in the environment, according to
Coulomb’s Law:

∑

i

qi
r2
, where r is the distance of p from the charge. (8.1)

Note that some of the movable objects may be controlled, i.e., the robot
can perform actions that modify its position. By doing so, the agent can
effectively modify the position of the corresponding charges, and hence the
electric potential at the position of the probe. This fact provides the basis
for action selection.

The electric field encodes our knowledge about the heuristic value of
possible system configurations. Intuitively, we encode knowledge related to
the structure of the system by scs; and knowledge related to the current
state by dynamic charges. The principle of superposition integrates this
knowledge into an overall electric field. The heuristic value of a system
configuration is then evaluated by computing the electric potential at the
position of the probe.

This heuristic evaluation can be used for action selection: the goodness
of each action a in a given situation s is given by the value of the situation
that would result by performing a in s. Intuitively, the placement of the
charges will lead the agent to prefer actions that cause the relevant objects
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procedure action select (situation)
highest potential := −∞;
possible actions := find applicable actions(situation);
foreach action in possible actions

simulate(action, situation);
potential := calculate potential(probe);
if potential > highest potential then

highest potential := potential;
best action := action;

end if;
end foreach;
return(best action);

Figure 8.5: An action selection algorithm for single probe environments.

to go “at the right places,” and to avoid actions that result in a dangerous
configurations. In general, action selection can be performed by the simple
algorithm in Figure 8.5.

From an agent’s point of view, it is convenient to distinguish between
two different types of actions which both can influence the potential at the
probe position: Actions of Navigation (AoN) where the agent changes its
own position, and Actions of Manipulation (AoM) where the agent changes
the position of an object in the environment. For example, in the RoboCup
domain, AoN include moving and turning, while AoM include kicking or
pushing the ball. If we associate positive charges to our own players and
to the opponent net, negative charges to the opponent players and to our
own net, and attach the probe to the ball, then the above action selection
algorithm will tend to favor AoN that bring the player close the ball or
between the ball and an opponent player. (This is because this will increase
the potential at the ball position.) It will also tend to favor AoM that move
the ball close to one of our own players or into the opponent net, whenever
these actions are applicable (i.e., when the ball is in front of the player).
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Figure 8.6: The “Team Sweden” architecture.

8.3 Using the Electric Field Approach

In order to illustrate the electric field approach, we show how we have applied
it in the “Team Sweden” entry at RoboCup-2000 [134].1 The robots used
were the AIBO legged robots produced by Sony [146].

The basic architecture implemented in each robot is sketched in Fig-
ure 8.6. This is a layered architecture for autonomy inspired by the Think-
ing Cap [133]. The lower layer provides an abstract interface to the physical
functionalities of the robot. The middle layer is responsible for maintain-
ing a local representation of the space around the robot (pam), and for
implementing a set of robust tactical behaviors (hbm). This layer is also
responsible for actively controlling the head in order to keep track of those
objects which are most important for the current task [135].

The higher layer includes a module for maintaining a global map of
the field (gm) and a reactive planner (rp) that makes real-time strategic

1More information about the Team Sweden effort can be found at its web site [148]
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decisions based on the information about the position of the objects in the
field provided by the gm. It is important to note that this information
is intrinsically affected by some amount of uncertainty. There are several
reasons for this. First, the visual recognition of the object is subject to
errors due to occlusions and reflections; second, the estimate of their position
relative to the robot is affected by the noise and imprecision of the sensors;
finally, in order to translate these position in global (field) coordinates, the
robot must know its own position in the field, which can only be estimated
with some degree of certainty (see Buschka et al. about the self-localization
technique used in the gm [36]).

8.3.1 The behaviors

The rp uses the efa to dynamically decide which behavior, among those
implemented in the hbm, should be used at every moment. The main be-
haviors used in our domain are listed in Figure 8.7. Navigation behaviors
(marked by AoN) modify the position of the robot in the field; manipu-
lation behaviors (AoM) modify the position of other objects, typically the
ball; and perceptual behaviors (AoP) acquire information.

The GoToBall behavior brings the robot in front of the ball at a close
distance. GoBehindBall brings the robot close to the ball on the oppo-
site side of the opponent net. GoBetweenBallNet brings the robot close to
the ball on the side of its own net. These behaviors include an obstacle
avoidance strategy to avoid hitting the ball or the other robots during navi-
gation. FaceBall and AlignWithBallNet perform local adjustments in order
to achieve an adequate posture for kicking. Kick and Steal respectively kick
the ball in front of the robot using the legs, and laterally using the head.
Finally, the FindBall and SelfLocalize behaviors visually scan the field until
the ball is seen, or until enough landmarks are seen to allow establish the
robot’s location in the field, respectively.

In order to select a behavior, the rp has the following information for
each one of the available behaviors:

• Preconditions: The conditions under which the behavior will reliably
achieve its intended effect; for instance, the Kick behavior needs the
ball to be at the right position in front of the robot.

• Effects: The expected result of applying the behavior in the right
conditions; for instance, the effect of the Kick behavior is that the ball
moves in the direction of the kick by a given distance (or less if there
is an obstacle).
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Behavior Type

GoToBall AoN
GoBehindBall AoN
GoBetweenBallNet AoN

FaceBall AoN
AlignWithBallNet AoN
Kick AoM

Steal AoM
FindBall AoP
SelfLocalize AoP

Figure 8.7: The main behaviors used in the RoboCup domain.

• Perceptual needs: A behavior may need information regarding some
specific object in order to be correctly applied; for example, the Kick
behavior needs accurate information about the position of the ball.

In addition to the behavior-specific conditions, there are some general do-
main specific constraints that should not be violated. The rp must verify
that the situation produced by applying the behavior does not violate these
constraints. In our domain, the main constraints are:

• the robot should not go out of the field, and

• the robot should not enter any zone which is forbidden by the RoboCup
rules.

We call these tests post-conditioned applicability conditions.

8.3.2 Evaluating the behaviors

Whenever the rp is called, it uses an instance of the efa algorithm given in
Figure 8.5 to decide which behavior to use.

The core of the selection is the prediction of the effect of the behavior,
and the heuristic evaluation of this effect by measuring the potential in
the electric field at the selected probe point (the ball). It should be noted
that perceptual behaviors are treated in a special way. We are currently
considering a more uniform way to include evaluation of these behaviors in
the electric field approach.

Figure 8.8 shows the result of evaluating two possible kicking actions in
a given situation. The black circle shows the current position of the ball, the
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Figure 8.8: A situation where the KickBall behavior is prefered.
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Figure 8.9: A situation where the StealRight behavior is prefered.
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grey circles show the predicted positions of the balls after applying the Kick
and the Steal behavior, respectively. The Kick behavior is selected since it
would put the ball at a position with a higher potential. Figure 8.9 shows
how the same example is modified when an opponent player is standing in
front of the agent. The predicted position of the ball after executing a Kick
lays now right in front of the opponent, in an area with a negative potential.
Therefore, the Steal behavior is selected in this situation, thus passing the
ball to the team mate. This example shows how the implemented action
selection strategy can achieve some degree of (implicit) coordination.

An important issue is how often the rp should be called. Since the
RoboCup domain is highly uncertain and dynamic, the rp cannot simply
select a behavior and stick to it until that behavior has completed, since
external factors may make this behavior inadequate. On the other hand,
continuously re-evaluating the situation may lead to an unstable system,
e.g., in case two behaviors have similar heuristic values. In our domain, we
have adopted an extension of the approach proposed in [120]. We select a
behavior, and commit to it until either:

• the behavior is close to completion;

• the behavior cannot be safely executed; or

• the situation has significantly changed since the time the behavior was
selected.

When any of these conditions is true, the rp is called again and a (possibly
different) new behavior is selected. Examples of the last condition are the
fact that the ball has moved by a significant amount, or that the quality of
the robot’s self localization has significantly improved.

8.3.3 Implementation

In implementing the efa in the Sony robots we considered the need to guar-
antee real time response with limited on-board computational resources. We
represent the electric potential on a grid of 20 × 30 cells, representing a play
ground of 2 × 3 meters. The electric generated by the scs (the ones on the
goal nets) is precomputed. We also precompute the potentials generated
by the patterns of edcs for a team-mate, at 16 different orientations, and
store them in 16 reduced grids. We do the same for the opponents. To
evaluate a given situation, then, we superimpose the relevant grids for each
agent, placed at the agent’s position, to the global grid, and then compute
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the resulting potential at the ball position by adding the values in the cor-
responding cell of each grid.

The gm provides information about the position of all agents, including
the robot itself, and of the ball. It also provides a measure of the uncertainty
that affects each item of information. When the uncertainty of the self-
location is above a given threshold, the evaluation of the situation would
not be meaningful, and the rp activates the SelfLocalize behavior. When
the uncertainty of the ball position is too high with respect to a threshold
set by the selected behavior, the rp activates the FindBall behavior. Special
provisions are implemented to treat the cases when these behaviors fail.

The results of the efa obviously depend on the location and intensity
of the charges attached to the different objects. To tune an action selection
strategy means to calibrate these charges in order to obtain the intended
effects. For example, increasing the negative charges attached to our own
net increases the defensive attitude, since the GoBetweenBallNet behavior
will in general receive higher scores. Increasing the value of the positive
charges attached to the team-mate players with respect to those attached to
the opponent net results in an increased tendency to pass the ball. In our
experience, calibrating the charges has been relatively easy. This might not
be so, however, in significantly more complex domains.

8.3.4 Example

Figures 8.10 and 8.11 shows a sequence of decisions produced by the efa in
a simplified (one agent) situation. (Similar sequences occurred in the actual
competition, but the complexity of the situations makes them difficult to
record and report.) The agent is started with no state information, so
the first behaviors applied are SelfLocalize and FindBall . After that, the
applicable behaviors are evaluated: since the ball is far from the agent, only
the AoN behaviors are applicable. Of these, the GoBetweenBallNet results
in the highest potential at the ball position (Figure 8.10): intuitively, this
behavior brings the agent to a defensive position where its positive charges
best “shield” the negative potential produced by our own net.

While executing the GoBetweenBallNet, the ball moves to the other side
of the field. This change in the situation triggers a re-evaluation of the
behaviors. The orientation of the field lines around the ball position is now
different, which makes the GoBehindBall behavior the preferred one (2 in
Figure 8.11).

When this behavior is close to completion, the behaviors are re-evaluated.
The agent is now close to the ball, so the FaceBall, AlignWithBallNet, Kick
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1

Figure 8.10: A simple demonstration of GoBetweenBallNet.
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2

3

4

Figure 8.11: A simple demonstration of StealLeft, followed by GoBehindBall,
AlignBallNet and KickBall.
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and Steal behaviors are applicable. Of these, the Kick and Steal behaviors
would move the ball to places with a lower potential than the current one,
while AlignWithBallNet would slightly increase the potential on the ball.
The robot so performs the AlignWithBallNet (3 in Figure 8.11), and then
re-evaluates the behaviors. The Kick behavior is now the preferred one (4
in Figure 8.11), since it will bring the ball into the opponent net.

8.4 Discussion

In our experience, the efa proved to be a general and robust approach to
robot control that in addition is easy to maintain and reconfigure.

8.4.1 Generality

An obvious question is if, and how, the efa can be used for tasks other
than RoboCup. To this respect, the first thing to note is that the efa
includes the classical potential field approach as a special case.2 These can
be encoded in the efa by attaching negative charges to the obstacles, a
positive charge to the goal, and using the robot itself as a probe. The only
actions available in this case are one-step motions of the robot. Motion
generation corresponds to the one-step look-ahead approach presented here,
while motion planning corresponds to a full look-ahead to the goal point.

The extension we make, to also allow AoMs, shows that the efa is
applicable in at least one more complex domain than a pure navigation task
represents. Of course this is not to say that it is a silver bullet to all hard
problems, but we believe that there are other domains, dealing with both
navigation and manipulation that could benefit from a efa-based solution.

One simple example is the following collective robotics setup, used in
[14] to show the emergence of stigmergy.3 In a square, simple robots push
pucks in front of them to create heaps. It does not matter where the heaps
are built, the measure of success is instead expressed in terms of the total
distance between the pucks, thus the pucks are the probes of this setting.

Since the position of the heaps is irrelevant, and there are no obstacles,
there is no need for any static charges.The pucks have positive udcs, since
they are not only probes, but also goals for other pucks irrespectively of

2This inclusion is only conceptual. Strictly speaking, not all potential functions used
in potential field approaches can be obtained by configurations of electric charges placed
on the obstacles.

3Stigmergy is the effect of getting an “incitement to work by the products of work”,
originally studied in termite nest building [68].
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Figure 8.12: (i) The initial stage. (ii) After some time, small heaps of pucks
are created. (iii) Soon there are just a few heaps left and finally: (iv) all
pucks are gathered in the same heap.

their orientation. The agents are equipped with a front end, able to push
the pucks (and thus the fronts have a positive adc), while the other sides
of the agent are assumed unable to move the puck in a controlled way and
therefore charged slightly negative.

In order to better be able to control the direction in which the agents
push the puck, the agents could have edcs to encourage it to approach the
puck from the direction that will push the pucks towards the most influential
heap.

The udcs will represent the degree of stigmergy in the system. The edcs
will effect the willingness to push the puck in the “right” direction from the
beginning, and the adc will encourage the ability to push pucks away from
each other (e.g., to split up a small heap).

8.4.2 Maintainability

We have found that the efa can be easily adapted to perform tasks in the
same domain by modifying a few elements, without any change to the basic
algorithm. Moreover, it is easy to include more objects or probes in the
environment. This is due to the additive nature of the field, and the fact
that all objects are modeled in similar ways.

As an example, one part of the RoboCup ’2000 competition was a “co-
operation challenge” defined as follows. Two agents were put at two opposite
halves of the field; the first had to reach the ball and pass it to the second,
who had to score. The rules imposed that each agent stayed in its own half-
field, and forbid the first agent from scoring. The program we used for this
challenge was the same one used for normal games, with a few modifications
to the rp:
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• the passing agent did not attach positive charges to the net, disabling
its tendency to score;

• the receiving agent did not attach positive charges on its team-mate,
thus disabling its tendency to pass; and

• the forbidden zones for each agent were extended to include the oppo-
site half-field.

It only took a few hours the night before the challenge was played to adapt
our programs to use this new strategy. Nonetheless, our robots finished
fourth (out of 12) in this challenge.

8.4.3 Robustness

The efa has demonstrated good performance in a domain, like RoboCup,
characterized by a high degree of uncertainty. There are two main reasons
for this. First, the efa provides a smooth degradation with respect to errors
in the calibration of the charges or in the estimated state of the environment:
if these errors are small, the selected action will be close to the optimal one
with respect to its effects.

The second reason is that the analogical representation of the domain
in terms of charges in space is better suited to account for the type of
uncertainty (mainly positional) in our domain than, say, a symbolic rep-
resentation. For example, uncertainty in the position of an agent may be
represented by a corresponding spatial spreading of that agent’s charges. In
this way, uncertainty is fully retained throughout the process of action selec-
tion and as little information as possible is lost in abstraction, an important
property in uncertain domains [121]. Note that we could account for the
uncertainty in the result of actions in a similar way.

8.4.4 Limitations

There are limitations to the current development of the efa. For example,
we have only explored the use of efa for one-step look-ahead decision mak-
ing. This may obviously lead to myopic behavior, and it would be worth
to study the use of efa to generate short term plans. Another limitation
is that we currently account for information gathering actions in a ad-hoc
way. We believe that there are ways to include a uniform treatment of these
actions in the efa framework. We intend to develop both these issues in our
future work.
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Another interesting question is how to avoid conflicts from several agents
using the same probe. An example in our domain is when two players go
on the ball at the same time from different directions. Both increase the
potential of the ball by moving closer to it or by pushing it towards the
team mate. A way to solve this type of problems would be to have explicit
communication between the players; we are currently investigating how to
include communicative acts into the efa.

8.5 Concluding remarks

We believe that the efa is an useful approach to autonomous robot control
in that it shows to be general, easy to adopt to new tasks, and suitable for
environments with uncertainty in the position of objects.

8.6 Future work

During the work with the efa, we have realized that there are still many
loose ends where improvements may be done in the use of the approach in
the RoboCup. For instance to:

• use the full fuzzy positioning representation to create a more proba-
bilistic based basis for the calculations of the potentials,

• create statistics on the outcomes of actions of manipulation, in order
to better represent the uncertainty of the look-ahead, e.g., where the
ball ends up when being kicked,

• investigate how to use communication in combination with the efa to
enable cooperation and a coordinated play, and

• examine how dynamic changes of charges and probes can be used to
adapt to the actual state of the game. We have identified four lay-
ers depicted in Figure 8.13 and will try this architecture out during
forthcoming RoboCup tournaments.

We are of course also interested in to adjust the efa to new domains, as we
believe that the approach is not specific to robot soccer.
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The map of the 
environment

The set of possible
states in the game

The set of applicable
strategies expressed
as probes and charges

The set of behaviors

P C
P C

P C
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P C
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EFA analysis

Robot movements

Figure 8.13: The four layers of the electric field approach. The raw data
from the map is analysed to identify the state of the game. The state of
the game then leads to a strategy which is implemented in form of charges
and probes. The action selection algorithm is then run to select the most
promising behavior.



Chapter 9

Using Mobile Agents for IN

Load Control

based on the publication [40]

9.1 Introduction

The Intelligent Network (in) concept was developed in order to enable opera-
tors of telecommunication networks to create and maintain services quickly
[110]. Two important entities of an in are the Service Switching Points
(ssps) and the Service Control Points (scps). The ssps continuously re-
ceive requests of services which they cannot serve without the help of the
scps where all service software resides. Thus, the scps are providers and the
ssps are consumers. The ssps and scps communicate via a signaling network
which we here will represent as a cloud rather than a specific topology of sig-
naling links and nodes. This is because we assume the computational power
at the scps to be the bottleneck (i.e., the ability to handle the requests),
rather than the signaling network itself. It is assumed that a small part
of the available bandwidth of this network is reserved for the load control
mechanism, in our case agent communication and transportation.

If n is the number of scps and m is the number of ssps, where typically
n < m, we have the simplified in configuration shown in Figure 9.1 (taken
from Arvidsson et al. [5]). It is assumed that all scps support the same set
of service classes and that all service requests can be directed by a ssp to
any scp.

127
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SS7 Signalling Network "cloud"

. . . . . .

SSP1

SSPn

SSP2

. . . . . .

SCPm

SCP2

SCP1

Figure 9.1: An Intelligent Network (in) with m scps and n ssps
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As been observed by Arvidsson et al. [5], in load control can be seen as
a distributed resource allocation problem:

“On one hand, there is the desire to serve all service requests
that are often unpredictable and bursty with regard to time,
rate and volume. On the other hand, all the resources in the
network have finite capacity and must be managed for optimal
allocation amongst different usage requests. Resource allocation
in in involves three tasks:

1. monitoring utilization levels of resources (in particular scp
processors),

2. control of the allocation of these resources and

3. granting/denial of permission to individual service requests
to use the resources.”

More specifically, there are a number of goals that an ideal solution to this
load control problem would meet. For instance, scp load levels should be as
close to the target load (e.g., 0.9 Erlangs, corresponding to 90% of its capac-
ity) as possible but not exceed it.1 If an overload situation is approaching,
the ssps should throttle new requests. The system should also be able to
quickly react to sudden increases in offered loads and increase the carried
load correspondingly. Finally, it should balance the load equally between
the scps.

The number and complexity of Intelligent Network (in) services, as well
as their usage, is rapidly increasing. As a consequence, the task of dimension-
ing the network to ensure acceptable performance is getting more difficult.
This, in turn, makes the choice of strategy for load control important, not
only for guaranteeing efficient use of the network, but also for supporting
the desired flexibility.

In traditional approaches to in load control, the main focus has been on
the protection of individual scps. We argue that better overall solutions will
be achieved if the usage of resources is optimized globally at the network
level. We also argue that agent technology is a suitable tool for implement-
ing this and that an agent-based solution in addition have the potential to
provide increased flexibility, adaptability, openness, and robustness.

1This is due to the requirement of having certain capacity dedicated to, e.g., mainte-
nance, urgent services etc.
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9.2 The model of the IN studied

In this study we concentrate on the ssps and the scps. It is also assumed
that a small part of the available bandwidth of this network is reserved for
the load control mechanism, in our case agent communication and trans-
portation. It is assumed that all scps support the same set of service classes
and that all service requests can be directed by a ssp to any scp. in load
control can be seen as a distributed resource allocation problem.

On one hand, there is the desire to serve all service requests that are
often unpredictable and bursty with regard to time, rate and volume. On
the other hand, all the resources in the network have finite capacity and
must be managed for optimal allocation amongst different usage requests.
More specifically, there are a number of goals that an ideal solution to this
load control problem would meet [5].

• The scp loads levels should be as close to the target load as possible
but not exceed it.

• If an overload situation is approaching, the ssps should throttle new
requests.

• The system should also be able to quickly react to sudden increases in
offered loads and increase the carried load correspondingly.

• Moreover, it should balance the load equally between the scps.

• Finally, as different types of services have different profit for the oper-
ator, selection of which requests to serve should be made in order to
maximize profit.

9.3 The auction-based approach to IN load control

Arvidsson et al. [5] have suggested an approach where the in load control is
carried out by means of auctions using tokens. The multi-agent architecture
consists of three types of agents:

• Quantifiers: One for each scp, which try to sell the amount of to-
kens that corresponds to the load that the scp can serve between two
auctions.

• Allocators: One for each ssp, which try to buy the amount of token
corresponding to the requests it predicts it will receive during the time
to the next auction.
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• Distributors Receives bids from the quantifiers corresponding the avail-
able capacity at their scp (and the prices), and from the allocators
containing the number of expected service requests. The distributor
then carries out the auction so that the common good is maximized
and sends messages about the result to the allocators.

An ssp maintains a pool of tokens for each scp and service class pairing.
Each time the ssp feeds an scp with a request of a particular service class,
one token is removed from the associated pool (a token corresponds to the
processing power needed to process a request of that service class). If all
pools associated with a particular class are empty, the ssp cannot accept
more requests of that class. The pools are refilled at the auctions that
take place at fixed time intervals. In order to avoid spending all tokens
immediately during high loads, percentage thinning2. is used.

There are several problems with the auction-based approach.

• Firstly, it is centralized since it depends on a single agent, the distrib-
utor, to facilitate auctions. Thus, if the distributor goes down, the
whole system goes down.

• Second, the auctions makes the allocation synchronous. Therefore, it
slows down the reaction to changes in the ssp loads, i.e., the allocators
have to wait for the next auction in order to adapt to increasing arrival
rates.

To overcome these shortcomings, we suggest an approach based on mobile
brokers that is more distributed and asynchronous.

9.4 The mobile broker approach to IN load control

In this approach, each quantifier has a mobile broker that continually visits
each (or a subset) of the allocators offering the processor capacity currently
available at the corresponding scp.

The allocator then either asks for the processor capacity it needs for the
moment (or rather, predicts it will need in the near future), or waits for the
next broker to appear. The mobile brokers thus replace the distributors and
contrary to the auction-based approach, do not make use of tokens or any
other kind of money.

2percentage thinning is a mechanism that sees to that all resources are not handed
out at once when the auction is over. For more details about this solution we refer to
Arvidsson et al. [5]
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Implementing a broker as a full-fledged mobile agent may in some situa-
tions cause too much signaling overhead on the network. A possible solution
would to either let the quantifiers do the brokers’ work just by communi-
cating with the allocators rather than visiting them, or just send the data
corresponding to the brokers state between the allocators. However, this is
just a matter of implementation.

There are many possible strategies for adapting the broker routes when
load changes. Some principles that can be used to guide the behavior of the
quantifier are, e.g.: “The higher load of the corresponding scp, the greater
is the tendency to exclude allocators that do not demand much capacity
from the route.”

If the load of the corresponding scp is (relatively) low, more allocators
should be included in the route. Some examples of principles to guide the
behavior of the allocators are: “If the time between broker visits is too
long or if the brokers do not have enough processor capacity available, ask
another quantifier if it could be included in the route of its broker.”

If brokers visit too often, ask one of the quantifiers to be excluded from
the broker route of that quantifier. Note that since the principles above are
partially overlapping, and perhaps even contradictory in some situations,
the choice of which principles to use requires careful analysis and will be a
subject for future investigations.

The broker and the allocator interacts as follows:

1. The allocator demands the processor capacity corresponding to the
requests it received since the last broker visit (subtracting the capacity
that it has been given by other brokers).

2. If possible, the broker satisfies this request, otherwise it gives the al-
locator the remaining capacity at its scp.

At each broker visit, an allocator first requests the broker to give it the
processor capacity it needs for the moment (or predict it will need in the near
future). The broker then tries to satisfy this request, taking into account
the current load at its corresponding scp and the target load.

There are two problems with the basic approach:

• When the overall load of the system is high there is a risk that a few
allocators in a broker s route buy all the available capacity.

• When the overall load of the system is low there is a large amount
of surplus capacity of each scp that is not assigned to any of the
allocators in the route.
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We have adopted an approach in which the broker tries to distribute the
scp processor capacity between the allocators in the route in proportion to
the amount of capacity they have requested. However, other approaches are
possible! If a few allocators in a broker s route buy all the available capacity,
this may lead to starvation for some other allocators. Also, it would not be
a problem to have a large amount of unassigned surplus capacity, if an
allocator was able to make perfect predictions of the processor capacity it
needs to serve the incoming requests until the next broker visit.

However, this assumption is clearly not realistic. If an allocator predicts
a smaller rate of requests than the actual rate of requests, and consequently
asks for too little processor capacity, its ssp will reject some of these requests,
even though the scp may have plenty of free capacity.

In our implementation, each broker keeps track of two values for each
allocator in its route: the demand, dj

i , i.e., how much processor capacity the

allocator asked for, and the upper limit, uj
i , which is the processor capacity

actually given to the allocator. The broker then calculates the upper limit
for that allocator using the following formula:

uj
i = (dj

i · Tj)/Dj (9.1)

where Dj is the total demand
∑

dj
i , and Tj is the target load. Note that in

case of a sudden increase in demand, as soon as Dj becomes greater than
Tj , the broker will give the allocator less than it requested. On the other

hand, the sum of the upper limits,
∑

uj
i , may momentarily exceed Tj , which

in the worst case will lead to a transient overload situation. However, the
mechanism is self-stabilizing, and will find an equilibrium within one route
(given that the demands, dj

i , are relatively stable).

9.5 Experiments – simulation model

The following sections describe the parameters used in our experiments.

9.5.1 General setup of the experiments

• The in configuration has 8 scps and 32 ssps, which are assumed to
be statistically identical respectively. The processors at the scps are
engineered to operate at a nominal load of 35 per cent and with a
maximum permissible load of 90 per cent.
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• All messages passing through the network experience a constant delay
of 5 ms, and it is assumed that no messages are lost and network
resources do not overload.

• The network supports two service classes which are modified services
of the two services defined by Karagiannis et al. [90]. The call holding
times of both services are negative exponentially distributed with a
mean of 100 s. Each call consists of a connection phase, which corre-
sponds to a processing load of 4.1 ms for service 1 and 6.4 ms for service
2, and a disconnection phase, which corresponds to a processing load
of 1.4 ms and 0.16 ms respectively.

• Service requests arrive according to independent Poisson processes.
In the simulations, the arrival rate is stated in terms of offered load
corresponding to aggregated scp load (between 0 and 2 Erlangs, i.e.,
between no traffic and severe overload).

9.5.2 Auction and broker specific parameters

The auction-based approach specific attributes are the same as in Arvidsson
et al., i.e., the interval between auctions is 10 s and the percentage thinning
probabilities are updated every second. The motivation behind the 10 s auc-
tion interval is primarily that it will lead to an acceptable level of signaling
overhead, i.e., the fraction of the signaling network bandwidth that has to
be dedicated to load control is sufficiently small. Another reason for not
choosing a smaller interval is that there must be sufficient time for both the
processing (computing bids and performing the auction) and the signaling
(sending bids before and results after the auction) needed.

Specific for the broker-based approach is that we assume that the time
needed for a broker to move from one allocator to another is 200 ms. How-
ever, if the mobile broker is implemented as a message containing just the
state of the broker (the route and the demand for each allocator in the
route), the delay is much smaller. We chose 200 ms since the signaling
network bandwidth needed for overhead caused by the agent system would
correspond to that of the auction-based approach when using the 10 s auc-
tion interval.

A smaller delay would imply even better reactions to changes in offered
load, but would also demand more network bandwidth. Moreover, in the
simulations below, each broker s route consists of four allocators, i.e., each
allocator belongs to exactly one broker’s route.
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Figure 9.2: The carried scp load averaged over all eight scps in the network
for a range of offered loads for the approaches.

9.6 Results of the simulations

In the first series of experiments, the arrival rate were kept constant corre-
sponding to an offered load to each scp of 0.35, 0.70, 0.95, 1.05, 1.50, and
2.00 Erlangs.

Figure 9.2 shows the carried scp load averaged over all eight scps in the
network for a range of offered load for the approaches. The ideal carried
load (target load) is also shown for comparison.

The graphs are based on average values from three independent simula-
tion runs. (The maximum standard deviation of the five measured values is
0.003 Erlangs and are for reasons of clarity not included in the graphs.) We
see that in normal load conditions, the choice of approach is irrelevant with
respect to carried loads. When the offered load is close to the maximum
capacity of the scps, the auction-based approach is better than the broker
approach.

On the other hand, the broker approach is slightly better to utilize the
scps during overload situations. The conclusion is that both approaches
fulfil the goal of keeping the carried load of the scps as close as possible to
the target load to an acceptable extent.

Figure 9.3 shows the average delay per message. We see that the auction-
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Figure 9.3: The delay of messages in milliseconds, given the carried load

based approach causes smaller delays than the broker-based approach in
overload situations, where the broker approach tends to give an increase in
delay linear to the load (see Figure 9.2).

Figure 9.4 shows how the two approaches manage to balance the carried
load between the scps. The carried load of each scp was repeatedly mea-
sured with the sample time 10 seconds. The standard deviation of a number
of such measurements were then averaged. Both approaches balance the
carried load equally well in overload situations.

However, when the offered load is lower than the target load, the auction-
based approach performs slightly better. Since the auction-based approach
is centralized and thus has access to global information, it will probably be
hard to achieve better results using a distributed solution in this respect.
This is a price that we have to pay for getting the advantages with an
distributed approach. Please note that in this experiment each allocator was
only visited by one broker corresponding to the worst case scenario for the
broker approach. However, we regard the performance of both approaches
as acceptable and therefore fulfilling the goal of balancing the load fairly
between the scps.
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Figure 9.4: The standard deviation of the carried load of the scps

9.6.1 Improvement of the allocator’s bidding strategy

In the approach we have used there was actually no mechanism for spreading
the load equally between the scps. We suggest an approach were this is taken
cared of by the allocators. The underlying idea is that an allocator should
request more processor capacity from the brokers whose scp are relatively
lightly loaded, and vice versa.

• The allocator has implicit knowledge of the load of the scps whose
brokers are visiting it. The quotient of the requested and the actually
given capacity is a measure of relative load.

• The allocators request proportionally less from brokers whose relative
load is higher than the average relative load (of the brokers visiting
it), and vice versa.

Since the allocator may store previous requests and capacities given to it
by the brokers, it can calculate the relative load at each of the scps of the
visiting brokers. For instance, given that broker j visits allocator i, the
demand dj

i divided by the upper limit uj
i is the estimated relative load rj

i

carried by scp j.
If more than one broker visit an allocator, this information may be used

by the allocator in order to solve the problem of how to balance the carried
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Figure 9.5: The carried load of the scps in the auction solution compared
to the target load.

load between the different scps, since it knows the relative load carried
by each of the scps. The calculations may be carried out in the following
manner:

• The allocator keeps track of the relative loads of each of the scps of
the visiting brokers and their overall averaged relative loads.

• The demand given to the visiting broker is then calculated in a way
that if every other demand and allocation in the system remains the
same, the bid given will (as far as possible) balance the load between
the scps.

This improvement is subject to furhter investigations in Chapter 10.

9.6.2 Simulations of respons to sudden changes in load

In the next series of experiments, the arrival rates were varied in a step so
that the offered load to each scp instantly went from 0.35 to 2.00 Erlangs.

Figure 9.5 illustrates the response of the auction-based approach when
the offered load is increased from 0.35 to 2 Erlangs in one step. We see that
it is unable to cope with the increased load during the first auction interval.
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Figure 9.6: The carried load of the scps in the broker solution compared to
the target load.

In Figure 9.6 the response of the broker-based approach is shown when
exposed to the same sudden increase in offered load as in Figure 9.5. We
see that it handles the peak fairly well and after some seconds the carried
load is stabilized close to the target load. Note also that even after the ten
seconds that the auction-based approach needs to get a grip of the situation,
the carried load of broker approach is closer to the target load. Thus, we
conclude that the broker approach performs better than the auction-based
approach with respect to the goal of fast response to increased loads.

9.7 Discussion

We chose 200 ms since the signaling network bandwidth needed for overhead
caused by the agent system would correspond to that of the auction-based
approach when using the 10 s auction interval. A smaller delay would imply
even better reactions to changes in offered load, but would also demand
more network bandwidth.

However, one simple way to significantly reduce the overhead for both
approaches is to not run auctions every ten seconds, or to let brokers stand
still most of the time! Then they could be initiated only when large changes
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in the offered load occur, i.e., let the allocators do this.
We have not implemented a profit maximizing method for the broker

approach. However, it can be made at least as good as the auction approach.
An interesting idea is to combine the two approaches. One hybrid solu-

tion would be to keep the central auctions but use brokers between auctions
to:

• Increase reactivity of the allocation, so that the allocators do not have
to wait for the next auction.

• Enable the quantifiers to offer surplus capacity between auctions.

• Use the brokers only when the distributor goes down (e.g., caused
by computer or network failure). The system would then leave the
auction-driven allocation instantly (i.e., as soon as the failure has been
detected) and turn to broker-driven allocation.

Since we have studied a single operator domain, we have not focussed on
security issues. However, an area for future research is the applicability of
the mobile broker approach in multi-operator domains. In such domains
security becomes an important issue that must be addressed.

When considering multi-operator scenarios, the mobile broker concept
opens up many interesting possibilities. For instance, if different operator
owns different parts of the in, the owners of scps can choose freely which
ssps they want to do business with, and vice versa. Also differentiated
pricing is possible.

Another possible scenario is one where different operators own different
ins and use brokers to sell surplus capacity between different ins.

9.8 Conclusions

The broker approach is truly distributed and more asynchronous compared
to the auction-based approach, implying:

1. Increased fault tolerance (not depending on a single agent to facilitate
auctions).

2. Faster re-allocation (no need to wait for the auctions).

3. Greater flexibility:

• quantifiers can choose freely which allocators to deal with (e.g,
the closest in order to reduce network load)
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• differentiated pricing is possible, e.g., based on the quality of
service in the allocation

• ability to model many kinds of selfish agent behaviour, which
may be desirable in a multi-operator domain
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Chapter 10

Dual balancing in dynamic

resource allocations

based on the publication [86]

10.1 Introduction

Dynamic resource allocation is a problem that arises in various areas such
as:

• Telecommunication networks, where resources sometimes need to be
reallocated in order to avoid overload situations in a distributed switch-
ing system, such as a SS7 network. One proposed solution make use of
traditional probabilistic heuristics e.g. Call Gapping and Percentage
Blocking [19].

• Utility distribution in which the goal is to, as efficiently as possible,
make sure that utility is delivered to the customers. Here the prefer-
ences of the customers may vary over time, e.g. it may be important
for one customer to have enough warm water for a shower in the morn-
ing, while it is less important to have it during the day when nobody
is home. The allocation can efficiently be achieved through the use of
distributed, hierarchical auctions [164].

• CPU load balancing, where the mean job flow time in a network of
processors may be minimized through dynamically allocating different
processes to different CPUs. Agent technology and a market based
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approach based on centralized auctions is one way to cope with this
coordination problem [44].

It is doubtless an important problem to be able to handle, in order to meet
the ever increasing expectations of the customers of systems such as the ones
described above.

From a general point of view, dynamic resource allocation deals with
the problem of allocating resources produced by a set of providers to a set
of customers. The amount of available resources, as well as the rate of
consumption (and thus the need for the resources) may vary over time, and
the resources cannot be saved for later usage. The problem is to dynamically
update the allocation in a way that the following goals are achieved:

1. If the total capacity of the providers exceeds the total demand of the
customers, all customers should get as much resources as they need.

2. In all situations, the deviation between the relative amount of resources
given to the consumers should be kept as small as possible. By “rela-
tive amount of resources”, we mean the amount of resources a customer
gets divided by the amount of resources it demands. This is one possi-
ble way to describe consumer fairness in a dynamic resource allocation
problem.

3. In all situations, the deviation between the utilizations of the providers
should be kept as small as possible, i.e. the utilization of the resources
should be balanced between the providers. Just as in the previous
goal, this is a measure of fairness, but from the provider side, – each
provider should be utilized equally much.

4. The utilization of a provider should not exceed its target capacity, i.e.
the limit telling how much of the available resources of the provider
that should be used maximally. For instance the target capacity may
be lower than the actual capacity when the provider have to save
some of its resources for higher prioritized tasks, such as alarm calls,
electricity for essential equipment such as water pumps, and CPU
power for operating system calls.

In other words, we would like to allocate the resources in a fair way (both
from the perspective of the provider and the consumer) without wasting any
resources or violating any target capacities.
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10.1.1 Outline of the chapter

Firstly, in Section 10.2 we describe four different distributed approaches to
the problem of dynamic resource allocation. Some properties are common
for all the proposals, such as the overall architecture and the abilities to
communicate, and some are different, i.e. the calculation of demands and
allocations. This section also includes a table at page 147 of the notations
and abbreviations used in the paper. We then in Section 10.3 refer to a
description of a typical instance of a dynamic resource allocation (found in
Section 9.1), namely the one that is performed in Intelligent Networks in the
area of telecommunication. This application domain has been simulated and
a description of the simulations and their results is found in Sections 10.4
and 10.5. We then discuss the results and draw some conclusions in Sections
(10.6 and 10.7).

10.2 Mobile broker coordination in dynamic resource

allocation

We present four different distributed approaches to dynamic resource allo-
cation: the Naive Broker (nb) model, the Greedy Customer (gc) model, the
Broker Balanced (bb) coordination model, and the Dually Balanced (db)
coordination model. Common for all of the presented coordination models
are the following:

• Each provider has a broker that acts on its behalf by visiting the
consumers.

• Each broker follows a route specifying the order in which the consumers
are visited.

• In the case of two brokers visiting a consumer during the same time
period, the one that gets there first will be the first to negotiate with
the consumer.

• When a broker arrives to a consumer, the consumer starts by telling
the broker how much capacity it would like to have. The broker re-
sponds with the amount it will allocate for that consumer. No further
iterations of the negotiation is performed.

• The brokers are assumed to have full knowledge of the target capacity
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of its corresponding provider.1

• There is no other coordination between consumers, providers and bro-
kers, than the ones described above.

• The brokers and the consumers may cooperate (within the given model
of coordination above) in order to find the best global (allocation)
solution.

• The predicted demand of the consumer is the same as the actual de-
mand during the last second, i.e. it is assumed that the consumers are
not able to predict any changes in demand.

Since no information at all is used to coordinate the demands and allocations
neither in the nb model nor in the gc model, we will regard them as statically
coordinated, whereas bb and db are the dynamically coordinated models.

10.2.1 The naive broker model

In the nb model, the broker has a very simple relation to its consumers.
It gives every consumer exactly the amount of resources it asks for until
the target capacity of its provider is reached. Thus, if a broker has given
away all of its resources, the next consumer in the route will not be able to
increase its share of the resources. The consumer only asks for the amount
of resources that it predicts it will need.

10.2.2 The greedy consumer model

An improvement of the nb is the gc. Here we let the consumers ask for more
than they think they need, i.e. a bid that exceeds their predicted demand
and the broker still gives the consumer the exact amount of resources it
asks for. This is a greedy behavior that protects against each individual
consumer’s risk of running out of resources, however asking for more than
it need may cause a lack of resources even though the provider run below
target capacity. The gc range from the pure nb model to a strictly selfish
behavior, in which the consumers always ask for all the available capacity
that the broker has. This means that only the first consumer along the route
of the broker gets any resources. This degree of greediness can be seen as a
mixed strategy in a cooperative game as has been discussed e.g. in Part I
([80]).

1Note that this is not the same as being fully updated on the current available capacity
of the provider.
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Notation Explanation

bb The Broker Balanced model of coordination

db The Dually Balanced model of coordination

gc The Greedy Consumer model of coordination

nb The Naive Broker model of coordination

in Intelligent Network

ol Optimal Load

ssp Service Switching Point, – a consumer node in the SS7 net-
work

scp Service Control Point, – a provider node in the SS7 network

dj
i The demand of consumer i given to broker j

Dj The total demand of all consumers of the route of broker j

φj
i The balancing factor calculated by consumer in order to

modify the demand given to broker j

g The function describing the difference between the actual
and the wanted demand

mj
i The modified demand of consumer i given to broker j

rj
i The relative load of broker j according to consumer i

T j The target capacity the provider of broker j

uj
i The upper limit of resources given to consumer i by broker

j

Table 10.1: The symbols and abbreviations used in the chapter
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10.2.3 The broker balanced coordination model

In the bb coordination model, each broker j keeps track of two values for
each consumer i in its route: the demand, dj

i , i.e., how much capacity the

consumer asked for, and the upper limit, uj
i , which is capacity actually given

to the consumer. The broker then calculates the upper limit for that con-
sumer using the following formula:

uj
i =

(dj
i · Tj)

Dj
, (10.1)

where Dj is the total demand,
∑

i d
j
i , and Tj is the target capacity. Note

that in case of a sudden increase in demand, as soon as Dj becomes greater
than Tj , the broker will give the allocator less than it requested. On the

other hand, the sum of the upper limits,
∑

i u
j
i , may momentarily exceed

Tj , which in the worst case will lead to a transient overload situation. The
mechanism is self-stabilizing, and will find an equilibrium within one route
(given that the demands, dj

i , stabilize on new levels).

10.2.4 The dually balanced coordination model

In addition to having brokers balance the load among its consumers, each
consumer may help the brokers by demanding in a way that the total re-
source utilization is spread out evenly between the providers, whose brokers
visit the consumer. This coordination model, denoted db, take both supply
and demand into account when allocating the resources.

Since a consumer i knows its own previous demand given to a broker j,
and also the amount of resources that it is given as an upper limit, it may
calculate the relative load rj

i of that broker, i.e. its total amount of demand

from the consumers in its route,
∑

i d
j
i , divided by its target capacity Tj .

2

Similar to the broker, it may now calculate its demands in a way that it
balances the load, but in this case it balances the load between the different
visiting brokers, rather than, as the broker, balancing the allocation relative
to the needs of the consumers.

We implement this by letting the consumer calculate the average of the
relative loads of its providers Si =

∑

j r
j
i /k, (where k is the number of

visiting brokers) and
∑

j 6=b r
j
i /(k − 1), (where b is the broker visiting i at

the moment). The modified demandmj
i sent to b’s provider is then a product

2In a fully cooperative system this information may be provided directly by the broker
at the time of arrival, instead of being derived from previous visits.
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of the actual demand of the consumer dj
i and a balancing factor φ made out

of the relative loads:

mj
i = dj

i · φ
j
i (10.2)

where φj
i is (approximately):

φj
i =

∑

j 6=b r
j
i /k − 1

∑

j r
j
i /k

=
k · dj

i ·
∑

j 6=b r
j
i

(k − 1) ·
∑

j r
j
i

(10.3)

To use the quotient of the relative loads directly as a regulator may cause
oscillations in the demand, but using a PID-regulator to stabilize φj

i , results
in less fluctuating values. The idea behind such a regulator is to damp the
oscillations in demand that appear when the consumers are trying to balance
their demands between their providers. This can be done by looking at the
function g that describes the difference between the actual value and the
wanted value. By numerically calculating the integration and the derivative
of g and by feeding these values back to the balancing factor φ, such an
effect may be achieved if the weights of the feedback are appropriate. More
about PID-regulators can be found in text books about control theory, e.g.
in [71].

10.3 Intelligent network resource allocation

The problem domain is described in detail in Section 9.1 starting at page 127.

10.4 Simulation model of a distributed resource allo-

cation problem

We have compared four mobile broker coordination models in a in resource
allocation problem described in Section 9.1 in a simulation study. A com-
parison between the bb and other non-distributed coordination models can
be found in Section 9 [40].

We use the same simulation model as Arvidsson et al. [5]. The in
configuration has 8 scps and 32 ssps, which are assumed to be statistically
identical respectively. The processors at the scps are engineered to operate
at a nominal load of 35% and with a maximum permissible load of 90%.
All messages passing through the network experience a constant delay of 5
ms, and it is assumed that no messages are lost and network resources do
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Place in Route b1 b2 b3 b4 b5 b6 b7 b8
1 8 28 21 4 16 24 10 26

2 7 27 3 20 15 14 11 32

3 6 2 26 19 23 13 31 8

4 5 1 25 22 17 18 9 10

5 4 32 24 21 29 30 7 12

6 3 31 27 28 14 11 15 16

7 2 30 23 18 13 6 19 20

8 1 29 22 17 5 12 25 9

Table 10.2: The visiting order of the consumers in the broker routes of our
simulations

not overload. The network supports two service classes which are modified
services of the two services defined by Karagiannis et al. [90]. The call
holding times of both services are negative exponentially distributed with a
mean of 100s. Each call consists of a connection phase, which corresponds
to a processing load of 4.1ms for service 1 and 6.4ms for service 2, and
a disconnection phase, which corresponds to a processing load of 1.4ms
and 0.16ms respectively. Service requests arrive according to independent
Poisson processes. In the simulations below, the arrival rate is stated in
terms of offered load corresponding to aggregated scp load (between 0 and
2 Erlangs, i.e., between no traffic and severe overload).

For all broker-based approaches, we assume that the time needed for a
broker to negotiate and move from one ssp to another is 200ms. A smaller
delay would imply even better reactions to changes in offered load, but would
also demand more network bandwidth. Moreover in the simulations below,
each broker’s route initially consists of eight ssp as defined in Table 10.2.
Thus, each ssp belongs to the route of exactly two brokers. Another con-
dition that is fulfilled with the routes is that each route shares at least one
ssp with every other route.3 We then simulate the following scenario:

• Initially, all consumers are offered a load corresponding to an expected
scp load of 0.35 Erlang.

• At time 200, eight consumers get a peak in demand reaching up to 2.0
Erlang. All of these eight are in the route of broker 1 (ssps 1, 2, 3, 4,

3To find out what ssp should belong to which route is not hard; however, to find a set
of routes that is optimal with respect to the visiting order as a whole is NP-complete.
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nb gc bb db

ssp 1–8 0.740 0.910 0.923 0.981

ssp 9–36 0.897 0.993 0.993 0.978

All ssps 0.814 0.949 0.956 0.980

Table 10.3: The average acceptance rates of the different coordination mod-
els (graphically shown in Figures 10.1 and 10.2)

5, 6, 7 and 8).

• At time 500, the overloaded ssps get back to a normal demand of 0.35
Erlang.

The scenario is a worst case scenario for a distributed coordination model
without any centralized possibility to communicate capacities and demands
between the providers and the consumers. This is because the ssps getting
a peak in their demand all belong to the route of the same broker, thus
making the demands in the system very unbalanced. Our goal is to find out
if our coordination model proposals are able of handling such displacements
in demands.

10.5 Results of the simulations

We describe the results of the simulations from the four different perspectives
discussed in the general problem description in Section 10.1, the ability
to deliver the amount of resources asked for without waste, the ability to
allocate the resources in a fair way according to changes in demands, the
ability to spread out the loads evenly between the providers of capacity, and
the ability to stay below target capacity for all providers.

10.5.1 The ability to deliver requested resources

We use the average ability to deliver the resource in the given scenario
as a measure of the capability of the coordination models in this matter.
Since the total demand of the system is below the total target capacity, an
optimal allocation should manage to reach a full acceptance rate at 100%.
In Figure 10.1 and Table 10.3 we see that the nb is well below the others and
that db is slightly better on allocating, than the other two top coordination
models.
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Figure 10.1: The averaged rate of acceptance over all scps in 10 simulations
for the different coordination models.

10.5.2 The deviation in the fulfillment of demands

Since the relative allocation should be kept as fair as possible, i.e. the rates
of acceptance of each ssp should be kept as close to the average acceptance
rate as possible, we compare the ssps that have a constant expected rate of
requests (that is ssp 9–32) with the ones that get a peak in demand (ssp 1–
8). In Figure 10.2 we see that the db manage to balance the allocation rates,
while the others have more or less problems in doing so (even though both
gc and bb manage to give the unpeaked ssps a higher rate of acceptance,
they fail to fulfill the needs of the overloaded ssps).

10.5.3 The deviation in loads of the providers

In Figures 10.3 – 10.6 we see how the load is spread between the scps. For
reasons of clarity, three (out of eight) characteristics of loads are shown:

• The load of scp 1, which is the provider whose customers all get a
peak in their demand.

• The load of scp 2, which shares two customers with scp 1, and whose
customers’ other brokers visit a customer with a peak in its demand
right before it visits the customer shared with scp 2 (see Table 10.2).
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Figure 10.2: The averaged rates of acceptance for the different coordination
models in the 10 simulations. The left bars show the rate of ssp 1–8, whereas
the right bars show the rate of ssp 9–32.

• The load of scp 5, which is a typical representative of all other providers
in the system (i.e. scp 3–8).4

Figure 10.3 show the load for the naive broker approach. We clearly see how
scp 1 has a higher load than the optimal load (ol).5 scp 2 has a slightly
lower load, and the rest of the brokers have a significantly lower load, staying
at approximately. 0.5 Erlang. This is because they only visit one consumer
with the a peak demand and no mechanism is implemented that coordinate
the allocation in a way that the load is spread out between the scps.

In Figure 10.4, which shows the carried load for the greedy consumer
model, we see an improvement in that both scp 1 and 2 is closer to the ol,
and the rest of the providers are much closer to the ol than in the nb.

We see in Figure 10.5 that yet some improvement is made when using
the bb model of coordination. This is because the scp 5 – type of providers

4All of scps 3–8 have almost identical characteristics, justifying the approximation of
all of them through just plotting one of them.

5The optimal load is calculated through dividing the expected total demand of all
consumers with the number of providers. We assume that all providers have the same
capacity. The ols are shown as thin lines in the diagrams on the levels of 0.35 Erlang and
0.7625 Erlang.
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Figure 10.3: The average load of scp 1, 2 and 5 in the nb over time based
on 10 simulations.
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Figure 10.4: The average load of scp 1, 2 and 5 in the gc over time based
on 10 simulations.
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Figure 10.5: The average load of scp 1, 2 and 5 in the bb over time based
on 10 simulations.
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Figure 10.6: The average load of scp 1, 2 and 5 in the db over time based
on 10 simulations.



156 Chapter 10. Dual balancing in dynamic resource allocations

are getting closer to the ol and that scp 1 and 2 manage to increase their
total load. Note that the bb gives rise to a sudden peak in load for scp
1 as the demand peaks. This is due to the brokers ability to momentarily
allocate more capacity than its target capacity, and the consumer’s ability
to use all of the capacity it has got allocated.

The last of our simulations concerned the db. We used a simple numeric
integration and derivation to stabilize the balancing factor that is used by
the allocator to decide how to split its demands between its providers. In
Figure 10.6, we see that the system re-allocates the resources in a way that
all scps get about the same load near the ol.

10.5.4 On not exceeding the target capacity

The two coordination models that best achieve the other goals of this simula-
tion, i.e. the bb and the db, are the ones that are violating the restriction of
not exceeding the target capacity (as can be seen in Figures 10.5 and 10.6).
This is because the brokers in both coordination models use the balanc-
ing mechanism described in Section 10.2.3, which momentarily may allocate
more capacity to their customers than their corresponding providers may
provide, but since that mechanism stabilizes in one iteration of the broker
route, such violations only occur when a sudden peak in demand strikes at
several ssps in a broker route at the same time. Also, since they to a higher
degree manage to utilize the capacity of the providers, they run a higher
risk of reaching the target (and above).

10.6 Discussion

What the fairness in allocation and load is concerned, nothing beats a cen-
tralized solution, since it has access to all data when it makes the allocation,
e.g. in market-based control mechanisms using centralized auctions [45], but
as pointed out in Section 9, there are several advantages with a distributed
coordination model such as increased robustness and the ability to model
owner preferences . These advantages may be implemented through mobile
brokers, and the results in Section 10.5 show that near-optimal distributed
coordination models are possible through the use of the db approach.

There is always a trade-off between the degree of decentralization on the
one hand, where a fully decentralized system have advantages such as the
ones described above, and the degree of availability of global information on
the other hand, where a pure centralized solution have this information, but
inherently lack the advantages of decentralized approaches.
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In comparison to related work, we present an evaluation of four mobile
agent-based coordination mechanisms in the domain of resource allocation
in telecommunication networks. We have previously shown that a decentral-
ized mechanisms (in that case the bb coordination mechanism) is a feasible
alternative to the centralized auction–based ones (Section 9), and the results
here show further improvements along this line.

Several projects are dealing with solutions to different dynamic resource
allocation problems, most of them by using traditional centralized non-agent
mechanisms (e.g. [20, 19, 92]), some use agents to negotiate in central mar-
kets, for instance centralized auctions [5, 157] and some use local distributed
markets, e.g. hierarchical markets [164]. Our solution differs in that we in-
troduce local markets based on the routes of the mobile agents and that
the consumers are buyers on more than one market, which facilitate global
equilibria through local interactions without any other explicit coordination
than the exchange of demands and delivered resources.

10.7 Conclusions

Dynamic resource allocation is not a new problem. However, as far as we
know, the idea of using mobile broker agents in order to balance both re-
sources and demands between providers and consumers in a truly distributed
way (i.e. the db approach) is novel.

We have studied a dynamic resource allocation problem by means of
using mobile brokers to allocate the resources between the consumers and
providers. Four different coordination models for dynamic resource alloca-
tion in a in domain were used and we may, by the result of the simulations
draw the following conclusions:

• All of the proposed models allocate the resources without use of any
global knowledge, i.e. the architectures of the approaches are truly
distributed.

• Apart from the nb, the proposed models manage to balance the re-
sources in a in scenario fairly well.

• By using the db, it is possible to coordinate allocations in dynamic
resource allocation in a way that fulfills the goals 1–3 stated in Sec-
tion 10.1.

• Goal 4 is not perfectly fulfilled by any model, however, all models
reach the goal to an acceptable degree.
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We believe that the exchange of ideas between the traditional applica-
tion areas such as telecommunication networks, and utility distribution on
the one hand, and new emergent technologies such as agent technology on
the other, is fruitful. We will for sure see an increase in use of decentral-
ized coordination mechanisms for traditional dynamic resource allocation
problems.

10.8 Future work

In the future we will study how the coordination models presented here may
be extended to other domains than the in scenario in Section 10.4. We will
also try to develop the ideas on route generation, possibly by letting the
system adapt the routes to the current load situation dynamically.



Chapter 11

Multi-agent architectures for

Dynamic Resource Allocation

based on the drafts [50, 87]

11.1 Introduction

Much effort has been spent on suggesting and implementing new architec-
tures of Multi-Agent Systems (mas). Unfortunately, this work has been
carried out in a quite unstructured way where a (group of) researcher(s) in-
vents a new architecture and applies it to a particular domain and conclude
that it seems to be appropriate for this domain. Often this new architecture
is not even compared to any existing architectures. We believe that this area
now has reached the level of maturity when it is appropriate to compare and
evaluate these architectures in a more systematic way.

Of course, there is no single mas architecture that is the most suitable
for all applications. However, to find out whether one architecture performs
better than another one in a particular application may be very useful to
solve that particular problem but is usually of limited scientific interest. In-
stead, we suggest the study of more general problem domains corresponding
to sets of applications. Such studies tend to be quite abstract and are for
that reason often of a theoretical and qualitative nature. They therefore
should be supplemented with and validated by quantitative empirical stud-
ies in one or more specific applications corresponding to instances of the
general domain.

159
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Just as it is more interesting1 to study classes of applications rather than
particular applications, we argue that it is of a higher scientific interest to
study classes of mas architectures rather than particular architectures. We
would like to describe mas architectures in a way that abstracts the partic-
ularities of the applications but still captures the general characteristics of
the underlying system architectures. To find such a way of characterizing
mas architectures is in itself a major research task. In fact, it may be nec-
essary to use several views to capture all relevant aspects of an architecture
cf. [100].

Our starting point is to categorize mas architectures according to prop-
erties such as: the type of control used (from fully centralized, via the use
of adjustable autonomous agents, to fully distributed), the type of coordi-
nation used (synchronous vs. asynchronous), the degree of openness and so
on. As with classes of applications, it is mostly theoretical studies that can
be performed on classes of mas architectures and these often need to be
supplemented with empirical studies.

Next, it is possible to evaluate mas architectures with respect to several
different quality attributes, such as:

• Performance, i.e., how well does the system perform its task?

• Robustness, i.e., does the whole system break down as a result of a
partial breakdown, e.g. of an agent?

• Reactivity, i.e., how fast does the system react to changes in the envi-
ronment?

• ”Control”, i.e., what kinds of support are there for (directly or indi-
rectly) controlling the activities in the systems?

• Stability, i.e., to what degree is the system stable and in balance?

• Openness, i.e., what are the possibilities for new agents to join the
mas?

• Fairness, i.e., are the agents treated equally?

• Trustfulness, i.e., what is the extent to which the owners of the agents2

trust the system?

1at least from a scientific point of view
2For a definition of an agent owner, see Definition 18 on page 92.
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Some of these attributes may be domain independent and some may be
specific to a set of applications. As mentioned earlier, we do not think it
is possible to find a mas architecture that is optimal with respect to all
relevant attributes. Rather, there is an inherent trade-off between these
attributes and different architectures balance this trade-off in various ways.
The various applications, on the other hand, require different balances of
this trade-off. Thus, in order to choose the right architecture for a particular
application, knowledge about relevant software quality attributes and how
different mas architectures support them is essential. To evaluate a set
of architectures in a systematic way, we suggest an approach that can be
described in terms of a three-dimensional space, where the dimensions are:

• the set of possible applications,

• the set of possible mas architectures, and

• the set of attributes that are used to evaluate the architectures.

The suggested approach is to investigate substantial parts of this space
rather than just single points. We believe that this approach, besides of
enabling a more systematic investigation of the space, will lead to a deeper
understanding of mass and their applications, which, in turn, will contribute
to reach the long-term goal of obtaining general design principles of mass.

In this chapter we will apply this approach to the general problem of
”dynamic resource allocation” and present four generic mas architectures
with different characteristics that solves the problem. These will then be
compared with respect to a number attributes, e.g., robustness, reactivity,
communication overhead, ability to balance the loads, and utilization of
resources. We then show how these abstract architectures may be imple-
mented to solve an actual dynamic resource allocation problem, namely load
balancing and overload control in a telecommunication network.

11.2 General domain: dynamic resource allocation

Multi-agent technology has proved to be successful for dynamic resource
allocation, e.g. power load management [164], cellular phone bandwidth
allocation [25], and Intelligent Network (In) control [86]. Basically, this
problem concerns the allocating of resources between a number of customers,
given a number of providers. The dynamics of the problem lies in that the
needs of the customers, as well as the amount of resources made available
by the providers, vary over time. The needs and available resources not
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only vary on an individual level, but also the total needs and available
resources within the system. We will here assume that the resources cannot
be buffered, i.e., they have to be consumed immediately, and that the cost
of communication (and transportation of resources) between any customer-
provider pair is equal.

11.2.1 Classes of multi-agent architectures

There are many ways of dividing the set of possible mas architectures into
different subsets based on their characteristics, e.g.:

• the topography of the system,

• the degree of mobility and dynamics of the communications,

• the degree of distribution of control, and

• the degree of synchronization of interaction.

We have chosen to look closer at the two latter of these properties.3 By
distributedness, we mean to what degree the control over the system is dis-
tributed. The extremes are perhaps peer-to-peer autonomous agent systems
on the one hand, and threaded systems in which all control is dependent of
a single agent on the other hand. The degree of synchronization is a mea-
sure of how the execution of the agents interrelate with each other. We may
have agents that are highly sophisticated, but who only interacts at special
slots in time, and thus have a high degree of synchronization. There are also
systems in which the agents may interact continuously, independent of when
other agents interact. These systems are asynchronous in their nature.

To sum up, we will here investigate the following four classes of mas
architectures for dynamic resource allocation:

• centralized synchronous architectures,

• centralized asynchronous architectures,

• distributed synchronous architectures, and

• distributed asynchronous architectures.

3We do not argue that these properties are the most important, or even important at
all for some applications, but there are, as we will see, interesting instances of architectures
representing different kinds of systems given the chosen properties.
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11.2.2 Analysis of quality attributes

We have identified a number of quality attributes as important to dy-
namic resource allocation in general, which we have divided into three differ-
ent classes: performance attributes, technical system attributes, and user-
related attributes. All of the attributes we describe in this section are general
attributes that are important in most resource allocation problems. When
describing the attributes, we also make a brief theoretical analysis of how
the degree distribution and synchronization of the architecture influences
the attributes.

11.2.3 Performance attributes

• Reactivity: How fast does the system re-allocate its resources when
there are changes in demand? Theoretically, this should be promoted
by asynchronous architectures since there is no need to await any syn-
chronization event before i) an agent can notify other agents about
its change in demand and ii) other agents can take the appropriate
actions to adapt to this change.

• Load Balancing: How well is load balanced between the different re-
source providers? This should be favored by centralized control since
it is possible to take advantage of the global view of the state of the
system, e.g., the current load at all of the providers.

• Fairness: Are the customers treated equally? Also in this case, archi-
tectures with centralized control should perform better since they have
information about the global state of the system.

• Utilization of resources: How close to the target load is the system
able to keep the carried load? It is not clear from a strictly theoreti-
cal analysis if there is any correlation between this attribute and the
architecture properties. Empirical studies are probably necessary.

• Response/delay: How long time does it take for the customers to get
response to a request? Also in this case, it is not clear from a strictly
theoretical analysis if there is any correlation between this attribute
and the architecture properties.

11.2.4 Technical system attributes

• Robustness: How vulnerable is the system to node or link failures?
The more centralized the control is, the more vulnerable the system
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gets. Basically, the reason for this is that the system cannot function,
i.e., perform reallocation, if the agents that are responsible for the
control fail. In more distributed systems, the reallocation may function
partially even though some agents have failed.

• Communication overhead: How much extra communication does the
system need to handle the allocation of resources? This can either
be measured by the number of messages sent, or by the bandwidth
required for the allocation. Synchronous architectures tend to concen-
trate the message sending to short time intervals, and thus requiring a
large bandwidth, whereas asynchronous architectures tend to be bet-
ter at utilizing a given bandwidth over the time. However, if it is
the number of messages sent that matters, centralized synchronous
architectures may have an advantage. Also, the communication in
distributed architectures have a tendency to be more local than in
centralized architecture, using smaller parts of the network.

• Openness: How difficult is it to add and remove agents from the sys-
tem? It is not clear from a strictly theoretical analysis if there is any
correlation between this and the architecture properties. Empirical
studies are probably necessary.

11.2.5 User-related attributes

There are also a number of user-related attributes, such as: control, i.e.,
how well the architecture support control of the activities in the system,
stability, i.e., to what extent is it possible to predict the consequences of the
actions of an agent, and trustfulness, i.e., how well does the agent represent
the preferences of its owner. However, we will not focus on these aspects in
this work, mainly because they are difficult to assess in the general case and
are very dependent on how the actual system is implemented.

11.3 Case study: Load balancing in intelligent net-

works

In this section we will present four different multi-agent architectures that
solve the dynamic resource problem outlined in Section 9.2. The architec-
tures were chosen to complement each other with respect to distributedness
and synchronicity.
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Figure 11.1: An architecture with hierarchical auctions.

Common for these architectures are the use of three different types of
agents: quantifiers, allocators, and distributors . A quantifier acts on behalf
of a provider of the resources, an allocator acts on behalf of a customer, and
a distributor decides the allocation of some (or even all) available resources.

11.3.1 The centralized auction architecture

The Centralized Auction ca architecture is an example of a synchronous,
centralized architecture described in detail in Section 9.3.

11.3.2 The hierarchical auction-based architecture

One possible implementation of a distributed, synchronous system is the
hierarchical auction (ha) architecture [164]. The idea is to partition the
set of allocators and to use one distributor for aggregating bids and hold-
ing auctions in each partition. These distributors then connect to higher
order distributors in a hierarchical manner until the total demand can be
matched against the amount of available resources offered by the quantifiers
as depicted in Figure 11.1.4.

11.3.3 The centralized leaky bucket architecture

One simple solution to the problem of knowing which requests for resources
to accept and which to reject is the call gapping algorithm (cg) described
e.g. by Berger [20]. In the cg algorithm, each provider j (1 ≤ j ≤ m)

4To achieve good performance in the auctions, the nodes communicate continuous,
derivable utility functions, rather than sending bids forth and back. For the details, see
e.g. [164].
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Figure 11.2: The Architecture of the distributor for the centralized leaky
bucket approach

accepts one resource request per time period ti, where
∑

i 1/ti ≥ Tj and Tj

is the current target load of j. Each customer then submit their resource
requests to a provider hoping that its request will be the first one to arrive
to j during ti. If several customers are submitting to the same provider
at the same time, there is a large risk that some resource requests will be
rejected. This is especially a problem when the load is high.

One solution to this problem, known as Leaky bucket (lb) [19], is to use
a buffer or queue at the provider that dequeues requests at the rate 1/ti.
The algorithm is named after the metaphor of a leaking bucket, where the
water leak from a hole in the bucket with a constant stream. In the lb,
the requests are inserted into a finite queue and when the queue is full, the
requests are rejected. This makes it more likely that correlated resource
requests will be accepted, decreasing the probability of an immediate reject.

For the purpose of this comparison, we introduce a centralized leaky
bucket (clb) architecture, in which there is one central distributor common
for all allocators and quantifiers (see Figure 11.2). The allocators send all
requests immediately to this distributor, which consists of a leaky bucket
for queuing the requests. It also has a router that continuously dequeues
requests at a rate corresponding to the total capacity of the providers and
then forwards the requests evenly to the providers in proportion to their
capacity. If the bucket was full, the request is returned to the allocator and
rejected.

While the cg and the lb solutions are traditionally used in the individual
quantifier nodes to handle the incoming requests when there is no common
resource allocation, the clb is a representative of a centralized, asynchronous
architecture that handles the allocation for the whole system.



11.3. Case study: Load balancing in intelligent networks 167

Place in Route b1 b2 b3 b4 b5 b6 b7 b8
1 1 13 17 21 4 30 32 25

2 2 14 18 22 10 31 6 27

3 3 15 19 23 26 11 28 7

4 4 8 20 24 16 29 12 30

5 5 9 21 25 22 1 31 32

6 6 10 2 26 27 17 14 13

7 7 11 15 3 28 23 19 18

8 8 12 16 9 29 5 24 20

Table 11.1: The visiting order of the allocators in the broker routes.

11.3.4 The mobile broker architecture

As an example of a distributed, asynchronous system, we choose a mobile
broker (mb) architecture. We use the dually balanced version of the mbs
described in Section 10.2.4.

11.3.5 Descriptions and results of the simulations

The general simulation model used in the experiments is the same as was de-
scribed in Section 9.5.1. We have chosen to focus on the following attributes
when designing the five simulation scenarios: Reactivity, Load balancing,
Utilization of resources, Fairness, and Response time.

Architecture-specific parameters

In this domain we have used a 10 second interval between auction for the
ca. This is also the interval between the main auction of the ha, while the
four intermediate auctions, each handling the bids from eight allocators, are
carried out every fifth second. The size of the queue of the clb was set to 80.
The time that a broker spends at each allocator is 0.2 seconds. Compared
to the db solution of Section 10.2.4, we here use an improved route schedule
for the brokers (see Table 11.1).

Simulation 1: constant offered load

We ran a series of simulations with a constant arrival rate at all ssps cor-
responding to an aggregated offered SCP load of 0.35, 0.70, 0.95, 1.05, 1.50



168 Chapter 11. Multi-agent architectures for Dynamic Resource Allocation

0.35

0.4

0.45

0.5

0.55

0.6

0.65

0.7

0.75

0.8

0.85

0.9

0.95

1

0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2

C
ar

rie
d 

lo
ad

 in
 E

rla
ng

s

Offered load in Erlangs

Centralized auction
Hierarcical auction

Mobile broker
Centralized leaky bucket

Min(Target load, offered load)
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and 2.00 Erlang5 respectively. These simulations will give us measures of
the ability to utilize the resources of the system, the response times, and
fairness, for various levels of load, see Figures 11.3–11.5.

Simulations 2-4: varying offered loads

We have also made some simulations where we test how well and how fast the
system balance the offered load between the providers. A first simulation of
unequal loads (simulation 2) concerns a situation where ssp 1–8 at t = 400
get a peak from an initial request arrival rate corresponding to an aggregated
offered scp load of 0.2 Erlang to 2.6 Erlang (which correspond to a total
average offered load of 0.80 Erlang), see Figure 11.6. The result of this
simulation is shown in Figure 11.7.

We have also simulated a worst case scenario in which half of the ssps
(1–16) experience an offered load corresponding to 0.2 Erlang, and the other
half (17–32) a load corresponding to 1.4 Erlang. The whole system thus is
offered a total average load of 0.8 Erlang, which is below the target load,

5The unit Erlang is defined as the load relative to the capacity to carry it, e.g., 0.6
Erlang correspond to a load of 60 per cent of the total capacity.
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Figure 11.8: The expected offered load of simulation 3.

and therefore possible for the system to carry. At t = 400, the levels of
loads are shifted from high to low and vice versa and 10 or 100 seconds later
they are swapped back again (simulations 3 and 4, Figures11.8–11.10). The
results of the simulations are shown in Figures 11.9 and 11.11, respectively.

11.3.6 Evaluation of the performance attributes

We will now evaluate the results of the simulations of the four mas architec-
tures described in previous sections with respect to the attributes described
in Section 11.2.2. Both theoretical analysis and results from simulation ex-
periments will be used.

Reactivity

Reactivity is evaluated given the results of simulations 2–4. In Figures 11.7–
11.11, we see the results of the sudden change in demand for the different
architectures zoomed in on the peak at t = 400. Notice how the synchronous
approaches initially fail to deliver the amount of resources asked for until
the next auction is held.

Also note that while the clb take care of the resource requests individu-
ally, therefore, the clb has an almost perfect response to peaks in demand,
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Figure 11.11: The average carried load when all loads are swapped instantly
two times between 0.2 and 1.4 Erlang with a 100 second interval.

while the auction (and the broker) solutions spend time on handling the
problem of coping with the changes in offered loads at the higher level of
needs and capabilities.

Load balancing

As a measure of how well the architectures manage to balance the loads
we have used the standard deviation between the carried load of scps of
simulation 1. We see in Figure 11.4 that there are just small differences in
the standard deviations, varying between 1 and 3 mErlang.

However, the situation is somewhat different when we look at the sim-
ulations where the loads are varying. The distributed architectures cannot
make allocations that are better balanced than the ones made by the cen-
tralized ones, since the centralized architectures have access to the needs of
all the ssps and available capacity at all the scps (or, as in the case of the
clb, information about every request) and thereby is able to find a globally
optimal solution. Instead, the main benefit of a decentralized solution lies
in the ability of locally performing faster reallocations. Also, since these
local reallocations are performed more frequently, the distributed architec-
tures should be able to handle (at least unequal) load peaks better than
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the ca architecture (as long as they are local and could be dealt with by
reallocating resources between the customers connected to that partition).

Simulations 2–4 partly support our claims as we study their results from
a load balancing perspective. When measuring the ability of the system to
reallocate the available capacity to the customers who need it, we see that
the synchronous architectures do not adapt to changes in offered load as
quickly as the asynchronous solutions.6

In Simulation 2 and 3, the mb architecture managed to carry slightly less
average load than the other architectures (see Figures 11.9–11.11). This can
be explained by the way we have chosen the partition of the ssps into those
offering a low load and those offering a high load. The ssps which start with
a low level of demand are chosen in the worst possible way for the mobile
broker and the hierarchical auction. For the broker, this results in starvation
for two of the scps, i.e. the two whose brokers are only visiting low load ssps.
Even though these two brokers do what they can to relieve the overloaded
scps (by carrying all of the load of the low load ssps themselves), the system
will not be able to carry the full load, as can be seen in Figure 11.12.

Utilization of resources

We see in Figure 11.3 that the clb almost perfectly manage to follow the
minimum of the offered load, and the target load. The mb is not as good as
the synchronous architectures on utilizing the resources when it gets close
to the target load, while it manages to carry slightly more load than the
auctions in the overload situations.

Simulation results also show that mb faster adapts to increases in offered
load than ca, thus better utilize the resources when there are changes in
demand, see e.g. Figures 11.7–11.11. Generally, the slowest reactions are to
be found in the synchronized architectures, mainly because of the auction
interval which is relatively large compared to other time constants.

Response time

The response/delay time is the time it takes for a request to get a response
from an scp. In the case of ca and ha, this property show very small
variations (due to the ability of the ssps of these architectures to send the
requests directly to the scps). In the case of the clb, all requests must go

6Note that the scenarios are representatives of worst case scenarios of changes in loads
for our architectures, both from the perspective of choice of points in time for the peaks
and which ssps to peak.
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through the leaky bucket distributor, and thus, the time it takes for them
to reach the scp is considerably longer, as can be seen in Figure 11.13.

Fairness

All of the architectures are reasonably fair in the sense that they do not
favor a specific customer, see Figure 11.5. The mb is the least fair, especially
during overload situations. We believe that the design of the route schedule
may have an effect of this measure.

11.3.7 Evaluation of the technical system attributes

The evaluation of robustness, communication overhead and openness is
mainly done in theory since these things are hard to evaluate using sim-
ulations.

Robustness

Clearly, the centralized architectures are the most vulnerable. If the dis-
tributor in the ca or in the clb goes down, the system will not be able to
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different architectures.

reallocate at all, or as in the case of the clb, the requests for resources will
not reach the providers, and the system will not even be able to continue
with the last given allocation. The decentralized solution will be impacted
by a node (or link) failure, but only partially.

Communication overhead

Since the requests and the agent communication use the same infrastructure
for sending messages, it is important to keep the agent communication to a
minimum in order to be able to use as much bandwidth as possible for the
actual traffic7. We tuned the parameters in the simulation experiments so
that both ca and mb need the same amount of bandwidth. Moreover, ca
and ha used the same (main) auction interval. As illustrated in Table. 11.2,
ha can manage on slightly less bandwidth than the ca. The reason is that
the auctions at the different levels in the ha may use the bandwidth at
different times.

Whereas the amount of overhead communication in the ca, ha and mb
approaches is constant irrespective of the amount of offered load, the amount

7There are also other types of messages in the in that are of importance but for
simplicity, we have left them outside this study.
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Required bandwidth

Offered load ca ha clb mb

0.35 40 36 1117 40
0.7 40 36 2150 40

0.95 40 36 3117 40
1.05 40 36 3657 40
1.5 40 36 6318 40
2.0 40 36 9365 40

Table 11.2: The required bandwidth needed for the allocation of resources.

needed by clb is proportional to the number of requests8. In fact, when the
offered load exceeds the target load, the overhead increases even faster (since
the distributor has to tell the allocator that the request has been denied),
see Table. 11.2.

Openness

In the clb and the ca architectures it is relatively easy to add or remove a
provider or a customer. In the case of mb, or ha, the situation is more diffi-
cult since adding or deleting an agent may result in an unbalanced network,
e.g. with too many or too few agents on a broker route or in an auction
subgroup. However, with some careful engineering, these problems could be
avoided, even though the centralized architectures have an easier task doing
this than the decentralized ones.

11.4 Conclusions

We have described a systematic way of evaluating different aspects of differ-
ent mas architectures. This approach was applied to an abstract domain,
namely dynamic resource allocation, and a theoretical evaluation of abstract
architectures was made. This was supplemented by an empirical study of an
implementation of this abstract domain, load balancing and overload con-
trol in Intelligent Networks. The results of this case study were, not very
surprisingly, that different architectures excel in different dimensions. The
choice of mas architecture for a particular application should be guided

8We have used the calculated bandwidth required to manage the load in 99 per cent
of the time.
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by the balance of the trade-off between these dimensions that is optimal
for that application. We believe that if the systematic approach suggested
here is widely adopted, such choices can be more informed than is currently
practice.

11.5 Future work

Our plans for future work includes:

• Further experimental validation in the Intelligent network domain of
the theoretical results regarding dynamical resource allocation.

• Experimental validation in another dynamic resource allocation do-
main.

• Use the outlined approach to investigate another domain than dynamic
resource allocation.

• Develop a more refined method for characterizing mas architectures.
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Türkşen I.B., 71



AUTHOR INDEX 193

Ueda K., 68

Verhagen H.J.E., 72, 88
Vielhak T., 68

Ware R., 19
Wasik Z., 113, 114
Weibull J., 21, 52, 87
Weiß G., 1, 54
Wellman M.P., 41, 157
Wolpert D.H., 61, 76
Wooldridge M., 54, 118

Ygge F., 143, 157, 161, 165
Young H.P., 62, 63

Zlotkin G., 22, 27, 41, 51, 87



194 Indices

Subject Index

95%C, 33
definition of, 32

action selection algorithm
for efa, 112

actions
of manipulation, 112, 115, 122
of navigation, 112, 115
of perception, 114, 115

adaptive dynamics, 21, 52
adc, see agent-oriented dynamic charge
agent

definition of, 3, 54
self-confident, see self-confident agent
self-contemplation, 82

agent action, 69–70
agent coalition, 70–72
agent coalition game

short description, 18
agent level, 5
agent-oriented dynamic charges, 107,

111, 123
Aibo, 106
airplane landing example, 22
AllC, see always cooperate
AllD, see always defect
Allocator

in auctions, 130
allocator, 165
allocator agent, 131
always cooperate, 33, 44, 46

definition of, 32
always defect, 33, 34, 38, 39, 44, 47

definition of, 32
ambulance, 30
anti-tit-for-tat, 33, 46, 47

definition of, 32
applications of game theory, 22
artificial intelligence, 1
artificial life, 3
ATfT, see anti-tit-for-tat

backward induction, 14
bandwidth

for mobile brokers, 139
battle of sexes, 16
bb, see broker balanced model
broker agent, 132
broker balanced model, 145–149, 151–

153, 156, 157
description of, 148
results of, 155

broker routes
in mb architecture, 167
of the simulation, 150
table of, 150, 167

ca, see centralized auction
call gapping, 165
centipede game, 13
centralized auction, 165
centralized leaky bucket, 165, 166
characteristic distribution, 38, 44

definition of, 55
example of, 57–59
weighted

definition of, 56
characteristic distributions, 52–63
charges, 107–111
ChD, see characteristic distribution
Chess, 17
chicken game, 25

payoff matrix, 46
clb, see centralized leaky bucket
co2 emission, 23
Coala, 68
coalition

arithmetic model, 76–79
continuous, 69
definition of, 72
dynamic, 69, 71
elephant model, 77–78
example of, 68–69
forgiving model, 79



SUBJECT INDEX 195

geometric model, 77–79
static, 71
strength of, 76

coalition game
description of, 15
payoff matrix, 16

collective robotics, 122
Columb’s law, 111
communication overhead

evaluation, 176
in resource allocation, 164

company and customers, 16
compromise dilemma

payoff matrix, 46
consequences of actions, 70
control

in mas, 160
in resource allocation, 164

coordination, 3
coordination game

payoff matrix, 46
coordination models

properties of, 145
CPU load balancing, 144

Davis strategy, 33–35, 38, 46
db, see dually balanced model
demographic games, 20
distributed artificial intelligence, 1
distributedness, 162
distributor, 165

in auctions, 131
dually balanced model, 145–148, 151,

152, 156, 157
description of, 148–149
results of, 155

Durfee’s time scale for commitments,
71

dynamic groups
models of, 72–82

dynamic resource allocation, 143–149,
161

using mobile brokers, 145–149

edc, see environment-oriented dynamic
charge

efficiency, 2
efficient, 2
Electric field approach, 106–125

description of, 107
example of, 119
generality of, 122
implementation of in the RoboCup

domain, 118
limitations of, 124
maintainability of, 123
robustness of, 124

emergence, 3–7
predictable

definition of, 5
predicted

definition of, 5
unpredictable

definition of, 4
unpredicted

definition of, 5
emergent property

definition of, 4
emission of co2

example, 23
environment

noisy, 47
environment-oriented dynamic charges,

107, 118, 123
equilibrium

between V i
j and V̂ j

i , 73–75
Erlang, 129, 134, 135, 150, 151, 168
ess, see Evolutionary Stable Strate-

gies
even-matched strategy, see strategy→even-

matched
evolutionary computations, 43
evolutionary game, 41
evolutionary game theory, 21
evolutionary perspective

on agent coalitions, 86
Evolutionary Stable Strategies, ess,

41–43
evolutionary stable strategy, 21
extensive game, 42



196 Indices

fair, 2
fair strategy, 33, 35, 38, 39, 46, 47

definition of, 32
fairness, 2

evaluation, 175
in mas, 160
in resource allocation, 163

Feld strategy, 33, 47
definition of, 32

field
potential, 105–106

fingerprint, see characteristic distri-
bution

fire brigade, 30
flight boarding game, 17
focal points, 63
Friedman strategy, 33–35, 38, 46, 47

definition of, 32
fuel example, 22

game theory
applications of, 22
evolutionary, 52
role in multi agent systems, 27

games
definition of, 53
extensive, 13
favoring generous strategies, 48
favoring greedy strategies, 48
iterated strategic, 51
payoff matrices, 33, 46
strategic, 13

gc, see greedy consumer model
generous strategy, see strategy→generous
Global map, 119
global map, 113
gm, see global map
greedy consumer model, 145–147, 151,

152
description of, 146

greedy customer model
results of, 154

greedy strategy, see strategy→greedy
Grofman strategy, 33, 35, 38, 47

definition of, 32

ha, see hierarchical auction
Hawk-and-Dove game, 86–87
hbm, see hierarchical behavior mod-

ule
hierarchical auction, 165
hierarchical behavior module, 113
human level, 5

in, see Intelligent network
incomplete information in games, 17
Intelligent network, 129

configuration, 133
load control in

goals of, 130
load control using auctions, 130–

131
load control using mobile brokers,

131–133
simulation of, 133–139

description of, 133
results of, 135, 138

iterated games, 17
iterated strategic games, 51

Jante, see Law of Jante
Janteist agent, 85–86

exploitation of, 87–88
Joss strategy, 33, 47

definition of, 32

Law of Jante, 85, 88
leaky bucket, 166
levels of a mas, 5
Linda, 3
load balancing

evaluation, 173
in resource allocation, 163

market game, 16
Markow models, 21
MaxAx

payoff matrix, 34
mb, see mobile broker
membership

of a coalition, 72–82
meta-game, 51



SUBJECT INDEX 197

MinAx
payoff matrix, 33, 34

misinterpretation noise, 20
example, 20

mixed equilibria, 86
mobile broker

architecture, 167
broker balanced model, 148
dually balanced, 167
dually balanced model, 148
greedy model, 146
naive model, 146

mobile broker agent, 131
multi-agent systems

architectures, 159–162
evaluation criteria, 160–161

mutation, 42

naive broker model, 145–147, 151, 153,
157

description of, 146
results of, 154

Nash equilibrium, 42
nb, see naive broker model
No free lunch theorem

for search, 61
for strategies, 60, 62

proof of, 61
noise

simulations with, 36
noise

in ChDs, 62
noise in experiments, 47
noisy environment, 47
noisy games, 19
norm function ψj , 72
norms

as recommendations, 72
dynamic, 71, 73
in coalitions, 70–72
static, 71

openness
evaluation, 177
in mas, 160

in resource allocation, 164
optimal load, 147, 153, 156
Othello, 17
outcome

definition of, 55
outcomes

proportions of, 31

pam, see perceptual anchoring mod-
ule

parameters
in load control

using auctions, 134
using brokers, 134, 137

Pavlov, see simpleton strategy
payoff

average, 34
definition of, 56

payoff matrix
definition of, 56

percentage thinning, 134
perceptual anchoring module, 113
performance

in mas, 160
performance attribute analysis, 163
poker game, 17
population

definition of, 54
population distribution

definition of, 55
population tournament, 34–38, 46

with noise, 36
without noise, 34

potential fields, 105
predictable emergence

definition of, 5
predicted emergence

definition of, 5
prisoner’s dilemma, 25

description, 43
iterated, 43
modified Axelrod payoff matrix,

33
payoff matrix, 46
symmetry in, 16



198 Indices

probes, 107–111

quality attribute analysis, 163
Quantifier

in auctions, 130
quantifier, 165
quantifier agent, 131
queuing game, 23

random strategy, 33, 46
reactive planner, 113, 115, 118, 119
reactivity

evaluation, 171
in mas, 160
in resource allocation, 163

reciprocal altruism, 43
recursive strategy, see strategy→recursive
repeated games, 17
replicator dynamics, 21
rescue vehicle, 30
research method, 7
resource allocation

dynamic, see dynamic resource
allocation

payoff matrix, 33
with asymmetric restrictions, 16

resource example, 31
response/delay

evaluation, 174
in resource allocation, 163

right hand rule, 30
RoboCup

behavior
AlignWithBallNet, 114, 121, 122
FaceBall, 114, 122
FindBall, 114, 119
GoBehindBall, 114, 119, 121
GoBetweenBallNet, 114, 119
GoToBall, 114
Kick, 114, 118, 121, 122
SelfLocalize, 114, 119
Steal, 114, 118, 121, 122
effects of, 114
perceptual need, 115
postconditions, 115

preconditions, 114
representation of field, 118

robust, 2
robustness, 2

evaluation, 175
in mas, 160
in resource allocation, 163

rock, paper, scissors, 14
round robin, 44
rp, see reactive planner

sc, see static charge
scp, see Service Control Point
selection, 42
self-confident agent, 86, 88

exploitation of, 88
service classes

in an in, 134
Service Control Point, 127–138, 140,

147, 149, 150, 152, 153, 156
Service Switching Point, 127–131, 133,

140, 147, 149–153, 156
sexes

battle of, 16
Shapley value, 67–68
simpleton strategy, 33, 35, 38, 39, 47

definition of, 32
simulation

setup, 33, 44
situated games, 20
size of game

definition of, 54
spatial games, 20
ssp, see Service Switching Point
stability, 2

in mas, 160
in resource allocation, 164

stable, 2
Static charge, 118
Static charges, 107
stigmergy, 122
strategic game, 42
strategies, see strategy

definitions of, 32
strategy



SUBJECT INDEX 199

95%C, see 95%C
always cooperate, see always co-

operate
always defect, see always defect
anti-tit-for-tat, see anti-tit-for-tat
classification

example, 29
classification of, 29
Davis, see Davis strategy
even-matched, 29, 44
fair, see fair strategy
Feld, see Feld strategy
Friedman, see Friedman strategy
generous, 29, 44
greedy, 29, 44
Grofman, see Grofman strategy
Joss, see Joss strategy
Pavlov, see simpleton strategy
properties, 29, 44
random, see random strategy
recursive, see recursive strategy
simpleton, see simpleton strategy
tester, see tester strategy
tit-for-2-tat, see tit-for-2-tat
tit-for-tat, see tit-for-tat

symmetry
payoff, 16
structural, 16
table of examples, 16

synchronization, 162

Team Sweden
robot architecture, 113–114

technical platform level, 5
technical system attribute analysis, 163
telecommunication networks, 143
territory defense

inverse strategy, 22
tester strategy, 33, 47

definition of, 32
Tf2T, see tit-for-2-tat
TfT, see tit-for-tat
theorem of existence

of Nash equilibria in meta-games,
59

proof of, 59
of optimal games, 60

proof of, 60
Thinking Cap, 113
three-dimensional evaluation

in mas, 161
tit-for-2-tat, 33, 35, 46, 47

definition of, 32
tit-for-tat, 33, 35, 36, 38, 46

Axelrod’s opinion, 29, 43
critique, 29, 43
definition of, 32

tournament
description, 44
population, 46
results, 46

traffic intersection example, 30–31
trembling hand noise, 19

example, 20
trustfulness

in mas, 160
in resource allocation, 164

tuple space, 3
two-layered approach to games, 52,

53, 57

udc, see undirected dynamic charge
undirected dynamic charges, 107, 122
unpredictable emergence

definition of, 4
unpredicted emergence

definition of, 5
urn guessing game, 17
user-related attribute analysis, 164
utility distribution, 143
utilization

evaluation, 174
utilization of resources

in resource allocation, 163

valuation
examples of, 79–82
examples of forgiving models, 82
examples of non-forgiving mod-

els, 81–82



200 Indices

V i
j , 73–79

V̂ j

i , 73–79

weighted characteristic distribution
definition of, 56


